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1 Introduction

Human talkers use audio and other feedback to modify their speech with the intent of increasing intelligi-
bility and improving communication. The goal of LISTA is to achieve the same objective for machines.
While the modification strategies developed in LISTA are inspired by subjective behavior, they are not
limited to reproducing these. As a result, LISTA research may result in novel speech modification strate-
gies that are different from and more effective than those employed by human beings.

LISTA workpackage 2 concerns the controlling context-indicator (CCI), which is the control signal
to modify speech in response to contextual information. Deliverable 2.2, in particular, concerns adapting
speech based on acoustic information, e.g., ambient noise characteristics. This document describes the
development of a controlling context indicator for speech, as well as the accompanying software. It is
the report component of LISTA deliverable 2.2, and a continuation of the plans laid out in deliverable
2.1.

In the remainder of this document, we first describe and put in perspective the LISTA approach to
identifying effective modification strategies from contextual audio input. Thereafter, in section 3, we
outline how such speech modification can be implemented in practice, and the results obtained from
several different practical instantiations. Section 4 describes the software associated with this deliverable
(D2.2), which implements and extends some of the described ideas in a Matlab framework.

2 Background: Speech Modification by Controlling Context Indicators

We here describe a hierarchical and probabilistic view of spoken communication, and discuss how the
controlling context indicators fit into this view, as they constitute speech parameters which allow a
speaker to adjust to the context, for instance background noise. We also outline how speech modifi-
cations which enhance the communication process can be identified, at least in the abstract, and describe
the inputs and outputs to this process of finding appropriate modifications. Throughout this and later
sections the picture is gradually made more detailed, concrete, and applied, leading to descriptions of
practical schemes and implementations for context-adaptive speech developed in LISTA year two.

2.1 Modelling Context-Aware Speech Production

In a simplified hierarchical view of speech production (pictured in figure 1), the speaker, via a number of
intermediate stages, translates an intended message into an imperfectly transmitted signal waveform. The
listener attempts to reconstruct the message from the received signal by reversing the hierarchy. At any
level in the hierarchy, the speaker may adjust their speech production strategy (that is, alter the mapping
between levels) based on contextual information, in order to improve overall communication efficacy
and increase the probability that the perceived and intended messages match. The various possible
modification levels are represented by the boxes on the left-hand side in the figure.
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Figure 1: A hierarchical representation of speech communication.

From a probabilistic perspective, context aware speech production—the left-hand side in figure 1—
may be described by

f (x | m, n, P, R) =

ˆ
fx (x | c, P ) fc (c | m, x, R) dc (1)

=

ˆ ˆ
fx (x | c1, c2, P ) fc1 (c1 | m) fc2 (c2 | n, R) dc1dc2, (2)

where

• x is a parametric representation of the speech signal (feature vectors);

• m is the intended message;

• n is a parametric representation of the speech context (the ambient audio/noise background, prop-
erties of the listener and feedback from the same);

• P represents the speech production process;

• R is a rule set describing changes in speech production as a function of the context, which will
later be adapted to improve intelligibility;

• ci∈{1, 2} represent the (vector) control signals manipulating the speech production or modification
system;
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– c1 are speech descriptors controlling production of speech in a neutral environment;

– c2 are context-sensitive variations of the speech descriptors c1 that deviate from their default
value as communication conditions deviate from the neutral state.

While the speaker cannot necessarily know the true perception processes and internal state of the listener,
we can still model the remainder of the communication process probabilistically, using a similar approach
as above. Recent research in fact suggests that speech production and production are closely linked [1].
Generally, we may represent imperfect speech transmission and perception—the middle and right-hand
side in figure 1—by

f (mp | x, n, S) =

ˆ
fp (mp | y, n, S) fy (y | x, n) dy, (3)

where

• y is a parametric representation of the noisy speech signal perceived by the listener;

• fy represents the transmission channel;

• mp is the perceived message;

• S represents the perception process.

The production and perception process expressions, equations (1) and (3), can be integrated to identify
the distribution of the perceived message, as

fmp (mp | m, n, P, R, S) =

ˆ
f (x | m, n, P, R) f (mp | x, n, S) dx. (4)

The objective of intelligible communication, of matching the talker and listener side messages in the
hierarchical picture by applying speech modifications, can be expressed as finding modification rules R?

which produce speech changes c2 such that the probability that mp equals m is maximized,

R? = argmax
R

fmp (m | m, n, P, R, S) . (5)

In practice, we must choose specific forms (probabilistic models) for the processes P , R, and S
above, as well as apply numerous approximations, in order to translate our conceptual framework into
a practical speech modification system. In LISTA, the input is either speech or text, not abstract mental
messages, and R is commonly taken to be a parametric family of modifications, so the optimization is
reduced to a parameter estimation problem. Moreover, we use intelligibility models and speech recogni-
tion (ASR) systems to model the cognition process S. These components only describe the lower levers
of the speech hierarchy, so we must settle for optimizing similarity or matching probability at these lower
levels, hoping that this leads to intelligible and efficient overall communication in a real-life application.
In particular, this means we will be working with short-term spectra or text transcripts. Commonly, we
will also assume that fy represents additive noise.

It is well-known that intelligibility can typically be enhanced by simply increasing the overall signal
magnitude. We are not interested in recovering this trivial solution. Instead, LISTA studies context-aware
intelligibility enhancement under constraints on energy or loudness preservation, as this will force inter-
esting and nontrivial modifications. This results in constraints being added to the optimization problem
(5), such that the energy or loudness of fx (x | c1, c2) is required to be equal to that of the corresponding
neutral, unmodified speech fx (x | c1, 0).
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2.2 Closed-Loop Modification Control

As discussed in deliverable 2.1, there are two conceptually distinct modification system architectures—
open-loop and closed-loop—of which the closed-loop was deemed preferable.

In an open-loop architecture, contextual information is fed into a regression model to determine how
speech should be modified. Given acoustic context information, this would typically be performed by
classifying the noise environment (creating a quantized “context indicator”), and then consulting a lookup
table specifying the modifications to apply (the controlling context indicator) for the present class. There
is, however, no check to ensure that the selected modifications are appropriate.

In a closed-loop architecture, feedback about the appropriateness of the applied speech changes is
used to further improve the modifications and ensure the modification strategy is adequate. In a computer
system application, this could for instance be carried out by optimizing intelligibility score of an objective
intelligibility measure, or the probability of correct interpretation for an ASR system.

The vast majority of previously proposed modification schemes to enhance intelligibility, e.g., [2,
3, 4, 5], are rule-based systems with no feedback about the efficacy of the applied modification, and
therefore represent an open-loop approach. In addition, prior schemes typically do not enforce constraints
on the output energy ([6] being a notable exception), so any associated intelligibility improvements may
be due to the trivial strategy of just increasing signal gain.

For LISTA, in contrast to previous work, we decided in D2.1 to concentrate on closed-loop con-
trol. Unlike the open-loop, lookup-table approach, closed-loop modification control does not depend on
previous exposure to the particular noise environment in order to produce an appropriate modification.
This should lead to greater robustness, and is more in line with recent efforts such as [7].1 Several other
advantages are detailed in D2.1.

2.3 Modification Input

For a closed-loop approach to compute relevant speech modifications, at least two kinds of input are
required, namely information about the message to be conveyed, and information about the context, such
as the background noise, which is used to control speech clarity.

The first input stream in LISTA, the one related to the message, can be either live or pre-recorded
signal waveforms of unmodified speech, or a transcript of speech to synthesize. Given a synthesis system
and side-parameters such as controlling context indicator values c1 and c2, the transcript can also be
converted into a speech waveform. Having access to a speech transcript, however, is useful to perform
optimal matching at a higher (text) hierarchical level in figure 1, presumably increasing the probability
of correct message transfer, as described in the ASR-based scheme of section 3.2.

For the second input stream—the acoustic context features n—LISTA year two considers information
about the ambient acoustic environment, i.e., the background noise. We have used simple and expressive
short-term raw noise spectra and spectrograms in the LISTA experiments so far. These features are much
more informative than the class-context value of open-loop systems, where information is arbitrarily
bottlenecked by passing through a single, discrete class variable. The low information loss associated
with using spectra is a significant advantage of the closed-loop approach, and renders any context-class
variables redundant. No such classifier is therefore included in this deliverable.

We also note that static and dynamic features such as intensity, spectral whiteness, spectral tilt, and
measures of spectrotemporal modulation can easily be computed from the series of input spectra. The

1To contrast: the open-loop idea of enumerating possible relevant context combinations and then creating a list of associated
relevant modification rules, thereby constructing a robust system applicable in many noise environments, is not a computation-
ally feasible method, as the number of context combinations grows exponentially. While such a method could in principle
be used to convert a closed-loop system to a list of open-loop modification rules for a number of specified contexts, we thus
recommend against it.
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Symbol Max update speed Type Description
c1t Frame Spectral Change in frame gain
c2t Frame Spectral Change in frame spectral tilt
c3t Phone Spectral Change in f1 formant bandwidth
c4t Phone Spectral Change in f2 formant bandwidth
c5t Pitch period Spectral Change in fundamental frequency
c6t Phone Spectral Change in f1 formant frequency
c7t Phone Spectral Change in f2 formant frequency
c8t Sub-phone Temporal Change in segment duration
c9t Phone Temporal Change in playback offset

Table 1: Controlling context-indicator components.

ambient audio input thus contains this type of medium-level information about the context, even though
the environmental variables fed into the control system are not explicitly parametrized in these terms.

Input streams that all can be converted unambiguously to spectrograms are useful, because these are
easy to integrate directly in a loop of speech modification followed by intelligibility assessment: from
speech and noise spectra x and n, the perceived signal y can straightforwardly be computed or approxi-
mated (assuming, e.g., additive noise), and fed into the intelligibility assessment model (in practice S) as
feedback for control. Short-term spectrograms are natural for representing audio, and a good basis from
which to assess the degree of masking, so many intelligibility measures such as the glimpse proportion
[8] or the STOI measure [9] are simple to compute from such input.

In a practical application, the noise spectra during playout may have to be predicted from the current
and previous spectral information, and similarly for a live speech input signal if no buffer is available.

2.4 Modification Output: Controlling Context Indicator Components

Aside from the issues of from which information the controlling context indicator should be computed,
and how, there is also the problem of specifying the control parameters—the interface to the speech
synthesizer or modifier by which the changes are applied. In deliverable 2.1, a list of possible LISTA
modification components was introduced, which is reproduced in table 1.

The majority of the selected components are spectral in nature, so this year’s closed-loop experiments
have mainly concentrated on simple spectral modifications such as reallocation of speech energy between
a number of different frequency bands, keeping speech duration and overall energy constant. These
modifications can be updated as often as once per frame, but lower update frequencies, e.g., once per
word, have been considered as well. Some experiments with temporal modifications (chiefly pausing
strategies) have also been performed, and more are in progress.

The remaining sections of this text show how the closed-loop approach can be implemented in prac-
tice, describe experiments performed so far and their results, and present the software associated with
the deliverable.

3 Implementing Closed-Loop Speech-Modification Control

The advantages and disadvantages of the open and closed-loop approaches to computing the parameters
of a modification strategy were discussed in LISTA deliverable 2.1 and (briefly) in section 2. The closed-
loop approach was selected as the prime candidate for performing speech modifications within LISTA.
Several reasons were outlined to motivate this choice and we would like to repeat two of these. The
closed-loop approach provides a figure of merit for the performance of the modification algorithm and
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facilitates the analysis of its performance. It also ensures that, as long as the output of the objective
intelligibility measure correlates well with subjective intelligibility, the resulting modification increases
the speech intelligibility.

The closed-loop approach has already been implemented by LISTA participants in the context of
recorded [10, 11, 12] and synthetic [13, 12] speech. Outside of LISTA this approach has also widely
been adopted with some of the more recent and prominent methods described in, e.g., [7, 14].

We begin this section by introducing the general framework that accommodates all of the above
referenced systems. At this level of abstraction, the objective intelligibility measures and the speech
modification strategies are viewed as generic functionality. We then proceed with a description of three
realizations of this framework within current LISTA efforts. The first approach, operating at the text level
in figure 1 uses a statistical model of clean speech from an ASR system for intelligibility assessment. It is
introduced in section 3.2, and detailed in the recently submitted reference [12]. An extension of this work
forms the basis for the software implementation described in section 4. While the system is tailored for
application to recorded speech, it is also described how it can be adapted for use with synthetic and on-
line acquired speech in sections 3.2.2 and 3.2.3. The second approach, based on standard intelligibility
models and thus operating at the spectral level, is described with results in section 3.3, and detailed in
the publications [10, 11]. The third approach is tailored to the modification of synthetic speech. It is
described in [13] and summarized in section 3.4.

3.1 The Closed-Loop Speech Modification Framework

The essence of a practical instantiation of the closed-loop optimization framework is described in this
section. Consider the data-flow diagram presented in figure 2. The central module in this diagram is
a software package for constrained optimization. It takes as input the objective intelligibility score O
that the modified speech achieves and, if applicable, the gradient of the objective intelligibility measure
with respect to the controlling context indicators (CCI) c. It represents an implementation of standard
techniques for constrained optimization [15]. To avoid confusion, in the following we refer to the CCIs
as modification parameters. Typical constraints that may need to be satisfied in practice include energy
preservation, sign and range of the modification parameters and particular relations between the statistical
properties of the speech signal and the disturbance, e.g., signal-to-noise ratio.

Context
Descriptors

Source

Constrained
Optimization

Sofware

Objective Intelligibility 
Measure Computation

Speech
Modification

Strategy

Feature
Extraction

c

xF

Figure 2: The closed-loop modification framework.

The output of the optimizer are the modification parameters c that control the speech modification
functionality. The modified speech is denoted by x. To compute the value of the objective intelligibility
measure two sets of parameters are needed. On the one hand, we need to extract the features F from
the modified signal. These features may have a trivial or a not so trivial dependence on the modification
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parameters c. As an extreme case, the features are the modification parameters, in which case the feature
extraction functionality in figure 2 becomes a direct link. The second set of parameters describes the
statistical properties of the disturbance, e.g., short and long-term power spectra. These are estimated
from a signal acquired using a microphone immersed in the environment where the speech signal is
presented.

The optimization process is initialized with carefully selected initial values. This reduces the compu-
tational complexity associated with computing the optimal modification parameters and also decreases
the risk for bad local solutions in case the objective of the optimization is not a convex function. Upon
convergence of the optimization process, the modification parameters are used to produce the optimally-
modified speech. This is the signal presented in the noisy environment. The following section summa-
rizes a particular algorithm for modifying speech before its presentation in a noisy environment.

3.2 Text-Level Optimization for Intelligibility Enhancement

In this section a particular implementation of the closed-loop framework from section 2, operating on a
text level, is presented. We begin by describing the optimization objective and proceed with explaining
two speech modification strategies that were applied in conjunction with this measure. The algorithm is
not restrictive in terms of the range of possible speech modifications. As a result, their list can gradually
be expanded.

The benefit of using a large range of modifications with the same objective intelligibility measure
is gained by formulating the latter at the highest possible level of abstraction, that of the phonetic tran-
scription of the transmitted message. Working at such a high level has implications on the computational
complexity and the robustness of the algorithm. The challenges that we encounter by following this line
of research, however, have primarily a practical rather than a theoretical nature.

The optimal modification parameters are the result of solving an optimization problem of the form:

c? = argmax
c

J∑
j=1

wj log
(
p
(
f j |mj , c

))
s.t. cTē = 1, c ≥ 0, (6)

where f j , j ∈ {1, · · · , J} are feature vectors extracted on a per-frame basis, mj , j ∈ {1, · · · , J} are
Gaussian mixture models characterizing the features for particular phonetic units from the speech model
in an ASR system pre-trained on clean speech, c represents the set of modification parameters, which
can be viewed as gain factors in the spectral or the temporal domain depending on the modification, and
wj are weight factors that can be used, e.g., to manipulate the importance of the contribution of different
phonetic groups. The rules R from section 2.1 relate to the parameters from (6) as R = {w, c}. Here,
we set the weights w a priori depending on how aggressively we want the algorithm to behave. More
generally, it is possible to optimize for w as well as for c. The set of rules R can be extended further
with parameters specific to the particular modification strategy, such as number of bands in a filter-bank
and length of the modification window. Energy preservation for the duration of the modification window
is enforced by the equality constraint in (6), which ensures that the sum of the normalized spectral-band
or phone-specific energies ēT = [ē1, ē2, · · · , ēK ] is preserved by the modification.

We consider two modification strategies in combination with the proposed objective measure. The
choice of these modifications is motivated by findings resulting from the analysis of human behavior
[16] and prior work on the effect of cue enhancement on improving subjective intelligibility [17]. In
particular, we consider i) long-term spectral modifications and ii) phone-level energy ratio adjustment
over a modification window of length at least one word. Both strategies have been applied in recent
speech pre-emphasis algorithms using lower-level intelligibility measures [7, 18]. The specifics of the
proposed algorithm using only the spectral modification are described in [12].
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A system-level view of the proposed algorithm is illustrated in figure 3. The presented diagram is
based on the one from figure 2 to which it adds a level of specificity describing the particular approach to
the speech modification problem. Furthermore, it is assumed that the disturbance is additive in nature. A
dashed line is used for the disturbance to indicate that its particular realization cannot be assumed to be
available and we work with its statistical characteristics. In practice, we used the short-term spectrum of
the noise. A bold line is used for the speech signal to emphasize the closed-loop nature of the algorithm
and to indicate that the speech is presented to the listener only once the optimal modification parameters
have been computed.
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Figure 3: System-level view of the proposed algorithm.

The described algorithm is general in the sense that it can accommodate a large range of modifica-
tions. In addition, it does not pose any requirements on the availability of closed-form gradients. While
the availability of such can speed up the convergence of the algorithm it would limit the number of possi-
ble modifications. This issue is particularly relevant for the described approach because the high level of
the intelligibility measure leads to a complicated dependence between its output O and the modification
parameters c. In place of exact gradients we used a finite difference approximation [19], which is quite
efficient in view of the typically small number of modification parameters.

Performing more than one modification on the same signal naturally raises the question of optimality.
Ideally the optimization is performed jointly with respect to all modification parameters. In practice,
however, this leads to a significant increase in the computational complexity. One possibility is to not
require full convergence of the optimization process, but merely take as many optimization steps towards
the optimum for each modification window as the available computing resources allow.

Another approach is to apply modifications sequentially. This is how we used both the spectral
and the temporal modifications with the same measure and on the same signal. Sequential application
allows for having modification windows of varying length for each modification and further control the
intelligibility gain and the computational complexity. One can argue, e.g., that it is optimal to apply the
spectral modification at a shorter time scale to take advantage of the short-term spectral characteristics
of both the speech and the noise. At the same time a longer modification window is better-suited to the
phone-level gain adjustment strategy as it increases the degrees of freedom of this modification.

3.2.1 Evaluation

Evaluation of the proposed speech modification approach identified two particular challenges. In the first
place, to ensure the robust performance of the proposed approach it is mandatory to ensure the accurate
alignment between acoustic (phone) models and signal frames. This is not a problem for synthetic speech
where the correspondence between models and frames is known a priori. It is a challenge, however, for
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recorded speech where this correspondence needs to be established prior to performing any optimization.
We used forced alignment [20] between the transcription of an utterance and the clean speech waveform
to achieve that. We observed that forced alignment occasionally fails to locate correctly the individual
phones and creates an error, which propagates through the optimization process. The problem is more
severe for faster as opposed to slower speaking styles. Bad segmentation leads also to edge effects, which
can effectively reduce the intelligibility of the modified below that of the natural speech in noise. The
second issue is only observed in conjunction with the spectral modification. We noticed that optimization
of the objective measure favors gaps in the spectrum of the modification window. These can produce
subjective intelligibility degradation unless smoothing of the gain sequence is performed.

An interesting result was observed in relation to adjusting the weights w of the a priori defined
groups of phones. We split the list of phones into vowels, voiced consonants and unvoiced consonants
and experimented with varying their contribution to the objective measure. One hypothesis corroborated
by the results in, e.g., [17, 4], is that consonants (at least in English) have a significant contribution to
intelligibility. We applied, therefore, a weighting scheme, which favored unvoiced consonants in the first
place, followed by voiced consonants and finally vowels. It turned out, however, that this information
is already present under some form in the ASR speech model and the best average performance was
achieved when setting these weights to unity for all of the three classes.

A formal experiment was conducted to evaluate the performance of the spectral modification within
the proposed framework. We used multi-speaker babble noise [21] presented at −3dB SNR. The clean
speech material consisted of lists 44, 45, and 46 of the Harvard sentence database [22]. A male, native
American English speaker was used to match the language of the material used for training the recog-
nition system whose speech model was used in the objective measure. The recordings were taken from
Experiment 3 of [23]. Eight test subjects took part in the experiment.

To evaluate the method performance, the recognition rate per subject and utterance was computed as
the ratio of the correctly identified to the total number of words. These recognition rates were averaged
over the subjects and the utterances, separately for the natural and the modified versions, producing the
mean recognition rates:

r̄n = 0.379, r̄m = 0.594,

where the suffixes n and m stand for natural and modified, respectively. The Wilcoxon signed-rank
test [24] was applied to the series of mean (averaged over subjects) per-utterance recognition rates cor-
responding to the modified and the natural utterances respectively. It revealed a significance of the
difference at a level below 10−3.

Informal evaluation of the combination of the spectral and the temporal modifications indicated a
further improvement of the intelligibility of the processed signals in noise for the considered conditions.
As more modification strategies become available, various combinations of these can be applied to the
signal depending on the context and the complexity requirements.

3.2.2 Synthetic versus Recorded Speech Modification

The algorithm described in the previous section was validated with recorded speech. Its nature, however,
favors application to synthetic speech. This is due to i) the necessity for a transcription of the transmitted
message and ii) the dependence of the performance of the algorithm on the accurate alignment between
the signal waveform and the phone-level transcription of the message.

At present, an effort to integrate the proposed modification framework with a basic speech synthesizer
provided by the University of Edinburgh is in progress. This cooperation provides the opportunity for
experimenting with an extended set of modification parameters specific to speech synthesis applications.
As a first step approximation we use the new set of modification parameters and compute the objective

9 of 19



LISTA April 17, 2012 245491

intelligibility measure from the synthetic signal similar to the case with recorded speech. The objective,
however, is to achieve operation on the parametric level and avoid the necessity for re-synthesizing the
signal at every iteration of the optimization algorithm.

3.2.3 Real-Time versus Recorded Speech Modification

Application of the proposed approach to live speech is not immediately within reach. While the general
framework of closed-loop speech modification applies to any type of speech, the need for a transcription
of the transmitted message limits the application of the proposed approach to live speech. One way to
address this challenge is to reduce the length of the modification window to that of the phone duration
and perform on-line phone detection and enhancement. This is possible to achieve with a relatively small
increase in computational complexity and opens an interesting research opportunity. An alternative is to
retain the general framework but replace both the objective measure and the modification strategies such
that a system similar to the ones described in [7, 18] is obtained.

3.3 Spectral-Level Optimization for Intelligibility Enhancement

ASR-derived intelligibility measures are sophisticated and model a substantial portion of listener-side
speech processing, but they may be unwieldy in certain applications. An alternative approach worthy of
exploration is to instead optimize speech intelligibility as assessed by spectrotemporal objective intelli-
gibility measures, closer to the signal level. This leads to a different track in context-adaptive speech,
with different behavior and results, described in this section.

The modifications considered for this track were proposed in [10], and can largely be seen as oper-
ations on time-frequency bins. To increase speech intelligibility in noise, we consider different energy
reallocations under constant energy and speech duration constraints. The overall effect of the modifica-
tions is to change the energy distribution of the original signal s to a modified distribution s′ by applying
a weighting matrix km. This can be expressed by equation (7),

T∑
t=1

F∑
f=1

s′(f, t) =
T∑
t=1

F∑
f=1

km · s′(f, t), (7)

where T and F denote the number of frames in the time domain and the number of frequency channels,
respectively. Since no time-warping is assumed we further have

N∑
i=1

s′(i)2 =

N∑
i=1

s(i)2 (8)

in the time domain.
The modifications in [10] involve three local signal-to-noise ratio (SNR) equalizations: the local

SNR of time frames (SegSNR), the local SNR of frequency bands (ChanSNR), and the local SNR of
time-frequency regions (LocalSNR). There is also an approach transferring energy to time-frequency
regions just below the threshold of audibility (SelectBoost), and another that introduced pauses
placed to avoid epochs of intense noise (Pausing). A sixth technique combined the two approaches
(combined) in [11]. Implementation details of the proposed strategies are presented in [10, 11].

The modifications have a group of essential parameters such as the window-size in time domain, the
selected frequency range, and the degree for boosting. Optimal values for those parameters are chosen
based on maximization of objectively intelligibility scores predicted by an objective intelligibility model.
This is because objective measures enable rapid feedback on a range of modification techniques and
allow parameter optimization, so they can be used to select candidate approaches for subsequent formal
listening tests.
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In the study [10], we employed the Speech Intelligibility Index (SII) [25] and the glimpse proportion
(GP) [8] as objective metrics. SII is one of the classic objective intelligibility measures. It is based
on frequency-band importance functions or audibility measures within bands, and correlates well with
subjective scores for a subset of stationary noise or reverberation conditions. In the meantime, the GP
measure is based on auditory analysis and spectrotemporal properties of both speech and masker signals,
and also has been reported to have high correlation with subjective scores (ρ = 0.95 and above) for
natural speech.

3.3.1 Evaluation

Tests were carried out with three noise maskers: competing speaker, babble, and speech-shaped noise.
With the exception of LocalSNR, all methods increased the intelligibility as predicted by GP under
all experimental conditions, with SelectBoost being particularly effective. Beacuse LocalSNR
attempts to maintain a constant SNR in each time-frequency region it is very effective as long as the
SNR is positive, but is a poor strategy otherwise. While SII suggests similar intelligibility for the three
maskers, the GP produces the highest intelligibility scores for competing speech and the lowest for
stationary noise. This correlates well with subjective listeners and highlights the inadeqacy of SII for
fluctuating noise sources.

A perceptual listening tests was conducted to further evaluate the effectiveness of the modifications
proposed in [11], and compare it with the significant gain in objective intelligibility they brought. The
task for listeners was to identify letter and digit keywords from simple matrix sentences such as “Bin
blue at B 1 now,” drawn from the Grid Corpus [26]. The sentences were presented in a background
of speech-shaped noise (SSN) or speech-modulated noise (SMN) at two SNRs (−9, −6 dB), values
chosen on the basis of pilot tests. Since the strategy of equalizing the local SNR of the time-frequency
region (LocalSNR ) scored very low for this noise regime in pilot tests, the SNRs for LocalSNR were
increased to 0 and 3 dB.
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Figure 4: Subjective scores for original and modified speech in intense (upper) and less intense (lower)
noise conditions. Error bars indicate ±1 standard error.

Figure 4 shows listener scores for all evaluated modifications grouped by more (−9 dB) and less
(−6 dB) intense noise level. (Note that, because the results of LocalSNR corresponds to different noise
levels, they are not to be compared against other modifications.) In both stationary and nonstationary
noise conditions, SelectBoost leads to very large improvements in intelligibility. This confirms the
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results predicted by the objective GP measure. The performance of Pausing, however, is surprisingly
bad. Under constant energy and duration constraints, all energy is only distributed in speech parts after
a pause is inserted into the speech signal, and the GP score increases artificially as a result. Still, some
intelligibility gain might be expected from avoiding regions with intense noise. Disruptions of human
listeners’ prediction of the speech context, due to the pauses, may account for the discrepancy. The
results from Pausing also suggest that accurately predicting the intelligibility of a signal subject to
temporal modifications such as pause insertion could be a challenge for the GP measure. It is possible that
approaches like the one in 3.2 are more appropriate for this, since HMM-based ASR systems explicitly
model time and durations.

3.3.2 Applicability of Intelligibility Measures to Processed Speech

In order to investigate the suitability of common intelligibility measures for LISTA-processed speech,
two other recent objective models of speech intelligibility were also evaluated in the study [11], namely
the Dau measure and the short-term objective intelligibility (STOI) [9]. These have demonstrated high
correlations (ρ = 0.95 and above) to subjective intelligibility in perceptual tests, albeit for different test
material and noise conditions.

Subjective-objective comparisons for speech processed by the proposed modifications are shown in
figure 5. In general, correlation coefficients for modified speech are somewhat lower than those reported
in the literature for unprocessed speech in noise, with GP (ρ = 0.686) and Dau (ρ = 0.715) providing
a better match than the STOI measure (ρ = 0.356). This seems to suggest that optimizing the STOI
measure could be less effective that the other measures, for the modifications considered so far.

3.4 Modification of Mel Cepstral Coefficients in Text-to-Speech Systems

The focus of this research track is to study the possibilities for increasing the intelligibility of synthetic
voices in an automated manner according to the environmental noise. For this purpose a measure of
intelligibility that can efficiently control a large range of speech parameters is desired, such that adjust-
ments in the synthetic speech production result in improved subjective intelligibility. The established
objective measures for speech intelligibility in noise are of limited utility for achieving this goal. They
are primarily based on modelling the signal processing that takes place in the human auditory system
and are therefore not able to control modifications that impact other stages of the process.

To identify which aspects of speech that need to be modified and whether objective measures of in-
telligibility are able to predict the impact of such modifications, a series of listening experiments with
synthetic utterances in noise were performed. The results of these experiments indicated that modifica-
tions in the spectral domain achieved significant contribution to subjective intelligibility scores and that
a set of objective measures was able to predict this effect to a certain extent.

A method for controlling the shape of the spectral envelope as defined by Mel cepstral coefficients
was proposed in [13], using one of the investigated objective measures. Working with Mel cepstral
representations is appealing, since many model-based speech synthesis systems are parametrized in terms
of such cepstral coefficients. An approximation to the GP measure was used as an optimization criterion
for the method. The modification was performed on a per-frame basis allowing energy reallocation
among frequency bins within the frame only. To modify the Mel cepstral coefficients of a certain time
frame, the optimization criterion used the short term Fourier transform of the noise signal and the Mel
cepstral coefficients of the speech signal of the current time frame only. The method can, therefore, be
applied on-line.

Listening experiments have confirmed that the method is effective in stationary speech-shaped noise.
For non-stationary noise, such as a competing talker, the improvement was not as significant, indicating
that other modification strategies should be adopted.
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Figure 5: Comparisons of correlations between subjective identification rates and GP, Dau, and STOI.
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4 Software

LISTA deliverable 2.2 includes a software implementation capable of performing speech modifications
for speech presented in noise. The method whose implementation we append is described in section 3.2.
At present the spectral modification as detailed in [12] is only included. Formal subjective evaluation of
the combination of the spectral and the temporal modification will be carried out shortly, at which point
the temporal modification will be added to the package and made available.

One of the main principles observed in this software implementation is that of modularity. The
objective has been to stick closely to the abstraction layer depicted in figure 2, i.e., viewing the set of
modifications and the set of objective measures as generic functionality that are fully interchangeable
within each set and the closed-loop framework.

We have selected the Matlab environment for the core implementation of the algorithm for the fol-
lowing reasons:

• Short development time allowing also for quick adaptation of the implementation by the interested
parties;

• The broad usage of Matlab in academia in general and the LISTA project in particular;

• The current focus on off-line as opposed to on-line processing; porting of the framework to a
lower-level language such as C or possibly Python can be performed at a later stage if the necessity
arises.

The functionality of the software implementation is presented in section 4.1. Short descriptions of the
individual routines and their interaction are provided in section 4.2.

4.1 Running the Program

The highest level routine is called run_Hurricane(). It is written to resemble the routine for invoking
a speech modification, distributed to all LISTA participants, in the context of the Hurricane Challenge.
The idea was to facilitate usage of the implementation by the LISTA participants. This routine creates a
list of files at a predefined location on the hard disk or a server and invokes the modification algorithm for
each of these files. The expected source file format is .wav with two channels. The left channel contains
the speech and the right channel contains the additive noise. Both signal are scaled a priori to ensure the
appropriate numeric range and desired SNR.

This particular modification algorithm requires additional input in the form of:

• A word-level transcription of the utterance (in a predefined format) to be found in, e.g., ./MLF/IN/
hvd_001_in.mlf ;

• Access to the HTK tool HVite [20] (pre-compiled for the current platform) to perform forced
alignment between the phone-level transcription and the signal waveform at a frame level using an
update frame rate of 10 ms;

• Access to the HTK tool HCopy [20] (pre-compiled for the current platform) for performing feature
extraction in relation to the forced alignment; while a Matlab routine for reproducing closely the
output of HCopy has been implemented and used during optimization, we maintain this initial call
to HCopy to enable the comparison between the two feature extractors.

• A speech model ../ASR_Model/MODELS from an automatic speech recognition system pre-trained
on clean speech;
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• A pronunciation dictionary ../ASR_Model/cmudictWSJ0LVsp providing phone-level transcriptions
for use with the forced alignment;

• A file ../ASR_Model/treeg.list providing information on phone tying used by HVite;

• A file ../ASR_Model/MFCC_E_D_A_Z_configWSJ0nohead16KHz providing instructions for run-
ning HCopy.

We note that the user may find detailed information on the purpose of the above listed additional inputs
in [20]. With the exception of the last one, these are all needed for achieving forced alignment. The
output of the forced alignment is a file such as ./MLF/OUT/hvd_001_out.mlf. To avoid the need for users
to install HTK before being able to test the framework, we provide the files produced during forced
alignment for the ten sentences from list 53 of the Harvard sentence database. We also comment away
the call to HVite in the routine doForcedAlignment(). Once HTK is installed on the local system, the
user can uncomment this call and perform forced alignment for an arbitrary utterance, provided that a
word-level transcription is placed in ./MLF/IN/arbitrary_in.mlf.

Once the modification algorithm top-level routine ASR_itloop is invoked from within the processing
loop in run_Hurricane() the following sequence of operations is performed:

1. Produce forced alignment between the phone-level transcription (derived from the word level tran-
scription and the dictionary) and the frame-level feature vectors extracted from the signal;

2. Place all the identified acoustic (context-dependent phone) models together with the segmentation
information into a structure dataStruct;

3. Set the optimization options for Matlab’s constrained optimization problem solver fmincon;

4. Set the name of the modification routine and add a function handle to dataStruct as in dataS-
truct.modify = @spectral_mdf_v01;

5. Set the name of the routine that evaluates the objective measure and possibly its gradient with
respect to the modification parameters: evalFun = @evalLogProb_SPC;

6. Set the initial values of the control parameters in cntrlsInit;

7. Call Matlab’s fmincon providing i) the name of the function whose output is optimized, ii) all
relevant constraints and iii) the optimization settings. The call to the optimizer is of the form:
[cntrls, fval, extflg] = fmincon(evalFun, cntrlsInit, A, b, Aeq, beq, [], [], [], options ); upon
convergence of the optimization process fmincon provides the optimal modification parameters
cntrls, the value fval of the objective function and any additional information produced during
optimization in extflg; note that the call to the modification routine is made from inside evalFun
and, therefore, is not an input parameter to fmincon;

8. Modify the speech signal using the optimal values for the modification parameters and return it to
run_Hurricane().

4.2 List of Subroutines with Brief Description

This section provides the list of all Matlab routines that form the software part of the deliverable. External
components, such as, used HTK tools are not described here. We refer the reader to the respective
manuals instead. The routine names and their purpose are summarized in table 2.

To aid the reader in understanding the interactions among the routines listed in table 2, we provide the
diagram in figure 6. The time aspect is encoded in this diagram by the spatial positioning of the different
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Index Name Purpose
1 run_Hurricane Create list of target files and modify each in turn.
2 ASR_itloop Set the optimizer, the modification and call Matlab’s fmincon.
3 evalLogProb_SPC Call modification (spec.), feature extraction, and score evaluation routines.
4 evalLogProb_TMP Call modification (temp.), feature extraction, and score evaluation routines.
5 melfcc Feature extraction (implementation by Dan Ellis).
6 mfccQualifiers Extend MFCC features with differentials and normalize the frame energy.
7 computeWinPathProb Compute the likelihood of feature vectors given the phone models.
8 spectral_mdf_v01 Perform the spectral modification.
9 temporal_mdf_v01 Perform the temporal modification.
10 phoneWeights_SPC Group the phones and assign importance weights for the spectral modification.
11 phoneWeights_TMP Group the phones and assign importance weights for the temporal modification.
12 dataStructPrep Organize the forced alignment results and the acoustic models in a structure.
13 extract_features Feature extraction based on HTK’s HCopy (very similar output to melfcc).
13 doForcedAlignment Call HTK’s HVite to perform forced alignment.
15 smoothEdges Temporal smoothing to reduce edge effects between modification windows.
16 extractStLvlInfo Retrieve all acoustic model information for the present phones.

Table 2: List and functionality of the essential Matlab routines.

modules. As time runs, the active process is moving from the top to the bottom of the diagram. The
dashed line to the left of the line connecting ASR_itloop and fmincon indicates that upon completion of
the optimization for the spectral modification, the process can continue with the temporal, or in general
any other available, modification.

4.3 Natural Extensions

A number of directions can be taken to extend the current realization of the closed-loop approach pre-
sented in section 3. One possibility is to consider the implementation of other modification techniques,
such as the ones proposed by our LISTA partners, and use these with the current objective intelligibility
measure. Another possibility is to focus on improving the measure itself. We indicated in [12] that we
work with an approximation of the optimal minimum classification error criterion. We intend to consider
optimizing the exact criterion under reasonable simplifications that allow us to achieve the goal without
significantly affecting the computational complexity. A third possibility for extension focuses on the
time scale of the modifications. At present we work on the utterance or the word level but for practical
application to non-stationary noise conditions and real-time speech it is imperative to consider shortening
the modification window to the length of the phone or even that of the analysis frame. As the modifica-
tion window gets shorter, it becomes feasible to predict some of the properties of the disturbance from
one window to the next and likely improve the performance as well. A fourth possibility for extension is
seen in the application of the closed-loop framework to distortions that are not additive in nature, such as
reverberation. The list of opportunities can be extended further. Work on some of these extensions has
already commenced.
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