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Execu�ve Summary
This report cons�tutes the Deliverable D5.2: Coordinated fault-tolerant real-�me scheduling of pla-
toons. It is the result of the work within the task T5.2, which belongs to WP5: Off-board system for
platoon coordina�on.
The objec�ve of WP5.2 is the development of a novel decision making engine for the fault-tolerant
real-�me scheduling of platoons. The engine is provided with a set of assignment specifica�ons, each
consis�ng of a start �me, a start posi�on, a goal posi�on and an arrival deadline. A vehicle is assigned
to each assignment by a higher planning layer. The objec�ve is to find fuel efficient routes and speed
profiles so that all vehicles arrive at theirs des�na�ons before the deadline while minimizing its fuel con-
sump�on. Hereby, speed profiles are computed taking into account that vehicles can meet on common
parts of their routes and dynamically form platoons, which lowers their fuel consump�on. In order
to account for new assignments and devia�ons, an updated plan is computed in real-�me whenever
necessary.
The poten�ally large scale combined with the strict �ming requirements make compu�ng such plans a
challenging problem. The computa�on of plans is therefore divided into several stages. In the beginning
routes are computed and addi�onal data on the routes is gathered. Based on this informa�on, pairs
of vehicles that can platoon are iden�fied and plans involving two vehicles at a �me are computed.
These pairwise plans are first combined and then jointly op�mized. Simula�on studies demonstrate
the poten�al of such an approach to significantly lower the fuel consump�on of large vehicle fleets.
Furthermore, the developed methods have been implemented and tested in a demonstrator system
using both real and simulated vehicles.
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Fig. 1: Two trucks with similar start-des�na�on-pairs can meet en route and form a platoon.

1. Introduc�on
This report cons�tutes the Deliverable D5.2: Coordinated fault-tolerant real-�me scheduling of pla-
toons. It is the result of the work within the task T5.2, which belongs to WP5: Off-board system for
platoon coordina�on.

1.1. Objec�ves
Integra�ng platooning into the road freight transport system leads to a challenging coordina�on prob-
lem. While there have been promising demonstra�ons of intra-platoon control systems the ques�on
remains open where and when platoons should be formed. In some special cases, trucks have the en�re
or first part of their journey in common, for instance, when leaving from a distribu�on center. However,
such special cases account only for a small frac�on of road freight transport. Consider Figure 1. It shows
trucks that travel between the same two regions but from different loca�ons within the regions and
at approximately the same �me. These trucks can adjust their speeds slightly at the beginning of their
journeys, form a platoon at the start of the common part of their routes and thus save fuel during most
of their journeys.
This example mo�vates the need for a coordina�on scheme that helps trucks form platoons (Figure 2).
Such a system should retain the advantages trucks have over other transporta�on systems, such as flex-
ibility and independence, while maximizing the gains from platooning, specifically reduced fuel con-
sump�on. In par�cular the reduc�on in fuel consump�on can be jeopardized if vehicles drive at in-
creased veloci�es in order to catch up to their assigned platoon partners [14]. The objec�ve of this
deliverable is to develop a novel mul�-objec�ve decision making engine which provides as output the
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Fig. 2: Illustra�on of an integrated platoon coordina�on system. Trucks communicate via vehicle to infras-
tructure communica�on with the centralized platoon coordinator that coordinates the dynamic forma�on of
platoons and integrates with logis�c operators.

most efficient arrangement of platoons, taking into considera�on the prevailing informa�on infrastruc-
ture. Efficiency is defined primarily in terms of fuel consump�on, while strict requirements on arrival
�mes, computa�onal effort as well as safety are taken into account. The derived system has to monitor
the network of available platoons, analyze their des�na�ons and constraints in terms of slot �mes at
terminals and the drivers’ res�ng �mes. Fuel op�mized route decisions and speed recommenda�ons
are given to the drivers. The overall framework thus has a hierarchical nature, in the sense that decision
making can be transferred from the back engine to the local user by means described above. Vehicles
meet up and form platoons mainly by adjus�ng their speeds. Stopping at parking places or along the
road to wait for approaching vehicles will have to be avoided, but scheduled halts at res�ng places or
service areas could provide addi�onal opportuni�es.

6 / 53



D5.2–Coordinated fault-tolerant real-�me scheduling of platoonsCOMPANION 610990 Public

1.2. Scope
The results presented in this report have been published or are submi�ed in the following scien�fic
publica�ons:

• S. van de Hoef, K. H. Johansson, and D. V. Dimarogonas. Fuel-op�mal coordina�on of truck pla-
tooning based on shortest paths. In American Control Conference, pages 3740–3745, Chicago, IL,
2015

• S. van de Hoef, K. H. Johansson, and D. V. Dimarogonas. Coordina�ng truck platooning by cluster-
ing pairwise fuel-op�mal plans. In 18th IEEE Interna�onal Conference on Intelligent Transporta�on
Systems, pages 408–415, 2015

• S. van de Hoef, K. H. Johansson, and D. V. Dimarogonas. Compu�ng feasible vehicle platooning
opportuni�es for transport assignments. In 14-th IFAC Symposium on Control in Transporta�on
Systems, 2016. To be published

• B. Besselink, V. Turri, S. van de Hoef, K.-Y. Liang, A. Alam, J. Mårtensson, and K. H. Johansson.
Cyber-physical control of road freight transport. Proceedings of the IEEE, 104(5):1128–1141, 2016

• K.-Y. Liang, S. van de Hoef, H. Terelius, V. Turri, B. Besselink, J. Mårtensson, and K. H. Johansson.
Networked control challenges in collabora�ve road freight transport. European Journal of Control,
2016. To be published

• S. van de Hoef, K. H. Johansson, and D. V. Dimarogonas. Fuel-efficient en route forma�on of truck
platoons. IEEE Transac�ons on Intelligent Transporta�on Systems, 2016. Submi�ed for publica�on

• S. van de Hoef. Fuel-Efficient Centralized Coordina�on of Truck Platooning. KTH, Royal Ins�tute
of Technology, 2016. Licen�ate Thesis

This report summarizes the important results from these publica�ons. For addi�onal details the reader
is referred to these sources.
This report focuses on the development of the op�miza�on methods for coordina�ng platooning as
outlined above. In the course of this development certain prac�cal aspects, such as different speed
limits along the route, have been simplified in order to allow for a concise mathema�cal representa�on
and extensive Monte-Carlo simula�ons. Many of these details have been taken into account in the
demonstrator and the report indicates how the described methods can be adapted to handle them.

1.3. Modeling
We have an index setNc of finitely many transport assignments, each �ed to a specific truck. A transport
assignmentA = (PS,PD, tS, tD) consists of a start posi�on PS, a des�na�on PD, a start �me tS, and
an arrival deadline tD. In addi�on a �me window for start and departure can be considered. We model
the road network as a directed graph Gr = (Nr, Er) with nodes Nr and edges Er. Nodes correspond
to intersec�ons or endpoints in the road network and edges correspond to road segments connec�ng

7 / 53



D5.2–Coordinated fault-tolerant real-�me scheduling of platoonsCOMPANION 610990 Public

these intersec�ons. The func�onL : Er → R+ maps each edge in Er to the length of the corresponding
road segment. A vehicle posi�on is a pair (e, x) ∈ Er × [0, L(e)] where e indicates the current road
segment and x how far the vehicle has traveled along that segment.
The goal is to compute fuel-efficient plans for the trucks that ensure arrival before each truck’s individ-
ual deadline. Each plan includes a route in the road network from start to des�na�on and encodes a
piecewise constant speed trajectory. The speed is constrained to a range of feasible speeds [vmin, vmax],
which depends on the road segment and is determined by legal restric�ons, traffic, and physical limita-
�ons of the vehicle. In large parts of the report, we suppose this range to be the same for all vehicles and
road segments. For the sake of this high-level planning, it is reasonable to assume that trucks change
their speed instantaneously. The plans computed by the op�miza�on engine are further refined on
vehicle and platoon level without compromising the validity of the high-level plan.
Defini�on 1 (Vehicle Plan). A vehicle plan P = (e,v, t̂) consists of a route e, a speed sequence v, and
a �me sequence t̂. The route is a sequence of Ne edges in the road network e = (e[1], . . . , e[Ne]),
e[i] ∈ Er. The speed sequence is a sequence of Nv speeds v = (v[1], . . . ,v[Nv]), where speeds are
within the feasible speed range 0 < vmin ≤ v[i] ≤ vmax. The �me sequence t̂ = (t̂[1], . . . , t̂[Nv + 1])

defines when the speed changes. Speed v[i] is selected from t̂[i] un�l t̂[i+ 1].
Note that Ne and Nv may be different for different vehicle plans.
We want to compute a vehicle plan for each truck. A valid vehicle plan brings the truck from its start
posi�on PS = (eS, xS), where it is at �me tS, to its des�na�on PD = (eD, xD) before its deadline tD.
Vehicle plans are constrained by two condi�ons. The first condi�on requires the trip to start at the start
�me t̂[1] = tS and ends before the deadline t̂[Nv + 1] = tA ≤ tD. The second condi�on ensures that
the truck arrives at its des�na�on when the trip ends. The distance traveled is

D :=

Ne−1∑
i=1

L(e[i]) + xD − xS =

Nv∑
i=1

v[i](t̂[i+ 1]− t̂[i]).

A vehicle trajectory consists of an edge trajectory ε and a linear posi�on trajectory ξ. The edge trajectory
for t ∈ [tS, tA) is given by ε(t) = e[j] where j depends on t and is the largest integer that sa�sfies

j−1∑
i=1

L(e[i])− xS <

t∫
tS

φ(τ)dτ,

and where the speed trajectory φ(t) = v[i] for t ∈ [t̂[i], t̂[i+ 1]), i ∈ {1, . . . , Nv}. The linear posi�on,
i.e., the second element of the posi�on, at �me t is given by

ξ(t) =

t∫
tS

φ(τ)dτ −
j−1∑
i=1

L(e[i]) + xS.

When trucks platoon, their posi�ons coincide in the model for high-level planning. The ordering and
distance control on platoon level is handled locally on vehicle level. Each platoon consists of a platoon
leader and a number of platoon followers. We introduce the platoon trajectory πn : [tSn, t

A
n ) → {0, 1}

for truck n ∈ Nc. A platoon trajectory equals 1 when truck n is a platoon follower and 0 when it is a
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platoon leader or traveling alone. Thus, πn(t) = 1 implies that there is another truck m ∈ Nc with
m 6= n and (εn(t), ξn(t)) = (εm(t), ξm(t)) and hence we neglect the physical dimension of the trucks.
We refer to the combina�on of a vehicle plan and a platoon trajectory as a vehicle platoon plan.
Figure 3 illustrates the rela�on between vehicle plans and assignments. The route connects the assign-
ment’s start posi�on PS and des�na�on PD. The combina�on of the speed sequence v and the �me
sequence t̂ induces a posi�on trajectory. When parts of these trajectories overlap, the vehicles can
platoon.
We model the fuel consump�on per distance traveled as a func�on of the speed and of whether the
truck is a platoon follower or not. A platoon leader has the same fuel consump�on as a truck that travels
alone while a platoon follower has a reduced fuel consump�on. We denote the fuel consump�on per
distance traveled as f : [vmin, vmax]× {0, 1} → R+ where

f(v, p) =

{
f0(v) if p = 0

fp(v) if p = 1.
(1)

The func�on f0 models the fuel consump�on when the truck is a platoon leader or when it travels solo,
and fp the fuel consump�on when the truck is a platoon follower.
We purposely omit that fuel consump�on depends on road and vehicle parameters in order to keep the
presenta�on concise. In a future produc�on system, the above simplified fuel would be automa�cally
calibrated for each individual assignment using the data-driven fuel consump�on model as described
in [13]. Then the simplified model is used for the efficient computa�on of vehicle plans. Before sending
vehicle plans to the fleet manager, the data driven fuel model can be used again to test the validity of
the predic�on by the simplified model.
The problem that we want to solve is to find a vehicle plan for each vehicle, and we want to minimize
the combined fuel consump�on of these plans. The total fuel consump�on F (φn, πn) associated to
vehicle n’s plan is given by

F (φn, πn) =

tAn∫
tSn

f(φn(t), πn(t))φn(t)dt, (2)

where φn is the speed trajectory, πn the platoon trajectory, tSn the start �me, and tAn the arrival �me of
truck n as determined by the plan. The combined fuel consump�on Fc is given by:

Fc =
∑
n∈Nc

F (φn, πn). (3)
Our primary goal is to compute vehicle plans that minimize Fc.

1.4. Method for Platoon Coordina�on
Consider the centralized platoon coordina�on system in Figure 4. Assignment data is provided by the
fleet operators through the back-end HMI and the fleet manager. We use the word fleet operator to refer
to a human working at a logis�cs company and who determines assignment for a number of vehicles.
The op�miza�on engine then computes fuel-efficient vehicle platoon plans for the trucks. These plans
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La�tude

Longitude

t

La�tude

Longitude

Fig. 3: Each assignment consists of a start posi�on and a des�na�on in the network. Vehicle plans consist
of a route, a speed sequence, and a �me sequence. When the posi�on trajectories of two vehicles par�ally
coincide, these vehicles can form a platoon and save fuel. The upper plot shows an example of a road network
and start, des�na�on, as well as the routes of four assignments. The lower plot shows the op�mal trajectories
along the routes in three dimensions. When trajectories coincide, the vehicles platoon.
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Platoon Coordinator

Assignments
An = (PS

n ,PD
n , t

S
n, t

D
n )

Vehicle Plans
Pn = (en,vn, t̂n)

n=1 n=2 . . .

Fig. 4: Schema�c of the platoon coordinator. Trucks provide their assignment data and the platoon coordinator
computes fuel efficient vehicle plans.

are sent to the trucks through the fleet manager to be executed. This process is repeated whenever
there is updated informa�on, such as devia�ons from the plans and new assignments. The current
vehicle posi�on is then the new start posi�on of an assignment that is already being executed.
The computa�on of the vehicle plans happens in six stages:

1. Computa�on of the routes: fuel-efficient routes are computed by the route calcula�on engine. It
also provides speed bounds on the route links based on traffic informa�on and legal restric�ons.

2. Gathering of route informa�on: the speed bounds are further updated incorpora�ng weather
informa�on and the physical limits of the vehicle. If needed, the fuel-consump�on model is also
calibrated at the point for each assignment.

3. Extrac�on of candidate platoon pairs: all pairs of assignments that can poten�ally platoon are
iden�fied. In order for two vehicles to be able to platoon, their routes have to overlap at some
point and the vehicles have to be able to meet on that common segment based on �ming and
speed constraints.

4. Computa�on of pairwise plans: many plans involving two vehicles are computed. The fuel savings
of these plans are recorded as the so-called coordina�on graph.

5. Selec�on of pairwise plans: a consistent subset of the plans computed in the previous stage is
combined. The objec�ve is to maximize the combined fuel-savings resul�ng from the selec�on
of pairwise plans.

6. Joint vehicle platoon plan op�miza�on: the selected pairwise plans are jointly op�mized for low
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Fig. 5: Component architecture of the off-board system.

fuel consump�on. This stage only updates the segment traversal �mes while the platoon partners
remain the same as in the previous stage.

Stages 1–2 can some�mes be omi�ed upon recalcula�on, depending on whether or not the remainder
of the previously computed route is s�ll valid. Furthermore, data such as traffic informa�on or weather
is updated in the assignment database whenever new relevant informa�on becomes available. An ex-
ample for this would be a traffic jam reported by the route monitor or a weather event reported by the
risk factor module. The methods used in stages 3–6 are the focus of the following chapters.

1.5. Off-Board System Component Architecture
This sec�on gives a brief overview of the off-board system component architecture that implements
the proposed platoon coordinator. For further details refer to [1].
Figure 5 shows an overview of the component architecture. New assignments are entered through the
web-based human-machine interface (HMI) for the fleet operator. Through this module, the dispatcher
can enter, confirm, and follow assignments. This module communicates with the fleet manager module
that acts as the central coordinator between different modules. It can communicate to the vehicles
through vehicle to infrastructure communica�on using the vehicle gateway. Through that communica-
�on link, plans are sent to vehicles and the vehicles report their posi�on and poten�al devia�ons.
Vehicle platoon plans are computed by the monitoring engine. In order to do so, it makes use of six
other modules. The route calcula�on engine computes the route making use of a digital road network
map as well as live traffic informa�on in order to find a fuel-efficient and fast route. Addi�onally it
provides crucial meta informa�on on the route, such as speed constraints, slope, and road type. Since
this informa�on can change due to traffic events, the route monitor no�fies the monitoring engine of
any changes for the ac�ve routes. The risk factor module adjusts the maximum speed along the route
according to weather predic�ons. The route calcula�on engine and the risk factor module provide speed
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limits along the route. The vehicle model adjusts these speed limits to respect the physical limita�on of
a heavy vehicle. In par�cular slopes and fast accelera�ons might not be feasible. The fuel consump�on
model predicts the fuel consump�on for different speeds, which is used for computa�on of fuel efficient
plans. Finally, the actual computa�on of the plans is executed by the op�miza�on engine. The principles
according to which the op�miza�on engine computes fuel efficient vehicle platoon plans are the focus
of this report. Vehicle plans are returned to the fleet manager that forwards them to the vehicles and
the HMI.
The communica�on between the modules happens asynchronously through message passing. Notable
excep�ons are the monitoring engine and the op�miza�on engine that run in the same process and the
back-end HMI which uses a h�p interface. This allows for an easy integra�on and a good scalability of
the system.
In large parts of the following discussion, these en�re system is discussed as one en�ty and is referred
to as the platoon coordinator.

2. Extrac�ng Candidate Platoon Pairs
In this sec�on, we introduce a scalable way of compu�ng all pairs of assignments that have an overlap-
ping route. As introduced in Sec�on 1.3, two trucks can only form a platoon if they have at least one
edge of their routes in common. The problem to be solved is to decide which platoons should be formed
where and when. Thus, an obvious first step is to compute which pairs of transport assignments have at
least one edge of their routes in common. The straigh�orward way of doing this is to compute for each
pair of transport assignments individually the common edges in their routes. If there are common edges
in the routes, we can determine if the trucks can form a platoon on any of those taking into account
the start �mes, arrival deadlines, and speed constraints. This procedure involves compu�ng a number
of set intersec�ons, and this number scales quadra�cally with the transport assignment count. Such
computa�on becomes problema�c for large vehicle fleets. Therefore, we introduce a computa�onally
less expensive and scalable step to narrow down the set of candidate pairs.
Sec�on 2.1 associates each vehicle plan with a sequence of �me intervals and a sequence of two-
dimensional posi�ons. This informa�on provides limits on the possible points in �me a vehicle can
be at a certain posi�on as long as the vehicle travels according to a valid vehicle plan. If two vehicles
can be at the same posi�on at the same �me, they are candidates for platooning. Sec�on 2.2 introduces
the concept of feature extrac�on and culling. Features are computed based sequences of posi�ons and
�me intervals, and they are significantly less complex then these sequences. For some assignment pairs,
it is possible to efficiently rule out the possibility of platooning based on these features. An algorithm
for such computa�on is called a classifier. Sec�on 2.3 develops appropriate features and classifiers. In
Sec�on 7.1, these classifiers are demonstrated in a simula�on example.

2.1. Candidate Platoon Pairs
We start by defining a func�on that indicates whether platooning between two transport assignments
is possible or not. This is the case if there is at least one common edge in the routes of the transport
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1 2 3 4 5
L(e[3])

i

t

tD

tS

t̄[3]

t[4]

Fig. 6: This plot illustrates the computa�on of the lower and upper bounds on the node arrival �mes. The truck
start at the start �me at the start posi�on. The lower bound can be achieved with maximum speed vmax from
start to des�na�on. The upper bound can be achieved by selec�ng the minimum speed vmin up to the point
where the truck arrives on deadline when it selects the maximum speed vmax un�l the des�na�on.

assignments where the vehicles can intersect. To this end, we convert the routes to a sequence of
nodes in Gr and compute lower bounds t and upper bounds t̄ on the points in �me when these nodes
can be reached. Overlapping �me bounds on two consecu�ve nodes indicate that the two transport
assignments can platoon1. We have for the sequence of nodes n = n[1], . . . ,n[Ne − 1] of a transport
assignment with route e = e[1], . . . , e[Ne] that n[i] = n : (·, n) = e[i] for i = 1, . . . , Ne − 1. The
possible arrival �mes at these nodes are computed according to

t[i] =

i∑
j=1

L(e[j])− xS

vmax
+ tS (4)

t̄[i] = min


i∑

j=1
L(e[j])− xS

vmin
+ tS, tD −

Ne−1∑
j=i+1

L(e[j]) + xD

vmax

 (5)

Figure 6 illustrates the above defini�on of t and t̄. Recall that L associates edges in the road network
with the length of the corresponding road segment.

1This excludes the possibility of only platooning on the first or last link of a truck’s route. However, these links are fairly
small in realis�c road networks (at most a few hundred meters) so that this simplifica�on is of small prac�cal relevance. A
node for the start posi�on and a node for the des�na�on can be added to overcome this issue. We omit this for the sake of
concise presenta�on.
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Furthermore, each node can be associated with a two-dimensional posi�on P : Ec → R2. This can be,
for instance, longitude and la�tude of the node in the road network.
We introduce a func�on that indicates whether or not two transport assignments have the possibility
to platoon.
Defini�on 2 (Coordina�on Func�on). The coordina�on func�onC : Nc×Nc → {0, 1} has the follow-
ing proper�es. Let ti, tj be the lower bounds and t̄i, t̄j the upper bounds on the node arrival �mes of
transport assignments i and j according to (4), (5). Then it holds that C(i, j) = 1, if there are indices
a, b such that

P(ni[a]) = P(nj [b])

P(ni[a+ 1]) = P(nj [b+ 1]),

and
[ti[a], t̄i[a]] ∩ [tj [b], t̄j [b]] 6= ∅

[[ti[a+ 1], t̄i[a+ 1]] ∩ [tj [b+ 1], t̄j [b+ 1]]] 6= ∅

Otherwise C(i, j) = 0.
Comparing the routes and the �me bounds in order to evaluateC, is straigh�orward but computa�on-
ally expensive. We refer to this as the exact algorithm. In the remainder of this sec�on, we derive a scal-
able method for compu�ng the set of all possible platoon pairs C = {(i, j) ∈ Nc ×Nc : C(i, j) = 1}.
Instead of itera�ng over all elements in Nc × Nc and using the exact algorithm, we propose to first
efficiently compute an over-approxima�on Ĉ ⊃ C (see Figure 7) and then applying the exact algorithm.

2.2. Culling Candidate Platoon Pairs
The key idea of our approach is to extract features from the routes and �me bounds (n, t, t̄) of the
transport assignments, as illustrated in Figure 8, in order to compute Ĉ. These features can be more
efficiently processed than (n, t, t̄). The features are designed in a way that no platooning opportunity
in C is be excluded from Ĉ, so that C can be computed from Ĉ using the exact algorithm. However, there
might be some addi�onal elements in Ĉ that do not actually correspond to platooning opportuni�es.
We call these addi�onal elements false-posi�ves. The less false-posi�ves there are in Ĉ, the faster the
computa�on of C from Ĉ is. This approach is inspired by algorithms for detec�ng collisions between a
large number of geometric objects [5, 10]. Figure 7 illustrates the rela�on betweenNc ×Nc, Ĉ, and C.
We consider two types of features. These are interval features and binary features. Interval features
map each object to an interval. The corresponding classifier indicates an intersec�on between two
objects if the intervals generated by the objects overlap. There are algorithms, such as [5, 10], that
can compute this classifier for all object pairs more efficiently than checking each pair individually if
the number of intersec�ng pairs is small. Binary features map each object to a boolean value. The
corresponding classifier indicates an intersec�on between two objects if the feature holds true for both
objects.
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Poten�al platoon pairs C

Pairs removed by culling

Pairs removed by comparing routes and �me bounds

N
c
×
N

c

C Nc ×NcĈ

Fig. 7: Instead of compu�ng C by directly itera�ng over all element in Nc × Nc, we first compute an over-
approxima�on of C denoted Ĉ in an efficient way.

Fig. 8: Each assignment’s route and �me bounds are used to compute features, such as an interval.

2.3. Features and Classifiers for Culling Platoon Pairs
Next, we need to specify appropriate features and classifiers based on these features for the problem
stated in Sec�on 1.3. Several classifiers based on different features can be applied in succession in order
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p

Fig. 9: Illustra�on of the projec�on feature. It shows how the two routes (solid lines) are projected onto a line
in the direc�on of the vector p. The borders of the intervals are indicated with dashed lines. For illustra�on
purposes the third dimension is omi�ed here. In this case the projec�on of the two routes does not overlap
and we can conclude that these route have no edges in common.

to rule out as many pairs of trucks that cannot platoon as possible. The remaining candidate pairs are
passed on to the exact algorithm to compute C. Hence, we derive a selec�on of features and corre-
sponding classifiers in this sec�on.
The first feature projects the possible trajectories on a line, which yields an interval. Formally, we define
this feature as follows.
Defini�on 3. Let p ∈ R3 be a three dimensional vector that defines the orienta�on of the line on which
the trajectories are projected to. Then the associated interval feature is defined as

I = [min
v∈R

(pTv),max
v∈R

(pTv)] (6)
with

R =

{[
P(n[1])

t[1]

]
, . . . ,

[
P(n[Ne − 1])

t[Ne − 1]

]
,[

P(n[1])

t̄[1]

]
, . . . ,

[
P(n[Ne − 1])

t̄[Ne − 1]

]}
.

(7)

This feature is illustrated in Figure 9. The projec�on vectorp is a design choice and it is useful to mul�ple
classifiers with different p.
Next, we establish that if for a pair of transport assignments the intervals do not overlap, then these
trucks cannot platoon.
Proposi�on 1. Let (i, j) refer to a pair of transport assignments. Let Ii, Ij be the interval features
according to (6) for the two transport assignments. Then Ii ∩ Ij = ∅ ⇒ C(i, j) = 0.

Next, we introduce a binary feature which is based on the orienta�ons of the individual links in a route.
It is useful if all segments in a route point approximately from start to goal loca�on. Later on, we address
the problem of outliers. The orienta�on Θ(n1, n2) ∈ [0, 2π] of an edge (n1, n2) ∈ Er is the angle in
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Fig. 10: Illustra�on of the classifier based on the orienta�on. In this example the interval [0, 2π] is par��oned
into 20◦ intervals. The arrows on the le� symbolize edges of a route. Two routes in opposite direc�ons are
shown, one in gray and one in blue. The elements of the par��on for which at least one edge in the gray or
the blue route has the same orienta�on are filled with gray and blue respec�vely. In this case the classifier can
rule out this pair of assignments cannot platoon since the routes do not overlap.

polar coordinates of the vector P(n2) − P(n1). We choose a par��on of the interval [0, 2π]. Each
element of the par��on is related to one binary feature, which holds true if the orienta�on of at least
one edge in the route falls in the range of that element. When two routes overlap there must be at least
one edge that has the same orienta�on. Figure 10 illustrates the classifier.
Proposi�on 2. Let (i, j) refer to the pair of transport assignments. Let P̄ be a par��on of [0, 2π]. If
there is no element I ∈ P̄ and edges in the routes of the transport assignments (ni[a],ni[a + 1]),
(nj [b],nj [b+ 1]) such that Θ(ni[a],ni[a+ 1]) ∈ I and Θ(nj [b],nj [b+ 1]) ∈ I , then C(i, j) = 0.

Next, we discuss how we can make the orienta�on based classifier more efficient if we can disregard
routes that overlap only over a short distance. Apart from the direct reduc�on in true posi�ves, this
approach will also reduce the false-posi�ve rate of the classifiers, since some outlier route edges can
be disregarded.
In order to cover the no�on that there must be a minimum overlap in routes to be considered, we
extend the defini�on of the coordina�on func�on (Defini�on 2).
Defini�on 4 (Minimum Distance Coordina�on Func�on).
A coordina�on func�onC : Nc×Nc → {0, 1} according to Defini�on 2 requires minimum distance lminif the following proper�es hold: if for a pair (i, j) we haveC(i, j) = 1, there must be a set of pairs of in-
dicesA such that for all (a, b) ∈ A it holds thatP(ni[a]) = P(nj [b]) andP(ni[a+ 1]) = P(nj [b+ 1]),
and [ti[a], t̄i[a]] ∩ [tj [b], t̄j [b]] 6= ∅ and [ti[a+ 1], t̄i[a+ 1]] ∩ [tj [b+ 1], t̄j [b]] 6= ∅.
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Furthermore, we require ∑
(a,b)∈A

‖P(ni[a])−P(ni[a+ 1])‖2 ≥ lmin.

We adapt the orienta�on-based classifier (Proposi�on 2) to exclude links of a total length less than lmin.
The approach is to calculate the frac�on of route length that lies in each element of the par��on. We
can ignore the intersec�on with some elements of the par��on as long as the lengths of the links whose
orienta�on is contained in these elements sums up to a value less than lmin/2. Figure 11 illustrates this
approach.
Proposi�on 3. Let (i, j) refer to a pair of transport assignments. Let P̄ be a par��on of [0, 2π]. Let
Ii ⊆ P̄ and let Ēi ⊆ Ei, where

Ei = {(ni[a],ni[a+ 1]) : a ∈ {1, . . . , Ne,i − 2}},

such that for all e ∈ Ēi, it holds that there exists I ∈ Ii with Θ(e) ∈ I and we have∑
(n1,n2)∈Ei\Ēi

‖P(n1)−P(n2)‖2 < lmin/2.

Similarly, by replacing i by j, we define Ij for transport assignment j. If Ii ∩ Ij = ∅, then C(i, j) = 0

with C according to Defini�on 4.

3. Pairwise Adapted Vehicle Plans
In this sec�on, we consider a pair of assignments that offers the possibility for platoon forma�on on
the overlapping part of the corresponding routes. We derive how one truck, the coordina�on follower,
adapts its vehicle plan to another truck, the coordina�on leader, in a fuel-efficient way making use of
the ability of the trucks to platoon.
Later on, in Sec�on 4, we work with a wider defini�on of default plans and adapted plans. The deriva-
�ons in this sec�on can serve as a concrete example of how such plans can be computed. Realis�c plan-
ning would have to take into account addi�onal factors such as different speed limits along the route,
traffic, rests of the driver, etc. The computa�on of vehicle plans under such addi�onal constraints fol-
lows the lines of reasoning as presented in this sec�on. However, these addi�onal constraints add a lot
of complexity in the nota�on, and are henceforth omi�ed.
In Sec�on 3.1, we consider two vehicles with the same route. One vehicle selects a speed that allows
the two vehicles to meet and form a platoon. We derive how to select this speed in a fuel-op�mal way.
In Sec�on 3.2, we extend this result to the case in which the two vehicles have different but overlapping
routes. One vehicle adapts its speed profile in a way that allows it to meet the other vehicle on the
common sec�on of the routes and the two vehicles form a platoon.
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Fig. 11: This figure illustrates how the performance of the orienta�on classifier can be improved when overlaps
of length less than lmin can be excluded. The figure shows the histogram of two routes. The routes are sketched
on the top of the figure. There are two elements in the par��on that contain orienta�ons from both routes
corresponding only to a small frac�on of the total route length. The classifier according to Proposi�on 2 will
indicate an intersec�on between these two route whereas the classifier according to Proposi�on 3 can exclude
the few edges with similar orienta�on.

3.1. The Op�mal Rendezvous Speed
Consider two vehicles on the same route as depicted in Figure 12. The vehicles are ini�ally separated by
a distance ∆d. Vehicle 0 drives at a default speed, which is denoted v0. Vehicle 1, which is behind vehicle
0, drives at a higher speed, denoted v∗S. Since v∗S > v0, the distance between the vehicles decreases
with �me un�l the two vehicles meet and form a platoon. At this point, both vehicles con�nue driving
in a platoon at default speed v0.
We want to select the rendezvous speed v∗S in a fuel-op�mal way, while v0 is not altered. To this end,
we introduce a linear affine fuel-model2. The fuel consump�on per distance traveled as platoon leader
or alone is f0(v) = F 0 + F 1v, and the fuel consump�on per distance traveled as platoon follower is
fp(v) = F 0

p +F 1
pv. We assume that the fuel consump�on of a platoon follower is lower at default speed

than if the vehicle was to travel alone, i.e., F 0
p + F 1

pv0 < F 0 + F 1v0. It is reasonable to assume this
since without this assump�on there is no reason to form platoons and experiments confirm that trucks
indeed save fuel when platooning under typical opera�ng condi�ons [18, 7, 11, 3]. We assume that v0 lies
within the feasible speed-range as introduced in Sec�on 1.3, Defini�on 1, i.e., 0 < vmin ≤ v0 ≤ vmax.
The op�mal rendezvous speed v∗S is also constrained to lie within the feasible speed range.
This problem se�ng is related to the op�mal catch-up schemes derived in [14]. In fact, the catch-up

2Extending the presented results to other fuel models is possible.
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Vehicle 0Vehicle 1
∆d

v∗S v0

Fig. 12: Two vehicles on the same route with distance ∆d. Vehicle 0 has speed v0 and vehicle 1 has speed
v∗S > v0. Since the speed of vehicle 1 is higher than the speed of vehicle 0, vehicle 1 will catch up with vehicle
0, and the two vehicles will form a platoon.

schemes from [14] have been combined with the methods of Chapter 4 in a simula�on study presented
in [6].
A similar scenario to the one described above is se�ng where vehicle 1 is in front of vehicle 0. In that
case, vehicle 1 selects a speed smaller than v0. This means that vehicle 0 will catch up to vehicle 1
instead, and the two vehicles can form a platoon. In the remainder of this sec�on, we consider both
the case in which vehicle 1 is behind vehicle 0 and the case that vehicle 1 is in front of vehicle 0.
We model this scenario on a road network with one edge, denoted e. The length of the road segment
corresponding to e, i.e., L(e), is assumed to be long enough to not impose any restric�ons on where
the two vehicles meet. The �me, when the two vehicles start is denoted tS, the �me when they meet
and start platooning is denoted tM, and the �me when they stop platooning is denoted tSp.
The following proposi�on gives the op�mal rendezvous speed v∗S for vehicle 1.
Proposi�on 4. Assume the following. The speed of vehicle 0 is constant v0 with v0 ∈ R, v0 > 0. The
posi�on of vehicle 0 at �me tS is (e, x0(tS)). The posi�on of truck 1 at �me tS is (e, x1(tS)). Truck 1

platoons with truck 0 between �me tM and tSp with tSp > tM. Truck 1 has constant speed vS for �me
tS to tM and v0 from �me tM to tSp. The rendezvous speed vS is constrained to the interval [vmin, vmax].
Then the rendezvous speed v∗S that minimizes fuel consump�on from �me tS to tSp is given by

v∗S =


max

(
v0

(
1−

√
1− F 1

p

F 1 + ∆F 0

F 1v0

)
, vmin

)
if ∆d < 0

min

(
v0

(
1 +

√
1− F 1

p

F 1 + ∆F 0

F 1v0

)
, vmax

)
if ∆d > 0

v0 if ∆d = 0,

(8)

where ∆d = x0(tS)− x1(tS) and ∆F 0 = F 0 − F 0
p .

3.2. Compu�ng Adapted Vehicle Plans
In this sec�on, we discuss how Proposi�on 4 can be used to compute an op�mal speed profile when the
two vehicles travel on different but intersec�ng routes. Similar to the previous sec�on, we consider that
one vehicle travels at the constant default speed. We call this vehicle the coordina�on leader. The other
vehicle, referred to as the coordina�on follower, adapts its speed in order to meet the coordina�on
leader on the common part of the route, and platoon for some distance. We derive how to make this
adapta�on happen in a fuel-op�mal way.
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Fig. 13: Speed profiles of the coordina�on leader and the coordina�on follower. The distance along the re-
spec�ve route with respect to a common reference point on the common part of the route is plo�ed over
�me. The coordina�on leader has a constant speed. In this example, the coordina�on follower drives slower
at the beginning of its journey. Once it meets the coordina�on leader, the two vehicles platoon. At the end the
coordina�on follower drives at an increased speed in order to make its deadline.

The meaning of the terms “coordina�on leader” and “coordina�on follower” will become more appar-
ent in Chapter 4 where adapted vehicle plans are systema�cally combined with the goal of minimizing
the combined fuel consump�on by forming platoons. Note that the no�on of a platoon leader/follower
is different from the no�on of a coordina�on leader/follower. A platoon leader is the lead truck in the
platoon and a platoon follower is one of the trailing trucks. A coordina�on leader/follower, on the other
hand, is a logical role in the composi�on of pairwise plans.
We consider plans of the following form. The coordina�on leader keeps a constant speed while the co-
ordina�on follower selects a speed at the beginning of its journey that allows it to merge into a platoon
with the coordina�on leader. Then the two platoon un�l they split up, followed by the coordina�on
follower selec�ng a speed so that it arrives at its pre-specified deadline at its des�na�on. For the sake
of simplicity, we assume in this sec�on the trucks to arrive at their des�na�ons exactly on their respec-
�ve deadlines. In Chapter 4, we also allow for arrival before the deadline. Figure 13 illustrates the three
phases of the adapted speed profile.
In order to simplify nota�on, we define the distance de between two posi�ons (e[i1], x1), (e[i2], x2)

with respect to a route e.
Defini�on 5 (Distance). Let i1, i2 be such that Ne ≥ i2 ≥ i1. Then,

de
(
(e[i1], x1), (e[i2], x2)

)
=

∣∣∣∣∣x2 − x1 +

i2−1∑
i=i1

L(e[i])

∣∣∣∣∣ (9)
Consider a coordina�on leader with index 0 and a coordina�on follower with index 1. Two trucks can
platoon only on the road segments corresponding to common edges of their routes. If their routes are

22 / 53



D5.2–Coordinated fault-tolerant real-�me scheduling of platoonsCOMPANION 610990 Public

shortest routes, it can be shown that the shared edges between two routes form a path as well (Lemma
1 in [24]), i.e., two routes meet and split up at most once. Trucks 0, 1 start at (eS

0 , x
S
0), (eS

1 , x
S
1) at �me

tS0 , tS1 and arrive at (eD
0 , x

D
0 ), (eD

1 , x
D
1 ) at �me tD0 , tD1 , respec�vely. We denote the posi�on at which the

coordina�on leader and the coordina�on follower start platooning at �me tM as (eM, xM) and where
they split at �me tSp as (eSp, xSp). These mee�ng points have to lie on the trajectory of the coordina�on
leader with constant speed v0:

de0

(
(eS

0 , x
S
0), (eM, xM)

)
= v0(tM − tS0)

de0

(
(eS

0 , x
S
0), (eSp, xSp)

)
= v0(tSp − tS0).

When platooning with the coordina�on leader the planned trajectory of the coordina�on follower con-
sists of three phases: from start to the mee�ng point with speed vS, from mee�ng point to the split
point platooning as platoon follower of 0 with speed v0, and from the split point to the des�na�on with
speed vSp. We define dS = de1

(
(eS

1 , x
S
1), (eM, xM)

) and dSp = de1

(
(eSp, xSp), (eD

1 , x
D
1 )
). We have the

rela�ons
dS = vS(tM − tS1),

dSp = vSp(tD1 − tSp).

We define the virtual posi�on difference at the start/end of the coordina�on follower’s trajectory as
∆dS = dS − (tM − tS1)v0

∆dSp = dSp − (tD1 − tSp)v0,
(10)

which are equivalent to ∆d in Proposi�on 4. If ∆dS > 0 then vS > v0, if ∆dS < 0 then vS < v0, if
∆dSp > 0 then vSp > v0, and if ∆dSp < 0 then vSp < v0. Then, we can compute according to (8) the
appropriate, fuel-op�mal speed v∗S for the first and the last phase. Proposi�on 4 considers that the two
vehicles are ini�ally separated. The same lines of reasoning apply in order to determine the op�mal
speed of the coordina�on follower during the last phase.
This deriva�on has not taken into account so far that the first possible point to merge is when the coor-
dina�on leader’s and the coordina�on follower’s routes meet. If v∗S leads to a distance from (eS

1 , x
S
1) to

the merge point that is too small, then the coordina�on leader selects a speed that lets the coordina-
�on leader and coordina�on follower merge at the posi�on where the two routes meet, denoted here
(eF, 0). This speed is

vS =
de1

(
(eS

1 , x
S
1), (eF, 0)

)
tM − tS1

.

The corresponding case might occur at split up, so that
vSp =

de1

(
(eL, L(eL)), (eD

1 , x
D
1 )
)

tD1 − tSp
,

where (eL, L(eL)) is the posi�on where the coordina�on leader’s and the coordina�on follower’s
routes split up.
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The first test if platooning is possible and beneficial is, whether the calculated merge point lies before
the split point or not, i.e., whether

dS + dSp < de1

(
(eS

1 , x
S
1), (eD

1 , x
D
1 )
)
.

If this condi�on is fulfilled, we can calculate the fuel cost for the coordina�on follower with the speed
profile that is adapted for platooning with the coordina�on leader as follows

F = dSf0(vS) + dSpf0(vSp) +
(
de1

(
(eS

1 , x
S
1), (eD

1 , x
D
1 )
)
− dS − dSp

)
fp(v0). (11)

If F is smaller than the fuel consump�on that results from traveling alone at a constant speed, it is
beneficial that the vehicles platoon. The fuel savings that result from the adapted plan is the informa-
�on that determines which vehicles should platoon. The algorithms developed in Chapter 4 use F for
selec�ng from different possible adapted plans.
The results of this sec�on can be summarized as follows. The op�mal speed profile of a coordina�on
follower with index 1 to a coordina�on leader with index 0 consists of three phases with constant speed:
vS from tS1 to tM, then v0 from tM to tSp, and finally vSp from tSp to tD1 , where the coordina�on follower
is a platoon follower of the coordina�on leader from �me tM to tSp.
We see that the computa�on of such adapted plans involves sor�ng out some details, but this is not
inherently difficult. Addi�onal factors such as speed limits, traffic, rests, flexible start and arrival �mes,
etc. can be added and have been implemented to some extend in the demonstra�on system. An inter-
es�ng ques�on is how to go from two vehicles to a whole fleet. In the next sec�on, we show how to
combine the pairwise plans in a systema�c way by using the property of the adapted plans that neither
the speed profile nor the fuel consump�on of the coordina�on leader changes.

4. Compu�ng Fuel-Efficient Vehicle Plans
This sec�on presents a systema�c way of combining the pairwise plans derived in the previous sec�on
assigning a plan to each vehicle. In Sec�on 4.1, we introduce a more general no�on of default plans
and adapted plans compared to the one in Chapter 3. The problem of how to combine such plans into
a fuel-efficient combined plan for all vehicles is expressed as a combinatorial op�miza�on problem.
Sec�on 4.2 deals with the computa�on of exact solu�ons to this problem. The proposed method for
exact computa�on is a branch and bound method. Branch and bound is a way to systema�cally explore
all possible solu�ons of a problem. By comparing an upper bound of all solu�ons in a branch with the
best solu�on found so far, it is possible to dismiss en�re branches. Such an upper bound for our problem
is derived. Two addi�onal results on the structure of the op�mal solu�on are established in order to
reduce the search space. Finally, the problem is proven to be NP-hard, which is commonly believed to
imply that the exact computa�on can take very long for some problem instances. This mo�vates the
algorithm to compute a heuris�c solu�on that is presented in Sec�on 4.3. This algorithm can find a
good solu�on efficiently but it is not guaranteed to converge to the best combina�on of pairwise plans.
Similar approaches are o�en used when dealing with NP-hard problems. Once the pairwise plans are
combined into a plan for all vehicles, it is possible to keep fixed which platoons should be formed and
adjust the �ming when these platoons should be formed and broken apart. Sec�on 4.4 discusses how
to do these adjustments in a way that minimizes fuel consump�on.
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4.1. Combining Pairwise Plans to Save Fuel
To begin with, we need to be able to compute what we call a default plan. This is a valid vehicle plan
according to Defini�on 1 with either the lowest possible or fuel op�mal constant speed.
Defini�on 6 (Default Plan). The default plan is a vehicle plan P = (e,v, t̂) with speed sequence v =

(vcd) and �me sequence t̂ = (tS, D/vcd). The most fuel op�mal speed without platooning vcd is
computed as

vcd = argmin
v∈(vcm,vmax]

f0(v),

where vcm is the lowest constant speed to arrive before the deadline:
vcm = max

(
vmin,

D

tD − tS

)
.

An adapted plan, as introduced next, is such that the speed sequence vn and �me sequence t̂n of a
follower truck n is adapted in a way that allows the follower to platoon during part of its journey with a
leaderm. The leader s�cks to its default plan, which is important in order to be able to compose these
plans. The plan is computed in a way that minimizes the fuel consump�on of n. Figure 14 illustrates the
concept of an adapted plan.
Defini�on 7 (Adapted Plan). An adapted plan is a vehicle plan Pn = (en,vn, t̂n) adapted to vehicle
plan Pm = (em,vm, t̂m), such that (εn(t), ξn(t)) = (εm(t), ξm(t)) for t ∈ [t̂n[2], t̂n[Nv]).
We denote the merge �me as tM = t̂n[2] and the split �me as tSp = t̂n[Nv]. Truck n becomes the
platoon follower of truck m at �me tM, stays platoon follower un�l tSp, when the two trucks separate.
This sequence of events occurs only once. Figure 15 illustrates the adapted plan. We denote the speed
trajectory φ corresponding to the speed sequence v and the �me sequence t̂ of the adapted vehicle
plan of truck n adapted to truck m as φn,m.
The fuel consump�on of truck n with its plan adapted to truck m is modeled as in (2). We denote
the platoon trajectory of the adapted plan πn,m(t). We have that πn,m(t) = 1 for t ∈ [tM, tSp) and
πn,m(t) = 0 for t ∈ [tS, tM)∪ [tSp, tA). The fuel consump�on ofm is not altered by the fact that n and
m platoon, since m’s speed trajectory does not change and m takes the role of a platoon leader. The
reduc�on in fuel consump�on that results from n implemen�ng the adapted plan and not its default
plan is ∆F (n,m) = F (φn, πn) − F (φn,m, πn,m) where πn ≡ 0, which is posi�ve if n adap�ng to m
saves fuel. If no plan that is adapted to m exists for n, we define ∆F (n,m) = 0. There might exist no
adapted plan because the routes do not overlap or because the constraint on the maximum speed in
conjunc�on with the arrival deadline makes it impossible for the trucks to form a platoon.
We now compute ∆F for all 2-permuta�ons inNc. We are only interested in adapted plans that save
fuel, i.e., for which ∆F is posi�ve. We can conveniently collect this informa�on in a weighted graph
that we call the coordina�on graph.
Defini�on 8 (Coordina�on Graph). The coordina�on graph is a weighted directed graph Gc =

(Nc, Ec,∆F ). Recall thatNc represents the trucks. Ec ⊆ Nc×Nc is a set of edges, and ∆F : Ec → R+

are edge weights, such that there is an edge (n,m) ∈ Ec, if the adapted plan of n to m saves fuel
compared to i’s default plan, i.e., Ec = {(i, j) ∈ Nc ×Nc : ∆F (i, j) > 0, i 6= j}.
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Fig. 14: The adapted plan entails that the coordina�on follower (red) adjusts its speed to the coordina�on
leader (blue) so that they form a platoon on the common part of their routes.

(εn(tM), ξn(tM)) (εn(tSp), ξn(tSp))

(εn(tS), ξn(tS)) (εn(tA), ξn(tA))

Fig. 15: Overview of the relevant �me instances of the adapted plan. The solid line illustrates the route of the
adapted plan n, and the dashed line the one of the plan that it is adapted to and has index m. The parallel
sec�ons of the line indicate that the trucks share the route, and the sec�on where the lines are on top of each
other indicates that the trucks platoon there.

26 / 53



D5.2–Coordinated fault-tolerant real-�me scheduling of platoonsCOMPANION 610990 Public

While the focus in this work is the reduc�on of fuel consump�on, note that other criteria can be taken
into account when compu�ng ∆F such as the total driving �me, the �me spent as a platoon follower,
or the risk of unpredicted delays.
Furthermore, we introduce the set of in-neighbors of a node n ∈ Nc as

N i
n = {i ∈ Nc : (i, n) ∈ Ec},

and the set of out-neighbors n as
N o
n = {i ∈ Nc : (n, i) ∈ Ec}.

We define the maximum over an empty set to be zero, i.e., max
i∈∅

(·) = 0.
With these defini�ons, we are ready to formulate the problem of finding a fuel op�mal set of coordina-
�on leadersNl.
Problem 1. Given as input a coordina�on graph Gc = (Nc, Ec,∆F ) find a subset Nl ⊂ Nc of nodes
that maximizes

fce(Nl) =
∑

i∈Nc\Nl

max
j∈N o

i ∩Nl

∆F (i, j). (12)
The coordina�on leaders select their default plans. The remaining assignments, called coordina�on
followers, select their plans adapted to the coordina�on leader that yields the largest fuel savings
∆F (n,m). Since the selec�on of adapted plans does not alter the speed trajectories of the coordi-
na�on leaders, several coordina�on followers can select the same coordina�on leader without affect-
ing the fuel savings that result from this adapta�on, poten�ally resul�ng in platoons of more than two
vehicles. The objec�ve func�on fce(Nl) equals the sum of all these fuel savings. If (n,m) ∈ Ec with
n ∈ Nc \ Nl and m = arg max

m∈N o
n∩Nl

∆F (n,m), we say that n is the coordina�on follower of m and
m is the coordina�on leader of n. If m has no out-neighbor in Nl, then maxm∈(N o

n∩Nl) ∆F (n,m) =

maxm∈∅∆F (n,m) = 0. Figure 16 illustrates how mul�ple coordina�on followers adapt their plans to
one coordina�on leader.
A possible varia�on of this formula�on is to consider the individual benefits of each vehicle. Since
coordina�on leaders do not directly benefit from platooning, coordina�on followers have to share their
benefits with their coordina�on leader in some way, e.g., with a constant ra�o. In a commercial system,
this could correspond to an actual economic compensa�on model between transport operators. With
such a formula�on, the objec�ve is find a selec�on of coordina�on leaders with large overall fuel savings
that addi�onally corresponds to a Nash equilibrium meaning that no vehicle has incen�ve to deviate
from the plan computed by the platoon coordina�on system. This has been inves�gated in [24].
At this point, we have a combinatorial problem, whose solu�on allows us to group transport assign-
ments in a fuel-efficient way. All con�nuous op�miza�on is contained in the adapted plans. Since an
adapted plan only involves compu�ng the speed profile for one vehicle, deriving such adapted plans is
a task that is possible to handle, as demonstrated in Sec�on 3. This simplifica�on comes with a price on
the fuel-savings that can be achieved. In Sec�on 4.4, we address this problem to some extent by jointly
op�mizing the speed profile of each cluster. Furthermore, the envisioned system repeats the op�miza-
�on frequently. A coordina�on follower that joins a platoon during the first part of its journey can, in a
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Fig. 16: Mul�ple coordina�on followers adjust to one coordina�on leader (blue) leading to platoon with more
than two vehicles.

later op�miza�on, become coordina�on follower of another truck and platoon for the remaining part
of its journey.
One disadvantage of the approach presented in this sec�on is that each truck can only join one platoon.
This is however somewhat mi�gated by the frequent re-planning envisioned for this system. At a later
point in �me, it might turn out more beneficial for a truck to leave its current platoon and join another
one.
In the remainder of this chapter, we study Problem 1. We derive a branch and bound algorithm to
compute op�mal solu�ons and establish that it is NP-hard.

4.2. Exact Computa�on
Problem 1 is a combinatorial op�miza�on problem. A common technique to solve such problems is
the branch and bound technique [9]. Branch and bound is a systema�c way to search for the op�mal
solu�on of a discrete op�miza�on problem. It constructs a binary search tree whose leaves cover all
possible values of the op�miza�on variables. However, it can be possible to leave en�re branches of
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the tree unexplored. A branch can be dismissed if it cannot contain any solu�on that is be�er than the
best known solu�on so far.
Consider Algorithm 1, in which we tackle Problem 1 using the aforemen�oned branch and bound tech-
nique. Each node in the search tree encodes a subset of solu�ons, with the root encoding all solu�ons
and a leaf exactly one. The solu�ons encoded by a node are characterized by two sets N̄l and N̄f . The
set N̄l contains all nodes that are assigned to be coordina�on leaders, i.e., elements ofNl. The set N̄lcontains all nodes that are assigned not to be coordina�on leaders, i.e., that are not elements ofNl. For
the remaining nodes inNc no decision has been made. At the root node, these sets are empty, and at
every branching a node that is not of N̄l or N̄f is added to either N̄l or N̄f . A leaf is reached if all nodes
are assigned to either N̄l or N̄f . Figure 17 shows an example of the search tree that can be traversed by
Algorithm 1.
Algorithm 1 The branch and bound algorithm to compute an op�mal set of coordina�on leaders. The
displayed version makes use of the result that at most half the assignments are coordina�on leaders.
The remaining heuris�cs described in the chapter can be applied before adding a new node toQ.
Input: Gc

Output: Nl

Nl ← ∅
Q ← {(∅, ∅)}
whileQ 6= ∅ do

Retrieve (N̄l, N̄f) fromQ
if fce(N̄l) > fce(Nl) then
Nl ← N̄l

end if
if Nc \ (N̄l ∪ N̄f) 6= ∅ thenSelect n ∈ Nc \ (N̄l ∪ N̄f)

if f̄(N̄l ∪ {n}, N̄f) > fce(Nl) ∧ |N̄l|+ 1 ≤ b|Nc|/2c thenAdd (N̄l ∪ {n}, N̄f) toQ
end if
if f̄(N̄l, N̄f ∪ {n}) > fce(Nl) thenAdd (N̄l, N̄f ∪ {n}) toQ
end if

end if
end while

In order to dismiss a branch, we keep track of the best solu�onNl found so far. We compare the best
solu�on to an upper bound on the objec�ve that can be achieved by the branch to be dismissed. If
the branch contains no solu�on that is be�er than the best solu�on found so far, the branch can be
dismissed.
The upper bound f̄(N̄l, N̄f) is based on the intui�on to assign every truck for which no decision has been
made its best coordina�on leader from the certain coordina�on leaders N̄l or the poten�al coordina�on
leaders Nc \ (N̄l ∪ N̄f). Furthermore, the bound neglects, as far as the nodes Nc \ (N̄l ∪ N̄f) are
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Fig. 17: A search tree for five assignments. The membership of the assignments is indicated with le�ers. The
le�er U indicates that the assignment belongs to Nc \ (N̄l ∪ N̄f), the le�er F indicates that the assignment
belongs to N̄f , and the le�er L indicates that the assignment belongs to N̄l. In this example, no branches are
dismissed due to the upper bound f̄ . Solu�ons with more than two coordina�on leaders are not explored
since, according to Proposi�on 6, there must be an op�mal solu�on with at most two coordina�on leaders.

concerned, that coordina�on leaders do not contribute to the sum that defines fce.
Proposi�on 5. Let Nl, N̄l, N̄f ⊆ Nc be sets that fulfill N̄l ⊆ Nl, N̄f ∩ Nl = ∅, N̄u = Nc \ (N̄l ∪ N̄f)

and define
f̄(N̄l, N̄f) =

∑
i∈N̄f∪N̄u

max
j∈N o

i ∩(N̄l∪N̄u)
∆F (i, j).

The value of fce(Nl) as defined in (12) is upper bounded by

fce(Nl) ≤ f̄(N̄l, N̄f).

We can improve the performance of the algorithm by establishing results on the structure of the op�mal
solu�on. Every �me a branch does not contain at least one solu�on that matches this structure, the
branch can be dismissed. The first result on the structure of the op�mal solu�on is an upper bound on
the maximum number of coordina�on leaders, i.e., on the cardinality of the op�mal Nl. It states that
there is an op�mal solu�on with at most b|Nc|/2c coordina�on leaders.
Proposi�on 6. There exists an op�mal solu�onNl to Problem 1 with |Nl| ≤ b|Nc|/2c.

This proposi�on helps when compu�ng an op�mal solu�on since coordina�on leaders sets with cardi-
nality larger than b|Nc|/2c do not have to be considered.
The next result that helps prune the search tree is that a node is either a coordina�on leader itself or at
least one node in its two-hop out-neighbor set is a coordina�on leader. To this end, we define the set
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Fig. 18: Example of a node’s two-hop out-neighbor set. The gray circles that have a solid line represent the two-
hop out-neighbor set of the node drawn as a circle with a dashed line. An op�mal solu�on Nl to Problem 1
contains at least one of the gray-filled nodes.

of two-hop out-neighbors of a node n ∈ Nc as
N 2o
n = N o

n ∪
⋃
i∈N o

n

N o
i .

Figure 18 shows an example of the setN 2o
n ∪ {n}.

Proposi�on 7. Let Nl be an op�mal solu�on to Problem 1. For each n ∈ Nc with N 2o
n 6= ∅, we have

thatNl ∩ (N 2o
n ∪ {n}) 6= ∅.

At every node in the search, we can compute if any solu�on in the corresponding branch can be an
op�mal solu�on using Proposi�on 7. This is the case when a node and its two-hop neighbor set is fully
contained in N̄f . If that is the case, there is no need to further explore the branch in ques�on.
Proposi�on 7 can be used to compute a lower bound on the number of coordina�on leaders in an op-
�mal solu�on. It can be easier to test whether a branch contains solu�ons with enough coordina�on
leaders, i.e., whether |N̄l|+ |N̄u| is greater than or equal to the lower bound, compared to using Propo-
si�on 7 directly as outlined above.
Proposi�on 7 tells us that each union of a node and its two-hop out-neighbors contains at least one
coordina�on leader, unless that node’s two-hop out-neighbor set is empty. However, in most cases
these sets overlap and one coordina�on leader is contained in the two-hop out-neighbor sets of sev-
eral nodes. We can, nevertheless, select some of these sets so that the selected sets mutually do not
intersect. A coordina�on leader cannot be contained in two of these sets.
Proposi�on 8. Let Nl be an op�mal solu�on to Problem 1 and let the set of sets D ⊂ {{n} ∪ N 2o

n :

n ∈ Nc,N 2o
n 6= ∅} be defined such that any two elements of D1,D2 ∈ D have zero intersec�on

D1 ∩ D2 = ∅. Then it holds that |Nl| ≥ |D|, and for every d ∈ D, it holds that d ∩Nl 6= ∅.
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1

0.1

1

Fig. 19: Twodifferent coordina�on graphs that illustrate how the usefulness of Proposi�on 8 depends on the co-
ordina�on graph. An op�mal solu�on of Problem 1 on both graphs has at least 4 coordina�on leaders. Proposi-
�on 8 shows that an op�mal solu�on on the le� graph has at least one coordina�on leader whereas an op�mal
solu�on on the right graph has at least 4 coordina�on leaders, which are drawn as gray-filled circles.

The setD is an independent subset of the set {{n} ∪N 2o
n : n ∈ Nc,N 2o

n 6= ∅}. Maximal independent
sets, i.e., setsDwhere no element from {{n}∪N 2o

n : n ∈ Nc,N 2o
n 6= ∅} can be added without viola�ng

that any two subsets have non-zero intersec�on, can be computed with a greedy algorithm. The prob-
lem of finding the maximum independent set—this is, the independent set with largest cardinality—is
however NP-hard [19], so finding the largest value for the bound might not always be feasible.
The quality of this bound depends on the graph. Consider Figure 19. The op�mal solu�on with the graph
shown on the le� side will have 4 or 5 coordina�on leaders, namely the middle layer of nodes. Adding
the top node to the set of coordina�on leaders does not change the objec�ve. All sets (N 2o

n ∪ {n})include the node on the top of the graph, and therefore |D| = 1 for any choice ofD. When the weights
of the edges from the middle layer to the top node are changed in a way so that they are larger than
the edges from the bo�om layer to the middle layer, then the top node becomes the only coordina�on
leader and the bound is �ght. On the other hand, the graph shown on the right-hand side of the figure
will admit a �ght bound regardless of the weights. For every pair of nodes that is connected by an edge,
the top node becomes coordina�on leader. These pairs of nodes are the sets (N 2o

n ∪ {n}), which are
all independent.
An obvious property to inves�gate when having developed an algorithm to solve a combinatorial op�-
miza�on problem is the algorithm’s worst case complexity. Like many combinatorial op�miza�on prob-
lems, Problem 1 can be shown to be NP-hard. This means it is unlikely, even though not yet proven,
that there can be an algorithm that solves any instance of the problem efficiently, meaning that the
number of computa�on steps needed to compute the result cannot be upper bounded by a polynomial
evaluated on the size of the input. The size of the input is measured in terms of number of edges and
nodes in the coordina�on graph.
Proposi�on 9. Problem 1 is NP-hard.

Exact solu�ons to NP-hard problems can be hard to compute, which is why heuris�c and approximate
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solu�ons are o�en used. These algorithms compute good solu�ons that are not necessarily op�mal in
a computa�onally efficient way. A heuris�c algorithm for Problem 1 is developed in the next sec�on.

4.3. Heuris�c Computa�on
In this sec�on we present an algorithm that computes heuris�c solu�ons to Problem 1. Mo�vated by
the result that Problem 1 is NP-hard, we apply an itera�ve strategy that converges to a local maximum.
Consider Algorithm 2. The input is a coordina�on graphGc and the output is a set of coordina�on leaders
Nl. Ini�ally Nl is an empty set. In each itera�on, a node n ∈ Nc is selected for which the objec�ve
func�on fce is increased if it is added to Nl or removed from Nl, and Nl is updated accordingly. The
difference in fce when adding or removing a node in Nc to or from the set of coordina�on leaders Nlis given by a func�on ∆u. The algorithm iterates un�l no further increase of fce is possible.
The func�on ∆u that measures how much is gained from switching whether n belongs toNl is defined
as follows:

∆u(n,Nl) =

{
fce(Nl \ {n})− fce(Nl) if n ∈ Nl

fce(Nl ∪ {n})− fce(Nl) otherwise . (13)
If n /∈ Nl, we get

fce(Nl ∪ {n})− fce(Nl) =∑
i∈N i

n\Nl

(
max

j∈N o
i ∩(Nl∪{n})

∆F (i, j)− max
j∈N o

i ∩Nl

∆F (i, j)

)
− max
i∈N o

n∩Nl

∆F (n, i).

The sum over i covers nodes that can select n as their new coordina�on leader. The last summand
accounts for n possibly not being a coordina�on follower any longer.
If n ∈ Nl, we get

fce(Nl \ {n})− fce(Nl) =∑
i∈N i

n\Nl

(
max

j∈N o
i ∩(Nl\{n})

∆F (i, j)− max
j∈N o

i ∩Nl

∆F (i, j)

)
+ max
i∈N o

n∩(Nl\{n})
∆F (n, i).

The sum over i covers nodes that can have n as their coordina�on leader before the change. The last
summand accounts for n possibly becoming a coordina�on follower.
In this report, we consider two methods to select n from the set {n̄ ∈ Nc : ∆u(n̄,Nl) > 0}. The first
method is to select n in a greedy manner according to n = arg max

n̄∈Nc

∆u(n̄,Nl). The second method is
to choose n randomly with equal probability from the set {n̄ ∈ Nc : ∆u(n̄,Nl) > 0}.
Algorithm 2 is guaranteed to converge in finite �me. This is due to the number of possible subsets of
Nc being finite and thus the number possible assignments of Nl is finite. In every itera�on fce(Nl)strictly increases, which means that Nl changes in every itera�on and the same assignment for Nlnever reoccurs. So in the worst case Algorithm 2 iterates over all subsets of Nc before termina�on. It
is also possible to interrupt the algorithm before termina�on and use the value of Nl at this point in
the execu�on. It is easy to see that a coordina�on leader set Nl computed by Algorithm 2 fulfills the
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Algorithm 2 Itera�ve Algorithm to compute the set of coordina�on leadersNl.
Input: Gc

Output: Nl

Nl ← ∅
while {n̄ ∈ Nc : ∆u(n̄,Nl) > 0} 6= ∅ do

Select n ∈ {n̄ ∈ Nc : ∆u(n̄,Nl) > 0}
if n ∈ Nl then
Nl ← Nl \ {n}

else
Nl ← Nl ∪ {n}

end if
end while

condi�on on the op�mal solu�on stated in Proposi�on 7, i.e., that every union of a node and its two-hop
out-neighbors contains at least one coordina�on leader.
Algorithm 2 can be efficient. Note for instance that the func�on ∆u can be computed based on the sub-
graph induced by the one- and two-hop neighbors of n only. This means that the average complexity
of compu�ng ∆u is a func�on of the average node degree but not of the number of nodes in the
coordina�on graph. Furthermore, if a node is added to or removed fromNl, then only the ∆u for the
two-hop neighbors needs to be recomputed.
Simula�ons suggest that selec�ng n in a greedy or a random manner makes li�le difference for the
quality of the computed solu�on. However, greedy node selec�on tends to lead to less itera�ons of
the algorithm and is thus be�er suited for a serial implementa�on. Random node selec�on might be
preferable for a parallel implementa�on due to the reduced need for synchroniza�on.
Having computed the set of coordina�on leaders, there is immediately a vehicle plan for each truck.
These plans are jointly op�mized as discussed in the following sec�on.

4.4. Joint Vehicle Plan Op�miza�on
In this sec�on we derive how to jointly op�mize the vehicle plans that are selected by Algorithm 2. We
do this by formula�ng a convex op�miza�on problem with linear constraints for a group consis�ng of
a coordina�on leader and its coordina�on followers. Hereby, the �ming when platoons are assembled
and broken apart is adjusted while the loca�ons where this happens is not changed. Trucks that are not
matched to any coordina�on leader or are not coordina�on leaders themselves just follow their default
plans and are not considered in this sec�on.
Consider a coordina�on leader nl ∈ Nl and its followers

Nfl,nl
= {n ∈ Nc \ Nl : nl = arg max

i∈Nl∩N o
n

∆F (n, i)}.

We construct an ordered set of �me instances t = (t[1], t[2], . . . ). This set contains the start �me and
the arrival deadline of the coordina�on leader, and the merge �mes and the split �mes of its followers.
We divide the distance traveled by the leader from start to des�na�on at these �me instances and get
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the distances
Wnl

[i] =
t[i+ 1]− t[i]

vcd
,

between these points, where vcd is the speed of the leader according to its default plan. These are the
distances between the points where coordina�on followers join or leave the platoon. Similarly, for a
coordina�on follower n ∈ Nfl,nl

, we have
Wn = (vn[1](tMn − tSn),Wnl

[iMn ], . . . ,Wnl
[iSp
n ],vn[Nv](tAn − tSp

n )).

The variables tSn, tMn , tSp
n , tAn denote the start �me, merge �me, split �me, and arrival �me of follower

n according to its adapted plan. The first element of Wn is the distance along the route from start
to the merge point. For the part of the route the follower platoons with the coordina�on leader, the
entries are the same as for the coordina�on leader. The indices iMn , iSp

n are defined accordingly. The
last element of Wn is the distance from the split point to the des�na�on of the follower. Figure 20
illustrates the defini�on of Wn. We introduce sequences pn = (pn[1], . . . ,pn[|Wn|]) that indicate on
which segments of the journey the coordina�on follower is a platoon follower. If truck n is a platoon
follower on the segment that corresponds to Wn[i] for some i, then pn[i] = 1. Otherwise we have
pn[i] = 0. For the coordina�on leader nl, we have pnl

= (0, . . . , 0) and for a coordina�on follower
n ∈ Nfl,nl

, we have that pn = (0, 1, 1, . . . , 1, 0).
We express the speed and �me sequence of truck n ∈ {nl} ∪ Nfl,nl

as traversal �mes Tn =

(Tn[1], . . . ,Tn[|Wn]|) of the segments Wn. The speed on each such segment remains constant and
can be computed as

vn[i] =
Wn[i]

Tn[i]
.

The traversal �mes of the segments in all trucks’ routes are the op�miza�on variables. Working with
traversal �mes rather than the sequence of speeds v allows us to state the op�miza�on problem with
linear constraints. The �mes when the speed changes t̂n, are computed as t̂n[i] = tSn +

i−1∑
j=1

Tn[j] for
i = 1, . . . , Nv,n + 1.
With these defini�ons, we are ready to state the following problem:
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[8]

vn[1](tM − tSn)

Fig. 20: Illustra�on of how the sequences Wn are defined. The red, do�ed line represents the route of the
coordina�on leader and the black, solid lines with arrows represent the routes of the coordina�on followers.
The thin lines indicate the distances that the elements ofWnl

correspond to.

Problem 2.

min
{Tn:n∈{nl}∪Nfl,nl

}

Nv,n∑
i=1

f

(
Wn[i]

Tn[i]
,pn[i]

)
Wn[i] (14a)

s.t.
for n ∈ {nl} ∪ Nfl,nl

:

Wn[i]

vmax
≤ Tn[i], i ∈ {1, . . . , Nv,n} (14b)

Wn[i]

vmin
≥ Tn[i], i ∈ {1, . . . , Nv,n} (14c)

tSn +

Nv,n∑
i=1

Tn[i] ≤ tDn (14d)
and for n ∈ Nfl,nl

:

tSn + Tn[1] = tSnl
+

iMn −1∑
i=1

Tnl
[i] (14e)

Tn[1 + i] = Tnl
[iMn + i− 1], i ∈ {1, . . . , iSp

n − iMn + 1}. (14f)
No�ce that the objec�ve func�on (14a) equals the combined fuel consump�on∑

n∈{nl}∪Nfl,nl
F (φn, πn) for the assignments {nl} ∪ Nfl,nl

, which is part of the sum that de-
fines the combined fuel consump�on of all assignment Fc defined in (3). It is composed of the fuel
consump�on of the coordina�on leader and the coordina�on followers. The coordina�on leader
is considered to travel alone or take the role as the platoon leader throughout its journey. The
coordina�on followers travel alone on the first and the last segment of their journey. They become
platoon followers in-between these segments.
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There are two sets of constraints. The first set applies to all trucks and ensures that the sequences
Tn correspond to valid vehicle plans. In par�cular, the constraints (14b) and (14c) express that the
trajectories stay within the allowed range of speed. The constraints (14d) express that all trucks arrive
before their deadline. The second set of constraints ensures that platooning happens as specified in
the original pairwise plans. The constraints (14e) ensure that the coordina�on leader and each of its
followers arrive at the same �me at their respec�ve merge point. The constraints (14f) ensure that the
speed of the leader and the speed of the follower are the same when they are supposed to platoon.
When f0, fp are such that f0(T−1) and fp(T−1) are convex in T for T > 0, then the objec�ve (14a)
is a sum of convex func�ons and hence convex. For instance, polynomials with arbitrary constant part
and non-nega�ve coefficients fulfill this requirement. Furthermore, all constraints are linear. Thus,
Problem 2 is a convex op�miza�on problem for which well developed numerical solvers are readily
available [8, 4]. The op�miza�on is ini�alized with the pairwise plans.

5. Implementa�on Aspects
This sec�on describes how disturbances and devia�ons from the computed plans are handled by the
system. So far the discussion has concentrated on one planning instance. However, the platoon coordi-
nator is a con�nuously running system that allows assignments to be added at any point and that can
dynamically react to changing condi�ons.
We dis�nguish between “op�miza�on engine” and “monitoring engine”. The op�miza�on engine con-
tains the rou�nes for compu�ng fuel-efficient vehicle plans while the monitoring engine handles the
dynamic opera�on of the system. It takes care of the communica�on to other system modules, ensures
data integrity, and invokes the appropriate rou�nes from the op�miza�on engine whenever needed.
While the previous sec�ons mostly focus on the op�miza�on engine describing one planning process,
this sec�on describes the logic of the monitoring engine.

5.1. Incoming Assignments
Assignments can be added by the fleet operators at any point. This is different from logis�cal plan-
ning systems that need a certain lead �me before implemen�ng the plans and can therefore group
assignments belonging to a planning period. The direct communica�on to the vehicle by vehicle-to-
infrastructure communica�on and the possibility of falling back on a tradi�onal transport without any
platooning enable a more dynamic approach.
The fleet manager no�fies the monitoring engine of a new assignment once these are entered into the
system. A fixed �me before the earliest start of the assignment, the monitoring engine starts planning
for that assignment. This means route calcula�on and data gathering (step 1 and 2 as outlined in Sec-
�on 1.4) are executed for the new assignment. Then, the remaining planning steps are executed for all
assignments in the system. Hereby, it is possible to plan “from scratch” or to retain a large propor�on
of the already computed vehicle plans and only make minor changes to the affected plans. Planning for
ac�ve assignments takes into account the current posi�on of the vehicle on its route as the new start
posi�on. This informa�on is provided by the fleet manager. The vehicle plan for the new assignment is
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returned to the fleet manager and presented to the fleet operator for confirma�on. Once the plan is
confirmed, the driver is automa�cally informed and the new set of plans is sent to the vehicles.

5.2. Disturbances
The crucial informa�on for planning is the range of speed on each link of the route that is computed
in the first two planning steps. Once this informa�on changes, the computed plans should be updated
accordingly. There are two main reasons for this to happen: traffic and weather incidents. Changes
in the traffic are detected using live traffic informa�on from roadside sensors and floa�ng car data.
Weather events are based on meteorological forecasts using customized, machine learning based pre-
dic�on models to es�mate the effect on a�ainable vehicle speed. For details refer to [20].
These incidents are reported by the traffic monitor module. Ac�ve assignment routes are registered by
the monitoring engine. The traffic monitor then no�fies the monitoring engine of any incident one the
registered routes. The monitoring engine then determines whether or not updated vehicle plans need
to be sent to the vehicles.

5.3. Devia�ons
Due to surrounding traffic, vehicles might deviate from the plans. While small devia�ons can be tol-
erated, larger devia�ons might result in vehicles not ge�ng close enough to each other at the merge
point so that they can establish vehicle-to-vehicle communica�on and ini�ate the platoon forma�on.
To avoid this from happening, vehicles monitor the execu�on of their plans locally and report to the
fleet manager if the devia�on exceeds a threshold. In that case the monitoring engine ini�ates a new
op�miza�on using the latest reported vehicle posi�on as the new start posi�onPS of assignments that
are already being executed. The new start �me tS is the �me when the posi�on measurement was
taken by the vehicle.

5.4. Handling of Time Delays
There might be significant communica�on delays to vehicles due to insufficient network coverage. Ad-
di�onally computa�on �mes might be significant for a large number of assignments, even though this
effect is kept at a minimum using the efficient computa�on rou�nes described in the previous sec�ons.
Before the assignment has started, these delays are not problema�c. However, once the truck is on the
road, it can in most cases not simply stop and wait for a new plan, but it needs to con�nue driving.
The main mechanism to handle these delays is that vehicles locally match their posi�on measurement
by GPS with the plan. Then they start execu�ng the new plan from their current posi�on on. Addi�on-
ally, vehicles can locally adjust their plan so that a�er a short phase adjustment their plan matches the
one computed by the op�miza�on engine. Figure 21 illustrates this approach.
Addi�onally, if a minimum delay is known, the calcula�on of the new plan can take into account that it
will only become ac�ve a�er the delay and that the vehicle will follow the old plan un�l that point in
�me.
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Fig. 21: Illustra�on how the delay between a devia�on report and the updated plan is handled. The ver�cal
axis shows the posi�on along the route. Once the devia�on from the original plan exceeds the threshold, this
is along with the current posi�on reported to the platoon coordinator through the fleet manager. The vehicle
follows the old plan un�l it receives the new plan. Then it makes a small adjust so that it can follow the new
plan a�er a short adapta�on period.

6. Driving Time and Rest Periods
In the European Union and many other countries there are strict rules on the allowed driving and rest
�mes. These stem both from the need to prevent accidents as well as laws that regulate work con-
di�ons. The rules cover the allowed �me a driver can move the vehicle on different �me scales. Fur-
thermore, there might be restric�ons on where and when the truck can be stopped for a break. One
example is, for instance, the use of protected parking lots for over-night stops. Parking along the route
might also not always be available on highly frequented routes. Finally, there are rules and preferences
when a driver has to return to its home base.
These restric�ons have to be taken into account when planning platooning for long routes. Since these
rules are fairly complicated and touch upon the opera�onal planning of the truck operators, we argue
that it should not be directly part of the platoon coordina�on system but added as a layer on top.
This pre-planning layer would allow the fleet owner to plan the trip and break it down into smaller
parts that can be driven without interrup�on. Each such part would correspond to an assignment as
introduced in Sec�on 1.3. The computa�on of speed bounds and parking predic�on can already on this
stage be used, to come up with feasible assignments. In case of devia�ons that cannot be handled
by the platoon coordina�on system are reported to the pre-planning module in order to adjust the
assignments to become feasible again. An example would be an unforeseen traffic jam that make arrival
before deadline impossible. In that case, it might be needed to change to des�na�on to a parking lot
in the range of the driver’s remaining driving �me. Such changes in the assignment plans are handled
in the same way as disturbances and devia�ons by running the op�miza�on again based on updated
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informa�on.
The main reason for separa�ng the planning of rest �mes is its high complexity in the sense that there
are many different prac�cal aspects to be considered. Furthermore, this would need a level of authority
over the logis�c operators and a willingness to share opera�onal data that is unlikely to be accepted.
Planning long haulage trips end-to-end would mean to replace the know-how of logis�cs operators by an
automated planning system, which is out of the scope of this project. Nevertheless, the �ght integra�on
of platoon coordinator with exis�ng logical planning will be an important aspect for a system that can
be used in prac�ce and will have to adapt to the needs of different customers. We believe that our
abstrac�on of transport assignments is an appropriate interface for such planning modules to interface
with the platoon coordinator.

7. Evalua�on in Simula�on
In this sec�on, we evaluate the coordina�on method outlined in the previous sec�ons with Monte Carlo
simula�ons. We show that the coordina�on of truck platooning can lead to significant reduc�ons in fuel
consump�on compared to the current situa�on where trucks do not platoon, as well as compared to
spontaneous platooning where trucks only form platoons if they happen to be in the vicinity of another.
Three simula�on studies where conducted. In Sec�on 7.1, the extrac�on of candidate pairs is demon-
strated. Sec�on 7.2 combines all steps and focuses on the quan�ta�ve performance of the method.
Sec�on 7.3 discusses the demonstrator. While the implementa�on in Sec�on 7.2 is op�mized for tes�ng
a large number of possible configura�ons, the demonstrator discussed in Sec�on 7.3 is developed for a
system running in real-�me and therefore not similarly suitable for extensive Monte Carlo simula�ons.

7.1. Extrac�on of Candidate Pairs
In this sec�on, the computa�onally efficient extrac�on of candidate platoon pairs as described in Sec-
�on 2.2 is evaluated. We show that the applica�on of 6 classifiers can rule out 99 % of the transport
assignment pairs, leaving only 1 % for the computa�onally expensive exact algorithm. The simula�on
setup is as follows. The start and goal loca�ons are sampled randomly with probability propor�onal to
an es�mate of the popula�on density in the year 2000 [21]. We limit the area to a large part of Europe,
which is shown in Figure 22.
We calculate shortest routes with the Open Source Rou�ng Machine [17]. If the route is longer than
400 kilometers, a 400 kilometers long subsec�on of the route is randomly selected. The maximum
speed is vmax = 80 km/h. We set the start �mes tS of half the assignments to 0 and sample the start
�mes of the remaining assignments uniformly in an interval of 0 to 24 h. The first half is to account for
assignments that are currently on the road while the other half is to account for assignments that are
scheduled to depart later. The deadlines tD are set in such a way that the interval t̄[a] − t[a] = 0.5h

where a is any valid index. We consider the minimum length that two assignments have to overlap to
be considered for platooning, lmin, to be 20 km.
We implemented all features and corresponding classifiers that are described in Sec�on 2.3, i.e., in-
terval projec�on (Proposi�on 1) and minimum distance orienta�on par��on (Proposi�on 3). Note that
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Fig. 22: Popula�on density map from which the start and goal loca�ons are sampled. The brighter the pixel,
the larger the popula�on density in that area. Some areas outside Europe and areas without popula�on are
shown in blue.

Proposi�on 2 is a special case of Proposi�on 1 with lmin = 0. For interval projec�on we tested vectors
of the form 1
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 ,
with α = 0, π/4, . . . , 7π/4. The posi�on P is expressed here as la�tude and longitude and mea-
sured in degrees. The vectors parametrized by α are approximately orthogonal to a trajectory at
maximum speed at the la�tude of 50 degrees with heading angle α and should work well for tra-
jectory pairs that have similar orienta�on, that cover the same area, and that are only separated
by a small �me margin. We refer to the corresponding classifiers in the following discussion as
c100, c010, c001, c110, c−110, cα0, . . . , cα7 respec�vely. For the orienta�on-based classifier, we use 100
equally sized cells to par��on [0, 2π]. For each cell, the frac�on of the route distance that falls in this
cell is computed. Matches up to lmin/2 star�ng in ascending order of route distance contained in the
cells are excluded. We refer to this classifier as co.
This simula�on focuses on demonstra�ng that the culling phase is able to filter out a significant amount
of assignments before they are passed on to the exact algorithm. Therefore, we do not focus on op�miz-
ing the implementa�on for speed and refrain from repor�ng running �mes of the simula�ons as they
might be misleading and we know from related work [16] that these computa�ons can be performed
fast enough for the problem at hand if the false-posi�ve rate of the classifiers is small.
We test 1000 transport assignments. All classifiers are evaluated in parallel. Next, the sequence of
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None 499,500 c−110 108,403 cα4 134,019
c100 104,380 cα0 129,282 cα5 107,287
c010 101,542 cα1 103,240 cα6 105,883
c001 208,896 cα2 103,453 cα7 109,934
c110 98,343 cα3 109,626 co 453,246

Table 1: Number of posi�ves for different classifiers.

classifiers that filters the most assignments at every stage is computed. The number of posi�ves for each
classifier is listed in Table 1. Figure 24 shows the number of remaining pairs at each stage, the ground
truth, and the sequence of classifiers for this sample. The op�miza�on of the classifier order would
typically be done when the system is designed and is to some extent specific for the exact transport
se�ng. In a running platoon coordina�on system the order in which classifiers are applied would remain
fixed.
We can see in Figure 24 that two classifiers, c110 and cα7, combined are able to reduce the number of
pairs by one order of magnitude. The first classifier, c110, only takes into account longitude and la�tude
of the routes. The second one, cα7 is orthogonal to the first one, c110, in the plane but also takes into
account �ming. The third classifier, cα3, is also of the projec�on type, which is able to iden�fy that a pair
of assignments cannot platoon if they are geographically close but differ in �ming, and it covers the op-
posite orienta�on compared to the previous classifier. The fourth classifier, c100, covers a third direc�on
in the plane. It is interes�ng to see that the fi�h classifier, c0, is the orienta�on-based classifier. Alone,
it performs much worse than the other classifiers as can be seen in Table 1. Two transport assignments
that take the same route in opposite direc�ons and that “meet” on the way are impossible to iden�fy
as a nega�ve with the projec�on based classifiers. The orienta�on-based classifier might be able to
achieve that. The classifier that only takes into account start and arrival �me, c001, is selected last, since
most of the cases it rules out are already covered by the classifiers cα0, . . . , cα7, and also because half
the assignments start at the same �me. We see that the benefit from adding more classifiers dimin-
ishes quickly as classifiers are added. All classifiers combined can reduce the number of pairs by two
orders of magnitude and get within one order of magnitude from the ground truth. The false-posi�ves
are mostly very curvy routes that intersect geographically and are separated li�le in �me in the area of
the intersec�on. To be able to correctly iden�fy such pairs as nega�ves is o�en not possible with the
features presented in this chapter. Figure 23 shows an example of a false-posi�ve. We get consistent
results for different runs of the simula�on.

7.2. Integrated Simula�on Study
This sec�on reports a simula�on study to analyze the quan�ta�ve effects of the op�miza�on approach
by running Monte-Carlo simula�ons. We generate transport assignments randomly. The start and goal
loca�ons are sampled within mainland Sweden. The probability of an assignment star�ng or ending at
a par�cular loca�on is propor�onal to the popula�on density [21], see Figure 25. The resolu�on is 0.1
degrees in longitude and la�tude and the road network node that is closest to the sampled coordinate
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Fig. 23: Example of a false-posi�ve. The two routes do not overlap. However, the routes cannot be separated
by a hyperplane, and since both routes are quite curvy the orienta�on based classifier cannot conclude that
these route do not overlap.
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Fig. 24: The number of remaining pairs when the classifiers are consecu�vely applied from le� to right. The
order the classifiers are chosen in a way that each stage removes as many pairs as possible. The classifier
applied at each stage is indicated on the horizontal axis. The dashed line shows the ground truth from the
exact algorithm.
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Fig. 25: Popula�on density map from which the start and goal loca�ons are sampled. The brighter the pixel,
the larger the popula�on density in that area. Areas not belonging to mainland Sweden are shown in blue.

is chosen. We calculate the routes with the Open Source Rou�ng Machine [17]. Assignments for which
no route can be found are disregarded. If the route is longer than 400 kilometers, a 400 kilometers long
subsec�on of the route is randomly selected. It has to be taken into account that merge points too far
from the current posi�on should not be considered for coordina�on since the uncertainty becomes too
large due to traffic, new assignments, and rest periods of the driver. Start loca�ons along the route are
considered since we believe that platoon coordina�on systems will frequently re-plan for assignments
that are already en route and suspended for the driver to take a rest.
The fuel model is an affine approxima�on around 80 km/h of the analy�cal fuel model in [6]. We have
for the fuel per distance traveled in kilograms diesel per meter

f0(v) = 8.4159 · 10−6v + 4.8021 · 10−5

fp(v) = 5.0495 · 10−6v + 8.5426 · 10−5.

According to this model, the rela�ve reduc�on in fuel consump�on of a platoon follower is 15.9 percent
at a speed of 80 km/h.
We consider a default speed of 80 km/h and we assume that the speed can be freely chosen between
vmin = 70 km/h and vmax = 90 km/h throughout the en�re journey. We sample the start �me of
the assignments uniformly in an interval of 2 hours and compute the arrival deadlines according to the
default speed.
The pairwise plans are such that trucks platoon as long as possible. Once a coordina�on follower splits
up from the coordina�on leader, it drives fast enough to arrive in �me at its des�na�on and at least at
default speed. The split points are such that arriving in �me is feasible. Thus, trucks are guaranteed to
meet their deadlines and the ini�al value for the joint vehicle plan op�miza�on fulfills the constraints.
Figure 26 shows an example of the routes of a coordina�on leader and its coordina�on followers and
where the coordina�on followers join and leave the platoon.
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Fig. 26: The routes of a platoon coordinator with four coordina�on followers. The route of the coordina�on
leader in shown in black, the routes of the coordina�on followers are dashed. The beginning of a route is
marked with a star. The merge point of a follower is indicated with an upwards-facing triangle and the split
point with a downwards-facing triangle.

We compare our proposed platoon coordinator to fuel savings that arise from spontaneous platooning,
i.e., that trucks happen to get into each others vicinity and then spontaneously form platoons. To this
end, we collect all the link arrival �mes according to the default plans for each link in the scenario. We
sort these �mes and collect them in ascending order in groups of at most one minute difference in their
edge arrival �me. We assume that each of these groups forms a platoon driving at default speed and
that the default trajectory is not altered by the platooning. This is a generous es�mate since it neglects
any kind of coordina�on effort, which would be present for �me gaps up to one minute.
In order to assess the quality of the solu�on computed by Algorithm 2, we establish an upper bound
on the solu�on of Problem 1. This upper bound is based on the intui�on to assign every truck its best
coordina�on leader and ignore that coordina�on leaders do not contribute to the objec�ve. We have
that

fce(Nl) =
∑

i∈Nc\Nl

max
j∈N o

i ∩Nl

∆F (i, j)

≤
∑

i∈Nc\Nl

max
j∈N o

i

∆F (i, j)

≤
∑
i∈Nc

max
j∈N o

i

∆F (i, j),

(15)

where the second inequality holds since ∆F (i, j) > 0 for all (i, j) ∈ E . This bound can also be derived
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from the upper bound used in the branch and bound algorithm (Proposi�on 5) by se�ng N̄l = N̄f = ∅.
This bound can only be �ght when there is an op�mal solu�on where no coordina�on leader has an out-
neighbor. Otherwise the coordina�on leaders cannot contribute to the sum. Nevertheless, the bound
helps us assess how far a heuris�c solu�on can be away from the op�mum.
We implemented platoon coordina�on in Python and used CVXOPT [4] for convex op�miza�on. The
execu�on of Algorithm 2 takes less than a second for 2000 transport assignments. Even faster compu-
ta�on �mes could be achieved by op�mizing the implementa�on.
Each simula�on consists of the following steps:

1. Random genera�on of transport assignments
2. Computa�on of routes and default plans
3. Computa�on of the coordina�on graph
4. Computa�on of coordina�on leaders according to Sec�on 4.3
5. Joint vehicle plan op�miza�on according to Sec�on 4.4

We evaluate how different numbers of assignments affect the amount of platooning and the fuel savings
rela�ve to the default plans. For comparison we compute the fuel savings of spontaneous platooning.
We run Algorithm 2 with greedy and random node selec�on and compute the upper bound of the
objec�ve func�on fce. The results are averaged over 150 simula�on runs.
Figure 27 visualizes an example coordina�on graph. In addi�on it shows which assignments are selected
in step 4). We can see that only a small frac�on of assignment pairs can save fuel by forming a platoon.
As the number of assignments grows, more opportuni�es are available for each assignment which can
translate into larger fuel savings [12].
Figure 28 shows the effect on the fuel savings when the numbers of transport assignments that are
coordinated is varied. It is possible to make a number of observa�ons based on these data. First of all,
the fuel savings increase rapidly with the number of transport assignments when the absolute number
of assignments is small. As more and more assignments are added, this trend stagnates and the rela�ve
fuel savings increase only slowly. Ideally this should approach asympto�cally the maximum fuel savings
of 15.9 % as the number of transport assignments goes to infinity, since then virtually every truck is a
platoon follower for its en�re journey. There is only a small difference between greedy and random
node selec�on, however, with the greedy node selec�on outperforming the random node selec�on
consistently. For a parallel or even a distributed implementa�on of Algorithm 2, random node selec�on
would be preferable due to the reduced need for synchroniza�on whereas greedy node selec�on is
faster in a centralized se�ng. Furthermore, the results a�er selec�ng the coordina�on leaders and
before the joint convex op�miza�on are less than the upper bound but only about 30 % worse. Since the
upper bound is not �ght, this indicates that Algorithm 2 performs well. We can see a clear improvement
in the fuel savings by the joint op�miza�on of the vehicle plans. Spontaneous platooning gives fuel
savings that are less than half of what can be achieved by coordina�on. Also bear in mind that this is a
generous es�mate of fuel savings by spontaneous platooning so that the real difference would probably
be even larger.
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Fig. 27: This plots visualizes the adjacency matrix of a coordina�on graphs with 100 assignments. Nonzero
entries are indicated with a black or a red dot, each corresponding to an edge in the coordina�on graph. Edges
whose corresponding plans are selected by the Algorithm 2 correspond to the red dots.

We conclude that coordinated platooning can yield significant fuel savings and that coordina�on is cru-
cial in leveraging these savings. For 2000 transport assignments star�ng over the course of two hours,
we get 7.6 % reduc�on in fuel consump�on. A number of 2000 trucks star�ng in that �me interval on
an area like Sweden is a realis�c number. The total distance traveled in the simulated scenario is in the
same order of magnitude as the total distance traveled by domes�c road freight transport in Sweden
within two hours, assuming that traffic volume is equally spread over the year [2]. The density of the
road freight traffic that was simulated is only a frac�on of the total road freight traffic in countries with
high popula�on density, .
Figure 29 shows how the distribu�on of platoon sizes changes with the number of transport assign-
ments. We can see that the larger the number of transport assignments, the more distance is traveled
in large platoons. For 2000 assignments, over half the distance traveled is in a platoon. Most of the
distance is traveled in platoons with ten or less vehicles. This is promising since large platoons might be
difficult to control and thus the platoon coordinator would have to prevent planning for larger platoons.
Since these large platoons only account for a small frac�on of the distance traveled, this would not have
too large an impact on the total fuel savings. The largest platoon formed has 28 vehicles. A no�ceable
effect occurs at a number of 200 transport assignments when more distance is traveled in rela�vely
large platoons compared to the distribu�on with a number of 300 transport assignments. It seems that
some kind of phase transi�on occurs at these points, where enough assignments are in the system to
go from one coordina�on leader with many followers to having several coordina�on leaders that are
be�er suited for their followers. To understand this phenomenon is subject of future work.
The simula�ons show that compu�ng plans for a large number of vehicles to form platoons is feasible
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Fig. 28: The rela�ve fuel savings due to platooning compared to the default plans with varying numbers of
assignments. “Greedy” indicates that greedy node selec�on was used in the clustering algorithm, whereas
“Random” indicates random node selec�on. The keywords “Before”/“A�er” refer to the rela�ve fuel savings
before/a�er the joint op�miza�on of the vehicle plans. “Spontaneous” are the rela�ve fuel savings based on
the es�mate of fuel savings due to spontaneous platooning. “Upper Bound” refers to the upper bound the fce
as stated in (15).

with the methods outlined in this report. It mo�vates that real-�me platoon coordina�on enables sig-
nificant reduc�ons in fuel consump�on and might be the key to leveraging the full poten�al of truck
platooning.

7.3. Demonstrator System
Apart from the quan�ta�ve evalua�ons of the op�miza�on engine reported in the previous sec�ons,
also the demonstrator system has as a whole been tested in simula�on. The primary focus of the demon-
strator system is to show the interac�on of all system components including a number of real vehicles.
The focus of the tes�ng is therefore mostly on verifying a �ght integra�on of the system and a reliable
performance rather than quan�ta�ve evalua�on of the systems poten�al when deployed in large scale.
The system is deployed on the cloud pla�orm Microso� Azure. The different modules use message-
based inter-process communica�on. This simplifies the development and integra�on with many part-
ners involved. Integra�on mainly focuses on the protocol specifica�on while programming language,
pla�orm, etc. can be freely chosen for each module. Furthermore, this approach eases a distributed
and parallel implementa�on.
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Fig. 29: This figure shows the distribu�onof platoon sizes per distance traveled over the number of assignments
in percent. The upper plot shows the results of greedy node selec�on whereas the lower plot shows those of
random node selec�on in the clustering algorithm. To the right, the size of platoon is indicated for a platoon
size up to eight. So, when the distance between the first and the second boundary from below is for instance
at 20%, it means that 20% of the distance was traveled as member of a platoon of size 2.

Recall the system architecture shown in Fig. 30. Two different tes�ng interfaces are used for simula�on
based tes�ng. The first type of tes�ng interfaces directly with the monitoring engine as the fleet man-
ager would. The message based interface between the modules makes it easy replace the fleet manager
and its connected modules (back-end HMI, vehicle gateway, and vehicles) by a simula�on module. The
simula�on module registers a number of randomly generated assignments and receives vehicles plans.
The plans are then visualized. Each vehicle is simulated to follow the computed plan. Random distur-
bances can be added in order to test the systems ability to update plans. On top of log files and manual
inspec�on of the messages sent and the visualiza�on by the simulator, the execu�on can be monitored
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Fig. 30: Component architecture of the off-board system.

by a graphical user interface shown in Fig. 31. It displays the state of the data gathering and lets the user
browse through the most recently computed plans.
The second way of tes�ng is to directly simulate the vehicles. This allows to run the en�re off-board
demonstrator system without physical vehicles. Hereby, the simula�on engine connects directly to the
vehicle gateway. More details on this simulator have been reported in WP 7.2. “Limited results of the
off-board platoon coordina�on system via simula�on”.

8. Summary and Conclusions
This document reports the development of a novel decision making engine for the fault-tolerant real-
�me scheduling of platoons. The engine is provided with a set of assignment specifica�ons, each con-
sis�ng of a start �me, a start posi�on, a goal posi�on an an arrival deadline. A vehicle is designated
to each assignment by a higher planning layer. The objec�ve is to find fuel efficient routes and speed
profiles so that all vehicles arrive at theirs des�na�ons before the deadline while minimizing its fuel con-
sump�on. Hereby, speed profiles are computed taking into account that vehicles can meet on common
parts of their routes and dynamically form platoons, which lowers their fuel consump�on. In order
to account for new assignments and devia�ons, an updated plan is computed in real-�me whenever
necessary.
The poten�ally large scale combined with the strict �ming requirements make compu�ng such plans a
challenging problem. The computa�on of plans is therefore divided into several stages. In the beginning
routes are computed and addi�onal data on the routes is gathered. Based on this informa�on, pairs
of vehicles that can platoon are iden�fied and plans involving two vehicles at a �me are computed.
These pairwise plans are first combined and then jointly op�mized. Simula�on studies demonstrate
the poten�al of such an approach to significantly lower the fuel consump�on of large vehicle fleets.
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Fig. 31: Visualiza�on of the monitoring engine’s database a�er a plan for three vehicles have been computed.
The upper part shows the state of the data acquisi�on (stage 2). The lower part shows the plan for one coordi-
na�on leader andwith two coordina�on followers. This tool is used tomonitor the execu�on of themonitoring
engine while running.

Furthermore, the developed methods have been implemented and tested in a demonstrator system
using both real and simulated vehicles.
This report shows that the implementa�on of such an op�miza�on engine is feasible under realis�c
condi�ons. The division of the computa�on into stages allows to adapt the method to many addi�onal
factors. It is for instance possible to adapt the computa�on of pairwise plans, while keeping the selec-
�on of coordina�on leaders the same. Furthermore, it helps the understanding of the system by the
developers as well the users. The simula�on studies mo�vate also that coordina�on of platooning will
be crucial for benefi�ng from platoon enabled trucks, in par�cular when the technology is introduced
to the marked and the penetra�on rate is low. While there are interes�ng theore�cal challenges to be
solved, the results of this project make a small scale test with a road freight transport operators feasible
as a next step to a commercial product.
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