
 
image ©2005 Vanguard Animation UK Ltd and the UK Film Council. 

1 

  
 
 
 
 
 
 

 
 
 
i3DPost - Final Annual Report, 2009-10 
 
www.i3dpost.eu 
 
 
 
 
 
 
 
 

   
 
 

     
 
 
 
 
 
 



 
image ©2005 Vanguard Animation UK Ltd and the UK Film Council. 

2 

 
 
The i3DPost Project is formed of six companies and educational institutions that are 
Europe's leading specialists in their fields. The Foundry Visionmongers ltd., Centre of 
Research and Technology Hellas, Informatics and Telematics Institute (CERTH-ITI), BUF 
Compagnie, University of Surrey (UniS), Quandtic Dream (QD), The University of 
Dublin (TCD). 
 
The final year of the i3DPost project has seen further deveopment of the technology 
prototypes and some truly impressive uses of it. For example, the advancements made 
to The Foundry’s ‘Ocula’, and NukeX, were used in the post-production of Avatar.  
 

 
 
i3DPost has developed new methods and intelligent technologies for the extraction of 
structured 3D content models from video, for use in digital cinema and interactive 
games. 
 
The research has enabled the increasingly automatic manipulation and re-use of 
characters, with changes of viewpoint and lighting. This is demonstrated in the 
Experimental Production that was produced for the Showcases and to test the 
Technology. You can view the movie at: 
http://www.youtube.com/watch?v=h4tIOi6sWMw  
or on the project website www.i3dpost.eu 
 
i3DPost has combined advances in 3D data capture, 3D motion estimation, post-
production tools and media semantics. The results are film quality 3D content in a 
structured form, with semantic tagging, which can be manipulated in a graphic 
production pipeline and reused across different media platforms. 
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Summary of Activities 
 
 
 
Key scientific & technical innovations 
 
The innovation that i3DPost proposed was that it should produce a step change in the 
quality of 3D video and postproduction, combined with semantic metadata, to achieve 
practical implementations of intelligent media technology at a quality level that meets the 
requirements of the film, games and professional media industry.  
 
At the start the goal was to create methods that make it possible to edit and alter 
filmed sets and actors – their faces, clothes and performances – as if they were 
animations, to allow their simple manipulation and reuse within post-production and the 
retargeting of filmic content to interactive platforms. The integration of semantic 
technologies with next-generation approaches to 3D video capture and postproduction 
offers a means of changing the way the media industries work, and opens the way to the 
repurposing of film and video material to create new programme experiences.  
 
The project results have met these goals and have produced film quality 3D content in a 
structured form, with semantic tagging, which can be manipulated in a graphic 
production pipeline and could be reused across different media platforms including films 
(either 2D or 3D), computer games, music and promotional videos.  
 
The overall objective has been met and was to integrate 3D information extracted from 
the visual scene into all stages of the postproduction pipeline, supported by semantic 
metadata, at a quality level that meets the requirements of the film, games and 
professional media industry. This was achieved by the invention of methods for 
recovering intelligent, structured content from on-set filming, and incorporating them in 
capture environments and software tools that enable the simple manipulation and reuse 
within post-production and the retargeting of content to interactive platforms.  
 
Having completed the Initial set-up phase, the establishing of the scenarios of use, proof 
of the concepts in the main areas of research, and development Proposals, the work on 
the i3DPost Project in the final year has continued with development of the Initial 
Prototypes. The Advanced Prototypes were completed ready for evaluation and for use 
in making the Experimental Production for use at Showcases. 
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3D Feature Analysis & Understanding  
 
 
The work in this area deals with developing algorithms that unlock the correlation 
between related views of the same scene to facilitate both 3D modelling and 2D motion 
estimation. 
 
Multiview fusion for 3D point cloud estimation – The Foundry 
 
The Foundry has developed a set of prototype tools for camera calibration and point 
cloud generation. The research work has developed techniques for wide-baseline 
matching of images and dense 3D point estimation. The result is a set of tools that can 
be used to extract 3D structure from reference footage captured on-set. 

 
Camera calibration for 13 Reference images of a statue captured on-set  
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3D Point cloud created from 13 reference images captured on-set 

 
 
Trinity College 
 
The team at Trinity College has been focusing their effort on porting the algorithms that 
have been developed on matting and segmentation to a plugin suite for Nuke. 
The plugin suite contains 8 plugins that cover various aspects of segmentation and 
matting, including trimap creation, fast binary segmentation, matting, foreground layer 
extraction, temporal propagation and automatic segmentation from semantic labeling. In 
Figure 1 is presented a number of screenshots from the Nuke workflow used on the 
demonstrator production. All the plugins have been combined with each to produce the 
final results. The modular approach of the toolkit makes it easy to integrate the plugins 
to existing workflows within Nuke.  
 
In Figure 2 is presented a script that uses semantic labeling to automatically segment and 
matte a foreground actor in one of the witness footage of the demonstrator production. 
The developed plugin takes as input human bounding boxes, such as the ones produced 
by the team at CERTH, to kick-start a background subtraction technique. The output is 
a binary segmentation, which is good enough to generate a tight trimap that can be then 
used for matting. The key here is the fully automated aspect of the process. 
 
2) Disparity Estimation and Optical Flow 
Work on point cloud and point tracking in TCD has resulted in the development of 3 
plugins on disparity estimation and motion estimation for facial features. 
In Figure 3 and 4 show two approaches to disparity estimation. In Figure 3 is presented 
a plugin that gives pixel accurate disparity estimation, able to cope with large disparities. 
In Figure 4 is presented a gradient-based disparity refinement technique that can reach 
subpixelic accuracy. 
 
In Figure 5 we show results of our motion estimation plugin for virtual marker tracking 
(on the figure, the resulting motion field is colour coded). The quality of the motion 
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estimation allows to accurately track virtual marker over more than hundred frames. 

 
Figure 1. Example of a matting workflow on the demonstrator production. On the top, 
the result of Sig_EdgeBrush, a fast trimap creation tool. In the middle, the output of the 
Sig_i3Dmatting, the matting plugin. On the bottom, the resulting comp of the extracted 
foreground layer (obtained through Sig-alpha2FB) and the alpha map on a mid gray 
background. 
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Figure 2. Automatic matte generation using the human bounding boxes (from CERTH) 
on the witness cameras of the demonstrator production. The human bounding box is 
highlighted in blue.   
 
 
 

 
Figure 3: Example of Nuke graph using the disparity estimation plugin Sig_Disp. 
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Figure 4: Example of Nuke graph combining the disparity estimation plugin Sig_Disp and 
the disparity refinement plugin Sig_DispRefine. 
 
 

 
Figure 5: Example of (colour coded) motion estimation output from Sig_OpticFlow on a 
face expression test sequence with 5 views. The quality of the motion estimation allows 
to accurately track virtual marker over more than hundred frames. 
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Set, Actor & Face Modelling  
 
 
The purpose of this area of research is to generate high quality representations of sets 
and actors from the captured data taking into account the dynamics of skin and clothing. 
 
Set Modelling by The University of Surrey 
 
We developed a 3D modelling method from multiple pairs of spherical stereo images. A 
static environment is captured as a vertical stereo pair with a rotating line scan camera 
at multiple locations and depth fields are extracted for each pair using spherical stereo 
geometry. We proposed a new PDE-based stereo matching method which handles 
occlusion and over-segmentation problem in highly textured regions. In order to avoid 
cumbersome camera calibration steps, we extract a 3D rigid transform using feature 
matching between views and fuse all models into one complete mesh. A reliable surface 
selection algorithm for overlapped surfaces is proposed for merging multiple meshes in 
order to keep surface details while removing outliers. All algorithms were implemented 
as NUKE plug-ins. They are published in conferences: 3DPVT, ECCV workshop and 
ICIP.  
 

 
Partial reconstruction 

 

 
Mesh merging 
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Final model 

 
NUKE plug-ins and examples for the production 
-NUKE Plug-ins for Set Modelling 

SphericalDisparity: disparity estimation for spherical stereo images 
SphericalMesh: 3D mesh model reconstruction from the spherical disparity field 

and texture 
Calc3DTr: Extraction of 3D transform between reconstructed meshes to merge 
MergeObj: Mesh fusion and surface refinement to generate a complete mesh from 

multiple meshes 
 
(1) Plug-in SphericalDisparity 
 

 
Plug in 

       
(a) 01Initial-g_x_yyy.png                (b) 02Dense_occl-g_x_yyy.png 

  
(c) 03Disparity-g_x_yyy.png      (d) 03Disparity-rgb_1000_yyy.png  
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Output of SphericalDisparity 
 
(2) Plug-in SphericalMesh 

 
Plug in and output 
 
(3) Plug-in Calc3DTr 
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Plug in 

 
(4) Plug-in MergeObj 

 
Multiple mesh fusion 

 
(a) Geometry 

 
(b) Texture mapping 

Output of MergeObj 
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Actor Modelling by The University of Surrey 
 
The character modelling pipeline was developed taking a set of reconstructed 3D 
meshes and recorded images and converting them into a single animated mesh. A 
tetrahedral volumetric deformation was applied to a template mesh, driven by image- 
and geometry-based features to match the animation to the reconstructed sequence. 
This pipeline was integrated into Nuke as a set of nodes including tools for manually 
editing frame-to-frame fetaures. Tools were also developed to generate a set of virtual 
optical markers for use in commercial motion capture tools such as MotionBuilder. 
These markers are generated through simple user interaction with the animated mesh 
generated by the mesh deformation pipeline. Research lead to a publication at CVMP. 

The technology was also used in the production of the Midas Touch experimental 
production where the a temporally consistent mesh of the Queen was used to generate 
the turning to gold effect and motion capture generated from virtual markers were used 
to animate background characters in the crowd scenes. 

 

Image feature correspondences between two frames 
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A Temporally consistent mesh of the Queen from the Midas Touch Production 

 

Geometric features matched between two frames 
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The structured actor modelling component is divided into three main plugins: 

 
• ImageTracker,  
• GeoTracker and  
• DeformMesh. 

 
There is also a standalone Virtual Marker Editor for generating FBX files of virtual 
optical markers. 

o 5.1. ImageTracker 

 

 
 
 

The ImageTracker Node applied to a multi-view image sequence. 
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o 5.2 GeoTracker 

 

 

The properties of the ImageTracker node 

The GeoTracker node applied to a geometry sequence 
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o 5.4 DeformMesh  

 
The DeformMesh node applied to a sequence of geometry and both Image and Geometric 
matches 

The properties of the GeoTracker node 
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Error! Bookmark not defined. 

 
 

 
 
Face Modelling  by The Foundry 
 
The Foundry have developed a set of tools to reconstruct a 3D mesh from multiple-
view video footage and track the mesh over time to create a set of virtual marker tracks 

The properties of the DeformMesh node 

The Virtual Marker Editor used to generate motion capture for the crowd scenes in The Midas Touch 
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for facial animation. Tools developed under 3D Feature Analysis & Understanding can be 
used to calibrate cameras and extract 3D point clouds. The 3D point cloud is then 
converted to a deformable mesh that is tracked using 3D motion estimation. 
Alternatively a structured face model can be registered and tracked to animate a 
predefined 3D model. These tools allow on-set 3D capture of facial performance from 
principal and witness cameras. 
 

 
 

3D Mesh reconstruction from a principal camera and 4 witness cameras on-set 
 

 
Virtual 3D markers extracted by tracking a structured face model 

 
Semantic Description of Multi-view Videos and 3d Scenes 
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One of the aims of the project is to provide a semantically rich representation of multi-
view videos and 3D scenes by labeling the scene elements, i.e., identifying actors and 
important objects and tagging them with actor identity  and object class (e.g. camera), 
respectively. The semantic description is further enriched with information regarding 
the actors’ facial expressions and performed actions.  Within this framework, a number 
of research directions have been followed during the third year of the project. In 
addition to research activities a considerable amount of effort has been spent on 
integration,that involved the development of software modules (plug-ins) that implement 
the devised algorithms. The resulting scene annotation was used for the intelligent 
manipulation and organization of the content. In more detail, the results of human 
detection were used to initialize matting algorithms developed by other partners 
whereas the results of facial expression and activity recognition were archived in a 
database that can be used to organize, search and retrieve such content (expressions 
and activity videos, 3D models) for production and prost-production purposes.  

Person detection 

In the area of person detection, an algorithm that unifies the results of  single-view 
human (or human body parts) detectors by incorporating information regarding the 3D 
position of the corresponding parts has been developed. Through this view combination 
the algorithm can reject a significant number of false positives and false negatives and  
associate the bounding boxes (BBs) across the views so that all associated BBs 
correspond to the same body or body part (e.g. head). The algorithm has been found to 
increase  the correct detections and decrease the false detections.  

 
Figure 1 Results of the multiview fusion algorithm when applied on the outcome of head 
detection in each view. 
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A body or body parts detector  that combines three elements, namely Histogram of 
Oriented Gradients (HOG), a template-based body detection method that utilizes shape 
trees to speed up matching and Support Vector Machines (SVMs) has been also 
implemented. This detector first uses shape trees to find the outline of a human body or 
head inside the detection window, then extracts a feature vector comprised of the 
HOG blocks at the locations where the template silhouette passes through. This feature 
vector is then classified by an SVM trained on appropriate examples and counter-
examples.  
 

 
 

Figure 2 Head detection by combining shape matching and HOGs. 

 
In addition, other topics have been investigated. These included  a parts-based body 
pose estimation algorithm, face detection by combining the Viola & Jones face detector, 
trained to detect both frontal and profile facial views combined  with skin color 
segmentation, and single view body pose estimation using an approach similar to the one 
used in the dynemes-based activity recognition method proposed by CERTH-ITI.  

Object detection and recognition 

An object matching/detection method in scenes represented as 3D point clouds has 
been implemented. The method is   based on the characterization of objects using 3D 
local features, and their matching using a modified iterative closest point (ICP) algorithm. 
Specifically, we used the “spin image” descriptor, and modified the ICP algorithm in 
order to include the local feature descriptor similarity when finding closest points.  

Human activity recognition 

A novel 3D activity recognition, algorithm has been developed.  The algorithm operates 
on  binary, voxel-based representations of the frames  and is based on the extraction of 
3D “dynemes” i.e. characteristic movement patterns. The orientation of the human 
body in each 3D posture is estimated by detecting its feet and this information is used 
to orient all postures in a consistent manner. Each 3D posture is represented in the 3D 
dynemes space and then information from all time instances is combined to represent 
the entire action sequence. The actual classification step utilizes support vector 
machines. The algorithm does not  require temporal segmentation of the sequences into 
atomic actions, e.g. steps. Another variant that utilizes 3D FFT has been also 
implemented.  
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Figure 3  3D dynemes used in 3D activity recognition. 

A new algorithm for activity recognition from multi-view data has been also developed. 
The algorithm involves a new method to order cameras of a convergent camera setup in 
a consistent (with respect to the observed human body) manner, regardless of the body 
orientation in space. The method detects the torso in each view and then 
anthropometric ratios are utilized to detect the camera that captures the side view.  
The remaining cameras are ordered accordingly.  For action representation and 
classification the dynemes-based approach proposed during the previous year, applied 
on the consistently ordered multiview data, is utilized. An overall correct classification 
rate of 91% was obtained when applying the method on 8 movements.  
 

 
Figure 4 Multi-view activity recognition. 

Facial expressions recognition and analysis 

Work on the statistical analysis of facial expressions has been also carried out. This 
research was motivated by the lack of a facial expression analysis system that is able to 
perform and exploit statistical analysis of the dynamic human facial expressions. 
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Statistical analysis of the facial expressions offers the opportunity to personalize 
expressions on an individual, with respect to nationality and social class. The proposed 
approach initially fits and subsequently tracks a facial wireframe model  in video 
sequences depicting the formation of a dynamic human facial expression. The extracted 
dynamic mesh deformation data can be used to calculate representative (or average) 
dynamic facial expressions models (generalized median dynamic facial expression 
models) for groups of people (e.g. of the same nation and social class), who express 
themselves in a similar way.  
Since pattern classification is a task that is involved in most semantic analysis problems 
(face recognition, facial expression recognition, object recognition/detection etc), a new 
method for the incremental training of multiclass Support Vector Machines has been 
developed. The method provides computational efficiency for training tasks where the 
training data collection is sequentially enriched and dynamic adaptation of the classifier is 
required. Such tasks are encountered, for example, in facial expression recognition or 
frontal facial pose recognition (enriching the training dataset with samples from new 
subjects).  In more detail, a set of multiplicative update rules  for the evaluation of the 
optimal Lagrange multipliers determining the normal vectors of a multiclass SVM 
classifier have been derived. These rules provide low computational complexity and are 
easy to implement. Furthermore, faster convergence is expected when starting from the 
previous global minimum.  Experimental evidence on various data collections verified 
that the implemented method is faster than retraining the classifier from scratch. The 
method has been successfully applied to frontal facial pose recognition.  
Moreover, research on  a number of other topics has been conducted. These  included 
facial expression recognition on range images using various feature selection and 
classification approaches and the  use of person-specific or group-of-persons-specific 
expression classifiers to boost the performance of facial expression recognition.  
 
Software development 
 
CERTH-ITI- has created  four plug-ins for Foundry’s NUKE. These plug-ins implement a 
number of algorithms that have been developed for the semantic labeling of data and are 
described below. 
The i3d_MultiViewHumanTracker plug-in implements several  methods to detect the 
presence of human faces/bodies and  objects in a video stream and track them over 
time. The methods include a frontal face detection method that is based on haar-like 
features, a variation of this method that also uses skin color segmentation to improve 
results, a shape matching algorithm that uses shape trees to store its templates, a 
combination of frontal and profile face detectors,  a HOG-feature based full human body 
detector, an object detector and an upper body HOG based detector that is more 
suitable than the full body detector when the lower body of the actors is out of camera 
view. When multiple views are present an algorithm that fuses detection or tracking 
results across views can be employed. 
The face detectors use a rejection cascade of weak classifiers that involve haar-like 
features. If skin color is used, then the frame is additionally segmented into either skin 
or non-skin pixels and an additional requirement for a positive match is for the detected 
facial bounding box  to include a significant amount of skin pixels. 
The shape matching detector uses shape templates. If the similarity of the best matching 
template is high enough, a positive match is declared. In order to handle the large 
number of templates and quickly narrow the candidate matches down to a manageable 
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few, a binary search tree is used to build a list of potential candidates that is then 
exhaustively searched for the best match. 
The object detector localizes objects of a specific type. Objects are located by finding 
local feature points in the image, and comparing the distribution of feature points in a 
region with the distribution of feature points in a training set.  
The full and upper human body detectors compute the local Histograms of Oriented 
Gradients (HOGs) in non-overlapping cells in the input frame. These local histograms 
are grouped in overlapping blocks inside a larger search window and are concatenated 
into a feature vector. This feature vector is then classifed by an SVM in order to provide 
a positive or negative match. 
 

 

 
 

Figure 5 The i3d_MultiViewHumanTracker plug-in, showing the results of object (camera) 
detection. 
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Figure 6 The i3d_MultiViewHumanTracker plug-in, showing the results of body detection.   

 
 
The detection can be performed on video data coming either from a single-view, or a 
multiple-view (calibrated) camera setup. The plug-in outputs a set of bounding boxes 
that contain the results of the detection and tracking algorithms.  Depending on what 
detector was used and the value of a user-defined  parameter, these bounding boxes can 
contain human faces, full human bodies, lower human bodies (legs) or other non-human 
target objects. The results are also visualized as bounding boxes overlaid on the video. 
 
The i3d_ExpressionDetector plug-in  performs facial expression recognition on a video 
file by using one of two different algorithms. The first algorithm utilizes two well known 
subspace learning techniques, PCA and LDA, for dimensionality reduction. PCA is firstly 
used as a preprocessing step. A Nearest Centroid classifier is implemented to 
accompany LDA for the classification task. The second algorithm performs facial 
expression recognition using the Discriminant Non Negative Matrix Factorization 
(DNMF) algorithm for dimensionality reduction, along with a Support Vector Machines 
(SVMs) variant as the underlying classifier.  
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Figure 7  The  i3d_ExpressionDetector plug-in.  

The plug-in receives a video file (color or grayscale) as input and outputs a text file 
containing the facial bounding boxes and the expression label. The results of the 
algorithm are also visualized as bounding boxes overlaid on the video along with the 
associated expression label. 

 
Figure 8 The results of the i3d_ExpressionDetector plug-in. 

Moreover, the i3d_SingleViewActivityDetector and i3d_MultiViewActivityDetector  
plug-ins perform action recognition in videos. The first plug-in operates  on  single-view 
video data whereas the second one utilizes multi-view  data. In single-view, the 
implemented algorithm utilizes “dynemes” (roughly speaking characteristic poses) 
extracted through fuzzy C-means during an offline training procedure. Linear 
Discriminant Analysis is also involved.  
In the multi-view setup, the plug-in utilizes “multiview dynemes” (characteristic poses as 
viewed from a number of cameras). Linear Discriminant analysis is also involved. The 
plug-in uses three different approaches to tackle the camera correspondence problem, 
i.e. the fact that the different views of the subject  should be arranged consistently in 
both training and testing data. By exploiting multi-view information the method can 
operate successfully regardless of the subject’s orientation and motion direction. Binary 
(segmented) and color videos can be used for recognition. If the video is a color one 
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with simple background  binary masks are automatically extracted by discarding the 
background. If the color video has a complex background, a background subtraction 
technique is used to extract foreground regions. In both plug-ins, the recognition 
procedure uses a number of consecutive frames in order to reach a decision and utilizes 
a sliding temporal window. 
 
The results of the algorithms (one activity label per frame) are stored in a text file and 
are also visualized in the form of the activity label, overlaid on the video.  The actions 
recognized by the trained algorithm are: “walk”, “run”, “jump forward”, “fall, “jump in 
place”, “sit”, “bend”, “wave one hand”. Other training instances were also generated. 

 
Figure 9 The i3d_MultiViewActivityDetector  plug-in. 

Finally, a database prototype that stores the results of facial expression recognition and 
activity recognition analysis  on facial expression and activity videos  captured at the 
University of Surrey has been created. In more detail, the properly trained 
i3d_MultiViewActivityDetector  and i3d_ExpressionDetector plugins were applied on  
these data and the corresponding labels (one per-frame) were stored in the database 
along with a) the corresponding videos,  b)  3D body models generated by the 
University of Surrey from some of the activity videos and c) 3D facial models generated 
by CERTH-ITI for some of the facial expressions videos, using software by the Foundry. 
The user can query the database for a certain  action or an expression and the 
application presents all videos (and 3D models, if available) where this facial expression 
or activity has been detected.  
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Figure 10 Labeled expression and activity videos retrieved through the prototype database. 

The retrieved videos depicting the desired facial expressions and actions can be used, 
for example, to create facial or body animations through 3D reconstruction of the 
corresponding frames. Alternatively, the videos and the 3D models  can be used as a 
visual aid for animation by hand. Assume for example that an animator is about to 
create by hand a facial animation depicting a person being happy (smiling). He/she selects 
“Expression”  as the type of information to search for and then selects a certain facial 
expression e.g. “happiness”. The database then lists all the videos that depict an actor 
performing the “happiness” expression. For each video the user can view the video 
along with  the expression labels, for each frame. The animator can also select to play a 
video from a different view (e.g. a video depicting a side view of the person). Moreover 
he can  view the sequence of 3D facial or body models  reconstructed from this video 
(if such 3D models are available).  
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Figure 11 A 3D facial model retrieved from the database and displayed through NUKE.  

The names and paths of these video / 3D model files are also presented to the user. 
Thus the amimator has two types of visual aid to help him with the creation of an 
animation or for other uses: either view one (or more) of the videos (or certain frames 
in the videos) or view the 3D models. 

 

Intelligent tools for content manipulation 

Work continued through the Final year to allow the project partners to use Nuke as 
the application platform for i3dpost technology. Nuke is The Foundry’s existing 
powerful compositing application that delivers high speed, an efficient multi-channel 
scanline rendering engine, and a wide feature set.  

This application framework (Nuke) can also handle the passing of non-image data as 
meta-data through the processing tree, including suitable controls for the merging and 
overriding of meta data when combining multiple sources. The meta-data in the tree is 
available to external modules, whether implemented through the NDK or OFX 
interfaces to the framework. 

The research prototypes have been developed into a plug-in set for Nuke. The following 
plug-ins have been developed and evaluated. 

Multiple-View Point-Cloud Estimation   by The Foundry 
i3d_CameraCalibrater – manual and automatic image calibration 
i3d_MeshBuilder – dense 3D point cloud extraction from an image sequence 
i3d_PointCloudGenerator – dynamic 3D point cloud extraction from multi-view video 
Image Matting   by Trinity College Dublin 
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Sig_ActiveSelect – interactive object selection for matting 
Sig_i3DMatting – high quality alpha matte extraction 
Sig_alpha2FB – foreground colour estimation from mattes 
Sig_kBgSelect – foreground object selection given a background plate 
Sig_EdgeBrush – rapid tri-map generation for mattting 
Sig_TemporalMedian – temporal smoothing for consistent mattes 
Semantic Labeling of Point-Clouds  by CERTH-ITI 
i3d_MultiViewHumanTracker – object detection and tracking 
Structured Set Modelling  by University of Surrey 
SphericalDisparity – disparity estimation for spherical stereo images 
SphericalMesh – 3D mesh extraction 
Calc3DTr – registration of multiple 3D meshes 
MergeObj – 3D mesh fusion 
Structured Actor Modelling  by University of Surrey 
ImageTracker – 2D image feature tracking in multiple view video 
GeoTracker – 3D geometry feature tracking for 3D mesh sequences 
FilterMatches – Merging of feature tracks 
DeformMesh – Mesh deformation for 3D mesh tracking using feature matches 
Structured Face Modelling  by The Foundry 
i3d_PoissonMesh – build surface mesh from a 3D point cloud 
i3d_ConformMesh – register a structured 3D model 
i3d_VirtualMarker – track a 3D mesh/model in multiple view video 
Semantic description of human activity for retrieval   by CERTH-ITI 
i3d_ExpressionDetector – facial expression labelling 
i3d_SingleViewActivityDetector – human activity labelling in single view video 
i3d_MultiViewActivityDetector – human activity labelling in multiple view video 

 

Major Achievements 

 
The technical scope of the project has been outlined above. The consortium has 
successfully completed it’s Final stage of activities culminating in an update to ‘Ocula’ the 
commercially viable product on the market, and 24 additional plug-ins. Improvements to 
the plugins are based on brand new disparity-mapping algorithms that have arisen from 
the research work carried out for i3DPost and allow artists to apply a multitude of 
adjustments to stereo image pairs. Improvements have also been made to Nuke in the 
form of ‘NukeX’. Both of these technologies have been used in the post-production of 
many blockbuster films, the most noteworthy being AVATAR. 
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The consortium completed the Experimental Production of a short film called “The 
Midas Touch” to evaluate the research prototypes under realistic scenarios in post-
production. Some of the effect shots are illustrated below. 
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Shot 02 Midas on litter  

  

Effect: Add soldiers behind litter 
 
*  
 

 
Shot 04 Palace 

  

Effect: Set extension (palace, statue), crowd 
 
*  

 
Shot 14 Crowd bows, soldiers stand to attention  

  

Effect: Set extension (palace, statue), crowd 
 
*  

 
Shot 25 Statue turns to gold 

  

Effect: CG model turning to gold 
 
*  
 

 
Shot 33 Queen turns to gold 

  

Effect: CG mesh overlay turning to gold 
 
*  

 
Shot 34 Queen's face turns to gold 
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Effect: CG mesh overlay turning to gold 

 
 
 

 

Promotion and Awareness  
 

In addition to the user partners who are closely involved in i3DPost, an external user 
group with currently 10 members including post-production companies & games 
companies was formed and are regularly consulted.  

I3DPost has been publicised at media events such as IBC, SIGGRAPH, NAB & CVMP 
and numerous conference papers and lectures have been given. (Please see website for 
details).  

The website is frequently updated with project results and has an average hit rate of 
9,000 hits per month. 

 

Future Work & Exploitation Prospects  

 

Although the i3DPost Project has now officially ended, research in these areas will still 
continue. Further product development will need to be carried out to produce further 
commercially viable products. Continued dissemination of the project results will be 
carried out at industry relevent conferences and trade fairs. 

 

Further Information 
 
 
Please visit the project website for up to date progress of our work. 
www.i3dpost.eu 
Or contact the Project manager: Abi Bowman  
abi@thefoundry.co.uk 
 


