
Summary of project objectives

The goal of the cognitive systems initiative was to 
develop systems able to work in open ended, 
challenging environments, dealing with novelty, 
uncertainty and change. Our idea in CogX was that 
to achieve this we needed to tackle the problems of 
what we call self-understanding and self-extension. 
Imagine,“a cognitive system that models not only 
the environment, but its own understanding of the 
environment and how this understanding changes 
under action. It identifies gaps in its own 
understanding and then plans how to fill those gaps 
so as to deal with novelty and uncertainty in task 
execution, gather information necessary to 
complete its tasks, and to extend its abilities and 
knowledge so as to perform future tasks more 
efficiently.” 

So self-understanding can be thought of as 
modelling the uncertainty in your beliefs and what 
you do and donʼt know. Self-extension can be 
thought of as using models of how my knowledge 
evolves to plan how to extend it. We have promised 
to develop a unified theory of self-understanding 
and self-extension with a convincing instantiation 
and implementation of this theory in a robot.

In CogX we are exploring these issues within the 
context of robotics in a human environment such as 
an office or home. The work is broken down into 
several packages of work (WP or work packages): 
mechanisms for self motivation (WP1); perception 
of objects and their manipulation (WP2); spatial 
cognition (WP3); planning (WP4); learning (WP5); 

and situated dialogue processing (WP6). In 
addition we bring the results of these together in 
integrated robot systems that test our unified 
approach (WP7).

Work performed & results achieved

In the first two years the project highlights include:

In WP1 a system for our robots to manage their 
different desires has been designed. This quickly 
prioritises possible goals for the robot. Motive 
management is necessary for a robot that has 
many possible goals. This has been implemented 
and used in our robots Dora and George. It allows 
Dora to quickly choose between different ways she 
can extend her map, and George to decide what 
kinds of questions to ask to find out more about his 
world.

In WP2 we built a vision architecture that uses a 
distributed blackboard model together with 
Bayesian inference to represent its uncertainty 
about what is in the scene. This is used allow our 
robots Dora and Dexter to gradually build up a 
model of what there is in the scenes they are 
looking at, and also for Dora to conduct efficient 
visual searches for objects. We have also shown 
how a robot can learn a simple kind of physics 
understanding of how objects in the world behave, 
and how the robot can use this physics 
understanding to improve how it sees.

In WP3 we have developed a new type of map for 
indoor environments like offices and homes to 
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Fig 1: Our robots extend their understanding by exploring their environment. Here Dora autonomously maps 
an apartment, categorizing rooms by reasoning about the types of objects she finds. On the right is the map 
she created. Each differently coloured set of nodes represents a different type of room.
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allow our robot Dora to navigate and to 
communicate with humans more easily. This map 
includes rooms, objects, and also common sense 
knowledge about how types of objects and types of 
rooms are related. Dora also represents different 
kinds of information that are missing from her map. 
 
In WP4 we have developed ways of representing 
how actions the robot takes change what it knows 
about the world. It can also represent how what it 
says can change what other agents believe, and 
vice versa. These are what we call representations 
of how epistemic (knowledge) state changes. Using 
these representations we have been able to 
develop an efficient method for planning courses of 
action. The method automatically decides the level 
of precision with which it reasons about uncertainty 
in the world. This enables our robot Dora to devise 
good plans for gathering information quickly when 
searching for objects in a world that have been 
requested by a human. In addition we have 
developed methods that enable our robots to 
explain why they sometimes canʼt come up with a 
plan to solve a problem.

In WP5 we have developed a robot called George 
that learns about the connection between visual 
properties of objects and their linguistic 
descriptions, or between actions it performs and 
their effects on objects. George is curious, and 
chooses when to ask questions about the scene in 
front of it. George picks questions that are most 
informative, and can spot when objects have novel 
properties, such as new colours or new shapes.

WP6 has investigated how a robot can verbalise 
what it knows and doesn't know, when interacting 
with a human to learn more about the environment. 
In the second year of CogX we have also devised 
new methods that allow a conversational robot to 
adapt the way it conducts a dialogue so as to 

maximise the informativeness of the conversation. 
We also worked on how to vary the amount of 
information that should be contained in an 
utterance to make it clear to the listener, and how 
to vary the intonation the robot uses to make its 
meaning clearer.

In WP7 we integrate the results of our different 
pieces of work. To this end we maintain for use by 
anyone an open source software framework 
(CAST) for developing cognitive robots. Using this 
we have developed three integrated robot systems: 
Dora, a robot that extends its knowledge of space 
by filling in gaps in its map of an office 
environment, and which can also perform object 
search tasks given by a human; Dexter a robot that 
learns about object dynamics by push manipulation 
and which can identify novel objects by their 
behaviour; and George, a system that learns about 
the properties of objects by dialogue with a tutor, 
where it can drive the dialogue in order to fill gaps 
in its knowledge.  In the second year both George 
and Dora can plan their knowledge gathering 
activities (including learning) by reasoning about 
how their knowledge state will change with each 
possible course of action. Thus these robots 
implement what we call self-extension by 
understanding what they donʼt know, and how they 
can increase what they do know.

The project has produced 66 refereed publications 
in academic conferences and journals in the first 
two years, as well as releasing a new version of the 
open source architectures toolkit CAST, and a 
vision system for scene understanding called 
BLORT. All the publications, deliverables and other 
results can be accessed at the project website 
http://cogx.eu .  CogX has been presented in the 
popular media, e.g. in New Scientist online; and 
presented to the general public at events like the 
British Science Festival 2010.
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Fig 2: The George system tries to understand the properties of objects in the world by asking curiosity driven 
questions about them.
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Expected final results

We are cautious about predicting progress even 
two years from now, but our expected final results 
are a theory of how a robot can self-extend in a 
curiosity driven manner, together with at least one 
robot demonstration of this. We expect that our 
theory will bring together a variety of kinds of 
representations of gaps in knowledge, most of 
which can be boiled down to one of two types. 
Probabilistic representations can be used to 
quantify uncertainty in state or action outcomes at 
low levels. Representations of beliefs, such as 
modal logics are are able to represent qualitative 
gaps or uncertainties in knowledge. We expect our 
theory to utilize both these kinds of representations.

Potential impact & use

If robots and other cognitive systems are going to 
be used in almost any real world setting they must 
be able, at run time, to plan how to achieve tasks in 
the face of incompleteness and uncertainty. Thus 
our work sits right at the base level of technologies 
that we must have if we are to have flexible, re-
taskable, robust cognitive systems. Once these 
kinds of technologies are exploited in commercial 
systems a much larger range of uses of robots will 
become possible. At that point assistive and service 
robotics, in the home, office, and factory will 
become much more able. This will enable us to 
meet societal challenges such as caring for the 
ageing population, as well as utilizing autonomous 
robots in exploration of sea and space, employing 
them in clean up operations, search and rescue, 
and security. The challenges are not trivial, but the 
impact and use of the technologies developed in 
projects like this will be great.
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Fig 4: In the near future, more flexible robots will 
be able to assist in a wide range of everyday tasks.

Fig 3: As part of the project we have developed incremental machine vision methods that are able to detect 
objects in cluttered scenes in real time. They represent the uncertainty in their hypotheses about what is in 
the scene.
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