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Chapter 1

Introduction

The overarching goal of the AMARSi project is to design an adaptive modular architecture which is
capable of performing complex and rich motor skills. Such an architecture is build from adaptive modules
which should be able to collectively encode/perform complex motor tasks. Due to complexity of desired
motor skills, notions including stability and modularity become even more important. Here in this
deliverable we present progress in developing novel adaptive modules to encode and modulate motor
plans in stable or equilibrated dynamical systems, and apply a number of them to complex scenarios like
rough terrain locomotion.

Different kinds of adaptive modules are introduced in this deliverable. From one side, adaptive
modules based on high-dimensional neural network architectures are introduced. Chapter 2 implements
neural networks enriched with strong stability conditions. These networks can code desired arbitrary
trajectories in a stable manner. Chapter 3 discusses the idea of equilibration of recurrent neural networks
which allows for encoding of complex motor plans into them, and systematizes the process of output
modulation. On the other side, Chapter 4 introduces a general way of morphing simple low-dimensional
oscillators and coupling them to create nonlinear adaptive modules which are able to code arbitrarily
complex limit cycle behaviors.

The aforementioned adaptive modules can code complex motor skills and modulate them based on
task requirements. We go even one step further, and use one of these adaptive modules as the basis
to demonstrate very complex tasks like rough terrain locomotion. To do so, we additionally introduce
adaptive modules for virtual force/velocity control. These adaptive modules are general modules, encap-
sulating model-based information of the robot, which can systematically exert virtual forces or velocities
requested by a higher level controller or user. We introduce a hierarchical architecture of morphed oscil-
lators and virtual force/velocity modules to demonstrate successful locomotion over unperceived rough
terrain.

Note: Several parts of this deliverable is now (at the moment of writing) under review process or
publication. This will be mentioned where relevant.
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Chapter 2

Stable movement primitives using
neural networks
Andre Lemme, Jochen Steil

Nonlinear dynamical systems are a promising basis to learn complex robot behavior. Dy-
namical systems implemented by neural networks have been advocated as a possible and
powerful alternative to modeling robot motions, but “the complexity of training these net-
works to obtain stable attractor landscapes, however, has prevented a widespread applica-
tion so far” [1]. We present two approaches on how to use neural networks to implement
movement primitives.

2.1 Introduction

Vector fields can be used to encode quantitative flow visualization, optical flow in computer vision and
force fields in motor control. Approximating vector fields from sparse data is a typical challenge for
learning algorithms. In [2], a superposition of irrotational basis fields is used to approximate a variety
of vector patterns, where it is assumed that the data originate from a potential function. In [3], a
combination of neural networks is used to reconstruct vector fields, where prior knowledge of inherent
properties of vector fields is used to enhance the accuracy. Both approaches learn from sparse data that
is uncorrelated in time and space using prior knowledge. In case of learning from data that is correlated
in time, like movement trajectories, different prior knowledge is required to guarantee the reliability of
the estimate. An approach suitable for learning from trajectories is the Stable Estimator of Dynamical
Systems approach (SEDS, [4]). It is based on a mixture of Gaussian functions where global asymptotic
stability is ensured by fulfilling a specific Lyapunov function.

Learning movement primitives has to rely on data from a few demonstrations, which calls for non-
local learning methods with strong extrapolation capabilities. Therefore, we chose the Extreme Learning
Machine (ELM, [5]), a single hidden layer feed-forward neural network that can be trained very efficiently
and has excellent generalization capabilities. We proposed in [6], a superposition of two vector fields
represented by Extreme Learning Machines for movement generation of periodic movements and also
discrete point-to-point movements. Additionally, we proposed in [7] a novel learning method for the
ELM approach and devise a learning scheme that incorporates stability constraints for stable movement
generation. In the following, both approaches are briefly discussed (details in [6, 7]).

2.2 Stable movement primitives with ELMs

Both approaches discussed here represent movement primitives by vector fields imprinted into ELMs.
These dynamical systems are imprinted into ELMs as depicted in Figure 2.1(a) and are autonomous
and of first order, mapping positions x(t) to vectors v(t), which are integrated over time t: x(t+1) =
x(t)+αv(t), where α is a time constant for discretization of the continuous dynamics and can be used to
modulate the speed of motion. The training data for the ELMs comprises the end effector trajectory and
the corresponding velocities at each sample position of the trajectory. The main challenge in learning
movement primitives in neural networks, is how to stabilize the movement generation. Learning a vector
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(a) Integration-loop (b) Movement field (c) Contraction field

Figure 2.1: Neural network implementation of movement primitives represented by an ELM used in an integration-
loop (Figure 2.1(a)). The training data represented in black dots in Figure 2.1(b) and Figure 2.1(c) are projected
into 2D for visualization purposes. The black arrows indicate the flow field of the dynamical systems.

field from a few training trajectories gives only sparse information of the shape of the entire vector
field and typically results in instable movement generation. Therefore, there is considerable need for
generalization to spatial regions where no training data reside. The integration of the velocities can
diverge from the desired movement shape. For instance, see the unintended cyclic attractors of the
trained velocity field in Figure 2.1(b).

2.2.1 Learning Movement Primitives in a modular approach

We propose a novel variant of dynamical movement primitives which modularizes the representation
of the movement’s shape and the velocity characteristics along this shape. This approach copes well
with noisy and few data recorded from kinesthetic teaching. The learned velocity field with exemplary
flows for a periodic movement is depicted in Figure 2.1(b). Stabilization of the movements is addressed
by extracting a dynamical system representation of the movement shape, that is the set of all points
along the movement. The dynamics of this system are trained to “contract“ to the movement shape
(see Figure 2.1(c)). Note that “contraction” is not meant here in a strict mathematical sense. The
resulting contraction field for an exemplary trajectory is shown in Figure 2.1(c). Robust movements
are generated by superimposing velocity and contraction field. We tested this approach with real world
data recorded by kinesthetic teaching from the humanoid robot iCub. However, this approach can not
guarantee stability of the dynamical system.

2.2.2 Learning Movement Primitives in a single network

The most important feature in the case of point-to-point movements is to converge to a given target.
This target is described as a fixed-point attractor in the vector field. Learning this attractor without
prior knowledge is especially hard because the training data comprises only a few training samples that
encode the target. In order to stabilize the dynamical system induced by the network, we recalled the
conditions for asymptotic stability of arbitrary dynamical systems defined by Lyapunov. We derived
from this stability theory prior knowledge in form of linear stability constraints which are incorporated
efficiently into the learning by quadratic programming. This learning approach is based on the idea
to separate the learning into two main steps: i) predefine a proper Lyapunov candidate and ii) use
this function for sampling inequality constraints during the learning process in order to stabilize the
dynamical estimate. This separation has several advantages: it allows for the application of complex
Lyapunov candidates and leads to flexible and accurate solutions because only positive angles between
the estimate and the gradient of the Lyapunov candidate function are required. Note, that the locality
of this approach prevents a direct stability guarantee, but as the ELM allows analytical differentiation,
it can be constructively and effectively proven ex-post if needed, see [20].
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Figure 2.2: Neural network implementation of movement primitives: Movement field (top left) and contraction
field (top right) are represented by separate networks. Superposition of both fields renders movement generation
robust also beyond the convex hull of the training data (bottom).
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Figure 2.3: The impact of the incorporation of asymptotic stability into the learning. Visualized dynamics of a
network trained without stability constraints (left) and the same network trained with constraints for stabilization
(right).

2.3 Results

In Figure 2.2 the resulting behavior of the modular approach Sec. 2.2.1 is shown. A typical pitfall of
superimposing two vector fields, one for the movement and one for improving stability, is to compromise
the original movement features. However, the proposed approach leaves the original movement unaf-
fected, because the contraction field is inactive for all positions in the vicinity of the training data (cf.
Figure 2.2 (top)). The combined velocity field with exemplary flows depicted in Figure 2.2 (bottom)
confirms the stabilizing effect of the contraction field while the original movement shape is unaffected.
We tested this approach on the humanoid robot iCub in a bi manual skill learning task [6].
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In order to analyze the impact of the stabilization mechanism of the single network approach (see.
Sec. 2.2.2), we performed movements learned from human-demonstrated handwriting movements (bench-
mark data set [8]). The used data is composed of three S-like trajectories with 250 samples each and
the end-point located at the origin (see Figure 2.3). Fig. 2.3 (left) illustrates an example of unstable
estimation of a nonlinear dynamical system by an ELM trained without the usage of explicit stability
constraints. In the areas close to the demonstrations, the trajectories converge to an attractor next to
the target. In other regions of the space, they either converge to spurious attractors or diverge. In con-
trast, Figure 2.3 (right) shows the same network setup but trained with the stabilization method. The
generated trajectories converge to the target, because the learning process enforces asymptotic stability.
This ensures that the target is reached when starting from any point in the workspace. An evaluation
of neural learning of stable movement primitives on the benchmark dataset can be found in [7].

2.4 Discussion

We developed novel schemes to achieve neural representations of movement primitives. We showed a
modular approach which can represent discrete and also periodic movements. We further extended the
learning schema of training a single network to represent movement primitives.

This work contributes to the Task T.4.9 “Adaptive modules for advanced motor skills”, by extending
the learning approach from UniBi for kinematics to dynamics. The proposed models following the
concepts of AMARSi adaptive modules and are therefore suitable to use in the AMARSi architecture.
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Chapter 3

Learning tunable pattern generators
Francis wyffels, Tim Waegeman, Pieter-Jan Kindermans, Benjamin Schrauwen

In this chapter, the use of large recurrent neural networks, more specifically echo state
networks (ESNs), is evaluated for training robust, tuneable pattern generators. Such
systems have rich dynamics and thus can be trained to exhibit a rich variety of motor
signals. Two ways of tuning ESN pattern generators are reviewed here.

3.1 Introduction

In robot engineering, one way to achieve robot locomotion – inspired by biological research on central
pattern generators (CPGs) – is the use of tuneable pattern generators. A vast majority of these gener-
ators is implemented by small-sized neural oscillators or ordinary differential equations (ODEs). While
the beneficial properties of using coupled oscillators for pattern generators cannot be neglected, there is
a good reason to consider larger-scale (order hundreds of neurons) dynamical systems for pattern gen-
eration. It seems likely that pattern generation modules which can offer a rich and learnable repertoire
of variability that extends far beyond the customary modulation. Furthermore, using neural networks
seems to be a plausible route toward realising learnability of such qualities.

Here we propose the use of large recurrent neural networks (RNNs), more specifically echo state
networks (ESNs) [9], is evaluated for training robust, tuneable pattern generators. This idea of using
a RNN is not new. Multiple studies [10, 11, 12, 13] report successful encoding and stable generation
of rhythmic patterns in RNNs. However, the size of these networks was rather small with a maximum
of 5 neurons and, none of these cases allowed modulation of the encoded patterns. By filtering the
output of the RNN by a feedforward neural network, [14] succeeded in modulating a two-dimensional
pattern (e.g. rotations of a figure-8). With the introduction of ESN, or more general RC, larger recurrent
neural networks can be trained opening more abilities for encoding arbitrary trajectories and extending
modulation capabilities. This approach led to encouraging progress in robust training and modulation of
waveforms ([15, 16]), in merging the pattern generation with the end-effector control [17], in bidirectional
forward-inverse kinematic transformations [18], in fast learning of human-demonstrated motions [19],
in endowing a single RNN with the capacity to handle different tool objects [20], using an ESN for
feedback control by online learning an inverse model [21], or learning rhythmical patterns with tensegrity
structures [22].

Here the latest view on training and modulating ESNs will be given. Therefore, I first recapitulate
standard training of ESNs for pattern generation. Additionally, I will focus on the encoding capacity
of such systems, i.e. the ability to encode multiple different patterns. Next, I will illustrate how these
systems can be modulated by using one or more inputs. As one will see, input driven systems are
open-loop by nature and, moreover, require a well constructed training set. To overcome these issues,
[23] introduced a closed-loop control approach for modulating ESNs which have been demonstrated on
standard modulations such as amplitude and shift [24]. Here, we elaborate further on this and establish
the foundations of frequency modulation by this methods while at the same time giving novel insights
into how large non-linear dynamical systems behave.

6



Wout

Wres

outputreservoir

1
Wbias

Wfb

Figure 3.1: Schematic overview of an ESN with output feedback for generating multi-dimensional patterns. Here,
only output feedback is used as an input to the system.

3.2 Pattern generating ESNs

In ESNs, a network of randomly connected neurons – the reservoir – is created, excited with on or more
inputs and then trained by adjusting the readout weights using standard linear regression. In Figure 3.1
a such a system is illustrated. In order to create an ESN pattern generator the following procedure can
be applied:

1. Sample (by cross-validation, random selection or rough manual tuning) a set of global parameters:
spectral radius ρ, bias scaling β, output feedback scaling o and the leak-rate λ.

2. Construct the reservoir weight matrices Wres, Wbias, and Wfb by randomly sampling the weights
and scale these matrices according ρ, β and o respectively.

3. Simulate the ESN using the state update equation: x[k+1] = f
(
Wresx[k]+Winu[k+1]+Wfby[k]+

Wbias

)
using a training set. The teacher signal is fed back. Collect the states in the state matrix

S.

4. Calculate the readout weights Wout by calculating (STS+ ζI)−1STO, with O the desired outputs.

5. Validate the ESN using the actual output for output feedback and repeat this, and the previous
step for multiple values for ζ.

6. Select the value for ζ which gives the best performance on the validation set and retrain the system
using this value.

7. Use the ESN using the actual output as the output feedback signal.

Training does not have to be in an off-line fashion. The same result can be achieved by means of
online learning. The FORCE learning [25] algorithm forms a good online learning substrate. Based on
this, multi-dimensional rhythmic patterns can be encoded into large reservoirs, a so called ESN pattern
generator. Within the AMARSi framework, two different methodologies have been investigated in depth
and are applicable for tuning the generated pattern: (1) by adjusting entrained inputs, (2) by pushing
the system’s states towards a specific control direction.

3.2.1 Input driven system

One can add modulation capabilities to ESN pattern generators by extending the system with one or
more inputs as illustrated in Figure 3.2. By means of these inputs, the system can be trained such that
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the output can be modulated in a specific control direction. For example, [26] trained an ESN such
that it generates a tuneable sine wave. Training consisted of inputting a slow-varying input signal which
represented the teacher-forced output sequence. After training, the system could successfully generate
a sine wave of which the frequency could be adjusted with the input. More recently, by using FORCE
learning, [25] showed an impressive control range for frequency (factor > 100). Not only frequency
modulation can be added to the system, as I will show, input driven systems are capable of arbitrary
shape modulations on the condition that a sufficient rich training data set is available.

Win

Wout

Wres

outputreservoirinput

1
Wbias

Wfb

Figure 3.2: Schematic overview of an ESN with output feedback for generating multi-dimensional patterns. The
added inputs can be used for modulating the output.

3.2.2 Using slow varying distortions

To overcome the problems of input driven systems, a novel architecture was introduced by [23] which pro-
vides a generic learning and control mechanism. This architecture works very well for basic modulations
such as amplitude and shift [24]. Unfortunately, attempts to extending this framework to frequency and
furthermore arbitrary shape modulation failed. This difference can be illustrated in two ways. Most non-
speed-related properties of an output signal generated from a CPG can be modulated by post-processing
the output with suitable filters. These can be simple wrapper functions for amplitude and offset. For
more demanding transformations, like waveform or phase relationships, one can create state-based filters
with an internal memory. All of these filters do not interfere with the core CPG dynamics. Such a
decoupling of modulation from generation is not possible when speed is at stake. Another view on the
same conundrum is obtained when one considers phase portraits of ODE-based CPGs which are modu-
lated by varying control parameters [27]. When the modulation target is not speed, the phase portraits
invariably alter their geometry; when conversely speed is changed (by varying the ODE’s time constant),
the phase portrait remains the same.

Within the AMARSi framework, Ghent University collaborated with Jacobs University Bremen and
demonstrated that frequency modulation is possible without hinging on a time-constant changing mecha-
nism [28]. The key observation is, that the phase portrait of an input driven ESN by a periodic, frequency
varying sequence, changes in geometry. This suggests that the architecture proposed by [23] should work
in practise as long the necessary conditions can be found.

The methodology consists of two parts. First the ESN pattern generator must be equilibrated [24],
e.g. in the case of frequency control it has to know how to oscillate at different frequencies (see [28] for
details). Second, for each neuron a control weight must be calculated with which the neuron can be
pushed in a certain control direction after which the system can be controlled with a simple proportional
control loop. This architecture is based on the one presented in [23] and is here modified to allow
frequency modulation.

In this section a simple proportional control loop for frequency control is presented. This is based
on the architecture presented by [23], but is modified to allow frequency modulation. The objective
of this controller (Figure 3.3) is to make the network-generated sinusoid track a desired frequency, of
which the measured and desired period lengths at time step k are denoted by T [k] and T̂ [k]s respectively.
Therefore, the controller needs access to accurate measurements of period length T [k]. For the purpose
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Figure 3.3: Schematic overview of the control architecture. For explanation see text.

of demonstration a coarse, simple observer is sufficient. This observer counts the number of simulation
time steps between two successive maxima of the the network output signal, where a maximum at time
k was defined by the condition (y[k − 1] < y[k]) ∧ (y[k] > y[k + 1]). Notice that these measurements
result in integer readings which are constant for at least the duration of a period.

The target value T̂ [k] is likewise integer-valued. Its interpolation should be changing on a timescale
that is at least one order of magnitude slower than the timescale of the individual oscillations. Comparing
the measured period signal with the target gives a (normalised) error

ε =
T̂ [k + 1]− T [k + 1]

T [k + 1]
. (3.1)

The control input to the reservoir is simply a bias vector Wc (N × 1) which is scaled with a constant
proportional gain cP (scalar) and the error ε (scalar), leading to a controlled network update equation
of the form

x[k + 1] = (1− λ) x[k]

+λ tanh
(
Wres x[k] + Wfb y[k]

+Wbias + ε cP Wc

)
. (3.2)

This method obviously hinges on finding a suitable control bias Wc. In [24] a perturbation-based learning
approach was used to train Wc, and in [23] a technique based on a correlational analysis. In this work, a
third, simplistic but intuitive method is employed. This method relies on the intuition that the location
of the oscillation signal in neural state space varies monotonically with frequency. The differences in
spatial location of low versus high frequencies are used to constitute Wc, as follows:

• Drive the reservoir using equation 3.2 with an external sinusiod of decreasing frequency. Collect
the neuron states x[k] at each time step k.

• Smoothen this raw network signal by taking a moving average, to obtain xavg[k]. Here a time
window of 2T0 with T0 the initial period length is used.

• Calculate the control weights: Wc = xavg[kend]− xavg[kstart].
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By using this simple control schema the frequency of the output pattern can be successfully modu-
lated.

3.3 Results

3.3.1 Arbitrary shape modulations with input driven system

The demonstrators of [26] and [25] show that frequency modulation can be achieved with input driven
ESNs. Additionally, by experience I know that basic modulations such as amplitude and shift can
be realised easily, as well slightly more advanced modulations such as the swing and stance durations
(ascending and descending phases) of an oscillation. Here, I want to illustrate a much more difficult
task: the one of an arbitrary shape modulation. In this task an ESN is trained such that it is able to
generate a cubic hermite spline [29] through three points which are repeated to form a periodical signal
of which one can modulate, as illustrated in Figure 3.4, in two ways. First, the distance c1 between two
of the spline points (i.e. distance between the red and bleu dots) can be varied in order to change the
curvature of the curve. Second, the ordinate c2 of one of the spline points, the red one, can be varied
in the range [−1, 1]. The period of the sequence is determined by the distance between the green dots
which are placed such that the distance between them is fixed and equal to 100 time steps.

100 time steps
(fixed)

c1

c2

Y

X

1

-1

Figure 3.4: A sequences based on a cubic hermite spline determined by three points (red, blue and green). The
sequence has a fixed period of 100 time steps. By moving the red and green points, based on the two control
parameters c1 and c2 the shape of the curve can be modulated.

In order to fulfill this benchmark task, an ESN with two inputs (one for each control parameter, i.e.
c1 and c2), 900 neurons and output feedback was constructed. After rough hand-tuning, a set of global
parameters was obtained (Table 3.1). To train the readout weights, FORCE learning was carried out on
100 randomly sampled input-output combinations. Each combination was shown for four periods and
thus, the train set contained 40, 000 time steps. After training, the system was tested for new, randomly
sampled input-output combinations of which a subset is shown in Figure 3.5. Despite the abrupt changes
of the two inputs (dotted and dashed grey lines for c1 and c2 respectively), the generated signal smoothly
transforms to the desired outcome. There is little difference between the desired outcome (light gray,
solid line) and the generated outcome of our system (black solid line).

3.3.2 Frequency control using slow varying distortions

To illustrate the frequency modulation capabilities we used a 1, 000 neuron ESN with parameters sum-
marised in Table 3.2. In order to achieve an (approximately) equilibrated system, the readout weights
Wout were trained with a 10, 000 step sinusoid ydesired[k] = sin(0.075s[k]k) whose frequency was linearly
slowed down by a factor of 3 by ramping s[k] from 1 to 3. See [28] for all details of the training proce-
dure. After this preparation, it was verified that the equilibration was successful by visually inspecting
its cueing plot. In this plot the frequency must change gradually.
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Table 3.1: The parameters used for the arbitrary shape modulation task.

Parameter
N 900
ρ 1.5
β 0.5
ι 1.0
o 1.0
λ 0.1

44.5 45.125 45.75 46.375 47
−0.6

−0.15

0.3

0.75

1.2

time steps (10
3
)

o
u

tp
u

t

in
p

u
t

Figure 3.5: The shape modulation capabilities ESN pattern generators. Only little difference can be observed
between the desired outcome (light gray) and the system’s actual output (black). The output has been plotted
for time steps 44, 500 to 47, 000 after 40, 000 time steps of training. The given inputs which represent the two
variables are changed every 4 period. See text for additional details.

After having obtained an equilibrated reservoir, we computed the control bias Wc and activated
the control loop, as previously described. The proportional control gain cP was determined by coarse
hand-tuning. Figures. 3.6 and 3.7 demonstrate that frequency could be controlled in a range of a factor
3 by respectively using a slope-wise varying target frequency and a random walk-wise varying target
frequency.

3.4 Discussion

Here the use of ESNs is advocated for learning tuneable pattern generators. At Ghent University we are
are continuously trying to improve the modulation capabilities of such systems and evaluating different
control strategies (of which two are briefly reviewed here). This contributes to T4.8 in creating adaptive
modules for basic motor skills.
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Table 3.2: The global parameters of a frequency modulatable ESN pattern generator.

Parameter
N 1, 000
ρ 1.8
β 0.5
ι N.A.
o 1.5
λ 0.1

3000 4000 5000 6000 7000 8000 9000
−2

−1

0

1

2

y

Generated output

3000 4000 5000 6000 7000 8000 9000
20

40

60

80

100

Time step

T

Measured period length

 

 

Desired

Generated

Figure 3.6: Output of a frequency modulatable system (top). The desired frequency (light gray, bottom) goes
through a slow dip and is tracked reasonably well (black curve, bottom).
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Figure 3.7: Output of a frequency modulatable system (top). The control target follows a random walk (bottom,
target: light gray, measured frequency: black).
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Chapter 4

Morphed oscillators
Mostafa Ajallooeian, Albert Mukovskiy, Martin A. Giese, Auke J. Ijspeert

Morphed oscillators are adaptive modules for complex rhythmic motor skills. We present a
general approach to convert phase oscillators to the ones with desired limit cycle behaviors.
This lets us encode arbitrarily complex rhythmic tasks into dynamical systems that are
stable and low-dimensional. Additionally, stability properties of these oscillators allow
easy and safe integration of sensory feedback into them. This is specifically useful for
complex motor skills like rough terrain locomotion, which will be discussed in the next
chapter. This work is the result of collaboration with partner UniTu, and a paper is
submited to Physica D: Nonlinear phenomena.

4.1 Introduction

Nonlinear oscillators have been widely used in different fields ranging from abstract to applied sciences
and engineering [30]. Their capability of entrainment, synchronization and smooth modulation of their
output signal makes them appropriate tools for modeling natural phenomena and for control [30, 31, 32,
33].

One challenge in the field of nonlinear oscillators is how to design nonlinear oscillators with desired
limit cycle shapes. Different methodologies attempt to solve this problem, including recurrent neural
networks [34, 35, 36, 37, 38, 39, 40, 41], data-driven generated vector fields [42, 43], rhythmic Dynamical
Movement Primitives (DMP) [44, 45, 46, 47, 48], adaptive frequency oscillators [49, 47], etc. However
the solution to this problem still remains an open issue [33]. Here we propose a methodology which
results in a general family of nonlinear phase oscillators exhibiting arbitrary limit cycle shapes. These
oscillators can be used as adaptive modules coding complex rhythmic motor skills, and can be used as
base adaptive modules for tasks like locomotion.

Here we present a general way to convert an existing phase oscillator to any desired nonlinear phase
oscillator with well defined, controllable properties. We believe that our contribution is three fold: 1) We
present a general and systematic way to design nonlinear phase oscillators. As a consequence, we obtain
not a single, but a family of nonlinear phase oscillators exhibiting desired arbitrary limit cycle shapes.
This gives researchers the ability to easily design custom nonlinear phase oscillators. 2) The general
methodology we present here can be taken as a unifying view on well known techniques including PD
control and rhythmic Dynamical Movement Primitives. This enables the comparison of these methods
under a same conceptual framework. 3) The mathematical formulation gives room to introduce a simple
nonlinear oscillator which can have a custom convergence behavior, independent of the other properties
like arbitrary limit cycle shape. This is a useful property providing the possibility to define the way to
converge to the limit cycle, which could be useful for initiation in many cyclic motion control problems.

The morphed oscillators that we present here will be used as adaptive modules coding complex
rhythmic motor skills. The morphed oscillators can be designed such that their limit cycles are globally
asymptotically stable, which enables a higher level controller to incorporate feedback into them, without
the fear of instability. The next chapter uses the morphed oscillators as the basis, and incorporates
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Figure 4.1: Example of a mapping between the desired oscillator (left) and the base oscillator (right). The main
idea is to select an existing structurally stable oscillator, like the Hopf oscillator (right), and find a mapping (M)
which shapes the limit cycle of this oscillator to a desired one (left). A phase-based scaling function f(θ) can
implement M to map points from B to S and vice versa. For example, for the two points shown, the scaling
function is f(0.9) = 6

1
.

sensory feedback to them for rich locomotion. This chapter is a short summary of a detailed mathematical
work, currently under review to appear in Physica D: Nonlinear phenomena. Stability analysis are
omitted for brevity.

4.2 Methodology

There are many nonlinear oscillators with different characteristics, including Hopf oscillator [30], van der
Pol oscillator [30], Fitzhugh-Nagumo oscillator [50], and many more, and each of these oscillators exhibit
a different limit cycle shape. However, it is not trivial to design an oscillator with a desired arbitrary
limit cycle shape. We propose a systematic way to design phase oscillators (oscillators with an explicit
phase variable, such as a Hopf oscillator expressed in polar coordinates, for instance) with arbitrary limit
cycle shape.

One can take a simple phase oscillator, and try to morph this oscillator’s limit cycle to obtain a
desired one. So a mapping which takes the states of this oscillator and modifies them such that the
outcome has the desired property is needed. This mapping can be arbitrarily complex, but in case of
phase oscillators, we show that scaling the radial state depending on the phase value is sufficient to
modify the limit cycle shape.

The main idea of the introduced methodology is based on shaping a simple low-dimensional oscillator’s
limit cycle to obtain a desired limit cycle behavior. Our methodology consists of an oscillator called the
base oscillator (in phase plane B, real plane R2), a desired oscillator (in phase plane S, real plane R2)
and a mapping between them (M). We aim to find invertible M such that any path in B is mapped to a
unique path in S and vice versa. Consequently, with the correct choice of M , the limit cycle of the base
oscillator in B will be mapped to the desired one in S.

Let us assume that the desired limit cycle is defined as function ΞS : θS → rS, with θS and rS
respectively being the angle and radius in polar coordinates. Also assume a base oscillator for which its
limit cycle can be defined in polar coordinates as function ΞB : θB → rB. Now if the oscillator in S has a
phase always equal to the base oscillator’s phase, i.e. θS = θB = θ, then the radius of the limit cycle of
the oscillator in S can be defined with a phase-based scaling (also see Figure 4.1) :

rS = f(θ)rB (4.1)

where f is a scaling function that scales based on the phase value. So a state {θ, rS} in S corresponds to
a state {θ, rS

f(θ)} in B, and vice versa.

The mapping from space B to S can be written as M(θ, r) = (θ, rf(θ)), and calculating the Jacobian
determinant of M gives |J | = f(θ). So if ∀θ : f(θ) 6= 0 and f is C1 differentiable, then M defines a
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Figure 4.2: Comparison between the original and the compensated forms. The base oscillator used is an amplitude
controlled oscillator oscillator with µ = 1 and γ = 1 (please refer to table 4.2 for the base oscillator’s equations).
The desired limit cycle is ΞS(θ) = 3 + tanh(5 sin(θ)) + cos(4θ + 1). The contours of the original form are similar
to the limit cycle and scaled by the distance from the limit cycle, while the contours of the compensated form
become circular when they are away from the limit cycle. The phase portraits are only for rS > 0.

C1-diffeomorphism [30] between B and S. This means that each state in S corresponds to a unique state
in B and vice versa. Having the diffeomorphism property, an intuitive way to form the desired limit cycle
system in S is:

1. Take the current state {θ(t), rS(t)} in S

2. Map this state to B using rB(t) = rS(t)
f(θ(t))

3. Use the dynamical system of the base oscillator, DB(.), in B to calculate rB(t+ ∆t) and θ(t+ ∆t)

4. Map rB(t+ ∆t) back to S by rS(t+ ∆t) = f(θ(t+ ∆t))rB(t+ ∆t)

5. Do t
update←−−−− t+ ∆t and continue from 1.

Skipping all the math to formally write the resulting oscillators, we obtain the continuous-time
dynamical systems in Table 4.1:

θ̇ = DB,θ(θ) = ω = 2πϑ (4.2)

ṙS =
rS
f(θ)

ḟ(θ) + f(θ)DB,r

(
rS
f(θ)

)
(4.3)

or

ṙS = ΞB(θ)ḟ(θ) + f(θ)DB,r

(
rS
f(θ)

)
(4.4)

We obtain two form of oscillators, one which the convergence behavior is shaped (original form,
Equation 4.3 for radius), and one which the converge is a non-shaped exponential (compensated form,
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Equation 4.4 for radius). Example state-time evolution and phase portraits of both original and com-
pensated forms are depicted in figure 4.2. Phase portraits in figure 4.2 show that the limit cycle shape
of both forms are the same.

The obtained morph oscillators are first order dynamical systems, but they can be expressed as 2nd
order, or any desired nth order dynamical system (details omitted). An example is given in Figure 4.3,
which uses the 2nd order implementation of compensated morphed oscillators (with δ > −min

θ
(fv(θ))

and β > 0 constants):

fv(θ) =
Ξ̇S(θ)

ΞB(θ)
=

Ξ̇B(θ)

ΞB(θ)
f(θ) + ḟ(θ) (4.5)

v̇S = ΞB(θ)ḟv(θ) + (fv(θ) + δ)DB,r

(
vS

fv(θ) + δ

)
+ β

(
ΞB(θ)f(θ)− rS

)
(4.6)

ṙS = vS − δΞB(θ) (4.7)

Table 4.1: Continuous-time first order morphed oscillators. Two form of oscillators is obtained: the original form,
and the compensated form. The convergence of the original form is scaled by distance from the limit cycle, but
there is no convergence scaling for the compensated form. ΞS(θ) is the desired limit cycle, ΞB(θ) is the limit cycle
of the base oscillator, and f(θ) is the phase-based scaling function. ω is the oscillation frequency multiplied by
2π. γ controls the rate of convergence. θ is the phase of the oscillator, and rS is the radial state and also the
desired output of the system which converges to the desired limit cycle ΞS(θ). DB,r(.) is the radial dynamics of
the base oscillator.

Original form Compensated form

Morphed oscillator equations
θ̇ = ω θ̇ = ω

ṙS =
rS
f(θ)

ḟ(θ) + f(θ)DB,r

(
rS
f(θ)

)
ṙS = ΞB(θ)ḟ(θ) + f(θ)DB,r

(
rS
f(θ)

)
Example: desired limit cycle ΞS(θ) = esin(θ) θ̇ = ω θ̇ = ω

and base oscillator DB,r(r) = γ(µ− r) ṙS = ω cos(θ)rS + γ(esin(θ) − rS) ṙS = ω cos(θ)esin(θ) + γ(esin(θ) − rS)
(so f(θ) =

ΞS(θ)

ΞB(θ)
= 1

µ e
sin(θ))
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Figure 4.3: An example second order system. The desired limit cycle is ΞS(θ) = 3 + 0.5(cos(θ) + sin(2θ + 1)).
For this figure ϑ = 1, γ = 10 and β = 20. Asterix (∗) symbols indicate the initial points in the trajectories. Blue
and red trajectories are the same for state-time and phase plots.
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Figure 4.4: A coupled four dimensional system of second order morphed oscillators. The desired phase differences,
with respect to θ1, are {0, π/3, π/2, π}. The base oscillators are respectively the ones in table 4.2. The desired
limit cycles are ΞS,1(θ) = 2 + cos(3θ) + sin(θ − 1), ΞS,2(θ) = ecos(θ), ΞS,3(θ) = π + tanh(sin(θ − 1)), and
ΞS,4(θ) = sin(2θ)+cos(3θ)+3. The top four plots depict the evolution of the output state rS,i over time, for each
dimension. The black references are ΞS,i(θ) and the dashed red trajectories are the outputs of each dimension
rS,i. The bottom-left plot shows the evolution of the phases of the oscillators. All phases are initialized as 0,
and they get coupled around t = 1.5. The phases are perturbed for t ∈ [2, 2.1]. The bottom-right figure shows
the root mean square error between the vector of phases and the vector of desired phase differences. One can
see that phases get coupled again after the perturbation at about t = 4. For this example all γi = 10, βi = 20,
δi = 10, ϑi = 1, and cik = 1.

Morphed oscillators can be easily phase coupled to create a multidimensional system. One can use
diffusive phase coupling [51] to create the multidimensional system, so Equation (4.2) changes to:

θ̇i = 2πϑi +

N∑
k=1

cik sin(θk − θi − φik) (4.8)

where θi is the phase state of the ith oscillator, cik is the coupling strength between ith and kth oscil-
lators, and φik is the desired phase difference between them. As long as the ϑi frequencies are equal,
coupling strengths are non-negative, and coupling phase-differences are consistent, the coupled system
asymptotically converges to the desired phase differences. An example is illustrated in Figure 4.4

4.3 Results

4.3.1 Realization

The previous section gave a general methodology to design morphed phase oscillators with arbitrary limit
cycle shapes. The obtained forms represent a general family of morphed oscillators that are parametrized
by the radial equation of the base oscillator DB,r(.). Realizations are obtained by using desired base
oscillators, defining DB,r(.).

Table 4.2 shows first order realizations of this methodology with different base oscillators. First a
base oscillator of choice is chosen, and then equation (4.4) is used to obtain the morphed oscillator. For
all the examples θ̇ = 2πϑ, γ controls the rate of convergence, and µ corresponds to the radius of the
limit cycle in B.

The first example (I) in table 4.2 uses an amplitude controlled oscillator as base. The ṙS equation
is linear to rS, and the base oscillator has a limit cycle at Ξ(θ) = µ. The second example (II) is
when the base oscillator is a Hopf oscillator. For this oscillator Ξ(θ) =

√
µ. The diffusive term is a
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Table 4.2: Example first order realizations with different base oscillators.

Base oscillator Compensated first order realization

(I) Amplitude controlled oscillator

ṙB = γ (µ− rB) ṙS = µḟ(θ) + γ (µf(θ)− rS)

(II) Hopf oscillator

ṙB = γ(µ− r2B)rB ṙS =
√
µḟ(θ) + γ

(
µ−

(
rS
f(θ)

)2
)
rS

(III) Logarithmic saturated oscillator

ṙB = γ tanh(µ− r2B) log(1 + r2B) ṙS =
√
µḟ(θ) + γḟ(θ) tanh

(
µ−

(
rS
f(θ)

)2
)

log

(
1 +

(
rS
f(θ)

)2
)

(IV) Morphed oscillator

ṙB = ω cos(θ) + 2 + sin(θ)− rB ṙS = (2 + sin(θ)) ḟ(θ) + f(θ)
(
ω cos(θ) + 2 + sin(θ)− rS

f(θ)

)

cubic polynomial, and it becomes 0 when rS = ±√µf(θ). Example (III) uses a base oscillator with a
logarithmic saturated convergence rate. For this base, Ξ(θ) =

√
µ, which is similar to (II). The fourth

example (IV) is the case where a morphed oscillator is used as base, which itself is a morphed amplitude
controlled oscillator with a limit cycle shape of Ξ(θ) = 2 + sin(θ). For all these oscillators the shape of
the oscillator in S is ΞS(θ) = ΞB(θ)f(θ).

Figure 4.5 illustrates phase portraits of these oscillators as well as their state-time evolution (both
for first order realizations). The desired limit cycle ΞS(θ) is chosen to be the same for all the examples to
enable comparison. It is clear that the difference is in their convergence behavior and basin of attraction,
and the shape of the limit cycle is the same, as chosen. One should keep in mind that although ΞS(θ) is
the same for all the examples, the corresponding f functions are not necessarily the same, because ΞB(θ)

is different for different base oscillators (and we know f(θ) = ΞS(θ)
ΞB(θ) ).

The basin of attraction in examples (I) and (IV) is the whole state space, while this is not true
for examples (II) and (III). Example (II) uses a Hopf oscillator as base, which has two limit cycles at
rB(θ) = ±√µ, and states who enter the basin of attraction of the unwanted limit cycle at rB(θ) = −√µ
can get trapped. Finally, for example (III), the solution diverges initiating with rS|t=0 = −2.

4.3.2 Online modulation

Different properties of the proposed morphed oscillators can be modulated online. Frequency modulation
can be done by directly changing the ϑ values. This will have an immediate effect on the period of the
system. Figure 4.6-top shows this property. Modulation of amplitude, offset and oscillation midpoint
can be done by changing the f function on-the-fly. If the desired modulated output Ξ̂S(θ) is:

Ξ̂S(θ) = a(ΞS(θ)− g) + g + o (4.9)

where a is the amplitude magnification around midpoint g, and o is an added offset, then:

f̂(θ) = af(θ) +
(1− a)g + o

ΞB(θ)
(4.10)

where f̂(θ) is the new scaling function giving the desired modulation. Examples are given in figure 4.6.
The effects of these modulations are not immediate, and act as swapping the limit cycle of the system
with a new one, so the system will gradually converge to the modulated limit cycle. All the above holds
when f is replaced with a completely new f̂ which can have a different shape than f , as the bottom plot
in figure 4.6 shows.
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Figure 4.5: First order realization examples with four different base oscillators: (I) amplitude controlled oscillator,
(II) Hopf oscillator, (III) logarithmic saturated oscillator, (IV) morphed oscillator. The shape of limit cycle is
the same for all examples, and the difference is in the convergence behavior. The initial state value in the bottom
plot, rS = 4, is corresponding to rS cos(θ) = 4, rS sin(θ) = 0 in the top plots (θ|t=0 = 0). The basin of attraction
of the desired limit cycle for (I) and (IV) is the whole state space, while this is not true for (II) and (III). The
behavior of examples (I) and (IV) are the same. This is because example (IV) uses a morphed oscillator as base
which has been obtained by morphing an amplitude controlled oscillator, the base of (I). So (IV) is identical
to having an amplitude controlled oscillator as base, and then morphing it twice using two phase-based scaling
functions.

If a first order realization is used, then instant switching of f can result in a momentary discontinuity
in the velocity profile. With a second order realization, instant switching of f can result in a momentary
discontinuity in acceleration. In general, with an n−th order realization, instant switching of f can result
in a momentary discontinuity in r(n). If any of these situations of are importance (which depends on the
application), and it is not possible to deepen the order of the dynamical system, then a soft switching

between f and f̂ will alleviate the discontinuity issue.
We like to mention that since the oscillators obtained by the introduced methodology are phase

oscillators, frequency adaptation rule can easily be applied to them. With reference to [52], a frequency
adaptation rule for entrainment [53] with an external periodic input can be simply written as:

ω̇ = −ηI(t) sin(θ) (4.11)

where I(t) is the external periodic signal and η is the adaptation rate. This means that instead of having
a constant ω in the phase equation θ̇ = ω, an adaptive dynamics is applied to ω̇. Please refer to [52] for
details.

4.4 Extension: Arbitrary convergence

The previous sections introduced a methodology to design morphed phase oscillators with arbitrary
limit cycle shapes, and analyzed their stability. The convergence behavior of these morphed oscillators
is determined by the choice of the base oscillator, and cannot be explicitly defined. However it is useful
to have an oscillator which can exhibit a given desired convergence behavior. Examples can be when a
certain path should be followed to reach the limit cycle [54], or if phase-dependent convergence behavior
is of interest.
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Figure 4.6: Online modulation of the limit cycle behavior. Top) modulation of frequency to ϑ = 2 and then to
ϑ = 0.5. Middle) Modulation of amplitude by a = 0.5 around midpoint g = 2.5, then adding an offset of o = −2,
and finally going back to the initial limit cycle. Bottom) Swapping the limit cycle with a new one. For all the
figures γ = 2, and except the top figure, the value of γ determines the modulation/switching duration.

Without going into the details, certain morphed oscillators, like the amplitude controlled oscillator,
can be extended to have arbitrary convergence behavior:

ṙS = ωf ′(θ) +

(
γ − ḣ(θ, t)

h(θ, t)

)
(f(θ)− rS) (4.12)

where h(θ, t) is the desired phase and/or time dependent convergence behavior. Figure 4.7 illustrates an
example. As the figure shows, the choice of the convergence does not affect the limit cycle shape.

4.5 Discussion

We presented a general methodology to morph a chosen phase oscillator, which acts as a base oscillator,
to an oscillator with a desired limit cycle shape. The main idea of this methodology is based on a
diffeomorphic phase-based scaling map which morphs the dynamics of the base to the desired one. The
introduced methodology can be implemented in two forms: 1) the original form where the amplitude
of oscillation is scaled by the distance to the limit cycle; and 2) the compensated form where the
amplification effect is compensated for. The given methodology creates first order oscillators, and was
extended to represent second order or n−th order oscillators. This realizes a general and populated
family of nonlinear oscillators with any desired order. All the forms and orders exhibit the desired
requested limit cycle shape.

We also introduced the possibility to have an explicitly defined custom convergence behavior for when
an amplitude controlled oscillator is used as base. This custom convergence behavior is apart from the
choice of the limit cycle shape, and both arbitrary limit cycle shape and convergence can be obtained in
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Figure 4.7: The effect of different convergence behaviors h facing perturbations. For t ∈ [0, 10), h = 1, for
t ∈ [10, 15[, h = eγt, and for t ∈ [15, 20[, h = tanh(10 sin(10θ)) + 1.5. Perturbations are injected to the system at
t = 5 and t = 10. As it is obvious, the perturbation at t = 5 is damped exponentially, and the one at t = 10 is

not forgotten since the convergence behavior is canceled (h = eγt so ḣ
h

= γ). From t = 15 the system follows the
smooth rectangular convergence defined by h. It is elegant that the steady state behavior does not depend on h.

one same dynamical system. This gives the possibility to include rhythmic tasks as well as their initiation
in one single system. This can be potentially useful in many rhythmic motor control tasks which need
initiation, like juggling or locomotion. We have also explained how to learn both the limit cycle shape
and the convergence behavior from given data, which makes this tool appropriate to be used for learning
rhythmic tasks by imitation.

We would like to mention that the two layer approach here can, in a very abstract level, be used
to model neuroscientific Central Pattern Generators models. As explained in [55], it has been proposed
that there are separate mechanisms for rhythm generation (i.e. for setting the phase and frequencies)
and pattern modulation (i.e. for determining the waveform of the motoneuron output) in mammals.
This is similar to having coupled phase dynamics controlling the rhythm of the system, and then having
shaping functions describing motoneuron recruitment mechanisms. Of course the approach here is very
abstract compared to a detailed neuroscientific model of the Central Pattern Generators, but abstract
models can be helpful to explain behaviors at a higher level, like the example in [56].

In the end, we expect the introduced methodology to ease and systematize the design of nonlinear
phase oscillators for different applications including motion control. We have already used an example of
this tool as the pattern generator of a locomoting quadruped robot [57]. Moreover, as rhythmic DMP is
a subset of this family, one can include all the applications of the rhythmic DMP as the applications of
this methodology. Additionally, by choosing different bases, researchers can now benefit from a diversity
of the different transient nonlinear dynamics that can be useful for rhythmic tasks.

Morphed oscillators are strong bases for rich rhythmic motor skills. They can code arbitrarily complex
motor skills into stable oscillators. This allows the AMARSi hierarchy to encode feedback into them in
a safe way. This is exploited further in the next chapter where morphed oscillators are used for rough
terrain locomotion.
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Chapter 5

Modular rough terrain locomotion
Mostafa Ajallooeian, Auke J. Ijspeert

We use the morphed oscillators, introduced in the previous chapter, and add sensory
feedback to them to demonstrate locomotion over rough terrain. The locomotion envi-
ronment is both irregular and unperceived, which asks for adaptive and rich motor skills.
We explain how adaptive modules for virtual force/velocity control can be designed to
systematize the process of feedback design, and how a hierarchy of modules can be used
to nicely solve the problem of locomotion over unperceived rough terrain.

5.1 Introduction

Design of legged locomotion controllers has always been a challenge. This is due to the fact that successful
legged locomotion consists of many tasks including coordination of multiple degrees of freedom, balance
control, dealing with the switching dynamics imposed by the discrete contacts, etc. The problem of
locomotion control becomes even more challenging when the target environment is both irregular and
unperceived (through external sensors like laser scanners). Here in this chapter we focus on the design of
controllers for dynamic locomotion of quadrupeds over unperceived rough terrain of medium difficulty.

One of the first successful attempts to dynamic locomotion with quadruped robots was the seminal
work of Raibert et al. [58, 59]. Their control approach is based on dividing the locomotion control into
three main subtasks: hopping control, speed control by adapting the step length, and posture control via
adjusting the joint torques. Though Raibert’s control was not extensively tested on unperceived rough
terrain back in 80’s, it has been extended and successfully used on robots like BigDog [60] for dynamic
locomotion over unperceived rough terrain, however the details are not publicly disclosed.

There are also other locomotion control approaches applied to quadrupeds running on unperceived
rough terrain. This includes the research done on the Tekken robot [61, 62] where a bio-inspired
control approach consisting of pattern generators and reflexes is applied. Another example is the control
approach presented by Maufroy et al. [63]. They utilize a Central Pattern Generator (CPG) [33] model
enriched with phase modulations based on legs loading/unloading. They tested their approach on uneven
terrain in simulation and on the Kotetsu robot facing lateral perturbations and steps.

Moreover, there are the recent locomotion controllers based on the floating-based inverse dynamics
control. This includes the control strategy used on the HyQ robot, which is based on inverse dynamics
and virtual model control [64], and the operational space control on the StarlETH robot [65]. Both of
these control approaches have been tested with robots running on a treadmill with occasional unperceived
obstacles, on slopes, and against lateral perturbations.

Our main motivation here is to introduce a simple way to design controllers for quadruped locomotion
over rough terrain. More precisely, we want our controller to have the following properties:

1. The controller should be modular and hierarchical. This means that the control should be divided
into meaningful modules, and a lower level module should be able to work even in the absence
of the higher level ones. Different modules should be tuned on top of each other, and should
not be strongly interconnected. This fact will reduce the complexity of finding the right control
parameters since they can be set sequentially.
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Figure 5.1: Control strategies. Top) Torque control strategy. Bottom) Position control strategy. q and τ are the
joint angles and torques respectively.

2. Our target robots are comparatively cheap and lightweight robots. So the control approach should
not be computationally heavy.

3. The controller should allow for dynamic and relatively fast gaits (at least more than 1 BL/s) over
unperceived rough terrain of medium difficulty (BL: Body Length).

The first property distinguishes our desired control strategy from interconnected controllers like the
ones on Tekken [61, 62]. The second property makes our desired control strategy different from approaches
which strongly depend on rather heavy computation, e.g. inverse dynamics controllers like in [64, 65],
Finally the third property distinguishes our desired control strategy from control approaches like ZMP
[66] ones, whose constraints prevent high speed locomotion.

To design a controller with the mentioned properties, we use Central Pattern Generators (CPG),
implemented using coupled morphed oscillators, as the low level module for generating the locomotion
patterns. We have shown in a recent study [67] that CPGs, even used in open-loop, if properly applied
to a passively compliant quadruped, can lead to forward locomotion speeds up to 6.9 BL/s, equal to a
froud number fr = 1.3. We believe that CPGs are good bases for fast locomotion.

Nevertheless, locomotion over unperceived rough terrain needs a great deal of adaptivity. This is
implemented through sensory feedback mechanisms. We add reflex feedbacks to the oscillators to com-
pensate for situations where a rapid correction is needed. We also add model-based posture control
feedbacks to continuously adjust body rotations while traveling over rough terrain. As a result, we
introduce a systematic way of designing feedback signals for Central Pattern Generator controllers.

We test two hypotheses of how CPGs and vestibular system contribute to the control: 1) Both CPG
and the vestibular system directly affect the output (at the motoneuron level); and 2) The vestibular
system affects the CPG, which in turn affects the output. The first hypothesis is tested on a stiff
torque controlled quadruped, and the second one on the Oncilla robot (both in simulation). We use the
benchmark tests to evaluate the capabilities of both approaches, and show that both of these hypotheses
can be valid if applied properly.
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Figure 5.2: Reflexes. Left) Leg hits an obstacle in the swing phase. A stumbling correction reflex for extra knee
flexion is activated. Right) A missing contact situation. Knee extension reflex increases the leg length to quickly
acquire ground contact. Note that the legs follow a pantograph mechanism, so movements of knee and ankle
joints are coupled.

5.2 Methodology

Our control methodology consists of modules which contribute to different elements in locomotion: 1)
Coupled morphed oscillators encoding desired joint trajectories in stable dynamical systems. The asymp-
totic stability of the limit cycle of these oscillators facilitates the process of feedback integration; 2) Fast
reflexes to compensate for unpredicted events including missing a contact or stumbling after a leg hits
an obstacle in the swing phase. These reflexes are added as feedback signals to the oscillator module;
and 3) Model-based posture control mechanisms to correct unwanted body rotations (roll and pitch for
balance and yaw for direction). Two implementations of such controllers are depicted in Figure 5.1.
The approach in the top corrects the torques generated by the morphed oscillators with posture control
torques (generated using virtual model control [68] and leg-based JT ), while in the approach depicted in
the bottom, the posture controller produces feedback signals (using task-space virtual velocity control
and leg-based J−1) which affect the states of the morphed oscillators.

In practice, the first hypothesis implies a control where the CPG states are affected by reflex feedbacks,
but not posture control feedbacks. So if we assume that the morphed oscillator state ri controls the ith
joint of the robot, then ṙi = M(θ, ri) + ξri , where M is the morphed oscillator equations (previous
chapter), and ξri is the reflex feedback on the ith joint. After that, ri generates CPG torque τ cpgi which
is summed with the posture control torque τposi . The second hypothesis however incorporates both reflex
and posture control feedbacks back into the CPG. So the control becomes ṙi =M(θ, ri) + ξri + ξpi , where
ξpi is the posture control angular velocity feedback.

5.2.1 Reflexes

Reflexes are crucial in cases where fast and momentary corrections are needed. There are two kind of
reflexes that we address:

Stumbling correction reflex

As the study by Forssberg et al. [69] on cats shows, an extra and fast leg flexion reflex is evoked when a
limb hits an obstacle in the swing phase. We formulate this reflex as an impulse feedback to quickly flex

the knee (Figure 5.2-left): ξr
set←− kr.

Leg extension reflex

The study by Daley et al. [70] shows that if a guinea fowl misses a contact at the beginning of the stance
phase, then the leg is extended or at least kept extended until a contact is sensed, and they discuss that
such a reaction stabilizes the locomotion. This reflex can be implemented by extra extension of the knee

joint when the expected contact is missing (Figure 5.2-right): ξr
set←− −kr.

—
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θ ∈ Θesw, δ δθ ∈ Θsw

Figure 5.3: The state machine used for feedback timing (for one leg). The state machine uses the on/off contact
status δ and the leg’s sagittal hip phase θ = θPRl to activate feedbacks. The stumbling correction reflex (SCR)
is activated in the SCR state (when a swing leg hits an obstacle), and the leg extension reflex is activated in the
Missing Contact state. The posture control feedbacks are active in the Stance phase when the leg is in contact.
For this figure, Θ∗ is the phase span each state is active in, extracted from a flat terrain run. ∗ can be early
swing (esw), swing (sw), late swing (lsw), early stance (est), stance (st), late stance (lst). ρ determines whether
a leg is protracting, which is 1 if ṙPRl > 0. The dashed arrows indicate immediate transitions.

The above reflexes can be simply implemented by setting a constant instantaneous activation ±kr.
The timing of these reflexes are important, and the state machine in Figure 5.3 illustrates when each
feedback is activated. The discussed reflex impulses should be active for a short time, and we use a
simple first order filter to implement a fading memory:

ξ̇r = −βrξr (5.1)

where βr is set such that the feedback is forgotten (by a ratio of 99.99%) in less than 10% of the stride
duration.

5.2.2 Posture control

The morphed oscillators together with the reflex mechanisms make the robot locomote forward and
prevent stumbling. However locomotion over rough terrain always include unwanted body rotations
which should be corrected. There are two similar model-based approaches for posture control:

Virtual model control Attach virtual components to a robot, as if they had existed, and generate
joint torques which simulate them [68]. The calculation of the joint torques for desired virtual
forces is done using the Jacobian transpose method [71].

Virtual velocity control Similar to virtual model control, however virtual velocities are requested
instead of virtual forces. Then the virtual velocities are converted to joint angular velocity using
the Jacobian inverse (this has similarities to one-step inverse kinematics).

The above approaches give flexible and general tools to precisely generate forces/velocities on a rigid
body. These methods can be encapsulated into two adaptive modules: 1) virtual force adaptive module;
and 2) virtual velocity adaptive module.

One can perform different motor skills using these adaptive modules. Figure 5.4 shows how the
virtual forces can be used to correct body roll and pitch, while Figure 5.5 illustrates how virtual forces
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Figure 5.4: A schematic figure depicting the virtual springs for attitude control. A virtual plane, H, is attached
to the trunk of the robot. Virtual springs are connected between H, and another virtual plane G lying parallel
to the ground and passing through robot’s trunk. There virtual springs generate virtual forces which will correct
the robot’s attitude.
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Figure 5.5: Virtual components for attitude and lateral angle of attack control from a frontal view. The spring
with katt stiffness are responsible for attitude control (frontal view of Figure 5.4). The springs with klat stiffness
try to keep the lateral angle of attack vertical w.r.t. world coordinates.

Figure 5.6: Using task space virtual velocities to adjust the posture. Left) The initial posture. Middle) An
arbitrary desired adjustment of robot’s position and orientation. Right) The robot can transit to the desired
posture while keeping to feet at the position they are (preventing slippage). This defines the virtual velocities in
the task space (red arrows) which bring the robot from the initial posture to the desired one.

can be used to correct a lateral skew. One can even do the posture control in a whole body fashion, as
shown in Figure 5.6. These are only posture control examples, and other skills like turning can be done
with the same adaptive modules, as depicted in Figure 5.7.
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Figure 5.7: Virtual forces generated to correct the locomotion direction. The white arrow shows the desired
direction. The green arrows on left fore and right hind feet are the virtual forces of about 6[N ] which, through
the Jacobian transpose method, generate joint torques needed for turning.

To give a detailed example, we explain the whole body posture control. Performing attitude control
consists of three tasks: estimating ground inclination, adjusting body rotation, and adjusting body
position. The sensory information to do all these tasks is the binary (on/off) contact status of each leg,
δ, the joint angles read by encoders, and the rotation matrix indicating robot’s orientation w.r.t. world
coordinates, Rryp, given by an absolute orientation sensor. Rotation matrix Rryp can be described by
roll, yaw and pitch angles which will be addressed with ]r, ]y and ]p respectively. We also use the
symbol R(., ., .) as the function to reconstruct a rotation matrix from roll-yaw-pitch angles.

We first calculate the yaw-less rotation matrix Rrp = R(]r, 0,]p), and use it to estimate the ground’s
pitch (inclination) angle α:

∆p = Rrp(pfore − phind)

α = tan−1(∆py/∆px) (5.2)

where pfore and phind are the Cartesian positions of one fore and hind contact legs w.r.t. the frame
attached to the robot’s trunk. Knowing the ground inclination, we try to keep the body parallel to the
ground, and compensate for all the body roll. So the rotation matrix to be adjusted is:

Radj = R (]r, 0,]p − α) (5.3)

Additionally, we want the vertical projection of the neck/tail point to be in between the fore/hind
feet, to prevent a laterally skewed posture. So the position adjustments are:

pl,adj =
1

2
(pl + pcontra{l}) , l = 1..4 (5.4)

where pl and pcontra{l} respectively are the Cartesian position of the lth foot and its contralateral foot
w.r.t. the frame attached to the robot’s trunk.

Finally, if Radj orientation adjustments, and pl,adj position adjustments should be made, the task
space virtual velocities performing this adjustments are:

vl = (I−Radj)pl + I(pl,adj − 0) , l = 1..4 (5.5)

and the required joint space velocity feedbacks are:

ξpl = −kp J−1
l vl δl , l = 1..4 (5.6)

where Jl is the 3×3 Jacobian of the forward kinematics of lth foot Cartesian position w.r.t. the world
coordinates, kp is the attitude control gain, δl is the on/off contact status of the lth leg, and ξpl are
attitude control angular velocity feedbacks which are added to the CPG (for the lth leg).
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Figure 5.8: Comparison between the roll-pitch variations (RPV) of open-loop gaits (top) and their closed-loop
counterparts (bottom). All the plots are for 40[s] runs equal to 80 gait cycles. The line color starts from gray
in the beginning of the recording and becomes black in the end of recording at t = 40[s]. (a) A not-well-tuned
open-loop gait. (b) Same gait as ’a’, but reflex and VM controller modules are active. (c) A bad open-loop gait.
The gait behavior is not regular. (d) Same gait as ’c’, but the loop is closed. The RPV is much more periodic.
(e) A not open-loop stable gait. The robot falls after about 20[s]. (f) The not open-loop stable gait can be turned
into a sufficiently stable gait by closing the loop. The RPV are bounded, but of course not as regular as ’b’ and
’d’ because of the open-loop gait used.

5.3 Results

Here in this section we report the results of locomotion over unperceived rough terrain with two simulated
quadrupeds (Figure 5.1): A stiff cat sized quadruped using the virtual force adaptive module for posture
control; and 2) the Oncilla, using the virtual velocity adaptive module. Movies of the results can be
found in: http://biorob.epfl.ch/page-89661-en.html. The Oncilla control is implemented using
the AMARSi API Lv0.

Before going into the results, we would like to show the effect of the virtual force adaptive module on
badly designed open-loop gaits, and on increasing the periodicity of the gait. Figure 5.8-(a) shows the
roll-pitch variations (RPV) of a typical not well-tuned open-loop gait on flat terrain, where the settling
time is long (about 12[s]). Figure 5.8-(b) depicts the RPV of the mentioned gait, but now with the
VM controller active, which shows a better periodicity and faster settling (about 4.5[s]). The RPV is
illustrated for a badly designed open-loop gait in Figure 5.8-(c). Flat terrain locomotion with this gait
did not lead to a fall, but the robot was irregularly disturbed, and as it is obvious, the RPV is not
periodic. We get Figure 5.8-(d) by activating the VM controller for this gait. Again, the RPV is greatly
reduced, and the outcome looks more periodic and symmetrical. A similar experiment is presented in
5.8-(e-f), however this time the open-loop gait is not even open-loop stable and the robot falls after about
20 seconds. After activating the VM controller the robot could locomote for more than 100[s] where we
stopped the recording.

The above results are for the stiff cat-sized quadruped, but same results are obtained with the Oncilla.
What is interesting is that the effect of the posture control gain has an optimal point. This means that a
step-by-step increase of posture control gain makes RPV more periodic, but excessive increase of it can
disturb the locomotion. We have illustrated the RPV for four values in Figure 5.9 (for Oncilla). As it is
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Figure 5.9: Roll and pitch variations (RPV) for different attitude control gains. A good value of for katt stabilizes
the RPV and make it more periodic, however excessive increase of this gain can have a counter effect.

shown, there a good value around kp = 125. This is a very useful feature which eliminates the need for
optimizing the posture control gain, and a step-by-step increase is sufficient to find the optimal value.
When the optimal posture control gain is found, then the reflex gain is the only gain to set, and again a
step-by-step increase is sufficient to find kr. We use a step-down or obstacle environment (height equal
to 20% of the leg length) to tune the reflex gain.

The stiff cat-sized quadruped was tested in four different perturbation scenarios (Figure 5.10):

• Rocky setup;

• Randomized uneven terrain of 7− 11% of leg length variation in 0.1[m] spaced vertices;

• 14− 21% upwards slopes;

• External pushes of {15[N ], 0.5[s]} magnitude while locomotion over flat terrain.

and the Oncilla was tested in three different perturbation scenarios (Figure 5.11):

• Randomized uneven terrain of 12% of leg-length (max local slope = ±20%);

• 20% downward slopes;

• Step down, 20% of the leg-length height.

Figure 5.10: Experiment scenarios. Top-left) passing through a rocky setup. Top-right) traversing over environ-
ments with uneven terrain. Bottom-left) climbing over slopes. Bottom-right) Handling external perturbations.

Figure 5.11: Unperceived rough terrain scenarios. Left) Randomized uneven terrain. Middle) Step. Right)
Downwards slope.
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Figure 5.12: Results for the experiment scenarios. The open-loop gait is mostly unable to successfully pass the
scenarios, other than 15[N ] pushes where a 56% success rate is obtained. The results for activating the reflex
mechanism are consistently better than the open-loop control, and similarly, the results obtained by additionally
activating the VM controller is consistently better than the reflex-only case. The N and H markers on the white
bars are for controllers with ±20% VM controller gains, as a measure of the sensitivity of the controller to the
choice of its parameters. We additionally present results for a 20[N ]− 1[s] pushes scenario (column 8) where the
pushes are just too big to be handled. Nevertheless, the reflex and VM controller modules improve the result
even for this case.

Stiff cat-sized quadruped

Figure 5.12 presents the results obtained for the experiment scenarios. Though the open-loop gait is
stable on the flat terrain, it is mostly unsuccessful in the scenarios. In contrast, the closed-loop control
is successful in most of the scenarios.

Oncilla

A CPG-only control was partially successful on the randomized uneven terrain. As from the results of the
stiff quadruped, we were expecting the open-loop control to perform badly, however, a 56% success rate
was obtained. This partial success is due to the compliance, which prevents minor stumblings by passive
deflection of the legs, and moderately self-stabilizes the roll and pitch oscillations. This is similar to what
is reported in [67]. Nevertheless, the posture control mechanisms are needed for a better performance.
As Figure 5.13 shows, a 96% success rate is obtained by applying the closed-loop control. The CPG-only
control was mostly unsuccessful in other perturbation scenarios, whereas the closed-loop controller was
successful.
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Figure 5.13: Performance of the CPG only, CPG + posture control and CPG + reflex + posture control controllers
on unperceived rough terrain. The CPG only control is partially successful on the uneven terrain because of the
compliance, and the compliance fulfills the role of a weak reflex mechanism. A much better performance can be
obtained by adding the posture control module. Only the complete control (CPG + posture control + reflex )
is successful in all of the scenarios. We additionally test with an extra scenario, downward 36.5% slopes, and
the robot was successful in 19 out of 25 trials. In all the scenarios, a consistent increase of the performance is
observed by adding the posture control and reflex modules.
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5.4 Discussion

We presented a modular control approach to locomotion based on modules that are meaningful, and that
can be hierarchically put on top of each other. The control approach is suitable for unperceived rough
terrain locomotion with cheap and lightweight quadruped platforms. Sensing of the joint angles (en-
coders), body rotations (absolute rotations sensor), and on/off contact data (bumpers) are the sufficient
ingredients of the proposed control method.

A Central Pattern Generator (CPG) implemented as coupled morphed oscillators is used as the core,
which can encode the desired arbitrary limit cycle shape ensuring its global asymptotic stability. This
means that adding (finite-time) feedbacks to the CPG will not cause any instability and the system will
go back to the desired limit cycle as soon the feedbacks are not active (in the swing phase).

Reflex modules are added to the CPG for fast correction including the stumbling correction reflex
and leg extension reflex. Additionally, model based posture control mechanisms are added to adjust
body position and orientation continuously over time. The obtained control architecture allows for
moderately fast (about 2BL/s forward speed) dynamic locomotion over unperceived rough terrain of
medium difficulty.

From a rich motor skills point of view, what we present here is a demonstration of advanced, adaptive
and complex motor skills. The control is hierarchical and benefit from sequential tuning/learning of the
control parameters. State machines are defined to control the activation of the adaptive modules. These
demonstrations answer a number of important questions in the AMARSi project (please refer to D.6.3
for a comprehensive discussion):

Hierarchy Morphed oscillators, posture control adaptive modules and reflex modules are all meaningful.
The whole control is hierarchical: The CPG can work in absence of reflex and posture control
modules. Adding posture control improves results, and adding reflexes improves the performance
further. Adaptive modules do not disturb each other, and adding a new module does not degrade
the performance.

Timing The whole control is compatible with state machines controlling module activations. This is
beneficial as the higher level control can turn on/off modules based on the context. For example, if
the desired motor skill is to keep balance without locomotion, then CPG can be turned off (setting
f = 0 for morphed oscillators), and the posture control module keeps the posture upright.

Intra-module learning As we showed, the control parameters are tuned/learned on top of each other.
This mean that for the lower level modules, e.g. CPG, the learning is independent from the other
modules. So low level modules can be learned with a intra-module strategy.

Inter-module learning Learning the posture control gains is an inter-module process. CPG should be
turned on, and then posture control gains are learned/tuned on top of that. So high level modules,
which are more responsible for adaptivity, should be learned with an inter-module strategy.

Generality The same modules that are defined for posture control can be also used for other motor
skills like turning. The only change, at the user’s side, is to request correct virtual forces/velocities.

What we plan for future is: 1) to validate and demonstrate the control on the real hardware (promised
for month 48); 2) Test the control strategy for a range of speeds, from slow to fast locomotion; and 3)
Exploiting compliance for energy efficiency. We have observed that in a certain range of the attitude
control gains, the leg springs can go into a resonance-like behavior. We will explore this effect further in
the future.
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Chapter 6

Conclusion

In this deliverable we discussed different adaptive modules, including both high-dimensional and low-
dimensional ones, which can encode arbitrarily complex motor plans. Stability, equilibration or diffeomor-
phism conditions where merged into these systems to improve stability. All the modules demonstrated
numerical examples of how motor plans can be generated and/or modulated.

Compared to Deliverable 4.1 where we introduced adaptive modules in the early stages, all the
approaches have advanced to a considerable extent:

• UniBi incorporated stability conditions into the learning techniques they use, which resulted in
stable neural network encoding arbitrary plans. This is significant from a neural network research
point of view.

• UGhent employed the idea of equilibration intro reservoir recurrent neural networks, and gave a
clean basis for complex tasks like closed-loop shape modulations.

• EPFL-A introduced a general way of morphing oscillators to ones with desired limit cycle behaviors,
which resulted into a family of adaptive modules. One specific realization of such family is the
DMP which was mentioned in D.4.1. Moreover, the possibility of having arbitrary convergence
coded into the same dynamical system was introduced.

Although the demonstration of encoding/modulating capabilities of the aforementioned adaptive
modules was the main target for progress in year 3, we additionally demonstrated an applied example
of how adaptive modules can be put into the hierarchical AMARSi architecture to perform complex
real-world tasks. Only one example is given in this deliverable, and more examples are discussed in D.7.4
and D.7.5.

Demonstration of locomotion over unperceived rough terrain, as an example of a complex motor skill
requiring adaptivity, was subject to design of new adaptive modules. We introduced virtual force/velocity
adaptive modules which enable a high-level controller, or even the user, to systematically exert velocities
or forces to the robot by providing the correct feedback signals for motor control adaptive modules
discussed earlier. Virtual force/velocity adaptive modules are designed to be general, and a variety of
tasks including posture control, skew control, turning, etc can be performed using the same concept
and only by varying the high-level/user input. We then added task-specific simple adaptive modules
to implement bio-inspired reflex mechanisms. Finally, all the adaptive modules were put together in
a hierarchical architecture, and the activation of modules in the hierarchy was controlled by a state
machine.

Benchmark tests were used to evaluate the performance. Two different quadrupeds were used for
testing, a stiff quadruped, and the compliant Oncilla. This also enabled us to evaluate the effectiveness
of compliance. Both quadrupeds performed well in all benchmark tests (80%+ success rates) when using
the whole hierarchical control. The stiff quadruped was mostly unsuccessful in benchmark tests when
using only the base (pattern generation) adaptive module, however the Oncilla was partially successful
(55%) thanks to compliance.

The hierarchical controller used for rough terrain locomotion example revealed several points to us:

• Modularity eases the process of parameter learning/tuning;

32



• Modularity makes the control elements reusable for different tasks (e.g. posture control and turn-
ing);

• A hierarchical control structure helps to make the system fail safe: the low-level modules can
still work, with a lower performance, in the absence of the high-level ones. This is different from
some strongly interconnected control architectures where failure of one part can result in a system
collapse.

• Hierarchy can require intra-module learning for low-level modules, and inter-module learning for
the high-level ones.

These points show that the choice of a hierarchical and modular architecture in AMARSi is a strong
basis for rich motor skills, as it was predicted in the beginning of the project.

This deliverable is the last one from WP4. What remains to be done is the implementation of
the controller on hardware robots, which will be done in year 4 and in the context of WP7: Robotic
Experimentation and Evaluation.
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