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1 Summary of Work   

Work on the topics of local summarisation and modelling combined theoretical advancements with practical 

problems, and addressed the following problems: modeling the dynamic behavior of streams in order to allow 

more efficient monitoring; monitoring various queries (self-join, full-join, and range) in the lower-dimensional 

sketch space, both by using the previously introduced geometric method and its extension, referred to as the 

convex decomposition method; the modelling and monitoring of heterogeneous streams; and tracking the skyline 

model over a distributed setting. We next address these topics: 

   

Modelling the dynamic behavior of streams. Here we have explored the utility of prediction models within the 

geometric monitoring framework and studied the benefits local stream distribution estimators can provide in 

terms of communication reduction. An extended version of this paper is under preparation for archival journal 

submission. 

 

Monitoring various queries  in the lower-dimensional sketch space. Here the goal is to study three types of 

queries which are of crucial importance both on their own and as building blocks for other queries: full-join 

(represented as inner products between two distinct streams), self-join (represented as the norm squared of a 

stream), and range query (represented as the inner product of a stream with a fixed vector). Our initial work on 

this problem, applying the previous geometric method based on "bounding spheres", did not perform that well 

for the following reason:  whenever a local violation of the condition at a node occurs, it has to send its local data 

to the coordinator in order so attempt to balance this violation with the other local vectors. The coordinator then 

must request data from other nodes, to achieve the desired balancing. However, the sketch vectors which 

constitute the local data vectors are typically large (even a small sketch is built as a 5 X 800 matrix), and sending 

them eventually results in a large communication overhead. The competing "CG method"  (based on the paper 

"Approximate Continuous Querying of Distributed Streams”,  by G. Cormode and M. Garofalakis, ACM TODS, 

33(2), 2008), keeps "flushing" local changes from the nodes to the coordinator whenever a local condition is 

violated, and while it yields more flushes, they are typically smaller, resulting in better communication overhead. 

To solve this problem, we have introduced a new algorithm that monitors the sketch matrices in a reduced "norm 

space", which consists of the vector whose components are the norms of the sketch rows (hence its size is e.g. 5, 

as opposed to 5 X 800).  It can be proved that as long as there is no threshold-crossing in this low-dimensional 

space, there is none in the sketch space either. This approach enabled us to achieve better results than the CG 

method. Further, to check how much room for improvement remains, we have compared the algorithm to an 

"oracle-based" paradigm, which makes the (unrealistic) assumption  that the coordinator knows exactly when a 

global threshold-crossing takes place, and only then polls the nodes in order to resolve the resulting violation. 

The new method performed very well, just barely below the "oracle" in order of communication overhead. 

 

Efficient distributed stream monitoring using convex-cover decompositions (CD). We have continued work 

on this approach for monitoring, which is based on decomposing the inadmissible region of the monitored 

function to a (not necessarily disjoint) union of convex subsets, and creating a "safe zone" which equals the 

intersection of all half-spaces bounded by the hyperplanes separating the reference point from the corresponding  

convex subset. This admissible region has a clear advantage over the one defined by the geometric method, since 

it is guaranteed to contain the latter, hence it will always require a lower communication overhead. As a matter 

of fact, it can be proven that the safe-zone described by the geometric method is equivalent to the one which CD 

constructs, when the convex cover consists of  the subsets corresponding to the all the individual points of the 

inadmissible region. However, while the safe-zone defined by the geometric method is generic, CD requires 

obtaining an appropriate convex decomposition, which is a non-trivial problem. We have obtained such a 

decomposition for the case of monitoring the abovementioned range queries and self-joins, however the full join 

case is more challenging, as it can be proven that the inadmissible region cannot be partitioned to a finite number 

of convex sub-sets. For the self-join case, we have obtained excellent results in reducing the number of updates 

sent from the nodes to the coordinator, sometimes by a factor of 50. The improvement factor is higher when the 

number of rows in the sketch matrix increases (which mean that the sketch is more accurate) and when the width 

of the monitored interval decreases. 

 

To further reduce communication, we follow the following protocol when sending a sketch from a node whose 

local condition was violated: instead of sending the entire sketch, we send a certain percentage of its highest 
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entries. The coordinator then requests the same coordinates from the other nodes, construct a new reference point 

by averaging these coordinates and keeping the others as in the previous reference point, and distributes the new 

reference point among the nodes. This reduces about 50% of the communication overhead. 

 

Geometric monitoring of heterogeneous streams. Improved version of an earlier working paper, under 

submission to IEEE TKDE) studies the general problem of safe zones under a general setting, were each node 

can be assigned a safe zone tailored to the distribution of its data. The complexity of this general problem is 

studied and it is proved to be NP-hard in most interesting cases, and some initial steps are taken towards a 

practical solution. 

 

Continuous fragmented skylines. Algorithms for efficiently constructing and maintaining skylines (i.e., the set 

of Pareto-optimal multi-dimensional objects) in distributed systems have been widely studied in recent years. 

All proposed algorithms, however, require that there exists a single point of reference for each object - a single 

node - where the vector corresponding to the object is maintained. For a number of real-world applications, such 

as maintaining the skyline of cities with the most extreme weather situations (temperature, humidity, wind, etc.), 

this is an unrealistic constraint, since the values of each object, i.e., the weather statistics for each city, are 

typically determined by aggregating values over a large number of sensors/stations dispersed throughout the city. 

We term this new, challenging type of distributed skyline queries fragmented skylines. We give the first 

algorithmic results on the important problem of monitoring continuous fragmented skyline queries. Our 

proposed monitoring algorithms rely on intelligently decomposing the fragmented skyline problem into a set of 

threshold-crossing queries, which are subsequently monitored at each of the participating nodes by employing 

the geometric/SZ method. Note that the power of the geometric method allows us to support skylines on 

generated, functional dimensions (e.g., the variance of temperature values throughout the city) defined over data 

fragmented across (possibly) several distributed nodes. Still, a key concern here lies in the number of threshold 

queries to monitor, since a naive scheme could end up with as many as O(N2) queries (where N is the number of 

objects in the data set). Thus, we propose several new ideas for drastically reducing the number of monitored 

threshold queries while guaranteeing the correct skyline result. Through an extensive experimental evaluation, 

using both real and synthetic data, we examine the applicability and efficiency of our proposed algorithms, and 

compare it to the naive alternative of sending all updates to a coordinator for maintaining the current skyline. 

Our experimental results demonstrate significant performance improvements over the baseline algorithm, which 

easily reach two orders of magnitude for most data sets. 

 

 

 

 

 

 


