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Chapter 1

Introduction

The objectives of WP4 are to design, implement, and evaluate the proof-of-concept applications
of the LIFT approach to some key data processing and monitoring aspects of five high-profile
real-world scenarios. Deliverable D4.1 provides a detailed description of each scenario, focusing
hereby on the formalization in LIFT terminology. In addition, a requirements analysis for each
scenario is performed, pointing out the specific aspects where communication overhead, global
processing or privacy considerations etc. form severe bottlenecks to the application. Further, the
data sets used in each scenario are described as well as results obtained so far. The scenarios cover
the following real-world applications:

1. Mobility Data Analysis

(a) Distributed Density Map Computation
(b) Monitoring Movement Behavior Using Stationary Scanners
(c) Quantitative Monitoring of Visit Patterns
(d) Distributed Estimation of Traffic Flows

2. Internet Scale Query Processing (ISQP)

3. Sensor Networks

4. Cloud Data Centers

5. Financial Monitoring

Note that the mobility scenario distributed estimation of traffic flows is in part a special case of
the quantitative monitoring of visit patterns scenario because traffic flows can be expressed as visit
patterns (A → B). However, the scenario aims also at the threshold monitoring of pairwise flow
correlations, which necessitates the submission of personal mobility profiles and therefore poses
much stronger privacy challenges.
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Chapter 2

Mobility Data Analysis

2.1 Distributed Density Map Computation

2.1.1 Motivation

In the context of urban mobility management, a basic task required by administrators is the
monitoring of traffic within some key areas: main entrances to the city, important attractors and
possible bottlenecks. Some of them are well known areas, and therefore a monitoring environment
can be set up by means of classical road-side sensors (including cameras), although set up and
maintenance costs might be significant for large cities. Other key areas can appear, disappear or
simply change during the year, or even during the week. For instance roadworks, accidents and
special events (strikes, demonstrations, concerts, new toll road fares) can change the status of the
city, and make some areas more critical than usual. In these cases, it would be useful to have a
traffic monitoring system able to dynamically adapt to reference areas specified by the user.

A solution can come from recent, growing trends in the deployment of on-board location
devices in private cars mobility. Such devices continuously trace the position of the vehicle, and
periodically communicate it to a central station, that store it. Such vehicles provide a statistical
sample of the whole population, and therefore can be used to compute a summary of the traffic
conditions for the mobility manager. However, the large mass of information to be transmitted
and processed to achieve that might be too much for a real-time monitoring system, the main
problem being the systematic communication from each vehicle to a unique, centralized station.

In this work we define a distributed computation framework for traffic monitor applications,
considering in particular two problems: the basic density estimation problem, aimed to keep up-
to-date estimates for the density at each key area involved in the monitoring (e.g. the main city
gates, or others defined ad hoc by the mobility administrator) with predefined error guarantees;
and a more specific traffic balance monitoring, aimed to ensure that the traffic relative distribution
among the selected key areas respect a set of user-provided constraints, which express some of the
background knowledge possessed by the domain expert.

As we will see later, the first basic problem translates into the monitoring of a simple linear
function that can be approached with much simpler means than those provided in the LIFT
project, which can deal with more complex functions. However, it provides an ideal intermediate
object of study for exploring possible improvements that we can obtain by exploiting the known
regularity of human behaviors in the context of urban mobility. First results on this subject
were obtained (see Nanni et al. (2012)) which provide very useful insights. The second problem
involves more complex functions, therefore we plan to study both how the tools provided by LIFT
can be exploited and whether/how the improvements explored in the first, simpler problem can
be adapted to the new setting.
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Figure 2.1: Example of vehicle density estimation for a reference point RP1, on a single dimension,
with a Gaussian kernel.

2.1.2 Scenario Description and Formalization
Both our reference applications are based on the evaluation of the density of vehicles in correspon-
dence of a given set RP of nRP points in space, called reference points. In particular, we estimate
density through a kernel-based approach, i.e. the density at a point is computed by counting all
vehicles in space, yet weighted according to their distance from the point.

The applications involve a central controller that computes (or estimates) the vehicle densities,
and a set of nodes, each representing a vehicle. Each node receives a stream of location updates
(coming from the on-board GPS device) and communicates the new location to the controller
whenever needed to keep the global density estimates correct.

Basic density estimation problem
Given a set RP = {RP1, . . . , RPnRP

} of nRP reference points, a set V = {V1, . . . , VnV
} of vehicles

and a kernel function K (·), the objective of traffic density estimation is to compute, at each time
instant t, a global statistics vector Kt = [Kt

1, . . . ,K
t
nRP

]T , where:

∀1 ≤ i ≤ nRP . Kt
i =

nV∑
j=1

K(V xyj −RP
xy
i ) (2.1)

Here, V xyj ∈ R2 and RP xyi ∈ R2 represent, respectively, the actual position of vehicle Vj
and the position of reference point RPi. Throughout our work, we will focus on Gaussian kernel
functions, however any alternative decay function can be applied without changing the framework,
such as exponential or simple triangular functions. Figure 2.1 shows a simple instance of the density
estimation at a single reference point, considering six vehicles.

In principle, each vehicle Vj collects all values K(V xyj −RP
xy
i ) (one for each RPi) into its local

statistics vector, and sends it to the central controller whenever it receives an update. However,
if the number nV of vehicles or their location update frequency (or both) reach high values, it is
necessary to trade the exactness of the estimation defined above with a reduction of information
exchange and processing. The loss of precision, in our context, is bounded by a parameter ε, that
represents the deviation from the exact output. Our monitoring problem, then, can be defined as
follows.

Definition 2.1.1 (Traffic density estimation problem). Given a set of reference points RP =
{RP1, . . . , RPnRP

}, a vehicle set V = {V1, . . . , VnV
}, a kernel function K(.), an initial time instant

t0 and an error tolerance parameter ε, the density estimation problem consists of verifying that
at each time instant t > t0 the density values computed at time t0 still provide good estimates
for the values that hold at time t w.r.t. threshold ε. More formally, we can state our problem as
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the threshold crossing monitoring of global function ||Kt −K0||∞ with respect to threshold ε, or
equivalently:

∀t > t0. ∀i ∈ {1, . . . , nRP }. |Kt
i −K

t0
i | ≤ ε

Given an error threshold ε, we simply require that the actual density estimate of each single
RP differs at most of ε from the corresponding old value computed at time t0. When such a
constraint is violated, a communication is required.

Several different solutions are under exploration in this setting, in order to evaluate the im-
pact of applying different levels of intelligence (in particular, learning from history) and usage of
background knowledge. In particular, the following approaches are studied and compared:

Level 0 (trivial): baseline solution, consisting of having all the nodes sending an update to the
controller for each update they receive.

Level 1 (static Safe Zones): through analysis of historical data, each node is assigned to an
optimal location that is used as its default position; then, basically the controller computes
densities assuming that each node lies in its default position. Each node has assigned a
geographical area such that, as long as it moves within that area the value computed by the
controller is still a good approximation (w.r.t. the error threshold ε provided as parameter of
the application). When the node moves outside its given area, it communicates the location
update to the controller, which will use it to compute a correct estimation.

Level 2 (adaptive Safe Zones): as for Level 1, but when an update must be communicated,
the node is assigned to a new default location and corresponding geographical area, computed
around its most recent measured location. This operation is made easy by the linearity of
the global function to monitor (a sum of contributions).

Level 3 (predictive models): since recent studies on human mobility claim that the latter is
dominated by regular movements and therefore is highly predictable, here we analyze a
segment of recent history of each node, in order to identify its regularities and use them as
models to predict their locations in the next future. In particular, variants of this idea are
considered:

Level 3.1 (Most Frequent Location): we assume that the average user tends to visit
(or cross) everyday the same places at the same hour of the day, therefore we look for
single spatio-temporal locations that occur frequently (i.e., in many different days of
the period), without trying to link the frequent locations of a node.

Level 3.2 (Mobility Profiles): we make a stronger assumption, i.e. that the user tends
to repeat the same trips everyday (home-to-work, and vice versa, for instance), thus
involving a higher level concept (“frequent trip”), that requires a coherent sequence of
spatio-temporal locations. This approach is based on preliminary work described in
Trasarti et al. (2011).

Traffic balance monitoring problem
Traffic densities over access roads naturally change in time, for instance by increasing during
morning and afternoon rush hours and decreasing during the late night and the early afternoon.
However, usually some “balance rules” are known from experience by the domain experts, which
describe the normal working conditions of the whole system. Such rules might include instances
like the following:

• RPi always captures around 5% of the whole incoming traffic of the city;

• between 8 and 12 a.m., RPi captures around 12% of the whole incoming traffic;
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• considering only the Eastern accesses to the city, which include RPA, RPB and RPC , RPA
covers around 30% of such part of the incoming traffic.

We formalize such background knowledge as a set of rules in the following way.

Definition 2.1.2 (Balance rules). Given a set RS of reference points, a balance rule on RS is a
quadruple (R, r, I,W ), where:

• R ⊆ RS, |R| ≥ 2, is the set of RPs involved in the rule;

• ∅ ⊂ r ⊂ R, is the subset of RPs whose relative traffic density is under monitoring;

• I is a time interval relative to the 24 hours of the day;

• W = [a, b] ⊆ [0, 1], is the range of admissible values for the relative traffic of r.

Then, our monitoring problem consists of testing that the fraction of traffic density over the
RPs in each r (relative to the corresponding set R of RPs) remains within the admissible range
(W ) for the whole duration of the rule (I). More formally:

Definition 2.1.3 (Traffic balance monitoring problem). Given a set BR of balance rules on the
set RS of RPs, the traffic balance monitoring problem consists in verifying that at each time
instant t the following holds:

∀(R, r, I,W ) ∈ BR. t ∈ I ⇒
∑
i∈rKi∑
i∈RKi

∈W

(t ∈ I is evaluated considering the relative time of t w.r.t. the day). (
∑
i∈rKi)/(

∑
i∈RKi)

represents our monitoring function, and the extremes of interval W define two thresholds to check
against.

The problem defined above is the monitoring of a ratio function, and will be tackled by means
of appropriate LIFT techniques, in particular Safe Zones and the Geometric Method. That will
be done by taking into account two important facts:

• each balance rule can be seen as a separate monitoring problem, therefore a set BR generates
|BR| subproblems;

• the monitoring subproblem generated by each rule (R, r, I,W ) ∈ BR can be formalized
over global feature vectors with two components, namely (Kr,KR), and corresponding local
feature vectors at the node side, where Kr =

∑
i∈rKi and KR =

∑
i∈RKi.

2.1.3 Requirements Analysis
Communication bottleneck. The application described in these sections in principle can involve
hundreds of thousands of nodes/vehicles that are located in any place of the territory, therefore
potentially requiring a huge communication load also in areas that are not covered by fast wireless
networks. Indeed, actual data collections of such GPS data (described in Section 2.1.4) often pass
through GSM/GPRS networks, due to their widespread distribution. All these elements make
clear that the communications from nodes to controller must be limited, in order to keep them
sustainable.
Computational power of devices. The more intelligence is put in the communication reduction
schema adopted, the more computational power is required on the side of nodes. In particular,
the approaches that make use of individual predictive models require each node to analyze its own
recent history to extract its model. Anyway, apparently the resources needed for such task should
be quite limited for current standards of on-board devices, therefore this aspect should not pose
significant limitations in terms of applicability. Similar arguments hold for possible extensions of
the application to the estimation of density of persons, rather than vehicles, in which case mobile
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phones would play the role of nodes, replacing on-board GPS devices.
Used LIFT techniques. For the basic traffic density estimate problem, a simplified version
of the Safe Zones approach is adopted, where the Safe Zones consist of hypercubes. The traffic
balance monitoring problem, instead, involves ratio functions, for which the full SZ approach will
be evaluated, as well as the simpler GM approach.
Privacy. The basic setting requires that the controller is a trusted party that prevents any disclo-
sure of the information sent by the nodes, beside the final output (the global density estimations).
When that does not happen, or happens only partially, the communications should be moder-
ated in order to achieve protection against specific attacks against the privacy of the nodes. In
particular, two critical operations need to be considered: the initial communication of the individ-
ual predictive models (for the approaches that use them), and the single location updates during
runtime.

2.1.4 Employed Data Sets

The proposed approach is tested by a simulation over a large segment of GPS data describing the
movement of private vehicles. The dataset includes around 38k vehicles located in the western
part of Tuscany, thus covering a large territory and mixed land usages (residential areas, industrial
zones, countryside, suburbs, etc.), and spanning over 5 weeks across June and July 2010. The
dataset was collected by Octotelematics S.p.A. (Octotelematics). A small sample of the dataset
is plot against the map in Figure 2.2(left).

Figure 2.2: Sample of the dataset used for experiments (left) and basic RPs configuration taken
into account (right)

2.1.5 Preliminary results for the traffic density estimation problem

The approaches described for the traffic density estimation problem, involving also the construction
of predictive models, have been experimented with some useful results. Details can be found in
Nanni et al. (2012), while here we summarize the main points.

Figure 2.3 reports the ratio of communications required by a simulation over the dataset
described above and the RPs setting illustrated in Figure 2.2(right). The adaptive Safe Zones
approach (blue line in both plots) is able to save between 70% and 80% of communications, despite
its simplicity. Since the predictive models are built on the basis of parameters that determine
their accuracy, the plots show how the communication rates for the two predictive model-based
approaches (green lines) change when such accuracy decreases – corresponding to higher value of
the spatial radius, on the horizontal axis. As we can see: (i) MFL always yields worse performances
that adaptive SZs; (ii) Mobility Profiles are able to improve over adaptive SZs of an additional
5% of communications saved, suggesting that the higher level concept of “frequent trip” involved
permits to outperforming the simpler MFL; (iii) such improvement decreases for higher spatial
radius values, probably due to the fact that the models created start to be unreliable.
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Figure 2.3: Communication rate obtained with MFL (left) and Mobility Profiles (right), compared
against the adaptive Safe Zones approach

Figure 2.4: Overall analysis of the methods varying the sampling rate of the data.

Finally, Figure 2.4 shows how the performances change when the sampling rate of the dataset
is decreased. In particular, we can see that the Mobility Profile-based approach is very stable,
while the performance of MFL and adaptive SZs quickly degrade.

2.2 Monitoring Movement Behavior Using Stationary Scan-
ners

2.2.1 Motivation
With advancing sensor technology and spread of mobile devices, mobility modeling and monitoring
is becoming a topic of high interest. Depending on the spatial extension of the monitored area,
different parties are interested in mobility statistics. For example, organizers of local events
such as open air concerts, soccer games or theme parks can apply monitoring to detect security
problems (Is there an overcrowded area?) or to improve their services (Should the road between
two attractions be enlarged?). On a global level, the statistics about the traffic within a city
or between different communities are necessary for the management of the traffic network and
reduction of traffic jams.

Using stationary sensors for mobility monitoring has the advantage that people do not have to
be equipped with a separate tracking device. Examples of such stationary sensors are Bluetooth
or GSM antennas. If the base technology is widely spread within the population, a high coverage
can be reached. However, privacy protection is a great issue when using such passive monitoring
techniques. First, people are typically not aware of passive monitoring technologies, and the
barrier for an active opt out (e.g. switching off Bluetooth functionality) is therefore high or even
impossible (e.g. in the case of cell phone towers). Second, mobility data is especially sensitive
when making inference from the data because spatial locations are inherently connected to personal
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activities. Thus, it is especially important to apply privacy preserving techniques when evaluating
mobility data from stationary scanners.

In this scenario we consider two major tasks from mobility mining, crowd monitoring and flow
monitoring. The first scenario, crowd monitoring, is relevant for preventing overcrowding at major
public events such as concerts, sport events or demonstrations. The goal of the application is to
continuously monitor the amount of people in certain areas. A well-studied approach to monitoring
the amount of people in an area is to use sensors that count the number of mobile devices in their
sensor radius (Gibbons (2009), Gonçalves et al. (2011)). The actual amount of people can then be
estimated assuming a stable average fraction of people owning such a device (Liebig et al., 2012).
The sensors are distributed over the area so that the sensor ranges cover the whole space that is to
be monitored (see Figure 2.5(a)). The sensors then send their data to a central coordinator that
evaluates the data and presents it to the user. The second scenario, flow monitoring, estimates
the number of people that move between distinct destinations. For a given set of locations, all
flows between those locations can be combined in the form of an origin-destination matrix. These
matrices are an important tool in traffic management (Ashok and Ben-Akiva, 1993).

In order to apply stationary sensors for flow monitoring (Barceló et al., 2010), the sensors are
placed at each location of interest (see Figure 2.5(b)). For a given time interval, the flow between
two locations denotes the amount of mobile entities that have been present at one location at the
beginning of the time interval and present at other location at the end of the interval. An entity
is present at a location, if it is staying within the range of the sensor placed at that location. In
the scenario we assume that the sensor ranges do not overlap.

(a) (b)

Figure 2.5: The two mobility modeling tasks addressed in this paper: (a) crowd monitoring having
the goal to detect the number of distinct devices in the sensor range with devices potentially in
the range of multiple sensors (red circles) or moving from one sensor range to another during one
time interval (gray circle); and (b) flow monitoring.

2.2.2 Formalization
During its life-time a sensor S observes a large number of mobile devices, each of which possesses
a unique identifier from some global address space A. We denote the stream of sensor readings
of S by RS ⊆ A×R+ where (a, t) ∈ RS means that S has read a device address a at time stamp t.
For some measurement interval T = [b, e] ⊆ R+ we denote by RTS = {(a, t) ∈ RS | t ∈ T}. We
represent the distinct devices observed by the sensor in some given measurement interval without
explicitly storing their addresses. This representation is achieved by mapping the devices to a
vector fTS ∈ R|A|. For a mapping h : A→ {1, ..., |A|}, the vector is defined as

fTS [i] =
{

1, ∃(a, t) ∈ RTS : h(a) = i

0, otherwise
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The number of mobile entities in an area covered by a set of sensors S is equal to the distinct
number of MAC-addresses present at all sectors. We define a global vector as

fS =
∨
S∈S

fS .

Now, the number of distinct mobile entities is

nS = ‖fS‖1 .

For crowd monitoring, the number of mobile entities in an area must not exceed a certain thresh-
old ε. Thus, the non-linear function that is monitored in this scenario is

‖fS‖1 ≤ ε⇔

∥∥∥∥∥∨
S∈S

fS

∥∥∥∥∥
1

≤ ε .

Given two sensors S, S′ ∈ S and two disjoint time intervals T = [b, e], T ′ = [b′, e′], b′ > e, the flow
from S to S′ in between those time intervals is

nS⇒S′ =
∣∣∣{∀a : (a, t) ∈ RTS ∧ (a, t′) ∈ RT

′

S′ }
∣∣∣

=
∥∥∥fTS ∧ fT ′S′ ∥∥∥1

.

This result can be generalized to paths. For a given set of sensors S1, S2, ..., Sk ∈ S and a set of
consecutive, disjoint time intervals T1, T2, ..., Tk, we define a path P = ((S1, T1), ..., (Sk, Tk)). The
amount of devices that have been present on this path is

nP =

∥∥∥∥∥∥
∨

(S,T )∈P

fTS

∥∥∥∥∥∥
1

.

For flow monitoring, the flow between two sensors S, S′ should not exceed a threshold ε. Hence,
the non-linear function that is monitored is∥∥∥fTS ∧ fT ′S′ ∥∥∥1

≤ ε .

The presented approaches to crowd and flow monitoring with stationary sensors rely on tracing
unique identifiers through the sensor network. Hence, identifying and tracking a specific device,
i.e., a specific person, is possible in monitoring systems as soon as the identifier can be linked to
a person. This is in most cases a severe privacy violation. Thus, we propose using linear count
sketches at each local sensor and combine them in a privacy-preserving manner to estimate crowds
and flows. This way, the privacy-preserving properties of linear count sketches at each sensor are
maintained when combining them and identifying and tracking of a single entity with absolute
certainty becomes impossible.

2.2.3 Requirements Analysis
The application has to fulfill requirements with respect to privacy, accuracy and to a smaller
extend to scalability and communication reduction. The main requirement for this application
scenario is privacy.

Our approach is to use sketching in order to trade accuracy for privacy. In a sketch, many
mobile entities are subsumed to a single bit of information from which no deterministic inference on
a single mobile entity can be accomplished. The more entities are subsumed to one bit in the sketch,
the more privacy can be guaranteed. In particular, we want to ensure that an attacker cannot
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deterministically infer upon the movement or position of a mobile entity, even if he has access to
the sketches. Furthermore, we want to provide a bound on the amount of certainty an attacker
can gain about a particular entity, following the notion of k-anonymity on estimate (Aggarwal,
2008).

For common privacy requirements (e.g., k-anonymity for k = 5) we want our approach to meet
the accuracy requirements of its practical applications. Furthermore, the application is required
to provide accuracy guarantees given certain privacy requirements.

Our approach should be scalable to all practically useful dimensions. Thus, the application
should be able to monitor several hundred thousands to several million users using a handful to
hundreds of sensors.

Finally, our method should provide means of communication reduction based on the Safe Zone
approach in order to prolong sensor battery life and reduce communication costs.

2.2.4 Employed Data Sets
For the evaluation of our method we use simulated movement data of up to 100.000 entities. The
entities move on a path network and are monitored by simulated stationary sensor devices. In our
simulation, we assume each entity to be tractable, as well as perfect sensor readings, i.e., no noise,
each entity is directly captured and the sensor scans continuously.

In addition, we plan to collect real-world Bluetooth data for the evaluation of this scenario.

2.3 Quantitative Monitoring of Visit Patterns

2.3.1 Motivation
The organization and planning of services (e.g. shopping facilities, movie theaters) requires up-to-
date knowledge about visiting customers. Especially quantitative informations about the number
of customers and their frequency of using the offered service or a combination of services are
important. The goal of this application scenario is to provide such quantitative information in a
privacy preserving way. We hereby assume that each service is connected with a specific location
and that the usage of a service can be identified from the recorded movements of a person by
detecting visits to that location, hence the name customer-location interaction. For example,
assume that the owner of a supermarket chain with five supermarkets in Cologne, Germany, is
interested in statistics about his customers. On a monthly basis he wants to know the total number
of customer visits, the average number of visits per customer and the number of distinct customers
that visit any of his stores. All three quantities can be derived if the movement trajectories of the
population (or in the example of people living in Cologne and its surroundings) are known. The
example also shows that quantitative information cannot only be provided for a single location,
but also for alternative location choices. In this case, visits to any of the five supermarkets are
of interest. Furthermore, sequences of visits (e.g. going to the cinema and subsequently to a
pub), possibly refined by time constraints, can be monitored. We will refer to such composite
customer-location interactions as visit patterns.

Clearly, the most important requirement for the scenario is the protection of personal move-
ment information. From a privacy point of view it is out of question to collect the movement
trajectories of the population at a central server. Therefore, we will evaluate all trajectories lo-
cally (at the personal devices) in our approach. Only aggregated statistics of visits or visit patterns
will be communicated to the central server. In addition, communication reduction is important
because the application shall scale to geographic regions as cities, federal states or even the whole
nation. For Germany with about 82 million inhabitants this means to handle between several
tens of thousands and tens of millions of local nodes. Local data processing has advantages for
both requirements: it allows to encapsulate sensitive mobility data at the nodes and to reduce
communication.
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2.3.2 Scenario Description and Formalization
Scenario Description

In our scenario each person carries a mobile device which determines the person’s position in
regular time intervals. We hereby assume that each person is represented by exactly one device.
The device possesses processing power to analyze the position records. In particular it is given
a point of interest (POI) database which it utilizes to detect location visits from the stream of
position records. In addition, the device receives a set of visit patterns. For each pattern it
monitors the number of occurrences over periodic time intervals (e.g. one week or one month).
At the end of each time interval the device communicates the number of occurrences of each
pattern to the coordinator. The coordinator aggregates the counts in the distribution of k-visiting
entities for each pattern, which states how many persons had 0, 1, 2, ... pattern occurrences in
the given time interval. The coordinator monitors this distribution as well as further quantities
(gross visits, average visits, entity coverage) derived from it and sends an alert if a change in
the distribution or in any derived quantity exceeds a given threshold value. Figure 2.6 shows the
information flow and communication architecture of the application. Between the local nodes and
the coordinator an intermediate layer for the anonymization of source identifiers is inserted. The
anonymizer follows e.g. the principle of onion routing (Goldschlag et al., 1999) and prevents that
the coordinator reconstructs movement histories from several messages of a person based on the
communication protocol. The anonymizer itself is prevented from reading message contents by
encryption technology. Further details on privacy aspects of the distributed monitoring scenario
can be found in (Kopp et al., forthcoming).

Figure 2.6: Communication architecture for monitoring customer-location interactions

Formalization

Our local nodes are mobile devices which each represent one person. The coordinator is a central
database which maintains the distribution of k-visiting entities for each visit pattern. The visit
patterns are monitored independently of each other, we therefore confine the following formaliza-
tion to a single visit pattern.
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Given a set of local nodes i = 1..n, a visit pattern and a time interval τ = (tstart, tend], let
x0, x1, ..., xj , ..., xm with j = 0..m − 1 denote frequency counts specifying how many local nodes
observed j occurrences of the visit pattern during τ .

The global data vector contains the frequency distribution of k-visiting entities and is defined
as

~v(τ) = (x0, x1, ..., xj , ..., xm−1)T .
The global data vector is the sum of the n local data vectors

~v(τ) =
n∑
i=1

~vi(τ) =
n∑
i=1

(xi0, xi1, ..., xi(m−1))T .

Each local data vector states the frequency of the visit pattern at the local node. As each local
node belongs to one frequency class, exactly one of the frequencies xij , j = 0..m− 1 in each local
data vector has a value of one while all other frequencies are zero, i.e. let node i follow the visit
pattern k times, then

xij =
{

1 if j = k
0 else.

On the global data vector we want to monitor four different quantities. First, we want to
monitor the difference between the current global statistics vector and a given distribution (e.g.
from previous observation). Second, we want to monitor three quantities that can be derived from
the global data vector, namely gross visits, average visits and entity coverage as previously defined
in (Körner, 2012; Körner et al., 2010).

In order to monitor the difference between two distributions, we can use the Kolmogorov–Smirnov
test or Chi-Square goodness of fit test. The Kolmogorov–Smirnov test relies on the greatest differ-
ence between the cumulative distribution functions (cdf ) of two distributions. Let F0(x) denote
the cdf of some base distribution and let F1(x) denote the cdf of the global data vector. The
Kolmogorov-Smirnov test statistic D is defined as

D = max
x∈R
|F1(x)− F0(x)| .

The test statistic is compared to the critical value Dα = Kα

√
(n0 + n1)/n0n1 where Kα depends

on the level of significance (e.g. Kα = 1.36 for α = 0.05) and n0 and n1 denote the number of items
in the empirical distributions. Applied to our scenario, we can monitor the Kolmogorov-Smirnov
test statistic as follows. Let ~v∗ = (y0, y1, ..., yj , ..., ym−1)T denote the base distribution to which
the global data vector shall be compared.The monitored function then is

g1(~v(τ)) = ||~v(τ)− ~v∗||∞ = max
i=0..m−1

∣∣∣∣∣
i∑

k=0
xk −

i∑
k=0

yk

∣∣∣∣∣ . (2.2)

If the function value of the global data vector is smaller or equal to Dα both distributions are
equal. The Chi-Square goodness of fit test compares distributions based on the sum of squared
(relative) distances between frequency classes. Its test statistic leads to the following monitoring
function

g2(~v(τ)) =
m−1∑
i=0

(xi − yi)2

yi
. (2.3)

The threshold value χ2
α is given by the Chi-Square distribution using m − 1 degrees of freedom

at an appropriate level of significance. If the function values is smaller or equal to χ2
α, the

global statistics vector has the same distribution as the given base distribution. Clearly, both the
Kolmogorov-Smirnov and the Chi-Square goodness of fit test statistics are non-linear functions.

In addition to the distribution, we want to monitor the quantities gross visits, average visits
and entity coverage as defined in (Körner, 2012; Körner et al., 2010). The authors have shown that
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all three values can be derived from the distribution of k-visiting entities, which is the global data
vector in the scenario. Note that the original definitions are based on visits, however, the notion
of a visit can interchangeably be used with visit pattern. The three quantities can be monitored
for different visit classes vc ∈ Z, which restrict the quantities to nodes with a minimum frequency
count. For example, the number of average visits per entity for visit class vc = 2 states the average
number of pattern occurrences for persons who followed the pattern at least twice.

Before we proceed to the definition of the monitoring functions, we introduce the following
vector ~cvc of length m

~cvc = (c0, ..., ci, ..., cm−1)T with
{

1 if i ≥ vc
0 else.

For example, for vc = 2 the vector has the form ~cvc = (0, 0, 1, ..., 1). Further we will use the
diagonal matrix A = diag(0, 1, 2, ...,m− 1) as well as the identity matrix I of size m.

Gross visits state the total number of visit patterns that occur in the given time interval. Given
a visit class vc, the gross visit monitoring function is defined as the following linear function:

g3(~v(τ), vc) =
m−1∑
i≥vc

i · xi (2.4)

= ~c Tvc ·A · ~v(τ).

Average visits state the average number of pattern occurrences per node. For visit class vc = 0
the monitoring function is again linear because the divisor is a constant stating the total number
of nodes. For visit classes vc > 0 this number can change over time, and the function becomes
non-linear. Given a visit class vc, the average visit monitoring function is defined as

g4(~v(τ), vc) =
∑m−1
i≥vc i · xi∑m−1
i≥vc xi

(2.5)

= ~c Tvc ·A · ~v(τ)
~c Tvc · E · ~v(τ) .

Finally, entity coverage states the proportion of the nodes which observe at least vc occurrences
of the given visit pattern. Given a visit class vc, the entity coverage monitoring function is defined
as the following linear function:

g5(~v(τ), vc) =
∑m−1
i≥vc xi∑m−1
i=0 xi

(2.6)

= ~c Tvc · E · ~v(τ)
~c T0 · E · ~v(τ)

.

For monitoring functions 2.4 - 2.6 the threshold values are user defined, and threshold crossing
can be monitored in both directions.

2.3.3 Requirements Analysis
The application has to fulfill requirements with respect to privacy, scalability and accuracy of
results. Although scalability and accuracy cannot be neglected, the main reason for applying local
inference in this scenario is the protection of user privacy. In particular we want to ensure that an
attacker a) cannot infer historic movements or movement patterns of a user and b) cannot infer
the current position of a user. In addition, we assume that the coordinator is untrusted, which
is opposed to most privacy approaches currently used in trajectory data analysis (e.g. relying on
k-anonymity (Monreale et al., 2010; Nergiz et al., 2009; Abul et al., 2008; Monreale, 2011)).
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Second, in order to be successfully applied in practice, the application must be able to handle a
very large number of visit patterns. We retrieved about 800,000 points of interest (POI) from the
Open Street Map (OSM) geo-service (Maps) for Germany’s 15 most relevant location types (e.g.
restaurant, shop, bank, school, cinema). Even though it is likely that a person visits POI only
in a geographically restricted region, an exponential number of POI combination can be formed
for mobility patterns. The large number of POI and visit patterns have an impact on the local
nodes because they have only limited resources for the identification of visits and visit patterns.
In (Florescu et al., 2012; Florescu, 2012) we have shown that the implementation of the local
nodes can be done efficient, handling 800,000 locations and up to 10,000 complex patterns in less
than one second on a Samsung Galaxy SII (I9100). For handling more locations or more patterns,
measures can be taken to reduce the number of GPS position updates by configuring the Android
Location Provider appropriately or by adding intermediate GPS smoothing filters. For example,
for a frequency of 5 seconds per position update request, our application can efficiently scale up
to at least 800,000 locations and over 300,000 complex patterns.

Third, the application has to be scalable to a very large number of local nodes. For example,
when applied in Germany a potential of 82 million local nodes (the inhabitants) exist. In conse-
quence, the communication and aggregation at the coordinator form bottlenecks to the application.
As our application relies on mobile phones, it has to face less severe communication restrictions
than typical sensor networks, and we will therefore not focus on this issue. However, we want to
apply sketching methods to enable fast aggregation and storage reduction at the coordinator.

Finally, the results obtained at the global coordinator should stay within given (probabilistic)
accuracy bounds. For most analyses it is not necessary to obtain exact results. However, the error
variance of the results should be known and within reasonable bounds.

2.3.4 Employed Data Sets

The Arbeitsgemeinschaft Media-Analyse e.V. (ag.ma) is a joint industry committee of German
advertising vendors and customers. Starting in 2006 it commissioned a yearly nationwide mobility
survey as basis for an objective performance evaluation of outdoor advertisements in Germany.
About 22% of the surveved persons were provided with GPS devices to record their movements over
one week, while the mobility of the other persons was captured in a computer assisted telephone
interview (CATI).

The GPS data has been collected in three waves in the years 2007, 2009 and 2011 and contains
in total 14.763 persons (Arb, 2012). The GPS measurements are concentrated on 42 selected cities
in Germany including the 15 largest cities in Germany, major cities above 100,000 inhabitants as
well as a number of cities with inhabitants between 50,000 and 100,000 inhabitants (see Figure 1
left). The duration of GPS recording is one week per person, however, the measurement periods
are distributed over one year such that a representative mobility sample for the whole year is
obtained. The participants of the survey are equipped with GPS devices, which they are asked to
carry along during the measurement period. The GPS devices record positions every second as
long as the devices are turned on. Measurement gaps may arise if participants forget to charge
the devices or if they turn them off deliberately. In addition, faulty measurements may arise if
participants forget to carry the GPS device along with them. In order to distinguish between days
without mobility of the participant and between days with erroneous measurements, a follow-up
survey is conducted where the participants can specify the validity of measurement days with low
movement or few position records.

In addition to movement information, the survey provides detailed socio-demographic infor-
mation about the participants including gender, age group, size of household, level of education,
type of profession, household income as well as mobility characteristics such as possession of a
driving license, use of private vehicles or use of public transport.
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Figure 2.7: Municipalities with GPS measurements (source: Arbeitsgemeinschaft Media-Analyse
e.V. and Media-Micro-Census GmbH, ma 2012 Plakat Methoden-Steckbrief zur Berichterstattung,
29.08.2012)

2.4 Distributed Estimation of Traffic Flows

2.4.1 Motivation

The understanding of the human mobility behavior in a city is important for improving the daily
human mobility, for managing the traffic network and for reducing traffic jams.

Thanks to the recent advent of inexpensive positioning technologies, data about movement
of various mobile objects are collected in rapidly growing amounts. Potentially, these data are a
source of valuable knowledge about behavioral and mobility patterns. To gain an understanding
of these patterns, an analyst needs a visual representation of the data, which is the most effective
way to support human perception, cognition, and reasoning. An aggregated view enables the
traffic managers to evaluate the situation of mobility by means of an effective visualization. The
generalization of trajectories can be used to provide a high level description of traffic flows in a
given time interval. The flows can be rendered directly on the screen to highlight the critical paths
of the road network. Each flow is rendered with a stroke height proportional to the flow. Andrienko
and Andrienko (2011) propose a method for trajectory generalization that requires to collect in
a central station all the raw trajectories. This centralized setting highlights two main problems:
a) the large mass of information to be transmitted and processed might be too much, and b) raw
trajectory data to be transmitted describe mobility behavior of the users with great detail that
could enable the inference of very sensitive information related to the personal private sphere of
individuals. In order to solve these two very important problems we propose a privacy-preserving
distributed computation framework for the aggregation of movement data for a comprehensive
exploration of them. In order to reduce the amount of information to be communicated, we
propose the application of sketches to the data. The data transformation based on sketches allows
us to obtain a preliminary level of data privacy that is the first step towards the realization of a
privacy-preserving framework.
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2.4.2 Scenario Description and Formalization
The goal of our application is to estimate traffic flows and correlations between traffic flows. In
our scenario the coordinator is responsible for computing the flows on a territory by combining the
information received by each node. In order to obtain traffic flows in the centralized setting we need
to generalize all the trajectories by using the cells of a partition of the territory. In our distributed
setting we assume that the partition of the territory, i.e., the set of cells C = {c1, . . . , cm} useful
for the generalization, is known by both all the nodes and the coordinator. Each node, that
represents a vehicle that moves in this territory, in a given time interval observes a sequence of
spatio-temporal points (trajectory), generalizes it and contributes to the computation of the global
function.

Before describing the local and global functions computed by the nodes and the coordinator,
we introduce some basic notions that help the understanding of our problem.

Definition 2.4.1 (Trajectory). A Trajectory or spatio-temporal sequence is a sequence of pairs
T =< l1, t1 >, . . . , < ln, tn >, where ti (i = 1 . . . n) denotes a timestamp such that ∀1<i<n ti < ti+1
and li = (xi, yi) are points in R2.

Intuitively, each pair < li, ti > indicates that the object is in the position li at time ti.

We assume that the territory is subdivided in cells C = {c1, c2, . . . , ct} which compose a
partition of the territory. During a travel a user goes from a cell to another cell. We use g to
denote the function that applies the spatial generalization to a trajectory. Given a trajectory T
this function generates the generalized trajectory g(T ), i.e. a sequence of moves with temporal
annotations, where a move is an pair (lci

, lcj
), which indicates that the moving object moves from

the cell ci to the cell cj . Note that, lci denotes the pair of spatial coordinates representing the
the centroid of the cell ci; in other words lci =< xci , yci >. The temporal annotated move is
the quadruple (lci

, lcj
, tci

, tcj
) where lci

, is the location of the origin, lcj
is the location of the

destination and the tci
, tcj

are the time information associate to lci
and lcj

. As a consequence, we
define a generalized trajectory as follows.

Definition 2.4.2 (Generalized Trajectory). Let T =< l1, t1 >, . . . , < ln, tn > be a trajectory.
Let C = {c1, c2, . . . , ct} be the set of the cells that compose the territory partition. A generalized
version of T is a sequence of temporal annotated moves Tg = (lc1 , lc2 , tc1 , tc2)(lc2 , lc3 , tc2 , tc3) . . .
(lcm−1 , lcm

, tcm−1 , tcm
) with m <= n.

Now, we show that a generalized trajectory can be represented by a frequency distribution
vector. First, we define the function Move Frequency MF that given a generalized trajectory
Tg, a move (lci , lcj ) and a time interval computes how many times the move appears in Tg by
considering the temporal constraint. This function is the base for the computation of the local
data vector calculated by each node. More formally, we define the Move Frequency function as
follows.

Definition 2.4.3 (Move Frequency). Let Tg be a generalized trajectory and let (lci
, lcj

) be a move.
Let τ be a temporal interval. The Move Frequency function is defined as:

MF (Tg, (lci , lcj ), τ) = |{(lci , lcj , ti, tj) ∈ Tg|ti ∈ τ ∧ tj ∈ τ}|.

This function can be easily extended for taking into consideration a set of generalized trajec-
tories T G . In this case, the information computed by the function represents the total number of
movements from the cell ci to the cell cj in a time interval.

Definition 2.4.4 (Global Move Frequency). Let T G be a set of generalized trajectories and let
(ci, cj) be a move in the graph G. Let τ be a time interval. The Global Move Frequency function
is defined as:

GMF (T G , (ci, cj), τ) =
∑
∀Tg∈T G

MF (Tg, (ci, cj), τ).
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Figure 2.8: Visual summarization of a set of trajectories

The the number of movements between two cells computed by either the function MF or
GMF describes the amount of traffic flow between the two cells in a specific time interval. This
information can be represented by a frequency distribution vector.

Definition 2.4.5 (Vector of Moves). Let C = {c1, c2, . . . , ct} be the set of the cells that compose
the territory partition. The vector of moves M with s = 2×

(
t
2
)
positions is the vector containing

all possible pair of cells. The element M [i] = (ci, cj) is the move from the cell ci to the cell cj.

Definition 2.4.6 (Frequency Vector of a Generalized Trajectory). Let C = {c1, c2, . . . , ct} be the
set of the cells that compose the territory partition and letM be the vector of moves. Let τ be a time
interval. Given the generalized trajectory Tg = (lc1 , lc2 , tc1 , tc2)(lc2 , lc3 , tc2 , tc3) . . . (lcm−1 , lcm , tcm−1 , tcm),
for i = 1, . . . , s we can construct the corresponding frequency vector f with size s = 2×

(
t
2
)
where

each f [i] = MF (Tg,M [i], τ).

Clearly, the frequency vector of a generalized trajectory is the local data vector computed by
a node by using the Move Frequency function MF .

Given the set of vehicles V = {V1, . . . Vk}, the global data vector is the sum of the k local data
vectors (with s = 2×

(
t
2
)
positions) in a time interval τ :

fτ (V ) =
k∑
j=1

fVj = [f1, f2, . . . , fs],

where each

fi =
k∑
j=1

fVj [i] = GMF (T G ,M [i], τ).

Here, T G is the set of generalized trajectories related to the k vehicles V in the time interval τ
and fVj is the frequency vector of the trajectory observed by the vehicle Vj in the time interval τ .

Our problem can be defined as follows.

Definition 2.4.7 (Problem Definition). Given a set cells C = {c1, . . . , cm} and a set V =
{V1, . . . Vk} of vehicles distributed, the distributed estimation of traffic flows problem consists
in computing in a specific time interval τ the fτDMAP (V ) = [f1, f2, . . . , fs], where each fi =
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GMF (T G ,M [i], τ) and s = 2×
(
m
t

)
. Here, T G is the set of generalized trajectories related to the

k vehicles V in the time interval τ and M is the vector of moves defined on the set of cells C.

Solving this problem means to define a process describing the computation of each node and
of the coordinator. In the following we describe the main steps of the computation of both.

Node Computation. Each node represents a vehicle that moves in a specific territory and this
vehicle in a given time interval observes a sequence of spatio-temporal points (trajectory)
and computes the frequency vector to be sent to the coordinator. The steps to compute this
data vector are:

Trajectory generalization. The vehicle computes the generalized version of its trajectory
by substituting spatial points with centroids of cells and transforms the trajectory in
a sequence of moves annotated with the temporal information. So, the node given the
original trajectory T obtains the generalized version Tg (see Definition 2.4.2)

Frequency Vector Construction. Starting from the generalized trajectory Tg the node
constructs a frequency vector of this generalized trajectory (Definition 2.4.6) by count-
ing how many times each move occurs in its trajectory, by using the function introduced
in Definition 2.4.3. In particular, the vehicle populates the local data vector fVj accord-
ing to the generalized trajectory observed. So, the element fVj [i] contains the number
of times that the vehicle Vj moved from m to n if M [i] = (m,n).

Sketching of the Frequency Vector. The node applies a sketching technique to repre-
sent the frequency vector fVj using a much smaller sketch vector and reducing the
amount of information to be communicated.

Coordinator Computation. The coordinator computes the global vector of traffic flows in a
given time interval by combining all local sketches. The global sketch thus summarizes all
local flows and can be queried for traffic analysis. In the case of correlation analysis between
traffic flows, the coordinator has to reconstruct the matrix of local traffic flows. When
reconstructing each local vector from the sketch vector, the coordinator obtains only an
approximate version of the original data vector. From these vectors it computes the global
flow matrix where each row represents a vehicle and each column a specific flow. In addition
to correlations, other functions can be monitored based on the matrix as, for example, the
relations between the amount of traffic in different cells (traffic share).

2.4.3 Requirements Analysis
Privacy. The main requirement in the above application is the protection of the users’ privacy.
We consider sensitive information any information from which the precise location or mobility
behavior of an individual at a given time can be inferred. Each node sends the number of times
that he/she goes from an area to another area. By combining different cell transitions it is possible
to identify typical movements of a specific user. An obvious privacy measure is to anonymize the
communication of the vector by removing identifiers such as network addresses. This approach is
insufficient, however, because drivers can often be re-identified by correlating anonymous location
traces with identified data from other sources. So, we need to find privacy measures to avoid the
re-identification. In general, we assume that the coordinator is not a trusted entity, therefore, the
idea is to hide the real count associated to each move, in order to generate uncertainty during
the reconstruction of the user movements. The use of the sketching procedure introduces a first
preliminary form of privacy protection due to the approximation derived from the vector recon-
struction. In order to increase the level of privacy, before the sketching transformation another
data vector transformation able to introduce more confusion and so more data privacy should be
applied. One possible direction is a suitable perturbation of the vector data that allows us both
local data protection and global data quality.
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Communication bottleneck. The application described above involve hundreds of thousands
of vehicles that are located in any place of the territory. Each vehicle submits the information
contained in the local vector to the coordinator, which has a size depending on the number of cells
that represent the partition of the territory. The number of cells in a territory can be very huge
and this can make each local vector too big. For example, in one of our dataset of trajectories
on Tuscany, we have a number of cells that subdivide the territory equally into about 2600 cells.
Therefore, the application has to be able to handle both a very large number of nodes and a large
amount of the information to be communicated. These considerations make the reduction of the
information communicated necessary. However, the application of sketching methods allows us to
apply a good compression of the information introduced.

Data Utility. Lastly, the results obtained at the global coordinator should stay within given
accuracy bounds. Unfortunately, data transformations due to both privacy requirements and the
necessity of reducing the transmitted information introduce some approximation that describes
the information loss and so, allows to define the quality and utility of the data computed. This
approximation should be kept under control by identifying specific bounds.

2.4.4 Employed Data Set
The dataset used for testing this application are two:

• a dataset of trajectories of around 38k vehicles located in the western part of Tuscany,
thus covering a large territory and mixed land usages (residential areas, industrial zones,
countryside, suburbs, etc.), and spanning over 5 weeks across June and July 2010.

• a dataset of trajectories that contains a set of trajectories obtained by 17,000 private cars
with on-board GPS receivers and moving during one week in April 2007 in the city of Milan
(Italy).

The dataset was collected by Octotelematics S.p.A. (Octotelematics).
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Chapter 3

Internet Scale Query Processing

3.1 Motivation
With the advent of the Internet as the main tool for information sharing and publishing, it is
now obvious that the largest “big data” collections are going to be generated inside the network,
and, thus, will inevitably be dynamic (i.e., streaming) and massively distributed. Specific example
scenarios include:

• Distributed network-traffic analysis monitors that try to track the correlation of traffic pat-
terns to the same destination IP addresses across two collections of routers (possibly, in
different administrative domains), e.g., for tracking network health (e.g., potential DDoS
activity) or improving network-load balancing in real time (Huang et al., 2007).

• Peer-to-Peer (P2P) systems that want to track content and query similarity across a large
collection of peers to enable effective peer clustering and formation of semantic online user
communities.

The sheer size of such Internet-scale systems combined with the volumes and dynamic nature of
the underlying data streams put it well beyond the capabilities of any existing distributed/parallel
data-management architecture (Huebsch et al., 2005). Centralizing all this data to enable intelli-
gent global data analysis is simply infeasible, due to the enormous volume and dynamic nature of
the data, as well as numerous administrative, ownership, and privacy constraints. Instead, the only
possible way to enable intelligent analysis and monitoring of such network-bound streams is by
querying the data in situ, without the need for traditional database design, integration, and main-
tenance (Hellerstein et al., 2007). This, in turn, implies the need for novel, massively-distributed
query processing tools that rely on localized data-stream processing, and can efficiently scale up to
thousands of participating nodes (i.e., work at Internet-scale). Data processing in an ISQP system
will mostly be data- and event-driven – in other words, it must rely on communication-efficient
techniques for massively-distributed, intelligent event processing, triggers (i.e., threshold-crossing
conditions), and continuous queries.

3.2 Scenario Description and Formalization
Focusing on a network-traffic monitoring scenario, let R and S denote the union of the packet
streams across two distinct sets of routers (e.g., at the edge of an enterprise network). A natural
measure of the correlation (or, similarity) of the two destination-IP traffic streams can be expressed
through the size of an SQL join query:

SELECT COUNT(*) FROM R, S WHERE R.destinationIP = S.destinationIP

Letting fR and fS denote the frequency distribution vectors of the R and S streams (re-
spectively) across all possible destinations, it is easy to see that the above join size essentially
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computes the similarity of the R and S destination traffic as the inner product of fR and fS (i.e.,
the (un-normalized) cosine similarity of the two traffic vectors). That is, assuming N -dimensional
distribution vectors fR and fS , it computes the non-linear function

g(fR, fS) = |R ./destIP S| = fr · fs =
∑
destIP

fR[destIP ]fS [destIP ]

over the 2N -dimensional vector [fR, fS ] A continuous distributed threshold query (or, trigger)
would monitor the event that the similarity of the R and S traffic patterns crosses a certain
threshold – that is, g(fR, fS) > T , or, after normalizing by L2 norms, g(fR, fS) > T ||fR||2||fS ||2
– in order to trigger some appropriate course of action. A generalization of this scenario is a
continuous approximate tracking query where the goal is to continuously track the value of the
similarity of the distribution vectors to within a θ approximation; that is, continuously maintain
an estimate ĝ at the coordinator such that, at any point in time, ĝ ∈ (1± θ)g(fr, fs). Similar join
queries and threshold/approximate-tracking conditions (based on cosine vector similarity) could
be used to monitor the semantic similarity of two collections of peers in a P2P system; of course,
in this case, the underlying distributed dynamic vectors would correspond to the term frequency
distributions of the peers’ query streams or document contents. These queries can be naturally
generalized to the broader class of multi-way distributed stream joins (corresponding to inner
products of multi-dimensional tensors) (Cormode and Garofalakis, 2008). Special cases of such
distributed join queries are also of interest – for example:

• L2 norm queries (i.e., self-join sizes): In this case, fR = fS , and the target function
essentially computes the (squared) L2 norm (or, self-join size) of a distributed, dynamic
data-distribution vector, i.e., g(fR, fS) = g(fR) = ||fR||22 =

∑
i(fR[i])2. The self-join size

represents important demographic information about a data collection; for instance, its value
is an indication of the degree of skew in the data (Alon et al., 1996).

• Range Queries: In this case, the vector fS = I[a,b] is a constant vector representing a “1-
pulse” over a range [a, b] of the data distribution domain, and g(fR, f, S) =

∑b
i=a fR[i] is a

range-sum query over the [a, b] range. Such range queries are critical in estimating histogram
or wavelet representations of the data, and approximating the values of heavy-hitter data
elements.

3.3 Requirements Analysis
In large-scale network-traffic monitoring, the size of the local data-stream distributions N can be
huge, which means that supporting local data summarization techniques (for ensuring space/time
efficiency and, also, improving communication costs) is critical. To address this challenge, we
have incorporated appropriate sketching tools in the general geometric monitoring framework.
Naturally, sketching also implies that local and global statistics vectors are only approximated to
within some ε error bound. Further reductions in communication can be achieved through the
use of concise models of the local data-stream dynamics. These models are constructed locally at
each node, and can be communicated from the nodes to the central monitoring station (along with
the local stream summaries) in an attempt to accurately predict the anticipated behavior of local
data streams. Our initial results have clearly demonstrated the benefits of coupling the geometric
method with sketch synopses (Papapetrou et al., 2012; Athanasoglou et al., 2012) and prediction
models (Giatrakos et al., 2012) for large-scale distributed-stream monitoring tasks.

As a sample of our experimental results with real-life data, Figures 3.1-3.2 depict the com-
munication cost savings when enriching the basic geometric method with AMS sketches (Alon
et al., 1996) and simple linear prediction models. More specifically, Figure 3.1 compares the state-
of-the-art technique of (Cormode and Garofalakis, 2008) for tracking self-join size queries using
AMS sketches (the blue curved termed “Naive”) with our sketch-based generalization of the geo-
metric method with intelligent placement of the reference point (red curve) (Athanasoglou et al.,
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Figure 3.1: Percentage of communication cost savings
vs. “push-all-updates” for self-join tracking using AMS
sketches (HTTP network traffic data).
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Figure 3.2: Number of messages as a func-
tion of the threshold for signal-to-noise ra-
tio using prediction models (Weather data).

2012). Figure 3.2 shows the communication benefits of intelligently coupling prediction models
with geometric monitoring (“CAA” curve) compared to the baseline geometric method (“Model
0” curve) (Giatrakos et al., 2012).

The sheer scale of our target application environments implies that the conventional single-tier
architecture (with a coordinator node directly linked to all remote sites) is no longer a realistic
assumption. Extending geometric and safe-zone (SZ) monitoring to more general network architec-
tures raises interesting issues. For instance, the underlying network (e.g., Internet or P2P overlay)
architecture implies a natural, well-defined notion of “network locality” that could be exploited
for reducing the amount of communication when communication does need to occur. Abstractly,
the idea is that, when a node discovers that its local SZs are violated, it should first attempt to
resolve the situation within its network locality (i.e., the node’s "neighborhood") before escalating
communication exchanges further in the network. These are important issues that will need to be
addressed when developing a practical ISQP architecture. The nature of the application will not
ask for strict guarantees on correctness (false negatives), so in this application we can investigate
probabilistic error guarantees. This is also enforced by the use of local summarization techniques
that may give rise to some local probability of error.

3.4 Employed Data Sets
We plan to continue benchmarking the algorithms and tools we develop through extensive sim-
ulations on a number of real-life data sets, including publicly-available network-traffic data from
the Internet Traffic Archive (http://ita.ee.lbl.gov) and the Internet2 Network Observatory
(http://www.internet2.edu/network/). For example, the HTTP data set used in Figure 3.1 is
available from http://ita.ee.lbl.gov/html/contrib/WorldCup.html and contains HTTP re-
quests made to the World Cup 1994 web site. A second data set we have used is the CRAWDAD
data (available from http://crawdad.cs.dartmouth.edu/meta.php?name=ibm/watson#N100AD)
containing SNMP records about network users such as number of packets and bytes from/to each
user’s machine. (The data has been collected from a corporate research center (IBM Watson) over
a period of several weeks.)
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Chapter 4

Sensor Networks

4.1 Motivation
Wireless sensor networks (WSNs) are an important application domain for the technology that
LIFT is developing. WSNs are a collection of spatially distributed autonomous devices composed
of sensors coupled with a broadcast mechanism, which cooperatively monitor physical or envi-
ronmental conditions, such as temperature, sound, vibration, pressure, motion or pollutants, at
different locations. Some WSNs consist of thousands of sensors distributed over a large area -
usually on the ground but also at sea.

WSNs play a major role in monitoring of both artificial and natural surroundings. Recently,
efforts are being made to apply WSNS to tasks such as river flooding, tsunami, and earthquake
warnings. These tasks require the system to very quickly identify imminent danger and report
it. Typically, a WSN sends periodical updates to the coordinator, which studies the inputs and
decides whether to issue an alert.

Warning from natural disasters is a very delicate problem: it is imperative to issue a warning,
but on the other hand, false alarms can cause the needless evacuation of many people from their
homes. For example, on November 16, 2006, a false tsunami alert caused the evacuation of
hundreds of thousands of people in northern Japan. Our algorithms are rooted in a probabilistic
framework, and the function we optimise is the probability of the local measurements to remain in
their “safe zones”, thus minimising the number of false alarms, while conforming to the constraint
that a real alarm will be reported and dealt with immediately.

4.2 Scenario Description and Formalization
In order to evaluate and demonstrate the feasibility of using geometric monitoring (GM) and
the more efficient safe zone (SZ) approach, we have considered several interesting combinations
of sensor node organizations, monitored functions and used real data sets. In all of our sub-
scenarios, we consider sensor nodes that collect measurements about their environment, such as
air pollutant measurements, light, temperature, humidity and solar irradiation measurements etc.
More specifically:

1. In our first scenario we seek to evaluate the scalability and efficiency of calculating safe zones
for real sensor network applications, as well as the effectiveness in reducing the number of
violations (and, thus, also reduce the number of transmitted messages) using safe zones,
rather than the simpler GM approach. In this first scenario we will investigate a large
variety of monitoring functions, such as ratios or chi-square monitoring.

2. In our second scenario we consider the problem of detecting nodes with outlier readings in
sensor networks. In this scenario we seek to use the GM and SZ approach in order to handle
complex functions used for testing the similarity of nodes, such as the L∞, L1, L2 norms, the
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Figure 4.1: Expressing common similarity functions between two nodes with W-dimensional mea-
surement vectors X and Y using the geometric method. The function must be expressed as a
general function over the average of local statistics vectors X’ and Y’, with the elements of X’ (Y’)
being computed based only on the elements of X (Y). X’ (Y’) may have a different dimensionality
than X (Y).

cosine similarity and the Extended Jaccard Coefficient. The definition of these functions, as
well as the way that they are transformed so that they can be expressed using the GM and
SZ approach are depicted in Figure 4.1. The sensor nodes are asked to continuously monitor
whether their similarity to neighboring nodes lies above/below a given threshold. Extensions
to monitoring minimum support queries (i.e. when a node has fewer than minSupp similar
neighbors, which may point to a node that is either malfunctioning or has started monitoring
an interesting event) are also going to be studied.

3. In our third scenario we well consider the case of hierarchically organizing the sensor nodes,
as is the case in large-scale sensor networks. In this scenario we seek to adapt the GM and
SZ approaches and optimize them in order to take advantage of this hierarchical organization
of sensor nodes. Several complex monitoring functions used in the first two scenarios will be
evaluated.

4.3 Requirements Analysis
Bottleneck and Limitations. Typically, the major algorithmic challenge in WSNs is to minimise
the communication overhead. To make sensors efficient, their power source - typically a battery
- should function for a long time (even years). Replacing or recharging the batteries is a timely
and expensive procedure. Moreover, sensors are sometime scattered in remote areas (e.g., dropped
from airplanes) and when the batteries run out, the only solution is to deploy a new WSN. The
most important factor of energy drain in WSNs is the energy spent during data communication.
Since communication minimisation is a major goal of LIFT, WSNs are an important application
domain.
Used LIFT techniques. In this scenario we plan to investigate the use of both the geometric
monitoring (GM), as well as the more advanced Safe Zone (SZ) approach. Our goal is to allow
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the efficient (in terms of the number of required transmissions) monitoring of complex functions
over the sensor data, while at the same time minimizing the number of false alarms, while also
maintaining correctness.
Software/Hardware Requirements. The three scenarios are going to be evaluated with exten-
sive simulations that use several real data sets. In addition, we plan to demonstrate the efficiency
of our approaches in the second scenario with a real implementation on Iris sensor nodes.

4.4 Used Data Sets
In our three Sensor Networks scenarios we plan to utilize a variety of real data sets. We have
currently used the following three data sets:

1. Air pollutant measurements taken from “AirBase - The European air quality database"1.
Concentrations were measured in micrograms per cubic meter. Nodes correspond to sensors
at different geographical locations. The data at different nodes greatly varies in size and
shape and is highly irregular as a function of time; see Fig. 4.2.

Figure 4.2: Left and center: typical local concentrations of NO and NO2 as a function of time.
Right: typical behavior of the local ratio between NO and NO2 as a function of time.

2. The Intel Lab data set includes temperature, humidity and light measurements collected by
54 motes in the Intel Research, Berkeley Lab between February 28th and April 5th, 2004.
The measurements are collected approximately every 30 seconds. 2.

3. The Weather Data, includes air temperature, relative humidity and solar irradiance mea-
surements, collected on a minute base, from the station in the University of Washington and
for the year 20023.

We are also making efforts to gain access to more real data sets, such as real tsunami data.

4.5 Current Results - Scenario 1
Ratio Queries with Triangular Safe Zones

In our initial set of experiments, we monitored the ratio between two pollutants, NO and NO2,
measured in distinct sensors. Formally, each of the n node holds a vector (xi, yi) (the two concen-
trations), and the monitored function is

∑
yi∑
xi

(in Gupta et al. (2010) ratio is monitored but over
aggregates, while here the monitoring is of the instantaneous ratio). An alert must be sent when-
ever this function is above a threshold T , and also when the average concentration of NO2 is above
250 (as that also indicates poor air quality). We also measured the improvements in running that
the hierarchical clustering of nodes provides during the safe zone computation. In our second set of
experiments we explored the bandwidth savings when monitoring the chi-square distance between
histograms, which is a non-linear and non-monotonic function, defined by χ(f, g) =

∑ (fi−gi)2

fi+gi
for

histograms f, g. The histogram was defined as the concentration levels of five pollutants, and the
1The European air quality database: http://dataservice.eea.europa.eu/dataservice/
2Data available at: http://db.csail.mit.edu/labdata/labdata.html
3Data available at: http://wwwk12.atmos.washington.edu/k12/grayskies
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monitored function was the chi-square distance between the hourly average of two nodes and their
average calculated over the previous week (i.e., a measure of how much the hourly distribution
deviates from last week’s average).

The main findings of our experimental study on this scenario can be summarized as follows:

• The use of safe zones (of triangular shape in the ratio monitoring case) can dramatically
reduce the number of violations, compared to GM monitoring. Figure 4.3 demonstrated that
on average a 17.5 fold reduction is achieved when varying the number of nodes from 1 to 10.

• Hierarchical clustering of nodes can reduce the running time of computing the optimal safe
zones by up to two orders of magnitude, compared to a flat (non-hierarchical) optimization,
as Figure 4.4 demonstrates.

• The reduction in the number of violations for the chi-square monitoring function using the
safe zone approach compared to geometric monitoring is significant, resulting in up to a
60-fold reduction (Figure 4.5).

Figure 4.3: Comparison of safe
zones (green line) to GM (blue
line) in terms of the number of
violations, varying the number
of nodes.

Figure 4.4: Running time (in
logarithmic scale) for “flat”
– direct optimization over all
the nodes (blue) vs. hierarchi-
cal clustering (green).

Figure 4.5: Comparing
the number of violations be-
tween GM and safe zones
of 5-dimensional axis-aligned
boxes.

4.6 Current Results - Scenario 2
For Scenario 2 we have already developed techniques for monitoring complex similarity functions
between nodes. The full description of the used techniques, as well as a detailed experimental eval-
uation of several different setups related to Scenario 2, can be found in Burdakis and Deligiannakis
(2012). The basic idea is to appropriately transform the similarity functions and express them in
a format that is expressed as the average of carefully selected local estimate vectors maintained
at the sensor nodes. In this section we present some of these results.
Main Findings. In our experiments we use the real Intel Labs and Weather data sets. The main
findings of our experimental evaluation in this scenario can be summarized as follows:

• The use of the geometric approach can offer a one-order of magnitude reduction in the number
of transmitted messages. The improvements are even more significant when exploiting the
broadcast capabilities of sensor nodes.

• The improvements are significant for all monitoring functions and for a wide variety of
different settings (used data set, size of the network, number of neighbors for each node etc).

• The use of safe zones can further reduce the communication cost, compared to the geometric
monitoring technique.
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Chapter 5

Cloud Data Centers

5.1 Motivation
Large scale cloud services run on top of datacenters comprising thousands of computers. It is
unreasonable to assume that so many machines are working properly and are well configured.
Unnoticed faults might accumulate to the point where redundancy and fail-over mechanisms break.
Therefore, early detection and handling of latent faults is essential for preventing failures and
increasing the reliability of these services.

Machines are usually monitored by collecting and analyzing performance counters (Bodík et al.,
2010; Isard, 2007; Sahoo et al., 2003). Hundreds of counters per machine are reported by the vari-
ous service layers, from service-specific information (such as the number of queries for a database)
to general information (such as CPU usage). The large number of machines and counters in
datacenters makes manual monitoring impractical.

Existing automated techniques suffer from several key issues. Most are inflexible: they rely on
static rules, past examples or deep domain insights. When the system or workload changes, new
rules, labeled examples or insights are required. Existing techniques are also reactive, identifying
failures rather than proactively look for them. Finally, most existing approaches require central-
ization of data. For very large datacenters, this may be impossible, as the data is too large to
centralize and process in one location.

In our previous work (Gabel et al., 2012) we provide evidence that latent faults are common.
We show that these faults can be detected using domain independent techniques, and with high
precision. Our general framework can adapt to different situations using “pluggable” tests, and
guarantee the false positive rate. The general scenario and approach are described in detail in
that work.

This current work extends our previous work using LIFT machinery to overcome the challenge
of the centralizing and processing the huge amount of data generated by monitored nodes. Our
previous work relied on a parallel “Map-Reduce” style architecture to process all the data, which
amounted to 12TB per day – far too big to centralize. Parallel processing may not always be
feasible in all situations, however. In this scenario we wish to apply LIFT-style techniques to
greatly reduce the amount of data that needs to be sent. New sketch-based tests fit well within
the existing framework, and can reduce the amount of data by an order of magnitude or more.

5.2 Scenario Description and Formalization
Our general framework is described in detail in (Gabel et al., 2012), part of the project deliverables.
What follows is a summary.
M denotes the set of all machines in a test, m,m′,m∗ denote specific machines, and M = |M|

denotes the number of machines. C is the set of all counters selected by the preprocessing algorithm,
c denotes a specific counter, and C = |C|. T are the time points where counters are sampled during
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preprocessing (for instance, every 5 minutes for 24 hours), t, t′ denote specific time points, and
T = |T |.

Thus each machine outputs C counters every time point. We denote the vector of counter
values for machine m at time t as x(m, t). In LIFT terms, x(m, t) is the local statistics vector for
node m at time t. Given a test S, at any point t, the input x(t) to the test S consists of the vectors
x(m, t) for all machines m. The test S(m,x(t)) analyzes the data and assigns a score (either a
scalar or a vector) to machine m at time t. x and x′ denote sets of inputs x(m, t) and x′(m, t),
respectively, for all m and t.

One difference from the usual LIFT setting is that in our case, rather than monitor a single
function of the global aggregate and a threshold, here we monitor one function per node, with
differing threshold. Despite this difference, we can use the sketch approach to achieve significant
savings in communication and processing costs.

Given a test S, and a significance level α > 0 that determines the false positive rate, we can
present the framework as follows:

1. Preprocess the data to automatically select useful counters (can be done once, after collecting
some data).

2. Compute for every machine m the vector vm = 1
T

∑
t S(m,x(t)) (integration phase). In

LIFT terms, this is the global aggregate for node m.

3. Using the vectors vm, compute p-values p(m) for every machine.

4. Report every machine with p(m) < α as suspicious.

In the context of the general framework in our previous work, we have shown and evaluated
three tests (various S functions): the sign test, the Tukey test, and the LOF test. These tests
are described in (Gabel et al., 2012). The sign test accumulates the average normalized direction
from machine m to the rest. The Tukey test measures the average depth of x(m, t) amongst the
vectors of other machines at the same time. The LOF test similarly uses the local outlier factor
algorithm to compare the local density of points around x(m, t) to the density of its neighbors.

To put this in LIFT terms, the monitored function for node m in the sign test would be:

gm = (M + 1) exp

 −TMγ2

2
(√

M + 2
)2

 ,

where γ = max (0, ‖vm‖ − Em∈M [‖vm‖]), vm defined as above, and

S (m,x(t)) = 1
M − 1

∑
m′ 6=m

x(m, t)− x (m′, t)
‖x(m, t)− x (m′, t)‖ .

In the LIFT scenario, we will use sketches to develop modified or new tests within the framework
that greatly reduce the amount of data needed to be sent and processed. Formally, rather than
apply test S to the set of all local statistic vectors x(m, t), each machine m will first apply a
sketching function f to its vectors, and send only the sketch x̂ = f(x(m, t)). The modified test Ŝ
will be applied to the sketches rather than the original vector: vm = 1

T

∑
t Ŝ(m, x̂(t)).

Sketches have several advantages:

• Greatly reduced communication. For example, 200 counters could be reduced to 10 dimen-
sions, achieving 95% reduction in data size.

• Generality: the same sketching function can accommodate different modified tests.

• Simplicity: sketches are simple to compute at every node, and require no additional com-
munication code beyond what is already there.
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Figure 5.1: Sketch scores compared to centralized scores for sign test with AMS sketch.

• Sketches have strong theoretical foundations, which can limit errors.

• Fits well within the general framework.

One well suited sketch is the AMS sketch (Alon et al., 1999), which involves a random linear
projection to k dimensions. In our setting, each machine would project its counter vectors to
k dimensions using a specially constructed projection matrix: x̂(m, t) = f(x(m, t)) = Rx(m, t)
where R is a random C × k matrix with the right variance.

The AMS sketch is general enough that the same sketch can be used as input to different tests.
Because the sign test relies on normalized directions, and since AMS sketches are linear projections,
the sign test can be applied directly to the sketch. In other words, the sum of projected vectors is
the same as projecting the sum of the vectors. The Tukey test described in (Gabel et al., 2012)
already relies on a very similar technique, and has been shown to be very effective. The LOF
test depends on the distance of pairs of points. In this case, the Johnson–Lindenstrauss lemma
(Johnson and Lindenstrauss, 1984) guarantees that the projection to k = O

(
logM
ε2

)
preserves the

distances within a factor of 1± ε. Since our method averages T comparisons across the day in the
integration phase, we can further expect that in practice the error will be smaller.

Figure 5.1 shows a comparison of sign test scores based on AMS sketches to regular (centralized,
or parallel) sign test scores. The figure and linear regression show that scores match very well,
with R2 very close to 1. The sketched reduced the data size by 92% – from 123 counters to 10
dimensions. The comparison was performed on a small sample of 260 machines in a single day.

Beyond the AMS sketch, (Giatrakos et al., 2011) use a Locality Sensitive Hashing scheme based
on Random Hyperplane Projection to find outliers, and show how their scheme can encompass
other similarity measures such as cosine similarity and and Euclidean distance. Their results can
form the basis for additional tests.
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5.3 Requirements Analysis
With many machines in the datacenter, each reporting many counters every minute or so, the
amount of data produced by the monitored machines is too large to simply send it to a central-
ized location. This problem increases with the number of machines, reported counters, and the
reporting frequency.

Rather than send all this data, the use of sketches can help reduce communication volume by
an order of magnitude or more, while still preserving accuracy guarantees.

Beyond sketches, the problem of monitoring a machine scores may be amenable to a safe zone
approach.

5.4 Employed Data Sets
We plan to continue our experiments using data from real, live services.

So far, we have evaluated our previous work in-situ on historical data from several real live
cloud services from Microsoft, currently in production. The main experiments were performed with
up to 4500 machines, tested for over 60 days, with each machine reporting around 500 counters at
various rates, from every minute up to every several hours. Health data was also provided by the
existing monitoring and management system. The dataset is further described in (Gabel et al.,
2012). The size of the logs (12TB per day) and their commercial nature prevents their use outside
Microsoft.

For our new approach in LIFT we will use a new dataset with similar parameters, possibly
from the same similar system, as the previous dataset is no longer available.
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Chapter 6

Financial Monitoring

6.1 Motivation
In this scenario we monitor the fundamental values of assets in financial markets in order to detect
speculative bubbles. The goal is to design a monitoring system that determines the deviation of
asset prices from their fundamental value based on asset price correlations and financial news.
The vast amount of financial assets and asset prices as well as financial news requires an amount
of computation power that can only be provided cost-efficiently by large-scale distributed systems,
e.g., a cloud. To process a realistic amount of data on a real-world distributed systems, the com-
munication overhead of distribution has to be drastically reduced in order to comply with network
capacities. We employ LIFT techniques, i.e., the safe zone approach, to reduce communication by
processing data locally and inferring global values without communication.

According to mainstream economics, on a perfect market, the fundamental value of an asset is
equal to its price (Fama, 1970). However, actual markets never fully fulfill the criteria of a perfect
market, such that there is a discrepancy between the fundamental value of an asset and its price
(Grossman and Stiglitz, 1980). This value can be calculated by summing up all future cashflows
the asset generates, discounted to the present day. This method is called discounted cashflow and
the estimated value is denoted fundamental value (Kruschwitz and Löffler, 2006).

If the fundamental value of an asset is known, the deviation of the current price from it can be
calculated and thereby it can be determined if an asset is well priced, undervalued or overvalued.
This information is highly important to investors for the evaluation of investments in terms of
return and risk. It is also important to market authorities to detect and prevent adverse market
behavior. An example for such adverse behavior are speculative bubble, i.e., trade in high volumes
at prices that considerably deviate from the fundamental value (King et al., 1993). Being able to
predict the fundamental value of assets for the present day enables market authorities to detect
speculative bubbles and take measures to prevent, or decrease their adverse effects.

In retrospective, the fundamental value can be computed with high accuracy, as the cashflows
of a long period are known and the discounting factor ensures that the unknown cashflows have
only little impact on the overall value. However, predicting the fundamental value, even for the
present day, is a difficult problem, because not only future cashflows are unknown but also present
cashflows are usually unaccessible (e.g., the earnings of a company are only published quarterly).

In preliminary experiments we found solid indication that correlations of asset prices as novel
features yield predictive power to detect speculative bubbles in the stock market. We now want
to investigate their predictive power as features in a dynamical model of the asset market, where
the goal is not only to detect bubbles, but to predict the deviation of an asset’s price from its
fundamental value. Furthermore, (financial) news provide an insight to real-world events affecting
financial markets. We want to investigate the possibility of improving the prediction by including
features derived from financial news, e.g., topics or keywords in related articles.

Once the model has been trained, the task is to monitor the deviation of asset prices from
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their fundamental value. One application is to find sets of assets that are undervalued and thus
are a good investment. Another application is to find sets of assets that are overvalued, i.e., that
form or are part of a speculative bubble. As the number of subsets that have to be monitored is
potentially the size of the powerset of assets in the market, an efficient method of monitoring is
essential for this task.

6.2 Scenario Description and Formalization
Given a set of assets, their prices for a larger timespan and their fundamental values deduced
from published fundamental indicators (e.g., balance sheets of companies), we learn a function
that predicts the deviation of the current price of an asset from its fundamental value. To learn
this function we use ridge regression (also known as regularized regression) on a novel feature
space of correlations as well as features derived from financial news. Once the function is learned,
we monitor the function with respect to a threshold on the deviation of asset prices from their
fundamental value. If the deviation is larger than a given threshold for a set of assets, this set is
affected by a speculative bubble.

Because in todays markets, assets are highly interdependent, even for different markets (e.g.,
the impact of the housing market on the stock market in the 2007 financial crisis), it is not sufficient
to monitor markets individually. To reliably model even only a single market, as many assets from
as many different markets as possible have to be taken into consideration. The ultimate goal is to
monitor all financial assets and their interdependencies simultaneously and in real-time. This task
requires large amounts of computing power, which can only be provided by large-scale distributed
systems, like clouds. Even for smaller markets, the advantages in terms of costs per computing
power of large-scale distributed systems over workstations are considerable, further supporting the
development of a distributed monitoring system.

Using such a large-scale distributed system increases the overall computation power on the cost
of communication overhead. As the amount of communication essentially grows quadratically with
the number of sets of assets in a market that are to be monitored, which is exponential in the size of
the market, communication reduction is vital for distributed monitoring of large markets, because
communication can otherwise exceed the network capacity in a distributed system, rendering most
of its computation power useless. Using the safe zone approach (Sharfman et al., 2007), we are
able to monitor all interesting sets of assets in a market on a distributed system (e.g., a cloud)
while reducing the communication overhead significantly.

By imposing a hierarchical structure on the sets of assets using the attributes of the assets
(e.g., country of origin, asset type, or sector), we can further reduce computational complexity.
By exploiting the hierarchical structure to resolve safe zone violations we can further reduce the
amount of communication.

Formally, given a market A = {a1, ..., an}, we want to learn a function

f : (2A,N)→ R ,

where for a set of assets A ⊆ A and a point in time t ∈ N, f(A, t) is the average deviation of
asset prices of assets in A from their fundamental value. As speculative bubbles are defined as
large overvaluations, we can formalize the task of detecting speculative bubbles as monitoring the
function f according to a threshold θ:

f(A, t) > θ ⇒ The set of assets A is affected by a speculative bubble at time t .

After having formally defined the scenario, we now want to present an approach to modeling
our objective function. Therefore, we approximate the objective function by a linear model on a
non-linear feature space of asset prices and pairwise correlations. Using a feature map Φ, we can
represent our function as

f(A, t) ≈ f(A, t) =< Φ(A, t), ~w > .
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Now, assume we are given a set of examples

E = {((A, t), y)|t ∈ N+, A ⊆ A, y ∈ R} ,

where y is the target value. We can learn our linear model by using regression techniques, such
as ridge regression. This linear model is then monitored.

6.3 Requirements Analysis
The monitoring of the deviation of asset prices from their fundamental value on a large financial
market requires an amount of computation power that can only be provided cost-efficiently by a
large-scale distributed system (e.g., a cloud). The local nodes in the distributed system get sets
of assets assigned and receive a stream of asset prices for those assets. Asset prices are updated
daily, minute-wise or even in real-time. While in preliminary experiments, only a part of the
stock market is used, the goal is to include as many asset markets as possible to our monitoring
framework, such as the bond market, resources and foreign exchange rates. Furthermore, each
node receives news articles related to the assigned assets. These are locally preprocessed in order
to extract additional features which then supplement the stream of asset prices.

Because our method requires an amount of communication quadratic in the number of sets of
assets that are monitored, which is exponential in the number of assets on the market, network
capacities in the distributed system can be exceeded quickly. LIFT provides the means to reduce
communication down to a level where networks are able to handle the amount of communication
without delay.

The main technique we use for communication reduction is the safe zone approach, respectively
the geometric approach. We construct geometric safe zones in the domain of our function which
ensure that, as long as no local safe zone is violated, the global function value does not cross a
given threshold.

While the safe zone approach is applicable and led to communication reduction in preliminary
experiments, the amount of reduction of this technique alone might not suffice. Therefore, we
want to implement a hierarchical structure on sets of assets in order to be able to resolve safe zone
violations on a low level of the hierarchy. This way, full synchronizations of the whole system can
be avoided, greatly increasing the amount of communication reduction. However, further research
on the hierarchical safe zones has to be conducted.

6.4 Employed Data Sets
For our experiments we use stock market data, as it is publicly available and the fundamental
value of stocks can be estimated in retrospective using fundamental indicators from the balance
sheets of the corresponding companies.

We acquired all publicly available stock prices from google finance (www.google.com/finance),
for which historical prices are available. This dataset comprises daily stock prices of 7949 stocks
from 1.1.1970 until now. We also obtained the annually earnings per share of all companies listed
in the DAX (german stock index) from their published balance sheets for the years 2007, 2008,
2009 and 2010.
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ABSTRACT
A basic task of urban mobility management is the real-time moni-
toring of traffic within key areas of the territory, such as main en-
trances to the city, important attractors and possible bottlenecks.
Some of them are well known areas, while while others can ap-
pear, disappear or simply change during the year, or even during the
week, due for instance to roadworks, accidents and special events
(strikes, demonstrations, concerts, new toll road fares). Especially
in the latter cases, it would be useful to have a traffic monitoring
system able to dynamically adapt to reference areas specified by
the user.

In this paper we propose and study a solution exploiting on-board
location devices in private cars mobility, that continuously trace the
position of the vehicle and periodically communicate it to a central
station. Such vehicles provide a statistical sample of the whole
population, and therefore can be used to compute a summary of
the traffic conditions for the mobility manager. However, the large
mass of information to be transmitted and processed to achieve that
might be too much for a real-time monitoring system, the main
problem being the systematic communication from each vehicle to
a unique, centralized station.

In this work we tackle the problem by adopting the general view
of distributed systems for the computation of a global function,
consisting in minimizing the amount of information communicated
through a careful coordination of the single nodes (vehicles) of the
system. Our approach involves the use of predictive models that
allow the central station to guess (in most cases and within some
given error threshold) the location of the monitored vehicles and
then to estimate the density of key areas without communications
with the nodes.

1. INTRODUCTION
In the context of urban mobility management, a basic task re-

quired by administrators is the monitoring of traffic within a vari-
ety of key locations: main gateways to the city, important attractors
and possible bottlenecks. Some such locations ar well known, and
therefore a monitoring environment can be set up by means of road-
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side sensors (including cameras), although set up and maintenance
costs might be significant for large cities. Other key areas can ap-
pear, disappear or simply change with time, due to seasonality or
special events. For instance roadworks, accidents or events such
a strikes, demonstrations, concerts, new toll-road fares can change
the status of the city, and make some areas more critical than usual.
In these cases, it would be useful to have a traffic monitoring sys-
tem able to dynamically adapt to reference areas specified by the
user.

A solution can come from recent, growing trends in the deploy-
ment of on-board location devices in private cars mobility. Such
devices continuously trace the position of the vehicle, and peri-
odically communicate it to a central station, that stores it. Such
vehicles provide a statistical sample of the whole population, and
therefore can be used to compute a summary of the traffic condi-
tions for the mobility manager. The analytical power of detailed
and massive GPS trajectory in unveiling the patterns of human mo-
bility behavior data has been shown in [1]. However, the large
mass of information to be transmitted and processed to achieve that
might be too much for a real-time monitoring system, the main
problem being the continuous communication from each vehicle to
a unique, centralized station. In this paper, we use a massive tra-
jectory dataset consisting of approx. 1.5 million travels, sampled at
a high rate from more than 40,000 private cars tracked for a month
in a 50 square km area in Tuscany, Italy — a dataset which clearly
illustrates the computational and economic challenge of continuous
transmission to a central server.

Recently, safe zones were introduced as a principled mechanism
for the efficient distributed computation and monitoring of a global
aggregate function, consisting in minimizing the amount of infor-
mation communicated through a careful coordination of the indi-
vidual nodes (vehicles, in our domain) [2, 3]. The basic idea is
that each node is instructed on how to check locally whether its
changes of position can have a relevant impact on the global func-
tion, or not. In the negative case, no communication is needed. Of
course, that implies a reasonable definition of relevant impact, as
well as some computational capability at the node level to check it.
The safe zone idea, realized through clever computational geomet-
ric methods, has the potential of drastically reducing the number
of communications between the distributed nodes and the central
station, and we checked empirically that this is the case also in our
urban mobility setting.

In this paper, we ask the following question: can the amount of
needed data transmissions from distributed cars to central station
be further reduced by taking into account the regularity of human
mobility? We know that the way people move is highly predictable:
we tend to follow daily routines, dictated by our social constraints,
so that the degree of entropy of our whereabouts very small, as



shown by many recent empirical studies on large scale data on hu-
man mobility patterns and profiles [4, 5, 6]. Our idea is conse-
quential: if human travel is often systematic and repetitive, we can
exploit such regularity to avoid transmitting data whenever we fol-
low our routines, and instead transmit when we are movements are
outside our typical behavior. In this sense, our aim is to exploit the
fact that the distributed system of cars and central station is techno-
social, and therefore it follows not only general laws dictated by
geometry and mathematics, but also statistical laws dictated by hu-
man behavior. We want to use both properties to optimize the dis-
tributed computation, and empirically measure the obtained results
over realistic scenario. We describe in this paper how to achieve
this goal based on mining different kinds of mobility profiles from
the GPS trajectory data, and show how this novel data-driven ap-
proach significantly improves over the safe-zone approach.

2. RELATED WORKS
The topic of this paper lies at the crossroad of two research fields:

the distributed computation of global functions (a specific instance
of which is treat in this work), and the computation of predictive
models for mobility.

The global function considered in this paper is essentially a sum
of variables, each of them derived from the location of an object.
Existing works in literature provide solutions for this case, for in-
stance [2] deals with the problem of checking whether a linear sum
of variables crosses a given threshold, and develops conditions that
allow the central node to correctly test the threshold check even if
some node does not communicate its latest values. More recently,
also some general approach for very general classes of functions
have been proposed in [3], essentially allowing any function that
can be expressed as f(x̄), where x̄ is the average of the individ-
ual vectors of variables (one vector for each node of the network)
and f is any function. The latter is based on the concept of Safe
Zones, i.e. sets of values that an individual vector of variables can
assume without affecting the global function significantly, i.e. as
long as the vector lies within its Safe Zone, the global function is
guaranteed not to cross the threshold even if the coordinator still
uses older values of the vector. The Safe Zone approach works
particularly well when the individual vectors are expected not to
change too much in time, while they might be less effective when
significant variations are common. In the specific context consid-
ered in this paper, the individual vectors are locations of vehicles
and derived quantities, which typically can have large variations
during the day, therefore the Safe Zone approach is expected meet
efficiency issues. Similar considerations have been performed in
[7], in the area of distributed query tracking. Their basic idea con-
sists in combining data compression methods for limiting the size
of the transmitted data (namely, sketches) with a predictive model
that allows to avoid communication whenever a node behaves as
expected. In our work we try to merge the Safe Zones ideas (though
limited to the simplest case, since we deal with a linear function)
with the use of predictive models suitable for mobility data.

The kind of predictive model required by our application should
describe the expected mobility of a moving object throughout a typ-
ical day. Therefore, we are interested in extracting periodic patterns
of movements, that link the routes followed with their time within
the period (e.g. the hour of the day). In literature, the work in [8]
approaches this problem by partitioning the period (e.g. the day)
into time slots (e.g. hours), and defining a periodic pattern as a de-
scription of a representative location for each time slot (or * if no
such representative can be found). Another approach, described in
[5], consists in looking for typical trips, i.e. trips that repeat them-
selves approximately several time in the history of an individual,

Figure 1: Example of vehicle density estimation for a reference
point RP1, on a single dimension, with a Gaussian kernel.

thus considering whole routes. The basic analytical methods derive
from trajectory mining tools previously developed and combined
into the M-Atlas framework [1]. Both approaches – location-based
and route-based – are considered in this paper, adapted to our con-
text and experimentally compared.

3. PROBLEM DEFINITION
Our reference application consists in evaluating the density of

vehicles in correspondence of a given set RP of nRP points in
space, called reference points. In particular, density is estimated
through a kernel-based approach, i.e., the density in a point is com-
puted by counting all vehicles in space, yet weighted according to
their distance from the point.

The application involves a central controller that computes (or
estimates) the vehicle densities, and a set of nodes, each repre-
senting a vehicle. Each node receives a stream of location updates
(coming from the on-board GPS device) and communicates the new
location to the controller whenever needed to keep the global den-
sity estimates correct.

Definition 1 (DMP: DENSITY MONITORING PROBLEM).
Given a set RP = {RP1, . . . , RPnRP } of nRP reference points,
a set V = {V1, . . . , VnV } of vehicles and a kernel function K(.),
the density monitoring problem consists in computing, at each time
instant, the function fDMP (V ), defined as fDMP (V ) = [K1, . . . ,
KnRP ]T , where:

∀1 ≤ i ≤ nRP . Ki =

nVX
j=1

K(V xy
j −RP xy

i ) (1)

Here, V xy
j ∈ R2 and RP xy

i ∈ R2 represent, respectively, the
actual position of vehicle Vj and the position of reference point
RPi.

In this paper the kernel function used is a Gaussian as shown in
Figure 1 where the the DMP for a single reference point is repre-
sented as sum of the contributions given by six vehicles.

Whenever the number nV of vehicles or their location update
frequency (or both) reach high values, it is necessary to trade the
exactness of the estimation defined above with a reduction of in-
formation exchange and processing. The loss of precision, in our
context, is bounded by a parameter ε, that represents the deviation
from the exact output for the DMP.

Definition 2 (ADMP: APPROXIMATE DMP). Given a DMP
with reference pointsRP = {RP1, . . . , RPnRP }, vehicle set V =



{V1, . . . , VnV } and kernel function K(.), and given an error tol-
erance parameter ε, the approximate density monitoring problem
consists in computing, at each time instant, a function fADMP (V )
that approximates fDMP . In particular, given the following error
function:

error(KA,K) =
nRP
max
i=1
|KA

i −Ki|

where K = fDMP (V ) and KA = fADMP (V ), it always holds
that error(fADMP (V ), fDMP (V )) ≤ ε.

In other words, given an error threshold ε we require that the
density estimate of each single RP provided by fADMP differs at
most of ε from the corresponding value provided by fDMP .

Solving a DMP or a ADMP consists essentially in defining a
process able to satisfy their requirements in every possible status
and evolution of the overall system. The latter aspect can be mod-
eled by a stream of status changes that each node senses during the
monitoring period; the “process”, then, basically defines a proto-
col used by nodes and controller to communicate only the essential
information needed to satisfy the requirements of the (A)DMP.

In this paper several different ADMP solutions will be explored,
in order to evaluate the impact of applying different levels of in-
telligence (in particular, learning from history) and usage of back-
ground knowledge.

4. BASIC APPROACHES FOR DISTRIBUTED
DENSITY MAP MONITORING

Level 0: Communicate all
The trivial solution to the ADMP problem consists in having all
the nodes sending an update to the controller for each update they
receive. Obviously, that allows the controller to produce a perfect
estimate of the global function (it actually yields a solution for the
DMP problem, equivalent to ε = 0), since it always knows the ac-
tual value of the variables it involves, at the price of communicating
everything.

Level 1: static Safe Zones
This solution follows strictly the ideas based on Safe Zones [3], and
therefore assumes that most objects are static or most of the time
they move around some specific points in space, such as the home
or work location. The basic idea, then, is to define a default location
for each object v, and when no update arrives to the controller, it
assumes that v is inside its default location.

More concretely, through analysis of historical data each node
can be assigned to an optimal location that is used as its default po-
sition; then, basically the controller computes densities assuming
that each node lies in its default position. Each node has assigned
a geographical area such that, as long as it moves within that area
the value computed by the controller is still a good approximation
(w.r.t. the error threshold ε provided as parameter of the applica-
tion). When the node moves outside its given area, it communicates
the location update to the controller, which will use it to compute a
correct estimation.

However, the context of mobility is characterized by massive and
rapid changes in the data, since locations are highly dynamic, mak-
ing this approach inadequate. For this reason, we will not further
consider it, and instead will propose a variant that (in principle)
better fits our scenario.

Level 2: adaptive Safe Zones
The basic assumption behind this approach is that the objects are
not necessarily static, yet their movements are relatively slow. As

an effect, when an object visits a given location, its associated re-
gion (see description of static Safe Zones above) will most likely
contain several of the next locations of the object, yet no single
location is able to capture a large part of the mobility of the object.

The protocol works as for static Safe Zones, but when an update
must be communicated, the node is assigned to a new default loca-
tion and to its corresponding geographical area, computed around
its most recent measured location. Recomputing a new region (es-
sentially, a new Safe Zone) is made possible and easy by the lin-
earity of the global function to monitor (a sum of contributions),
which enables to modify the Safe Zone of a node without compro-
mising those of other objects. This kind of approach is much more
problematic in contexts where the global function is more com-
plex, since in those cases a change to a single object might involve
changes to several other objects to reach an overall balance.

5. DISTRIBUTED DENSITY MAP MONITOR-
ING BASED ON PREDICTIVE MODELS

Since recent studies on human mobility claim that the latter is
dominated by regular movements and therefore is highly predictable
[4], here we analyze a segment of recent history of each node, in
order to identify its regularities and use them as models to predict
their locations in the next future. In particular, two variants of this
idea are considered:

Most Frequent Location (MFL): we assume that the average user
tends to visit (or cross) everyday the same places at the same
hour of the day, therefore we look for single spatio-temporal
locations that occur frequently, i.e., in many different days
of the period. In this approach we do not try to link the
frequent locations of a node, therefore the predictive model
might contain consecutive sequence of locations that do not
form consistent trajectories.

Mobility Profiles: here we make a stronger assumption, i.e. that
the user tends to repeat the same trips everyday (home-to-
work, and vice versa, for instance), thus involving an higher
level concept of frequent trip, that requires a coherent se-
quence of spatio-temporal locations.

Both approaches create a typical daily schedule of each user,
possibly with gaps for those moments of the day where the his-
torical data did not reach a consensus on which location/trip to as-
sociate to them. The protocol, then, consists in letting the controller
use at each instant the location predicted by the predictive model.
In case of gaps (therefore no suggestion is provided by the predic-
tive model) a default model is applied whose prediction is equal
to the last known real location of the object. This is equivalent to
adopt an adaptive Safe Zones solution limited to the gaps.

We remark that the Mobility Profiles approach implicitly adds a
coherence constraint in the predictive model generation, therefore
it will tend to produce predictive models with more gaps than the
Most Frequent Location approach, yet the predictions provided are
more likely to be reliable. Essentially, here we trading coverage for
accuracy (to use information retrieval terms), and it is not clear a
priori which solution might yield the best trade-off.

We collectively name the approaches mentioned above as proto-
cols of the family Level 3: predictive models. In the following we
describe the extraction and usage of the two variants.



5.1 Level 3.1: Most Frequent Location

5.1.1 MFL definition
In order to exploit the mobility habits of people, we start to build

schedules of expected behaviors by using their most frequent vis-
ited locations. To do so, we need to acquire mobility information
during a training period where the learning of habits will take place,
then define frequency thresholds and build for each user a schedule
that associates each time slot of the day to the most frequent loca-
tion that occurred in that time slot throughout the training period,
filtering out those locations that have an insufficient frequency w.r.t.
the given threshold. The kind of model built with this approach is
similar to the one described in [8].

Definition 3 (MFL USER DAILY SCHEDULE). A MFL sched-
ule is defined as the time-ordered set of the most frequent locations
visited by an user within a specified observation periods. The daily
schedule is discretized in time slots of equal durations.

In order to identify what are the most frequent locations, de-
fined by their GPS coordinates, we impose two constraints: (i) a
time constraint, (ii) a spatial constraint. These two information are
needed to build and align the daily schedule of a user.

Definition 4 (TIME SLOTS). To determine to which time in-
terval belong each single location we split each day in several slots
of the same size. We define ∆t as the time span that identifies the
width of time frame reserved to each slot.

Once defined a set of time slots we assign to each of them the set
of locations visited by the user during the time slot. From this set
we want to obtain a single representative location. A wide set of
alternatives are possible to decide which location to choose as rep-
resentative of the set (compute the center of mass, took the centroid,
etc.). In this paper we choose to maintain the most dense location,
i.e. the location that has the largest number of observations close to
itself.

Definition 5 (SPATIAL RADIUS, NEIGHBORS). Given a thresh-
old ∆s, called spatial radius, two locationsA andB are considered
neighbors if ||A− B||∞ ≤ ∆s, i.e. all their coordinates differs at
most by ∆s.

5.1.2 MFL extraction
Once we have for a specified user a complete schedule of the

visited locations during different days we need to synthesize a gen-
eral schedule. In order to do it, we align all the daily schedules by
collecting for each time slot all the observed locations that corre-
spond to the time slot over the whole period; then, we calculate the
most frequent location for each time slot. To avoid situations where
the most frequent location appears only in a small fraction of the
analyzed period, we impose a minimum support threshold.

Once this model is built we can use it as a proxy for the user
mobility behaviour to the extent of predicting the location in which
the user will be at a given time.

5.1.3 MFL-based prediction
The prediction phase rely on a direct query to the MFL schedule

for the desired user. Given a query, defined as couple (u, t) com-
posed by the user u and a timestamp t, we map t into the relative
time slot and retrieve the MFL for the user u in that time slot, if
it is defined. If a MFL for timestamp t does not exist, we apply
a default model, that always suggests the last known location (i.e.,
the last one communicated to the controller).

5.2 Level 3.2: Mobility Profiles

5.2.1 Mobility profiles definition
We recall the concepts introduced in [5] where the user’s his-

tory is defined as ordered sequence of spatio-temporal points H =
〈p1 . . . pn〉 where pi = (x, y, t) and x, y are spatial coordinates
and t is an absolute timepoint. This history contains different trips
made by the user, therefore in order to distinguish between them we
need to detect when a user stops for a while in a place. This points
in the stream will correspond to the end of a trip and the beginning
of the next one:

Definition 6 (USER’S TRIPS). Given the history H of a user
and the thresholds thstop

spatial and thstop
temporal, a potential stop is de-

fined as a maximal subsequence S of the user’s history H where
the points remain within a spatial area for a certain period of time:
S = 〈pm . . . pk〉 |0 < m ≤ k ≤ n ∧ ∀m≤i≤kDist(pm, pi) ≤
thstop

spatial ∧ Dur(pm, pk) ≥ thstop
temporal. Finally we define a trip

as the subsequence T of the user’s history H between two consec-
utive stops in the ordered set S or between a stop and the first/last
point of H .

where Dist is the Euclidean distance function defined between the
spatial coordinates of the points, and Dur is the difference in the
temporal coordinates of the points. Our objective is to use the user’s
trips in order to find his/her routine behaviors, this can be done
grouping together the trips using a spatio-temporal distance func-
tion and extracting the medoid trip:

Definition 7 (ROUTINE). Given a trip group g with at least
thsupp elements and the distance function δ used to compute it, its
routine is defined as the medoid of the set, i.e.:

routine(g, δ) = arg min
t∈g

X
t′∈g\{t}

δ(t, t′)

where thsupp is the minimum size threshold used to reeve small
groups which are not considered useful. Now we are ready to define
the users mobility profile as the set of routine discovered over the
history of the user:

Definition 8 (MOBILITY PROFILE). Given a set of trip groups
G of a user and the distance function δ used to compute them, the
user’s mobility profile is defined as his/her corresponding set of
routines:

profile(G, δ) = {routine(g, δ) | g ∈ G}

The mobility profile in other word represents a summarization
of the movements of the user discarding the small variations which
appear occasionally in his history.

5.2.2 Mobility profiles extraction
The extraction of mobility profiles from the user history is imple-

mented as a sequence of modules which realizes the steps described
above: Stop detection, Trip generation, T-Clustering equipped with
a spatio-temporal function called Synch Route Similarity. The first
module analyzes the user’s history checking if the spatial distance
between two consecutive points is lower than the threshold thstop

spatial,
when this happens the modules incrementally checks, and eventu-
ally stores, the following points until the constraint is not satis-
fied anymore. At the end of this process the module checks if the
the sequences found satisfy also the temporal constraint using the
thstop

temporal threshold, if this is satisfied the sequence will be con-
sidered as a stop for the user. The second module builds the trip



Figure 2: An example of mobility profile extraction: (a) The entire set of trips of a user, (b,c) the two clusters extracted, and (d) the
remaining trips which are not periodic.

as sub-sequences of points between the begin and the first stop,
each two consecutive stops and between the last and the end of
the history. The last module runs a density-based algorithm called
T-Clustering [9] using a spatio-temporal distance DSRS which is
a slight modification of the Route Similarity. This distance func-
tion starts comparing the initial timepoints of the two trips and it
the temporal distance between the two are more than a give thresh-
old (i.e. one hour) it returns an infinite distance without any fur-
ther computation, otherwise it returns the distance computed as the
route similarity. To obtain the clusters the T-Clustering algorithm
checks if the following predicate is satisfied:

DSRS(t1, t2) ≤ (t1.lentgh+ t2.length) ∗ cPRadius

where cPRadius is a the Spatial Profile Radius representing the tol-
erance used in the profile construction.

At the end of the process the clusters are filtered by their size,
defined as number of trips, using the thsupp threshold. Finally,
from each survived clusters a medoid is extracted and grouped ob-
taining the mobility profile of the user. In Figure 2 a real example
is presented: here the user’s trips are shown (a) including both the
systematic and occasional ones, in (b) and (c) the two clusters ex-
tracted are presented showing a group of trips which are similar and
synchronous, and in (d) the other trips which are the occasional
movements that will be not considered. It is important to notice
how the two clusters are very similar but reversed in the direction,
this is usual due the fact that a big percentage of the users have two
main reasons to move: going from home to work and viceversa.

5.2.3 Mobility profile-based prediction

Figure 3: A profile composed by three routines. Only part of
the day is covered, while holes are filled by the default model

Having extracted the user’s mobility profile, we want to use it to
predict the user’s position at a certain time. It is important to notice
that a mobility profile does not necessarily cover the whole daily
schedule of a user. Let consider the two possible cases shown in

Fig.3: (i) the prediction is made for the time instant t1, correspond-
ing to a period of the day where the profile is defined, and (ii) the
prediction is made for the time instant t2 corresponding to a period
of the day where the profile is not defined.

In the first case the prediction will be the spatial interpolation be-
tween the two temporally closest points which surround t1, namely
p1 and p2. In the other case the prediction will be the last known
point of the routine preceding temporally t2, namely p3. This corre-
sponds to adopt a default model that always suggests the last known
location, as done for MFL.

6. EXPERIMENTS
In this section we evaluate the different approaches presented in

the paper, measuring the communications they save over the trivial
protocol (“communicate all”).

6.1 Dataset description
The dataset used in the following experiments is produced by a

set of 40,000 cars, which represents the 2% of circulating cars in
the coastal area of Tuscany. These points were tracked using GPS
receivers with a sampling rate of 30s and a positioning system error
of 10-20m in normal conditions over a period 5 weeks. The area
covers a large territory with mixed land usages (residential areas,
industrial zones, countryside, suburbs, etc.). The dataset was col-
lected by Octotelematics S.p.A.[10], and a small sample is shown
in Figure 4. Previous experiences on this data source (e.g. [1])
provided strong evidence of its validity and representativeness.

6.2 Experiment setup
A crucial aspect of the application is the position of the RPs in

space. In order to test the effectiveness of the methods on a real
scenario, we decided to use the positions of a set actual sensors
used by the mobility agency in Tuscany, placed on the main gates
of the city of Pisa plus one over the main bridge of the city center
and two on two important neighboring towns. In Fig.5 the complete
set of sensors is shown, and in Fig.6 a detail of Pisa is shown where
each entrance of the city is monitored. The physical devices placed
on the territory are permanent sensors based on laser technology,
which can count the number and estimate the speed of cars passing
nearby.

The testing of the methods presented in this paper requires to
consider the following kinds of parameters:

• data-dependent parameters: in particular, we consider the
sampling rate of the input GPS data in terms of average time



Figure 4: Sample of the dataset used for experiments

Figure 5: Location of RPs adopted in the experiments, and
buffers representing kernel widths for the density computation

Figure 6: A detailed view of the sensors and the focal area in
the city of Pisa

gap between consecutive location updates received by the ve-
hicles. Where not explicitly mentioned, the sampling rate
will be set to the default value of one point every 5 minutes
(average);

• application-dependent: beside the set of RPs, which was cho-
sen and fixed above, the application requires to specify (i) the
width of the kernel adopted in computing the density over
each RP, and (ii) the maximum (absolute) error tolerated in
computing such densities. The width of the kernel is ex-
pressed as the distance for the vehicle at which its weight in

the density computation is equal to 0.1. Where not explicitly
mentioned, such width is set to 4 km. The error threshold,
instead, is set to 5% of the overall average density of all RPs;

• predictive model-dependent: each predictive model is built
on the base of its own parameters. In particular, we will
explore the impact of the model spatial radius used, which
defines how accurate must be the model. The lower is the ra-
dius, the higher is the accuracy but also the higher is the num-
ber of gaps in the model, since it is more difficult to find sat-
isfactory predictive models. Where not explicitly mentioned,
the spatial radius for the Most Frequent Location model is set
to 1 km, and the Profile spatial radius is set to 0.3. Moreover,
the temporal granularity adopted in MFL (i.e. the ∆t used
to define time slots) is set to the double of the data sampling
rate, in order to have on average two points for each time
slot.

In the following sections we will study the impact of the ap-
proaches proposed, and provide some spatial exploration of the re-
sults.

6.3 Data sampling rate
In this section we present an overall study of the performances

of the system using the different methods discussed in the paper,
compared against the trivial protocol Level 0 (“communicate all”).
In Fig.7 we show the communication rates varying the sampling
rate of the data:

Adaptive SZ : the increasing trend shows that the adaptive Save
Zones solution is affected by the sampling rate. Indeed, longer
temporal gaps between location updates means an higher spa-
tial distance between them, rising the probability of crossing
the actual Safe Zone, and therefore requiring to communicate
and update the Safe Zone more frequently;

MFL : we can see that the communication rate increases very
quickly, due the fact that with an higher sampling rate the
method cannot find (dense) groups in the time intervals. This
affects mostly the MFL models of users with a small number
of points, which become less stable or disappear completely;

Profiles : the Profiles-based solution appears extremely stable while
changing the sampling rate, thanks to the fact that it tries to
find a systematic whole trip of the user, with the result that
the profiles which are extracted with different sampling rates
are composed by less points but maintain their semantics, i.e.
they still describe the same trip (though less accurately).

6.4 Application-dependent parameters
The impact of these parameters is very regular. Therefore, due

to space limitation, we simply summarize their overall effect.
The width of the kernel (expressed as a distance, as described

above) was studied in the range of values between 1 km and 10 km.
In all methods applied, the communications increase monotonically
with the kernel width.

Similarly, the density error threshold was studied in the range
of values between 1% and 10% of the overall average of densities
over all RPs. In all methods applied, the communications decrease
monotonically with the error.

6.5 Model-dependent parameters: MFL
Fig.8 shows the number of MFL models created while changing

the spatial radius parameter, hence the number of users which has a



Figure 7: Overall analysis of the four methods varying the sam-
pling rate of the data.

Figure 8: Number of MFL models created by the nodes using
different tolerance values.

frequent behavior in at least a time interval. The trend is clearly in-
creasing and tends to reach saturation. However, as shown in Fig.9,
this does not mean that the performances of the method increase as
well, in fact the total communication rate slightly increases with in-
creasing tolerances, highlighting the fact that the MFL models cre-
ated are not good in the prediction. The figure also shows the ratio
of updates for which MFL could be applied (i.e. MFL provided a
prediction) with success, thus saving a communication. Similarly,
it shows the ratio of updates for which MFL could not apply, yet
the default model successfully avoided the communication. We can
see that the two ratios are rather symmetric, therefore resulting in
overall very stable communication savings.

6.6 Model-dependent parameters: Profiles
In this section we present the performances obtained using the

Profiles approach. As described in Section 5.2 here during the ini-
tial phase each node builds a profile and sends it to the controller.
Then, when the system starts, the nodes check if their actual posi-
tions are coherent with their profiles. If not, they communicate to
the controller, otherwise nothing is communicated, since the con-
troller can predict the position using the profiles. In Fig.10 we show
how the Profile spatial radius value changes the number of profiles
extracted during the initialization phase: increasing the radius the
number of profiles increases, i.e. the number of nodes who have a
profile. Indeed, higher radii make the similarity between the user’s
trips less strict, thus making the formation of groups and profiles
easier. It is interesting to notice how the number have a big in-
creasing when the radius passes from 0.3 to 0.5 detecting a crucial

Figure 9: MFL performances compared to adaptive Safe Zones
approach and the communication saved by MFL and default
model.

Figure 10: Number of profiles created by the nodes using dif-
ferent tolerance values.

Figure 11: Profiles and adaptive Safe Zones performances and
communication saved by profiles and default model.

point for the profile construction. Having more profiles does not
mean to have better performances. Indeed, loose profiles lead to
loose predictions. This can be seen in the Fig.11 where the perfor-
mances of the system remain almost the same even if the number of
nodes with a profile increases. Moreover, with radius equal to 0.3
the performances decrease, meaning that a critical point is reached
and the profiles become too loose and the errors in profile predic-
tion becomes higher. If Fig.11 we compare the performances of the
profile approach against the adaptive Safe Zones. As we can see,



Profiles gain a saving of 6.5%, meaning that the concept of profiles
actually produces significant benefits. More in detail, analyzing the
communications saved by the profiles and the default model (used
when there is no profile to apply) we can see that profiles tend to
replace the default model, improving the overall performances.

6.6.1 Spatial exploration of results
In this section, we provide an exploration of the performance

results on the map. Fig.12 shows where the relative errors occur
during the execution of the system. The color scale goes from red,
representing a big percentage of errors, to blue which represents a
small percentage of errors. Clearly, the error percentage is affected
by the proximity to the RPs, in fact the error threshold is more likely
exceeded in proximity of each focal point where the kernel function
reaches the maximum. In other words, in those areas a small error
in the location prediction leads to a big error on the density com-
putation, therefore causing more likely a communication from the
node to the controller. Fig.13 shows a detailed view of the city at

Figure 12: Distribution of relative errors occurred during the
system execution.

Figure 13: A detailed view of the relative error distribution in
Pisa city using a smaller granularity.

a finer granularity, which is covered by several RPs. It is clear how
the distribution of the errors in space is not homogeneous, in fact
the city center (where an RP is placed) seems to be less affected by
errors than the main gates and their relative roads.

7. CONCLUSIONS
In this work we developed and compared several approaches to

the problem of computing population density over key areas in a
distributed context, trying to reduce as much as possible the com-
munication required. The approaches mainly differed for the way
they tried to exploit the recent history of the moving objects in-
volved, in some cases by estimating an optimal static default loca-
tion for each object, in other cases by learning their mobility habits
and exploiting them as prediction means. The experimental com-
parisons performed provided several insights on the effectiveness
of each approach, in many cases with surprising outcomes.

Several new questions and open issues arose during the develop-
ment of this work. We mention three of them: (i) since the compu-
tation involves potentially sensible information about individuals,
can the proposed framework be made privacy-preserving? (ii) are
there parts of the map more difficult to "learn"? E.g. highways
are expected to be difficult, due to the high presence of occasional
trips and occasional passers-by; (iii) if taken collectively, individual
non-systematic behaviors might form typical paths, e.g. vehicles on
the highways: how to integrate them in the framework? Aspects to
consider on this way include the fact that typical paths cannot be as-
sociated to the vehicle ID (therefore there must be a different way
to choose a "model" for a given model-less vehicle, such as prefix
match), and to mine typical paths it is needed a centralized compu-
tation, therefore nodes might send to the controller, for instance, all
trips not described by a profile.
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ABSTRACT
The organization and planning of services (e.g. shopping fa-
cilities, infrastructure) requires up-to-date knowledge about
the usage behavior of customers. Especially quantitative
information about the number of customers and their fre-
quency of visiting is important. In this paper we present
a framework which enables the collection of quantitative
visit information for arbitrary sets of locations in a dis-
tributed and privacy-preserving way. While trajectory anal-
ysis is typically performed on a central database requiring
the transmission of sensitive personal movement informa-
tion, the main principle of our approach is the local pro-
cessing of movement data. Only aggregated statistics are
transmitted anonymously to a central coordinator, which
generates the global statistics. In this paper we present our
approach including the methodical background that enables
distributed data processing as well as the architecture of the
framework. We further discuss our approach with respect to
potential privacy attacks as well as its application in prac-
tice. We have implemented the local processing mechanism
on an Android mobile phone in order to ensure the feasibility
of our approach.
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1. INTRODUCTION
The wide availability of mobile devices with localization

technology (e.g. smart phones) enables the massive collec-
tion of personal mobility data. Such data can be used for
traffic analysis and navigation as well as for the evaluation
of public events and services. However, the use of large
amounts of personal mobility data must be performed in a
privacy-preserving way because the location history of a per-
son contains very sensitive information. As pointed out in
several studies [2, 16], it is not sufficient to remove personal
identifiers from trajectory data for anonymization because
regularly visited places (e.g. home and work location) allow
the re-identification of a person. So the problem arises that,
on the one hand, people would like to utilize personal move-
ment information in various public or private services. On
the other hand, however, people do not want to be traced
and to reveal their own movement behavior.

In current literature, privacy in trajectory data analy-
sis is predominantly approached based on k-anonymity [16,
17, 1, 15]. K-anonymity ensures that the movements (or
movement patterns) of at least k individuals are always in-
distinguishable. One basic assumption when applying k-
anonymity is, however, that a trusted coordinator exists
which performs the anonymization step. This means that
prior to anonymization all trajectories have to be collected
in a central database. From a personal point of view, this
centralization step is problematic because people loose con-
trol about very sensitive data. Having in mind various re-
ports about the misuse or leakage of personal data, it is
understandable that many people do not feel comfortable
to provide mobility data to a central authority even though
it may legally ensure data privacy. In addition, the central
collection of mobility data would lead to a serious perfor-
mance bottleneck if nationwide put into practice because
massive amounts of data would have to be transmitted and
processed.

In this paper we present a distributed approach which
enables the privacy-preserving monitoring of visit quanti-
ties as defined in [11, 12]. Visit quantities measure the
spatio-temporal interaction between some population and
a given set of geographic locations (e.g. points of interest)
as shown in Figure 1. In contrast to existing approaches we
assume that the coordinator is untrusted, which means that
the anonymization has to take place before centralization.
The key element of our approach is the local evaluation of
movement trajectories so that the original mobility informa-
tion does not leave the mobile device. As the transmitted



Figure 1: The location visit problem.

aggregated statistics do not contain any personal identifiers,
we can further employ web anonymization techniques such
as onion routing [8] to prevent that the coordinator recon-
structs movement histories from several messages of a person
based on the communication protocol.

The distributed setting with intelligent mobile devices has
two further advantages. First, the user is in full control
about the kind of statistics that are transmitted to the server.
Second, the amount of transmitted data is reduced because
only aggregated statistics are sent instead of frequent up-
dates about a person’s location. In addition, the transmis-
sion must take place only on need, i.e. if the local statistic
has changed. Therefore, our approach is designed to support
large numbers of users.

The remainder of our paper is organized as follows. Sec-
tion 2 reviews related work and contrasts it to our approach.
Section 3 formalizes the visit quantification task and Section
4 presents our approach. In Section 5 we analyze the pri-
vacy framework of our approach and in Section 6 we provide
a general discussion on the applicability of our approach. We
conclude the paper with a summary and outlook on future
work.

2. RELATED WORK
In recent years a number of research results have been

published on the privacy-preserving analysis and publishing
of spatio-temporal data and especially of trajectory data
[2]. Movement trajectories are especially sensitive because
they are inherently connected to a person’s regularly visited
places such as home and work as well as to places of private
activities such as leisure or medical treatment. It is there-
fore not sufficient to simply remove personal identifiers from
trajectory data for anonymization.

The most often used method for privacy-preserving anal-
ysis and publishing of trajectory data is k-anonymity. K-
anonymity ensures that if some set of attributes acts as
a quasi-identifier, at least k records exist that show the
same combination of attribute values [19]. For example,
an approach based on spatial generalization of trajectories
has been proposed in [16], [17] obtain k-anonymity based
on point matching between trajectories and provide recon-
structed trajectories from the anonymized database for pub-
lishing, and [1] extend k-anonymity based on the co-loca-
lization of trajectories. In difference to our approach k-
anonymity assumes that a trusted coordinator exists which
collects all data in a central database and compiles the k-
anonymous data set from it. As we assume an untrusted co-
ordinator in our setting, centralization of the original move-
ment trajectories is not possible.

Besides k-anonymity differential privacy has recently been

applied to trajectory data [3]. The general idea of differential
privacy [5] is to protect sensitive information in a database
by adding random noise to the result of user queries. How-
ever, again the assumption behind the approach is that a
trusted coordinator exists, which maintains the data in a
central database and which causes a perturbation in query
results.

Our approach provides information about the visiting of
locations and is therefore related to literature on privacy-
preserving usage of location-based services (LBS). A typical
approach to anonymize LBS queries is to apply spatial cloak-
ing [14, 9], which increases the spatial granularity of a user
location until a user-specified k-anonymity is reached. This
approach requires again a trusted anonymizer in order to
perform spatial cloaking. In addition, the spatial cloaking
of position information before position evaluation prevents
the detection of visits to given points of interest (POI). A dif-
ferent approach is for the evaluation of LBS queries is taken
by [7], who use cryptographic techniques to prevent that the
queried database knows which kind of information has been
retrieved from it. However, this technique is not applicable
to our monitoring task where the coordinator must gather
statistics in a privacy preserving way.

Hoh et al. [10] have proposed a distributed framework
for the privacy-preserving monitoring of traffic, which has
a similar architecture to our approach. The authors define
virtual trip lines (VTL) on street segments. Whenever a
node detects the crossing of a VTL, it submits a message
containing the VTL identifier and its current speed to a
central server. The messages are encrypted and passed to
an intermediate proxy, which hides the identity of the lo-
cal nodes from the analysis server. The local detection of
events (i.e. crossing a VTL or visiting a location, respec-
tively) as well as the usage of an anonymous communication
architecture is similar to our approach. However, the differ-
ent evaluated functions and response requirements result in
a different methodical treatment of visit events and of mes-
sage generation. On the one hand, [10] analyze the speed of
vehicles, while we are interested in advanced count statistics.
The former requires an immediate communication of events
as the traffic monitoring is performed in real-time. In this
way it is possible to provide total counts of passing vehicles.
However, repeated visits to a location or across alternative
locations cannot be identified. This means that only the one
of our global functions, namely gross visits, could be moni-
tored with the framework of [10] for the restricted case of a
visit class vc = 1 and a location set containing only a sin-
gle location, i.e. |L| = 1. On the other hand, the response
requirement at the end of a given time period in our appli-
cation allows communication reduction. First, we aggregate
several visit events over time. Second, if the visit count does
not change between to consecutive time periods, no update
of the count is required.

3. MONITORING OF VISIT QUANTITIES
In this section we formalize the visit quantification task.

We begin with the definition of basic elements of the visit
model. Afterwards we specify the quantities that shall be
evaluated and define the monitoring task. We conclude the
section with an example application of visit quantities. The
definitions in Sections 3.1 and 3.2 have been originally de-
fined in [11, 12] and are repeated here for the reader’s con-
venience. Note, however, that we adapted the definitions



slightly to allow a precise definition of the continuous mon-
itoring task.

3.1 Basic Elements of the Visit Model
A visit is a spatio-temporal interaction between a mobile

entity and a geographic location. Let e denote a mobile
entity and l a geographic location. An entity possesses a
trajectory function, which assigns the entity’s position to
each moment in time. More formally, given some tempo-
ral coordinate system TC and some geographic coordinate
system SC, we define a trajectory function as follows:

tr : TC → {{s} | s ∈ SC } ∪ ∅. (1)

Each position is specified as singleton set so that we can
perform set operations on the trajectory. The empty set is
assigned if the entity does not exist at the given time mo-
ment. Note that we assume that each entity is represented
by its center of mass. A location is a non-empty subset of
geographic coordinate space, i.e. l ⊆ SC , l 6= ∅. Further,
we will denote sets of entities and locations by E and L,
respectively.

Having formalized mobile entities and geographic loca-
tions, we can now define the interaction between them. We
hereby follow the definition of a visit as given in [11].

Definition 1. Given a mobile entity e, a geographic loca-
tion l and a time interval ε > 0, a visit is the tuple (l, e, t1, t2)
with t1, t2 ∈ TC , t1 < t2 for which the following holds

1. the intersection of l and tr(t) is non-empty for all t ∈
[t1, t2], i.e. l ∩ tr(t) 6= ∅ ∀t ∈ [t1, t2],

2. the time span [t1, t2] is maximal, i.e. there exists no
time interval [t∗1, t

∗
2] ⊇ [t1, t2] so that l ∩ tr(t) 6= ∅ ∀t ∈

[t∗1, t
∗
2],

3. the time interval of intersection is greater or equal to
ε, i.e. t2 − t1 ≥ ε.

The definition ensures that the duration of a visit is max-
imal, i.e. that it cannot be split into an infinite number
of visits of shorter duration. In addition, it requires that a
visit lasts a given minimum period of time, which can be set
according to application needs. This requirement allows to
distinguish, for example, the passage of a location from an
activity performed at the location.

Visit quantities evaluate the number of visit occurrences
with respect to a given time interval. We therefore utilize
the concept of a counting process to provide a mathematical
formalization.

Definition 2. For any t ∈ N0 let N(t) be a random vari-
able which denotes the number of occurrences of a specified
event within time span (0, t], the set {N(t)} of random vari-
ables forms a counting process. Without loss of generality
we define N(0) = 0.

The adaptation of this definition to the number of visits
of an entity e to a location l is straightforward. We hereby
assume that the observation period of the visit count is spec-
ified using a left open, right closed time interval τ = (t∗1, t

∗
2]

with t∗1, t
∗
2 ∈ TC and t∗1 < t∗2.

Definition 3. Given an arbitrary time interval τ = (t∗1, t
∗
2],

a location l, a mobile entity e and the resulting visits { (l, e, t1, t2) }

of e to l according to some minimum visiting time span
ε > 0, the elementary visit count of e and l in time interval
τ is defined as

NV (τ, l, e) =
∣∣∣ { (l, e, t1, t2) | t∗1 < t1 ≤ t∗2 }

∣∣∣.

Hereby | · | denotes the size of a set. As visits take place
over some time span [t1, t2], we define that all visits starting
within τ will be considered for the elementary visit count.
This ensures that the visit counts of consecutive time in-
tervals sum up to the visit count of the combined time
interval, i.e. for τ1 = (t∗1, t

∗
2] and τ2 = (t∗2, t

∗
3] we obtain

NV (τ1 ∪ τ2, l, e) = NV (τ1, l, e) + NV (τ2, l, e).

3.2 Visit Quantities
In previous work we have defined a family of quantities

to measure different aspects of the visit activity between
a set of locations and a set of mobile entities [11, 12]. In
general, the quantities can be defined from an entity or a
location point of view. For example, average visits can ei-
ther refer to the average number of visits per entity or to
the average number of visitors per location. In this paper
we focus on the entity point of view because quantities con-
sidering the location point of view can easily be obtained
in a privacy-preserving way using stationary sensors such as
light barriers. We therefore limit the definitions accordingly.

The first and most basic visit quantity is gross visits,
which denotes the total number of visits for a given loca-
tion and entity set within a given time interval.

Definition 4. Given a time interval τ , a location set L,
a set of entities E, the elementary visit count NV (τ, l, e)
∀l ∈ L, ∀e ∈ E and a visit class vc ∈ N0, the number of
gross visits of entities for visit class vc is defined as:

GVE (τ, L,E, vc) =
∑

e∈E |∑
l∈L

NV (τ,l,e)≥vc

∑

l∈L
NV (τ, l, e).

Definition 4 shows the extended version of the quantity,
which introduces a threshold vc, also called visit class, for
the minimum number of visits that an entity must show
in order to be included in the quantity. This allows, for
example, to analyze the proportion of visits that regular
customers of a shop contribute. If the visit class is set to
zero or one, all visit occurrences are included in the quantity.

The second quantity of interest is average visits, which
states the average number of visits of all considered entities.
Similarly to gross visits the quantity can be specified for a
visit class, averaging only visit counts of entities which reach
a minimum visit threshold. If the threshold is set to zero,
the average is calculated over all entities.

Definition 5. Given a time interval τ , a location set L,
a set of entities E, the elementary visit count NV (τ, l, e)
∀l ∈ L, ∀e ∈ E and a visit class vc ∈ N0, the number of
average visits per entity for visit class vc is defined as:

AVE (τ, L,E, vc) =
GVE (τ, L,E, vc)∣∣∣

{
e ∈ E | ∑l∈L NV (τ, l, e) ≥ vc

}∣∣∣
.

If no entity exists which reaches visit class vc, i.e.
∣∣∣
{
e ∈ E |

∑

l∈L
NV (τ, l, e) ≥ vc

}∣∣∣ = 0,



then the quantity average visits per entity for visit class vc
is undefined.

Finally, we define the quantity coverage, which states the
proportion of entities with a visit count of at least vc.

Definition 6. Given a time interval τ , a location set L,
a set of entities E, the elementary visit count NV (τ, l, e)
∀l ∈ L, ∀e ∈ E and a visit class vc ∈ N0, entity coverage for
visit class vc is defined as the proportion of entities which
have a visit count of at least vc:

CE (τ, L,E, vc) =

∣∣∣
{
e ∈ E | ∑l∈L NV (τ, l, e) ≥ vc

} ∣∣∣
|E| .

Given the above visit quantities we next define the visit
quantification monitoring task.

3.3 The Visit Quantification Monitoring Task
Given a set of consecutive time intervals T = {τ1, ..., τm}

with τi = (ti−1, ti], i = 1..m based on a sequence of time
moments t0 < t2 < ... < tm, a set of mobile entities E and a
set of arbitrary location sets Λ = {L1, L2, ..., Ln}, we want
to monitor the visit quantities gross visits (GVE ), average
visits (AVE ) and entity coverage (CE ) for entities of visit
class vc for all tuples (τ ∈ T,L ∈ Λ, E, vc ∈ N0).

Having formally defined the visit quantification monitor-
ing task, we give an example of its practical application in
the next section.

3.4 Example Application
The following example is meant for demonstration pur-

pose and is therefore placed in a small-world. Assume that
we have one city with ten inhabitants e1, e2, ..., e10. Assume
further that a company of a supermarket chain owns three
supermarkets l1, l2, l3 in the city. The company is interested
to weekly monitor (1) the total number of customer visits
to its stores as well as (2) the distinct number of customers.
In addition, it wants to (3) quantify the number of regular
customers with at least two visits per week. Finally, the
company wants to (4) know how often a customer visits a
stores on average given that he visited a store at all.

In a first step we need to specify the input parameters
for the visit quantities. The entity set in all four questions
consists of the city’s population, i.e. E = {e1, e2, ..., e10}.
The location set consists of the three supermarkets, i.e. L =
{l1, l2, l3}. The time interval τ is one week, e.g. calender
week 1. In this time interval we assume that the following
number of visits occur.

Table 1: Number of visits in small-world example
e1 e2 e3 e4 e5 e6 e7 e8 e9 e10

NV (τ, l1, ei) 0 1 0 0 1 1 0 1 0 0
NV (τ, l2, ei) 1 0 1 0 0 2 0 0 0 0
NV (τ, l3, ei) 0 0 0 0 1 0 0 0 1 2
∑
l∈L

NV (τ, L, ei) 1 1 1 0 2 3 0 1 1 2

Question (1) can be answered by calculating the gross
visits for visit class vc = 1, i.e. GVE (τ, L,E, 1) = 12.
The number of distinct customers in question (2) is ex-
pressed by the quantity coverage using visit class vc = 1,

i.e. CE (τ, L,E, 1) = 0.8 (specified relative to the size of the
entity set). In order to determine regular customer with at
least two visits per week for question (3), we have to increase
the visit class to vc = 2, i.e. CE (τ, L,E, 2) = 0.3. Finally,
question (4) is answered by the quantity average visits for
visit class vc = 1, which calculates the average using only
entities with at least one visit, i.e. AVE (τ, L,E, 1) = 1.5.

4. DISTRIBUTED PRIVACY-PRESERVING
COMPUTATION OF VISIT QUANTITIES

The definition of visit quantities relies on the individual
visits between each entity and location. However, submit-
ting each detected visit in a privacy-preserving on-line fash-
ion similar to [10] does not allow to compute visit quantities
because repetitive visits to the same location or to other lo-
cations in a given location set cannot be determined. Yet,
attaching an entity identifier to the messages infringes pri-
vacy because it enables the coordinator to reconstruct the
entity’s visit history.

Our approach therefore performs further local aggregation
steps before communicating. This enables not only the cal-
culation of visit quantities in a privacy-preserving way but
reduces at the same time communication due to the tempo-
ral aggregation of visits. Our approach utilizes the concept
of k-visiting entities and the frequency distribution of k-
visiting entities as defined in [11, 12]. In this previous work,
however, it has been assumed that trajectory information is
provided in a central database. In this work we will show
how the frequency distribution of k-visiting entities can be
computed in a distributed setting based on local aggrega-
tion such that the global aggregation can be achieved using
anonymous data (without entity identifiers) only.

In this section we will first introduce the necessary for-
mal definitions and then show how they can be applied in a
distributed inference framework.

4.1 Local and Global Aggregation
The local aggregation of information is only meaningful

in a distributed framework if the resulting statistics can be
used to derive the required global statistics. In our scenario
the local aggregation summarizes the elementary visit counts
of all locations in a location set for a given entity. An entity
that has visited a certain location set k times is denoted as
a k-visiting entity.

Definition 7. Given a time interval τ , a location set L, an
entity set E, the elementary visit count NV (τ, l, e) ∀l ∈ L
and ∀e ∈ E and a non-negative integer k ∈ N0, a k-visiting
entity is an entity e ∈ E such that

∑

l∈L
NV (τ, l, e) = k.

Each entity monitors its own visits to a given location set
and submits the aggregated visit count to the coordinator.
More formally we define a local aggregate as follows.

Definition 8. Given a time interval τ , a location set L, an
entity e ∈ E and the aggregated visit count k as defined in
Definition 7, the local aggregate is defined as

lae(τ, L) = (τ, L, k).



Note that the local aggregate lae(τ, L) in particular does
not contain the identifier of e, hence lae(τ, L) is anonymous
when being transmitted to the coordinator.

In the following we define the global aggregate maintained
at the coordinator, which is the frequency distribution of k-
visiting entities.

Definition 9. Given a time interval τ , a location set L, an
entity set E, the entities’ aggregated visit count

∑
l∈L NV (τ, l, e)

∀e ∈ E and a non-negative integer k ∈ N0, the k-visiting
entity frequency f=k

E (τ, L,E) is defined as the number of
entities with a visit count of exactly k, i.e.

f=k
E (τ, L,E) =

∣∣∣
{
e ∈ E |

∑

l∈L
NV (τ, l, e) = k

}∣∣∣.

Definition 10. Given a time interval τ , a location set L,
an entity set E and the k-visiting entity frequency f=k

E (τ, L,E)
∀k ∈ N0, the frequency distribution of k-visiting entities is
the ordered set

DkE (τ, L,E) = ( f=k
E (τ, L,E) | k ∈ N0 ).

As shown in [11], all visit quantities defined in Section 3.2
can be derived from the frequency distribution of k-visiting
entities DkE (τ, L,E).

Corollary 1.

GVE (τ, L,E, vc) =
∑

k≥vc
k · f=k

E (τ, L,E)

AVE (τ, L,E, vc) =

∑
k≥vc k · f=k

E (τ, L,E)
∑
k≥vc f

=k
E (τ, L,E)

CE (τ, L,E, vc) =

∑
k≥vc f

=k
E (τ, L,E)

∑
k≥0 f

=k
E (τ, L,E)

In the next section we will show how the global aggregate
from Definition 9 can be computed from the local aggregates.

4.2 Distributed Computation
The entities monitor the occurrence of visits locally and

increase the elementary frequency count if a location has
been visited. At the end of the monitoring period τ the
entities determine the parameter k for each location set L ∈
Λ and submit the local aggregate lae in a message of the
form

(τ, L, k) (2)

to the coordinator. We now model the set of messages
received by the coordinator at the end of time period τ .

Definition 11. The set of all local aggregates generated in
time interval τ for all location sets L ∈ Λ by all entities
e ∈ E is defined as

LAτ =
⋃

L∈Λ
e∈E

{ lae(τ, L) } .

The following lemma shows that the k-visiting entity fre-
quency (Definition 9) which is necessary to form the global
aggregate maintained by the coordinator can be derived
from the set of all local aggregates.

Lemma 1.

f=k
E (τ, L,E) =

∣∣∣ {(τ, L∗, k∗) ∈ LAτ | L∗ = L, k∗ = k}
∣∣∣

Proof.∣∣∣ {(τ, L∗, k∗) ∈ LAτ | L∗ = L, k∗ = k}
∣∣∣ = (by Def. 11)

∣∣∣
⋃

e∈E

{
lae(τ, L) | k∗ = k

}∣∣∣ = (by Def. 7)

∣∣∣
⋃

e∈E

{
lae(τ, L) |

∑

l∈L
NV (τ, l, e) = k

}∣∣∣ =

∣∣∣
{
e ∈ E |

∑

l∈L
NV (τ, l, e) = k

}∣∣∣ = (by Def. 9)

f=k
E (τ, L,E)

In a practical implementation the coordinator maintains
a separate frequency distribution for each location set and
time interval. In addition, he provides each entity with a
location database specifying the geometries of the locations,
a database containing the relevant location sets Λ and a
database containing the relevant time intervals T for the
monitoring task.

Based on the identifier of the time interval and location
set, the coordinator increases on each update the k-visiting
entity frequency of the respective k. After all messages have
arrived, the coordinator is in possession of the frequency dis-
tribution of all location sets and can evaluate the requested
visit quantities. The entities reset their internal frequency
counts to zero and begin with the monitoring of the next
time interval.

Let us return to our example in Section 3.4. The set of
all local aggregates would look as follows:

LAτ = { (τ, L, 1), (τ, L, 1), (τ, L, 1), (τ, L, 0), (τ, L, 2),

(τ, L, 3), (τ, L, 1), (τ, L, 1), (τ, L, 1), (τ, L, 2) }.
Further, the global statistic can be computed at the coor-

dinator using Lemma 1 (excluding the arguments for read-
ability):

DkE (τ, L,E) = ( f=0
E = 2, f=1

E = 5, f=2
E = 2, f=3

E = 1,

f≥4
E = 0 ).

Referring to Corollary 1 the coordinator can then compute
the answers to questions 1-4 as explained in the example
Section 3.4.

Regarding communication reduction, we can exploit the
fact that an entity may have visited only a few location sets
depending on the geography of the sets and the movement
habits of the entity. One strategy for communication reduc-
tion is therefore to submit only messages if k > 0. Given
that some dummy location set is provided to which all en-
tities must report, the frequency of 0-visiting entities can
easily be calculated at the coordinator.

With the beginning of the second observation period, an-
other strategy can be applied to reduce communication. En-
tities report only on a location set if their respective k has
changed in comparison to the previous time interval. In this
case an update consists of two parts: the kcurr of the cur-
rent time interval and the kprev of the previous time interval.
For privacy reasons the update information should be sub-
mitted in two separate messages so that the coordinator is



not provided with a link to historic visit information. More
precisely, the update messages for the current time interval
have the form

(τ, L, kcurr,+) and (τ, L, kprev,−). (3)

Before starting message processing, the coordinator copies
the frequency distributions of the old time interval. Depend-
ing on the token “+“ or “-“ in each message, he increases or
decreases the frequency of k-visiting entities in the stated
location set (see Figure 2). Whether this strategy is more
or less efficient than the first update strategy depends on the
monitored location and entity sets as well as the length of
the time intervals. The choice of strategy has therefore to be
verified for each application anew. Further, future work on
communication reduction in the context of the LIFT project
[13] is discussed in Section 7.

Figure 2: Alternative update process

4.3 Communication Architecture
In the above defined update messages no entity identifier is

provided. However, depending on the used communication
protocol, the sender of a message may be uniquely identi-
fied via the communication protocol header. This, however,
would allow the coordinator to link submitted messages of
an entity and to reconstruct its visit history. In order to
prevent an identification, communication architectures such
as onion routing [8] can be applied, which hide the source
identifier.

Figure 3: Communication architecture

Figure 3 shows the communication architecture of our ap-
proach. A layer of one (or more) proxies is introduced be-
tween the nodes and the coordinator. The nodes encrypt
their messages so that the anonymizer cannot read the mes-
sage content. The anonymizer, e.g. similar to the web

anonymization service Tor [20], exchanges the message be-
tween several proxies so that the origin of the message is
protected and finally forwards the message to the coordina-
tor. The coordinator decrypts the message and updates the
frequency distribution of k-visiting entities according to the
specified pattern and time interval.

5. PRIVACY CONSIDERATIONS
We assume an attacker model in which either the cen-

tral coordinator is untrusted or the adversary overhears all
communication being received at the coordinator, such that
the adversary can build a mirrored database containing all
information found in the coordinator’s database. Our goal
is that the attacker can neither infer the current location
of a user nor build a personal mobility profile. Recall from
the discussion in section 4.3 that communication to the co-
ordinator is anonymized w.r.t. the sender addresses (e.g.
IP number) in such a way that different messages originat-
ing from the same sender cannot be related to each other.
Hence, a simple aggregation of information from different
messages just based on the sender addresses is prevented by
technical infrastructure means. Hence, the adversary may
only rely on the contents of individual messages for trying
to retrieve information that would allow to set up a personal
mobility profile.

The local aggregate contained in a message is formally
defined in Definition 8. From the very definition, it does
not contain any person related information, but the attacker
might try to use the information as quasi-identifier [4] -
for example, a location set containing the “White House”
would basically reveal some of the mobility behavior of a
very restricted set of persons. In addition, identification
may be possible if a user has very extreme visit counts
which only very few people may reach, such as an ani-
mal keeper in a zoo. In fact, the level of anonymity re-
lated to this kind of attack can be directly specified from
our model in terms of k-anonymity. In order to distin-
guish between the parameter in the anonymity model and
our visit model, we will use the calligraphic letter K to re-
fer to the former. Given the global aggregate DkE (τ, L,E)
of some location set, the level of K-anonymity is given by
K = min

{
f=k
E (τ, L,E) | f=k

E (τ, L,E) > 0
}

. I.e. the small-
est positive frequency of k-visiting entities determines the
anonymity threshold. Translated to a database representa-
tion, the derivation of K becomes obvious. Each distribution
DkE (τ, L,E) can be disaggregated in a table with one col-
umn containing the for each entity the value k of visits to
the given location set. As the table contains only a sin-
gle column, the minimum number of entities with the same
k correspond to the anonymity level. Considered over the
power set of all possible location sets, the lower boundary
of anonymity is always given by a set containing a single
location. The maximal information that an adversary may
retrieve from a violation of some anonymity threshold, how-
ever, is the frequency count of an entity for the location set
and time interval in question. It is not possible to retrieve
mobility profiles involving any other (spatially distant) lo-
cations. Note, however, that privacy can only be protected
if the coordinator and the anonymizer do not cooperate.

The current position of a user is not revealed because only
aggregated statistics are transmitted to the server. Aggrega-
tion takes place over time and possibly over space. Clearly,
the longer the monitored time interval is, the stronger the



aggregation. Spatial aggregation can be achieved in several
ways. As the locations within a location set represent alter-
native location choices the anonymity level increases with
the size of the set. Furthermore, a typification of locations
can be applied. I.e. instead of monitoring specific locations,
all locations of a certain type (in a given region) are included
in a location set. Typification can also be performed locally
if the coordinator shall not know the exact position of some
location. For example, the “home” of a user might locally
be resolved for visit detection, however a location identifier
referring only to the type of location (i.e. “home”) and not
to its position should be transmitted to the coordinator.

Finally, as further discussed in the next section, our ap-
proach supports the voluntary participation of a user. Count
statistics can always be extrapolated if the sample size is
known (assuming representativity). Due to the indepen-
dence treatment of location sets, users may participate only
in the monitoring of selected sets given that for each set the
number of not responding users is known. Thus the user has
the full control in which monitoring tasks to participate and
in which others not.

6. DISCUSSION

6.1 Flexibility and Fields of Application
The interpretation of a visit is very flexible and depends

on the provided location and entity set. Visit quantities can
therefore be applied to a wide range of applications. Origi-
nally, [11, 12] introduced visit quantities to provide a formal
definition for poster performance measures used in outdoor
advertising, i.e. to quantify how many people pass how of-
ten a given poster campaign. More generally, visit quantities
can be used to provide aggregated statistics about the us-
age of any kind of service which requires the presence at a
specific location (e.g. a supermarket, cinema or tourist at-
traction). Locations, however, are not required to be points
of interest. Locations may also be street segments in order
to observe road usage, a spatial grid on a whole region or
even whole cities in order to analyze commuter behavior.

For many statistics, however, it is necessary to have infor-
mation about sociodemographic characteristics (e.g. gender,
age group) or about the city of residence of a person. Our
approach can be easily extended to provide this informa-
tion by including such information in the message contain-
ing the local aggregate. The coordinator then maintains a
separate global statistic for each sociodemographic group.
With respect to privacy this extension means that in order
to achieve K-anonymity the frequency of k-visiting entities
has to reach at least K for each appearing combination of
sociodemographic characteristics.

In addition, instead of monitoring visit events to location
sets, locations may be combined to form spatio-temporal
patterns. In complementary work we have shown that the
monitoring of such patters can be done efficiently [6]. How-
ever the implications for user privacy have to be carefully
considered because mobility patterns represent a kind of user
profile.

6.2 The Users’ Right to Have a Say
One of the basic characteristics in traditional question-

naires is the possibility of a user to refuse to answer. This
possibility should be available in any type of mobility survey
as a matter of principle as well so that every user can decide

whether the disclosure of a certain information infringes his
privacy or not. Our approach fully supports this concept.
As the evaluation of visits to location sets is locally per-
formed, a user can be allowed to control which location sets
to monitor and which not. For example, a user may decide
to monitor only location sets with at least 10 locations or
to exclude specific types of locations such as hospitals. In
addition, a user can decide which kind of sociodemographic
information he is willing to disclose.

When computing globals statistics it is of course neces-
sary to know how many users declined to monitor a specific
location set or sociodemographic attribute. However, this
information can be communicated during an initialization
phase and has to be updated only if the user decides other-
wise. Of course, the denial of information may influence the
representativity of a data sample. However, this problem
arises in any type of survey. To sum up, our approach has
no methodical restriction that prevents to support opt-out.

6.3 Practicability
One major concern when applying our approach in prac-

tice is whether mobile resource-constrained devices possess
enough processing power to perform local evaluation. To
this end we have implemented a prototype of a local node
on an Android mobile phone (details of the implementation
are described in [6]). The local mobility model is computed
by processing a stream of GPS updates as provided by an
Android Location Provider through a hierarchy of filters.
The input for our implementation consists of: (1) an infinite
stream of GPS-sensed location updates, (2) a given set of
interesting locations to be monitored, (3) a set of patterns
with the set of interesting locations as domain, including
location sets as defined in this work as a special case.

For achieving an efficient implementation on the mobile
device, we spread the task of pattern matching over a filter
hierarchy that is fed with the stream of GPS input data.The
implementation is quite efficient and the pattern matching
can process the matching of 800,000 locations and up to
10,000 complex patterns in less than one second on a Sam-
sung Galaxy SII (I9100). For handling more locations or
more patterns, measures can be taken to reduce the number
of GPS position updates by configuring the Android Loca-
tion Provider appropriately or by adding intermediate GPS
smoothing filters. For example, for a frequency of 5 seconds
per position update request, our application can efficiently
scale up to at least 800,000 locations and over 300,000 com-
plex patterns.

7. CONCLUSION AND FUTURE WORK
We have described a distributed approach to enable the

privacy-preserving monitoring of visit quantities. In contrast
to most other work, this approach can work even under the
assumption of an untrusted coordinator. The key to privacy
is the local evaluation of trajectory information. The orig-
inal mobility information is kept on the local device only
and never sent to the coordinator. The information which
is sent does not contain any personal identifiers and is thus
safe from a privacy point of view. We have shown how the
coordinator can derive the global frequency distribution of
k-visiting entities from the set of all local aggregates. The
communication architecture comprises web anonymization
techniques that prevent the coordinator e.g. from learn-
ing the local node’s IP-address. In the privacy analysis we



have discussed a number of possible privacy attacks and have
shown how to relate our approach to k-anonymity.

In future work we aim for a further extended formalization
of the attacking scenarios, possibly tailored to some of the
application fields described in the last section. Furthermore,
we want to test the theory implemented on a mobile device
as described above in a number of real-world scenarios.

This platform will serve to further investigate communica-
tion-efficient and privacy-preserving inference in distributed
systems, as is currently explored in the LIFT project [13]. In
the context of this project, we aim at the on-line monitoring
of global non-linear phenomena from massively distributed
streams of data. The basic approach of LIFT technology for
the reduction of communication overhead is to build local
mobility models on each device and to communicate only
significant changes to a central coordinator, which is com-
puting the global model. The basic approach thereby is
to define a so-called SafeZone, in which the local model can
safely vary without notifying the global coordinator [18]. As
the user base of a mobile service increases, efficient strategies
of local inference and communication become increasingly
important. An important avenue for research are sampling
techniques, so that, for further communication reduction,
a protocol is designed that allows a node to submit local
information only with a pre-specified probability.
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Abstract—The topic of outlier detection in sensor networks
has received significant attention in recent years. Detecting when
the measurements of a node become “abnormal” is interesting,
because this event may help detect either a malfunctioning node,
or a node that starts observing a local interesting phenomenon
(i.e., a fire). In this paper we present a new algorithm for detecting
outliers in sensor networks, based on the geometric approach. Un-
like prior work. our algorithms perform a distributed monitoring
of outlier readings, exhibit 100% accuracy in their monitoring
(assuming no message losses), and require the transmission of
messages only at a fraction of the epochs, thus allowing nodes to
safely refrain from transmitting in many epochs. Our approach
is based on transforming common similarity metrics in a way
that admits the application of the recently proposed geometric
approach. We then propose a general framework and suggest
multiple modes of operation, which allow each sensor node to
accurately monitor its similarity to other nodes. Our experiments
demonstrate that our algorithms can accurately detect outliers
at a fraction of the communication cost that a centralized
approach would require (even in the case where the central node
lies just one hop away from all sensor nodes). Moreover, we
demonstrate that these bandwidth savings become even larger as
we incorporate further optimizations in our proposed modes of
operation.

I. INTRODUCTION

Recent advances in microelectronics have enabled the de-
velopment of large scale sensor networks for a variety of mon-
itoring applications, ranging from wildlife monitoring, health-
care, traffic monitoring, agriculture, production monitoring,
battlefield surveillance etc. In such applications, detecting
events of interest may require monitoring whether sensors
collect measurements that are deemed as “similar” to the
measurements of nearby sensors [6]. Detecting when the
measurements of two nodes become dissimilar is interesting,
because this event may help detect either (i) a malfunctioning
node, or (ii) a node that starts observing a local interesting
phenomenon (i.e., a fire).

The aforementioned detection process is often referred to
as outlier detection. We need to note that, while several
ways of classifying and detecting nodes as outliers exist, our
work targets the important case where testing the similarity
of measurements between different nodes is required by the
outlier detection process. It, thus, is not applicable to other
scenarios, for example when the measurements of a node may

A. Deligiannakis was supported by the European Commission under ICT-
FP7-LIFT-255951 (Local Inference in Massively Distributed Systems).

be classified as an outlier solely based on the node’s past
measurements.

For monitoring applications, it is often crucial to be able to
detect interesting events with absolute accuracy. For example,
in applications where sensors are deployed in order to detect
natural phenomena, such as tsunamis, landslides or avalanches,
a failure to quickly detect and report the offset of such phe-
nomena may result in a failure to safely evacuate people from
areas that are in danger. In other applications, extinguishing
fires in forests is much easier when the fire is detected early,
but extremely harder after the fire has escalated. In equipment
monitoring, failure to accurately detect a malfunctioning part
may result in the destruction of a much larger and expensive
system. In all the above applications, it is crucial to have
an outlier detection system that reports outlier nodes with
100% accuracy. Of course, to ensure the longevity of the
sensor network, the requirement for accurate detection needs to
coexist with data processing techniques that efficiently reduce
the number of messages transmitted by sensor nodes.

A significant amount of effort [2], [4], [6], [8], [27], [29],
[33] has been recently placed on detecting outliers. However,
none of the existing techniques has tackled the general prob-
lem of being able to detect with 100% accuracy the similarity
amongst any desired pair of sensor nodes, while at the same
allowing, in some cases, sensor nodes to refrain from trans-
mitting any information regarding their measurements. In a
nutshell, existing outlier detection techniques suffer from one,
or more, of the following drawbacks: (i) they cannot identify
the similarity of two nodes with 100% accuracy (assuming
no message losses); or (ii) they require the transmission of
information that is comparable in size to a centralized query
evaluation; or (iii) they require nodes to perform transmissions
at each epoch; or (iv) they are tailored to the evaluation of
specific similarity functions and/or cannot handle similarity
functions over the measurements collected at different nodes
(such as the correlation coefficient, or the L∞ norm).

In this paper we present an outlier detection framework that
is based on the recently proposed geometric approach [21],
[22], [23], [24]. The geometric approach allows us to accu-
rately (and efficiently) monitor whether a complex, potentially
non-linear function, computed over the average of vectors
maintained at all the sensor nodes, is above or below a
specified threshold. In a nutshell, each sensor is automati-
cally assigned a monitoring zone, which is a subset of the



domain space, and examines whether the monitored function
at any point within its monitoring zone may have crossed
the threshold. Each sensor that detects a potential threshold
violation makes a transmission (e.g., to a coordinator). While
monitoring zones of different shapes may be chosen [24],
without loss of generality, in this work we adopt the simplest
case where the shape of each monitoring zone is a sphere [22].
What is guaranteed by the geometric approach is that, at any
time, the true average vector (which is unknown to the sensor
nodes) will lie within the union of the local monitoring zones
examined by the sensor nodes. Thus, if no sensor signals a
potential threshold violation, then the monitored function will
not have crossed the threshold either, since the value of the
monitored function for the true average vector has certainly
been examined by at least one sensor node.

As we demonstrate in this paper, several common simi-
larity functions (depicted in Figure 2) can be transformed
in a way that they allow the application of the geometric
approach. Then, the similarity between any pair of nodes
is simply expressed as a function whose value is desirable
to lie above/below a specified threshold. For example, we
may consider two nodes to be similar if their vector of
measurements have an L1 distance that is below a threshold, or
have a cosine similarity above a given threshold. Of course, the
number of functions that we need to monitor in our application
scenario may increase quadratically (in the worst case O(

(
n
2

)
))

to the number n of sensor nodes. Our transformations allow
us to utilize the geometric approach and develop a generic
framework that: (i) supports a variety of similarity functions;
(ii) performs the monitoring with 100% accuracy; and (iii)
allows nodes to often refrain from any communication thus,
as shown in our experimental evaluation, consuming only a
fraction of the bandwidth that centralized techniques would
require. This is in contrast to recently proposed outlier de-
tection techniques [6], [8] that require each node to perform
a transmission at each epoch. Extensions to allowing the
specification of a minimum support (i.e., how many nodes
need to be similar to me, so that I am not considered an
outlier?) are also trivially incorporated in our framework.
Our contributions can be summarized as follows:
• We demonstrate that several common similarity functions

used in outlier detection can be transformed in a way that
allows the application of the geometric approach.

• We propose a generic framework for outlier detection in
sensor networks using the geometric approach and propose
various modes of node operation that achieve the desired
monitoring task. Our framework computes with absolute
accuracy (assuming no message losses) the similarity of
two nodes, a property that stems directly from the geometric
approach transformation.

• We examine cases of monitoring the similarity amongst
sensor nodes when the communication between these sen-
sors is direct, or not. We also demonstrate how our frame-
work allows the evaluation of minimum support queries.

• We perform an extensive experimental evaluation using real
world data. Our analysis demonstrates that our algorithms

can accurately detect outliers at a fraction of the communi-
cation cost that a centralized approach would require (even
in the case where the central node lies just one hop away
from all sensor nodes). Moreover, we demonstrate that these
bandwidth savings become even larger as we incorporate
further optimizations in our proposed modes of operation.

The paper proceeds as follows. In Section II we present
related work. Section III provides the necessary background
on the geometric approach. Section IV details the setup that we
consider in this paper. In Section V we demonstrate how sev-
eral common similarity functions can be transformed in order
to allow the application of the geometric approach. Section VI
contains our framework and algorithms for monitoring the
similarity of a node with any other sensor that our application
deems necessary. Our experimental evaluation is presented in
Section VII, while Section VIII contains concluding remarks
and future directions.

II. RELATED WORK

In recent years, significant effort has been placed on de-
termining and designing the necessary primitives for data
acquisition based on sensor networks [17], [30]. Multiple ways
of organizing the network have been proposed, including hier-
archical (i.e., tree-like) organizations such as the aggregation
tree [17], [26], [32], clustered formations [3], [9], [20], [31],
or even completely ad-hoc formations [1], [13], [16].

Due to their inexpensive hardware, sensor nodes are prone
to producing outlier readings. Thus, many techniques that
seek to determine nodes with “abnormal” behavior have been
have been proposed [34]. In [10], [11], a declarative data
cleaning mechanism over data streams produced by the sensors
is proposed. Similarly, the work of [7] introduces a data
cleaning module designed to capture noise in sensor streaming
data based on the prior data distribution and a given error
model N(0, δ2). In [18] kalman filters are adopted during data
cleaning or outlier detection procedures. Nonetheless, without
prior knowledge of the data distribution the parameters and
covariance values used in these filters are difficult to set.
The data cleaning technique presented in [36] makes use of
a weighted moving average which takes into account both
recent local samples and corresponding values by neighboring
motes to estimate actual measurements. A wavelet-based value
correction process is discussed in [35] while outliers are deter-
mined utilizing the Dynamic Time Warping (DTW) distance of
neighboring motes’ values. The work in [28] proposes a fuzzy
approach to infer the correlation among readings from different
sensors, assigns a confidence value to each of them, and then
performs a fused weighted average scheme. A histogram-based
method to detect outliers with reduced communication cost is
presented in [25].

The work in [4], [29] addresses the problem of identifying
faulty sensors using a localized voting protocol. However,
localized voting schemes are prone to errors when motes that
observe interesting events generating outlier readings are not in
direct communication [6]. Furthermore, the framework of [29]
requires a correlation network to be maintained.



TABLE I
NOTATION

Symbol Definition
Si The i-th sensor node
CNi The Comparison Neighborhood of Si: With

which nodes does Si compute its similarity
with?

W Dimensionality of the measurements vector
d Dimensionality of the local statistics vector
T The similarity threshold
~e The estimate vector. Its dimensionality is d

~vi The local statistics vector of Si. Its dimen-
sionality is d

~v The true (not known by the sites) global
statistics vector

∆~vi The delta vector of Si. Calculated as the
difference of the current local statistic vector
from the last local statistic vector that Si has
transmitted.

~ui The drift vector of Si. Equal to ~e+∆~vi
B(~e, ~ui) The sphere having ~e and ~ui as its diameter
Conv(~e, ~u1, . . . , ~un) The convex hull determined by vectors ~e,

~u1, . . . , ~un

minSupp The specified minimum support

In [15], the authors discuss a framework for cleaning input
data errors using integrity constraints, while in [2], [33]
unsupervised outlier detection techniques are used to report the
top-k values that exhibit the highest deviation in a network’s
global sample. However, these techniques provide no means of
directly controlling the bandwidth consumption, thus often re-
quiring comparable bandwidth to centralized approaches [10]
for outlier detection [2].

In [12], a probabilistic technique for cleaning RFID data
streams is presented. In [27] the authors introduce a novel
definition of an outlier, as an observation that is sufficiently
far from most other observations in the data set. A simi-
lar definition is adopted in [19] where a distributed outlier
detection approach for dynamic data sets is presented. The
framework of [6] is used to identify and remove outliers during
the computation of aggregate and group-by queries posed to an
aggregation tree [5], [17]. The TACO [8] framework operates
on top of a clustered network organizations and attempt to
identify outliers based on compressed (LSH) representations
of the collected data.

The algorithms in [6], [8], [27] have significant drawbacks
compared to our proposed technique. Perhaps most important,
they provide no strong guarantees of detecting outlier nodes,
but rather follow a best-effort approach ([6], [27]), or at best
offer (TACO) some probabilistic guarantees, which however
are poor when the similarity of two sensors is close the
similarity threshold. Furthermore, the work in [27] is tailored
to different similarity functions and cannot directly handle the
similarity functions that we target in this paper. The bandwidth
savings of [6], compared to centralized alternative algorithms,
are modest, while TACO cannot operate at each epoch (with-
out being prohibitively expensive in bandwidth), but rather
operates in tumbles. Both [6] and TACO require each node
to perform a transmission at each epoch. On the contrary,

our proposed algorithms (i) guarantee that the similarity (or
not) of two nodes can always be performed with absolute
certainty (assuming reliable communication), (ii) can operate
in a continuous fashion, thus computing the similarity of nodes
at each epoch, and (iii) enable sensor nodes to safely refrain
from transmitting in many epochs, thus achieving significant
bandwidth savings.

The geometric approach was first presented in [22]. The
monitoring zones used in [22] were spheres, an approach that
we also adopt in our work due to its lower computational
requirements. The work in [14], [24] demonstrated that using
monitoring zones of different shapes (i.e., triangles or ellipses)
may be more beneficial in terms of the number of transmitted
messages. In Section VI we also exploit (for some functions
such as the L∞, L1, L2 metrics) the notion of safe zones
introduced in [14] in order to further reduce the number of
transmitted messages. [21] presents a framework for the
efficient evaluation of threshold queries of general functions
over distributed data (as opposed to distributed data streams
settings used in [14], [22], [24]). The work in [23] is the
only work that we are aware of that applies the geometric
approach over sensor networks (in order to answer aggregate
threshold queries). In [23] the aggregate function is computed
over the entire network. Besides the difference in the type of
the monitored function with our problem, in this paper we are
interested in evaluating multiple pair-wise similarity functions,
a setting in which [23] is not efficient.

III. BASICS - THE GEOMETRIC APPROACH

We now describe in more detail the geometric approach
for function monitoring over a distributed system of n sites.
Table I summarizes the most important notation used in this
paper. The corresponding definitions appear at appropriate
areas of the text. Figure 1 demonstrates the basic ideas of
the geometric approach that we discuss in this section.

Each site Si maintains a local d-dimensional vector, termed
as the local statistics vector, with the j-th (j = 1 . . . d) element
of the local statistics vector of Si denoted as ~vj,i. All sites
contain a vector of the same dimensionality (i.e., number of
elements). The global statistics vector ~v is computed as the
average1 amongst all local statistics vectors. Thus, the j-th
component of the global statistics vector, denoted as ~vj is
computed as: ~vj = 1

n

∑n
i=1 ~vj,i.

For the framework to be applicable, any supported monitor-
ing function f : Rd → R must be expressed over the global
statistics vector ~v (thus, over the average of all local statistics
vectors). An important feature is the wide applicability of the
geometric approach, as the threshold function can in general
be non-linear. Given a threshold T, the framework in [21],
[22], [23], [24] can safely determine whether f(~v) > T .

The geometric approach decomposes the monitoring task
into a set of constraints (one per site) that each site can monitor
locally. To achieve this, during the operation of the algorithm,

1The same framework also applies when the global statistics vector is
calculated as a weighted average of the local statistics vectors.
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Fig. 1. Local constraints using the Geometric Approach. Each node
constructs a sphere with diameter the drift vector ~u of the node and the
estimate vector ~e. The global statistics vector ~v is guaranteed to lie in the
convex hull of ~e, ~u1, ~u2, ~u3, ~u4. The union of the local spheres covers the
convex hull.

each site Si maintains (i) the estimate vector ~e, which is
equal to the global statistics vector ~v computed by the local
statistics vectors transmitted by sites at certain times, and (ii)
a delta vector ∆~vi, denoting the difference of the current local
statistic vector from the last local statistic vector that Si has
transmitted. Based on these two quantities, Si calculates its
drift vector ~ui = ~e+∆~vi. Additional optimizations have been
developed in the framework, such as the ability to balance
only a portion of the network in case of violations. In that
case, an additional slack vector needs to be maintained and
added in the calculation of the drift vector.

The domain space Rd represents the potential locations
of the global statistics vector at any time. Let all points in
Rd where f(~v) <= T be colored by the same color (i.e.,
white in Figure 1), while the remaining points be colored by
a different color (i.e., green in Figure 1). Because the sites
do not perform transmissions at each time period, the current
global statistics vector ~v is not known to the sites. However,
what is guaranteed is that ~v will always lie within the convex
hull Conv(~u1, . . . , ~un) of the drift vectors and, thus, within the
convex hull Conv(~e, ~u1, . . . , ~un) of the drift vectors and the
estimate vector. Thus, if Conv(~e, ~u1, . . . , ~un) is monochro-
matic (i.e., either entirely below/equal to the threshold, or
entirely above to the threshold), then all sites are certain
about the color of the function f(), since this will coincide
with the color of f(~e). Of course, each node cannot compute
Conv(~e, ~u1, . . . , ~un), since it is not aware of the current drift
vectors of other sites. However, an important observation [22]
is that if each site monitors the sphere B(~e, ~ui) constructed
with diameter the estimate vector and its own drift vector,
then the union of these spheres covers the convex hull. Thus,
it suffices for each node to simply monitor whether its sphere
is monochromatic. If all the spheres are monochromatic, then
the convex hull is also monochromatic and, thus, f(~v) has
the same color as f(~e). Otherwise, nodes transmit their local
statistics vectors, and a new estimate vector is computed and

made known to all nodes.

IV. PROBLEM SETUP

In this paper we are interested in the following general
problem setup. A base station monitors the pair-wise similarity
of W -dimensional vectors of measurements collected at sensor
nodes. While our techniques are not restricted to the origin of
these W values, two likely alternatives are the following: (i)
the vector contains the latest W readings regarding the same
quantity; or (ii) the vector contains the current reading of W
different quantities that the sensor monitors.

Each sensor Si is asked to continuously compare its vector
of measurements to a subset (which we will term as the
comparison neighborhood (CN ) of Si) of the other nodes
in the network. We make no assumption on whether Si can
directly communicate with all nodes in CNi. We, thus, first
discuss the general case, where each sensor may require a
unicast (potentially multi-hop) communication with all nodes
in its CN , and then discuss further potential optimizations
that can be applied when all the nodes in CNi are in direct
communication with Si. The in-between scenario where a node
Si is in direct communication with only a fraction of the nodes
in CNi can be trivially handled by partitioning the nodes in
CNi in two sets - the first set contains those nodes that are in
direct communication with Si, while the second set contains
the remaining nodes - and applying the techniques developed
for the appropriate scenario to each of these sets.

The requirement of our application is for the base station
to know with certainty (assuming no message losses) whether
each node is similar (or not) to the other nodes in its CN . If a
node Si detects that its similarity with a node Sj ∈ CNi has
changed (i.e., Si and Sj were dissimilar/similar up until the
previous epoch, but they are now deemed similar/dissimilar),
then (exactly) one of these nodes needs to notify the base
station. Obviously, these notifications from all sensor nodes
may use for their propagation an interconnect such as the
aggregation tree [17].

Another interesting application involves monitoring whether
the measurements in each node Si have a required minimum
support minSupp, expressed as the number of nodes in CNi

that are deemed similar to Si. We show in Section VI-C that
this case can also be easily handled in our framework.

V. EXPRESSING SIMILARITY FUNCTIONS USING THE
GEOMETRIC APPROACH

We now show how several interesting similarity functions
(shown in Figure 2) can be transformed in a way that they can
be used in the geometric approach.
Notation and Important Notes. Let us consider the similarity
between two nodes with measurement vectors X and Y,
correspondingly. Because some of the transformations that we
need to perform do not treat X and Y in a symmetric way, we
always assign X to the node (in the pair-wise test) with the
lowest identifier (id), among the two nodes.

In order to use the geometric approach, each similarity
function must be expressed as a general function over the
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Fig. 2. Expressing common similarity functions between two nodes with W-dimensional measurement vectors X and Y using the geometric approach. The
function must be expressed as a general function over the average of local statistics vectors X’ and Y’, with the elements of X’ (Y’) being computed based
only on the elements of X (Y). X’ (Y’) may have a different dimensionality than X (Y).

average of local statistics vectors X’ and Y’, with the elements
of X’/Y’ being computed based only on the elements of X/Y.
We need to emphasize the following points:
• X’/Y’ may have a different dimensionality than X/Y.
• The dimensions of the sub-space that each node monitors

(i.e., the spheres in Figure 1) correspond to the dimension-
ality of X’/Y’, and not on the dimensionality of X/Y.

• During its monitoring, each node needs to calculate the
value of the similarity function over any point Z that lies
in its monitoring zone (i.e., in the sphere that it constructs).
Any such point Z represents a potential position of the
global statistics vector (which is computed as the average
of local statistics vectors), and should not be confused with
how the function is computed on either X/Y/X’/Y’. The last
column of Figure 2 demonstrates how to compute the value
of the function over any point Z.

Transformations for the L∞, L1, L2 and Lk norms. Let us
first consider the simplest case of the L∞ norm, computed as
the maximum difference maxi=1...W {|Xi − Yi|}. Then:

L∞(X,Y ) = max
i=1...W

{|Xi − Yi|} = 2 max
i=1...W

{|Xi − Yi

2
|}

= 2 max
i=1...W

{|Xi + (−Yi)

2
|}

Thus, by setting X ′ = X and Y ′ = −Y , the overall
L∞(X,Y ) can be computed as a function on the average
vector 1

2 (X
′ + Y ′). Please recall that, as mentioned earlier

in this section, the local statistics vector Y’ corresponds to the

node in the pair-wise test with the highest id.
The transformations for the L1, L2 and Lk norms are similar

in principle. We, thus demonstrate the transformation only for
the L2 norm.

L2(X,Y ) =

√√√√
W∑

i=1

(Xi − Yi)2 =

√√√√22
W∑

i=1

(
Xi − Yi

2
)2

= 2

√√√√
W∑

i=1

(
Xi − Yi

2
)2

Thus, similarly to the L∞ case, by using X ′ = X and Y ′ =
−Y as the local statistics vectors at the two nodes, the L1, L2

and Lk norms, can be evaluated as shown in Figure 2.

Transformations for the Cosine Similarity. In order to
compute the cosine similarity of two vectors, we first need
to express the inner product (which is equal to the summation
of the products of corresponding vector elements) in a form
that admits the geometric approach. Thus:

X · Y =
W∑

i=1

XiYi =
1

2

W∑

i=1

2XiYi

=
1

2
(
W∑

i=1

(Xi + Yi)
2 − (

W∑

i=1

(Xi)
2 +

W∑

i=1

(Yi)
2))

= 2
W∑

i=1

(
Xi + Yi

2
)2 − ||X||

2
2 + ||Y ||22
2



Using a similar transformation for the quantity at the denom-
inator of the cosine similarity:

||X||2||Y ||2 = 2(
||X||2 + ||Y ||2

2
)2 − ||X||

2
2 + ||Y ||22
2

.

Therefore, the overall cosine similarity

cos(θ(X,Y )) =
XY

||X||2||Y ||2
can be computed as a function of average quantities. Thus, by
maintaining

X ′ = [X1, . . . , XW , ||X||22, ||X||2]T

(for the node with the lowest id in the comparison test), and

Y ′ = [Y1, . . . , YW , ||Y ||22, ||Y ||2]T

(for the node with the highest id), the overall cosine similarity
can be computed over the average of the local statistics vectors
maintained at the nodes (Figure 2). Please note that in this case
the dimensionality of the local statistics vectors is W +2 and,
therefore, larger than the dimensionality of the measurements
vector.
Transformations for the Extended Jaccard Coefficient. The
Extended Jaccard contains two quantities that need to be
transformed: (i) The inner product X ·Y , which is transformed
in the same way as in the cosine similarity, and (ii) the term
||X||22 + ||Y ||22, which can be transformed to 2

||X||22+||Y ||22
2 .

Thus, as shown in Figure 2, the Extended Jaccard Coefficient
can be transformed in the required format by maintaining as
local statistics vectors

X ′ = [X1, . . . , XW , ||X||22]T

(for the node with the lowest id in the comparison test), and

Y ′ = [Y1, . . . , YW , ||Y ||22]T

(for the node with the highest id).
Transformations for the Correlation Coefficient. The most
difficult transformation involves the computation of the Cor-
relation Coefficient: corr(X,Y ) = cov(X,Y )

σXσY
, computed based

on the covariance of the two vectors of measurements, and
their standard deviations. The denominator can be computed
based on the same approach that we have demonstrated:

σXσY = 2(
σX + σY

2
)2 − σ2

X + σ2
Y

2
.

We then observe that the covariance cov(X,Y ) can be
computed as: cov(X,Y ) = E[XY ]−E[X]E[Y ]. The product
E[X]E[Y ] can be transformed as:

E[X]E[Y ] = 2(
E[X] + E[Y ]

2
)2 − (E[X])2 + (E[Y ])2

2
.

For the term E[XY ] we obtain:

E[XY ] =
1

W

W∑

i=1

XiYi

See inner
product
=

2

W

W∑

i=1

(
Xi + Yi

2
)2 − 1

W

||X||22 + ||Y ||22
2

Based on the above transformations, as shown in Figure 2,
the Correlation Coefficient can be transformed in the required
format by maintaining as local statistics vectors

X ′ = [X1, . . . , XW , ||X||22, E[X], (E[X])2, σX , σ2
X ]T

(for the node with the lowest id in the comparison test), and

Y ′ = [Y1, . . . , YW , ||Y ||22, E[Y ], (E[Y ])2, σY , σ
2
Y ]

T

(for the node with the highest id).

VI. NODE OPERATION FOR SIMILARITY MONITORING

We now propose different alternatives of node operation, so
that each node can monitor with accuracy its similarity with
any node in its CN set. For ease of presentation, we begin our
discussion with a model of having just two nodes that want
to compute their similarity. This model, on one hand, helps
explain the various alternatives and, on the other hand, can be
used for answering similarity queries between nodes that do
not communicate directly with each other (the first scenario
discussed in Section IV), while also being applicable to the
second scenario (direct connectivity with all nodes in CN ) as
well.

Besides, simply applying the same pair-wise algorithms that
we will present to all neighbors of a node, provides a solution
to the monitoring task that we tackle in this paper. Each node,
simply has to maintain statistics for each node in its CN set,
and follow for each such node the process described in the
two-node communication model.

A. A Two-Node Communication Model

In our initial model, we do not worry about whether the
two nodes are in direct communication with each other. Thus,
whenever we refer to a node Si transmitting a message to
Sj , this message may involve a multihop communication. Of
course, it is more natural to expect that the similarity between
the readings of two nodes will be useful when these sensors
are placed nearby and can, thus, either communicate directly
(pending any obstacle that may block their communication),
or are reachable within a few hops.

All but (the last) one of the modes of operation that we
propose in this paper do not require a fixed order (amongst
the two nodes whose similarity is monitored) in which the
sensor nodes will examine whether they have a local violation.
However, for ease of presentation, let us simply assume that
such an order, which need not be the same across all epochs
(i.e., as in a case where nodes alternate their turn) has been
established.

We need to note that a local violation occurs when a node
deems that its local constraint is violated (i.e, when the sphere
that it monitors is bi-chromatic). A global violation occurs
when a node is certain that its similarity with another node
has changed color. The node that detects a global violation
notifies the base station.
The Simple Mode of Operation. Algorithm 1 presents
the Simple mode of operation of each node. This mode of
operation has no optimizations in its decisions and it is,



Algorithm 1 Node i: Operation under Simple Mode
Require: Threshold T , Similarity Function F

1: Maintain ~v′
i: last transmitted local statistics vector

2: Maintain ~e: Estimate vector
3: Maintain ~v′

j : last received local statistics vector from Sj

4: while Asked to Monitor Similarity to Sj do
5: Obtain new measurements and form local statistics vector ~vi
6: Compute delta vector ∆~vi = ~vi − ~v′

i

7: Compute drift vector ~ui = ~e+∆~vi
8: if Acting Second in Pair then
9: if MessageWait(Sj , ~v′

j , ~e′ ) == true then
10: if ~e′ and ~e are bi-chromatic then
11: Notify base station about global violation
12: end if
13: Send local measurements vector to Sj

14: ~v′
i = ~vi, ~e = ~e′

15: Continue
16: end if
17: end if
18: {Acting first, or acting second but did not receive a message}
19: localViolation = checkIfViolation(~e, ~ui, F , T )
20: if localViolation == true then
21: Send local measurements vector to Sj

22: ~v′
i = ~vi

23: MessageWait(Sj , ~v′
j , ~e′ ) {Will definitely arrive}

24: Compute ~e = 1
2
(~v′

j + ~vi)
25: Continue {If global violation, Sj will send notification}
26: end if
27: if Acting first then
28: if MessageWait(Sj , ~v′

j , ~e′ ) == true then
29: goto 10
30: end if
31: end if
32: end while

Algorithm 2 Node i: MessageWait Subroutine

Require: Paired node Sj , last received local statistics vector ~v′
j ,

vector ~e′

1: Wait for message from Sj

2: if Message Arrived, containing vector of measurements then
3: Compute local statistics vector ~vj of Sj

4: ~v′
j = ~vj

5: Compute ~e′ = 1
2
(~v′

j + ~vi)
6: RETURN true
7: end if
8: RETURN false

thus, presented only as a baseline solution for estimating
the similarity of two nodes Si and Sj . One may consider
this Simple mode as the most natural way of applying the
geometric approach to our problem. However, while in prior
work typically a coordinator node exists, in the Simple mode,
as an optimization to reduce message transmissions, each node
in a pair may act as a coordinator.

Both nodes at each epoch update their vectors of mea-
surements (Line 5), and compute their delta and drift vectors
(Lines 6-7). There are three cases in which Si may receive a
message from Sj :
• Lines 8-17: If Si acts second and receives a message from
Sj (local violation at Sj). Then Si checks to see if a global

Algorithm 3 Node i: checkIfViolation Subroutine
Require: estimate vector ~e, drift vector ~ui, function F , threshold T

1: if F (~e) > T then
2: Find min value testVal in sphere B(~e, ~ui)
3: else
4: Find max value testVal in sphere B(~e, ~ui)
5: end if
6: if F (~e) and testVal are monochromatic then
7: Return false
8: end if
9: Return true

violation has occurred. In order to accomplish this, it does
not need to construct any spheres using its drift vector.
Please note that Si knows the measurement vector of Sj

and also knows its own vector of measurements. Then Si

knows the exact value of the global statistics vector ~e′

(Algorithm 2, Line 5), and can simply check whether the
similarity function at the estimate vector ~e and ~e′ are bi-
chromatic. If so (Lines 10-12), then a global violation has
occurred, and the base station will be notified by Si.

• Lines 20-26: If Si acts second, Sj has no local violation,
but Si detects a local violation (using Algorithm 3). Then,
Si will transmit its vector of measurements and will wait
to receive the corresponding vector from Sj , in order to
update its estimate vector.

• Lines 27-31: If Si acts first, Si detects no local violation,
but Sj (which in this case acts second) detects a local
violation. This case is identical to the first case that we
described in this list.

The Autobalance Mode of Operation. In the Simple mode
operation either both nodes will not detect any local violation
and will remain silent, or they will both transmit their local
measurement vectors to the other node. The latter is a signifi-
cant drawback of the Simple mode, which we aim to improve
upon with our Autobalance mode.

In order to ensure accurate monitoring, the geometric ap-
proach requires that (i) both nodes always use the same
estimate vector, and (ii) the average of the drift vectors is
equal to the global statistic vector (i.e., the true average of the
local statistics vectors).

In the Autobalance mode, the first node (in the pair) that
detects a local violation:
• Modifies its estimate vector to ~e+ 1

2∆~v
• Transmits its measurement vector (after the transmission,

∆~v = 0).
• Awaits for a potential message from the other node. If

a message is received, it updates its estimate vector by
incorporating half of the delta vector that it calculates for
the pairing node.

On the other hand, the node that first receives a message,
uses the following steps:
• Checks if the new global estimate vector is monochromatic

with the estimate vector.
• Updates (note: the update must be done after the previous

check) its estimate vector by incorporating half of the delta
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Fig. 3. Depicting the shaded areas where the global statistic vector may
lie such that the L∞, L2 and L1 distance between the two sensor nodes is
not above the threshold T, for 2-dimensional vectors of measurements. The
shaded areas are also convex in any dimension for these similarity measures.

vector that it calculates for the pairing node.
• If the first step signaled a global violation, the node notifies

the base station, sets the estimate vector to the global statis-
tics vector that it computed, and transmits its measurement
vector to the pairing node. Otherwise, it continues using
the estimate vector that it computed in the second step.

The above procedure is similar in principle to the techniques
developed in [22], where a slack vector may be added to all
the computed drift vectors, with the requirement that the slack
vectors cancel out. It is simple to verify that our procedure
distributes the delta vector of the node with the violation to
both nodes (both nodes modify their estimate vector and, thus,
their drift vector by half of this delta, while the transmitting
node also zeroes its delta vector), thus resulting in zero overall
change in the computation. To understand why this is the case,
assume that Si detected the local violation. Then the overall
change in the drift vector of Si is, − 1

2∆~vi (the node zeroes its
delta vector after the transmission, but half of that vector has
been added to the estimate vector), while the overall change
in the drift vector of Sj is 1

2∆~vi (due to the modification of
the estimate vector). Thus, the sum of the drift vectors before
and after the autobalance operation remains the same.

In the Autobalance mode, the node that first receives a
message during an epoch does not necessarily transmits its
own measurement vector, unless it detects a global violation.
We, thus, expect the Autobalance mode to significantly reduce
the number of transmitted messages. However, since only the
second message may be pruned in each epoch, this reduction
may not exceed 50%, when compared to the Simple mode.

Exploiting the Convexity of Safe Zones. For the L∞, L1 and
L2 similarity functions, we may further reduce the number
of transmitted messages, by exploiting the notions of Safe
Zones (SZ) [14] and the convexity of the Safe Zones for the
aforementioned similarity functions.

According to [14], “a node’s SZ consists of the set of
vectors which satisfy the local constraints, and as long as the
vectors remain in their SZs, no communication is required”.
Based on the above definition, for the L∞, L1 and L2

similarity functions we can define the gray safe zones that are
depicted, for W = 2, in Figure 3. In higher dimensions, the
corresponding safe zones are a hypercube (for L∞), a sphere

(for L2) and the intersection of hyperplanes (for L1). We note
that the safe zones that we depict are convex. Thus, as long as
the estimate vector and the drift vectors remain within the safe
zones, then the global statistics vector (which is the average of
the drift vectors) will also lie inside the safe zone. Exploiting
this fact, we may modify Algorithm 3 in the following way:
If f(~e) ≤ T , then simply check if f(~u) ≤ T (i.e., do not find
the maximum value within a sphere) in order to test whether a
local violation exists. In the case where f(~e) > T , the existing
technique depicted in Lines 1-2 of Algorithm 3 is followed.
We denote as Convex the variation of the Simple mode that
exploits the convexity of safe zones for L∞, L1 and L2. We
denote as Convex Autobalance the corresponding variation of
the Autobalance mode.

B. Neighbors in Direct Communication.

In the case where all the neighbors of Si are in direct
communication with Si, then any message transmission by Si,
regarding its measurements vector, can be performed using
broadcast communication. Due to space constraints, we do
not enumerate all possible combinations of the broadcast
communication with the Simple, Convex, Autobalance and
Convex Autobalance modes, but rather focus on the most
efficient one, namely the Proactive Broadcast Convex mode.
This mode is based on the Convex Autobalance mode.

In this mode, the nodes within each CN must be ordered,
so that each node knows who acts before it, or not. Let us
consider the operation of node Si:
• Si waits for messages from nodes that act before it.
• For each received message, Si updates its estimate vector

(due to autobalancing) with the corresponding neighbor,
and checks if a global violation regarding that neighbor
occurs. If yes, then Si will later broadcast its measurement
vector, so we skip the next step.
• Si examines if a local violation exists regarding itself and

nodes that act after Si. Si marks all such nodes with which
it observes a local violation.

• If either of the steps 2,3 necessitate a transmission, Si

broadcasts its measurement vector. Si will update (due to
autobalancing) its estimate vector for all nodes: (i) that act
after it, and (ii) for which a global violation was detected in
Step 1. Please note that in this case Si proactively modifies
its estimate vector for nodes that act after it, even if it does
not detect a local violation for their similarity.

• Si then awaits messages regarding potential violations. It
ignores received messages from any node Sj that act after
Si and which did not have a global violation with Si (i.e.,
the received message was due to a violation that Sj had
with another node). The latter is easy for Si to determine,
based on the received measurements vector from Sj .

C. Handling Minimum Support Queries

In the case of queries involving a required minimum support
(i.e., number of nodes with similar measurements), the base
station wants to be notified about any sensor node that did not



have (did have) the required minimum support at the previ-
ous epoch, but reaches (drops below) the required minimum
support at the current epoch. However, this problem is trivial
to handle in our framework, since each node Si will only
transmit a message to the base station at the end of the epoch
(i.e., after the monitoring process for all neighbors has been
completed for this epoch) if its current support follows the
previous condition. Please recall that each node knows with
absolute certainty whether its desired distance from any node
in its CN is above/below the required threshold.

We actually expect minimum support queries to be more
bandwidth efficient, since our initial algorithms notified the
base station each time that their similarity status with any
node in CN was modified. However, as we demonstrate in
our experimental evaluation, the overall bandwidth savings are
restricted by the fact that the vast majority of the transmitted
messages are between pairs of nodes tested for similarity.
Thus, even though the transmissions to the base station are
reduced, these transmissions were relatively few, to begin with.

D. A Note on Message Losses

All the presented algorithms assume, similarly to previous
work that uses the geometric approach, the reliable delivery of
messages. However, in sensor network applications messages
are often lost due to conflicts. We now discuss the conse-
quences of message loss when using the geometric approach.

In case a message involving the notification to the base
station is lost, the base station is not aware whether two nodes
are similar or not. In the case of minimum support queries,
the base station will not know whether a node’s measurements
have reached the required minimum support or not. This issue
will be resolved in the next notification transmitted by the
same node to the base station.

In versions of our algorithms that do not include the
Autobalance mode, each node that first makes a transmission
due to a local violation expects a reply. Thus, if a message
is lost, the node will not receive a reply, will recognize this
message loss and may resend its message, thus resolving this
issue. On the other hand, in versions of our algorithms that
include the Autobalance mode, it is possible that a node that
exhibits a local violation and transmits a message will not
receive a reply. In such a case, the node will not know whether
this occurred because of a message loss, or because of a
successful balancing operation at the pairing node (unless we
use acknowledgments). In this case, the 100% guarantees of
our algorithms are no longer valid, as the two corresponding
pairing nodes will end up using different estimate vectors. Let
us now consider when this problem will be resolved. Let X
denote the node in the pair whose transmitted message was not
received. The problem will only be resolved in either (i) the
next epoch that X exhibits a local violation (when monitoring
the same pair-wise similarity), if the message of X is not lost
again, or (ii) the next epoch that the pairing node first detects
a local violation and X detects a threshold violation, as X
will then transmit its measurements vector to its pairing node.

E. Handling the Addition and Removal of Nodes

When nodes are added/removed from the network (for
example, due to node failures), then each sensor simply
needs to monitor its similarity to more/fewer sensor nodes.
In most cases, this does not require any additional effort by
the remaining sensor nodes. In the case of minimum support
queries, the removal of sensor nodes may cause some nodes
to notify the base station, as their minimum support may drop
below the required threshold. The only minor complication
that arises involves the broadcast case described in VI-B:
any new node added in the network, after determining its
comparison neighborhood CNi, will have to pick/determine
its order (when to act) within CNi, so that it knows which
other sensors act before/after it.

VII. EXPERIMENTS

In our experiments we utilized two real world data sets. The
first data set, termed Intel Lab Data, includes temperature,
humidity and light measurements collected by motes in the
Intel Research, Berkeley Lab 2. We selected the measurements
of the following nodes (in the specified order) that lie in nearby
lab locations: 38, 39, 40, 41, 43, 37, 35, 36. In experiments
where we vary the number of used nodes, any experiment
containing K nodes, contains measurements from the K first
nodes in the above list, for 30000 epochs. The second data
set, termed as Weather Data, includes air temperature, relative
humidity and solar irradiance measurements from the station in
the University of Washington and for the year 20023. We used
these measurements to generate readings for up to 9 motes for
a period of 2000 epochs. To avoid presenting experiments for
the same quantity in both data sets, in the Intel Lab data set we
present the results for the temperature and light data, while in
the Weather data we present the results for the humidity and
the solar irradiance data. Our simulator was written in Java.

Techniques and Parameter Settings. We compare the perfor-
mance of our Simple, Convex, Autobalance, Convex Autobal-
ance and Proactive Broadcast Convex techniques in different
data sets, when we vary several parameters, such as the used
threshold, the similarity function, the minimum support, the
dimensionality of the measurements vector, or the number
of the sensor nodes. In order to be able to test the Convex
alternatives, we focused on the L∞, L1 and L2 similarity func-
tions. Moreover, these functions have a closed form solution
that helps us determine in a simple way their minimum and
maximum values within any sphere.

We also consider in our discussion (but do not depict in our
graphs due to its high bandwidth consumption compared to
our techniques), a baseline method, termed NAIVE, in which
the sensor nodes transmit their measurement vectors to the
base station at each epoch. To favor this NAIVE algorithm,
we generated clusters of k sensor nodes (the default value
of k was 5), all in direct communication to each other and
to the base station. Even though the competitive algorithm

2Data available at: http://db.csail.mit.edu/labdata/labdata.html
3Data available at: http://wwwk12.atmos.washington.edu/k12/grayskies
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Fig. 6. Weather: #Messages vs
Threshold, Humidity, L1
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Fig. 7. Weather: #Messages vs
Threshold, Solar Irradiance, L1
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Fig. 8. Intel Lab: #Messages vs
Threshold, Temperature, L∞
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Fig. 9. Intel Lab: #Messages vs
Threshold, Light, L∞
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Fig. 10. Weather: #Messages vs
Threshold, Humidity, L∞
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Fig. 11. Weather: #Messages vs
Threshold, Solar Irradiance, L∞

is termed as NAIVE, the setup that was provided favors
it extremely, since at each epoch each node transmits its
measurements vector over a single hop. Please also note that,
as mentioned in Section II, recent approaches [6], [8] require
each node to perform a transmission at each epoch and, thus,
cannot perform better than our baseline NAIVE algorithm.
Contrary to the NAIVE algorithm, our algorithms transmit to
the base station only when a global violation is detected. Thus,
our algorithms, contrary to NAIVE, would not be severely
impacted in cases where the base station is several hops away
from the sensor nodes. Table II depicts the default values used
for our parameters.

A. Varying the Monitored Function

In Figures 4-7 we demonstrate the total number of transmit-
ted messages of our techniques in our data sets when varying
the used threshold, with the L1 similarity function. The cluster
contained 5 nodes, which means that the total number of
transmitted messages for NAIVE (not depicted) was 150,000
in the Intel Lab data, and 10,000 in the Weather data. We
make two interesting observations:
• Our techniques can provide significant bandwidth savings
compared to NAIVE. For example, by using a modest 5-degree
threshold for L1 in Figure 4, the Simple mode reduces the

number of messages by a factor of 3.3 (compared to NAIVE),
while our Broadcast mode achieves about a 10 fold reduction.
When considering these improvements, recall that we have
selected a setup that significantly favors the NAIVE algorithm.
• In the controlled environment of the Intel Lab, the max-
imum number of transmitted messages occurs in very small
threshold values, which implies small differences on the sensor
measurement vectors. This is encouraging, as it seems less
likely that one would pick such low threshold values in order
to test whether the readings of some sensors are “abnormal”.
On the other hand, the Weather data set contains measurements
from outdoor sensors, thus resulting in significant differences
between their measurements. This explains why the maximum
number of transmitted messages in the Weather data set is at
higher threshold values. Please note that using the geometric
approach, a node is less likely to have a local violation if its
estimate point is far away from the threshold surface, inde-

TABLE II
PARAMETERS AND DEFAULT VALUES

Parameter Default Value
k: cluster size 5
W: vector dimensionality 3
minSupp: minimum Support unspecified
#epochs Intel Lab: 30000, Weather:2000
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Threshold, varying Dimension, L2,
Proactive Broadcast Convex

pendently on which side of the surface (above, or below the
threshold) it belongs to. Thus, with very low (high) threshold
values, nodes often construct monochromatic spheres with
values entirely above (below) the desired threshold, which,
in turn, results in fewer local violations.

In Figures 8-11 we depict the performance (for the same
data sets) when using the L∞ similarity function. The per-
formance is similar to the L1 case, with L∞, on one hand,
generating more messages in very small threshold values but,
on the other hand, exhibiting a very rapid decrease in the
transmitted messages as the threshold increases.

B. Minimum Support Queries

We now investigate whether the benefits of our algorithms
improve even more when we specify a desired minimum
support value. In Section VI-C we argued why this may be
the case. In Figures 12 and 13 we depict the number of global
violations (please note the difference, compared to all the
other depicted figures) for our Proactive Broadcast Convex
mode of operation and for the Intel Lab/Temperature and
Weather/Humidity data, respectively. We make three important
observations:
• The number of global violations in the modes of operation
that are not depicted are similar, for the same values of the
threshold and the minimum support. Since these alternative
modes of operation modify their estimate vectors in different
ways (i.e., more or less aggressively), the number of global
violations cannot be exactly the same. Thus, since the number
of violations is about the same in all modes of operation, the
benefits of the techniques (compared to each other) stem from
reducing the communication within each pair of nodes.
• The number of global violations is only a small fraction of
the total number of transmitted messages. Thus, our techniques
are less sensitive than NAIVE when the base station is placed
further away from the cluster.
• Specifying a minimum support reduces the number of
violations in all cases. We need to note that the pair-wise
communication is not impacted (only the notification of the
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base stations is impacted), which implies that the overall
decrease in the transmitted messages is modest.

C. Varying the Dimensionality W

In Figures 14 and 15 we depict the number of transmitted
messages for our Proactive Broadcast Convex mode of opera-
tion under the L2 distance, and for the Intel Lab/Temperature
and Weather/Humidity data, respectively, when varying the
dimensionality of the measurement vector. In this case, the
L2 function accumulates the sum of more terms. It is, thus,
expected that the shape of the graphs will gradually shift
towards higher threshold values (for example, assuming the
same absolute vector elements in all dimensions, the L2

function increases with the number of dimensions).

D. Varying the Cluster Size

We now investigate how our techniques are influenced when
increasing the cluster size. For a cluster with k nodes,

(
k
2

)

similarity relations need to be monitored. Thus, we expect
an increase in the number of transmitted messages as the
size of the cluster increases. Please note that the NAIVE
technique scales linearly with the cluster size (i.e., for a
cluster of 8 nodes in the Intel Lab data, 240, 000 messages



are required). Figures 16-17 depict the scalability for the Intel
Labs/Temperature data, and for our Convex Autobalance and
Proactive Broadcast Convex modes of operation. Even when
increasing the cluster size, our techniques maintain important
savings over the NAIVE approach, with the Proactive Broad-
cast Convex mode being able to scale better.

VIII. CONCLUSIONS

In this paper we proposed a novel framework for outlier
detection in sensor networks, based on the geometric approach.
We demonstrated that several common similarity functions
used for outlier detection can be transformed and expressed in
a way that allows the applicability of the geometric approach.
We then proposed a general framework for outlier detection
and suggested multiple modes of operation for the sensor
nodes. Appropriate optimizations, such as the Autobalance
mode, the exploitation of the convexity of safe zones, and
the potential for broadcast communication were also discussed
and evaluated. Furthermore, our framework can easily be used
for minimum support queries. Perhaps most importantly, our
framework allows each sensor node to accurately monitor
its similarity to other nodes, while resulting in bandwidth
consumption that is merely a fraction of the communication
cost that a centralized approach would require.

For our future work, we will investigate how additional
similarity functions can be incorporated in our framework.
Moreover, for some similarity functions it may be hard for
the sensor node to accurately find the maximum/minimum
value within the local sphere that it constructs. In such cases,
examining the value of the function over a set of points
belonging to a grid (which lies within the sphere) is a feasible
alternative, but may not always result in perfect accuracy.
Perhaps, a more promising direction involves asking the base
station (which may have additional computational resources)
to compute, when possible, an appropriate convex safe zone,
which the sensors will then utilize. We plan to explore these
directions in the future.
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service outages and data loss, pose challenges to datacenter
management. Existing failure detection techniques rely on
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We hypothesize that many machine failures are not a result
of abrupt changes but rather a result of a long period of
degraded performance. This is confirmed in our experiments,
in which over 20% of machine failures were preceded by such
latent faults.

We propose a proactive approach for failure prevention.
We present a novel framework for statistical latent fault
detection using only ordinary machine counters collected as
standard practice. We demonstrate three detection methods
within this framework. Derived tests are domain-independent
and unsupervised, require neither background information nor
tuning, and scale to very large services. We prove strong
guarantees on the false positive rates of our tests.
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I. INTRODUCTION

For large scale services comprising thousands of comput-
ers, it is unreasonable to assume that so many machines are
working properly and are well configured [1], [2]. Unnoticed
faults might accumulate to the point where redundancy and
fail-over mechanisms break. Therefore, early detection and
handling of latent faults is essential for preventing failures
and increasing the reliability of these services. This work
provides evidence that latent faults are common. We show
that these faults can be detected using domain independent
techniques, and with high precision. This enables a proactive
approach [3]: machine failures can be predicted and handled
effectively and automatically without service outages or data
loss.

Machines are usually monitored by collecting and ana-
lyzing performance counters [4], [5], [6], [7]. Hundreds of
counters per machine are reported by the various service lay-
ers, from service-specific information (such as the number
of queries for a database) to general information (such as
CPU usage). The large number of machines and counters in
datacenters makes manual monitoring impractical.

Existing automated techniques for detecting failures are
mostly rule-based. A set of watchdogs [6], [3] is defined.
In most cases, a watchdog monitors a single counter on a
single machine or service: the temperature of the CPU or
free disk space, for example. Whenever a predefined thresh-
old is crossed, an action is triggered. These actions range
from notifying the system operator to automatic recovery
attempts.

Rule-based failure detection suffers from several key
problems. Thresholds must be made low enough that faults
will not go unnoticed. At the same time they should be
set high enough to avoid spurious detections. However,
since the workload changes over time, no fixed threshold
is adequate. Moreover, different services, or even different
versions of the same service, may have different operating
points. Therefore, maintaining the rules requires constant,
manual adjustments, often done only after a “postmortem”
examination.

Others have noticed the shortcomings of these rule-based
approaches. [8], [9] proposed training a detector on historic
annotated data. However, such approaches fall short due to
the difficulty in obtaining this data, as well as the sensitivity
of these approaches to deviations in workloads and changes
in the service itself. Others proposed injecting code into
the monitored service to periodically examine it [1]. This
approach is intrusive and hence prohibitive in many cases.

More flexible, unsupervised approaches to failure detec-
tion have been proposed for high performance computing
(HPC). [10], [11], [12] analyze textual console logs to
detect system or machine failures by examining occurrence
of log messages. In this work, we focus on large scale
online services. This setting differs from HPC in several
key aspects. Console logs are impractical in high-volume
services for bandwidth and performance reasons: transac-
tions are very short, time-sensitive, and rapid. Thus, in
many environments, nodes periodically report aggregates
in numerical counters. Console log analysis fails in this
setting: console logs are non-existent (or very limited), and
periodically-reported aggregates exhibit no difference in rate
for faulty, slow or misconfigured machines. Rather, it is
their values that matter. Moreover, console logs originate
at application code and hence expose software bugs. We are
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interested in counters collected from all layers to reveal both
software and hardware problems.

The challenge in designing a latent fault detection mech-
anism is to make it agile enough to handle the variations
in a service and the differences between services. It should
also be non-intrusive yet correctly detect as many faults as
possible with only a few false alarms. As far as we know, we
are the first to propose a framework and methods that address
all these issues simultaneously using aggregated numerical
counters normally collected by datacenters.

Contribution

We focus on machine behavior that is indicative of a fault,
or could eventually result in a fault. We call this behavior
a latent fault. Not all machine failures are the outcome
of latent faults. Power outages and malicious attacks, for
instance, can occur instantaneously, with no visible machine-
related warning. However, even our most conservative esti-
mates show that at least 20% of machine failures have a
long incubation period during which the machine is already
deviating in its behavior but is not yet failing.

We develop a domain independent framework for identi-
fying latent faults. Our framework is unsupervised and non-
intrusive, and requires no background information. Typically,
a scalable service will use (a small number of) large collec-
tions of machines of similar hardware, configuration, and
load. Consequently, the main idea in this work is to use
standard numerical counter readings in order to compare
similar machines performing similar tasks in the same time
frames, similar to [13], [10]. A machine whose performance
deviates from the others is flagged as suspicious.

To compare machines’ behavior, the framework uses tests
that take the counter readings as input. Any reasonable test
can be plugged in, including non-statistical tests. We demon-
strate three tests within the framework and provide strong
theoretical guarantees on their false detection rates. We use
those tests to demonstrate the merits of the framework on
several production services of various sizes and natures,
including large scale services, as well as a service that uses
virtual machines.

Our technique is agile: we demonstrate its ability to work
efficiently on different services with no need for tuning,
yet still guaranteeing false positive rate. Moreover, changes
in the workload or even changes to the service itself do
not affect its performance: in our experiments, suspicious
machines that switched services and workloads remained
suspicious.

II. FRAMEWORK AND METHODS

Large services are often made reliable and scalable by
means of duplication. That is, the service is duplicated on
multiple machines with a load balancing process that splits
the workload. Therefore, similar to [13], [10], we expect all
machines that perform the same role, using similar hardware

and configuration, to exhibit similar behavior. Whenever we
see a machine that consistently differs from the rest, we
flag it as suspicious for a latent fault. As we show in our
experiments, this procedure flags latent faults weeks before
the actual failure occurs.

A. Framework Overview

To compare machine operation, we use performance coun-
ters. Machines in datacenters often periodically report and
log a wide range of performance counters. These counters
are collected from the hardware (e.g., temperature), the
operating system (e.g., number of threads), the runtime
system (e.g., garbage collected), and from application layers
(e.g., transactions completed). Hundreds of counters are
collected at each machine. More counters can be specified
by the system administrator, or the application developer, at
will. Our framework is intentionally agnostic: it assumes no
domain knowledge, and treats all counters equally. Figure
5 shows several examples of such counters from several
machines across a single day.

We model the problem as follows: there are M machines
each reporting C performance counters at every time unit.
We denote the vector of counter values for machine m
at time t as x(m, t). The hypothesis is that the inspected
machine is working properly and hence the statistical process
that generated this vector for machine m is the same
statistical process that generated the vector for any other
machine m′. However, if we see that the vector x(m, t) for
machine m is notably different from the vectors of other
machines, we reject the hypothesis and flag the machine m
as suspicious for a latent fault. (Below we simply say the
machine is suspicious.)

After some common preprocessing (see Section II-D), the
framework incorporates pluggable tests (aka outlier detection
methods) to compare machine operation. At any point t, the
input x(t) to the test S consists of the vectors x(m, t) for
all machines m. The test S(m,x(t)) analyzes the data and
assigns a score (either a scalar or a vector) to machine m at
time t. x and x′ denote sets of inputs x(m, t) and x′(m, t),
respectively, for all m and t.

The framework generates a wrapper around the test, which
guarantees its statistical performance. Essentially, the scores
for machine m are aggregated over time, so that eventually
the norm of the aggregated scores converges, and is used
to compute a p-value for m. The longer the allowed time
period for aggregating the scores is, the more sensitive the
test will be. At the same time, aggregating over long periods
of time creates latencies in the detection process. Therefore,
in our experiments, we have aggregated data over 24 hour
intervals, as a compromise between sensitivity and latency.

The p-value for a machine m is a bound on the probability
that a random healthy machine would exhibit such aberrant
counter values. If the p-value falls below a predefined
significance level α, the null hypothesis is rejected, and
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the machine is flagged as suspicious. In Section II-E we
present the general analysis used to compute the p-value
from aggregated test scores.

Given a test S, and a significance level α > 0, we can
present the framework as follows:

1) Preprocess the data as described in Section II-D (can
be done once, after collecting some data; see below);

2) Compute for every machine m the vector vm =
1
T

∑
t S(m,x(t)) (integration phase);

3) Using the vectors vm, compute p-values p(m);
4) Report every machine with p(m) < α as suspicious.
To demonstrate the power of the framework, we describe

three test implementations: the sign test (Sec. II-F), the Tukey
test (Sec. II-G), and the LOF test (Sec. II-H). Their analyses
provide examples of the use of the machinery developed in
Section II-E. Other tests can be easily incorporated into our
framework. Such tests could make use of more information,
or be even more sensitive to the signals generated by latent
faults. For many well-known statistical tests, the advantages
of the framework will still hold: no tuning, no domain
knowledge, no training, and no need for tagged data.

B. Notation

The cardinality of a set G is denoted by |G|, while for a
scalar s, we use |s| as the absolute value of s. The L2 norm
of a vector y is ‖y‖, and y · y′ is the inner product of y and
y′. M denotes the set of all machines in a test, m,m′,m∗

denote specific machines, and M = |M| denotes the number
of machines. C is the set of all counters selected by the
preprocessing algorithm, c denotes a specific counter, and
C = |C|. T are the time points where counters are sampled
during preprocessing (for instance, every 5 minutes for 24
hours in our experiments), t, t′ denote specific time points,
and T = |T |.
C. Framework Assumptions

In modeling the problem we make several reasonable
assumptions (see, e.g., [13], [10]) that we will now make
explicit. While these assumptions might not hold in every
environment, they do hold in many cases, including the
setups considered in Section III.
• The majority of machines are working properly at any

given point in time.
• Machines are homogeneous, meaning they perform a

similar task and use similar hardware and software. (If
this is not the case, then we can often split the collection
of machines to a few large homogeneous clusters.)

• On average, workload is balanced across all machines.
• Counters are ordinal and are reported at the same rate.
• Counter values are memoryless in the sense that they

depend only on the current time period (and are inde-
pendent of the identity of the machine).

Formally, we assume that x(m, t) is a realization of a
random variable X(t) whenever machine m is working

properly. Since all machines perform the same task, and
since the load balancer attempts to split the load evenly
between the machines, the homogeneous assumption implies
that we should expect x(m, t) to show similar behavior. We
do expect to see changes over time, due to changes in the
workload, for example. However, we expect these changes
to be similarly reflected in all machines.

D. Preprocessing

Clearly, our model is simplified, and in practice not all of
its assumptions about counters hold. Thus the importance of
the preprocessing algorithm: it eliminates artifacts, normal-
izes the data, and automatically discards counters that violate
assumptions and hinder comparison. Since we do not assume
any domain knowledge, preprocessing treats all counters
similarly, regardless of type. Furthermore, preprocessing is
fully automatic and is not tuned to the specific nature of the
service analyzed.

Not all counters are reported at a fixed rate, and even
periodic counters might have different periods. Non-periodic
and infrequent counters hinder comparison because at any
given time their values are usually unknown for most ma-
chines. They may also bias statistical tests. Such counters
are typically event-driven, and have a different number of
reports on different machines; hence they are automatically
detected by looking at the variability of the reporting rate
and are removed by the preprocessing.

Additionally, some counters violate the assumption of
being memoryless. For example, a counter that reports the
time since the last machine reboot cannot be considered
memoryless. Such counters usually provide no insight into
the correct or normal behavior because they exhibit different
behavior on different machines. Consequently, preprocessing
drops those counters. Automatic detection of such counters
is performed similarly to the detection of event-driven coun-
ters, by looking at the variability of counter means across
different machines.

The process of dropping counters is particularly important
when monitoring virtual machines. It eliminates counters
reflecting cross-talk between machines running in the same
physical host. In our experiments, after the above filtering
operations, we were typically left with more than one hun-
dred useful counters (over two hundred in some systems);
see Table IV.

Preprocessing also samples counters at equal time inter-
vals (5 minutes in our implementation), so that machines can
be compared at those time points. Finally, the counters are
normalized to have a zero mean and a unit variance in order
to eliminate artifacts of scaling and numerical instabilities.

There are many possible ways to measure variability.
Our implementation is based on normalized median absolute
deviation. The particulars are not critical to the framework,
and were omitted for lack of space.
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E. Framework Analysis

In this section we show how the p-values (step 3 in the
framework) are computed. We use two methods to compute
these values. The first method assumes the expected value
of the scoring function is known when all machines work
properly. In this case, we compare vm to its expected value
and flag machines that have significant deviations (recall
that vm = 1

T

∑
t∈T S(m,x(t)); see framework Step 2). The

second method for computing the p-value is used when the
expected value of the scoring function is not known. In this
case, we use the empirical mean of ‖vm‖ and compare the
values obtained for each of the machines to this value. Both
methods take the number of machines M into account. The
resulting p-values are the probability of one false positive
or more across T , regardless of the number of machines.

In order to prove the convergence of vm, we use the
L1, L2-bounded property of the test S, as follows:

Definition 1: A test S is L1, L2-bounded if the following
two properties hold for any two input vector sets x and x′,
and for any m and t:

1) ‖S (m,x(t))− S (m,x′(t))‖ ≤ L1.
2) Let x̄ be x where x(m, t) is replaced with x′(m′, t).

Then for any m′ 6= m, ‖S (m,x(t))− S (m, x̄(t))‖ ≤
L2.

The above definition requires that the test is bounded in two
aspects. First, even if we change all the inputs, a machine
score cannot change by more than L1. Moreover, if we
change the counter values for a single machine, the score
for any other machine cannot change by more than L2.

The following lemmas define the two methods. Proofs are
omitted due to lack of space.

Lemma 1: Consider a test S which is L1, L2- bounded.
Assume that ∀m, t, x (m, t) ∼ X (t). Then for every γ > 0,

Pr [∃m s.t. ‖vm‖ ≥ E [‖vm‖] + γ] ≤M exp

(
−2Tγ2

L2
1

)
.

The lemma follows by applying the bounded differences
inequality [14] and the union bound.

The next lemma applies to the case where the expected
value of vm is not known. In this case, we use the empirical
mean as a proxy for the true expected value.

Lemma 2: Consider a test S that is L1, L2- bounded.
Assume that ∀m, t x (m, t) ∼ X (t), and that ∀m,m′,
E [‖vm‖] = E [‖vm′‖]. Denote by v̂ = 1/M

∑
m ‖vm‖. Then

for every γ > 0,

Pr [∃m s.t. ‖vm‖ ≥ v̂ + γ]

≤ (M + 1) exp

(
− 2TMγ2

(L1(1+
√
M)+L2(M−1))2

)
.

In the proof we show that the random variable v̂ is
a Lipschitz function and apply the bounded differences
inequality [14] to v̂. Finally, we obtain the stated result by
combining with Lemma 1.

F. The Sign Test

The sign test [15] is a classic statistical test. It verifies the
hypothesis that two samples share a common median. It has
been extended to the multivariate case [16]. We extend it to
allow the simultaneous comparison of multiple machines.

Let m and m′ be two machines and let x(m, t) and
x(m′, t) be the vectors of their reported counters at time
t. We use the test

S (m,x(t)) =
1

M − 1

∑

m′ 6=m

x(m, t)− x (m′, t)
‖x(m, t)− x (m′, t)‖

as a multivariate version of the sign function. If all the
machines are working properly, we expect this value to be
zero. Therefore, the sum of several samples over time is also
expected not to grow far from zero.

Algorithm 1: The sign test. Output a list of suspicious
machines with p-value below significance level α.

foreach machine m ∈M do

S (m,x(t))← 1
M−1

∑
m′ 6=m

x(m,t)−x(m′,t)
‖x(m,t)−x(m′,t)‖ ;

vm ← 1
T

∑
t S (m,x(t));

end
v̂ ← 1

M

∑
m ‖vm‖;

foreach machine m ∈M do
γ ← max (0, ‖vm‖ − v̂);

p(m)← (M + 1) exp

(
− TMγ2

2(
√
M+2)

2

)
;

if p(m) ≤ α then
Report machine m as suspicious;

end
end

The following theorem shows that if all machines are
working properly, the norm of vm should not be much larger
than its empirical mean.

Theorem 1: Assume that ∀m ∈ M and ∀t ∈ T , x(m, t)
is sampled independently from X(t). Let vm and v̂ be as in
Algorithm 1. Then for every γ > 0,

Pr [∃m ∈M s.t. ‖vm‖ ≥ v̂ + γ]

≤ (M + 1) exp

(
−TMγ2

2(
√
M+2)

2

)
.

Proof: The sign test is 2, 2
M−1 -bounded. Applying

Lemma 2, we obtain the stated result.
Theorem 1 proves the correctness of the p-values com-

puted by the sign test. For an appropriate significance level
α, Theorem 1 guarantees a small number of false detections.

A beneficial property of the sign test is that it also
provides a fingerprint for the failure in suspicious machines.
The vector vm scores every counter. The test assigns high
positive scores to counters on which the machine m has
higher values than the rest of the population and negative
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scores to counters on which m’s values are lower. This
fingerprint can be used to identify recurring types of fail-
ures [4]. It can also be used as a starting point for root
cause analysis, which is a subject for future research.

G. The Tukey Test

The Tukey test is based on a different statistical tool, the
Tukey depth function [17]. Given a sample of points Z,
the Tukey depth function gives high scores to points near
the center of the sample and low scores to points near the
perimeter. For a point z, it examines all possible half-spaces
that contain the point z and counts the number of points of Z
inside the half-space. The depth is defined as the minimum
number of points over all possible half-spaces. Formally, let
Z be a set of points in the vector space Rd and z ∈ Rd;
then the Tukey depth of z in Z is:

Depth(z|Z) = inf
w∈Rd

(|{z′ ∈ Z s.t. z · w ≤ z′ · w}|) .

Algorithm 2: The Tukey test. Output a list of suspicious
machines with p-value below significance level α.

Let I = 5;
for i← 1, . . . , I do

πi ← random projection RC → R2;
foreach time t ∈ T do

foreach machine m ∈M do
d(i,m, t)← Depth (πi(x(m, t))|x(t));

end
end

end
foreach machine m ∈M do

S(m,x(t))← 2
I(M−1)

∑
i d (i,m, t);

vm ← 1
T

∑
t S (m,x(t));

end
v̂ ← 1

M

∑
m vm;

foreach machine m ∈M do
γ ← max(0, v̂ − ‖vm‖);

p(m)← (M + 1) exp

(
− 2TMγ2

(
√
M+3)

2

)
;

if p(m) ≤ α then
Report machine m as suspicious

end
end

In our setting, we say that if the vectors x(m, t) for a
fixed machine m consistently have low depths at different
times t, then m is likely to be behaving differently than the
rest of the machines.

However, there are two main obstacles in using the Tukey
test. First, for each point in time, the size of the sample is
exactly the number of machines M and the dimension is the
number of available counters C. The dimension C can be

larger than the number of points M and it is thus likely that
all the points will be in a general position and have a depth of
1. Moreover, computing the Tukey depth in high dimension
is computationally prohibitive [18]. Therefore, similarly to
[19], we select a few random projections of the data to low
dimension (R2) and compute depths in the lower dimension.

We randomly select a projection from RC to R2 by
creating a matrix C×2 such that each entry in the matrix is
selected at random from a normal distribution. For each time
t, we project x(m, t) for all the machines m ∈ M to R2

several times, using the selected projections, and compute
depths in R2 with a complexity of only O (M log(M)), to
obtain the depth d(i,m, t) for machine m at time t with the
i’th projection. The score used in the Tukey test is the sum
of the depths computed on the random projections:

S(m,x(t)) =
2

I (M − 1)

∑

i

d (i,m, t) .

If all machines behave correctly, vm should be concen-
trated around its mean. However, if a machine m has a much
lower score than the empirical mean, this machine is flagged
as suspicious. The following theorem shows how to compute
p-values for the Tukey test.

Theorem 2: Assume that ∀m ∈ M and ∀t ∈ T , x(m, t)
is sampled independently from X(t). Let vm and v̂ be as in
Algorithm 2. Then for every γ > 0,

Pr [∃m ∈M s.t. vm ≤ v̂ − γ]

≤ (M + 1) exp


 −2TMγ2
(√

M + 3
)2


 .

Proof: The Tukey test is 1, 2
M−1 -bounded since 0 ≤

d (i,m, t) ≤M −1. Applying Lemma 2 with −vm and −v̂,
we obtain the stated result.

H. The LOF Test

The LOF test is based on the Local Outlier Factor
(LOF) algorithm [20], which is a popular outlier detection
algorithm. The LOF test attempts to find outliers by looking
at the density in local neighborhoods. Since the density of
the sample may differ in different areas, isolated points in
less populated areas are not necessarily outliers. The greater
the LOF score is, the more suspicious the point is, but
the precise value of the score has no particular meaning.
Therefore, in the LOF test the scores are converted to ranks.
The rank r(m,x(t)) is such that the machine with the lowest
LOF score will have rank 0, the second lowest will have
rank 1, and so on. If all machines are working properly, the
rank r(m,x(t)) is distributed uniformly on 0, 1, . . . ,M −1.
Therefore, for healthy machines, the scoring function

S(m,x(t)) =
2r(m,x(t))

M − 1
(1)



POSTPRINT DRAFT - DO NOT PUBLISH

has an expected value of 1. If the score is much higher, the
machine is flagged as suspicious. The correctness of this
approach is proven in the next theorem.

Algorithm 3: The LOF test. Output a list of suspicious
machines with p-value below significance level α.

foreach time t ∈ T do
l(m, t)← LOF of x(m, t) in x(t);
foreach machine m ∈M do

r(m,x(t))← rank of l(m, t) in
{l(m′, t)}m′∈M ;
S(m,x(t))← 2r(m,x(t))

M−1 ;
end

end
foreach machine m ∈M do

vm ← 1
T

∑
t S (m,x(t));

γ ← max(0, vm − 1);

p(m)←M exp
(
−Tγ2

2

)
;

if p(m) ≤ α then
Report machine m as suspicious

end
end

Theorem 3: Assume that ∀m ∈ M and ∀t ∈ T , x(m, t)
is sampled independently from X(t). Let vm be as defined
in Algorithm 3. Then for every γ > 0,

Pr [∃m ∈M s.t. vm ≥ 1 + γ] ≤M exp

(
−Tγ

2

2

)
.

Proof: The LOF test is 2, 2
M−1 -bounded since 0 ≤

r (m,x(t)) ≤ M − 1. Moreover, under the assumption of
this theorem, the expected value of the score is 1. Applying
Lemma 1, we obtain the stated result.

III. EMPIRICAL EVALUATION

We conducted experiments on live, real-world, distributed
services with different characteristics. The LG (“large”)
service consists of a large cluster (∼ 4500 machines) that is
a part of the index service of a leading search engine. The
PR (“primary”) service runs on a mid-sized cluster (∼ 300
machines) and provides information about previous user
interactions. It holds a large key-value table and supports
reading and writing to this table. The SE (“secondary”)
service is a hot backup for the PR service and is of similar
size. It stores the same table as the PR service but supports
only write requests. Its main goal is to provide hot swap
for machines in the PR service in cases of failures. The
VM (“virtual machine”) service provides a mechanism to
collect data about users’ interactions with advertisements in
a large portal. It stores this information for billing purposes.
This service uses 15 virtual machines which share the same
physical machine with other virtual machines. We tracked

Table I
SUMMARY OF TERMS.

Term Description
Suspicious machine flagged as having a latent fault
Failing machine failed according to health signal
Healthy machine healthy according to health signal
Precision fraction of failing machines out of all suspicious

= Pr(failing | suspicious)
Recall (TPR) fraction of suspicious out of all failing machines

= Pr(suspicious | failing)
False Positive
Rate (FPR)

fraction of healthy machines out of all suspicious
= Pr(suspicious | healthy)

the LG, PR and SE services for 60 days and the VM service
for 30 days. We chose periods in which these services did
not experience any outage.

These services run on top of a data center management
infrastructure for deployment of services, monitoring, auto-
matic repair, and the like. We use the automatic repair log
to deduce information concerning the machines’ health sig-
nals. This infrastructure also collects different performance
counters from both the hardware and the running software.

A. Protocol Used in the Experiments

We applied our methods to each service independently
and in a daily cycle. That is, we collected counter values
every 5 minutes during a 24-hour period and used them to
flag suspicious machines using each of the tests. To avoid
overfitting, parameters were tuned using the historical data
of the SE service. In order to reduce the false alarm rate to
a minimum, the significance level α was fixed at 0.01.

To evaluate test performance, we compared detected latent
faults to machine health signals as reported by the infras-
tructure at a later date. Health alerts are raised according
to rules for detecting software and hardware failures. Our
hypothesis is that some latent faults will evolve over time
into hard faults, which will be detected by this rule-based
mechanism. Therefore, we checked the health signal of each
machine in a follow-up period (horizon) of up to 14 days
immediately following the day in which the machine was
tested for a latent fault. We used existing health systems to
verify the results of our latent fault detection framework. In
some cases we used manual inspection of counters and audit
logs.

Unfortunately, because of limited sensitivity and missing
logs, health information is incomplete. Failing or malfunc-
tioning machines that the current watchdog based imple-
mentation did not detect are considered by default to be
healthy. Similarly, machines with unreported repair actions
or without health logs are considered by default to be
healthy. When flagged as suspicious by our tests, such
machines would be considered false positives. Finally, not
all machine failures have preceding latent faults, but to avoid
any bias we include all logged health alerts in our evaluation,
severely impacting recall (Section III-E estimates the amount



POSTPRINT DRAFT - DO NOT PUBLISH

of latent faults). Therefore, the numbers we provide in our
experiments are underestimations, or lower bounds on the
true prevalence of latent faults.

In our evaluation, we refer to machines that were reported
healthy during the follow-up horizon as healthy; other ma-
chines are referred to as failing. Machines that were flagged
by a test are referred to as suspicious. Borrowing from
the information retrieval literature [21], we use precision to
measure the fraction of failing machines out of all suspicious
machines and recall (also called true positive rate, or TPR)
to measure the fraction of suspicious machines out of all
failing machines. We also use the false positive rate (FPR) to
denote the fraction of healthy machines out of all suspicious
machines. Table I summarizes the terms used.

We applied the same techniques to all services, using the
same choice of parameters. Yet, due to their different nature,
we discuss the results for each service separately.

B. The LG Service

Table II shows a summary of the results (failure predic-
tion) for the LG service. The low false positive rate (FPR)
reflects our design choice to minimize false positives. Track-
ing the precision results proves that latent faults abound in
the services. For example, the Tukey method has precision
of 0.135, 0.497 and 0.653 when failures are considered in
horizons of 1, 7 and 14 days ahead, respectively. Therefore,
most of the machines flagged as suspicious by this method
will indeed fail during the next two weeks. Moreover, most
of these failures happen on the second day or later.

The recall numbers in Table II indicate that approximately
20% of the failures in the service were already manifested in
the environment for about a week before they were detected.

The cumulative failure graph (Figure 1) depicts the frac-
tion across all days of suspicious machines which failed
up to n days after the detection of the latent fault. In
other words, it shows the precision vs. prediction horizon.
The “total” column is the fraction of all machines that
failed, demonstrating the normal state of affairs in the LG
service. This column is equivalent to a guessing “test” that
randomly selects suspicious machines on the basis of the
failure probability in the LG service. Once again, these
graphs demonstrate the existence and prevalence of latent
faults.

To explore the tradeoffs between recall, false positive rate,
and precision, and to compare the different methods, we
present receiver operating characteristic (ROC) curves and
precision-recall (P-R) curves. The curves, shown in Figure 2,
were generated by varying the significance level: for each
value of α we plot the resulting false positive rate and true
positive rate (recall) as a point on the ROC curve. A random
guess would yield a diagonal line from (0, 0) to (1, 1). The
P-R curve is similarly generated from recall and precision.

Both the Tukey and sign tests successfully predict failures
up to 14 days in advance with a high degree of precision,
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Figure 1. Cumulative failures on LG service. Most of the faults detected by
the sign test and the Tukey test become failures several days after detection.

Table II
PREDICTION ON LG WITH SIGNIFICANCE LEVEL OF 0.01.

Period Test Recall FPR Precision

1 day
Tukey 0.240 0.023 0.135
sign 0.306 0.037 0.109
LOF 0.248 0.095 0.038

7 days
Tukey 0.151 0.014 0.497
sign 0.196 0.026 0.411
LOF 0.203 0.087 0.180

14 days
Tukey 0.093 0.011 0.653
sign 0.126 0.022 0.563
LOF 0.162 0.082 0.306

with sign having a slight advantage. Both perform signif-
icantly better than the LOF test, which is still somewhat
successful. The results reflect our design tradeoff: at signifi-
cance level of 0.01, false positive rates are very low (around
2− 3% for Tukey and sign), and precision is relatively high
(especially for longer horizons).

The dips in the beginning of the P-R curves reflect
machines that consistently get low p-values, but do not fail.
Our manual investigation of some of these machines shows
that they can be divided into (1) undocumented failures
(incomplete or unavailable logs), and (2) machines that are
misconfigured or underperforming, but not failing outright
since the services do not monitor for these conditions. Such
machines are considered false positives, even though they are
actually correctly flagged by our framework as suspicious.
This is additional evidence that the numbers reported in
our experiments are underestimates, and that latent faults go
unnoticed in the environment. This is also why false positive
rates are slightly higher than the significance level of 0.01.

Finally, we investigate the sensitivity of the different
methods to temporal changes in the workload. Since this
service is user facing, the workload changes significantly
between weekdays and weekends. We plot Tukey prediction
performance with a 14-day horizon for each calendar day
(Figure 3). Note that the weekly cycle does not affect the
test. The visible dips at around days 22, 35, and towards the
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Figure 2. ROC and P-R curves on LG service. Highlighted points are for significance level α = 0.01.
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Figure 3. Tukey performance on LG across 60 days, with 14-day horizon.
It shows the test is not affected by changes in the workload, quickly
recovering from service updates on days 22 and 35. Lower performance on
days 45–55 is an artifact of gaps in counter logs and updates on later days.

end of the period, are due to service upgrades during these
times. Since the machines are not upgraded simultaneously,
the test detects any performance divergence of the different
versions and reports these as failures. However, once the
upgrade was completed, no tuning was necessary for the
test to regain its performance.

C. PR and SE Services

The SE service mirrors data written to PR, but serves no
read requests. Its machines are thus less loaded than PR
machines, which serve both read and write requests. Hence,
traditional rule-based monitoring systems are less likely to
detect failures on these machines. The existence of latent
faults on these machines is likely to be detected by the

Table III
PREDICTION ON SE, 14-DAY HORIZON, SIGNIFICANCE LEVEL 0.01.

Test Recall FPR Precision
Tukey 0.010 0.007 0.075
sign 0.023 0.029 0.044
LOF 0.089 0.087 0.054

health mechanisms only when there is a failure in a primary
machine, followed by the faulty SE machine being converted
to the primary (PR) role.

Unfortunately, the health monitors for the PR and SE
services are not as comprehensive as the ones for the LG
service. Since we use the health monitors as the objective
signal against which we measure the performance of our
tests, these measurements are less reliable. To compensate
for that, we manually investigated some of the flagged
machines. We are able to provide objective measurements
for the SE service, as there are enough real failures which
can be successfully predicted, despite at least 30% spurious
failures in health logs (verified manually).

Performance on SE service for a significance level of
0.01 is summarized in Table III. ROC and P-R curves are
in Figure 4. Our methods were able to detect and predict
machine failures; therefore, latent faults do exist in this
service as well, albeit to a lesser extent. As explained
above, since this is a backup service, some of the failures
go unreported to the service platform. Therefore, the true
performance is likely to be better than shown.

The case of the PR service is similar to the SE service but
even more acute. The number of reported failures is so low



POSTPRINT DRAFT - DO NOT PUBLISH

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1

T
P

R
 (

re
ca

ll)

FPR

rand. guess
1 day

7 days
14 days

at cutoff 0.01

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1

P
re

ci
si

on

Recall

(a) Tukey

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1

T
P

R
 (

re
ca

ll)
FPR

rand. guess
1 day

7 days
14 days

at cutoff 0.01

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1

P
re

ci
si

on

Recall

(b) sign

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1

T
P

R
 (

re
ca

ll)

FPR

rand. guess
1 day

7 days
14 days

at cutoff 0.01

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1

P
re

ci
si

on

Recall

(c) LOF

Figure 4. ROC and P-R curves on the SE service. Highlighted points are for significance level α = 0.01.

(0.26% machine failures per day) that it would be impossible
to verify positive prediction. Nevertheless, all tests show
very low FPR (about 1% for sign and Tukey, 7% for LOF),
and in over 99% of healthy cases there were no latent faults
according to all tests.

D. VM Service

The VM service presents a greater challenge, due to the
use of virtual machines and the small machine population.
In principle, a test may flag machines as suspicious because
of some artifacts related to other virtual machines sharing
the same host. Due to the small size of this cluster, we resort
to manually examining warning logs, and examining the two
machines with latent faults found by the sign test. One of
the machines had high CPU usage, thread count, disk queue
length and other counters that indicate a large workload,
causing our test to flag it as suspicious. Indeed, two days
after detection there was a watchdog warning indicating that
the machine is overloaded. The relevant counters for this
machine are plotted in Figure 5. The second machine for
which a latent fault was detected appears to have had no
relevant warning, but our tests did indicate that it had low
memory usage, compared to other machines performing the
same role.

E. Estimating the Number of Latent Faults

Some failures do not have a period in which they live
undetected in the system. Examples include failures due
to software upgrades and failures due to network service
interruption. We conducted an experiment on the LG en-
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Figure 5. Aberrant counters for suspicious VM machine (black) compared
to the counters of 14 other machines (gray).

vironment with the goal of estimating the percentage of
failures which do have a latent period.

We selected 80 failure events at random and checked
whether our methods detect them 24 hours before they are
first reported by the existing failure detection mechanism.
As a control, we also selected a random set of 73 machines
known to be healthy. For both sets we require that events
come from different machines, and from a range of times
and dates.

For this experiment we define a failing machine to be a
machine that is reported to be failing but did not have any
failure report in the preceding 48 hours. We define a machine
to be healthy if it did not have any failure during the 60 day
period of our investigation. Figure 6 shows the ROC curves
for this experiment. Failing machines where latent faults
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Figure 6. Detection performance on LG service. At least 20-25% of
failures have preceding latent faults. Highlighted points are for α = 0.01.

are detected are true positives. Healthy machines flagged
as suspicious are counted as false positives. Both sign and
Tukey manage to detect 20%−25% of the failing machines
with very few false positives. Therefore, we conclude that at
least 20%− 25% of the failures are latent for a long period.
Assuming our estimation is accurate, the recall achieved in
Section III-B is close to the maximum possible.

F. Comparison of Tests

The three tests proposed in this work are based on
different principles. Nevertheless, they tend to flag the same
machines. For instance, more than 80% of the machines that
were flagged by Tukey are also flagged by the sign test. All
tests achieve a low false positive rate on all services, with the
Tukey and sign tests matching the very low user-specified
rate parameter.

To better characterize the sensitivities of the different
tests, we evaluated them on artificially generated data to
which we injected three types of “faults”: counter location
(offset), counter scale, or both. The strength of the difference
varies across the failing machines, and we compare the
sensitivity of each test to different kinds of faults. The
resulting curves are shown in Figure 7. This experiment
shows that the sign test is very sensitive to changes in offsets.
LOF has some sensitivity to offset changes while the Tukey
test has little sensitivity, if any, to this kind of change. When
scale is changed, LOF is more sensitive in the range of low
false positive rates but does not do well later on. Tukey is
more sensitive than sign to scale changes.

G. Filtering Counters in Preprocessing

As described in Section II-D, the preprocessing stage
removes some counters. Table IV reports the average number
of counters removed in each service.

When removing counters violating the memoryless as-
sumption, we measure the mean variability of each counter
across all machines, leaving only counters with low variabil-
ity. Our choice of a low fixed threshold value stems from
our conservative design choice to avoid false positives, even
at the price of removing potentially informative counters.
Figure 8 justifies this choice: the majority of counters

Table IV
AVERAGE NUMBER OF COUNTERS REMOVED. MANY COUNTERS

REMAIN AFTER AUTOMATED FILTERING.

Counters LG VM PR SE
Event-driven 85 39 100 112
Slow 68 12 19 24
Constant 87 29 52 40
Varied means 103 30 57 79
Remaining 211 106 313 89
Total 554 216 541 344
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Figure 8. Histogram of counter mean variability for all services. The
majority of counters have variability below 2.

that were not filtered have relatively low variability on
most services, whereas the higher variability range (2–10)
typically contains few counters. Beyond 10 counters are not
usable: most of them are effectively a unique constant value
for this counter for each machine. Thus, tuning is not needed
in preprocessing.

To further explore the effect of different thresholds, we
measured the performance of the tests on a single day of
the LG service with different mean variability thresholds.
With strict significance level, higher thresholds result in
slightly better recall but slightly lower precision, confirming
our expectations.

IV. RELATED WORK

The problem of automatic machine failure detection was
studied by several researchers in recent years, and proposed
techniques have so far been mostly supervised, or reliant on
textual console logs.

Chen et al. [5] analyze the correlation between sets of
measurements and track them over time. This approach re-
quires domain knowledge for choosing counters, and training
to model baseline correlations. Chen et al. [8] presented a
supervised approach based on learning decision trees. The
system requires labeled examples of failures and domain
knowledge. Moreover, supervised approaches are less adap-
tive to workload variations and to platform changes. Pelleg
et al. [22] explore failure detection in virtual machines using
decision trees. Though the basis is domain independent, the
system is supervised, requiring training on labeled examples
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Figure 7. Performance on types of synthetic latent faults

and manually selected counters. Bronevetsky et al. [23] mon-
itor state transitions in MPI applications, and observe timing
and probabilities of state transitions to build a statistical
model. Their method requires no domain knowledge, but
is limited to MPI-based applications and requires potentially
intrusive monitoring. It also requires training on sample runs
of the monitored application to achieve high accuracy. Sahoo
et al. [7] compare three approaches to failure event predic-
tion: rule-based, Bayesian network, and time series analysis.
They successfully apply their methods to a 350-node cluster
for a period of one year. Their methods are supervised and
furthermore rely on substantial knowledge of the monitored
system. Bodı́k et al. [4] produce fingerprints from aggregate
counters that describe the state of the entire datacenter, and
use these fingerprints to identify system crises. As with
other supervised techniques, the approach requires labeled
examples. The authors present quick detection of system
failures that have already occured, whereas we focus on
detection of latent faults ahead of machine failures. Cohen et
al. [9] induce a tree-augmented Bayesian network classifier.
Although this approach does not require domain knowledge
other than a labeled training set, the classifier is sensitive to
changing workloads. Ensembles of models are used in [24]
to reduce the sensitivity of the former approach to workload
changes, at the cost of decreased accuracy when there are
too many failure types ([25]).

Palatin et al. [1] propose sending benchmarks to servers
in order to find execution outliers. Like our method, their
approach is based on outlier detection, is unsupervised,
and requires no domain knowledge. However, through our
interaction with system architects we have learned that they

consider this approach intrusive, because it requires sending
jobs to be run on the monitored hosts, thus essentially modi-
fying the running service. Kasick et al. [13] analyze selected
counters using unsupervised histogram and threshold-based
techniques. Their assumptions of homogenous platforms and
workloads are also similar to ours. However they consider
distributed file systems exclusively, relying on expert insight
and carefully selected counters. Our technique requires no
knowledge and works for all domains.

There are several unsupervised textual console log analy-
sis methods. Oliner et al. [10] present Nodeinfo: an unsuper-
vised method that detects anomalies in system messages by
assuming, as we do, that similar machines produce similar
logs. Xu et al. [12] analyze source code to parse console log
messages and use principal component analysis to identify
unusual message patterns. Lou et al. [11] represent code flow
by identifying linear relationships in counts of console log
messages. Unlike [10], [11], our method has strong statistical
basis that can guarantee performance, and it requires no tun-
ing. All three techniques focus on the unusual occurrences
of textual messages, while our method focuses on numerical
values of periodic events. Furthermore, we focus on early
detection of latent faults in either hardware or software.
Finally, console logs analysis is infeasible in large-scale
services with high transaction volume.

V. CONCLUSIONS

While current approaches focus on the identification of
failures that have already occurred, latent faults manifest
themselves as aberrations in some of the machines’ counters,
aberrations that will eventually lead to actual failure. Al-
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though our experiments show that latent faults are common
even in well-managed datacenters, we are, as far as we know,
the first to address this issue.

We introduce a novel framework for detecting latent faults
that is agile enough to be used across different systems
and to withstand changes over time. We proved guarantees
on the false detection rates and evaluated our methods on
several types of production services. Our methods were able
to detect many latent faults days and even weeks ahead of
rule-based watchdogs. We have shown that our approach
is versatile; the same tests were able to detect faults in
different environments without having to retrain or retune
them. Our tests handle workload variations and service
updates naturally and without intervention. Even services
built on virtual machines are monitored successfully without
any modification. The scalable nature of our methods allows
infrastructure administrators to add as many counters of
service-sensitive events as they wish to. Everything else in
the monitoring process will be taken care of automatically
with no need for further tuning.

In a larger context, the open question addressed in this
paper is whether large infrastructures should be prepared
to recover from “unavoidable failures,” as is commonly
suggested. Even when advanced recovery mechanisms exist,
they are often not tested due to the risk involved in testing
live environments. Indeed, advanced recovery (beyond basic
failover) testing of large-scale systems is extremely compli-
cated and failure prone, and rarely covers all faulty scenar-
ios. Consequently, some outages of Amazon EC2 1, Google’s
search engine, and Facebook, and even the Northeast power
blackout of 2003, were attributed to the cascading recovery
processes, which were interfering with each other during the
handling of a local event. It is conceivable that there exist
large systems whose recovery processes have never been
tested properly.

Like [3], we propose an alternative: proactively treating
latent faults could substantially reduce the need for recovery
processes. We therefore view this work as a step towards
more sensitive monitoring machinery, which will lead to
reliable large-scale services.
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