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Chapter 1

Introduction

This report consists of the collaborative work pursued during year two and three of the LIFT project by the
participants in the work package WP2, entitled Privacy & Anonymity.

The mission of the WP2 is to develop privacy-preserving frameworks for guaranteeing privacy protec-
tion in LIFT-based systems, and therefore: (1) to define the requirements for privacy and anonymity of the
LIFT-based systems; (2) to design, implement and test algorithms for guaranteeing privacy protection in
these systems and for satisfying the privacy and anonymity requirements; (3) to investigate the impact of
privacy-preserving approaches on the performance of the systems and on the data utility.

The WP2 participants interacted closely in two main research directions:

• the study of privacy issues and the definition of privacy-preserving frameworks for LIFT-based sys-
tems when the safe-zones are used for the reduction of the number of communications;

• the study of privacy issues and the definition of a privacy-preserving framework for LIFT-based
systems when sketching algorithms are applied for reducing the amount of information to be trans-
mitted;

We have published (or submitted) our results in the following conference papers and technical reports.

• [1] A. Monreale, M. Nanni, V. Grossi, D. Pedreschi. Privacy in Distributed Monitoring. Submitted
to ICDE 2014.

• [2] A. Friedman, I. Sharfman, D. Keren, and A. Schuster. Privacy-preserving distributed stream
monitoring. to be submitted.

• [3] A. Monreale, W. H. Wang, F. Pratesi, S. Rinzivillo, D. Pedreschi, G. Andrienko, and N.
Andrienko. Privacy-preserving Distributed Movement Data Aggregation, In Proceedings of the
16th AGILE International Conference on Geographic Information Science (AGILE), 2013.

• [4] A. Monreale, W. H. Wang, F. Pratesi, S. Rinzivillo, D. Pedreschi, G. Andrienko, and N.
Andrienko. Differential Privacy in Distributed Mobility Analytics, Submitted to PVLDB, 2013.

• [5] A. Monreale, W. H. Wang, F. Pratesi, S. Rinzivillo, D. Pedreschi, G. Andrienko, and N. An-
drienko. Differential Privacy in Distributed Mobility Analytics, Technical Report TR-13-03 Com-
puter Science Dept. Univ. of Pisa.

• [6] F. Pratesi. Privacy by Design in Distributed Mobility Data. Master Thesis in Computer Science,
University of Pisa, February, 2013.

• [7] F. Pratesi, A. Monreale, W. H. Wang, S. Rinzivillo, D. Pedreschi, G. Andrienko, and N.
Andrienko. Privacy-Aware Distributed Mobility Data Analytics. Accepted for publication at SEBD
2013.

The following papers belong primarily to the application workpackage (WP4). However, they also
contain a significant contribution to the LIFT privacy framework.
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• [8] C. Kopp, M. Mock, and M. May. Privacy-preserving distributed monitoring of visit quantities.
In Proc. of the SIGSPATIAL 2012 International Conference on Advances in Geographic Information
Systems (SIGSPATIAL’12), pp. 438-441, 2012 (extended version).

• [9] M. Kamp, C. Kopp, M. Mock, M. Boley, and M. May. Privacy-Preserving Mobility Monitor-
ing using Sketches of Stationary Sensor Readings. Accepted for Publication at ECML 2013.

Table 1.1 shows an overview of the papers according to the LIFT methodology addressed and privacy
mechanism used. A copy of all papers is attached at the end of this deliverable.

Paper No. Safe Zones Sketching Randomization Differential Privacy k-Anonymity
1 X X
2 X X
3 X X
4 X X
5 X X
6 X X
7 X X
8 X X
9 X X

Table 1.1: Classification of papers according to applied LIFT technology and privacy mechanism

This deliverable is organized as follows. Chapter 2 presents an overview of privacy models previously
proposed in the literature. These models are the basis of our privacy-preserving methods applied in LIFT.
Chapter 3 presents solutions for addressing privacy issues in LIFT-based systems using safe-zones. Chapter
4 presents a privacy-preserving framework that combines the use of sketches and privacy techniques in
LIFT-based systems. The appendix contains the collection of papers.



Chapter 2

Literature Review: Privacy Models

2.1 Additive Randomization
Randomization methods are used to modify data with the aim of preserving the privacy of sensitive in-
formation. They were traditionally used for statistical disclosure control [2] and later have been extended
to the privacy-preserving data mining problem[4]. Randomization is a technique for privacy-preserving
data mining using a noise quantity in order to perturb the data. The algorithms belonging to this group of
techniques first of all modify the data by using randomization techniques. Then, from the perturbed data it
is still possible to extract patterns and models. The most famous random perturbation technique is called
additive random perturbation This method can be described as follows. Denote by U = {u1 . . . um} with
m records and n attributes, the original dataset. The new distorted dataset, denoted by Ũ = {ũ1 . . . ũm},
is obtained drawing independently from a certain probability distribution a noise quantity zi and adding it
to each record ui ∈ U . The set of noise components is denoted by Z = {z1, . . . , zm}. Most commonly
used distributions are the uniform distribution over an interval [−α, α] and Gaussian distribution with mean
µ = 0 and standard deviation σ. The original record values cannot be easily guessed from the distorted
data as the variance of the noise is assumed enough large. Instead, the distribution of the dataset can be
easily recovered. Indeed, if U is the random variable representing the data distribution for the original
dataset, Z is the random variable denoting the noise distribution, and Ũ is the random variable describing
the perturbed dataset, we have:

Ũ = U + Z
U = Ũ − Z.

Notice that, both m instantiations of the probability distribution Ũ and the distribution Z are known. In
particular, the distribution Z is known publicly. Therefore, by using one of the methods discussed in [4, 3],
we can compute a good approximation of the distribution Ũ , by using a large enough number of values of
m. Then, by subtracting Z from the approximated distribution of Ũ , we can compute an approximation of
U . At the end of this process individual records are not available, while obtain a distribution only along
individual dimensions describing the behavior of the original dataset U .

2.1.1 Spectral Filtering Attack
Kargupta et al. in [16] addressed the problem to extract the real data U from the perturbed data Ũ by
knowing only the noise distribution applied to perturb the data. The authors in this paper present an
attack capable to separate the data from the noise by using a spectral filtering technique. This attack is
based on the observation that the distribution of eigenvalues of random matrices presents some well-known
characteristics that can be exploited for the data reconstruction.

In the following we briefly describe the spectral filtering approach. Consider a noise matrixZ with same
dimensions as U . The random value perturbation techniques generate a perturbed data matrix Ũ = U +Z .
The objective of the spectral filtering based approach is to derive the estimation Û of U from the perturbed
data Ũ based on random matrix theory. An explicit filtering procedure is shown below.

5



• Step 1: Calculate the covariance matrix of Ũ by Ã = ŨT Ũ ;

• Step 2: Since the covariance matrix is symmetric and positive semi-definite, we apply spectral de-
composition on Ã to get Ã = Q̃ΛQ̃T , where Q̃ is orthogonal matrix whose column vectors are
eigenvectors of Ã, and Λ is the diagonal matrix with the corresponding eigenvalues on its diagonal;

• Step 3: Derive information of the eigenvalues from the covariance matrix of the noise Z;

• Step 4: Extract the first k components of Ã as the principal components by comparing λ̃i with eigen-
values of the noise. λ̃1 ≥ λ̃2 ≥ . . . ≥ λ̃k are the first k largest eigenvalue of Ã and ẽ1, ẽ2, . . . , ẽk
are the corresponding eigenvectors. These eigenvectors form an orthonormal basis of a subspace X̃ .
Let X̃ = [ẽ1, ẽ2, . . . , ẽk]. The orthogonal projection onto X̃ is PX̃ = XX̃T .

• Step 5: Obtain the estimated data set using Û = ŨPX̃ .

Based on the random matrix theory, we can derive the theoretical bounds of the eigenvalues corre-
sponding to the noise matrix Z as λZmin

= σ2(1 − 1/
√
Q)2 and λZmax

= σ2(1 + 1/
√
Q)2, where

Q is linear to the ratio between the number of records and the number of attributes. As in most data
mining applications, the number of records far exceeds that of attributes (hence Q is large), we can see
λZmin ≈ λZmax ≈ σ2 = λZ/(m− 1).

2.1.2 Error Lower Bound for spectral filtering based reconstruction methods
Guo et al. in [11, 12] theoretically explore the problem which originates from the usage of additive noise
for privacy preservation and give a bound for the reconstruction error and the perturbations in terms of
matrix norm. This bound can help data owners to decide how much noise should be added to satisfy a
given threshold of tolerated privacy breach. In other words, they provide an approach for generating the
noise matrix Z with the suitable σ2 value in such a way that a significant differences between Û and U is
introduced and so, a desirable privacy level is guaranteed.

The approach for discovering the lower bound is based on the notion of relative error that is defines as
re(Û , U) = ‖Û − U‖F /‖U‖F , where ‖.‖F denotes the Frobenius norm.

In [11, 12] authors derive a lower bound for the Singular Value Decomposition (SVD) based reconstruc-
tion and show that this bound can be considered valid also for the spectral filtering method. The SVD based
reconstruction method estimates U as Û = Ũk = L̃kD̃kR̃k =

∑k
i=1 d̃i l̃ir̃i

T , where D̃k is the diagonal
matrix the diagonal matrix with k principal singular values of Ũ and L̃k and R̃k contain the corresponding
left and right singular vectors. Based on this reconstruction of the original data U the reconstruction error
between Û and U is ‖Û − U‖F ≥ ‖Uk − U‖F .

In order to preserve privacy, data owners need to make sure that the relative error is greater than the
privacy threshold τ specified before the perturbation. Therefore, we need to have

τ‖U‖F ≤ ‖Uk − U‖F = d2k+1 + . . .+ d2k (2.1)

Here, k which might be chosen by attackers can be determined by

k = max{i|τ ≤ (d2i+1 + + d2n)/‖U‖F } (2.2)

For i.i.d. noise based on equation (2.2) we have that di ≥ dZ , and the data owner should generate Z
such that the eigenvalue of (ZTZ) satisfies dk < dZ ≤ dk+1. Since dZ is the eigenvalue of ZTZ, the
variance of the noise can be derived σ2 = dZ/(m− 1) where m is the number of rows in Z.

2.2 Differential Privacy
Differential privacy implies that adding or deleting a single record does not significantly affect the result
of any analysis. Intuitively, differential privacy can be understood as follows. Let a database D include
a private data record di about an individual i. By querying the database, it is possible to obtain certain



information I(D) about all data and information I(D-di) about the data without the record di. The difference
between I(D) and I(D-di) may enable inferring some private information about the individual i. Hence, it
must be guaranteed that I(D) and I(D-di) do not significantly differ for any individual i.

The formal definition of differential privacy [9] is the following. Here the parameter, ε, specifies the
level of guaranteed privacy.

Definition 2.2.1 (ε-differential privacy). [9] A privacy mechanism A gives ε-differential privacy if for
any dataset D1 and D2 differing on at most one record, and for any possible output D′ of A we have
Pr[A(D1) = D′] ≤ eε × Pr[A(D2) = D′] where the probability is taken over the randomness of A.

Two principal techniques for achieving differential privacy have appeared in the literature, one for
numerical outputs [9] and the other for outputs of arbitrary types [19]. A fundamental concept of both
techniques is the global sensitivity of a function mapping underlying datasets to (vectors of) real numbers.

Definition 2.2.2 (Global Sensitivity). [8] For any function f : D → Rd, its sensitivity is
∆f = maxD1,D2

||f(D1)− f(D2)||1 for all D1, D2 differing in at most one record.

In particular, when d = 1, the sensitivity of f is the maximum difference in the values that the function
f may take on a pair of databases that differ in only one element.

For the analysis whose outputs are numerical, a standard mechanism to achieve differential privacy is
to add Laplace noise to the true output of a function. Dwork et al. [9] propose the Laplace mechanism
which takes as inputs a dataset D, a function f , and the privacy parameter ε. The magnitude of the noise
added conforms to a Laplace distribution with the probability density function p(x|λ) = 1

2λe
−|x|/λ, where

λ = ∆f/ε.

Theorem 2.2.1. [9] For any function f : D → Rd over an arbitrary domain D, the mechanism A
A(D) = f(D) + Lap((∆f/ε) gives ε-differential privacy.

A relaxed version of differential privacy, named (ε, δ)-differential privacy [9], allows a small amount of
privacy loss due to a variation in the output distribution for the privacy mechanism A.

Definition 2.2.3 ((ε, δ)-differential privacy). [9] A privacy mechanism A gives (ε, δ)-differential privacy if
for any dataset D1 and D2 differing on at most one record, and for any possible output D′ of A we have
Pr[A(D1) = D′] ≤ eε × Pr[A(D2) = D′] + δ where the probability is taken over the randomness of A.

Note that when δ = 0, (ε, δ)-differential privacy is equivalent to ε-differential privacy. In the remaining
of this paper we will study how the trade-off between privacy and data utility changes in our specific
problem setting when we use differential private methods based on ε-differential privacy (Definition 2.2.1)
and (ε, δ)-differential privacy (Definition 2.2.3).

2.3 k-Anonymity
One approach to privacy-preserving data publishing is suppression of some of the data values, while releas-
ing the remaining data values exactly. However, suppressing just the identifying attributes is not enough to
protect privacy because other kinds of attributes, that are available in public such as age, zip-code and sex
can be used in order to accurately identify the records. This kind of attributes are known as quasi-identifiers
[34]. In [33] it has been observed that for 87% of the population in the United States, the combination of
Zip Code, Gender and Date of Birth corresponded to a unique person. This is called record linkage. In this
work, authors proposed k-anonymity in order to avoid the record linkage. This approach became popular
in privacy-preserving data publishing. The goal of k-anonymity is to guarantee that every individual object
is hidden in a crowd of size k. A dataset satisfies the property of k-anonymity if each released record has at
least (k−1) other records also visible in the release whose values are indistinct over the quasi-identifiers. In
k-anonymity techniques, methods such as generalization and suppression are usually employed to reduce
the granularity of representation of quasi-identifiers. The method of generalization generalizes the attribute
values to a range in order to reduce the granularity of representation. For instance, the city could be gener-
alized to the region. Instead, the method of suppression, removes the value of an attribute. It is evident that
these methods guarantee the privacy but also reduce the accuracy of applications on the transformed data.



The work proposed in [31] is based on the construction of tables that satisfy the k-anonymity property
by using domain generalization hierarchies of the quasi-identifiers. The main problem of the k-anonymity
is to find the minimum level of generalization that allows us to guarantees high privacy and a good data
precision. Indeed, in [21], Meyerson and Williams showed that the problem of optimal k-anonymization is
NP-hard. Fortunately, many efforts have been done in this field and many heuristic approaches have been
designed as those in [18, 14].



Chapter 3

Privacy-Preserving Frameworks for
LIFT-based Systems with Safe Zones

In this chapter we present our studies of privacy issues and the definition of two privacy-preserving frame-
works for LIFT-based systems where safe-zones are used for the reduction of the number of communica-
tions during the monitoring process. The theoretical results described in this chapter and the validation of
our theoretical analysis with an extensive set of experiments on large and real data can be found in [26, 10].

3.1 Overview: Distributed Monitoring Using Safe Zones

The work in [32] addresses the general problem of monitoring the value of a function computed over data
that are distributed in a network. More specifically, the framework considers a two-tiered setting, with
m geographically dispersed sites (also called nodes) and a central coordinator (also called coordinator)
that is capable of communicating with every site, while pairwise site communication is only allowed via
the coordinating source. Each site receives a stream of data updates and maintains a s-dimensional local
measurements vector vi(t). The task of the coordinator is to ensure that at each time instant t the following
holds:

f(v(t)) ≤ T (3.1)

where f is a given function, f : Rd → R, T ∈ R is a threshold and v(t) is the weighted average
of the vi(t) of all sites, i.e. v(t) = (

∑
i wivi(t))/

∑
wi for some weights wi ≥ 0. While the latter

condition is apparently a strong limitation to the applicability of the framework, it has been shown that
several interesting problems can be reformulated in this way. A basic means to do this, which will also
be used later in this paper, is a vector augmentation trick, consisting in adding to vectors vi(t) (sent by
the sites to the coordinator) one or more extra components. The basic example is the task of monitoring
the variance of all vi(t), assuming d = 1, i.e. ensure that vari(vi(t)) ≤ T . While not directly fitting the
form in (3.1), we can exploit the well known property var(X) = avg(X2) − [avg(X)]2 to rewrite our
problem as f(v(t)) = v(t)1 − [v(t)2]2, assuming that each site now communicates a 2-dimensional vector(
vi(t), vi(t)

2
)
.

The algorithmic solution proposed in [32] to perform the monitoring of (3.1) follows a so called ge-
ometric approach. All the points in Rd where (3.1) is satisfied form the admissible region G, and our
objective is simply to ensure that v(t) ∈ G. The method stems from the following property: the convex
hull of a set {xi}i ⊂ Rd of points is entirely contained in

⋃
iB(xi, e), where e is any point in Rd and

B(xi, e) is the ball having the segment xie as diameter. In turn, it is straightforward to see that our v(t)
is contained in the convex hull of the set {vi(t)}i. Therefore, if every ball B(vi(t), e) is contained in the
admissible region (namely, it is monochromatic), then also v(t) will be, and therefore (3.1) will be satisfied.
Once the coordinator has communicated to all sites the point e, each site will be able to test whether its
ball B(vi(t), e) is monochromatic. As long as no site detects a failure, we are guaranteed to satisfy (3.1),
without any need of communicating information to the coordinator. When a site fails, it notifies the coordi-
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nator, who, in the basic approach, will ask to every site to send their new vector values, and test condition
(3.1).

3.2 Randomization based Approach
In this section we present the approach proposed in [26] for inscribing privacy in a distributed monitoring
process that uses safe-zones for making the monitoring efficient.

Privacy Model. In the computational model described in Section 3.1 each node observes local update
streams and verifies that the local constraint on its stream has not been violated. In case of violation the node
has to communicate its value to the coordinator. In this case we can have serious privacy issues especially
when each node observes information about a single individual, thus the transmitted vector may contains
sensitive information. As an example, in a scenario where the coordinator is responsible for monitoring
functions on mobility data the local vector could describe the mobility behavior of a person. An attacker
accessing the local vector could learn information such as the typical speed or typical trips.

Moreover, the non-communication from a specific node can reveal sensitive information about the state
of the node. Finally, the node when the node has to communicate to the coordinator means that it is
violating a local constraint, and this information itself could be sensitive. How can we protect this sensitive
information? A suitable method to apply in this setting is additive randomization for perturbing the data to
be sent. Clearly, the data randomization affects also the safe zone inserting also there an uncertainty.

In our setting, we assume that each node in our system is secure; in other words we do not consider
attacks at the node level. We also assume that the coordinator is untrusted. Therefore, we focus on de-
signing privacy-preserving techniques to defend against an untrusted coordinator. In particular, our goal in
this paper is to inscribe privacy protection in the monitoring system (Section 3.1) enabling the distributed
monitoring of global functions while preserving the privacy of each node. We hereby assume that the node
is secure.

In the following we formally define the problem that we want to address.

Definition 3.2.1. Let {n1, n2, . . . , nm} be them nodes of the system. We want to find a privacy-preserving
technique such that the following requirements are satisfied:

• the system performance, in terms of number of communications, is reasonable;

• the correctness and the quality of the global function f to be monitored is not compromised

In order to address this problem we propose a method based on the additive randomization of each local
vector before sending it to the coordinator.

Approach Overview. The basic idea of our approach is to add to the vector a noise vector drawn from
a Gaussian distribution with mean 0 and standard deviation σ. Then, during the whole process for the
geometric-based monitoring, described in Section 3.1, in the system has to be considered the noisy version
of each vector. In particular, each node uses the noisy version of the local statistics vector for checking the
local constraint and if there is a violation it transmits it to the coordinator. The coordinator averages all
these noisy vectors, and checks whether the function of the global average has crossed the threshold T .

Setup Phase. Our proposal considers an initial phase where each node adds to its initial local statistics
vector vi(0) a noise vector zi(0) obtaining ṽi(0) and sends it to the coordinator, that checks that the global
vector computed by using the noisy vectors ṽi(t) is within the admissible region; otherwise a global vio-
lation is raised. The coordinator defines the initial vector e and communicates it to all sites. At this point
each site is able to construct its ball B(ṽi(t), e) with radius r̃i = ‖ṽi(t)−e‖

2 and center is c̃i = ṽi(t)+e
2 . It

is immediate to understand that the addition of the noise vector affects the radius and the center of the ball
and as a consequence the construction of the safe zone; in other words, also the safe zone is randomized.

Local Monitoring Phase. After constructing its ball a nodes monitors the local statistics vector against
that safe zone; in other words, for each time t the node ni adds a noise vector zi to the current statistics
vector vi(t) and tests its local constraints, i.e., checks if the perturbed vector ṽi(t) is contained in the



admissible region (i.e., if the ball B(ṽi(t), e) is monochromatic). If no violation occurs, the monitoring
cycles simply goes on without any communication and any action from the controller’s side. If, instead,
there is some local violation, the controller has to check whether there is a global violation. In particular,
to verify whether the global threshold T was crossed the coordinator requires a synchronization, i.e., all
the nodes have to transmit their perturbed statistics vectors and then evaluates whether the average of this
vector is within the admissible region. In the case that a global breach is detected the coordinator computes
a new estimate vector e according to the updated statistics vectors sent by the nodes.

The above privacy-preserving approach provides probabilistic guarantees on the correctness of the mon-
itoring system. Indeed, the randomization of the local vectors introduces a probability of missing alarms.
In our study we formally study the probability that we have a missing alarm during the privacy-preserving
monitoring process.

Protection against Spectral Filtering Attack. In our setting we assume that an attacker can access
the coordinator site, obtain the matrix Ũ where each row is a perturbed node vector ṽ(t). From Ũ the
attacker applying the spectral filtering reconstruction obtains Û . The distance between U and Û represents
the privacy protection that we measure by the relative error re(U, Û): greater relative error means more
privacy protection. The relative error increases when we increase the magnitude of the noise to be added
to the original data; in other word, a Gaussian distribution with a greater standard deviation σ guarantees
more privacy protection. The goal is to find the suitable σ for the noise distribution so that a minimum level
of privacy is guaranteed.

In Section 2.1.2 we presented the result obtained in [11, 12] concerning the lower bound for the relative
error after a spectral filtering attack. We also discussed as this bound can be exploited for identifying the
standard deviation of the noise distribution to guarantee a minimum level of privacy τ . This methodology
is suitable for centralized systems where the data owner has the original matrix U and can find the best k
such that with Uk the condition 2.1 is satisfied and, as a consequence, can identify the best σ of the noise
distribution to be used for the perturbation. In a distributed setting, we do not have a global vision of the
original vectors and so of the matrix U , thus finding the best σ for the perturbation is not possible. To
solve this problem we propose to learn the standard deviation observing the historical data of the nodes N .
The idea is to analyze for a long time the data about the nodes in the system and by observing the typical
behavior of the data we can learn the standard deviation σ suitable to have the minimum privacy level τ .
The learnt values of σ will be used during the monitoring phase. The basic assumption here is that user’s
behaviors present some typical regularities and we want to exploit them for finding the suitable standard
deviation of the noise distribution.

Evaluation and Results. In order to evaluate our privacy-preserving approach we verified in a real ap-
plication the empirical privacy guarantees, the impact of the data transformation on the number of commu-
nications and on the correctness of the monitoring function. To this aim we applied our privacy-preserving
mechanism in the application presented in [27], where the goal is a distributed monitoring of clustering
quality. In [26] (Section 8), we introduce the formulation of problem of privacy-preserving distributed
monitoring of clustering quality and we validate our approach with an extensive set of experiments on
large and real data. The monitoring of clustering quality can be used in different contexts. Here, we con-
sider the particular case of continuous monitoring of the quality of the profiles of similar drivers by using
the safe zones approach.

For the evaluation of the performances of the proposed method we considered the amount of commu-
nications exchanged between the nodes and the coordinator. We compared the amount of communications
required by the monitoring process without any privacy guarantee and the number of communications
required in the system when we use our privacy preserving method with different levels of privacy. As
aspected the number of communications increases with the privacy protection and this is meanly due to
the fact that randomization can increase the number of false negative alarms. However, we found that the
privacy-preserving approach requires about 30% of more communications, that is a reasonable price to be
paid for obtaining good privacy protection.

We also analyzed the impact of the randomization on the monitored global quality measure of the
clustering (SSE). Here, we compared again the behavior in the monitoring without any privacy guarantee



and that in case in which we apply our privacy method to provide different privacy levels. We noted that
the SSE value with the privacy guarantee in general is greater, but the effect of the privacy is reasonable
because we can observe an increasing of the 7% of the original value at worst case.

Finally, we also evaluated the level of privacy guaranteed at coordinator site. We simulated an attacker
by spectral filtering technique and we found that the level of privacy provided is much higher w.r.t. the
theoretical level of privacy set as a parameter. This is a good result considering that the performance of
the system and the correctness of the global function can be considered acceptable even with this high data
distortion.

In conclusion, our finding is that the privacy approach based on randomization is a good tool for inscrib-
ing privacy in application that use the safe zones approach. It provides a good trade-off between privacy,
system performance and correctness and quality of the monitored global function.

3.3 Differential Privacy based Approach

In this section we present the description of the privacy-preserving approach described in [10].

Privacy Model. The differential privacy framework maintains the privacy of a given item in a stream by
ensuring that the existence of the item in the stream has only a marginal effect on each possible outcome
of the algorithm. More formally, given any two streams, S and S′, that differ only in a single item, and
a privacy parameter denoted by ε, we are required to maintain that the probability that the output of the
algorithm on the streams, Alg(S) and Alg(S′), for each possible set of outputs O, differs by at most by
a multiplicative factor of eε, i.e. Pr[Alg(S) = O] ≤ Pr[Alg(S) = O] × eε. A well-known inherent
property of the differential privacy framework is that the privacy constraints limit the number of outputs
the algorithm can produce - after a given number of outputs are generated, no additional output can be
generated without compromising the privacy requirements.

Approach Overview. We consider a distributed monitoring algorithm, which proceeds in rounds where
during each round a new item is received at each stream. The goal of the algorithm is to detect the occur-
rence of a global property over the local data arriving on the streams (e.g. the value of a function over data
derived from the streams crosses a given threshold). Every round in this case produces an output (whether
or not the global property occurred). Consequently, due to the inherent limitations of differential privacy,
the number of rounds the algorithm can monitor while maintaining the privacy constraints is limited. We
refer to the number of rounds that can be monitored while maintaining privacy constraints as the life-span
of the algorithm. We show that employing the LIFT approach can dramatically increase the life span of
the algorithm. We make a distinction between rounds that require communication in order determine if
the global property occurred, and silent rounds, where the algorithm can ensure that the property has not
occurred without any communications. The key observation allowing the significant extension of the al-
gorithm’s life span is viewing a series of silent rounds as a single output (rather than a series of outputs),
thus enabling more rounds to produce the same number of outputs. Since the goal of the LIFT approach is
to maximize the number of silent rounds during such monitoring tasks, employing it in conjunction with
differential privacy also increases the life span of the algorithm. We show that in order to maintain differ-
ential privacy three types of noise must be incorporated into the monitoring process at each node. The first
is noise that is added to the numerical data derived from the local stream; the second is noise added to the
safe zone received by the node from the coordinator; the third is noise added to data sent to the coordinator
during the violation recovery process. The first type of noise is added during each round. The second type
is added only when a new safe zone is received from the coordinator. The third type is added only when
violations are resolved with the coordinator.

Evaluation and Results. We perform an experimental evaluation on a distributed feature selection task
and show trade-offs between the privacy constraint, the system life-time, and the monitored threshold. Be-
yond these direct trade-offs, additional factors affect the balance between privacy and system performance.



(1) Modifying the error margins allows for a trade-off between accuracy in evaluating the global moni-
tored condition and the system lifetime or the privacy constraint. (2) Increasing the number of violation
rounds allows the system to sustain more local breaches but also increases their likelihood (and thus their
frequency). (3) Increasing the window size monitored by each node allows larger amounts of data to be
processed in any round, thus reducing the signal-to-noise ratio, but it also smooths out the aggregate vector
over more elements, thereby increasing the time required to detect the effect of new items in the processed
streams. Our results demonstrate that employing the LIFT approach can extend the algorithms life span by
up to three orders of magnitude.

3.4 k-Anonymity based Approach

3.4.1 Scenario: Distributed Density Map Computation
Application Overview. The application is based on the evaluation of the density of vehicles in corre-
spondence of a given set RP of nRP points in space, called reference points. In particular, we estimate
density through a kernel-based approach, i.e. the density at a point is computed by counting all vehicles in
space, yet weighted according to their distance from the point. The application involves a central controller
that computes (or estimates) the vehicle densities, and a set of nodes, each representing a vehicle. Each
node receives a stream of location updates (coming from the on-board GPS device) and communicates the
new location to the controller whenever needed to keep the global density estimates correct. A detailed
description of this scenario is given in Deliverable 4.1.

Privacy Protection and Predictive Models. The solution proposed for this application can use two
different predictive models: the most frequent locations and mobility profiles [35]. The communication
of a user’s mobility profile can violate the user privacy because it reveals common and typical trips of
the user. The coordinator for the computation does not have the necessity to know the user related to a
specific profile. So, the first step of a privacy-preserving technique could be to de-identify the profiles, i.e.,
by removing the direct identifiers of the users. But it has been shown that the privacy protection cannot
be accomplished by simple de-identification. Indeed, if an attacker knows some places commonly visited
by a specific user he can use this information to re-identify the user in the collection of de-identified user
profiles and to discover his whole typical trip. We consider the attack already discussed in Deliverable 2.1,
that we recall in the following:

Definition 3.4.1 (Adversary Knowledge). The attacker has access to the set of user profiles P and knows:
(a) the details of the scheme used to anonymize the profiles, (b) the fact that a given user X is one of the
nV nodes of the framework and (c) a sub-sequence of approximate position S of the user X .

The ability to link data to external information, which enables various respondents associated with the
data to be re-identified is known as a linking attack model.

Definition 3.4.2 (Profile-based Attack). Given the set of user mobility profiles P and the adversary knowl-
edge introduced in Definition 3.4.1, the attacker: (1) constructs a set of candidate profiles in P compatible
with the sub-sequence S and (2) tries to identify the whole mobility profile relative to X .
The probability of identifying the whole profile by a sub-sequence S is denoted by prob(S).

From the point of view of data protection, minimizing the probabilities of re-identification is desirable.
Intuitively, the set of candidate profiles corresponding to a given sub-sequence S should be as large as
possible. A good solution would be to minimize the probabilities of re-identification and maximize data
utility by minimizing the transformation of the original data.

A possible compromise could be the k-anonymity setting. The general idea is to control the probability
of the re-identification of any profile to below the threshold 1

k chosen as parameter of the system [34]. In
order to do this, we should guarantee that the set of profiles that the coordinator receives are an anonymous
version of the originals, such that, on the one hand, it is still useful for predicting the movement of users.

The solution that we propose is the following: each node sends its mobility profile to a trusted party that
is an anonymizer. It transforms the set of profiles in such a way to obtain a k-anonymous version and sends



the transformed set to the coordinator and back to the nodes. As mobility profiles are simple trajectories, to
make them k-anonymous we can apply any algorithm proposed in the literature for the privacy-preserving
publication of trajectories; examples are the algorithms proposed in [1, 25].

In general, the anonymization step here does not affect the final computation of the density map. This
means that the anonymization approach does not introduce any error to the global density map computation.
The only effect could be to increase the number of communications of a node. Indeed, the anonymization
step, given a set of mobility profiles P will transform it to P ′. Clearly, the predictive models P ′ are less
precise than P and will describe the typical mobility behavior of a user with some approximation, therefore
it could be happen more often that the user will be far from his profile and this situation will bring to an
increase of the number of communications.

Privacy Protection and Updates. At a given instant a user (node) computes for each reference point
RPi the kernel function K(V xyj −RP xyi ) and sends these values to the coordinator if he is too far from his
profile. We call the information communicated in this case update. The communication of an update could
violate the user privacy because it reveals with some little approximation his position. Indeed, most stan-
dard kernel functions are radial therefore the coordinator given a contribution can compute the area defined
by the circle with center RP xyi and radius V xyj −RP xyi . But if more RPi are involved the coordinator can
intersect the various circles and estimate accurately the position of the node.

As in the case of the profiles, the coordinator for computing the density map does not have the necessity
to know the user related to the update received. So, the de-identification of the updates can be applied
without generating any problem for the global computation. Clearly, this does not solve the privacy risks.
The attacker who knows that the user visited one or more areas can conduct an attack that allows to infer
other places visited by the user. Clearly, the areas known by the attacker can: (a) belong to the user profile;
(b) not belong to the user profile. In the first case the coordinator will not receive any communication about
this areas because thanks to the use of the profiles as a predictive model no update is necessary, therefore
the knowledge of the attacker cannot help him to infer other information about the user. In the case (b),
when the user visits one or more areas known by the attacker (coordinator) then he will communicate the
corresponding updates. As a consequence the attacker knowing that a specific user X visited that areas can
infer a series of location visited by X .

In the following we formalize the adversary knowledge.

Definition 3.4.3 (Adversary Knowledge). The attacker has access to the set of updates from the users U
and knows: (a) the details of the scheme used to anonymize the updates, (b) the fact that a given user X is
one of the nV nodes of the framework, (c) a set of approximate positions S of the user X and (d) the list of
reference pointsRP .

Here, we consider the following attack:

Definition 3.4.4 (Distance-based Attack). Given the set of user updates and the adversary knowledge in
Definition 3.4.3 the attacker: (1) constructs a set of candidate updates {Ui} ⊆ U each one compatible with
the approximate positions S and (2) tries to identify the whole set of areas visited by the user X .
The probability of identifying the whole set of places visited by X is denoted by prob(S).

The point (1) of the above definition means that the adversary given an update, i.e., a list of K(Vxy −
RPi) computes the real position of the user (with an approximation) and selects all the updates related
to position similar to S. When the number of updates selected is low the probability of re-identification
becomes high.

In order to counter the distance-based attack a possible solution could be to use the additive random-
ization approach. The idea is to add a noise quantity to the updates before sending them to coordinator. In
other words, the privacy-preserving method proposed in Section 3.2 can be easily applied.

3.4.2 Scenario: Quantitative Monitoring of Visit Patterns
Application Overview. In our scenario each person carries a mobile device which determines the per-
son’s position in regular time intervals. We hereby assume that each person is represented by exactly one



device. The device possesses processing power to analyze the position records. In particular it is given
a point of interest (POI) database which it utilizes to detect location visits from the stream of position
records. In addition, the device receives a set of visit patterns. For each pattern it monitors the number of
occurrences over periodic time intervals (e.g. one week or one month). At the end of each time interval the
device communicates the number of occurrences of each pattern to the coordinator. The coordinator aggre-
gates the counts in the distribution of p-visiting entities for each pattern, which states how many persons
had 0, 1, 2, . . . pattern occurrences in the given time interval. The coordinator monitors this distribution as
well as further quantities (gross pattern count, average pattern count, entity coverage) derived from it and
sends an alert if a change in the distribution or in any derived quantity exceeds a given threshold value.
Deliverable 4.1 contains a detailed description of these quantities that the coordinator can monitor.

Privacy Issues. In this scenario we assume that the coordinator is untrusted and we want to protect the
disclosure of user sensitive information against an intruder at the coordinator site. In particular we want to
ensure that an attacker a) cannot infer historic movements or movement patterns of a user and b) cannot
infer the current position of a user.

Privacy Protection. The users’ privacy is protected using a series of privacy mechanisms, which are
applied in a hierarchical order. The first key element of our approach is the local evaluation of movement
trajectories so that the original mobility information does not leave the mobile device. This approach
is described in detail in [17]. It locally evaluates pattern occurrences and aggregates their number over
time. Due to the temporal aggregation (which may be complemented by a spatial aggregation based on
location typification) the current position of a user is not revealed. The resulting pattern count statistics
are communicated to the coordinator. They do not contain personal identifiers, and web anonymization
and encryption techniques are used to prevent that different messages originating from the same sender are
related to each other. Thus an adversary cannot reconstruct mobility profiles over several messages. Figure
3.1 depicts this approach. Although messages do not contain any person-related information, an attacker

Figure 3.1: Communication architecture of distributed anonymizer

might try to use the pattern information as quasi-identifier. For example, a location set containing the
“White House” would reveal some of the mobility behavior of a very restricted set of persons. In addition,
identification may be possible if a user has very extreme visit counts which only very few people may reach,
such as an animal keeper in a zoo. Therefore, for guaranteeing privacy protection and avoiding inferences
about the user mobility behavior we employ k-anonymity [34] as second key element in our approach. In
oder to establish k-anonymity an additional, semi-trusted coordinator is added to the system (see Figure
3.2). This coordinator works as anonymizer. The basic idea is to separate the semantic information of a



pattern from its pattern count distribution during the (necessarily centralized) anonymization step. This
means that the nodes submit only pattern ids to the anonymizer without any attached semantics. Thus
the anonymizer does not know which pattern an id represents and cannot draw inferences from possibly
infringing patterns and pattern counts. The anonymizer applies an algorithm for assuring k-anonymity to
the pattern count distribution and sends the private result to the global coordinator. The global coordinator
finally links the privatized pattern count distributions with the semantic information of the patterns. As
a result all pattern count distributions adhere to k-anonymity without revealing any private information
during the anonymization step. Note, however, that privacy can only be protected if the coordinator and the
anonymizer do not cooperate.

Figure 3.2: Architecture with anonymizing coordinator ensuring k-anonymity per pattern count distribution

So far we have ensured that for a given pattern count distribution each count has a frequency of at least
k. However for the k-anonymization process we have to consider also the possible dependency between
patterns. For example, the pattern count distribution of pattern A → B → C strongly depends on the
pattern count distribution of pattern A → B. In order to consider this aspect we can apply the same
reasoning as presented in [5] where the authors propose an approach for obtaining a set of k-anonymous
frequent patterns. In order to perform the anonymization, the anonymizer has to know the structure of the
patterns. This is more information than required in the previous anonymization step, however, it is less than
known by the publishing coordinator. Therefore, we add a second anonymizing layer to the architecture
(see Figure 3.3). This layer receives the k-anonymous pattern count distributions from the first anonymizer
as well as the structural relationships of the patterns. It ensures that no combination of two or more pattern
count distribution violates k-anonymity and forwards the globally private distributions to the publishing
coordinator. The publishing coordinator again links the pattern count distributions with their semantics.



Figure 3.3: Architecture with second anonymizing coordinator ensuring k-anonymity over patterns



Chapter 4

Privacy-Preserving Framework for
LIFT-based Systems with Sketches

In this chapter we present our studies of privacy issues and the definition of a privacy-preserving framework
for LIFT-based systems when sketching algorithms are applied for reducing the amount of information to be
transmitted. The theoretical results described in this chapter and the validation of our theoretical analysis
with an extensive set of experiments on large and real data w.r.p. differential privacy can be found in
[22, 24, 23, 29, 28]. The details of the approach related to k-anonymity are described in [15].

4.1 Overview: Distributed Monitoring Using Sketches
We consider a system architecture similar to the one described in [6]. In particular, we assume a distributed-
computing environment comprising a collection of k (trusted) remote nodes (e.g., individual vehicles) and
a designated coordinator site. Streams of data updates arrive continuously at remote nodes, while the
coordinator site is responsible for generating approximate answers to periodic user queries posed over the
aggregates of remotely-observed streams across all nodes. Each remote node exchanges messages only
with the coordinator, providing it with state information on its (locally observed) streams. There is no
communication between remote nodes.

In our scenario, the coordinator is responsible for computing the aggregation of local data by combining
the information received by each node. Formally, each remote node j ∈ {1, . . . , k} observes local update
streams that incrementally render a distinct local frequency distribution vector f j over data elements; that
is, f j [v] denotes the frequency of element v observed locally at remote node j. The coordinator computes
the global frequency distribution vector F =

∑k
j=1 f

j .

4.2 Differential Privacy-based Approach
Privacy Model. We consider sensitive information as any information from which the typical behavior
of a user may be inferred. We claim that in a system as that described in the previous section we can have
serious privacy issues especially when each node represents a single individual. Indeed, in this case a local
frequency vector in some context may contains sensitive information describing the individual activity. As
an example, in a scenario where the coordinator is responsible for computing the aggregation of movement
data on a territory by combining the information received by each node, the local frequency vector could
describe the mobility behavior of each node. As an example, the attacker could learn the driver’s most
frequent move; this information can be very sensitive because such move usually correspond to user’s
transportation between home and work place.

In our setting, we assume that each node in our system is secure; in other words we do not consider
attacks at the node level. We also assume that the coordinator is untrusted. Therefore, we focus on de-
signing privacy-preserving techniques to defend against an untrusted coordinator. In particular, our goal
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is to compute a distributed aggregation of frequency distribution vectors while preserving privacy. Here,
to guarantee privacy we need to hide the real count of each position in the local frequency vector. Our
problem can be defined formally as the following.

Definition 4.2.1 (Problem Definition). Let V = {V1, . . . Vk} be a set of nodes and let {f1, . . . , fk} be the
set of local frequency vectors, one for each node. We want to provide a framework where the coordinator
in a specific time interval τ can compute the global frequency vector F (V ) =

∑k
j=1 f

j while preserving
the privacy of each node and reducing the amount of communications.

Approach Overview. To solve the problem described in Definition 4.2.1 we propose different privacy-
preserving solutions based on differential privacy, which is a strong privacy model independent on the
background knowledge of an adversary. Each of our solutions is characterized by different trade-off be-
tween privacy and data utility.

The design of a solution requires to define the computation by each node and by the coordinator respec-
tively. The node computation mainly involves transforming data to achieve desired privacy guarantee. We
present three privacy-preserving data transformation approaches. The first one, named UniversalNoise,
is based on the classical ε-differential privacy. It can provide strong privacy guarantee but high loss of
data utility, due to the generation of negative flows and noise of very high magnitude. These two issues
are managed in the second solution, named BoundedNoise, by relaxing the privacy guarantee to (ε, δ)-
differential privacy, where δ measures the privacy loss. We showed that: (1) the BoundedNoise approach
can improve data utility significantly, and (2) in some cases, the BoundedNoise approach may provide
low level of guaranteed privacy in practice. Indeed we can show that sometimes the privacy loss can be
high. As a consequence, we propose a third solution named BalancedNoise that tries to maintain the
balance between privacy and utility under control by setting appropriate values of ε and δ. The mechanism
allows the nodes to specify the level of privacy ε and the maximum privacy loss δ and find the best solution
that is capable to minimize the noise magnitude and the possible negative flows, so that it can achieve good
utility. Besides the design of the privacy-preserving data transformation methods, we also design sketch
approaches to reduce the communication between nodes and the coordinator.

Privacy-aware node computation. The node computation is composed of two main steps: (a) the com-
putation of a privacy-preserving frequency vector and (b) the vector sketching that compresses the infor-
mation to be communicated with the coordinator.

Our first approach, named UniversalNoise, is based on the classic ε-differential privacy model. In
particular, at the end of the time interval τ , before sending the frequency vector to the coordinator, each
node adds the Laplace noise to each element in the frequency vector the value in that position of the vec-
tor. At the end of this step the node transforms fVj into f̃Vj . The UniversalNoise approach has a few
weakness. First, it could lead to large amounts of noise, although with small probability, can be arbitrarily
large. Second, adding noise drawn from the Laplace distribution could generate negative frequency counts
of moves, which does not make sense in our setting. To fix these two problems, we propose the second
approach, named BoundedNoise approach, that bounds the noise drawn from the Laplace distribution.
In particular, for each value x of the vector fVj , we draw the noise from the Laplace distribution bounded
to the interval [−x, x]. In other words, for any original frequency fVj [i] = x, its perturbed version after
adding noise should be in the interval [0, 2x]. By doing this, we reduce the amounts of utility loss due to
adding noise. We are aware that using a truncated version of the Laplace distribution may lead to privacy
leakage; indeed, we showed that the BoundedNoise approach satisfies (ε, δ)-differential privacy, where
δ measures the privacy loss. Unfortunately, we discovered that in some contexts characterized by low fre-
quencies of items this approach may lead to high privacy loss. Therefore, we propose the privacy approach
described in the following. Our third approach, named BalancedNoise, tries to address the trade-off is-
sue between privacy and data utility. This approach allows the user to set the desirable values for the two
parameters, the privacy budget threshold ε and the privacy loss threshold δ. Next, for each value x of the
vector fVj , the algorithm finds the smallest interval [−b, b] that guarantees a privacy loss always less than
the desired δ. After finding the interval, for each value x of the frequency vector, the node draws the noise
from the Laplace distribution bounding the noise value to the interval [−b, b]. Note that this solution limits
as much as possible the generation of noise with values of too high magnitude while not completely solves



the problem of the negative flows. Clearly, the possibility to compute the minimum interval that better
fits the user privacy requirements also helps to limit the negative flows. Similar to the BoundedNoise
approach, the BalancedNoise approach satisfies (ε, δ)-differential privacy.

Compact Communications. In a distributed system an important issue to be considered is the amount of
data to be communicated. In fact, real life systems usually involve thousands nodes and each frequency
vector to be transmitted can have very huge size. Therefore, the system has to be able to handle not
only a very large number of nodes but also huge amounts of the information to be communicated. These
considerations make the optimization of communicated information necessary. To address this problem it
is possible to compress the transmitted data by sketching algorithms [7].

We studied the application of: Count, Count-Min and AGMS, and Count sketch algorithms. Adding this
data summarization step by one of the above sketching algorithms does not change the privacy guarantee
provided by the privacy methods presented above. This is due to the fact that the sketching function only
accesses a differentially private frequency vector, not the underlying database. As proven by Hay et al.
[13], a post-processing of differentially private results remains differentially private.

Coordinator Computation. The coordinator has to compute the global vector that corresponds to the
global aggregation of data in a given time interval τ by composing all the local frequency vectors. It
receives the sketch vector sk(f̃Vj ) from each node; then it reconstructs each frequency vector from the
sketch vector, by obtaining an estimation of each element of the frequency vector. Finally, the coordinator
computes the global frequency vector by summing the estimate vectors component by component. Clearly
the estimate global vector is an approximated version of the global vector obtained by summing the local
frequency vectors after the only privacy transformation.

Evaluation and Results. For evaluating our approach we apply it to a real scenario where we want to
provide a privacy-preserving distributed analytical processing framework for the aggregation of movement
data. We assume that on-board location devices in vehicles continuously trace the positions of the vehicles
and periodically send statistical information about their movements to a central station. The coordinator
will store the received statistical information and compute a summary of the traffic conditions of the whole
territory, based on the information collected from individual vehicles. Details on the formulation of this
framework and on the experimental evaluation can be found in [22, 24, 23, 29].

We deeply studied the trade-off between privacy and data utility of each privacy transformation and the
impact of the further transformation required by the sketch-based transformation. To assess the information
loss incurred to achieve privacy and to reduce the amount of information to be transmitted, we studied how
much data utility is preserved after the transformations. Since the coordinator reconstructs the flows among
the zones of the territory division, we can represent such data as a directed graph, where the nodes represent
the zones and an edge between two nodes represents the flows from one zone to the other. This graph-
based model allows us to analytically evaluate the resulting aggregations by means of some network-based
statistics such as Flow per Link, Flow per Zone, Node Degree, Clustering Coefficient, Node Betweenness
and Edge Betweenness. Therefore, we compared the transformed data with the original data by varying the
transformation parameters and analyzed the resulting cumulative distribution of the utility measures and
the linear correlations by means of the Pearson Correlation Coefficient. The results obtained and discussed
in [22, 24, 23, 29] show that most of the network-based measures are preserved and that the BalancedNoise
approach provides the best trade-off between privacy protection and utility. This result is also confirmed
in our experiments where we performed mobility analyses on the transformed data and then, we compared
the analytical results obtained with those obtained performing the same analyses on the original data. We
performed mobility analyses able to identify portions of the road network with critical traffic conditions and
to find aggregations of geographical zones on the basis of their relative mobility, according to the approach
presented in [30]. We found that an analysts can use the differential private and sketched data for important
mobility data analysis obtaining result with good quality.



4.3 k-Anonymity-based Approach

4.3.1 Scenario: Monitoring Movement Behavior Using Stationary Scanners
Application Overview. Today’s sensor technologies such as GPS, RFID, GSM, and Bluetooth have rev-
olutionized the collection of mobility data. In our work we concentrate on the use of stationary Bluetooth
sensors for two specific tasks, namely crowd and flow monitoring. Crowd monitoring is the counting the
number of people in an area. Flow monitoring is the counting the number of people moving from one place
to another within a given time interval. A detailed description of the application is given in Deliverable 4.1.

Privacy Issues. One significant challenge when analyzing Bluetooth data is the treatment of privacy
concerns. Privacy concerns mandate that, while the count of groups of people can be inferred, inference
on an individual person remains infeasible. Directly tracing IDs through the sensors violates this privacy
constraint, because the amount of information stored allows for linking attacks. In such an attack, sensor
information is linked to additional knowledge in order to identify a person and infer upon her movement
behavior. Hence, application designers have to design and use new, privacy preserving methods. The
contribution of our work is to provide a general set of primitives for privacy-preserving mobility monitoring
and modeling using stationary sensor devices.

Privacy Protection. Technically, the method we propose is based on Linear Counting sketches [36], a
data structure that allows to probabilistically count the distinct amount of unique items in the presence
of duplicates. Linear Counting not only obfuscates the individual entities by hashing, but furthermore
provides a probabilistic form of k-anonymity. This form of anonymity guarantees that, by having access
to all stored information, an attacker can not be certain on a single individual but can at most infer upon
k individuals as a group. Furthermore, Linear Counting is an efficient and easy to implement method that
outperforms other approaches in terms of accuracy and privacy on the cost of higher memory usage [20]. In
order to use Linear Counting sketches for flow monitoring, it is necessary to extend this sketching technique
to monitoring the size of an intersection of two or more sensor readings. For both application tasks,
privacy preservation demands that we use basic sketches at the sensors with relatively high variance in their
estimates. This variance even increases when estimating intersections. In order to increase the accuracy
again on the output layer, we present an improved estimator that reduces the variance by combining several
independent sketches. Further details of our privacy approach can be found in [15].

Privacy Analysis. The main thread to privacy in the presented application scenarios is the so called
linking attack, i.e., an attacker infiltrates or takes over the monitoring system and links this knowledge to
background information in order to draw novel conclusions. For example, in a standard monitoring system
that distributes the sensor readings, i.e., the device addresses, an attacker that knows the device address of
a certain person as background knowledge, and furthermore infiltrates the monitoring system, is able to
track this person throughout the monitored area.

Sketching prevents these linking attacks in two ways, obfuscation and k-anonymity. Obfuscation is
accomplished by hashing the device address to sketch positions. Hence, before an attacker is able to
re-identify a device, she has to infer the employed hash function. However, this very basic obfuscation
technique can be vanquished using statistical analysis on sensor readings. The second anonymization
technique is accomplished by the natural property of sketches to compress the address space, implicating
collisions of addresses when mapped to sketch positions. Whereas these collisions entail a loss in accuracy,
they create a form of anonymity, because an attacker can only infer upon a set of devices whose addresses
are all mapped to that very same sketch position.

Formally, a monitoring system guarantees k-anonymity (see [34]), if every monitored entity is indis-
tinguishable from at least k other entities. Using linear count sketches with a loadfactor t, results in t
collisions per bucket on expectation. Hence, the expected level of anonymity is t. However, because the
monitoring system is a probabilistic setup, the number of collisions can not be guaranteed. We denote this
form of anonymity expected k-anonymity.
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Abstract—In many emerging applications, such as real-time
traffic monitoring, financial analysis, sensor network monitoring
an important task is the continuos monitoring of stream data.
In these contexts where large amount of data arrive continually
the data processing requires to access often valuable personal
information. As a consequence, the entire monitoring process
could put at risk the privacy of people represented in the stream
data. In this paper, we study the privacy issues in distributed
systems during the monitoring of thresholds functions, where
several nodes contribute with their data to the monitoring of
a specific event. We provide a privacy-preserving framework
suitable to find an acceptable trade-off among privacy protection,
data quality and system performance. Using real-life data from
GPS devices of private cars, we demonstrate the effectiveness
of our approach in a case study consisting of the monitoring of
customers mobility behaviors; in other words, we show how tech-
niques for efficient communication can be used while preserving
the individual privacy of the actors who are participating to the
collective analysis.

I. INTRODUCTION

In the last years, many new emerging applications require
sophisticated, real-time processing and monitoring of high-
volume data streams. These stream-based applications in-
clude real-time financial analysis, network and infrastructure
monitoring, fraud detection, mobility traffic monitoring and
command and control in military environments. All these ap-
plications require an important task: the continuos monitoring
of stream data. In the last years, many study in the literature
have been addressed the problem of monitoring queries in
distributed systems [25], [26], [7], [20], [30], where massive
amount of data arrive continually and the data processing
requires to access often valuable personal information. As a
consequence the entire monitoring process could put at risk the
privacy of people represented in the stream data. Especially,
in cases in which the data streams describe some individual
activity, revealing some behavior and habit.

In this paper, we study the privacy issues in distributed
systems during the monitoring of thresholds functions. We
refer to the monitoring model presented in [30] and we
provide a privacy-preserving approach suitable for this kind
of systems. In particular, we assume a framework where some
there are geographically dispersed sites called nodes and a
central station called coordinator. The communication is only
allowed between every site and the coordinator.

Assuring privacy protection in this kind of systems is
challenging. Many privacy models proposed in literature are
inapplicable due to the absence of communications among
the nodes and because the communication is always point-
to-point with the coordinator that is supposed to be untrusted.
Moreover, addressing privacy issues also means finding an ac-
ceptable trade-off between privacy protection and data quality;
in this specific context the goal is harder because we need to
consider an additional requirement the system performance; in
other words, in distributed monitoring systems it is important
to preserve efficiency as well as privacy.

In this paper we propose a solution based on the well-know
additive randomization [2], [6] that is suitable to guarantee
privacy at collection time without requiring any trusted entity
for the data collection. We exploit some results in the literature
[18], [19] to bound the possible reconstruction of the perturbed
data by an adversary. We test the proposed privacy-preserving
framework in a real-world application for the monitoring of
customers mobility behaviors in the context of car insurances.
In our experiments on real world data coming from GPS
devices of private cars, we show that our privacy-preserving
framework provides acceptable results in terms of amounts of
communications, privacy protection and quality of the global
function to be monitored.

The proposed solution is perfectly compatible with the
change of perspective towards a user-centric model for per-
sonal data management highlighted by the reform of the
data protection rules proposed on January 25, 2012 by the
EC and the last report of the World Economic Forum [14].
One possible way to achieve a user-centric paradigm is to
enable individuals to have the full control for the user on
the lifecycle of his personal data (e.g., collection, storage,
processing, sharing). Thus, the user has to have an active
role into a righteous and fruitful ecosystem based on personal
data. Moreover, the user has to have the right to dispose or
distribute his data for receiving the desired service with the
desired privacy level that reflects the his privacy expectation.
This is exactly the basic idea behind our framework.

The remaining of the paper is organized as follows. Sec-
tion II introduces some background information. Section III
provides the details of the distributed monitoring of threshold
functions we refer to. Section IV describes the privacy model



and states the problem that we want to address. In Section
V we present the details of or privacy-preserving solution.
Section VI discusses the correctness of the privacy-preserving
monitoring process. Section VIII describes the details of the
monitoring of the clustering quality where we want to apply
our privacy-preserving method. In Section IX we introduce the
application scenario where we test our method and we show
our empirical results. In Section X we discuss some work
proposed in the literature. Finally, Section XI concludes the
report.

II. PRELIMINARIES

In this section we introduce some notions that are impor-
tant for better understanding the proposed privacy-preserving
scheme.

A. Additive Randomization

Randomization methods are used to modify data with the
aim of preserving the privacy of sensitive information. They
were traditionally used for statistical disclosure control [1] and
later have been extended to the privacy-preserving data mining
problem [5]. Randomization based approaches use a noise
quantity in order to perturb data. The algorithms belonging
to this group of techniques first of all modify the data by
using randomization techniques. Then, from the perturbed
data it is still possible to extract patterns and models. The
most famous random perturbation technique is called additive
random perturbation This method can be described as follows.
Denote by U = {u1 . . . um} with m records and n attributes,
the original dataset. The new distorted dataset, denoted by
Ũ = {ũ1 . . . ũm}, is obtained drawing independently from a
certain probability distribution a noise quantity zi and adding it
to each record ui ∈ U . The set of noise components is denoted
by Z = {z1, . . . , zm}. Most commonly used distributions are
the uniform distribution over an interval [−α, α] and Gaussian
distribution with mean µ = 0 and standard deviation σ.
The original record values cannot be easily guessed from the
distorted data as the variance of the noise is assumed enough
large. Instead, the distribution of the dataset can be easily
recovered. Indeed, if U is the random variable representing
the data distribution for the original dataset, Z is the random
variable denoting the noise distribution, and Ũ is the random
variable describing the perturbed dataset, we have:

Ũ = U + Z
U = Ũ − Z.

Notice that, both m instantiations of the probability distri-
bution Ũ and the distribution Z are known. In particular,
the distribution Z is known publicly. Therefore, by using
one of the methods discussed in [5], [3], we can compute a
good approximation of the distribution Ũ , by using a large
enough number of values of m. Then, by subtracting Z
from the approximated distribution of Ũ , we can compute
an approximation of U . At the end of this process individual
records are not available, while obtain a distribution only along

individual dimensions describing the behavior of the original
dataset U .

B. Spectral Filtering Attack

Kargupta et al. in [24] addressed the problem to extract the
real data U from the perturbed data Ũ by knowing only the
noise distribution applied to perturb the data. The authors in
this paper present an attack capable to separate the data from
the noise by using a spectral filtering technique. This attack is
based on the observation that the distribution of eigenvalues
of random matrices presents some well-known characteristics
that can be exploited for the data reconstruction.

In the following we briefly describe the spectral filtering
approach. Consider a noise matrix Z with same dimensions
as U . The random value perturbation techniques generate a
perturbed data matrix Ũ = U + Z . The objective of the
spectral filtering based approach is to derive the estimation
Û of U from the perturbed data Ũ based on random matrix
theory. An explicit filtering procedure is shown below:

Step 1: Calculate the covariance matrix of Ũ by Ã =
ŨT Ũ .

Step 2: Since the covariance matrix is symmetric and
positive semi-definite, we apply spectral decomposition
on Ã to get Ã = Q̃ΛQ̃T , where Q̃ is orthogonal matrix
whose column vectors are eigenvectors of Ã, and Λ is
the diagonal matrix with the corresponding eigenvalues
on its diagonal.

Step 3: Derive information of the eigenvalues from the
covariance matrix of the noise Z.

Step 4: Extract the first k components of Ã as the
principal components by comparing λ̃i with eigenvalues
of the noise. λ̃1 ≥ λ̃2 ≥ . . . ≥ λ̃k are the first k largest
eigenvalue of Ã and ẽ1, ẽ2, . . . , ẽk are the corresponding
eigenvectors. These eigenvectors form an orthonormal
basis of a subspace X̃ . Let X̃ = [ẽ1, ẽ2, . . . , ẽk]. The
orthogonal projection onto X̃ is PX̃ = XX̃T .

Step 5: Obtain the estimated data set using Û = ŨPX̃ .

Based on the random matrix theory, we can derive the
theoretical bounds of the eigenvalues corresponding to the
noise matrix Z as λZmin

= σ2(1 − 1/
√
Q)2 and λZmax =

σ2(1 + 1/
√
Q)2, where Q is linear to the ratio between

the number of records and the number of attributes. As in
most data mining applications, the number of records far
exceeds that of attributes (hence Q is large), we can see
λZmin

≈ λZmax
≈ σ2 = λZ/(m− 1).

C. Error Lower Bound for spectral filtering based reconstruc-
tion methods

Guo et al. in [18], [19] theoretically explore the problem
which originates from the usage of additive noise for privacy
preservation and give a bound for the reconstruction error and
the perturbations in terms of matrix norm. This bound can
help data owners to decide how much noise should be added



to satisfy a given threshold of tolerated privacy breach. In
other words, they provide an approach for generating the noise
matrix Z with the suitable σ2 value in such a way that a
significant differences between Û and U is introduced and so,
a desirable privacy level is guaranteed.

The approach for discovering the lower bound is based on
the notion of relative error that is defines as

re(Û , U) = ‖Û − U‖F /‖U‖F (1)

where ‖.‖F denotes the Frobenius norm.
In [18], [19] authors derive a lower bound for the Singular

Value Decomposition (SVD) based reconstruction and show
that this bound can be considered valid also for the spectral
filtering method. The SVD based reconstruction method esti-
mates U as

Û = Ũk = L̃kD̃kR̃k =
k∑

i=1

d̃i l̃ir̃i
T

where D̃k is the diagonal matrix the diagonal matrix with k
principal singular values of Ũ and L̃k and R̃k contain the
corresponding left and right singular vectors. Based on this
reconstruction of the original data U the reconstruction error
between Û and U is

‖Û − U‖F ≥ ‖Uk − U‖F .

In order to preserve privacy, data owners need to make sure
that the relative error is greater than the privacy threshold τ
specified before the perturbation. Therefore, we need to have

τ‖U‖F ≤ ‖Uk − U‖F = d2k+1 + . . .+ d2k (2)

Here, k which might be chosen by attackers can be determined
by

k = max{i|τ ≤ (d2i+1 + + d2n)/‖U‖F } (3)

For i.i.d. noise based on equation (3) we have that di ≥ dZ ,
and the data owner should generate Z such that the eigenvalue
of (ZTZ) satisfies dk < dZ ≤ dk+1. Since dZ is the
eigenvalue of ZTZ, the variance of the noise can be derived
σ2 = dZ/(m− 1) where m is the number of rows in Z.

III. DISTRIBUTED MONITORING OF THRESHOLD
FUNCTIONS

In this paper we consider the monitoring problem described
in [30] where the specific scope is to solve the problem
of monitoring the value of a function computed over data
that are distributed in a network. We assume a framework
with m geographically dispersed sites (nodes) and a central
coordinator (coordinator) that can communicate with every
site, while pairwise site communication is only allowed via
the coordinating source. Each site receives a stream of data
updates and maintains a s-dimensional local statistics vector
vi(t). The coordinator has to assure that at each time instant
t the following condition holds:

f(v(t)) ≤ T (4)

where f is a given function, f : Rs → R, T ∈ R is a
threshold and v(t) is the weighted average of the vi(t) of
all sites, i.e. v(t) = (

∑
i wivi(t))/

∑
wi for some weights

wi ≥ 0. While the latter condition is apparently a strong
limitation to the applicability of the framework, it has been
shown that several interesting problems can be reformulated
in this way. A way to do this, which will also be used later
in this paper, is a vector augmentation trick, consisting in
adding to vectors vi(t) (sent by the sites to the coordinator)
one or more extra components. As an example consider the
monitoring of the variance of all vi(t), assuming s = 1, i.e.
ensure that vari(vi(t)) ≤ T . Clearly, it does not directly fit
the form in (4), but we can exploit the well known property
var(X) = avg(X2) − [avg(X)]2 to rewrite our problem as
f(v(t)) = v(t)1 − [v(t)2]2. This only requires that each site
has to communicates a 2-dimensional vector

(
vi(t), vi(t)

2
)
.

In [30] authors propose the so called geometric approach
to perform the monitoring of (4). In the following, we provide
some details on that method. All the points in Rs where (4)
is satisfied form the admissible region G, and our objective
is simply to ensure that v(t) ∈ G. The method is based on
the following property: the convex hull of a set {xi}i ⊂ Rs
of points is entirely contained in

⋃
iB(xi, e), where e is any

point in Rs and B(xi, e) is the ball having the segment xie as
diameter. It is straightforward to see that our v(t) is contained
in the convex hull of the set {vi(t)}i. Therefore, if every ball
B(vi(t), e) is contained in the admissible region (namely, it
is monochromatic), then also v(t) will be, and therefore (4)
will be satisfied. Once the coordinator has communicated to
all sites the point e, each site will be able to test whether its
ball B(vi(t), e) is monochromatic. As long as no site detects
a failure, we are guaranteed to satisfy (4), without any need
of communicating information to the coordinator. When a site
fails, it notifies the coordinator, who will ask to every site to
send their new vector values, and test condition (4). Notice that
the test performed on each site might cause false alarms (its
ball intersects the inadmissible region, while the overall v(t) is
completely inside the admissible one) but not false negatives;
in other words, when condition (4) is violated the system will
always capture that. In principle the point e can be chosen
freely, however it is convenient to compute it as e = v(t′),
where t′ is the time of the most recent synchronization, i.e.
the phase where every site communicates its new values to the
coordinator. Note that Synchronizations usually occur during
the set-up phase but also any time there is a site rising an
alarm.

A. Safe Zones for convex inadmissible regions

The geometric method discussed above provides a means to
decide locally to the node which vector values guarantee that
the overall function satisfies the global constraint to monitor.
The set of such values is also called safe zone and, since it is
only based on the global function and on the reference point
e, all nodes have the same safe zone.

In [26] it is shown that the safe zones built by the geometric
method can also be computed as the intersection of an infinite



set of hyperplanes. Yet, it is also shown that part of them are
unnecessary, which makes the safe zones smaller (and thus less
effective) than what strictly needed. A particular case is that
where the inadmissible region (the set of values that violate
the global constraint) is convex. In this situation we can easily
find an optimal safe zone in two steps: first, find the point p of
the inadmissible region which is closest to the reference point
e; second, draw the hyperplane that passes through p and is
orthogonal to the segment ep, and then, of the two half-spaces
determined by the hyperplane take as safe zone the one that
contains e.

IV. PRIVACY MODEL

In Section III we described the computational model that
we refer to and we explained that each node observes local
update streams and verifies that the local constraint on its
stream has not been violated. In case of violation the node
has to communicate its value to the coordinator. In this case
we can have serious privacy issues especially when each
node observes information about a single individual, thus the
transmitted vector may contains sensitive information. As an
example, in a scenario where the coordinator is responsible
for monitoring functions on mobility data the local vector
could describe the mobility behavior of a person. An attacker
accessing the user vector could learn information such as the
typical speed or typical trips.

Moreover, the non-communication from a specific node can
reveal sensitive information about the state of the node. Finally,
when the node has to communicate to the coordinator means
that it is violating a local constraint, and this information itself
could be sensitive. How can we protect this sensitive informa-
tion? We think that a suitable method that we can apply in this
setting is the additive randomization for perturbing the data to
be sent. Clearly, the data randomization affects also the safe
zone inserting also there an uncertainty.

In our setting, we assume that each node in our system is
secure; in other words, we do not consider attacks at the node
level. We also assume that the coordinator is untrusted. There-
fore, we focus on designing privacy-preserving techniques to
defend against an untrusted coordinator. In particular, our goal
in this paper is to inscribe privacy protection in the monitoring
system (Section III) enabling the distributed monitoring of
global functions while preserving the privacy of each node.

In the following we formally define the problem that we
want to address.

Definition 1: Let {n1, n2, . . . , nm} be the m nodes of the
system. We want to find a privacy-preserving technique such
that the following requirements are satisfied:
• individual privacy is guaranteed;
• the system performance, in terms of number of commu-

nications, is reasonable;
• the correctness and the quality of the global function f

to be monitored is not compromised.

In order to address this problem we propose a method based on

the additive randomization of each local vector before sending
it to the coordinator.

V. PRESERVING PRIVACY IN DISTRIBUTED MONITORING

In this section, we present the algorithm for privacy-
preserving distributed monitoring. The basic idea of our ap-
proach is to add to the original vector a noise vector where the
components are drawn from a Gaussian distribution with mean
0 and standard deviation σ. Then, during the whole process
for the geometric-based monitoring, described in Section III,
in the system has to be considered the noisy version of each
vector. In particular, each node uses the noisy version of the
local statistics vector for checking the local constraint and if
there is a violation the node transmits it to the coordinator.
The coordinator averages all these noisy vectors, and checks
whether the function of the global average has crossed the
threshold T .

A. Setup Phase.

Our proposal considers an initial phase where each node
adds to its initial local statistics vector vi(0) a noise vector
zi(0) obtaining ṽi(0) and sends it to the coordinator, that
checks that the global vector computed by using the noisy
vectors ṽi(t) is within the admissible region; otherwise a
global violation is raised. The coordinator defines the initial
vector e and communicates it to all sites. At this point
each site is able to construct its ball B(ṽi(t), e) with radius
r̃i = ‖ṽi(t)−e‖

2 and center is c̃i = ṽi(t)+e
2 . It is immediate

to understand that the addition of the noise vector affects the
radius and the center of the ball and as a consequence the
construction of the safe zone; in other words also the safe
zone is randomized.

B. Local Monitoring Phase.

After constructing its ball a node monitors the local statistics
vector against that safe zone; in other words, for each time t
the node ni adds a noise vector zi to the current statistics
vector vi(t) and tests its local constraints, i.e., checks if the
perturbed vector ṽi(t) is contained in the admissible region
(i.e., if the ball B(ṽi(t), e) is monochromatic). If no violation
occurs, the monitoring cycles simply goes on without any
communication and any action from the controller’s side. If,
instead, there is some local violation, the controller has to
check whether there is a global violation. In particular, to ver-
ify whether the global threshold T was crossed the coordinator
requires a synchronization, i.e., all the nodes have to transmit
their perturbed statistics vectors and then evaluates whether the
average of this vector is within the admissible region. In the
case that a global breach is detected the coordinator computes
a new estimate vector e according to the updated statistics
vectors sent by the nodes.

VI. CORRECTNESS OF THE MONITORING

As already stated above, the randomization of each local
statistics vector ṽi(t) implies the randomization of each ball
B(ṽi(t), e). In particular, when we add a noise vector zi (with



Fig. 1. Missing Alarms caused by the randomization

components drawn by a Gaussian distribution with mean 0
and standard deviation σ) to vi(t) the diameter of the original
ball could increase or decrease and the ball could be also
change it position. All these changes can lead to a fake or
missing alarms. The first case is due to the fact the a non-
monochromatic ball after the randomization could become
monochromatic and generate fake violations. In other words,
we could increase the false positive alarms and so, the number
of communications with respect to the communications re-
quired by the monitoring without any privacy protection. The
second case represents the opposite situation: a monochro-
matic ball becomes non-monochromatic with the randomiza-
tion. This means that the node might not communicate when
really happens a violation of the original constraint. In other
words, the correctness of the system could be compromised
because of missing alarms. This case is represented in Figure
1 where grey area represents the inadmissible zone, the red
ball represents the randomized ball while the other ball is the
original one. We can observe that the construction of the red
ball given the perturbed vector leads to a missing alarm. The
same figure in the right side shows what happens in the system
in terms of safe zones. We can note that the original vector
lies out of the safe zone while the adding of noise moves the
vector within the safe zone generating the missing alarm.

In the following we give the correctness guarantees of
the privacy-preserving monitoring. In particular, we provide
a probabilistic guarantee about missing alarms.

Given a vector ṽi(t), we know that it is the result of
adding noise to each original component drawn by a Gaussian
distribution with mean 0 and standard deviation σ. Fixed a
probability 1 − δ, we want to find the minimum radius such
that the original vector vi(t) is one of the points in the area
covered by the sphere (in s dimensions) with center ṽi(t) and a
specific radius rl; in other words, ||zi|| = ||vi(t)− ṽi(t)|| ≤ rl
with probability at least 1 − δ. In order to do that we can
observe that ||zi||2 follows a χ2

s distribution, and in particular
the distribution is σ2χ2

s.
Given the ball B(ṽi(t), e) of the node ni with center c̃i, we

denote by dist(c̃i, b) the distance between c̃i and the boundary
of the non-admissible region. We are ready to formulate the
theorem that states the correctness of the monitoring.

Theorem 1: Given a perturbed local statistics vector if its
ball B(ṽi(t), e) is monochromatic and dist(c̃i, ṽi(t)) + rl <

dist(c̃i, b) then the probability to have a missing alarm is at
most δ.

Proof: As explained above with probability at least
1 − δ we have ||vi(t) − ṽi(t)|| ≤ rl. So, we observe that
dist(c̃i, ṽi(t)) + r represents the radius of the original ball
B(v(t), e) with probability at least 1 − δ. In fact, we have
that dist(c̃i, ṽi(t)) = ||ṽi(t)−e||

2 , i.e., it is the radius of the
ball B(ṽi(t), e) while ||ṽi(t)−e||2 + rl ≥ ||ṽi(t)−e||2 + ||vi(t) −
ṽi(t)|| = ||vi(t)−e||

2 , i.e., the original ball will have at most this
radius. Since, dist(c̃i, ṽi(t)) + rl < dist(c̃i, b) we can infer
that with probability at least 1− δ the original ball B(v(t), e)
is monochromatic and as a consequence the probability of
missing alarms (non-monochromatic) ball is at most δ.

The above theorem is related to the missing alarms at node
level, i.e., missing alarms that each single node can generate
with the construction of its ball after the perturbation. Another
form of missing alarms are those that we call global missing
alarms. We have a missing alarm of this kind when the coor-
dinator receives one or more alarms from the nodes, computes
the average vector ṽ(t) and it is within the admissible region
while the original v(t) would not be within that region. Before
providing the theorem that states the probability of global
missing in the monitoring process, we note that if each node
vector is perturbed by a noise vector with components drawn
by a Gaussian distribution N (0, σ), then the average vector is
affected by a noise from a Gaussian distribution with standard
deviation σ√

m
, where m is the number of nodes in the system.

By following the same reasoning as in the case of local missing
alarms we have that, given the perturbed average vector ṽ(t),
with probability at least 1− δ its original version is within the
area covered by the sphere (in s dimensions) with center ṽ(t)
and radius rg . Therefore, we have that ||v(t)− ṽi|| ≤ rg with
probability at least 1 − δ and the noise ||v(t) − ṽi||2 follows
the distribution σ√

m
2χ2

s.
In the following we denote by dist(ṽ(t), b) the distance

between the global vector ṽ(t) and the boundary of the non-
admissible region.

Theorem 2: Given the perturbed global vector ṽ(t), if rg <
dist(ṽ(t), b) then the probability to have a missing alarm is
at most δ.

Proof: The proof is straightforward and derives from the
observation that with probability at least 1−δ we have ||v(t)−
ṽi(t)|| ≤ rg .

VII. PROTECTION AGAINST SPECTRAL FILTERING ATTACK

In Section II-B we discuss the weakness of the additive
randomization. In our setting we assume that an attacker can
access the coordinator site, obtain the matrix Ũ where each
row is a perturbed node vector ṽ(t). From Ũ the attacker
applying the spectral filtering reconstruction obtains Û . The
distance between U and Û represents the privacy protection
that we measure by the relative error re(U, Û): greater rela-
tive error means more privacy protection. The relative error
increases when we increase the magnitude of the noise to
be added to the original data; in other word, a Gaussian



distribution with a greater standard deviation σ guarantees
more privacy protection. The goal is to find the suitable σ
for the noise distribution so that a minimum level of privacy
is guaranteed.

In Section II-C we presented the result obtained in [18],
[19] related to a lower bound for the relative error after a
spectral filtering attack. We also discussed as this bound can
be exploited for identifying the standard deviation of the noise
distribution to guarantee a minimum level of privacy τ . This
methodology is perfect in a centralized system where the
data owner has the original matrix U and can find the best
k such that with Uk the condition (2) is satisfied and, as a
consequence, can identify the best σ of the noise distribution
to be used for the perturbation. In a distributed setting, we
do not have a global vision of the original vectors and so of
the matrix U , thus finding the best σ for the perturbation is
not possible. To solve this problem we propose to learn the
standard deviation observing the historical data of the nodes
N . The idea is to analyze for a long time the data about the
nodes in the system and by observing the typical behavior
of the data we can learn the standard deviation σ suitable to
have the minimum privacy level τ . The learnt values of σ will
be used during the monitoring phase. The basic assumption
here is that user’s behaviors present some typical regularities
and we want to exploit them for finding the suitable standard
deviation of the noise distribution. In the following we describe
the details of the procedure for the learning phase.

For each monitor iteration tp, we consider the matrix U(tp)
composed of all the node vectors in the historical data vi(tp).
For each possible value of k = 1, . . . , p we computes the
eigenvalues, namely dk, dk+1 and then dZ defined as the
average of the two eigenvalues, respecting the properties that
dk < dZ ≤ dk+1. Finally the value of σ(tp) =

√
dZ/(m− 1)

is computed; in the following we denote by σk(tp) the stan-
dard deviation at the iteration tp computed with the value k.
Then, we compute the corresponding relative error correspond-
ing to the privacy level guaranteed by the computed σ value;
in other words, we compute re(U(tp), Uk(tp)) = τk(tp).

The learnt information, composed of a set of pairs
〈σk(tp), τk(tp)〉, can be used by each node during the mon-
itoring phase after setting the global privacy level that we
desired to be guaranteed in the system. In particular, given
a monitoring iteration tp and the global privacy level to be
guaranteed τ the node will draw the noise from the Gaussian
distribution with standard deviation σk(tp) corresponding to
minimum the τk(tp) such that τk(tp) ≥ τ . Clearly, the learnt
information could be used in a different way. As an example,
after the learning we could decide to always use the maximum
standard deviation found in the historical data. This could
bring to use in some steps too much noise that corresponds to
a better privacy but also a worst impact on the correctness of
the monitoring function.

VIII. DISTRIBUTED MONITORING OF CLUSTERING
QUALITY

In order to evaluate our privacy-preserving method we need
to verify in real applications the empirical privacy guarantees,
the impact of the privacy approach on the number of commu-
nications and on the correctness of the monitoring function. To
this aim we decide to apply our privacy-preserving mechanism
in the application presented in [28], where the goal is a
distributed monitoring of clustering quality.

The measure used to evaluate the quality of a clustering is
the simple and very popular Sum of Squared Error (SSE in
short), defined as follows:

SSE =
h∑

i=1

∑

p∈Ci

||p− ci||22 (5)

where Ci represents the i-th cluster, and ci is its center
(average vector).

The monitoring problem in this setting deals with dynamic
data consists in continuously checking whether the last clus-
tering computed is still good enough, recomputing the clusters
only in the negative case. This requirement can be easily
translated in terms of SSE by asking that the dispersion of
the objects within the clusters did not grow, or at least not
significantly. That means computing the SSE at each time
stamp t, denoted by SSEt, and test that it stays below some
threshold. We refer to this continuous testing with the term
monitoring. Finally, such a threshold should take into account
the dispersion obtained at the very moment the clusters were
created, which we denote with SSE0 (i.e. time counting starts
from the moment the most recent clustering was performed),
suggesting to adopt a relative threshold. That is summarized
in the following problem definition:

Definition 2 (Cluster Monitoring Problem):
Given a clustering C = {C1, . . . , Ch} having initial
SSE equal to SSE0, and given a tolerance α ∈ R+, we
require to ensure that at each time instant t the following
holds for the SSE of the (dynamic) dataset Dt:

SSEt ≤ (1 + α)SSE0 (6)

When that does not happen, a re-computation/update of cluster
assignments should be performed.

In [28] a strict version of this problem is also considered
with the motivation that SSE describes all the clusters together,
aggregating the dispersions of each single clusters, but this
does not guarantee that a good SSE implies that each single
cluster is compact, since some slightly over-dispersed cluster
might be balanced in the sum by some virtuous one that adds
very little to the SSE.

In this paper we use the strict variant of the clustering
monitoring problem, where the constraints are imposed over
each single cluster:

Definition 3 (Strict Cluster Monitoring): Given a cluster-
ing C = {C1, . . . , Ch} having initial SSE equal to SSE0,



and given a tolerance α ∈ R+, we require to ensure that at
each time instant t the following holds:

∀hi=1.SSE
(i)
t ≤ SSE(i)

0 + θ(i) (7)

where SSE(i)
t is the contribution of cluster i to the SSE at time

t, i.e. SSEt =
∑h
i=1 SSE

(i)
t , and the θ(i) ∈ R+ are fixed

thresholds such that
∑h
i=1 SSE

(i)
0 + θ(i) = (1 + α)SSE0.

When condition (7) is violated, a recomputation/update of
cluster assignments should be performed.

The clustering monitor problem (Definitions 2 and 3) can be
fitted to the geometric approach described above, by properly
rewriting it as a variance monitoring. We observe that the
formulation of SSE is very similar to a variance, though on
s dimensions. Each cluster Ci, having centroid ci, contributes
to the SSE by the following value:
SSE(i) =

∑
p∈Ci

||p− ci||22
=
∑s
j=1

∑
p∈Ci

(pj − avgq∈Ci
(qj))

= |Ci|
∑s
j=1 varp∈Ci(p

j)

= |Ci|
∑s
j=1

[
avgp∈Ci((p

j)2)−
(
avgp∈Ci(p

j)
)2]

(8)
where pj represents the j-th component of the s-

dimensional vector p. This means that by augmenting the
vector vi(t) of each node with the additional s features
vi,1(t)2, . . . , vi,s(t)

2, we can compute the variance for each
component. Actually, we can do slightly better, by aggregating
the terms in the last line:

SSE(i) = |Ci| ·
[
avgp∈Ci

(
||p||22

)
− ||avgp∈Ci(p)||22

]

(9)
which means that only one additional component is needed,
corresponding to ||p||22 of the node (p represents our vi(t)).

The relation (9) states that the geometric approach can be
applied for the monitoring of a single cluster, provided that we
have defined a threshold value for it. This represents a solution
to the strict version of our monitoring problem (Definition 3).
We have an implicit partition of the problem into K separate
subproblems, that means having a threshold for each single
SSE(i). In [28] propose the fallowing partition of the global
SSE; in other words they provide the values for the constants
θ(i) in Definition 3:

∀i.θ(i) = β
(
αSSE

(i)
0

)
+ (1− β)

(
α
SSE0

K

)
(10)

where the parameter β ∈ [0, 1].
For evaluating our privacy-preserving approach we make

simpler the task and assume that an initial set of profiles are
provided to the coordinator, and in the set-up phase it assigns
each node to the profile more similar to it. This assignment
generates the initial clustering. The monitoring consists in
continuously checking whether this clustering is still good
enough. In the negative case a new assignment is computed. In
particular, we observe that in our process when a node violates
its constraint, communicates the new statistics vector to the
coordinator indicating its cluster Cj . The coordinator requires
to each node belonging to Cj a synchronization and checks

the new value of the SSE(j)
t , In case of violation at cluster

level the coordinator raises a global violation that requires the
re-assignment of the statistics vectors to the initial profiles
and so all nodes have to communicate their new vectors. Note
that, in this version of the problem we only change the way
to compute the clustering because here the initial centroids
(profiles) are already provided.

A. Privacy in Distributed Monitoring of Clustering Quality

As explained in Section V, each node before sending its
local statistics vector adds a noise vector. In this applica-
tion each node has to perturb the vector and the additional
component thus it has to send the pair 〈 ˜vj(t),

˜||vj(t)||22〉. The
coordinator will use this information to compute each SSE(i);
in particular, the formula will be:

SSE
(i)
t = |Ci|·

[
avgvj(t)∈Ci

( ˜||vj(t)||22
)
− ||avgṽj(t)∈Ci

(ṽj(t))||22
]
.

We noted that the additional component, i.e.,‖|vj(t)||22 is
useful for the clustering monitoring but could be used by an
attacker for reducing the uncertainty in the vector reconstruc-
tion. So, in this particular application we propose to add a
semi-trusted entity that has the goal of: 1) receiving all the
perturbed additional components from the nodes; 2) computing
for each cluster Ci the right component of the SSE(i),
i.e, ||avgṽj(t)∈Ci

(ṽj(t))||22; and 3) sending this value to the
coordinator that in this way can compute the SSE(i) without
any information about the single value of each additional
component. Note that the additional component alone cannot
reveal any private information about the single node.

IX. APPLICATION SCENARIO

The monitoring of clustering quality can be used in different
contexts. Here, we consider the particular case of continuous
monitoring of the quality of the profiles of similar drivers by
using the safe zones approach. This scenario is the same used
in [28] where authors identified four categories of measures for
the description of the user driving behavior in a time window:
(i) basic, (ii) space-time distribution, (iii) context-aware, and
(iv) behavioral.

The first one contains measures, directly computable from
the raw GPS traces, describing the basic features of the trajec-
tories in the time window. These measures allow understanding
the behavior of the car usage:

• Length: distance travelled by the user.

• Duration: time spent traveling by the user.

• Count: number of different user’s trips.

• MaxAcceleration: maximum user’s acceleration.

• MaxDeceleration: maximum user’s deceleration.

The second category involves more complex measures that
capture how the drivers use territory in space and time and in



some way describe the spatial and temporal user distribution
movements:

• Avg Dist L1: average distance of the user from his most
frequent location L1.

• Radius g: radius of gyration of the user (i.e. the standard
deviation from the center of mass of his movements).

• Radius g L1: radius of gyration w.r.t. to the user’s L1.

• TimeL1L2: time spent by the user in L1 or L2.

• EntropyLocation: entropy of the location frequencies
where the user stops.

• EntropyTime: entropy of user’s travel time frequencies.

The third category is composed of the context-aware fea-
tures, where information about the user’s movement is related
to the spatial and temporal context in which he moves:
• EntropyArc: entropy of road segment frequencies tra-

versed by the user.

• Phighway: distance travelled on highways by the user.

• Pcity: distance travelled inside urban areas by the user.

• Length arc crowded: distance travelled on top 20%
most crowded road segments.

• Pnight: distance travelled during night time (i.e. between
10 p.m. and 5 a.m.) by the user.

The last category focuses on capturing some specific mo-
bility behaviors:

• PAccelerationDeceleration: percentage of rapid acceler-
ations/decelerations of the user during his movements.

• Pover: how much the user drives over the speed limits.

• Profile: how much the user follows his profiles, i.e. trips
that he performs frequently.

A. Dataset and data preprocessing

We performed our experiments on measures extracted from
both real-world data and synthetic data.

The real-world data are provided by an Italian company
called OctoTelematics collecting data for insurance purposes.
This dataset is composed by GPS observations of 11,470 1

private cars active in Tuscany in a period of 35 days between
June and July 2011. Due some pre-processing (i.e. aggregation
and filtering) performed by the device on board the sampling
rate is reduced to a observation every 3 minutes and it is
not regulated by any policy of synchronization. Moreover, we
divided the dataset temporally in order to create a training and

1The dataset is available at kdd.isti.cnr.it/node/493

a test set: the first week for the training set and the remaining
4 weeks for the test set.

We used the training set for two tasks: (1) extracting
the measures presented in the previous section using a time
window of 3 days with a time granularity of 15 minutes;
and (2) learning the regularity of the drivers to extract the
suitable standard deviation to use in the Gaussian distribution
for drawing the random noise and assuring a minimum level
of privacy.

Concerning the first task we computed the measures and ap-
plied a pre-processing on them for making them suitable to the
specific use. First of all, due the low sampling rate in the data,
some of the measures, described in the above section, cannot
be extracted. These measures involve all the acceleration based
measurements and thus we have excluded them from our
experiments. Once all the measures are computed on the first
week, we transformed them into a log scale because some
variables follow a skewed distribution. We also normalized the
variables through z-score to have zero average and variance
equal to 1. Finally, since the idea is to build the customer
profiles using a clustering method, we have also studied the
correlation between the measures, discovering that several
strong correlations held. Therefore, we selected a subset of
measures to avoid strong biases in successive analyses and,
as side effect, this reduced the dimensionality of the dataset.
After the above pre-processing the remaining attributes are
the following: Duration, Radius g L1, TimeL1L2, EntropyArc,
Pcity, Phighway, Pnight, Pover and Profile.

Concerning the second task we performed the algorithm
for learning suitable standard deviation values for the noise
distribution (Section VII). In other words, given the data in
the first week we learnt a set of pairs 〈σk(tp), τk(tp)〉, can be
used by each node during the monitoring phase after setting
the global privacy level that we desired to be guaranteed in
the system. In our experiments we set the global privacy level
at τ = 0.25, 0.5, 0.8.

B. Experimental Evaluation

Now we empirically analyze the effects of the privacy
transformation on the number of communications and on the
quality of clustering and global function. Moreover, we also
measure the privacy guarantees. In our experiments we set
the probability of missing alarm to δ = 0.01, this means that
we capture possible local and global missing alarms with a
probability at least equal to 99.99% and we consider a number
of profiles equal to 10.

1) Communication Evaluation: To evaluate the perfor-
mances of the proposed privacy-preserving approach we con-
sider the amount of communications exchanged between the
nodes and the controller and between the nodes and the
semi-trusted entity for the communication of the additional
component. The communications of the first type are always
a vector with s dimensions while the messages of the second
type are vectors of 1 dimension. In both cases the channel is
a point-to-point link between the node and the controller/third
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Fig. 2. Communications evaluation by varying α and for different levels of
privacy protection.

party. Here, we do not consider the communications from
the controller to the nodes; these communications can be of
different sizes and they can use broadcasting capabilities of
the networks to reach all the nodes at once. The number of
communications of this kind are negligible as showed in [28]
thus, we decided to not include them in the analysis.

We compare the amount of communications required by
the monitoring process without any privacy guarantee and
the one required in the system when we use our privacy-
preserving method with different levels of privacy. In the
privacy-preserving monitoring the number of communications
also includes the communications between the nodes and the
semi-trusted entity.

The Figure 2 shows the behavior of the communications
increasing the α parameter. As expected the number of
communications increases with the privacy protection: more
privacy requires more communications. This is due to two
reasons: 1) in the privacy-preserving approach any time the
node has to transmit the vector it has also to transmit the
additional component with another transmission, so we have
double communications; 2) the randomization can increase the
number of false negative alarms. However, we can see that
with a reasonable α = 1.5 the privacy-preserving approach
adds about 30% of communications to the original ones. This
is also effect of the double communications due to the third
party; indeed without this additional messages we would have
a number of communications very similar. We can also note
that after the α value of about 2 we have that increasing the
level of privacy leads to a decreasing of the communications.
This is probably due to the bad effect of a too big value of α
in computing Equation (6).

2) Quality of the Clustering Monitoring: We also analyzed
the impact of the randomization on the monitored global SSE
and on the quality of clusters. Figure 3 shows the behavior
of the SSE measure by varying α and with different levels of
privacy. We observe that the SSE value increases when the
level of privacy in the data is greater; however, the effect of
the privacy is reasonable because we have an increasing of
about 7% of the original value at worst case.
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Fig. 4. F-Measure behavior by varying α and for different levels of privacy
protection.

For evaluating the quality of the obtained clusters we
also measured the F-measure, that is the harmonic mean of
precision and recall. The recall measures how the cohesion of
a cluster is preserved; it is 1 if the whole original cluster is
mapped into a single randomized cluster, it tends to zero if
the original elements are scattered among several randomized
clusters. The precision measures how the singularity of a
cluster is mapped into the private version: if the private cluster
contains only elements corresponding to the original cluster its
value is 1, otherwise the value tends to zero if there are other
elements corresponding to other clusters. As expected we have
that the increasing of privacy protection reduces the quality of
the clusters. This result is depicted in Figure 4 where we vary
α and plot for each value the average of F-measure obtained
in each monitoring iteration. Finally, we also analyzed how
changes the number of re-clustering with the application of the
privacy transformation. Figure 5 shows that again the effect
of the privacy level is the increasing of the average of re-
clustering for each value of α; however, we can note that the
increment is negligible.

3) Privacy Guarantee: Finally, we also evaluated the level
of privacy guaranteed at coordinator site. We simulated an
attack by spectral filtering technique. Our assumption in this
experiment is that the attacker has access to the list of learnt
values of standard deviation that the nodes used for the noise
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Fig. 6. Global privacy level guaranteed by varying α

distribution. We computed the relative error (Equation 1) any
time that the nodes have sent their vectors to the coordinator.
Figure 6 depicts the obtained results where we plot for each α
the average of the global privacy level guaranteed during the
whole process of monitoring. We can observe that the level of
privacy provided is much higher w.r.t. the theoretical level of
privacy set as a parameter. This is a good result considering
that the performance of the system and the correctness of the
global function can be considered acceptable even with this
high data distortion. In particular, we can observe that setting
the global privacy level at 0.25 we have a data protection
corresponding to almost 0.5.

Although the methodology described in Section VII aims at
learning the suitable standard deviation for the noise distribu-
tion to have a specific global privacy level, we also analyzed
the the individual privacy level. In other words, we measured
the relative error at record granularity with the following
formula: rel(X̂,X) = ‖X̂ − X‖2/‖X‖2. The three plots in
Figure 7 depict the cumulative distribution of the individual
privacy level for α values equal to 0.6, 1.5 and 3. We can
observe that we obtain a reasonable privacy protection also
at individual level; in particular all the plots show a similar
result. For example we have that for global privacy τ = 0.5
the 80% of vectors have an individual protection of at least
0.7.

(a) α = 0.6

(b) α = 1.5

(c) α = 3

Fig. 7. Privacy protection a individual level by varying α and τ .

X. RELATED WORK

Various solutions have been proposed to preserve privacy in
distributed systems. Some of these solutions propose to share
information using the trusted third party services [22]. But in
real system sometime it is hard to have a trusted by all entities.
In case where the architecture does not consider trusted third
party the privacy problem is usually formulated as a variation
of the secure multiparty computation (SMC) problem, which
has been extensively studied in the literature [16]. However,
even if in [17], [34] it has been proved that a general solution
to SMC problems exists it has a high computational overhead
and thus cannot be efficiently used in practice. By making a



tradeoff between generality and efficiency, different solutions
have been proposed to solve various information sharing issues
such us intersection and equijoin [21], [4], [15], association
rule mining [23], [32], classification [10], [35], top-k queries
[33], and statistical analysis [9].

A recent model proposed in the literature is the differential
privacy model [12] that provides privacy guarantees against ad-
versaries with arbitrary background information. There are two
popular mechanisms to achieve differential privacy, Laplace
mechanism that supports queries whose outputs are numerical
[12] and exponential mechanism that works for any queries
whose output spaces are discrete [27]. Dwork et al. in [13]
recently propose the notion of pan privacy, i.e., how to achieve
differential privacy when the adversary is allowed access to the
mechanism’s internal states. The authors use the pan privacy
in the continual counter mechanism [13], [11], and show how
to make their counter mechanism resilient against a single
unannounced intrusion. A similar problem is addressed in [8].
Rastogi et al. [29] and Chan et al. [31] consider the problem
of privately aggregating sums over multiple time periods. Both
of them consider untrusted coordinator, in particular, malicious
coordinator, and use both encryption and differential privacy
for the design of privacy-preserving data aggregation methods.

However, all these works does not consider monitoring
systems of thresholding function, where the main goal is
to monitor the value of a function and in the same time
maintain under control the communications between the nodes
and the monitor allowing the communication only when it is
necessary.

XI. CONCLUSION

In this paper, we have proposed a method for inscribing
privacy in a distributed monitoring process. Our approach is
based on the well-know additive randomization and exploits
some results in the literature to bound the possible reconstruc-
tion of the perturbed vectors.

We have applied our privacy preserving technique for the
monitoring of the clustering quality in a real-world application
and we have evaluated the system performance in terms of
number of communications, privacy guarantees and quality of
the global function to be monitored. The results show that the
quality of the monitoring is reasonable while preserving good
levels of privacy.

Further investigations will be directed to test our privacy
preserving approach in other real-world applications such as
the quality monitoring of customer segmentation with respect
to their shopping habits in distributed market basket data.
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ABSTRACT
Applications such as sensor network monitoring, distributed
intrusion detection, and real-time analysis of financial data
necessitate the processing of distributed data streams on the
fly. Monitoring queries constitute a significant portion of the
tasks carried over distributed streams. While efficient data
processing algorithms enable such applications, they require
access to large amounts of often personal information, and
could consequently create privacy risks. To mitigate such
risks, we study the application of differential privacy to dis-
tributed stream monitoring. Under differential privacy con-
straints, each exchange of information incurs only a small
and controlled loss of privacy. However, in continuous set-
tings, where information exchange is ongoing, small losses
of privacy will accumulate. To limit this loss, the data ex-
change must be stopped at some point. We address this
problem by adapting efficient communication techniques to
privacy-preserving stream monitoring over a distributed sys-
tem. We study the relationship between efficient commu-
nication and privacy loss, and demonstrate that for given
privacy constraints, our approach allows the system to be
monitored over periods that are three orders of magnitude
longer than would be possible with a naive approach.

Categories and Subject Descriptors
H.2.4 [Information Systems]: Database Management Sys-
tems—distributed databases; C.2.4 [Computer Systems
Organization]: Distributed Systems—distributed databases

General Terms
Algorithms, Security, Theory

Keywords
Data streams, differential privacy, distributed monitoring
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Distributed evaluation of functions is a fundamental prob-
lem in distributed computation, and monitoring queries con-
stitute a significant portion of the tasks carried over dis-
tributed streams. These queries can be as simple as mon-
itoring the sum of a distributed set of variables against a
predetermined threshold, or identifying frequent itemsets in
a set of distributed streams; or more complicated computa-
tions, such as computing a non-linear scoring function (e.g.,
information gain or χ2) for the purpose of feature selection,
or monitoring the sum of square errors with respect to some
baseline to identify anomalous behavior.

While efficient data processing algorithms enable applica-
tions such as improved fraud detection, early detection of
disease outbreaks, and fast reaction to security incidents,
they require access to large amounts of often personal infor-
mation. As the collection of such information becomes eas-
ier and cheaper, there is growing awareness of the associated
privacy risks. For example, analysis of the privacy implica-
tions of collaborative recommender systems [5] showed that
even aggregative algorithms that process large amounts of
information could leak sensitive information about particu-
lar individuals. Such works demonstrate the importance of
incorporating formal and provable privacy guarantees into
the design of algorithms.

In the setup we consider, we assume that data arrives at
fixed time intervals, referred to as rounds, where at each
round a new data item is received at each node. The goal
of the distributed monitoring algorithm is to verify at each
round a given property over the union of the stream prefixes.
For privacy protection we rely on the notion of differential
privacy [10], which requires that the probability distribu-
tion of the results of the computation be only marginally
affected by each input record. In differential privacy, each
information exchange that is derived from data on individ-
uals incurs a cost in privacy. With any new information
exchange, the cost accumulates. To restrict privacy leaks,
when the accumulated cost grows beyond a pre-determined
threshold (a privacy budget), information exchange should
be stopped. Theoretical infeasibility results suggest that
these constraints cannot be circumvented [12]. However,
the lifetime of a stream monitoring system can be greatly
extended, without violating the privacy constraints. We ad-
dress this important challenge by combining two powerful
ideas. The first idea is to transform the global monitored
condition into local constraints that can be monitored in-
dependently by each of the nodes in the system. The local
constraints are constructed such that as long as none of them



have been breached, the global condition is maintained. This
allows node synchronization to be reduced, resulting in many
silent (communication-free) rounds. The second idea is to
leverage the reduction in communication costs towards fewer
privacy leaks by applying privacy protection to a series of
silent rounds simultaneously, thereby improving the privacy-
accuracy trade-off provided by the system.

Our contributions are first to present a framework for
privacy-preserving monitoring of general (possibly non-linear)
functions in a distributed setting and conduct a theoretical
analysis of the privacy and accuracy guarantees provided
within this framework. Second, we conduct an experimen-
tal evaluation of the proposed framework. We demonstrate
that for given privacy constraints, our approach allows the
system to be monitored over periods that are three orders
of magnitude longer than would be possible with a naive
approach, while maintaining remarkable accuracy. Finally,
we discuss the different privacy-accuracy trade-offs involved
when monitoring distributed data streams, and highlight ad-
ditional possible improvements of the proposed scheme.

The paper is organized as follows. Section 2 presents the
problem statement and goals. Section 3 follows with back-
ground on tools used in our solution. Section 4 presents our
algorithm for privacy-preserving, distributed stream moni-
toring, and Section 5 describes some of our experimental re-
sults and performance analysis. Finally, Section 6 discusses
related work and Section 7 concludes the work.

2. SCENARIO AND GOALS
We consider a system consisting of k nodes, n1, . . . , nk.

We assume that data arrives at fixed time intervals, referred
to as rounds, where at each round a new data item is received
at each node. Specifically, each node i processes a stream
of elements Si = {q1, q2, . . . } from some domain D. In each
round t, each node i can access the local stream prefix Si(t)
seen so far (or a subset of it within a moving window) and
derive a vector ~vi(t) ∈ Rd. We refer to these vectors as
local statistics vectors. The global vector1 is then given by
~vg(t) =

∑
i ~vi(t)/k. Our goal is to identify when f(~vg) > T

for some predetermined function f : Rd → R and threshold
T ∈ R. When this condition is met, we say that a global
breach of the threshold has occurred.

We assume the existence of a coordinator, with whom the
nodes communicate so that they do not need to communi-
cate with each other. The coordinator can either be a central
entity separate from the nodes, or one of the nodes could act
as coordinator.

Example 2.1. Assume a collection of e-mail service pro-
viders, n1, n2, . . . , nk, wishing to monitor the use of terms
in spam messages in order to detect new spam scams. All
the providers share a set of monitored terms t1, t2, . . . , tm.
Each provider nj monitors a window consisting of the last
w e-mail messages processed by nj. Let X denote the union
of the messages over all the providers’ monitoring windows,
with Xspam denoting the subset of X comprising spam and
Xbenign denoting the subset comprising benign messages. For
each term ti, we can similarly denote by Xti (X¬ti) the mes-
sages that contain (do not contain) the feature ti. The con-
tingency table for the feature ti over the e-mail set X can

1Our work can also be easily extended to weighted mean
vectors; see, e.g., the discussion in [24].

then be defined by the four terms: c1,1 =
|Xspam∩Xti

|
|X| , c1,2 =

|Xbenign∩Xti
|

|X| , c2,1 =
|Xspam∩X¬ti

|
|X| and c2,2 =

|Xbenign∩X¬ti
|

|X| .

The information gain of feature ti is then provided by

IG(ti, X) =
∑

i∈{1,2}

∑

j∈{1,2}
ci,j ·log

ci,j
(ci,1 + ci,2) · (c1,j + c2,j)

.

(1)
The goal is to detect a state when the information gain of
a feature crosses a given threshold T , indicating a new term
that has been targeted by spammers.

In many other practically important applications, a dis-
tributed monitoring problem can be expressed as the moni-
toring of a general function evaluated at the average vector,
either directly [18], or after augmenting it by various func-
tions of the raw data [4].

2.1 Threat Model and Privacy Goals
In this work we assume that each participating node is

secure (e.g., each service provider’s database is protected
against intrusions), and all the communication channels are
encrypted and authenticated. The public keys that are used
to secure the communication channels are correct, and the
corresponding private keys are secure. However, the commu-
nication channels may be monitored by an adversary, who
may have arbitrary background knowledge. We do not as-
sume secrecy of the distributed monitoring protocol (no se-
curity by obscurity), so the adversary might exploit traffic
patterns to learn about the decisions made by the protocol,
and consequently about the inputs that affected them.

We rely on differential privacy [10] to formulate the de-
sired privacy properties. Intuitively speaking, given a ran-
domized algorithm Alg, we can say that differential privacy
requires limiting the effect that each record in the input
can have on the output distribution of the computation. In
fact, we rely in this work on a variant of this concept, pre-
sented in [12] to account for privacy in continuous processing
of streams. In this variant of differential privacy, replacing
one element in the stream with another should have only
marginal effect on the output stream, and the node should
produce any possible output sequence with almost the same
probability when any particular element changes. Formally:

Definition 2.1 (Adjacent Streams [12]). We say that
two stream prefixes S and S′ are adjacent, and write S ≈ S′,
if there exist q, q′ ∈ D such that replacing an occurrence of
q in S with q′ will result in S′.

Definition 2.2 (Differential Privacy [12]). A ran-
domized stream processing algorithm Alg provides ε-differential
privacy if for any adjacent stream prefixes S and S′ and any
set of possible output sequences O,

Pr[Alg(S) ∈ O] ≤ Pr[Alg(S′) ∈ O]× eε .

The probability is taken over the coin flips of Alg.

The parameter ε controls the effect that any element in
the stream might have on the outcome. A smaller value of
ε means a lesser effect – and better privacy.

Differential privacy maintains composability, meaning that
a series of b computations that are ε/b-differentially private
is ε-differentially private. Composition gives rise to the con-
cept of a privacy budget, in which a constraint on ε is de-
termined in advance. A series of differentially private com-
putations conducted by algorithms A1, A2, . . . , each with a



corresponding privacy parameter ε1, ε2, . . . , can then be is-
sued and processed as long as

∑
εi ≤ ε.

The privacy guarantee presented above considers only a
single appearance of the elements q and q′, and consequently
amounts to event-level privacy [11], where privacy is pre-
served with respect to each element in the stream, regardless
of other elements that may be associated with the same in-
dividual. For example, in the context of the spam message
scenario, this ensures that the contents of any particular
mail message remain private, and have little effect on the
probability of any output sequence. However, the system
can still learn information concerning an aggregate of mes-
sages pertaining to the same user, for example, an analysis
based on all the spam messages sent by the same spammer.

No assumptions on the trustworthiness of the coordina-
tor or other nodes are required to ensure that privacy is
maintained. However, a rogue coordinator could lead to in-
efficient execution of the algorithm, and cause nodes to halt
prematurely. In other words, privacy is guaranteed even if
the coordinator and all other nodes are malicious, but cor-
rectness and efficiency guarantees hold only if the coordina-
tor and nodes are honest (yet possibly curious).

2.2 Performance Goals
Differential privacy constrains the privacy risk inherent in

information exchange. It is typically guaranteed by intro-
ducing noise to the computation process, and consequently
incurs a cost in accuracy. To evaluate the trade-off between
privacy and utility, we frame the following performance goals
for the monitoring problem:

Recall We would like the system to identify global breaches
of the threshold with as few misses as possible2.

Specificity We would like the system to give as few false
alerts as possible.

Uptime When the differential privacy budget is exhausted,
no further output updates are possible, and the system
should be halted to maintain privacy. We would like
to keep the monitoring process alive as long as possible
within a given privacy budget.

3. BACKGROUND
In this section we present some tools that will be used in

Section 4.

3.1 Differential Privacy Tools
We start by presenting two mechanisms that were used

extensively in the differential privacy literature.

3.1.1 The Laplace Mechanism
To maintain differential privacy, the Laplace mechanism

[10] adds noise sampled from the Laplace distribution when
evaluating the value of a function. The noise is intended to
mask the influence of any single element on the outcome,
and is calibrated so as to hide this influence. Formally, this
influence is bounded by the global sensitivity of the function,
which is the largest possible change in the outcome for any
pair of adjacent streams:

2This property is also known as sensitivity; however, we
avoid using this term in this context as it is also used in the
differential privacy literature with a different meaning.

Definition 3.1 (Global Sensitivity [10]). The Lk sen-
sitivity of a function g : S → Rd over a stream prefix S is
∆k(g) = maxS≈S′ ‖g(S)− g(S′)‖k.

The Laplace distribution with mean 0 and variance 2z2

has probability density function Pr(x|z) = 1
2z

exp(− |x| /z).
As was shown in [10], sampling noise from the Laplace distri-
bution with scale z = ∆1(g)/ε and adding it to the value of
the function results in a differentially-private computation:

Theorem 3.1 (Laplace Mechanism [10]). Given a func-
tion g : S → Rd over a stream prefix S, the single-output
computation g′(S) = g(S) + Laplace(∆1(g)/ε)d maintains
ε-differential privacy.

We also use in this paper the following property for the
sum of independent Laplace distributions, which follows from
[14, Theorem 6.5]:

Lemma 3.2 ([14]). Suppose γi’s are n independent ran-
dom variables, where each γi has Laplace distribution Lap(z).
Suppose Y :=

∑
i γi. Then with probability at least 1− δ the

quantity |Y | is at most
√

6n · z log 2
δ

.

3.1.2 The Exponential Mechanism
The exponential mechanism [20] is useful for sampling one

of several options in a differentially-private way, while tak-
ing into account the desirability of each option. A quality
function q assigns a score to each of the options, based on
the input of the algorithm, where higher scores signify more
desirable outcomes. These scores, together with the privacy
parameter ε, are then used to induce a probability distri-
bution over the outcomes in a way that ensures differential
privacy, while favoring outcomes with high scores.

Definition 3.2 (Exponential Mechanism [20]). Let
q : (Dn ×O)→ R be a quality function that, given a stream
prefix S of length n, assigns a score to each outcome r ∈ O.
Let ∆1(q) = maxr,S≈S′ |q(S, r)− q(S′, r)|1. Let M be a
mechanism for choosing an outcome r ∈ O given a stream
prefix S. Then the mechanism M , defined by

M(S, q) =

{
return r with probability ∝ exp

(
εq(S, r)

2∆1(q)

)}
,

maintains ε-differential privacy.

3.2 Communication-Efficient Monitoring and
Safe Zones

The problem of monitoring a function over distributed
streams in a communication-efficient way was studied by
Sharfman et al. [24, 18]. One of the key steps in the pro-
posed solution was to define the problem in terms of the
input domain rather than the output range.

Definition 3.3 (Admissible Region). Given a func-
tion f : Rd → R and a threshold T , we define the admissible
region A as the region where the value that f takes is at or
below the threshold T :

Af (T ) = {~v ∈ Rd|f(~v) ≤ T} . (2)

By definition, as long as the average vector ~vg(t) =
∑
i ~vi(t)/k

is within the admissible region, no global breach has oc-
curred. To reduce communication costs, the global con-
straint imposed by the admissible region is translated to



local constraints evaluated by each of the nodes. These con-
straints are expressed in the form of Safe Zones: as long as
all the local statistics vectors are within their respective safe
zones, their average is guaranteed to be inside the admissible
region, and thus no communication is required.

In general, safe zones can take any shape, though simple
shapes, such as polygons with l vertices, allow for more effi-
cient algorithms. The techniques described in this paper are
applicable to any chosen shape, but for simplicity we con-
centrate on ball-shaped safe zones. Specifically, we model
each safe zone as a ball B(~ci, r), centered at ~ci with radius
r. The ball is chosen so that (a) it will be large, and (b) the
local statistics vector will be far from its boundary. These
two properties contribute to a longer lifetime of the system
(and in our case, allow the privacy budget to be extended
over a longer period). Space limitations do not permit us to
describe how the ball is constructed; we refer the reader to
[18] for a full description.

Theorem 3.3. Let Af (T ) be the admissible region formed
by the function f and a threshold T , and let B(~c, r) be a ball
with center ~c and radius r, such that B(~c, r) ⊆ A. Given a
set of k node-specific centers ~c1, . . . ,~ck such that

∑
i ~ci/k =

~c, if for each node i, ~vi ∈ B(~ci, r), then the mean vector
~vg =

∑
i ~vi/k is within the admissible region Af (T ).

We omit the proof due to space constraints.
To assign safe zones to nodes, we start with an initial

global vector ~vg(0), which serves as a reference point, and
fit a ball such that B(~c, r) ⊆ Af (T ) and ~vg(0) ∈ B(~c, r).
Then we evaluate for each node i the drift vector ~vi − ~vg,
and assign to the node the safe zone B(~c+~vi−~vg, r). Essen-
tially, this assignment aims to keep each local vector as far
as possible from the safe zone boundary, while adhering to
the condition in Theorem 3.3. Each node can then monitor
its safe zone independently of the other nodes. If a node
detects a local breach, it notifies the coordinator, who then
collects the local statistics vectors from all the nodes in the
system, and checks whether the new global vector breaches
the admissible region. After the check, new safe zones can
be assigned to the nodes on the basis of the new data.

Once the admissible region is breached, we can continue to
monitor the streams to detect when the threshold is crossed
back (i.e., the admissible region is “flipped”). Moreover, as
discussed in [24], the threshold can be augmented with er-
ror margins to reduce communication costs due to thrashing
when the global average is close to the threshold. The aug-
mented threshold is used to set the admissible region and
the safe zones, but once a local constraint is breached and
the nodes synchronize to check for a global breach, the check
is made against the original threshold. For presentation pur-
poses we assume without loss of generality that the moni-
tored admissible region condition is always as in Equation
2; however, our results apply also when the threshold con-
dition is flipped and when the threshold is augmented with
error margins.

4. DISTRIBUTED STREAM MONITORING
WITH DIFFERENTIAL PRIVACY

In this section we present an algorithm for distributed
stream monitoring with differential privacy. But first, we
describe a naive monitoring algorithm.

4.1 Naive Algorithm
In a simple monitoring algorithm, each node releases in

each round a noisy version of the local statistics vector, us-
ing the Laplace mechanism. The coordinator averages all
these vectors, and checks whether the function of the global
average has crossed the threshold T , in which case a global
breach is identified. Because a new output is shared by each
node every round, the number of rounds b that the process
will run should be determined in advance and the differential
privacy noise calibrated accordingly. In each round t, given
the stream prefix Si(t), an aggregation function g is applied
to derive the local statistics vector ~vi(t) = g(Si(t)). The
ε/b-differentially private output of each node is then given
by ~oi(t) = ~vi(t) + Laplace(b ·∆1(g)/ε)d.

Privacy guarantees of the naive algorithm follow from the
Laplace mechanism and the composability property of dif-
ferential privacy. The naive algorithm implies a direct trade-
off between the monitoring period and the accuracy of the
outcome, controlled by the parameter b. The following theo-
rems state the recall and specificity guarantees for the naive
algorithm3:

Theorem 4.1 (Naive algorithm – recall). If the global
vector exceeds the admissible region Af (T ) by more than

(log 2d
δ
·
√

6dn · b ·∆1(g)/ε), the naive algorithm will identify
the global breach with probability of at least (1− δ).

Proof. According to Lemma 3.2, with probability 1 −
δ/d, the sum of Laplace variables across each dimension is
at most (

√
6n log 2d

δ
· b · ∆1(g)/ε). By the union bound,

with probability 1 − δ this holds across all d dimensions.
Therefore the noisy global vector is within Euclidean dis-
tance (log 2d

δ

√
6dn · b ·∆1(g)/ε) from the real global vector.

If the distance of the global vector from the admissible re-
gion is more than that, then the noisy global vector will
stray out of the admissible region as well, and a breach will
be detected.

Using a similar proof, a specificity guarantee follows:

Theorem 4.2 (Naive algorithm – specificity). If the

global vector is more than (log 2d
δ

√
6dn · b · ∆1(g)/ε) inside

the admissible region Af (T ), the naive algorithm will claim
a (false) global breach with probability of at most δ.

4.2 Safe-Zone-Based Algorithm Outline
Our goal is to monitor the local statistics vectors derived

from the distributed input streams, and detect when a given
function of the mean of these vectors breaches a given thresh-
old. When monitoring streams in the distributed system,
each node applies a local monitoring algorithm against a
local safe zone.

In the local monitoring process we distinguish between
two kinds of rounds. Silent rounds are ones in which the
local statistics vector is within the safe zone, and the node
does not produce any output. Violation rounds are ones
in which the local statistics vector breaches the safe zone,
and consequently the node notifies the coordinator. The

3The accuracy guarantees refer to the input domain and to
the admissible region. When the monitored function f is a
Lipschitz function, i.e., ∃C s.t. |f(x)− f(y)| ≤ C|x− y| for
all x and y, these guarantees also translate to bounds that
apply to the output range and the distance of the global
vector from the threshold T .



coordinator then initiates a process of violation recovery to
determine whether the global threshold was crossed. While
violation rounds require an explicit exchange of information,
privacy leaks should also be accounted for in silent rounds,
as the fact that the local statistics vector is within the safe
zone also conveys information to an adversary.

A change in a single element in the stream could affect the
value of the local statistics vector in a sequence of rounds. To
preserve differential privacy, the algorithm should produce
any possible output sequence with almost the same prob-
ability when any particular element changes. Specifically,
silent rounds should remain silent, violation rounds should
still result in an alert, and the violation recovery process
should produce similar outputs.

The algorithm starts with an initialization phase, detailed
in Section 4.3, where the nodes establish their initial local
statistics vectors and send noisy versions of them to the co-
ordinator. The coordinator then uses these vectors to assign
a safe zone to each node. Each node then monitors the local
safe zone in a privacy-preserving way, as detailed in Section
4.4, and alerts the coordinator if a local breach is detected.
In that case, the coordinator launches a violation recovery
process, which is described in Section 4.5. In the recovery
process the coordinator collects noisy statistics vectors from
the nodes to check for a global violation, and then re-assigns
safe zones to the nodes.

4.3 Initialization phase
The initialization phase occurs in the first time period

(t = 0), and its goal is to assign safe zones to each of the
nodes. Each of the nodes (Algorithm 1) establishes the ini-
tial local statistics vector and sends a noisy version of it to
the coordinator. The coordinator then verifies that the ini-
tial global vector is within the admissible region (a global
breach is declared otherwise). To assign safe zones, the co-
ordinator (Algorithm 2) finds the largest ball that can fit
within the admissible region, while containing the global
vector. Then, in accordance with Theorem 3.3, each node is
assigned a center ~ci such that the centers average at ~c.

Algorithm 1: NodeInitialization(Si, g, b, ε)

Input :
Si – a local input stream
g – a function that generates a d-dimensional local
statistics vector from Si
b – bound on the number of violation rounds
ε – privacy parameter

1: ~vi(0)← g(Si(0))

2: Sample ~ni,0 ∼ Laplace
(

3(b+1)·∆1(g)
ε

)d

3: Send to the coordinator ~oi(0) = ~vi(0) + ~ni,0

4.4 Local Monitoring of Safe Zones
The local monitoring process is described in Algorithm 3.
Once a local node obtains a safe zone from the coordina-

tor, it monitors the local statistics vector against that safe
zone. To maintain privacy, three noise elements are intro-
duced in the algorithm. First, the safe zone is perturbed by
adding noise to the radius to obtain the ball B(~ci, r̂). The
same perturbed safe zone is used until a new safe zone is
assigned by the coordinator, and it protects privacy during

Algorithm 2: CoordinatorInitialization(f , T , k)

Input :
f – a global function to monitor
T – a threshold for f
k – number of nodes

1: Obtain ~oi(0) from the nodes
2: ~vg(0)←∑

~oi(0)/k
3: if f(~vg(0)) > T then report a global breach
4: ~c, r ← arg max~c,r(V ol(B(~c, r))) subject to
B(~c, r) ⊆ Af (T ) and ~vg(0) ∈ B(~c, r)

5: ∀i : ~ci ← ~c+ ~oi(0)− ~vg(0)
6: Assign to each node i the safe zone B(~ci, r)

a sequence of silent rounds. Second, in each round, the node
checks whether its local statistics vector is within the per-
turbed safe zone, using the exponential mechanism. Fresh
noise is used in each inclusion check, and it protects privacy
when local violations occur. Finally, when the coordinator
initiates violation recovery following a local breach in one or
more of the nodes, each node uses the Laplace mechanism
to send the coordinator a noisy version of its local statistics
vector. The Laplace mechanism maintains privacy through-
out violation recovery.

Algorithm 4 details how the exponential mechanism is ap-
plied to evaluate whether a given local statistics vector ~vi(t)
is within the (noisy) safe zone B(~ci, r̂). The quality function
is set to q(true) = r̂ − dist(~vi(t),~ci) (the distance from the
boundary of the safe zone) for a result indicating inclusion in
the safe zone and q(false) = −(r̂−dist(~vi(t),~ci)) otherwise.
The L1-sensitivity of q is ∆2(g).

Algorithm 3: LocalMonitoring(Si, b, ε)

Input :
Si – a local input stream
b – bound on the number of violation rounds
ε – privacy parameter

1: m← 1
2: Acquire new safe zone B(~ci, r) from the coordinator

3: Sample αi ∼ Laplace
(

3b·∆2(g)
ε

)

4: for each round t do
5: ~vi(t) = g(Si(t))
6: if Evaluate(~vi(t) ∈ε B(~ci, r + αi)) returns false

then report a breach
7: if the coordinator initiates violation recovery then

8: Sample ~ni,t ∼ Laplace( 3(b+1)·∆1(g)
ε

)d

9: ~oi(t) = ~vi(t) + ~ni,t
10: Send ~oi(t) to the coordinator
11: if m < b then m← m+ 1 else HALT
12: Continue from step 2

4.5 The Coordinator Algorithm and Violation
Recovery

The global monitoring algorithm is orchestrated by the
coordinator, as shown in Algorithm 5. To check whether
the global threshold was crossed following a local breach, the
coordinator gathers the noisy local statistics vectors from all



Algorithm 4: Evaluate(~vi(t) ∈ε B(~ci, r̂))

Input :
~vi(t) = g(Si(t)) – a local statistics vector
B(~ci, r̂) – a ball with center ~ci and radius r̂ denoting
a (perturbed) safe zone
ε – privacy parameter

1: µ = ε
6b
· r̂−dist(~vi(t),~ci)

2∆2(g)

2: Sample ui,t ∼ U [0, 1]

3: Return true if ui,t ≤ exp(2µ)
1+exp(2µ)

, and false otherwise

the nodes in the system, and evaluates whether their average
is within the admissible region. The global average vector is
used also to reassign safe zones to the nodes in the system,
regardless of whether a global breach is detected.

Algorithm 5: Coordinator(f , T , b, k)

Input :
f – a global function to monitor
T – a threshold for f
b – bound on the number of violation rounds
k – number of nodes

1: m← 1
2: while m ≤ b do
3: if any node reports a local violation in round t then
4: Announce violation recovery and collect ~oi(t)

from the nodes
5: ~vg(t)←

∑
~oi(t)/k

6: if f(~vg(t)) > T then report a global breach
7: m← m+ 1
8: ~c, r ← arg max~c,r(V ol(B(~c, r))) subject to

B(~c, r) ⊆ Af (T ) and ~vg(t) ∈ B(~c, r)
9: ∀i : ~ci ← ~c+ ~oi(t)− ~v(t)

10: Assign to each node i the safe zone B(~ci, r)

4.6 Accuracy and Privacy Guarantees
In this section we state the accuracy and privacy guaran-

tees provided by the system.

4.6.1 Accuracy Guarantees

Theorem 4.3 (Accuracy – recall). With probability
of at least (1 − 2δ), if a local node has not halted, and its
local statistics vector exceeds the safe zone assigned by the
coordinator by more than 6b ·∆2(g) log 1−δ

δ1.5
/ε , Algorithm 3

will identify the breach.

Proof. Assume that for a given node Algorithm 3 has
not halted by time t. The error in the evaluation step in
Line 6 stems from the randomness ui,t in Algorithm 4, as
well as from the perturbation of the safe zone radius with
αi. With probability of at least 1 − δ, the value of |αi| is
at most 3b ·∆2(g) log 1

δ
/ε. Moreover, with probability of at

least 1−δ, if the local statistics vector exceeds the perturbed
safe zone by more than 6b ·∆2(g) log 1−δ

δ
/ε, Algorithm 4 will

identify the breach. Taking a union bound, we obtain that
with probability of at least 1− 2δ, Algorithm 3 will declare
a local breach if the local vector’s distance from the original
safe zone is more than 6b ·∆2(g) log 1−δ

δ1.5
/ε.

A similar proof provides the specificity guarantees.

Theorem 4.4 (Accuracy – specificity). If a local node
has not halted, and its local vector is inside the safe zone
assigned by the coordinator, with distance of at least 6b ·
∆2(g) log 1−δ

δ1.5
/ε from its boundary, Algorithm 3 will claim a

breach with probability of at most 2δ.

Once a local breach is detected, and the coordinator has
checked for a global breach, similar accuracy guarantees to
those stated in Theorems 4.1 and 4.2 for the naive algorithm
apply also to Algorithm 5 (albeit with larger noise magni-
tude), as the same mechanism is used to evaluate the global
vector and check for a breach.

4.6.2 Privacy Guarantees

Theorem 4.5. Alg. 3 maintains ε-differential privacy.

Proof. To prove that Algorithm 3 maintains ε-differential
privacy, we follow the proof technique of [12, Theorem 5.2],
which incorporates several noise components to obtain pri-
vacy and accuracy guarantees when a single-output differen-
tially-private algorithm is transformed to a T -round contin-
ual output algorithm. We focus on a single node i and fix the
execution of the coordinator and all the other nodes in the
system. Given two adjacent streams Si ≈ S′i and an output
sequence O, consider an execution ESi of node i over input
stream Si, and denote by R the series of random variables
sampled throughout this execution, such that AlgR(Si) = O
(If no such R exists, then Pr[Alg(Si) = O] = 0). Given R,
we will describe a corresponding execution ES′

i
over stream

S′i with randomness R′ such that AlgR′(S′i) = O, and the
probability density of R′ differs by a factor of at most exp(ε)
from that of R. As this holds for any choice of adjacent
streams Si, S

′
i, and any possible output O, this proves ε-

differential privacy for Algorithm 3.
We consider the output sequence O as a concatenation of

several output sequences of the form [~oi(0), O
(S)
1 , O

(V )
1 , . . . ,

O
(S)

b′ , O
(V )

b′ ], as illustrated in Figure 1, where ~oi(0) is the

output of the initialization round, each O
(S)
j is a (possibly

empty) sequence of silent rounds, and this sequence of silent

rounds is followed by a violation round O
(V )
j (which includes

also violation recovery). We have b′ ≤ b due to the condition
in line 11 of the algorithm. Any output stream that does
not conform to this format would have probability 0.

Figure 1: Breaking an output sequence into multiple
sequences

We next focus on each of the components that comprise
the stream O, and show how the noise values sampled in the
executions ESi and ES′

i
should be different from each other

if they are to result in the same output.
Initialization round In the initialization round of the

executions ESi and ES′
i
, the node generates the local statis-

tics vectors ~vi(0) = g(Si(0)) and ~v′i(0) = g(S′i(0)) respec-
tively. To obtain the output ~oi(0) in both executions, we



have |~ni,0 − ~n′i,0|1 = |~vi(0) − ~v′i(0)|1 ≤ ∆1(g). Since the
noise vectors are sampled from the Laplace distribution with

scale 3(b+1)·∆1(g)
ε

on each dimension, the probability density
of generating ~n′i,0 differs by a factor of at most exp( ε

3(b+1)
)

from that of generating ~ni,0.
Silent rounds Consider an uninterrupted sequence of l

silent rounds O
(S)
j over time periods tm, tm+1, . . . , tm+l−1.

We keep the noise elements ui,t the same for rounds [tm, tm+l−1]
in executions ESi and ES′

i
, and show how the same outcome

(Algorithm 4 returns true) would be obtained in both exe-
cutions throughout those rounds.

The safe zone perturbation noise αi is generated on the
initialization round and on each violation round, and re-
mains the same throughout any uninterrupted sequence of
silent rounds. Given the noise αi in time periods [tm, tm+l−1]
for execution ESi , we set α′i = αi + ∆2(g) for the same
time periods in execution ES′

i
(note that the same α′i ap-

plies also to the violation recovery round at tm+l, which
will be addressed in the next paragraph). For each of the
silent rounds t ∈ [tm, tm+l−1] on execution ESi , the check

Evaluate(~vi(t) ∈ε B(~ci, r̂)) returns true, i.e., ui,t ≤ exp(2µ)
1+exp(2µ)

,

where µ = ε
6b
· r̂−dist(~vi(t),~ci)

2∆2(g)
. Since r̂′ = r + α′i = r + αi +

∆2(g), and dist(~v′i,~ci) ≤ dist(~v′i, ~vi) + dist(~vi,~ci) ≤ ∆2(g) +
dist(~vi,~ci), we get that r̂−dist(~vi(t),~ci) ≤ r̂′−dist(~v′i(t),~ci),
and therefore µ ≤ µ′, so that Evaluate(~v′i(t) ∈ε B(~ci, r̂

′)
also returns true for all t ∈ [tm, tm+l−1].

Because αi ∼ Laplace (3b ·∆2(g)/ε), the probability to
obtain α′i = αi+∆2(g) differs by a factor of at most exp( ε

3b
)

from that of obtaining αi.
Violation rounds Consider a time period t on execution

ESi , in which violation recovery took place. The violation
recovery process could be triggered by the coordinator, due
to a local breach detected on another node, or it could be
the result of a safe zone breach on the local node.

In the first case, the choice of α′i = αi+∆2(g) discussed in
the previous paragraph ensures that the violation recovery
event will not be triggered by the local node also for exe-
cution ES′

i
. In the second case, since r̂′ − dist(~v′i(t),~ci) ≤

r̂ − dist(~vi(t),~ci) + ∆2(g), we have µ′ ≤ µ + ε
6b

. It follows
that the probability of the false answer in ES′

i
differs by a

factor of at most exp( ε
3b

) from that for ESi .
It remains to show how the same output ~oi(t) for the viola-

tion recovery can be maintained for execution ES′
i
. Similarly

to the initialization round, the Laplace mechanism ensures
that the probability of obtaining the same output ~oi(t) on
each violation round in ES′

i
differs by a factor of at most

exp( ε
3(b+1)

) from that of execution ESi .

Bringing it all together All the noise elements are sam-
pled independently, so the ratio of probabilities of obtain-
ing the output sequence O for the executions ESi and ES′

i

can be bounded by multiplying the bounds of the individual
steps described above. As the initialization round occurs
once, and each of the other cases occurs at most b times,
the overall probability of obtaining the output sequence in
execution ES′

i
differs by a factor of at most exp(ε) from that

of execution ESi .

5. EXPERIMENTAL EVALUATION
To evaluate the performance of the privacy-preserving dis-

tributed monitoring algorithm, we used the Reuters Corpus
(RCV1-v2) [19] as a source of input streams. The test set
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Figure 2: The monitored global average values of the
“CCAT” category (count) and the “febru” feature
information gain) in the Reuters dataset

in the corpus contains 781,265 news stories, produced by
Reuters between August 20, 1996 and August 19, 1997. The
stories were processed to extract feature vectors, and each
document was also labeled as belonging to several categories.
In the experimental setup the stories were distributed by
round robin between 10 nodes, where each node processes
in each round a window containing the last 10,000 stories.

In the experiments our goals are to monitor the magnitude
of spam messages, and to simulate feature selection for spam
identification. To this end, we follow the experimental setup
described in [24], where a similar feature selection scenario
was evaluated without any privacy constraints. Specifically,
we pick the “CCAT” (Corporate/Industrial) category, which
is the most frequent category label in the dataset, as de-
noting a spam message. In one experiment we monitored
the count of spam messages, and in a second experiment
we monitored the information gain of the “febru” feature to
determine its value in identifying a spam message. Figure
2 illustrates the global average values of the “CCAT” count
and the “febru” information gain in the first 20,000 rounds.

Monitoring the count function requires aggregating 1-di-
mensional vectors, g1(Si(t)) = |q ∈ Si(t)∧CCAT|, with global
sensitivities ∆1(g1) = ∆2(g1) = 1. Monitoring the informa-
tion gain function requires aggregating 3-dimensional vec-
tors g2(Si(t)) = |Si(t)| · (c1,1, c1,2, c2,1) (see Example 2.1;
the 4th coordinate can be obtained from the other three
because of the fixed window size), with global sensitivities
∆1(g2) = 2 and ∆2(g2) =

√
2. We conducted experiments

with different values for the bound b on the number of vio-
lation rounds, and report below results for b = 5. For any
value of ε, running the naive algorithm with the same ac-
curacy guarantees (per Theorems 4.1 and 4.2) would allow
only for 16 rounds (the noise ~ni,t in Algorithm 3 is sampled

from the distribution Laplace( 16∆1(g)
ε

)). All the results re-
ported below were obtained by averaging over 10 executions
of each experiment with different random seeds.

Figure 3 shows the trade-off between the privacy parame-
ter ε and the system lifetime in rounds when monitoring the
count of spam messages, for two different threshold values,
T = 4800 and T = 5000. When the global vector is close to
the threshold, the likelihood of local breaches is much higher,
requiring frequent communication between the nodes, and
faster depletion of the violation round limit. Consequently,
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Figure 3: Monitoring the count feature

when monitoring for T = 4800 without error margins, the
system lifetime is much shorter than when monitoring for
T = 5000. Allowing for error margins (Figure 3 reports the
results for a margin of 100) considerably mitigates this prob-
lem. The margin reduces the likelihood of local breaches in
the absence of a global breach, and allows global breaches to
be detected with fewer violation rounds. Thus the margin
allows us to trade off monitoring accuracy for longer system
lifetime within the given privacy constraint.

Figure 4 illustrates the results for monitoring the informa-
tion gain with different threshold values (and the same error
margin 0.0005), and shows the three-way trade-off between
the privacy parameter ε, the system lifetime in rounds, and
the monitored threshold T . Note that the signal in the infor-
mation gain experiment is much lower than that in the count
experiment – whereas about half of the processed messages
in the dataset are categorized as spam, there are an order
of magnitude fewer messages that have the “febru” feature,
making the monitoring process much more sensitive to noise.
Generally, the effect of the weaker signal could be mitigated
by processing larger amounts of data. In the experiment we
used a larger value of ε instead, to obtain a similar effect.
The information gain experiment reflects similar trade-offs
between privacy and system lifetime as those observed in the
count experiment. In addition, we varied the value of the
threshold to evaluate its impact on the system. The farther
the monitored threshold is from the actual values measured
throughout typical system operation, the less the likelihood
of local breaches that require communication between the
nodes and further loss of privacy.

In terms of accuracy, the outcome of the monitoring pro-
cess was highly accurate within the given error margins.
Over all the conducted experiments, there were on average
2.9 ± 1.2 false positives and 8 ± 2.6 false negatives in the
evaluation of the global count condition, and 0.2± 0.6 false
positives and 3.6 ± 10.8 false negatives in the evaluation of
the global information gain condition, out of hundreds and
thousands of monitoring rounds. The output of the privacy-
preserving system reflected the actual system state in more
than 99.5% of the monitored rounds.

6. RELATED WORK
Communication-efficient monitoring of distributed streams
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Figure 4: Monitoring the information gain feature
with error margin 0.0005.

has been the subject of much research in recent years. Some
research has focused on anomaly detection [15, 16], while
other studies focus on monitoring specific types of functions,
including sums [17, 22], Boolean predicates [1], inner prod-
ucts [8] and entropy [2]. Our work employs techniques pre-
sented in the context of geometric monitoring [24]. These
techniques enable monitoring arbitrary threshold functions
by interpreting the monitoring task as a geometric problem.

The application of differential privacy to data stream pro-
cessing was studied initially in [11], which introduced the
concept of pan-private data stream algorithms – algorithms
that retain their privacy properties even when intrusions ex-
pose the internal state of the system. Two independent
works [12, 6] studied continuous release of differentially-
private counts, optionally while ensuring pan-privacy. Mir et
al. [21] relied on sketches to track statistics such as distinct
count, cropped first moment, and heavy hitters count over
fully dynamic data while preserving pan-privacy. While we
did not aim to obtain pan-privacy, our framework could be
extended to support it through straightforward application
of the technique of [12].

Early works on differential privacy in a distributed setting
[9, 3] studied how differential privacy could be combined
with cryptographic protocols to allow one-off computations
to be carried out both securely and privately. Chen et al. [7]
used the noise generation mechanism of [9] to allow analysts
to pose histogram queries to a subset of distributed clients
with the help of an honest but curious proxy.

Several works studied differentially private aggregation
over distributed time-series data, focusing mostly on simple
aggregates, such as counts and sums. Rastogi and Nath [23]
relied on the Discrete Fourier Transform to compress histor-
ical time-series data, and leveraged threshold homomorphic
encryption to run a distributed version of the Laplace mech-
anism on the compressed data. As the compression requires
access to all the query results in advance, this method is not
adequate for processing data streams on the fly. Shi et al.
[25] applied cryptographic techniques to allow an untrusted
aggregator to compute differentially-private sums over dis-
tributed peers without learning anything but the outcome.
While the proposed sceheme was designed to reduce the



overhead of cryptographic operations in periodical commu-
nications, it did not address the cumulative privacy loss. Fan
and Xiong [13] addressed the dynamic nature of the data by
adaptive sampling of the time-series data and use of Kalman
filters for estimating the data in non-sampling points. Chan
et al. [26] considered the problem of private tracking of
heavy hitters over a sliding window, where each node main-
tains a small number of differentially-private counters for
the most frequent items and notifies the aggregator when
the approximate counts change significantly.

7. DISCUSSION AND FUTURE WORK
We demonstrated in this paper how communication-efficient

distributed monitoring algorithms can be leveraged towards
privacy-preserving monitoring of a global condition over long
periods of time. We provided theoretical analysis of the pro-
posed algorithm, and evaluated experimentally some of the
trade-offs between the privacy constraint, the system life-
time, and the monitored threshold.

Beyond these direct trade-offs, additional factors affect
the balance between privacy and system performance. (1)
Modifying the error margins allows for a trade-off between
accuracy in evaluating the global monitored condition and
the system lifetime or the privacy constraint. (2) Increasing
the number of violation rounds allows the system to sus-
tain more local breaches but also increases their likelihood
(and thus their frequency). (3) Increasing the window size
monitored by each node allows larger amounts of data to be
processed in any round, thus reducing the signal-to-noise ra-
tio, but it also smooths out the aggregate vector over more
elements, thereby increasing the time required to detect the
effect of new items in the processed streams. Due to space
constraints, we defer a more thorough analysis of the differ-
ent trade-offs to the full version of the paper.

As directions for future research, we note that more so-
phisticated methods for violation recovery, such as local
communication between nodes rather than global synchro-
nization, could allow, in some cases, further mitigation of
privacy loss while monitoring the system. In addition, once
the window of processed elements advances beyond elements
that contributed to violation rounds, the privacy loss in-
duced by those rounds can be discounted. This gives rise to
the option of replenishing the violation round limit, allow-
ing further extension of the system lifetime within the given
privacy constraint.
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1 Introduction

The widespread availability of low cost GPS devices enables collecting data about
movements of people and objects at a large scale. Understanding of the human
mobility behavior in a city is important for improving the use of city space and
accessibility of various places and utilities, managing the traffic network, and
reducing traffic jams. Generalization and aggregation of individual movement data
can provide an overall description of traffic flows in a given time interval and their
variation over time. Chapter Andrienko and Andrienko (2011) proposes a method
for generalization and aggregation of movement data that requires having all
individual data in a central station. This centralized setting entails two important
problems: (a) the amount of information to be collected and processed may exceed
the capacity of the storage and computational resources, and (b) the raw data
describe the mobility behavior of the individuals with great detail that could enable
the inference of very sensitive information related to the personal private sphere.

In order to solve these problems, we propose a privacy-preserving distributed
computation framework for the aggregation of movement data. We assume that
on-board location devices in vehicles continuously trace the positions of the
vehicles and can periodically send derived information about their movements to a
central station, which stores it. The vehicles provide a statistical sample of the
whole population, so that the information can be used to compute a summary of
the traffic conditions on the whole territory. To protect individual privacy, we
propose a data transformation method based on the well-known differential pri-
vacy model. To reduce the amount of information that each vehicle transmits to
the central station, we propose to apply the sketch techniques to the differentially
private data to obtain a compressed representation. The central station, that we call
coordinator, is able to reconstruct the movement data represented by the sketched
data that, although transformed for guaranteeing privacy, preserve some important
properties of the original data that make them useful for mobility analysis.

The remainder of the chapter is organized as follows. Section 2 introduces
background information and definitions. Section 3 describes the system architec-
ture and states the problem. Section 4 presents our privacy-preserving framework.
In Sect. 5, we discuss the privacy analysis. Experimental results from applying our
method to real-world data are presented and discussed in Sect. 6. Section 7 dis-
cusses the related work and Sect. 8 concludes the chapter.
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2 Preliminaries

2.1 Movement Data Representation

Definition 1 (Trajectory) A Trajectory or spatio-temporal sequence is a sequence
of triplets T "\l1; t1 [ ; . . .;\ln; tn [ , where ti (i " 1. . .n) denotes a timestamp
such that 81# i\n ti\ti$1 and li " %xi; yi& are points in R2.

Intuitively, each pair hli; tii indicates that the object is in the position li " hxi; yii at
time ti.

We assume that the territory is subdivided in cells C " fc1; c2; . . .; cpg which
compose a partition of the territory. During a travel a user goes from a cell to
another cell. We use g to denote the function that applies the spatial generalization
to a trajectory. Given a trajectory T this function generates the generalized tra-
jectory g%T&, i.e. a sequence of moves with temporal annotations, where a move is
an pair %lci ; lcj&, which indicates that the moving object moves from the cell ci to
the adjacent cell cj. Note that, lci denotes the pair of spatial coordinates repre-
senting the centroid of the cell ci; in other words lci " hxci ; ycii. The temporal
annotated move is the quadruple %lci ; lcj ; tci ; tcj& where lci is the location of the
origin, lcj is the location of the destination and the tci ; tcj are the time information
associate to lci and lcj . As a consequence, we define a generalized trajectory as
follows.

Definition 2 (Generalized Trajectory) Let T " hl1; t1i; . . .; hln; tni be a trajectory.
Let C " fc1; c2; . . .; cpg be the set of the cells that compose the territory partition.
A generalized version of T is a sequence of temporal annotated moves

Tg " %lc1 ; lc2 ; tc1 ; tc2&%lc2 ; lc3 ; tc2 ; tc3&. . .%lcm'1 ; lcm ; tcm'1 ; tcm&

where m# n.

Now, we show how a generalized trajectory can be represented by a frequency
distribution vector. First, we define the function Move Frequency MF that given a
generalized trajectory Tg, a move %lci ; lcj& and a time interval computes how many
times the move appears in Tg by considering the temporal constraint. More for-
mally, we define the Move Frequency function as follows.

Definition 3 (Move Frequency) Let Tg be a generalized trajectory and let %lci ; lcj&
be a move. Let s be a temporal interval. The Move Frequency function is defined as:

MF%Tg; %lci ; lcj&; s& " jf%lci ; lcj ; ti; tj& 2 Tgjti 2 s ^ tj 2 sgj:

This function can be easily extended for taking into consideration a set of
generalized trajectories TG. In this case, the information computed by the func-
tion represents the total number of movements from the cell ci to the cell cj in a
time interval in the set of trajectories.
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Definition 4 (Global Move Frequency) Let TG be a set of generalized trajectories
and let %ci; cj& be a move. Let s be a time interval. The Global Move Frequency
function is defined as:

GMF%TG; %ci; cj&; s& "
X

8Tg2TG

MF%Tg; %ci; cj&; s&:

The number of movements between two cells computed by either the function
MF or GMF describes the amount of traffic flow between the two cells in a specific
time interval. This information can be represented by a frequency distribution
vector.

Definition 5 (Vector of Moves) Let C " fc1; c2; . . .; cpg be the set of the cells that
compose the territory partition. The vector of moves M with s "
jf%ci; cj&jci is adjacent to cjgj positions is the vector containing all possible moves.
The element M(i) " %lci ; lcj& is the move from the cell ci to the adjacent cell cj.

Definition 6 (Frequency Vector) Let C " fc1; c2; . . .; cpg be the of the cells that
compose the territory partition and let M be the vector of moves. Given a set of
generalized trajectories in a time interval s TG. The corresponding frequency
vector is the vector f with size s " jf%ci; cj&jci is adjacent to cjgj where each
f (i) " GMF%TG;M(i); s&.

The definition of frequency vector of a trajectory set is straightforward; it
requires to compute the function GMF instead of MF.

Note that the above definitions are based on the assumption that consecutive
locations can be contained in the same cell or in adjacent cells. In some cases (for
example, because of GPS problems) this fact would not be true. In order to avoid
illegal moves (i.e., moves that are not present in the Frequency Vector) a reasonable
solution is to reconstruct the missing part of the trajectories, e.g. by interpolation.

2.2 Differential Privacy

Differential privacy implies that adding or deleting a single record does not sig-
nificantly affect the result of any analysis. Intuitively, differential privacy can be
understood as follows. Let a database D include a private data record di about an
individual i. By querying the database, it is possible to obtain certain information
I(D) about all data and information I(D - di) about the data without the record di.
The difference between I(D) and I(D - di) may enable inferring some private
information about the individual i. Hence, it must be guaranteed that I(D) and
I(D - di) do not significantly differ for any individual i.

The formal definition (Dwork et al. 2006) is the following. Here the parameter,
e, specifies the level of privacy guaranteed.
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Definition 7 (e-differential privacy) A privacy mechanism A gives e-differential
privacy if for any dataset D1 and D2 differing on at most one record, and for any
possible output D0 of A we have

Pr(A%D1& " D0) # ee * Pr(A%D2& " D0)

where the probability is taken over the randomness of A.

Two principal techniques for achieving differential privacy have appeared in
the literature, one for real-valued outputs (Dwork et al. 2006) and the other for
outputs of arbitrary types (McSherry and Talwar 2007). A fundamental concept of
both techniques is the global sensitivity of a function mapping underlying datasets
to (vectors of) reals.

Definition 8 (Global Sensitivity) For any function f : D! Rd, the sensitivity of
f is

Df " maxD1;D2 jjf %D1& ' f %D2&jj1

for all D1, D2 differing in at most one record.

For the analysis whose outputs are real, a standard mechanism to achieve
differential privacy is to add Laplace noise to the true output of a function. Dwork
et al. (2006) propose the Laplace mechanism which takes as inputs a dataset D, a
function f , and the privacy parameter e. The magnitude of the noise added con-
forms to a Laplace distribution with the probability density function
p%xjk& " 1

2k e'jxj=k, where k is determined by both the global sensitivity of f and the
desired privacy level e.

Theorem 1 (Dwork et al. 2006) For any function f : D! Rd over an arbitrary
domain D, the mechanism A A%D& " f %D& $ Laplace%Df=e& gives e-differential
privacy.

A relaxed version of differential privacy discussed in Michael and Sebastian
(2012) allows claiming the same privacy level as Definition 7 in the case there is a
small amount of privacy loss due to a variation in the output distribution for the
privacy mechanism A is as follows.

Definition 9 [%e; d&-differential privacy] A privacy mechanism A gives %e; d&-
differential privacy if for any dataset D1 and D2 differing on at most one record,
and for any possible output D0 of A we have

Pr(A%D1& " D0) # ee * Pr(A%D2& " D0) $ d

where the probability is taken over the randomness of A.

Note that, if d " 0, %e; 0&-differential privacy is e-differential privacy. In the
remaining of this chapter we will refer to this last version of differential privacy.

Privacy-preserving Distributed Trajectory Generalization and Summarization 229



3 Problem Definition

3.1 System Architecture

We consider a system architecture as that one in described in Cormode and
Garofalakis (2008). In particular, we assume a distributed-computing environment
comprising a collection of k (trusted) remote sites (nodes) and a designated
coordinator site. Streams of data updates arrive continuously at remote sites, while
the coordinator site is responsible for generating approximate answers to periodic
user queries posed over the unions of remotely-observed streams across all sites.
Each remote site exchanges messages only with the coordinator, providing it with
state information on its (locally observed) streams. There is no communication
between remote sites.

In our scenario, the coordinator is responsible for computing the aggregation of
movement data on a territory by combining the information received by each node.
In order to obtain the aggregation of the movement data in the centralized setting
we need to generalize all the trajectories by using the cells of a partition of the
territory. In our distributed setting we assume that the partition of the territory, i.e.,
the set of cells C " fc1; . . .; cpg useful for the generalization, is known by both all
the nodes and the coordinator. Each node, that represents a vehicle that moves in
this territory, in a given time interval observes a sequence of spatio-temporal
points (trajectory), generalizes it and contributes to the computation of the global
vector.

Formally, each remote site j 2 f1; . . .; kg observes local update streams that
incrementally render a collection of (up to) s distinct frequency distribution vec-
tors (equivalently, multi-sets) f1;j; . . .; fs;j over data elements from corresponding
integer domains (Ui) " f0; . . .;Ui1g, for i " 1; . . .; s; that is, fi;j(v) denotes the
frequency of element v 2 (Ui) observed locally at remote site j.

The coordinator for each i 2 f1; . . .; sg computes the global frequency distri-
bution vector fi "

Pk
j"1 fi;j.

3.2 Privacy Model

In our setting we assume that each node in our system is secure; in other words we
do not consider attacks at node level. Instead, we take into consideration possible
attacks from any intruder between the node and the coordinator (i.e., attacks during
the communications), and any intruder at coordinator site, so our privacy pre-
serving technique has to guarantee privacy even against a malicious behavior of
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the coordinator. We consider sensitive information as any information from which
the typical mobility behavior of a user may be inferred. This information is
considered sensitive for two main reasons: (1) typical movements can be used to
identify the drivers who drive specific vehicles even when a simple de-identifi-
cation of the individual in the system is applied; and (2) the places visited by a
driver could identify specific sensitive areas such as clinics, hospitals, the user’s
home.

Therefore, we need to find effective privacy mechanisms on the real count
associate to each move, in order to generate uncertainty. As a consequence, the
goal of our framework is to compute a distributed aggregation of movement data
for a comprehensive exploration of them while preserving privacy.

Definition 10 (Problem Definition)
Given a set of cells C " fc1; . . .; cpg and a set V " fV1; . . .;Vkg of vehicles, the

privacy-preserving distributed movement data aggregation problem (DMAP)
consists in computing, in a specific time interval s the f s

DMAP%V& " (f1; f2; . . .; fs),
where each fi " GMF%TG;M(i); s& and s " jf%ci; cj&jci is adjacent to cjgj, while
preserving privacy. Here, TG is the set of generalized trajectories related to the k
vehicles V in the time interval s and M is the vector of moves defined on the set of
cells C.

4 Our Solution

Clearly, in order to guarantee the privacy within this framework we may apply
many privacy-preserving techniques depending on the privacy attack model and
the background knowledge of the adversary that we want to consider in this
scenario. In this chapter, we provide a solution based on the differential privacy,
that is a very strong privacy model independent on the the background knowledge
of an adversary. In this section, we describe the details of our solution, including
the computation of each node and the coordinator in the system.

The pseudo code of our algorithm is shown in Algorithm 1. Each node repre-
sents a vehicle that moves in a specific territory and this vehicle in a given time
interval observes sequences of spatio-temporal points (trajectories) and computes
the corresponding frequency vector to be sent to the coordinator. The computation
of the frequency vector requires four steps described in Algorithm 1: (a) trajectory
generalization; (b) frequency vector construction; (c) frequency vector transfor-
mation for privacy guarantees and (d) vector sketching for compressing the
information to be transmitted.

Privacy-preserving Distributed Trajectory Generalization and Summarization 231



4.1 Trajectory Generalization

Given a specific division of the territory, a trajectory is generalized in the fol-
lowing way. We apply place-based division of the trajectory into segments. The
area c1 containing its first point l1 is found. Then, the second and following points
of the trajectory are checked for being inside c1 until finding a point li not con-
tained in c1. For this point li, the containing area c2 is found.

The trajectory segment from the first point to the i-th point is represented by the
vector %c1; c2&. Then, the procedure is repeated: the points starting from li$1 are
checked for containment in c2 until finding a point lk outside c2, the area c3

containing lk is found, and so forth up to the last point of the trajectory.
In the result, the trajectory is represented by the sequence of moves

%c1; c2; t1; t2&%c2; c3; t2; t3& . . .%cm'1; cm; tm'1; tm&. Here, in a specific quadruple ti is
the time moment of the last position in ci and tj is the time moment of the last
position in cj. There may be also a case when all points of a trajectory are
contained in one and the same area c1. Then, the whole trajectory is represented by
the sequence fc1g. Since, globally we want to compute aggregation of moves we
discard this kind of trajectories. Moreover, as most of the methods for analysis of
trajectories are suited to work with positions specified as points, the areas
fc1; c2; . . .; cmg are replaced, for practical purposes, by the sequence lc1 ; lc2 ; . . .; lcm

consisting of the centroids of the areas fc1; c2; . . .; cmg.
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4.2 Frequency Vector Construction

After the generalization of a trajectory, the node computes the Move Frequency
function for each move %lci ; lcj& in that trajectory and updates its frequency vector
f Vj associated to the current time interval s. Intuitively, the vehicle populates the
frequency vector f Vj according the generalized trajectory observed. So, at the end
of the time interval s the element f Vj (i) contains the number of times that the
vehicle Vj moved from m to n in that time interval, if M(i) " %m; n&.

4.3 Vector Transformation for Achieving Privacy

As we stated in Sect. 3.2, if a node sends the frequency vector without any data
transformation any intruder may infer the typical movements of the vehicle rep-
resented by the node. As an example, he could learn his most frequent move; this
information can be considered very sensitive because the cells of this move usually
correspond to user’s home and his work place. Clearly, the generalization step can
help the privacy user but it depends on the density of the area; specifically, if the
area is not so dense it could identify few places and in that case the privacy is at
risk. How can we hide the event that the user moved from a location a to a location
b in the time interval s? We propose a solution based on a very strong privacy
model called e-differential privacy (Sect. 2.2). As explained above the key point of
this model is the definition of the sensitivity. Given a move %a; b& its sensitivity is
straightforward: releasing its frequency have sensitivity 1 as adding or removing a
single flow can affect its frequency by at most 1. Thus adding noise according to
Lap%1e& to the frequency of each of the moves in the frequency vector satisfies e-
differential privacy. As a consequence, at the end of the time interval s, before
sending the vector to the coordinator, for each position of the vector (i.e., for each
move) has to generate the noise by the Laplace distribution with zero mean and
scale 1

e and then has to add it to the value in that position of the vector. At the end
of this step the node transforms f Vj into ~f Vj .

Differential privacy must be applied with caution because in some context it
could lead to the destruction of the data utility because of the added noise that,
although with small probability, can reach values of arbitrary magnitude. More-
over, adding noise drawn from the Laplace distribution could generate negative
values for the flow in a move and negative flows does not make sense. To prevent
this two problems we decided to draw the noise from a cutting version of the
Laplace distribution. In particular, for each value x of the vector f Vj we draw the
noise from Lap%1e& bounding the noise value to the interval ('x; x). In other words,
if we have the original flow f Vj (i) " x in the perturbed version we obtain a flow
value in the interval (0; 2x). The use of a truncated version of the Laplace distri-
bution can lead to privacy leaks and in Sect. 5 we show that our privacy mech-
anism satisfies %e; d&-differential privacy, where d represents this privacy loss.
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4.4 Vector Sketching for Compact Communications

In a system like ours an important issue to be considered is the amount of data to
be communicated. In fact, real life systems usually involve 1,000 vehicles (nodes)
that are located in any place of the territory. Each vehicle has to send to the
coordinator the information contained in its frequency vector that has a size
depending on the number of cells that represent the partition of the territory. The
number of cells in a territory can be very huge and this can make each frequency
vector too big. As an example, in the dataset of real-life trajectories used in our
experiments we have about 4,200 vehicles and a frequency vector with about
15,900 positions. Therefore, the system has to be able to handle both a very large
number of nodes and a huge amount of the global information to be communi-
cated. These considerations make the reduction of the information communicated
necessary. We propose the application of a sketching method (Cormode et al.
2012a) that allows us to apply a good compression of the information to be
communicated. In particular, we propose the application of Count-Min sketch
algorithm (Cormode and Muthukrishnan 2005). In general, this algorithm maps the
frequency vector onto a more compressed vector. In particular, the sketch consists
of an array C of d * w counters and for each of d rows a pairwise independent
hash functions hj, that maps items onto (w). Each item is mapped onto d entries in
the array, by adding to the previous value the new item. Given a sketch repre-
sentation of a vector we can estimate the original value of each component of the
vector by the following function f (i) " min1# j# dC(j; hj%i&). The estimation of each
component j is affected by an error, but it is showed that the overestimate is less
than n=w, where n is the number of components. So, setting d " log 1

c and w "
O%1a& ensures that the estimation of f (i) has error at most an with probability at least
1' c. Here, a indicates the accuracy (i.e. the approximation error), and c repre-
sents the probability of exceeding the accuracy bounds.

4.5 Coordinator Computation

The computation of the coordinator is composed of two main phases: (1) com-
putation of the set of moves and (2) computation of the aggregation of global
movements.

Move Vector Computation. The coordinator in an initial setting phase has to
send to the nodes the vector of moves (Definition 5). The computation of this
vector depends on the set of cells that represent the partition of the territory. This
partition can be a simple grid or a more sophisticated territory subdivision such as
the Voronoi tessellation. The sharing of vector of moves is a requirement of the
whole process because each node has to use the same data structure for allowing
the coordinator the correct computation of the global flows.
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Global Flow Computation. The coordinator has to compute the global vector that
corresponds to the global aggregation of movement data in a given time interval s
by composing all the local frequency vectors. It receives the sketch vector sk%~f Vj&
from each node; then it reconstructs each frequency vector from the sketch vector,
by using the estimation described in Sect. 4.4. Finally, the coordinator computes
the global frequency vector by summing the estimate vectors component by
component. Clearly the estimate global vector is an approximated version of the
global vector obtained by summing the local frequency vectors after the only
privacy transformation.

5 Privacy Analysis

As pointed out in Kifer and Machanavajjhala (2011) differential privacy must be
applied with caution. The privacy protection provided by differential privacy
relates to the data generating mechanism and deterministic aggregate level
background knowledge. As in our problem the trajectories in the raw database are
independent of each other, and no deterministic statistics of the raw database will
ever be released, we are ready to show that Algorithm 1 satisfies (e, d)-differential
privacy.

Let F and F0 be the frequency distribution before and after adding Laplace
noise. We observe that bounding the Laplace noise will lead to some privacy
leakage on some values. For instance, from the noisy frequency values that are
large, the attacker can infer that these values should not be transformed from small
ones. To analyze the privacy leakage of our bound-noise approach, we first explain
the concept of statistical distance. Statistical distance is defined in Michael and
Sebastian (2012). Formally, given two distributions X and Y , the statistical dis-
tance between X and Y over a set U is defined as

d%X;Y& " maxS2U%Pr(X 2 S) ' Pr(Y 2 S)&:

Michael and Sebastian (2012) also shows the relationship between %e; d&-differ-
ential privacy and the statistical distance.

Lemma1 (Michael and Sebastian 2012) Given two probabilistic functions F and
G with the same input domain, where F is %e; d1&-differentially private. If for all
possible inputs x we have that the statistical distance on the output distributions of
F and G is:

d%F%x&;G%x&&# d2;

then G is %e; d1 $ %ee $ 1&d2&-differentially private.

Let F and F0 be the frequency distribution before and after adding Laplace
noise. We can show that the statistical distance between F and F0 can be bounded
as follows:
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Lemma 2 (Michael and Sebastian 2012) Given an %e; d&-differentially private
function F with F%x& " f %x& $ R for a deterministic function f and a random
variable R. Then for all x, the statistical distance between F and its throughput-
respecting variant F0 with the bound b on R is at most

d%F%x& ' F0%x&&#Pr(jRj[ b):

Michael and Sebastian (2012) has the following lemma to bound the probability
Pr(jRj[ b).

Lemma 3 (Michael and Sebastian 2012) Given a function F with
F%x& " f %x& $ Lap%Df

e ) for a deterministic function f , the probability that the La-

placian noise Lap%Df
e & applied to f is larger than b is bounded by:

Pr%Lap%Df
e
&[ b&# 2%Df &2

b2e2 :

We stress that in our approach, the bound b of each frequency value x is not
fixed. Indeed, b " x. Therefore, each frequency value x has different amounts of
privacy leakage. Our approach thus achieves different degree of %e; d&-differen-
tially privacy guarantee on each frequency value x. Theorem 2 shows more details.

Theorem 2 Given the total privacy budget e, for each frequency value x,
Algorithm 1 ensures (e; %ee $ 1& 2

x2e2&-differentially privacy.

Proof Algorithm 1 consists of four steps, namely TrajectoryGeneralization,
FrequencyVectorUpdate, PrivacyTransformation, and SketchVectorGeneration.
The steps of TrajectoryGeneralization and FrequencyVectorUpdate mainly pre-
pare the frequency vectors for privacy transformation. Hence we focus on the
privacy guarantee of PrivacyTransformation and SketchVectorGeneration steps.
For each frequency value x, the PrivacyTransformation step can achieve

(e; %ee $ 1& 2%Df &2
x2e2 -differentially privacy. This can be easily proven by Lemma 1 and

Lemma 3. Note that the the frequency vectors with Laplace noise (without trun-
cation) satisfies %e; 0&-differentially privacy. In our approach, Df " 1. Thus the
PrivacyTransformation step can achieve (e; %ee $ 1& 2

x2e2&-differentially privacy. For
the SketchVectorGeneration step, it only accesses a differentially private fre-
quency vector, not the underlying database. As proven by Michael et al. (2010), a
post-processing of differentially private results remains differentially private.
Therefore, Algorithm 1 as a whole maintains %ee $ 1& 2

x2e2&-differentially privacy.
h
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6 Experiments

6.1 Dataset

For our experiments we used a large dataset of GPS vehicles traces, collected in a
period from 1st May to 31st May 2011. In our simulation, the coordinator collects
the FV from all the vehicles to determine the Global Frequency Vector (GFV), i.e.
the sum all the trajectories crossing any link, at the end of each day, so we defined
a series of time intervals si, where each si spans over a single day. In the following
we show the resulting GFV for the 25th May 2011, but similar accuracy is
observed also for the other days. The GPS traces were collected in the geo-
graphical areas around Pisa, in central Italy, and it counts for around 4,200
vehicles, generating around 15,700 trips.

6.2 Space Tessellation

The generalization and aggregation of movement data is based on space parti-
tioning. Arbitrary territory divisions, such as administrative districts or regular
grids, do not reflect the spatial distribution of the data. The resulting aggregations
may not convey the essential spatial and quantitative properties of the traffic flows
over the territory. Our method for territory partitioning extends the data-driven
method suggested in chapter Andrienko and Andrienko (2011). Using a given
sample of points (which may be, for example, randomly selected from a historical
set of movement data), the original method finds spatial clusters of points that can
be enclosed by circles with a user-chosen radius. The centroids of the clusters are
then taken as generating seeds for Voronoi tessellation of the territory. We have
modified the method so that dense point clusters can be subdivided into smaller
clusters, so that the sizes of the resulting Voronoi polygons vary depending on the
point density: large polygons in data-sparse areas and small polygons in data-dense
areas. The method requires the user to set 3 parameters: maximal radius R, min-
imal radius r, and minimal number of points N allowing a cluster to be subdivided.
In our experiments, we used a tessellation with 2,681 polygons obtained with R =
10 km, r = 500 m, N = 80.

6.3 Utility Evaluation

In the proposed framework, the coordinator collects the Frequency Vectors from
all the vehicles in the time interval s and aggregate them to obtain the resulting
GFV, representing the flow values for each link of the spatial tessellation. Each FV
received from the vehicles is perturbed by means of a two-step transformation:
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privacy transformation—with the objective of protecting sensitive information–,
and sketches summarization—to reduce the volume of communication to be sent.
These two transformations are regulated by two set of parameters: e for the dif-
ferential privacy transformation, and a and c for the Count-Min Sketch summa-
rization. When e tends to 1 very little perturbation is introduced and this yields a
low privacy protection. On the contrary, better privacy guarantees are obtained
when e tends to zero. The two parameters a and c regulate the compression of the
FV to be sent to the coordinator. Table 1 shows how the choice of these two
parameters influences the final size of the FV. For example, for a " 0:0008 and
c " 0:1 the original FV of 16k entries is reduced to a vector of 5k cells.

Since the two transformations operate on the entries of the FV, and hence on the
flows, we compare two measures: (1) the flow per link (fpl), i.e. the directed
volume of traffic between two adjacent zones; (2) the flow per zone (fpz), i.e. the
sum of the incoming and outgoing flows in a zone. Figure 1 shows the resulting
distributions of different privacy transformation with e " 0:9; 0:5; 0:3. Figure 1
(left) shows the reconstructed flows per link: fixed a value of flow (x) we count the
number of links (y) that have that flow. Figure 1 (right) shows the distribution of
sum of flows passing for each zone: given a flow value (x) it shows how many
zones (y) present that total flow.

From the distribution we can notice how the privacy transformation preserves
very well the distribution of the original flows, even for more restrictive values of
the parameter e.

When we consider several flows together, like those incident to a given zone
[Fig. 1 (right)], the distribution curves present several local variations, however
the general shape is preserved for all the privacy transformations. Since the global
distributions are comparable, we choose a value 0.3 for e for the following dis-
cussions, in order to obtain a better privacy protection.

Fixed the privacy transformation parameter, we can evaluate the error intro-
duced by the Count-Min sketch summarization. In Fig. 2 we can appreciate how a
large compression of the FV yields a precise reconstruction of the transformed
flows. In fact, we can observe that the general shape of the distribution curves are
also preserved after the application of sketching techniques.

To maintain the data utility for mobility density analysis, we want to preserve
the relative density distribution over the zones, i.e. it is desirable that former zones
with low (high) traffic still present low (high) traffic after the transformations. To
check this property, we show in Fig. 3 the correlation plots to compare the original
flows with the transformed ones. From the charts we can notice how the

Table 1 Reduced sizes of the FV for different values of a and c
a c Columns (w) Rows (d) w* d

CM5k 0.0008 0.1 2,500 2 5,000
CM7k 0.00078 0.05 2,564 3 7,692
CM10k 0.00057 0.05 3,508 3 10,524
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transformed flows maintain a very strong correlation with the original ones,
enabling relative flows comparisons also in the transformed data.

Qualitatively, Fig. 4 shows a visually comparison of each Sketch summariza-
tion with the original flows. Each flow is draw with arrows with thickness pro-
portional to the volume of trajectories observed on a link. From the figure it is
evident how the relevant flows are preserved in all the transformed GFV, revealing
the major highways and urban centers.

Similarly, the flow per zone is also preserved, as it is shown in Fig. 5, where the
flow per each cell is rendered with a circle of radius proportional to the difference
from the median value of each GFV. The maps allow us to recognize the dense
areas (red circles, above the median) separated by sparse areas (blue circle below

Fig. 1 Distribution of flow per link (left) and flow per zone (right)

Fig. 2 Distribution of flow per link (left) and flow per zone (right) after the Count-Min sketch
transformation
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the median). The high density traffic zones follow the highways and the major city
centers along their routes.

The two comparisons proposed above give the intuition that, while the trans-
formations protect individual sensitive information, the utility of data is preserved.

Fig. 3 Correlation between original flows and transformed flows with DP e " 0:3 and CM5k

(first), CM7k (second), CM10k (third)

Fig. 4 Comparison of the original flows (a) with the GMF obtained with e " 0:3 and CM5k (b),
CM7k (c), and CM10k (d)
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7 Related Work

The existing methods of privacy-preserving publishing of trajectories can be
categorized into two classes: (1) generalization/suppression based data perturba-
tion, and (2) differential privacy.

Generalization/suppression based data perturbation techniques. There have
been some recent works on privacy-preserving publishing of spatio-temporal
moving points by using the generalization/suppression techniques. The mostly
widely used privacy model of these work is adapted from what so called k-
anonymity (Samarati and Sweeney 1998a, b), which requires that an individual
should not be identifiable from a group of size smaller than k based on their quasi-
identifies (QIDs), i.e., a set of attributes that can be used to uniquely identify the
individuals. Abul et al. (2008) proposes the %k; d&-anonymity model that exploits

Fig. 5 Traffic flow per zone drawn with circles proportional to the difference from the median
for each transformation with privacy transformations with different parameters (a), without
privacy transformation; e " 0:3 and CM5k (b), CM7k (c), and CM10k (d)
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the inherent uncertainty of the moving object’s whereabouts, where d represents
possible location imprecision. Terrovitis and Mamoulis (2008) assume that dif-
ferent adversaries own different, disjoint parts of the trajectories. Their anony-
mization technique is based on suppression of the dangerous observations from
each trajectory. Yarovoy et al. (2009) consider timestamps as the quasi-identifiers,
and define a method based on k -anonymity to defend against an attack called
attack graphs. Monreale et al. (2010) propose a spatial generalization approach to
achieve k-anonymity. A general problem of these k-anonymity based privacy
preserving techniques is that these techniques assume a certain level of back-
ground knowledge of the attackers, which may not be available to the data owner
in practice.

Differential privacy. The recently proposed concept of differential privacy (DP)
(Dwork et al. 2006) addresses the above issue. There are two popular mechanisms
to achieve differential privacy, Laplace mechanism that supports queries whose
outputs are numerical (Dwork et al. 2006) and exponential mechanism that works
for any queries whose output spaces are discrete (McSherry and Talwar 2007). The
basic idea of the Laplace mechanism is to add noise to aggregate queries (e.g.,
counts) or queries that can be reduced to simple aggregates. The Laplace mech-
anism has been widely adopted in many existing work for various data applica-
tions. For instance, Xiaokui et al. (2011), Cormode et al. (2012b) present methods
for minimizing the worst-case error of count queries; Barak et al. (2007), Ding
et al. (2011) consider the publication of data cubes; Michael et al. (2010), Xu et al.
(2012) focus on publishing histograms; and Mohammed et al. (2011), Ninghui
et al. (2012) propose the methods of releasing data in a differential private way for
data mining. On the other hand, for the analysis whose outputs are not real or make
no sense after adding noise, the exponential mechanism selects an output from the
output domain, r 2 R, by taking into consideration its score of a given utility
function q in a differentially private manner. It has been applied for the publication
of audition results (McSherry and Talwar 2007), coresets (Feldman et al. 2009),
frequent patterns (Bhaskar et al. 2010) and decision trees (Friedman and Schuster
2010).

Regarding publishing differentially private spatial data, Chen et al. (2012)
propose to release a prefix tree of trajectories with injected Laplace noise. Each
node in the prefix tree contains a doublet in the form of \tr%v&; c%v&[ , where
tr%v& is the set of trajectories of the prefix v, and c%v& is a version of jtr%v&j with
Laplace noise. Compared with our work, the prefix tree in Chen et al. (2012) is
data-dependent, i.e., it should have a different structure when the underlying
database changes. In our work, the frequency vector is data-independent. Cormode
et al. (2012b) present a solution to publish differentially private spatial index (e.g.,
quadtrees and kd-trees) to provide a private description of the data distribution. Its
main utility concern is the accuracy of multi-dimensional range queries (e.g., how
many individuals fall within a given region). Therefore, the spatial index only
stores the count of a specific spatial decomposition. It does not store the movement
information (e.g., how many individuals move from location i to location j) as in
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our work. In another chapter, Cormode et al. (2012c) proposes to publish a con-
tingency table of trajectory data. The contingency table can be indexed by specific
locations so that each cell in the table contains the number of people who commute
from the given source to the given destination. The contingency table is very
similar to our frequency vector structure. However, Cormode et al. (2012c) has a
different focus from ours: we investigate how to publish the frequency vector in a
differential privacy way, while Cormode et al. (2012c) address the sparsity issue of
the contingency table and presents a method of releasing a compact summary of
the contingency table with Laplace noise.

There are some work on publishing time-series data with differential privacy
guarantee (McSherry and Mahajan 2010; Rastogi and Nath 2010). Since we only
consider spatial data, these work are complement to our work.

8 Conclusion

In this chapter, we have studied the problem of computing movement data
aggregation based on trajectory generalization in a distributed system while pre-
serving privacy. We have proposed a method based on the well-known notion of
differential privacy that provides very nice data protection guarantees. In partic-
ular, in our framework each vehicle, before sending the information about its
movements within a time interval, applies to the data a transformation for
achieving privacy and then, creates a summarization of the private data (by using a
sketching algorithm) for reducing the amount of information to be communicated.
The results obtained in our experiments show that the proposed method preserves
some important properties of the original data allowing the analyst to use them for
important mobility data analysis.

Future investigations could be directed to explore other methods for achieving
differential privacy; as an example, it would be interesting to understand the
impact of the use of the geometric mechanism instead of the Laplace one for
achieving differential privacy.
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ABSTRACT
Movement data are sensitive, because people’s whereabouts may
allow re-identification of individuals in a de-identified database and
thus can potentially reveal intimate personal traits, such as religious
or sexual preferences. In this paper, we focus on a distributed set-
ting in which movement data from individual vehicles are collected
and aggregated by a centralized station. We propose a novel ap-
proach to privacy-preserving analytical processing within such a
distributed setting, and tackle the problem of obtaining aggregated
traffic information while preventing privacy leakage from data col-
lection and aggregation. We study and analyze three different solu-
tions based on the differential privacy model and on sketching tech-
niques for efficient data compression. Each solution achieves dif-
ferent trade-off between privacy protection and utility of the trans-
formed data. Using real-life data, we demonstrate the effectiveness
of our approaches in terms of data utility preserved by the data
transformation, thus bringing empirical evidence to the fact that the
“privacy-by-design” paradigm in big data analytics has the poten-
tial of delivering high data protection combined with high quality
even in massively distributed techno-social systems.

1. INTRODUCTION
The widespread availability of low cost GPS devices enables the

collection of data about movements of people and objects at a large
scale. Understanding of the human mobility behavior in a city is
important for improving the use of city space and accessibility of
various places and utilities, managing the traffic network, and re-
ducing traffic jams. Generalization and aggregation of individual
movement data can provide an overall description of traffic flows
in a given time interval and their variation over time. Intuitively,
movement data of multiple individual devices can be collected and
aggregated by a central station. However, this centralized setting
entails two important problems: a) the amount of information to be
collected and processed may exceed the capacity of the storage and
computational resources; and b) the raw data describes the mobil-
ity behavior of the individuals with great detail that could enable
the inference of very sensitive information related to the personal
private sphere.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
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Some recent work [30, 20, 2] have investigated how to aggregate
distributed mobility data efficiently. For instance, Andrienko et al.
[2] propose a method for generalization and aggregation of move-
ment data that requires all individual moving trajectories be trans-
formed into aggregate flows between areas. Though these work
consider releasing statistic information instead of raw trajectories
to the central station, there still may exist privacy leakage. For in-
stance, the analysis of low-density aggregate traffic flows (e.g., in
rural areas) may still reveal the identity of the vehicles involved in
these flows.

In order to solve these problems, we propose a privacy-preserving
distributed analytical processing framework for the aggregation of
movement data. We assume that on-board location devices in ve-
hicles continuously trace the positions of the vehicles and periodi-
cally send statistical information about their movements to a central
station. The central station, which we call coordinator, will store
the received statistical information and compute a summary of the
traffic conditions of the whole territory, based on the information
collected from individual vehicles. Since the coordinator can be un-
trusted, we design privacy-preserving methods for each individual
vehicle participant that provides formal privacy guarantee, mean-
ing that the statistic information revealed to the coordinator will not
be swayed too much by whether or not a specific individual partici-
pates. The basic idea behind our approach is that even radical forms
of data randomization, capable of yielding strong protection of per-
sonal mobility data for each participating vehicle, can be adopted
in our setting while still allowing a correct reconstruction of ag-
gregated traffic information at the coordinator side. Leveraging on
the differential privacy model on one side, and on large real-life
movement data on the other side, we are able to show how the the-
oretical and empirical outcomes of our study achieves a high-level
trade-off between data privacy and analytical utility. We believe
that the research reported here brings evidence to the fact that the
“privacy-by-design” paradigm in big data analytics has the poten-
tial of delivering high data protection combined with high quality
even in massively distributed techno-social systems. When we have
a clear analytical goal to realize, e.g., the continuous monitoring of
traffic flows, it is possible to design a privacy-preserving process
that, as in our study, solves the problem delivering results with a
bounded (small) quality-loss within a framework where the risk of
privacy leakage is also bounded (and very small).

We have the following contributions. First, to protect individual
privacy, we propose three data transformation methods based on
the well-known differential privacy model. Each solution is char-
acterized by a different trade-off between privacy and data utility.
Second, to further reduce the amount of information that each vehi-
cle communicates to the central station, we propose to apply sketch
techniques to the differentially private data to obtain a compressed



representation. The central station is able to reconstruct the move-
ment data represented by the sketched data that, although trans-
formed for guaranteeing privacy, preserve some important proper-
ties of the original data that make them useful for mobility analysis.
We validate the robustness and efficiency of our privacy-preserving
data aggregation methods by extensive experiments on large, real
GPS data.

The remainder of the paper is organized as follows. Section 2
discusses the related work. Section 3 introduces background infor-
mation and definitions. Section 4 describes the system architecture
and states the problem. Sections 5&6 present our proposals for pro-
viding a privacy-preserving framework; in particular, the first one
describes the details of the node computation and the second one
the computation of the controller. Experimental results from apply-
ing our methods to real-world data are presented and discussed in
Section 7. Lastly, Section 8 concludes the paper.

2. RELATED WORK
The existing methods of privacy-aware publishing of trajectories

can be categorized into two classes: (1) generalization/suppression
based data perturbation, and (2) differential privacy.
Generalization/suppression based data perturbation techniques.
There have been some recent works on privacy-preserving pub-
lishing of spatio-temporal moving points by using the generaliza-
tion/suppression techniques. The mostly widely used privacy model
of these work is adapted from what so called k-anonymity [35,
34], which requires that an individual should not be identifiable
from a group of size smaller than k based on their quasi-identifies
(QIDs), i.e., a set of attributes that can be used to uniquely identify
the individuals. [1] proposes the (k, δ)-anonymity model that ex-
ploits the inherent uncertainty of the moving object’s whereabouts,
where δ represents possible location imprecision. Terrovitis and
Mamoulis [37] assume that different adversaries own different, dis-
joint parts of the trajectories. Their anonymization technique is
based on suppression of the dangerous observations from each tra-
jectory. Yarovoy et al. [40] consider timestamps as the quasi-
identifiers, and define a method based on k-anonymity to defend
against an attack called attack graphs. Monreale et al. [29] propose
a spatial generalization approach to achieve k-anonymity. A gen-
eral problem of these k-anonymity based privacy preserving tech-
niques is that these techniques assume a certain level of background
knowledge of the attackers, which may not be available to the data
owner in practice.
Differential privacy. The recently proposed concept of differen-
tial privacy (DP) [16] addresses the above issue. There are two
popular mechanisms to achieve differential privacy, Laplace mech-
anism that supports queries whose outputs are numerical [16] and
exponential mechanism that works for any queries whose output
spaces are discrete [25]. The basic idea of the Laplace mechanism
is to add noise to aggregate queries (e.g., counts) or queries that
can be reduced to simple aggregates. The Laplace mechanism has
been widely adopted in many existing work for various data appli-
cations. For instance, [38, 11] present methods for minimizing the
worst-case error of count queries; [4, 14] consider the publication
of data cubes; [21, 39] focus on publishing histograms; and [26, 23]
propose the methods of releasing data in a differential private way
for data mining. On the other hand, for the analysis whose outputs
are not real or make no sense after adding noise, the exponential
mechanism selects an output from the output domain, r ∈ R, by
taking into consideration its score of a given utility function q in a
differentially private manner. It has been applied for the publica-
tion of audition results [25], coresets [18], frequent patterns [6] and
decision trees [19].

Recently much attention is paid to distributed private data analy-
sis. In this setting, n parties each holding some sensitive data wish
to compute some aggregate statistics over all parties’ data with or
without a centralized coordinator. [5, 17] prove that when com-
puting the sum of all parties’ inputs without a central coordinator,
any differentially-private multi-party protocol with a small num-
ber of rounds and small number of messages must have large error.
To the best of our knowledge, Rastogi et al. [32] and Chan et al.
[36] were the first ones to consider the problem of privately ag-
gregating sums over multiple time periods. Both of them consider
untrusted coordinator, in particular, malicious coordinator, and use
both encryption and differential privacy for the design of privacy-
preserving data aggregation methods. Compared with their work,
we focus on semi-honest coordinator, with the aim as designing
privacy-preserving techniques by adding meaningful noises to im-
prove data utility, which is an issue that is rarely discussed in both
[32, 36]. We agree that our methods can be further enforced to
against the malicious coordinator by applying the encryption meth-
ods in [32, 36]. In our previous work [27], we considered the same
distributed aggregation framework as in this paper, and proposed to
apply ε-differential privacy model to the framework. However, we
rarely addressed the utility issue in [27]. This paper improves [27]
significantly in terms of the design of alternative approaches that
address the trade-off between privacy and data utility.

There are some work on publishing differentially private spatial
data. Chen et al. [7] propose to release a prefix tree of trajectories
with injected Laplace noise. Each node in the prefix tree contains
a doublet in the form of < tr(v), c(v) >, where tr(v) is the set
of trajectories of the prefix v, and c(v) is a version of |tr(v)| with
Laplace noise. Compared with our work, the prefix tree in [7] is
data-dependent, i.e., it should have a different structure when the
underlying database changes. In our work, the frequency vector
is data-independent. Cormode et al. present a solution to publish
differentially private spatial index (e.g., quadtrees and kd-trees) to
provide a private description of the data distribution [11]. Its main
utility concern is the accuracy of multi-dimensional range queries
(e.g., how many individuals fall within a given region). Therefore,
the spatial index only stores the count of a specific spatial decom-
position. It does not store the movement information (e.g., how
many individuals move from location i to location j) as in our
work. In another paper, Cormode et al. [12] propose to publish
a contingency table of trajectory data. The contingency table can
be indexed by specific locations so that each cell in the table con-
tains the number of people who commute from the given source
to the given destination. The contingency table is very similar to
our frequency vector structure. However, [12] has a different focus
from ours: we investigate how to publish the frequency vector in a
differential privacy way, while [12] addresses the sparsity issue of
the contingency table and presents a method of releasing a compact
summary of the contingency table with Laplace noise.

3. PRELIMINARIES
In this section, we introduce the preliminaries of our paper.

3.1 Movement Data Representation
Given a 2-D space territory R2, we define a trajectory as a se-

quence of triples T = {〈l1, t1〉, . . . , 〈ln, tn〉}, where ti (with i =
1 . . . n) denotes a timestamp such that ∀1≤i<n ti < ti+1 and li =
(xi, yi) are points in R2. Intuitively, each pair 〈li, ti〉 indicates that
the object is in the position li = 〈xi, yi〉 at time ti. In a time inter-
val τ , each moving object can have multiple trajectories. We do not
require that each trajectory is complete, i.e., locations may be miss-
ing at some timestamps. Moreover, each trajectory may contain re-



peated sub-trajectories (i.e., the object may move between locations
li and lj back and forth for multiple times). For example, a vehicle
can have two trajectories: T1 = {〈a, t1〉, 〈b, t2〉, 〈c, t3〉, 〈a, t4〉}
and T2 = {〈a, t5〉, 〈b, t6〉, 〈a, t7〉, 〈b, t8〉}. We assume that the
territory R2 is subdivided into cells C = {c1, c2, . . . , cp} which
compose a partition of the territory. For this partition we can use ex-
isting division of the territory (e.g., census sectors, road segments,
etc.) or we can determine a data-driven partition as will be dis-
cussed in Section 7.1. During travel a user may move from one cell
to another. We use g to denote the function that applies the spatial
generalization to a trajectory. Given a trajectory T this function
generates the generalized trajectory g(T ), i.e. a sequence of moves
with temporal annotations, where a move is an pair (lci , lcj ) indi-
cating that the moving object moves from the cell ci to the adjacent
cell cj . Note that lci denotes the pair of spatial coordinates repre-
senting the centroid of the cell ci; in other words lci = 〈xci , yci〉.
The temporal annotated move is the quadruple (lci , lcj , tci , tcj )
where lci is the location of the origin, lcj is the location of the des-
tination and the tci , tcj are the time information associate to lci
and lcj . As a consequence, we define a generalized trajectory as
follows.

DEFINITION 3.1. [Generalized Trajectory] Given a trajectory
T = 〈l1, t1〉, . . . , 〈ln, tn〉. Let C = {c1, c2, . . . , cp} be the terri-
tory partition. A generalized version of T is a sequence of temporal
annotated moves Tg = {(lc1 , lc2 , tc1 , tc2) (lc2 , lc3 , tc2 , tc3) . . .
(lcm−1 , lcm , tcm−1 , tcm)} with m <= n.

Now, we show how to construct frequency distribution vectors
of generalized trajectories. First, we define the function Move Fre-
quency (MF ) to compute how many times the move appears in a
generalized trajectory Tg within a given time interval. More for-
mally, we define the move frequency function as follows.

DEFINITION 3.2. [Move Frequency] Let Tg be a generalized
trajectory and let (lci , lcj ) be a move. Let τ be a temporal interval.
The move frequency function is defined as:

MF (Tg, (lci , lcj ), τ) = |{(lci , lcj , ti, tj) ∈ Tg|ti ∈ τ ∧ tj ∈ τ}|.

For any move (lci , lcj ), the value of MF (Tg, (lci , lcj ), τ) can be
any non-negative integer. For instance, consider the trajectory T2 =
{〈a, t5〉, 〈b, t6〉, 〈a, t7〉, 〈b, t8〉}. Assume location a and b are lo-
cated in the cells c1 and c2, respectively. Then, the generalized ver-
sion of T2 is Tg = {(lc1 , lc2 , t5, t6), (lc2 , lc1 , t6, t7)(lc1 , lc2 , t7, t8)}
and MF (Tg, (lc1 , lc2), [t5, t8]) = 2. This function can be easily
extended for taking into consideration a set of generalized trajec-
tories T G . In this case, the information computed by the function
represents the total number of movements from the cell ci to the
cell cj in a time interval in the set of trajectories.

DEFINITION 3.3. [Global Move Frequency] Let T G be a set
of generalized trajectories and let (lci , lcj ) be a move. Let τ be a
time interval. The global move frequency function is defined as:

GMF (T G , (lci , lcj ), τ) =
∑

∀Tg∈T G
MF (Tg, (lci , lcj ), τ).

The number of movements between two cells computed by either
the function MF or GMF describes the amount of traffic flow
between the two cells in a specific time interval. This information
can be represented by a frequency vector. To define the frequency
vector, we first define vector of moves.

DEFINITION 3.4. [Vector of Moves] Let C = {c1, c2, . . . , cp}
be the set of the cells composing the territory partition. The vector

of movesM is a vector of size s = |{(ci, cj)|ci is adjacent to cj}|,
in which each element M [k] = (lci , lcj ), where 1 ≤ k ≤ s, is the
move from the cell ci to the adjacent cell cj .

Now we are ready to define the frequency vector.

DEFINITION 3.5. [Frequency Vector] LetC = {c1, c2, . . . , cp}
be the cells that compose the territory partition and let M be its
vector of moves. Given a set of generalized trajectories T G in
a time interval τ , its frequency vector f is a vector of size s =
|{(ci, cj)|ci is adjacent to cj}|, in which each element f [k] =
GMF (T G ,M [k], τ).

3.2 Differential Privacy
Differential privacy implies that adding or deleting a single record

does not significantly affect the result of any analysis. Intuitively,
differential privacy can be understood as follows. Let a database D
include a private data record di about an individual i. By querying
the database, it is possible to obtain certain information I(D) about
all data and information I(D-di) about the data without the record
di. The difference between I(D) and I(D-di) may enable inferring
some private information about the individual i. Hence, it must be
guaranteed that I(D) and I(D-di) do not significantly differ for any
individual i.

The formal definition of differential privacy [16] is the following.
Here the parameter, ε, specifies the level of guaranteed privacy.

DEFINITION 3.6. [ε-differential privacy] [16] A privacy mech-
anism A gives ε-differential privacy if for any dataset D1 and D2

differing on at most one record, and for any possible output D′ of
A we have Pr[A(D1) = D′] ≤ eε ×Pr[A(D2) = D′] where the
probability is taken over the randomness of A.

Two principal techniques for achieving differential privacy have
appeared in the literature, one for numerical outputs [16] and the
other for outputs of arbitrary types [25]. A fundamental concept
of both techniques is the global sensitivity of a function mapping
underlying datasets to (vectors of) real numbers.

DEFINITION 3.7. [Global Sensitivity] [15] For any function f :
D → Rd, its sensitivity is ∆f = maxD1,D2 ||f(D1)− f(D2)||1
for all D1, D2 differing in at most one record.

In particular, when d = 1, the sensitivity of f is the maximum
difference in the values that the function f may take on a pair of
databases that differ in only one element.

For the analysis whose outputs are numerical, a standard mech-
anism to achieve differential privacy is to add Laplace noise to the
true output of a function. Dwork et al. [16] propose the Laplace
mechanism which takes as inputs a dataset D, a function f , and
the privacy parameter ε. The magnitude of the noise added con-
forms to a Laplace distribution with the probability density func-
tion p(x|λ) = 1

2λ
e−|x|/λ, where λ = ∆f/ε.

THEOREM 3.1. [16] For any function f : D → Rd over an ar-
bitrary domainD, the mechanismAA(D) = f(D)+Lap((∆f/ε)
gives ε-differential privacy.

A relaxed version of differential privacy, named (ε, δ)-differential
privacy [16], allows a small amount of privacy loss due to a varia-
tion in the output distribution for the privacy mechanism A.

DEFINITION 3.8. [(ε, δ)-differential privacy] [16] A privacy mech-
anism A gives (ε, δ)-differential privacy if for any dataset D1 and
D2 differing on at most one record, and for any possible output D′

of A we have Pr[A(D1) = D′] ≤ eε × Pr[A(D2) = D′] + δ
where the probability is taken over the randomness of A.



Note that when δ = 0, (ε, δ)-differential privacy is equivalent
to ε-differential privacy. In the remaining of this paper we will
study how the trade-off between privacy and data utility changes
in our specific problem setting when we use differential private
methods based on ε-differential privacy (Definition 3.6) and (ε, δ)-
differential privacy (Definition 3.8).

4. PROBLEM DEFINITION

4.1 System Architecture
We consider a system architecture similar to the one described in

[9]. In particular, we assume a distributed-computing environment
comprising a collection of k (trusted) remote nodes (e.g., individ-
ual vehicles) and a designated coordinator site. Streams of traffic
data updates arrive continuously at remote nodes, while the coordi-
nator site is responsible for generating approximate answers to pe-
riodic user queries posed over the aggregates of remotely-observed
streams across all nodes. Each remote node exchanges messages
only with the coordinator, providing it with state information on its
(locally observed) streams. There is no communication between
remote nodes.

In our scenario, the coordinator is responsible for computing the
aggregation of movement data on a territory by combining the in-
formation received by each node. In order to obtain the aggrega-
tion of the movement data in the centralized setting, we need to
generalize all the trajectories by using the cells of a partition of the
territory. In our distributed setting we assume that the partition of
the territory, i.e., the set of cells C = {c1, . . . , cm} used for the
generalization, is known by both all the nodes and the coordinator.
Each node, that represents a vehicle that moves in this territory, in a
given time interval observes a set of trajectories, that are sequence
of spatio-temporal points, generalize them and contributes to the
computation of the global vector representing the movement data
aggregation.

Formally, each remote node j ∈ {1, . . . , k} observes local up-
date streams that incrementally render a distinct frequency distri-
bution vector f j over data elements; that is, f j [v] denotes the fre-
quency of element v observed locally at remote node j. The coor-
dinator for each computes the global frequency distribution vector
F =

∑k
j=1 f

j .

4.2 Privacy Model
We consider sensitive information as any information from which

the typical mobility behavior of a user may be inferred. This in-
formation is considered sensitive for two main reasons: 1) typical
movements can be used to identify the drivers who drive specific
vehicles even when a simple de-identification of the individual in
the system is applied; and 2) the places visited by a driver could
identify specific sensitive areas such as clinics, hospitals and rou-
tine locations such as user’s home and work.

In our setting, we assume that each node in our system is honest;
in other words we do not consider attacks at the node level. We also
assume that the coordinator is untrusted. There are two types of un-
trusted coordinators: (i) semi-honest coordinator who will try to in-
fer the sensitive mobility information from the inputs of nodes, but
otherwise follows the protocol correctly, and (ii) malicious coordi-
nator who may have arbitrary auxiliary information to help break
the protocol. For example, the coordinator may be able to obtain
real mobility statistics information from other sources, such as from
public datasets on the web, or through personal knowledge about
a specific participant [36]. In this paper, we focus on designing
privacy-preserving technique to defend against a semi-honest coor-
dinator. With weakened assumption of the strength of coordinator,

we aim at designing privacy-preserving techniques that can provide
meaningful data utility.

Unfortunately, releasing frequency of moves instead of raw tra-
jectory data to the coordinator is not privacy-preserving, as the in-
truder may still infer the sensitive typical movement information of
the driver. As an example, the attacker could learn the driver’s most
frequent move; this information can be very sensitive because such
move usually correspond to user’s transportation between home
and work place. Therefore, our goal is to compute a distributed
aggregation of movement data for a comprehensive exploration of
them while preserving privacy. In particular, we aim to find ef-
fective privacy mechanisms to protect the frequency information
associated to each move. Our problem can be defined formally as
the following.

DEFINITION 4.1. [Problem Definition] Given a set of cellsC =
{c1, . . . , cp} and a set V = {V1, . . . Vk} of vehicles, the privacy-
aware distributed mobility data analytics problem consists in com-
puting, in a specific time interval τ , the F τ (V ) = [f1, f2, . . . , fs],
where fi = GMF (T G ,M [i], τ) and s = |{(ci, cj)|ci is adjacent
to cj}|, while preserving privacy. Here, T G is the set of general-
ized trajectories related to the k vehicles V in the time interval τ
and M is the vector of moves defined on the set of cells C.

4.3 Approach Overview
In this paper, we propose different privacy-preserving solutions

based on differential privacy, which is a strong privacy model in-
dependent on the background knowledge of an adversary. Each of
our solutions is characterized by different trade-off between pri-
vacy and data utility. In the following, we describe the key ideas of
these three solutions, including the computation by each node and
by the coordinator respectively. The node computation mainly in-
volves transforming data to achieve desired privacy guarantee. We
present three privacy-preserving data transformation approaches.
The first one, named UniversalNoise, is based on the classical
ε-differential privacy. It can provide strong privacy guarantee but
high loss of data utility, due to the generation of negative flows
and noise of very high magnitude. These two issues are managed
in the second solution, named BoundedNoise, by relaxing the
privacy guarantee to (ε, δ)-differential privacy, where δ measures
the privacy loss. We will show that: (1) the BoundedNoise ap-
proach can improve data utility significantly, and (2) in some cases,
the BoundedNoise approach may provide low level of guaran-
teed privacy in practice. Indeed we can show that sometimes the
privacy loss can be high. As a consequence, we propose a third so-
lution named BalancedNoise that tries to maintain the balance
between privacy and utility under control by setting appropriate
values of ε and δ. The mechanism allows the nodes to specify the
level of privacy ε and the maximum privacy loss δ and find the best
solution that is capable to minimize the noise magnitude and the
possible negative flows, so that it can achieve good utility. Besides
the design of the privacy-preserving data transformation methods,
we also design sketch approaches to reduce the communication be-
tween nodes and the coordinator. We will validate our theoretical
analysis with an extensive set of experiments on large, real data.

5. PRIVACY-AWARE NODE COMPUTATION
We assume that each node represents a vehicle that moves in

a specific territory. Each vehicle in a given time interval observes
sequences of spatio-temporal points (trajectories) and computes the
corresponding frequency vector that is to be sent to the coordinator.
The node computation is composed of two main steps described in
Algorithm 1: (a) the computation of a privacy-preserving frequency



vector and (b) the vector sketching that compresses the information
to be communicated with the coordinator. The first step, described
in detail in Algorithm 2, is the challenging step because it has to
transform data to achieve privacy without destroying too much the
data utility. It is composed of three phases: (1) trajectory general-
ization; (2) frequency vector construction; and (3) frequency vector
transformation for achieving differential privacy. We describe the
details of these three phases in Section 5.1 - 5.3 respectively, and
discuss the details of the vector sketching step in Section 5.4.

Algorithm 1 NODECOMPUTATION(ε, τ , M , TG , w, d)
1: Inputs: A privacy budget ε, a time interval τ , the vector of the

moves M , a set of trajectories TG, the sketch w of dimension
d.

2: Output: The sketch vector representing the privacy-preserving
frequency vector sk(f̃Vj ).

3: //Privacy-Preserving Computation (Sec. 5.1-5.3)
4: f̃Vj = PrivacyTransformation(ε,M, TG, τ)
5: //Data Compression (Sec. 5.4)
6: sk(f̃Vj ) = Count(f̃Vj , w, d)

7: return sk(f̃Vj )

Algorithm 2 PRIVACYTRANSFORMATION(ε, M , TG , τ )
1: Inputs: A privacy budget ε, a time interval τ , the vector of the

moves M , a set of trajectories TG.
2: Output: The privacy-preserving frequency vector f̃Vj .
3: for all observed trajectory T ∈ TG do
4: //Trajectory Generalization (Sec. 5.1)
5: Tg = TrajectoryGeneralization(M,T )
6: //Update of the Frequency Vector fVj (Sec. 5.2)
7: for all move (lci , lcj ) ∈ Tg do
8: n = MF (Tg, (lci , lcj ), τ)

9: fVj [(lci , lcj )]+ = n
10: //Transformation for achieving DP (Sec. 5.3)
11: f̃Vj = AchievingDP (fVj , ε, TG)

12: return f̃Vj

5.1 Trajectory Generalization
Given a specific division of the territory, a trajectory is general-

ized in the following way. We apply place-based division of the
trajectory into segments. The area c1 containing its first point l1 is
found. Then, the second and following points of the trajectory are
checked for being inside c1 until finding a point li not contained in
c1. For this point li, the containing area c2 is found.

The trajectory segment from the first point to the i-th point is
represented by the vector (c1, c2). Then, the procedure is repeated:
the points starting from li+1 are checked for containment in c2 until
finding a point lk outside c2, the area c3 containing lk is found, and
so forth up to the last point of the trajectory.

In the result, the trajectory is represented by the sequence of
moves (c1, c2, t1, t2)(c2, c3, t2, t3) . . . (cm−1, cm, tm−1, tm). Here,
in a specific quadruple ti is the time moment of the last position in
ci and tj is the time moment of the last position in cj . There may be
also cases when all points of a trajectory are contained in one and
the same area c1. Then, the whole trajectory is represented by the
sequence {c1}. Since, globally we want to compute aggregation of
moves we discard this kind of trajectories. Moreover, as most of
the methods for analysis of trajectories are suited to work with po-
sitions specified as points, the areas {c1, c2, . . . , cm} are replaced,

for practical purposes, by the sequence lc1 , lc2 , . . . , lcm consisting
of the centroids of the areas {c1, c2, . . . , cm}.

5.2 Frequency Vector Construction
After the generalization of a trajectory, the node computes the

Move Frequency function for each move (lci , lcj ) in that trajectory
and updates its frequency vector fVj associated to the current time
interval τ . Intuitively, the vehicle populates the frequency vector
fVj according to the generalized trajectory observed. Therefore,
at the end of the time interval τ , the element fVj [i] contains the
number of times that the vehicle Vj moved from m to n in the
given time interval τ , if M [i] = (m,n).

5.3 Privacy-preserving Vector Transformation
As we stated in Section 4.2, if a node sends the original fre-

quency vector without any data transformation to the coordinator,
the intruder may still be able to infer the sensitive typical move-
ments of the vehicle represented by the node. Clearly, the general-
ization step can help protect the privacy of drivers but it depends on
the density of the area. Specifically, if the area is not so dense, the
attacker could identify few candidates of locations that the driver
has been to. In this case, the privacy is at high risk to be bleached.
An attacker could also infer if during a trip a user went from a lo-
cation a to a location b and how many times. The questions are,
how can we hide the event that the user moved from a location a to
a location b during a trip in the time interval τ? And how can we
hide the real count of a move in that time window? To answer these
questions, we propose three solutions based on a rigorous privacy
model named ε-differential privacy (Section 3.2). Each solution
provides a different balance between privacy and data utility. The
key point of this model is the definition of the sensitivity. We argue
that the sensitivity of a move frequency count depends on the oc-
currence of that move in a trajectory. In a time interval τ for a given
vehicle (node) we can have different trips or trajectories. We have a
trajectory when the user starts from a location and stops at another.
Recall that in our setting each trajectory is transformed into a gen-
eralized one and a vehicle can go from cell a to cell b more than
once during a trajectory. Therefore, the frequency count of each
move can be any arbitrary non-negative integer number. We recall
that the frequency count of move (lca , lcb) by node nj is equal to

f =
∑

∀Tgi

MF (Tgi , (lca , lcb), τ),

where Tgi is one of the generalized trajectories of nj in the time in-
terval τ , lca and lcb denote the pair of spatial coordinates represent-
ing the centroids of the cells that la and lb that locate in respectively.
We argue that adding or deleting one trajectory of nj can affect the
count of move (la, lb) by at mostmaxi=1,...,r(MF (Tgi , (lca , lcb), τ)).
Therefore, the sensitivity

∆f = maxi=1,...,r(MF (Tgi , (lca , lcb), τ)). (1)

Note that the frequency count f of move (lca , lcb) always sat-
isfies that f ≥ ∆f , as f =

∑
i=1,...,r(MF (Tgi , (lca , lcb), τ)).

Given the sensitivity of the count of a move we can define a dif-
ferential private mechanism in various ways. In the following,
we present three solutions, each one corresponding to a different
implementation of the AchievingDP function in Algorithm 2. For
lacks of space in the following we omit the pseudocode of the three
proposed privacy approaches. More details on that can be find in
[28].

5.3.1 UniversalNoise Approach



Our first approach, named UniversalNoise, is based on the
classic ε-differential privacy model. In particular, at the end of the
time interval τ , before sending the frequency vector to the coordi-
nator, each node adds the Laplace noise Lap( ∆f

ε
), where ∆f is

defined in Equation 1, to each element in the frequency vector the
value in that position of the vector. At the end of this step the node
transforms fVj into f̃Vj .

Privacy Analysis. We are ready to show that Algorithm 2 with
the privacy transformation presented just now satisfies ε-differential
privacy.

THEOREM 5.1. Given the total privacy budget ε, for each fre-
quency value x, UniversalNoise approach ensures ε-differential
privacy.

The correctness of Theorem 5.1 is straightforward due to how
the noise is added according to the Laplace mechanism [16].

5.3.2 BoundedNoise Approach
The UniversalNoise approach has a few weakness. First, it

could lead to large amounts of noise, due to the fact that ∆f , al-
though with small probability, can be arbitrarily large. Second,
adding noise drawn from the Laplace distribution could generate
negative frequency counts of moves, which does not make sense
in our setting. To fix these two problems, we propose the second
approach, named BoundedNoise approach, that bounds the noise
drawn from the Laplace distribution. In particular, for each value
x of the vector fVj , we draw the noise from Lap( ∆f

ε
) bounded

to the interval [−x, x]. In other words, for any original frequency
fVj [i] = x, its perturbed version after adding noise should be in
the interval [0, 2x]. By doing this, we reduce the amounts of utility
loss due to adding noise.

We are aware that using a truncated version of the Laplace distri-
bution may lead to privacy leakage. In the following we show that
the BoundedNoise approach satisfies (ε, δ)-differential privacy,
where δ measures the privacy loss.

Privacy Analysis. As pointed out in [22], differential privacy
must be applied with caution. The privacy protection provided by
differential privacy relates to the data generating mechanism and
deterministic aggregate level background knowledge. We observe
that bounding the Laplace noise will lead to some privacy leak-
age on some values. For instance, from the noisy frequency values
that are large, the attacker can infer that these values should not
be transformed from small ones. To analyze the privacy leakage
of our bound-noise approach, we first explain the concept of sta-
tistical distance [3]. Formally, given two distributions X and Y ,
the statistical distance between X and Y over a set U is defined as
d(X,Y ) = maxS∈U (Pr[X ∈ S]− Pr[Y ∈ S]).

[3] also shows the relationship between (ε, δ)-differential pri-
vacy and the statistical distance.

LEMMA 5.1. [3] Given two probabilistic functions F and G
with the same input domain, where F is (ε, δ1)-differentially pri-
vate. If for all possible inputs x we have that the statistical distance
on the output distributions of F and G is: d(F (x), G(x)) ≤ δ2,
then G is (ε, δ1 + (eε + 1)δ2)-differentially private.

LetF andF ′ be the frequency distribution before and after adding
Laplace noise. We can show that the statistical distance between F
and F ′ can be bounded as follows:

LEMMA 5.2. [3] Given an (ε, δ)-differentially private function
F with F (x) = f(x) + R for a deterministic function f and a
random variable R. Then for all x, the statistical distance between
F and its throughput-respecting variant F ′ with the bound b on R
is at most d(F (x)− F ′(x)) ≤ Pr[|R| > b].

[3] has the following lemma to bound the probability Pr[|R| > b].

LEMMA 5.3. [3] Given a function F with F (x) = f(x) +
Lap( ∆f

ε
) for a deterministic function f , the probability that the

Laplacian noise Lap( ∆f
ε

) applied to f is larger than b is bounded

by: Pr(|Lap( ∆f
ε

)| > b) ≤ 2(∆f)2

b2ε2
.

We stress that this upper bound is not tight. For instance, when
∆f = 1, b = 1, and ε = 1, the bound 2(∆f)2

x2ε2
= 2. Therefore, we

improve the bound by the following theorem.

LEMMA 5.4. Given a functionF withF (x) = f(x)+Lap( ∆f
ε

)
for a deterministic function f , the probability that the Laplacian
noise Lap( ∆f

ε
) applied to f is larger than b is bounded by:

Pr(|Lap(∆f

ε
)| > b) ≤ e

−bε
∆f .

Proof. Let λ = ∆f
ε

. The probability density function is p(x) =
1

2λ
e(−|x|/λ) and the cumulative distribution function is

D(x) = (1/2)(1 + sgn(x)(1− exp(−|x|/λ))).

Therefore,

Pr(Lap(
∆f

ε
) > b) =

∫ ∞

b

1

2λ
e(−|x|/λ) dx (2)

=
1

2λ
(

∫ ∞

0

e(−|x|/λ) dx−
∫ b

0

e(−|x|/λ) dx)

= D(∞)−D(b)

= e(−b/λ).

Our analysis shows that e
−bε
∆f ≤ 2(∆f)2

b2ε2
, i.e., our bound is tighter

than that in [3]. We stress that in our approach, the bound b of
each frequency value x is not fixed. Indeed, b = x. Therefore,
each frequency value x has different amounts of privacy leakage.
Our approach thus achieves different degree of (ε, δ)-differentially
privacy guarantee on each frequency value x. Theorem 5.2 shows
more details.

THEOREM 5.2. Given the privacy budget ε, for each frequency

value x, BoundedNoise approach ensures (ε, (eε + 1)e
−xε
∆f )-

differentially privacy, where ∆f is defined in Equation 1.

The correctness of Theorem 5.2 can be easily proven by Lemma
5.1 and Lemma 5.4. Note that the frequency vectors with Laplace
noise (without truncation) satisfies (ε, 0)-differentially privacy. It is

easy to verify that the privacy loss, measured as δ = (eε+1)e
−xε
∆f ,

can be high. More details are as following. Recall that for any
frequency count x, x ≥ ∆f always holds. Next we discuss by
cases that x = ∆f and x > ∆f . For the former case that x = ∆f ,
δ = (1 + e−ε) > 1, i.e., the privacy loss is always grater than 1.

For the latter case that x > ∆f , δ = e
(1− x

∆f
)ε

+ e
−xε
∆f . In this

case, δ > 1 holds when x < ln(eε+1)∆f
ε

. In other words, smaller
frequency counts have higher probability to get larger amounts of
privacy loss.

5.3.3 BalancedNoise Approach
As discussed above, the UniversalNoise approach may pro-

vide very strong privacy guarantee but poor data utility, while the
BoundedNoise approach can improve data utility but with possi-
ble high privacy loss. Our third approach, namedBalancedNoise,
tries to address the trade-off issue between privacy and data utility.
This approach allows the user to set the desirable values for the



two parameters, the privacy budget threshold ε and the privacy loss
threshold δ. Next, for each value x of the vector fVj , the algorithm
finds the smallest interval [−b, b] such that the following inequality

holds: (eε + 1)e
−bε
∆f ≤ δ. Note that e

−bε
∆f is the privacy loss we

found in Lemma 5.4. This implies that b ≥ −∆f
ε
ln δ
eε+1

.
After finding the interval, for each value x of the frequency vec-

tor, the node draws the noise from Lap( ∆f
ε

) bounding the noise
value to the interval [−b, b], where b = −∆f

ε
ln δ
eε+1

. Note that
this solution limits as much as possible the generation of noise with
values of too high magnitude while not completely solves the prob-
lem of the negative flows. Clearly, the possibility to compute the
minimum interval that better fits the user privacy requirements also
helps to limit the negative flows.

Similar to the BoundedNoise approach, the BalancedNoise
approach satisfies (ε, δ)-differential privacy.

5.4 Compact Communications
In a distributed system an important issue to be considered is the

amount of data to be communicated. In fact, real life systems usu-
ally involve thousands vehicles (nodes) that are located in any place
of the territory. Each vehicle has to send to the coordinator the in-
formation contained in its frequency vector that has a size depend-
ing on the number of cells that represent the partitions of the terri-
tory. The number of cells in a territory can be very huge and this
can make large frequency vectors. As an example, in the dataset
of real-life trajectories used in our experiments, there are approxi-
mately 4, 200 vehicles and we use a territory tessellation of about
2, 400 cells. So, considering as possible moves only pairs of ad-
jacent cells we obtain frequency vectors containing about 15, 900
positions (moves). Therefore, the system has to be able to handle
not only a very large number of nodes but also huge amounts of
the information to be communicated. These considerations make
the optimization of communicated information necessary. To ad-
dress this problem it is possible to compress the transmitted data
by sketching algorithms [10]. Here, we propose the application
of Count sketch algorithm [13]. This algorithm maps a frequency
vector f onto a more compressed vector. The sketch consists of an
array C of d× w counters. For each of d rows, there are two hash
functions: hj that maps items, that our case are moves, onto one of
the elements of the j − th row, and gj that maps each item onto
{−1, 1}. For each item i, it will be mapped onto d entries in the
array by adding the value f [i] × gj(i) on the entry C[j, hj(i)] in
row j, for 1 ≤ j ≤ d.

Given a sketch representation of a vector we can estimate the
original value of each component of the vector by the following
function f̂ [i] = median1≤j≤dgj(i)C[j, hj(i)]. Setting d = log 1

γ

and w = log( 4
α2 ) this sketch ensures that the estimation of f [i]

has error at most αn with probability at least 1 − γ. Therefore,
here α indicates the accuracy (i.e. the approximation error), and γ
represents the probability of exceeding the accuracy bounds.

In [27] we proposed the application of Count-Min sketch algo-
rithm; it is suitable for compressing non-negative values while does
not work well in case of presence of negative values. Since with
UniversalNoise and BalancedNoise we can obtain negative
flows then we choose the Count sketch algorithm that is not sen-
sible to negative values.

Adding this data summarization step (the last step in Algorithm
1) does not change the privacy guarantee provided by the above
methods. This is due to the fact that the Count sketching function
only accesses a differentially private frequency vector, not the un-
derlying database. As proven by Hay et al. [21], a post-processing
of differentially private results remains differentially private. There-

fore, also the whole Algorithm 1 with the sketching step maintains
the same privacy guarantee of Algorithm 2.

6. COORDINATOR COMPUTATION
The computation of the coordinator is composed of two main

phases: 1) computation of the set of moves and 2) computation of
the aggregation of global movements.
Move Vector Computation. The coordinator in an initial setup
phase has to send to the nodes the vector of moves (Definition 3.4).
The computation of this vector depends on the set of cells that rep-
resent the partition of the territory. This partition can be a simple
grid or a more sophisticated territory subdivision such as Voronoi
tessellation. The sharing of vector of moves is a requirement of the
whole process because each node has to use the same data structure
to allow the coordinator to correctly compute the global flows.
Global Flow Computation.The coordinator has to compute the
global vector that corresponds to the global aggregation of move-
ment data in a given time interval τ by composing all the local
frequency vectors. It receives the sketch vector sk(f̃Vj ) from each
node; then it reconstructs each frequency vector from the sketch
vector, by using the estimation described in Section 5.4. Finally,
the coordinator computes the global frequency vector by summing
the estimate vectors component by component. Clearly the esti-
mate global vector is an approximated version of the global vector
obtained by summing the local frequency vectors after the only pri-
vacy transformation.

7. EXPERIMENTS
For our experiments we used a large dataset of GPS vehicles

traces, collected in a period from 1st May to 31st May 2011. The
GPS traces were collected in the geographical areas around Pisa,
in central Italy, and it counts for around 4, 200 vehicles, generating
around 15, 700 trips. In our simulation, the coordinator collects
the Frequency Vectors (FV) from all the vehicles to determine the
Global Frequency Vector (GFV), i.e. the sum of all the trajectories
crossing any link, at the end of each day, so we defined a series
of time intervals τi, where each τi spans over a single day. In the
following we show the resulting GFV for the 25th May 2011, but
similar accuracy is observed also for the other days. Note that we
conducted experiments on data by considering different sizes of
time interval τ : 4 hours, one day and 2 days. The results we found
in terms of data utility are very similar, therefore for lack of space,
in the following we only report the results concerning τ equal to
one day.

7.1 Space Tessellation
The generalization and aggregation of movement data is based

on space partitioning. Arbitrary territory divisions, such as ad-
ministrative districts or regular grids, do not reflect the spatial dis-
tribution of the data. The resulting aggregations may not convey
the essential spatial and quantitative properties of the traffic flows
over the territory. Our method for territory partitioning extends the
data-driven method suggested in paper [2]. Using a given sample
of points (which may be, for example, randomly selected from a
historical set of movement data), the original method finds spatial
clusters of points that can be enclosed by circles with a user-chosen
radius. The centroids of the clusters are then taken as generating
seeds for Voronoi tessellation of the territory. We have modified the
method so that dense point clusters can be subdivided into smaller
clusters, so that the sizes of the resulting Voronoi polygons vary
depending on the point density: large polygons in data-sparse areas
and small polygons in data-dense areas. The method requires the



Figure 1: Traffic and density analysis: comparison between
UniversalNoise and BalancedNoise approaches (ε = 0.2,
〈ε = 0.2, δ = 0.1〉 and 〈ε = 0.2, δ = 0.2〉)

user to set 3 parameters: maximal radius R, minimal radius r, and
minimal number of points N allowing a cluster to be subdivided.
In our experiments, we used a tessellation with 2, 681 polygons
obtained with R = 10km, r = 500m, N = 80.

7.2 Utility Measures
To assess the information loss incurred to achieve privacy and

to reduce the amount of information to be transmitted, we study
how much data utility is preserved after the transformations. Since
the coordinator reconstructs the flows among the zones of the tes-
sellation, we can represent such data as a directed graph, where
the nodes represent the zones and an edge between two nodes rep-
resents the flows from one zone to the other. This graph-based
model allows us to analytically evaluate the resulting aggregations

by means of some network-based statistics, described below. The
models can also be exploited for different application scenarios and
for each of them we can assess the quality of results after the trans-
formations, since these mobility analyses can be performed on the
transformed data too.

Network-based Measures. In order to assess the utility of the
data collected by the coordinator we study how the distributions
of general network-based measures are preserved. In particular we
have considered the following measures:
Flow per Link: this measure evaluates the volume of flow in each

move (edge), i.e., traffic between two adjacent zones.

Flow per Zone: for each zone we sum the flows of all the incoming
and outgoing flows in a zone (node).

Node Degree: this measures is similar to the previous one, but
there we consider the distinct number of origins and destina-
tions for each zone, thus focusing on the topological proper-
ties of the resulting graph.

Clustering Coefficient [31]:given a node the clustering coefficient
is defined as the probability that two randomly selected neigh-
bors are connected to each other.

Node Betweeness: this function is a measure of a node’s central-
ity in a network. It computes the number of shortest paths
from all nodes to all others that pass through that node. This
measure highlights the load placed on the given node in the
network as well as the node’s importance to the network than
just connectivity.

Edge Betweeness: this function provides similar information to
the previous one but considering the edge instead of the node.
In other words, it measures the edge’s centrality in a network.

Mobility Application Scenarios. The reconstructed GVF en-
ables a traffic manager to evaluate the traffic condition by moni-
toring the status of the road network. We explored a visualization
approach where the measures Flow per link and Flow per zone are
rendered on a map. In particular, in Figure 1 the flows per link are
presented as arrows whose thickness is proportional to the amount
of traffic on that link. The flow per zone is rendered with a circle
whose radius is proportional to the median value of all the zones
and the color indicates if the flow is above (red) or below (cyan) the
median. These two graphical representation allows to identify eas-
ily the portions of the road network with critical traffic conditions.
Figure 1 shows the reconstructed map for different parameters for
privacy preservation. This allows us to qualitatively choose a good
trade-off between data privatization and data utility. For example,
for low values of epsilon, e.g. ε = 0.2, it is still possible to reason
about traffic condition since the mayor flows for links are suffi-
ciently preserved. The cumulative flows per zone are more robust
to data transformation, since the randomization is performed on the
edge level and, hence, in the same zone different perturbations on
incident edges tend to compensate each others. From the figure
we can notice the influence of the δ parameter on the transformed
flows. In fact, fixed a value ε = 0.2 the overall quality of the
maps can be improved by increasing the second parameter for the
BalancedNoise transformation. In particular, it is evident how
the resulting maps for δ = 0.1 and δ = 0.2 present a topology sim-
ilar to the original flows. The strong relationship between ε and δ
will be analytically discussed in Section 7.3. The transformed data
has also been used to study the aggregation of zone on the basis of
their relative mobility, according to the approach presented in [33].
Starting from the graph-based model of flows, we apply a com-
munity discovery algorithm on the data to determine the groups of
nodes strongly connected by high flows. We call such aggregation



Figure 2: Mobility Borders results for ε = 0.2 and 〈ε =
0.2, δ = 0.2〉 compared with results from original data
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Figure 3: Quantitative measure for borders

of zones as Mobility Borders to stress the definition of a bound-
ary derived from mobility data. The result of Mobility Borders can
be rendered visually by joining the geometries of the zones into
a larger polygon according to the group they belong to. Figure 2
shows a visual comparison between the resulting aggregations for
different combination of ε and δ and the aggregation resulting from
the original data. The borders yielding from the original data are
rendered as thicker lines to facilitate the comparison. The result-
ing borders for the transformed data are rendered by colors: zone
in the same group are filled with the same color. The map shows
the influence of the two parameters for the transformation, in par-
ticular we show the resulting maps for ε = 0.2 and δ = 0.2. We
can observe that the Mobility Borders results are very robust to data
perturbation, since the majority of the zones are preserved even for
low values of ε. However, it is possible to identify small variation
on central zones of the map with a higher density of links and con-
nections. In general, the zones grouped for the original data tend
to stay in the same group also for the transformed data. In some
cases, it happens that an original group is split across two or three
distinct new groups. To analytically evaluate such behavior, we
consider two measures adapted from information retrieval research
field: precision and recall. With precision we measure the ratio of
zones in the same group in the original data that stay in the same
group in the transformed one. The recall measures the contribu-
tion of several original groups to a group coming from transformed
data. The resulting values for the two measures are showed in Fig-

Figure 4: Comparison of the spatial distributions of the errors
for different value combinations of ε and δ.

ure 3. We can see that the precision (Figure 3(left)) remains very

high for any value of ε for the motivations discussed above. Recall
(Figure 3(right)), instead, tends to decrease for ε < 0.3 and the
overall result is increased by augmenting δ to 0.2 or 0.3. We also

Figure 5: Correlations of flows after UniversalNoise

Figure 6: Study of the privacy transformation BoundedNoise
studied the impact of the parameters of the privacy transformation
in more detail by analyzing the spatial distributions of the errors,
expressed as the logarithms of the ratios of the aggregated traffic
values obtained from transformed data to those obtained from the
original data. The use of the logarithms allowed us to reduce the
impact of local outliers. The study was done using the results of
99 runs for all combinations of the values of ε from 0.1 to 0.9 with
the step 0.1 and the values of delta 0.01, 0.02, 0.025, 0.03, 0.05,
and up to the value 0.2 with the step 0.025. The corresponding 99
spatial distributions of the errors were clustered by similarity using
the k-means methods. We experimented with different k and found
that, starting from k = 9, increasing the value of k just subdivides
small clusters into yet smaller ones, mostly singletons. There is one
large cluster (Cluster 7) consisting of 68 distributions that preserves
when k increases. This cluster consists of the spatial distributions
with the best (i.e., lowest) values of the errors.

The area-wise median errors for this cluster are shown in the map
in Figure 4 (left) by color-coding. Light yellow corresponds to val-
ues close to 0, shades of orange and red represent overestimates and
shades of blue underestimates. The color legend is shown on the
right of Figure 4. The prevalence of light yellow and light shades
of orange means that the absolute values of the errors in cluster 7
are quite low. There are only a few high overestimates occurring in
areas with low traffic density. Cluster 7 includes all spatial distri-
butions for values of ε = 0.4 and higher and values of delta from
0.01 to 0.05 and almost all spatial distributions for epsilon 0.6 and
higher irrespective of the value of δ. Hence, starting from ε = 0.6,
δ has no impact on the data quality. For comparison, the map on
the right of Figure 4 represents the errors in another cluster, which
includes the spatial situations for ε = 0.2. Very high overestimates
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Figure 7: Cumulative Distributions of the network-based measures

occur almost everywhere. For ε = 0.1, the overestimates are even
higher. This study clarifies what combinations of the parameter
values should be used for obtaining good results in terms of utility
of the transformed data.

7.3 Analytical evaluation
We now discuss the experiments conducted on the real-world

data described above. To evaluate the data quality after the trans-
formation we compare the transformed flows with the original one.
According to the utility measures defined in Section 7.2, for each
measure we compare the resulting statistics for each node and edge
of the graph-model resulting from transformed data with the graph
yielding from the original data. For example, in Figure 5 we show
the comparison of the Flow per link measure for two different trans-
formations, namely ε = 0.5 (left) and ε = 0.2 (right). The scat-
ter plots highlight the differences between the two transformations,
where the more protective transformation (ε = 0.2) perturbs more
the data, since the data points tend to go far from the fitting line. To
present the results for different comparisons of parameters and util-
ity measures, we adopt the Pearson Correlation Coefficient (PCC)
to represent analytically the amount of data perturbation introduced.
The coefficient tends to 1 when the data points are close to the re-
gression line, while it tends to zero when the data point are scattered
away from the line.

In the following we will only consider UniversalNoise and
BalancedNoise methods, since we found in our experiments that
the BoundedNoise may presents privacy loss. Indeed, we ob-
served that usually in a time interval of one day each user has a
high set of moves with low value, because typical users during the
day go from an area to another only few times. This fact implies
that the application of the BoundedNoise method may lead to a

too high privacy loss. In Figure 6 (top,right) we plot the percentage
of cases where we have a resulting δ too high to be acceptable for
privacy protection. In Figure 6 (bottom, right), we also noted that
when we increase the time interval τ the privacy loss decreases and
this supports our hypothesis that this naive approach can give good
trade-off between privacy and data utility in scenarios where it is
reasonable to have a wide time window, for example one week, and
in contexts which are characterized by high frequencies of items.
However, the utility provided by BoundedNoise method is very
good, as showed in Figure 6 (left), where it is reported the PCC for
each network-based measure computed for different values of ε.

To assess the validity of the transformation approach, we com-
pare the private data with the original data by varying the trans-
formation parameters. The comparison is performed with two ap-
proaches by varying the values of ε and δ: we compare the resulting
cumulative distribution of the utility measures and the linear corre-
lations by means of the PCC. In Figure 7 we report, for each utility
measure, the resulting distributions for ε = 0.1, 0.2, . . . , 0.9 and
for the original data. From such plots it is possible to estimate the
best parameters that yield a good trade-off between data protec-
tion and data utility. For example, for the Flow per link measure
(Figure 7(a)), we can notice a clear discontinuity for ε = 0.2 and
ε = 0.1, suggesting that a good value for ε would be 0.3. However
it is interesting to note how the δ parameter may contribute to in-
crease data utility. In fact, considering a more protective value for
ε, say ε = 0.2, it is possible increasing δ to augment the resulting
data utility. In Figure 7(b), we can see how the distributions tend to
be similar to the curve for ε = 0.3 when we increase δ. In particu-
lar, when δ = 0.2 the curve is very similar to ε = 0.3 even with a
difference on the tails of the two curves. Similar results can be ob-
served for Flow per Zone measure (Figure 7(c) and (d)), where the



candidate value for ε is again 0.3. Also in this case, the δ parameter
contributes to enhance the data protection by lowering the value for
ε to 0.2 and increasing δ to 0.2. The Clustering Coefficient mea-
sure is very robust even for low values of ε (Figure 7(e) and (f)):
we can appreciate a different distribution only when ε = 0.1. This
property confirms that the privacy transformation may perturb the
local weights of edges but in general it preserves the topology of
the graph. Another evidence of this phenomenon is given by the
two measures of betweenness ((Figure 7(i), (j), (k) and (l))), where
we can appreciate how the different parameters yield similar dis-
tribution. This means that, for example, the number of relevant
edges within the graph is maintained across different transforma-
tions. This is evident also from the distribution of the Node Degree
measure, where we can notice how the number of neighbors for
each node tends to diminish when ε becomes smaller. We can re-
late this property to the pruning of some graph components that,
however, are not relevant for the connectivity of the graph.

Besides the general distributions of the utility measures, we want
also to assess how locally each component of the graph is trans-
formed. Figure 8 shows, for each utility measure, the resulting
PCC for different combination of δ and ε. Even at this level of de-
tail, it is possible to identify the most promising ε values for the
transformations. In particular, let us consider the Flow per Link
correlation in Figure 8(a). As already observed for the cumulative
distribution, the correlation index decreases considerably when ε
is less than 0.3. Fixed a minimum PCC threshold, we can reason-
ing about the relation between ε and δ. Fixed a minimum value of
0.77 for PCC, we can reach a comparable quality result even if we
decrease ε by increasing the value of δ. From the figure we can
infer that the data utility provided by ε = 0.3 is equivalent to the
data utility for ε = 0.22 and δ = 0.2. Similarly, fixed a value
for ε, say ε = 0.3, by increasing δ it is possible to increase the
data quality of the reconstructed flows. The relation between the
two parameters enables the data owner to define the most suitable
trade-off between data protection and data utility. The discussion
for the choice of the correct ε parameter is even more crucial for
the betweenness quality measures. Figures 8(e) and (f) show that
the PCC drops when the threshold is below ε = 0.3. However,
when δ is increased the quality measure performance raises. We
have also empirically evaluated how the network-based measures
are preserved after the sketch transformation. We have considered
three different sketch transformations according to the parameter
showed in Table 1. We found that in general the quality of network-

α γ Columns (w) Rows (d) w × d
C3k 0.03162 0.05 1,000 3 3,000
C5k 0.03162 0.01 1,000 5 5,000
C10k 0.03162 0.00005 1,000 10 10,000

Table 1: Count sketch size for different values of α and γ.
based measures is reasonable though the approximation introduced
by the Count sketches. For lacks of space, we only show in Fig-
ure 9 how the PCC is particularly well preserved for the two mea-
sures Flow per Link and Flow per Zone. Clearly, we observe an
decreasing of the correlation when the rate compression increases.
The preservation of this measure is important because this enables
analyses as those in Figure 1. More detailed experiments on that
are presented in [28].

8. CONCLUSION
In this paper, we have studied the problem of computing move-

ment data aggregation based on trajectory generalization in a dis-
tributed system while preserving privacy. We have proposed three
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Figure 8: Distribution of the PCC of various network-based
measures after the privacy transformation
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Figure 9: PCC after Count Sketch application

methods for protecting privacy based on the well-known notion of
differential privacy that provides very nice data protection guaran-
tees. Each solution is characterized by a different trade-off between
privacy and data utility. In particular, in our framework each ve-
hicle, before sending the information about its movements within
a time interval, applies to the data a transformation for achieving
privacy and then, can create a summarization of the private data
(by using a sketching algorithm) for reducing the amount of in-
formation to be transmitted. The results obtained in our experi-
ments show that the privacy transformations preserve some impor-
tant properties of the original data allowing the analyst to use them
for important mobility data analysis. We have validated the ro-
bustness and efficiency of our privacy-preserving data aggregation
methods by extensive experiments on large, real GPS data.

Future investigations could be directed to explore other methods
for achieving differential privacy; as an example, it would be inter-
esting to understand the impact of the use of the geometric mecha-
nism instead of the Laplace one for achieving differential privacy.
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Abstract

Movement data are sensitive, because people’s whereabouts may allow re-
identification of individuals in a de-identified database and thus can potentially
reveal intimate personal traits, such as religious or sexual preferences. In this
paper, we focus on a distributed setting in which movement data from individ-
ual vehicles are collected and aggregated by a centralized station. We propose
a novel approach to privacy-preserving analytical processing within such a dis-
tributed setting, and tackle the problem of obtaining aggregated traffic information
while preventing privacy leakage from data collection and aggregation. We study
and analyze three different solutions based on the differential privacy model and
on sketching techniques for efficient data compression. Each solution achieves
different trade-off between privacy protection and utility of the transformed data.
Using real-life data, we demonstrate the effectiveness of our approaches in terms
of data utility preserved by the data transformation, thus bringing empirical evi-
dence to the fact that the “privacy-by-design” paradigm in big data analytics has
the potential of delivering high data protection combined with high quality even in
massively distributed techno-social systems.

1 Introduction
The widespread availability of low cost GPS devices enables the collection of data
about movements of people and objects at a large scale. Understanding of the human
mobility behavior in a city is important for improving the use of city space and ac-
cessibility of various places and utilities, managing the traffic network, and reducing
traffic jams. Generalization and aggregation of individual movement data can provide
an overall description of traffic flows in a given time interval and their variation over
time. Intuitively, movement data of multiple individual devices can be collected and
aggregated by a central station. However, this centralized setting entails two important
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problems: a) the amount of information to be collected and processed may exceed the
capacity of the storage and computational resources; and b) the raw data describes the
mobility behavior of the individuals with great detail that could enable the inference of
very sensitive information related to the personal private sphere.

Some recent work [29, 20, 2] have investigated how to aggregate distributed mobil-
ity data efficiently. For instance, Andrienko et al. [2] propose a method for generaliza-
tion and aggregation of movement data that requires all individual moving trajectories
be transformed into aggregate flows between areas. Though these work consider re-
leasing statistic information instead of raw trajectories to the central station, there still
may exist privacy leakage. For instance, the analysis of low-density aggregate traffic
flows (e.g., in rural areas) may still reveal the identity of the vehicles involved in these
flows.

In order to solve these problems, we propose a privacy-preserving distributed an-
alytical processing framework for the aggregation of movement data. We assume that
on-board location devices in vehicles continuously trace the positions of the vehicles
and periodically send statistical information about their movements to a central station.
The central station, which we call coordinator, will store the received statistical infor-
mation and compute a summary of the traffic conditions of the whole territory, based
on the information collected from individual vehicles. Since the coordinator can be un-
trusted, we design privacy-preserving methods for each individual vehicle participant
that provides formal privacy guarantee, meaning that the statistic information revealed
to the coordinator will not be swayed too much by whether or not a specific individ-
ual participates. The basic idea behind our approach is that even radical forms of data
randomization, capable of yielding strong protection of personal mobility data for each
participating vehicle, can be adopted in our setting while still allowing a correct re-
construction of aggregated traffic information at the coordinator side. Leveraging on
the differential privacy model on one side, and on large real-life movement data on the
other side, we are able to show how the theoretical and empirical outcomes of our study
achieves a high-level trade-off between data privacy and analytical utility. We believe
that the research reported here brings evidence to the fact that the “privacy-by-design”
paradigm in big data analytics has the potential of delivering high data protection com-
bined with high quality even in massively distributed techno-social systems. When we
have a clear analytical goal to realize, e.g., the continuous monitoring of traffic flows, it
is possible to design a privacy-preserving process that, as in our study, solves the prob-
lem delivering results with a bounded (small) quality-loss within a framework where
the risk of privacy leakage is also bounded (and very small).

We have the following contributions. First, to protect individual privacy, we pro-
pose three data transformation methods based on the well-known differential privacy
model. Each solution is characterized by a different trade-off between privacy and data
utility. Second, to further reduce the amount of information that each vehicle commu-
nicates to the central station, we propose to apply sketch techniques to the differentially
private data to obtain a compressed representation. The central station is able to recon-
struct the movement data represented by the sketched data that, although transformed
for guaranteeing privacy, preserve some important properties of the original data that
make them useful for mobility analysis. We validate the robustness and efficiency of
our privacy-preserving data aggregation methods by extensive experiments on large,
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real GPS data.
The remainder of the paper is organized as follows. Section 2 discusses the re-

lated work. Section 3 introduces background information and definitions. Section 4
describes the system architecture and states the problem. Sections 5&6 present our
proposals for providing a privacy-preserving framework; in particular, the first one de-
scribes the details of the node computation and the second one the computation of
the controller. Experimental results from applying our methods to real-world data are
presented and discussed in Section 7. Lastly, Section 8 concludes the paper.

2 Related Work
The existing methods of privacy-aware publishing of trajectories can be categorized
into two classes: (1) generalization/suppression based data perturbation, and (2) differ-
ential privacy.
Generalization/suppression based data perturbation techniques. There have been
some recent works on privacy-preserving publishing of spatio-temporal moving points
by using the generalization/suppression techniques. The mostly widely used privacy
model of these work is adapted from what so called k-anonymity [34, 33], which re-
quires that an individual should not be identifiable from a group of size smaller than
k based on their quasi-identifies (QIDs), i.e., a set of attributes that can be used to
uniquely identify the individuals. [1] proposes the (k, δ)-anonymity model that exploits
the inherent uncertainty of the moving object’s whereabouts, where δ represents pos-
sible location imprecision. Terrovitis and Mamoulis [36] assume that different adver-
saries own different, disjoint parts of the trajectories. Their anonymization technique
is based on suppression of the dangerous observations from each trajectory. Yarovoy
et al. [39] consider timestamps as the quasi-identifiers, and define a method based on
k-anonymity to defend against an attack called attack graphs. Monreale et al. [28] pro-
pose a spatial generalization approach to achieve k-anonymity. A general problem of
these k-anonymity based privacy preserving techniques is that these techniques assume
a certain level of background knowledge of the attackers, which may not be available
to the data owner in practice.
Differential privacy. The recently proposed concept of differential privacy (DP) [16]
addresses the above issue. There are two popular mechanisms to achieve differential
privacy, Laplace mechanism that supports queries whose outputs are numerical [16]
and exponential mechanism that works for any queries whose output spaces are discrete
[25]. The basic idea of the Laplace mechanism is to add noise to aggregate queries (e.g.,
counts) or queries that can be reduced to simple aggregates. The Laplace mechanism
has been widely adopted in many existing work for various data applications. For
instance, [37, 11] present methods for minimizing the worst-case error of count queries;
[4, 14] consider the publication of data cubes; [21, 38] focus on publishing histograms;
and [26, 23] propose the methods of releasing data in a differential private way for data
mining. On the other hand, for the analysis whose outputs are not real or make no
sense after adding noise, the exponential mechanism selects an output from the output
domain, r ∈ R, by taking into consideration its score of a given utility function q in a
differentially private manner. It has been applied for the publication of audition results
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[25], coresets [18], frequent patterns [6] and decision trees [19].
Recently some attention is paid to distributed private data analysis. In this setting, n

parties each holding some sensitive data wish to compute some aggregate statistics over
all parties’ data with or without a centralized coordinator. [5, 17] prove that when com-
puting the sum of all parties’ inputs without a central coordinator, any differentially-
private multi-party protocol with a small number of rounds and small number of mes-
sages must have large error. To the best of our knowledge, Rastogi et al. [31] and Chan
et al. [35] were the first ones to consider the problem of privately aggregating sums
over multiple time periods. Both of them consider untrusted coordinator, in particular,
malicious coordinator, and use both encryption and differential privacy for the design
of privacy-preserving data aggregation methods. Compared with their work, we focus
on semi-honest coordinator, with the aim as designing privacy-preserving techniques
by adding meaningful noises to improve data utility, which is an issue that is rarely dis-
cussed in both [31, 35]. We agree that our methods can be further enforced to against
the malicious coordinator by applying the encryption methods in [31, 35]. In our pre-
vious work [27], we considered the same distributed aggregation framework as in this
paper, and proposed to apply ε-differential privacy model to the framework. However,
we rarely addressed the utility issue in [27]. This paper improves [27] significantly in
terms of the design of alternative approaches that address the trade-off between privacy
and data utility.

There are some work on publishing differentially private spatial data. Chen et al.
[7] propose to release a prefix tree of trajectories with injected Laplace noise. Each
node in the prefix tree contains a doublet in the form of< tr(v), c(v) >, where tr(v) is
the set of trajectories of the prefix v, and c(v) is a version of |tr(v)|with Laplace noise.
Compared with our work, the prefix tree in [7] is data-dependent, i.e., it should have a
different structure when the underlying database changes. In our work, the frequency
vector is data-independent. Cormode et al. present a solution to publish differentially
private spatial index (e.g., quadtrees and kd-trees) to provide a private description of
the data distribution [11]. Its main utility concern is the accuracy of multi-dimensional
range queries (e.g., how many individuals fall within a given region). Therefore, the
spatial index only stores the count of a specific spatial decomposition. It does not
store the movement information (e.g., how many individuals move from location i to
location j) as in our work. In another paper, Cormode et al. [12] proposes to publish a
contingency table of trajectory data. The contingency table can be indexed by specific
locations so that each cell in the table contains the number of people who commute
from the given source to the given destination. The contingency table is very similar
to our frequency vector structure. However, [12] has a different focus from ours: we
investigate how to publish the frequency vector in a differential privacy way, while [12]
address the sparsity issue of the contingency table and presents a method of releasing
a compact summary of the contingency table with Laplace noise.

3 Preliminaries
In this section, we introduce the preliminaries of our paper.

4



3.1 Movement Data Representation
Given a 2-D space territory R2, we define a trajectory as a sequence of triples T =
{〈l1, t1〉, . . . , 〈ln, tn〉}, where ti (with i = 1 . . . n) denotes a timestamp such that
∀1≤i<n ti < ti+1 and li = (xi, yi) are points in R2. Intuitively, each pair 〈li, ti〉 indi-
cates that the object is in the position li = 〈xi, yi〉 at time ti. In a time interval τ , each
moving object can have multiple trajectories. We do not require that each trajectory is
complete, i.e., locations may be missing at some timestamps. Moreover, each trajectory
may contain repeated sub-trajectories (i.e., the object may move between locations li
and lj back and forth for multiple times). For example, a vehicle can have two trajec-
tories: T1 = {〈a, t1〉, 〈b, t2〉, 〈c, t3〉, 〈a, t4〉} and T2 = {〈a, t5〉, 〈b, t6〉, 〈a, t7〉, 〈b, t8〉}.
We assume that the territory R2 is subdivided into cells C = {c1, c2, . . . , cp} which
compose a partition of the territory. For this partition we can use existing division of the
territory (e.g., census sectors, road segments, etc.) or we can determine a data-driven
partition as will be discussed in Section 7.2. During travel a user may move from one
cell to another. We use g to denote the function that applies the spatial generalization
to a trajectory. Given a trajectory T this function generates the generalized trajectory
g(T ), i.e. a sequence of moves with temporal annotations, where a move is an pair
(lci , lcj ) indicating that the moving object moves from the cell ci to the adjacent cell
cj . Note that lci denotes the pair of spatial coordinates representing the centroid of the
cell ci; in other words lci = 〈xci , yci〉. The temporal annotated move is the quadruple
(lci , lcj , tci , tcj ) where lci is the location of the origin, lcj is the location of the destina-
tion and the tci , tcj are the time information associate to lci and lcj . As a consequence,
we define a generalized trajectory as follows.

Definition 3.1 [Generalized Trajectory] Given a trajectory T = 〈l1, t1〉, . . . , 〈ln, tn〉.
Let C = {c1, c2, . . . , cp} be the territory partition. A generalized version of T is a
sequence of temporal annotated moves Tg = {(lc1 , lc2 , tc1 , tc2) (lc2 , lc3 , tc2 , tc3) . . .
(lcm−1 , lcm , tcm−1 , tcm)} with m <= n.

Now, we show how to construct frequency distribution vectors of generalized tra-
jectories. First, we define the function Move Frequency (MF ) to compute how many
times the move appears in a generalized trajectory Tg within a given time interval.
More formally, we define the move frequency function as follows.

Definition 3.2 [Move Frequency] Let Tg be a generalized trajectory and let (lci , lcj )
be a move. Let τ be a temporal interval. The move frequency function is defined as:

MF (Tg, (lci , lcj ), τ) = |{(lci , lcj , ti, tj) ∈ Tg|ti ∈ τ ∧ tj ∈ τ}|.

For any move (lci , lcj ), the value of MF (Tg, (lci , lcj ), τ) can be any non-negative
integer. For instance, consider the trajectory T2 = {〈a, t5〉, 〈b, t6〉, 〈a, t7〉, 〈b, t8〉}.
Assume location a and b are located in the cells c1 and c2, respectively. Then, the
generalized version of T2 is Tg = {(lc1 , lc2 , t5, t6), (lc2 , lc1 , t6, t7)(lc1 , lc2 , t7, t8)} and
MF (Tg, (lc1 , lc2), [t5, t8]) = 2. This function can be easily extended for taking into
consideration a set of generalized trajectories T G . In this case, the information com-
puted by the function represents the total number of movements from the cell ci to the
cell cj in a time interval in the set of trajectories.
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Definition 3.3 [Global Move Frequency] Let T G be a set of generalized trajectories
and let (lci , lcj ) be a move. Let τ be a time interval. The global move frequency
function is defined as:

GMF (T G , (lci , lcj ), τ) =
∑

∀Tg∈T G
MF (Tg, (lci , lcj ), τ).

The number of movements between two cells computed by either the function MF
or GMF describes the amount of traffic flow between the two cells in a specific time
interval. This information can be represented by a frequency vector. To define the
frequency vector, we first define vector of moves.

Definition 3.4 [Vector of Moves] Let C = {c1, c2, . . . , cp} be the set of the cells
composing the territory partition. The vector of moves M is a vector of size s =
|{(ci, cj)|ci is adjacent to cj}|, in which each element M [k] = (lci , lcj ), where
1 ≤ k ≤ s, is the move from the cell ci to the adjacent cell cj .

Now we are ready to define the frequency vector.

Definition 3.5 [Frequency Vector] Let C = {c1, c2, . . . , cp} be the cells that compose
the territory partition and let M be its vector of moves. Given a set of generalized
trajectories T G in a time interval τ , its frequency vector f is a vector of size s =
|{(ci, cj)|ci is adjacent to cj}|, in which each element f [k] = GMF (T G ,M [k], τ).

3.2 Differential Privacy
Differential privacy implies that adding or deleting a single record does not signifi-
cantly affect the result of any analysis. Intuitively, differential privacy can be under-
stood as follows. Let a database D include a private data record di about an individual i.
By querying the database, it is possible to obtain certain information I(D) about all data
and information I(D-di) about the data without the record di. The difference between
I(D) and I(D-di) may enable inferring some private information about the individual i.
Hence, it must be guaranteed that I(D) and I(D-di) do not significantly differ for any
individual i.

The formal definition of differential privacy [16] is the following. Here the param-
eter, ε, specifies the level of guaranteed privacy.

Definition 3.6 [ε-differential privacy] [16] A privacy mechanism A gives ε-differential
privacy if for any dataset D1 and D2 differing on at most one record, and for any
possible output D′ of A we have Pr[A(D1) = D′] ≤ eε × Pr[A(D2) = D′] where
the probability is taken over the randomness of A.

Two principal techniques for achieving differential privacy have appeared in the
literature, one for numerical outputs [16] and the other for outputs of arbitrary types
[25]. A fundamental concept of both techniques is the global sensitivity of a function
mapping underlying datasets to (vectors of) real numbers.

Definition 3.7 [Global Sensitivity] [15] For any function f : D → Rd, its sensitivity
is ∆f = maxD1,D2

||f(D1)− f(D2)||1 for allD1, D2 differing in at most one record.

6



In particular, when d = 1, the sensitivity of f is the maximum difference in the val-
ues that the function f may take on a pair of databases that differ in only one element.

For the analysis whose outputs are numerical, a standard mechanism to achieve
differential privacy is to add Laplace noise to the true output of a function. Dwork et
al. [16] propose the Laplace mechanism which takes as inputs a datasetD, a function f ,
and the privacy parameter ε. The magnitude of the noise added conforms to a Laplace
distribution with the probability density function p(x|λ) = 1

2λe
−|x|/λ, where λ =

∆f/ε.

Theorem 3.1 [16] For any function f : D → Rd over an arbitrary domain D, the
mechanism A A(D) = f(D) + Lap((∆f/ε) gives ε-differential privacy.

A relaxed version of differential privacy, named (ε, δ)-differential privacy [16], al-
lows a small amount of privacy loss due to a variation in the output distribution for the
privacy mechanism A.

Definition 3.8 [(ε, δ)-differential privacy] [16] A privacy mechanism A gives (ε, δ)-
differential privacy if for any dataset D1 and D2 differing on at most one record, and
for any possible outputD′ ofA we have Pr[A(D1) = D′] ≤ eε×Pr[A(D2) = D′]+δ
where the probability is taken over the randomness of A.

Note that when δ = 0, (ε, δ)-differential privacy is equivalent to ε-differential pri-
vacy. In the remaining of this paper we will study how the trade-off between privacy
and data utility changes in our specific problem setting when we use differential private
methods based on ε-differential privacy (Definition 3.6) and (ε, δ)-differential privacy
(Definition 3.8).

4 Problem Definition

4.1 System Architecture
We consider a system architecture similar to the one described in [9]. In particular,
we assume a distributed-computing environment comprising a collection of k (trusted)
remote nodes (e.g., individual vehicles) and a designated coordinator site. Streams of
traffic data updates arrive continuously at remote nodes, while the coordinator site is
responsible for generating approximate answers to periodic user queries posed over
the aggregates of remotely-observed streams across all nodes. Each remote node ex-
changes messages only with the coordinator, providing it with state information on its
(locally observed) streams. There is no communication between remote nodes.

In our scenario, the coordinator is responsible for computing the aggregation of
movement data on a territory by combining the information received by each node.
In order to obtain the aggregation of the movement data in the centralized setting, we
need to generalize all the trajectories by using the cells of a partition of the territory. In
our distributed setting we assume that the partition of the territory, i.e., the set of cells
C = {c1, . . . , cm} used for the generalization, is known by both all the nodes and the
coordinator. Each node, that represents a vehicle that moves in this territory, in a given
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time interval observes a set of trajectories, that are sequence of spatio-temporal points,
generalize them and contributes to the computation of the global vector representing
the movement data aggregation.

Formally, each remote node j ∈ {1, . . . , k} observes local update streams that
incrementally render a distinct frequency distribution vector f j over data elements; that
is, f j [v] denotes the frequency of element v observed locally at remote node j. The
coordinator for each computes the global frequency distribution vector F =

∑k
j=1 f

j .

4.2 Privacy Model
We consider sensitive information as any information from which the typical mobility
behavior of a user may be inferred. This information is considered sensitive for two
main reasons: 1) typical movements can be used to identify the drivers who drive
specific vehicles even when a simple de-identification of the individual in the system
is applied; and 2) the places visited by a driver could identify specific sensitive areas
such as clinics, hospitals and routine locations such as user’s home and work.

In our setting, we assume that each node in our system is honest; in other words
we do not consider attacks at the node level. We also assume that the coordinator is
untrusted. There are two types of untrusted coordinators: (i) semi-honest coordinator
who will try to infer the sensitive mobility information from the inputs of nodes, but
otherwise follows the protocol correctly, and (ii) malicious coordinator who may have
arbitrary auxiliary information to help break the protocol. For example, the coordinator
may be able to obtain real mobility statistics information from other sources, such
as from public datasets on the web, or through personal knowledge about a specific
participant [35]. In this paper, we focus on designing privacy-preserving technique to
defend against a semi-honest coordinator. With weakened assumption of the strength
of coordinator, we aim at designing privacy-preserving techniques that can provide
meaningful data utility.

Unfortunately, releasing frequency of moves instead of raw trajectory data to the
coordinator is not privacy-preserving, as the intruder may still infer the sensitive typ-
ical movement information of the driver. As an example, the attacker could learn the
driver’s most frequent move; this information can be very sensitive because such move
usually correspond to user’s transportation between home and work place. Therefore,
our goal is to compute a distributed aggregation of movement data for a comprehensive
exploration of them while preserving privacy. In particular, we aim to find effective pri-
vacy mechanisms to protect the frequency information associated to each move. Our
problem can be defined formally as the following.

Definition 4.1 [Problem Definition] Given a set of cells C = {c1, . . . , cp} and a
set V = {V1, . . . Vk} of vehicles, the privacy-aware distributed mobility data ana-
lytics problem consists in computing, in a specific time interval τ , the F τ (V ) =
[f1, f2, . . . , fs], where fi = GMF (T G ,M [i], τ) and s = |{(ci, cj)|ci is adjacent
to cj}|, while preserving privacy. Here, T G is the set of generalized trajectories re-
lated to the k vehicles V in the time interval τ and M is the vector of moves defined on
the set of cells C.
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4.3 Approach Overview
In this paper, we propose different privacy-preserving solutions based on differential
privacy, which is a strong privacy model independent on the background knowledge
of an adversary. Each of our solutions is characterized by different trade-off between
privacy and data utility. In the following, we describe the key ideas of these three
solutions, including the computation by each node and by the coordinator respectively.
The node computation mainly involves transforming data to achieve desired privacy
guarantee. We present three privacy-preserving data transformation approaches. The
first one, named UniversalNoise, is based on the classical ε-differential privacy. It
can provide strong privacy guarantee but high loss of data utility, due to the generation
of negative flows and noise of very high magnitude. These two issues are managed
in the second solution, named BoundedNoise, by relaxing the privacy guarantee to
(ε, δ)-differential privacy, where δ measures the privacy loss. We will show that: (1) the
BoundedNoise approach can improve data utility significantly, and (2) in some cases,
theBoundedNoise approach may provide low level of guaranteed privacy in practice.
Indeed we can show that sometimes the privacy loss can be high. As a consequence,
we propose a third solution named BalancedNoise that tries to maintain the balance
between privacy and utility under control by setting appropriate values of ε and δ. The
mechanism allows the nodes to specify the level of privacy ε and the maximum privacy
loss δ and find the best solution that is capable to minimize the noise magnitude and
the possible negative flows, so that it can achieve good utility. Besides the design of
the privacy-preserving data transformation methods, we also design sketch approaches
to reduce the communication between nodes and the coordinator. We will validate our
theoretical analysis with an extensive set of experiments on large, real data.

5 Privacy-Aware Node Computation
We assume that each node represents a vehicle that moves in a specific territory. Each
vehicle in a given time interval observes sequences of spatio-temporal points (trajecto-
ries) and computes the corresponding frequency vector that is to be sent to the coordi-
nator. The node computation is composed of two main steps described in Algorithm 1:
(a) the computation of a privacy-preserving frequency vector and (b) the vector sketch-
ing that compresses the information to be communicated with the coordinator. The
first step, described in detail in Algorithm 2, is the challenging step because it has to
transform data to achieve privacy without destroying too much the data utility. It is
composed of three phases: (1) trajectory generalization; (2) frequency vector construc-
tion; and (3) frequency vector transformation for achieving differential privacy. We
describe the details of these three phases in Section 5.1 - 5.3 respectively, and discuss
the details of the vector sketching step in Section 5.4.

5.1 Trajectory Generalization
Given a specific division of the territory, a trajectory is generalized in the following
way. We apply place-based division of the trajectory into segments. The area c1 con-
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Algorithm 1 NODECOMPUTATION(ε, τ , M , TG , w, d)
1: Inputs: A privacy budget ε, a time interval τ , the vector of the moves M , a set of

trajectories TG, the sketch w of dimension d.
2: Output: The sketch vector representing the privacy-preserving frequency vector
sk(f̃Vj ).

3: //Privacy-Preserving Computation (Sec. 5.1-5.3)
4: f̃Vj = PrivacyTransformation(ε,M, TG, τ)
5: //Data Compression (Sec. 5.4)
6: sk(f̃Vj ) = Count(f̃Vj , w, d)
7: return sk(f̃Vj )

Algorithm 2 PRIVACYTRANSFORMATION(ε, M , TG , τ )
1: Inputs: A privacy budget ε, a time interval τ , the vector of the moves M , a set of

trajectories TG.
2: Output: The privacy-preserving frequency vector f̃Vj .
3: for all observed trajectory T ∈ TG do
4: //Trajectory Generalization (Sec. 5.1)
5: Tg = TrajectoryGeneralization(M,T )
6: //Update of the Frequency Vector fVj (Sec. 5.2)
7: for all move (lci , lcj ) ∈ Tg do
8: n = MF (Tg, (lci , lcj ), τ)
9: fVj [(lci , lcj )]+ = n

10: //Transformation for achieving DP (Sec. 5.3)
11: f̃Vj = AchievingDP (fVj , ε, TG)
12: return f̃Vj

taining its first point l1 is found. Then, the second and following points of the trajectory
are checked for being inside c1 until finding a point li not contained in c1. For this point
li, the containing area c2 is found.

The trajectory segment from the first point to the i-th point is represented by the
vector (c1, c2). Then, the procedure is repeated: the points starting from li+1 are
checked for containment in c2 until finding a point lk outside c2, the area c3 containing
lk is found, and so forth up to the last point of the trajectory.

In the result, the trajectory is represented by the sequence of moves (c1, c2, t1, t2)(c2, c3, t2, t3)
. . . (cm−1, cm, tm−1, tm). Here, in a specific quadruple ti is the time moment of the
last position in ci and tj is the time moment of the last position in cj . There may be also
cases when all points of a trajectory are contained in one and the same area c1. Then,
the whole trajectory is represented by the sequence {c1}. Since, globally we want to
compute aggregation of moves we discard this kind of trajectories. Moreover, as most
of the methods for analysis of trajectories are suited to work with positions specified as
points, the areas {c1, c2, . . . , cm} are replaced, for practical purposes, by the sequence
lc1 , lc2 , . . . , lcm consisting of the centroids of the areas {c1, c2, . . . , cm}.
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5.2 Frequency Vector Construction
After the generalization of a trajectory, the node computes the Move Frequency func-
tion for each move (lci , lcj ) in that trajectory and updates its frequency vector fVj as-
sociated to the current time interval τ . Intuitively, the vehicle populates the frequency
vector fVj according to the generalized trajectory observed. Therefore, at the end of
the time interval τ , the element fVj [i] contains the number of times that the vehicle Vj
moved from m to n in the given time interval τ , if M [i] = (m,n).

5.3 Privacy-preserving Vector Transformation
As we stated in Section 4.2, if a node sends the original frequency vector without
any data transformation to the coordinator, the intruder may still be able to infer the
sensitive typical movements of the vehicle represented by the node. Clearly, the gen-
eralization step can help protect the privacy of drivers but it depends on the density
of the area. Specifically, if the area is not so dense, the attacker could identify few
candidates of locations that the driver has been to. In this case, the privacy is at high
risk to be bleached. An attacker could also infer if during a trip a user went from a
location a to a location b and how many times. The questions are, how can we hide
the event that the user moved from a location a to a location b during a trip in the time
interval τ? And how can we hide the real count of a move in that time window? To
answer these questions, we propose three solutions based on a rigorous privacy model
named ε-differential privacy (Section 3.2). Each solution provides a different balance
between privacy and data utility. The key point of this model is the definition of the
sensitivity. We argue that the sensitivity of a move frequency count depends on the
occurrence of that move in a trajectory. In a time interval τ for a given vehicle (node)
we can have different trips or trajectories. We have a trajectory when the user starts
from a location and stops at another. Recall that in our setting each trajectory is trans-
formed into a generalized one and a vehicle can go from cell a to cell b more than once
during a trajectory. Therefore, the frequency count of each move can be any arbitrary
non-negative integer number. We recall that the frequency count of move (lca , lcb) by
node nj is equal to

f =
∑

∀Tgi

MF (Tgi , (lca , lcb), τ),

where Tgi is one of the generalized trajectories of nj in the time interval τ , lca and
lcb denote the pair of spatial coordinates representing the centroids of the cells that la
and lb that locate in respectively. We argue that adding or deleting one trajectory of nj
can affect the count of move (la, lb) by at most maxi=1,...,r(MF (Tgi , (lca , lcb), τ)).
Therefore, the sensitivity

∆f = maxi=1,...,r(MF (Tgi , (lca , lcb), τ)). (1)

Note that the frequency count f of move (lca , lcb) always satisfies that f ≥ ∆f , as
f =

∑
i=1,...,r(MF (Tgi , (lca , lcb), τ)). Given the sensitivity of the count of a move

we can define a differential private mechanism in various ways. In the following, we
present three solutions, each one corresponding to a different implementation of the
AchievingDP function in Algorithm 2.
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5.3.1 UniversalNoise Approach

Our first approach, named UniversalNoise, is based on the classic ε-differential pri-
vacy model. In particular, at the end of the time interval τ , before sending the frequency
vector to the coordinator, each node adds the Laplace noise Lap(∆f

ε ), where ∆f is de-
fined in Equation 1, to each element in the frequency vector the value in that position
of the vector. At the end of this step the node transforms fVj into f̃Vj . This process is
described in Algorithm 3.

Algorithm 3 UniversalNoise(fVj , ε, TG, )
1: Inputs: A frequency vector fVj , a privacy budget ε, a set of trajectories TG.
2: Output: The privacy-preserving frequency vector f̃Vj .
3: for all vector element fVj [k] do
4: ∆f = max∀Tgi∈TG(MF (Tgi,M [k], τ)), where M is the vector of moves of

fVj .
5: noise = Lap(∆f

ε )

6: f̃Vj [k] = fVj [k] + noise
7: return f̃Vj

Privacy Analysis. We are ready to show that Algorithm 2 with the privacy trans-
formation presented just now satisfies ε-differential privacy.

Theorem 5.1 Given the total privacy budget ε, for each frequency value x,UniversalNoise
approach ensures ε-differential privacy.

The correctness of Theorem 5.1 is straightforward due to how the noise is added
according to the Laplace mechanism [16].

5.3.2 BoundedNoise Approach

The UniversalNoise approach has a few weakness. First, it could lead to large
amounts of noise, due to the fact that ∆f , although with small probability, can be
arbitrarily large. Second, adding noise drawn from the Laplace distribution could gen-
erate negative frequency counts of moves, which does not make sense in our setting.
To fix these two problems, we propose the second approach, named BoundedNoise
approach, that bounds the noise drawn from the Laplace distribution. In particular,
for each value x of the vector fVj , we draw the noise from Lap(∆f

ε ) bounded to the
interval [−x, x]. In other words, for any original frequency fVj [i] = x, its perturbed
version after adding noise should be in the interval [0, 2x]. By doing this, we reduce the
amounts of utility loss due to adding noise. Algorithm 4 describes theBoundedNoise
approach.

We are aware that using a truncated version of the Laplace distribution may lead to
privacy leakage. In the following we show that the BoundedNoise approach satisfies
(ε, δ)-differential privacy, where δ measures the privacy loss.

Privacy Analysis. As pointed out in [22], differential privacy must be applied
with caution. The privacy protection provided by differential privacy relates to the data
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Algorithm 4 BoundedNoise(fVj , ε, TG)

1: Inputs: A frequency vector fVj , a privacy budget ε, a set of trajectories TG.
2: Output: The privacy-preserving frequency vector f̃Vj .
3: for all vector element fVj [k] do
4: ∆f = max∀Tgi∈TG(MF (Tgi,M [k], τ)), where M is the vector of moves of

fVj .
5: noise = Lap(∆f

ε )
6: while (noise > fVj [k]) or (noise < −fVj [k]) do
7: noise = Lap(∆f

ε )

8: f̃Vj [k] = fVj [k] + noise
9: return f̃Vj

generating mechanism and deterministic aggregate level background knowledge. Let F
and F ′ be the frequency distribution before and after adding Laplace noise. We observe
that bounding the Laplace noise will lead to some privacy leakage on some values. For
instance, from the noisy frequency values that are large, the attacker can infer that these
values should not be transformed from small ones. To analyze the privacy leakage
of our bound-noise approach, we first explain the concept of statistical distance [3].
Formally, given two distributions X and Y , the statistical distance between X and Y
over a set U is defined as d(X,Y ) = maxS∈U (Pr[X ∈ S]− Pr[Y ∈ S]).

[3] also shows the relationship between (ε, δ)-differential privacy and the statistical
distance.

Lemma 5.1 [3] Given two probabilistic functions F and G with the same input do-
main, where F is (ε, δ1)-differentially private. If for all possible inputs x we have that
the statistical distance on the output distributions of F and G is: d(F (x), G(x)) ≤ δ2,
then G is (ε, δ1 + (eε + 1)δ2)-differentially private.

Let F and F ′ be the frequency distribution before and after adding Laplace noise.
We can show that the statistical distance between F and F ′ can be bounded as follows:

Lemma 5.2 [3] Given an (ε, δ)-differentially private function F with F (x) = f(x) +
R for a deterministic function f and a random variableR. Then for all x, the statistical
distance between F and its throughput-respecting variant F ′ with the bound b on R is
at most d(F (x)− F ′(x)) ≤ Pr[|R| > b].

[3] has the following lemma to bound the probability Pr[|R| > b].

Lemma 5.3 [3] Given a function F with F (x) = f(x) +Lap(∆f
ε ) for a deterministic

function f , the probability that the Laplacian noise Lap(∆f
ε ) applied to f is larger

than b is bounded by: Pr(|Lap(∆f
ε )| > b) ≤ 2(∆f)2

b2ε2 .

We stress that this upper bound is not tight. For instance, when ∆f = 1, b = 1,
and ε = 1, the bound 2(∆f)2

x2ε2 = 2. Therefore, we improve the bound by the following
theorem.
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Lemma 5.4 Given a function F with F (x) = f(x) + Lap(∆f
ε ) for a deterministic

function f , the probability that the Laplacian noise Lap(∆f
ε ) applied to f is larger

than b is bounded by:

Pr(|Lap(∆f

ε
)| > b) ≤ e−bε∆f .

Proof. Let λ = ∆f
ε . The probability density function is p(x) = 1

2λe
(−|x|/λ) and

the cumulative distribution function is

D(x) = (1/2)(1 + sgn(x)(1− exp(|x|/λ))).

Therefore,

Pr(Lap(
∆f

ε
) > b) =

∫ ∞

b

1

2λ
e(−|x|/λ) dx (2)

=
1

2λ
(

∫ ∞

0

e(−|x|/λ) dx−
∫ b

0

e(−|x|/λ) dx)

= D(∞)−D(b)

= e(−b/λ).

Our analysis shows that e
−bε
∆f ≤ 2(∆f)2

b2ε2 , i.e., our bound is tighter than that in [3].
We stress that in our approach, the bound b of each frequency value x is not fixed.
Indeed, b = x. Therefore, each frequency value x has different amounts of privacy
leakage. Our approach thus achieves different degree of (ε, δ)-differentially privacy
guarantee on each frequency value x. Theorem 5.2 shows more details.

Theorem 5.2 Given the privacy budget ε, for each frequency value x,BoundedNoise
approach ensures (ε, (eε+1)e

−xε
∆f )-differentially privacy, where ∆f is defined in Equa-

tion 1.

The correctness of Theorem 5.2 can be easily proven by Lemma 5.1 and Lemma
5.4. Note that the frequency vectors with Laplace noise (without truncation) satisfies
(ε, 0)-differentially privacy. It is easy to verify that the privacy loss, measured as δ =

(eε+ 1)e
−xε
∆f , can be high. More details are as following. Recall that for any frequency

count x, x ≥ ∆f always holds. Next we discuss by cases that x = ∆f and x > ∆f .
For the former case that x = ∆f , δ = (1 + e−ε) > 1, i.e., the privacy loss is always
grater than 1. For the latter case that x > ∆f , δ = e(1− x

∆f )ε + e
−xε
∆f . In this case,

δ > 1 holds when x < ln(eε+1)∆f
ε . In other words, smaller frequency counts have

higher probability to get larger amounts of privacy loss.

5.3.3 BalancedNoise Approach

As discussed above, the UniversalNoise approach may provide very strong privacy
guarantee but poor data utility, while the BoundedNoise approach can improve data
utility but with possible high privacy loss. Our third approach, namedBalancedNoise,
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tries to address the trade-off issue between privacy and data utility. This approach, de-
scribed in Algorithm 5, allows the user to set the desirable values for the two param-
eters, the privacy budget threshold ε and the privacy loss threshold δ. Next, for each
value x of the vector fVj , the algorithm finds the smallest interval [−b, b] such that the
following inequality holds: (eε + 1)e

−bε
∆f ≤ δ. Note that e

−bε
∆f is the privacy loss we

found in Lemma 5.4. This implies that b ≥ −∆f
ε ln δ

eε+1 .
After finding the interval, for each value x of the frequency vector, the node draws

the noise from Lap(∆f
ε ) bounding the noise value to the interval [−b, b], where b =

max(0, −∆f
ε ln δ

eε+1 ). Note that this solution limits as much as possible the generation
of noise with values of too high magnitude while not completely solves the problem of
the negative flows. Clearly, the possibility to compute the minimum interval that better
fits the user privacy requirements also helps to limit the negative flows. Similar to the
BoundedNoise approach, the BalancedNoise approach satisfies (ε, δ)-differential
privacy.

Algorithm 5 BalancedNoise(fVj , ε, TG, δ)
1: Inputs: A frequency vector fVj , a privacy budget ε, the privacy loss δ, a set of

trajectories TG.
2: Output: The privacy-preserving frequency vector f̃Vj .
3: Compute b = −∆f

ε ln δ
eε+1 .

4: for all vector element fVj [k] do
5: ∆f = max∀Tgi∈TG(MF (Tgi,M [k], τ)), where M is the vector of moves of

fVj .
6: noise = Lap(∆f

ε )
7: while (noise > b) or (noise < −b) do
8: noise = Lap(∆f

ε )

9: f̃Vj [k] = fVj [k] + noise
10: return f̃Vj

5.4 Compact Communications
In a distributed system an important issue to be considered is the amount of data to
be communicated. In fact, real life systems usually involve thousands vehicles (nodes)
that are located in any place of the territory. Each vehicle has to send to the coordina-
tor the information contained in its frequency vector that has a size depending on the
number of cells that represent the partitions of the territory. The number of cells in a
territory can be very huge and this can make large frequency vectors. As an example,
in the dataset of real-life trajectories used in our experiments, there are approximately
4, 200 vehicles and we use a territory tessellation of about 2, 400 cells. So, considering
as possible moves only pairs of adjacent cells we obtain frequency vectors containing
about 15, 900 positions (moves). Therefore, the system has to be able to handle not
only a very large number of nodes but also huge amounts of the information to be com-
municated. These considerations make the optimization of communicated information
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necessary. To address this problem it is possible to compress the transmitted data by
sketching algorithms [10]. Here, we propose the application of Count sketch algorithm
[13]. This algorithm maps a frequency vector f onto a more compressed vector. The
sketch consists of an array C of d×w counters. For each of d rows, there are two hash
functions: hj that maps items, that our case are moves, onto one of the elements of the
j−th row, and gj that maps each item onto {−1, 1}. For each item i, it will be mapped
onto d entries in the array by adding the value f [i] × gj(i) on the entry C[j, hj(i)] in
row j, for 1 ≤ j ≤ d.

Given a sketch representation of a vector we can estimate the original value of each
component of the vector by the following function f̂ [i] = median1≤j≤dgj(i)C[j, hj(i)].
Setting d = log 1

γ and w = log( 4
α2 ) this sketch ensures that the estimation of f [i] has

error at most αn with probability at least 1 − γ. Therefore, here α indicates the accu-
racy (i.e. the approximation error), and γ represents the probability of exceeding the
accuracy bounds.

In [27] we proposed the application of Count-Min sketch algorithm; it is suitable
for compressing non-negative values while does not work well in case of presence of
negative values. Since withUniversalNoise andBalancedNoisewe can obtain neg-
ative flows then we choose the Count sketch algorithm that is not sensible to negative
values.

Adding this data summarization step (the last step in Algorithm 1) does not change
the privacy guarantee provided by the above methods. This is due to the fact that the
Count sketching function only accesses a differentially private frequency vector, not the
underlying database. As proven by Hay et al. [21], a post-processing of differentially
private results remains differentially private. Therefore, also the whole Algorithm 1
with the sketching step maintains the same privacy guarantee of Algorithm 2.

6 Coordinator Computation
The computation of the coordinator is composed of two main phases: 1) computation
of the set of moves and 2) computation of the aggregation of global movements.
Move Vector Computation. The coordinator in an initial setup phase has to send to
the nodes the vector of moves (Definition 3.4). The computation of this vector depends
on the set of cells that represent the partition of the territory. This partition can be a
simple grid or a more sophisticated territory subdivision such as Voronoi tessellation.
The sharing of vector of moves is a requirement of the whole process because each
node has to use the same data structure for allowing the coordinator the correct com-
putation of the global flows.
Global Flow Computation.The coordinator has to compute the global vector that cor-
responds to the global aggregation of movement data in a given time interval τ by
composing all the local frequency vectors. It receives the sketch vector sk(f̃Vj ) from
each node; then it reconstructs each frequency vector from the sketch vector, by using
the estimation described in Section 5.4. Finally, the coordinator computes the global
frequency vector by summing the estimate vectors component by component. Clearly
the estimate global vector is an approximated version of the global vector obtained by
summing the local frequency vectors after the only privacy transformation.
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7 Experiments

7.1 Dataset
For our experiments we used a large dataset of GPS vehicles traces, collected in a
period from 1st May to 31st May 2011. The GPS traces were collected in the geo-
graphical areas around Pisa, in central Italy, and it counts for around 4, 200 vehicles,
generating around 15, 700 trips. In our simulation, the coordinator collects the Fre-
quency Vectors (FV) from all the vehicles to determine the Global Frequency Vector
(GFV), i.e. the sum of all the trajectories crossing any link, at the end of each day,
so we defined a series of time intervals τi, where each τi spans over a single day. In
the following we show the resulting GFV for the 25th May 2011, but similar accuracy
is observed also for the other days. Note that we conducted experiments on data by
considering different sizes of time interval τ : 4 hours, one day and 2 days. The results
we found in terms of data utility are very similar, therefore for lack of space, in the
following we only report the results concerning τ equal to one day.

7.2 Space Tessellation
The generalization and aggregation of movement data is based on space partitioning.
Arbitrary territory divisions, such as administrative districts or regular grids, do not re-
flect the spatial distribution of the data. The resulting aggregations may not convey the
essential spatial and quantitative properties of the traffic flows over the territory. Our
method for territory partitioning extends the data-driven method suggested in paper [2].
Using a given sample of points (which may be, for example, randomly selected from a
historical set of movement data), the original method finds spatial clusters of points that
can be enclosed by circles with a user-chosen radius. The centroids of the clusters are
then taken as generating seeds for Voronoi tessellation of the territory. We have mod-
ified the method so that dense point clusters can be subdivided into smaller clusters,
so that the sizes of the resulting Voronoi polygons vary depending on the point den-
sity: large polygons in data-sparse areas and small polygons in data-dense areas. The
method requires the user to set 3 parameters: maximal radius R, minimal radius r, and
minimal number of points N allowing a cluster to be subdivided. In our experiments,
we used a tessellation with 2, 681 polygons obtained with R = 10km, r = 500m,
N = 80.

7.3 Utility Measures
To assess the information loss incurred to achieve privacy and to reduce the amount
of information to be transmitted, we study how much data utility is preserved after
the transformations. Since the coordinator reconstructs the flows among the zones
of the tessellation, we can represent such data as a directed graph, where the nodes
represent the zones and an edge between two nodes represents the flows from one zone
to the other. This graph-based model allows us to analytically evaluate the resulting
aggregations by means of some network-based statistics, described below. The models
can also be exploited for different application scenarios and for each of them we can
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assess the quality of results after the transformations, since these mobility analyses can
be performed on the transformed data too.

Network-based Measures. In order to assess the utility of the data collected by
the coordinator we study how the distributions of general network-based measures are
preserved. In particular we have considered the following measures:

Flow per Link: this measure evaluates the volume of flow in each move (edge), i.e.,
traffic between two adjacent zones.

Flow per Zone: for each zone we sum the flows of all the incoming and outgoing
flows in a zone (node).

Node Degree: this measures is similar to the previous one, but there we consider the
distinct number of origins and destinations for each zone, thus focusing on the
topological properties of the resulting graph.

Clustering Coefficient [30]:given a node the clustering coefficient is defined as the
probability that two randomly selected neighbors are connected to each other.

Node Betweeness: this function is a measure of a node’s centrality in a network.
It computes the number of shortest paths from all nodes to all others that pass
through that node. This measure highlights the load placed on the given node in
the network as well as the node’s importance to the network than just connectiv-
ity.

Edge Betweeness: this function provides similar information to the previous one but
considering the edge instead of the node. In other words, it measures the edge’s
centrality in a network.

Mobility Application Scenarios. The reconstructed GVF enables a traffic man-
ager to evaluate the traffic condition by monitoring the status of the road network. We
explored a visualization approach where the measures Flow per link and Flow per zone
are rendered on a map. In particular, in Figure 1 the flows per link are presented as ar-
rows whose thickness is proportional to the amount of traffic on that link. The flow
per zone is rendered with a circle whose radius is proportional to the median value of
all the zones and the color indicates if the flow is above (red) or below (cyan) the me-
dian. These two graphical representation allows to identify easily the portions of the
road network with critical traffic conditions. Figure 1 shows the reconstructed map for
different parameters for privacy preservation. This allows us to qualitatively choose a
good trade-off between data privatization and data utility. For example, for low values
of epsilon, e.g. ε = 0.2, it is still possible to reason about traffic condition since the
mayor flows for links are sufficiently preserved. The cumulative flows per zone are
more robust to data transformation, since the randomization is performed on the edge
level and, hence, in the same zone different perturbations on incident edges tend to
compensate each others. From the figure we can notice the influence of the δ parameter
on the transformed flows. In fact, fixed a value ε = 0.2 the overall quality of the maps
can be improved by increasing the second parameter for the BalancedNoise transfor-
mation. In particular, it is evident how the resulting maps for δ = 0.1 and δ = 0.2
present a topology similar to the original flows. The strong relationship between ε and
δ will be analytically discussed in Section 7.4.
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The transformed data has also been used to study the aggregation of zone on the
basis of their relative mobility, according to the approach presented in [32]. Starting
from the graph-based model of flows, we apply a community discovery algorithm on
the data to determine the groups of nodes strongly connected by high flows. We call
such aggregation of zones as Mobility Borders to stress the definition of a boundary
derived from mobility data. The result of Mobility Borders can be rendered visually by
joining the geometries of the zones into a larger polygon according to the group they
belong to. Figure 2 shows a visual comparison between the resulting aggregations for
different combination of ε and δ and the aggregation resulting from the original data.
The borders yielding from the original data are rendered as thicker lines to facilitate
the comparison. The resulting borders for the transformed data are rendered by colors:
zone in the same group are filled with the same color. The map shows the influence of
the two parameters for the transformation, in particular we show the resulting maps for
ε = 0.2 and δ = 0.2. We can notice how Mobility Borders results are very robust to
data perturbation, since the majority of the zones are preserved even for low values of
ε. However, it is possible to identify small variation on central zones of the map where
we have an higher density of links and connections.

In general, the zones grouped for the original data tend to stay in the same group
also for the transformed data. In some cases, it happens that an original group is split
across two or three distinct new groups. To analytically evaluate such behavior, we
consider two measures adapted from information retrieval research field: precision
and recall. With precision we measure the ratio of zones in the same group in the
original data that stay in the same group in the transformed one. The recall measures
the contribution of several original groups to a group coming from transformed data.
The resulting values for the two measures are showed in Figure 3. We can see that
the precision (Figure 3(left)) remains very high for any value of ε for the motivations
discussed above. Recall (Figure 3(right)), instead, tends to decrease for ε < 0.3 and
the overall result is increased by augmenting δ to 0.2 or 0.3.

We also studied the impact of the parameters of the privacy transformation in more
detail by analyzing the spatial distributions of the errors, expressed as the logarithms
of the ratios of the aggregated traffic values obtained from transformed data to those
obtained from the original data. The use of the logarithms allowed us to reduce the
impact of local outliers. The study was done using the results of 99 runs for all com-
binations of the values of ε from 0.1 to 0.9 with the step 0.1 and the values of delta
0.01, 0.02, 0.025, 0.03, 0.05, and up to the value 0.2 with the step 0.025. The corre-
sponding 99 spatial distributions of the errors were clustered by similarity using the
k-means methods. We experimented with different k and found that, starting from
k = 9, increasing the value of k just subdivides small clusters into yet smaller ones,
mostly singletons. There is one large cluster (Cluster 7) consisting of 68 distributions
that preserves when k increases. This cluster consists of the spatial distributions with
the best (i.e., lowest) values of the errors. The area-wise median errors for this cluster
are shown in the map in Figure 4 (left) by color-coding. Light yellow corresponds to
values close to 0, shades of orange and red represent overestimates and shades of blue
underestimates. The color legend is shown on the right of Figure 4. The prevalence
of light yellow and light shades of orange means that the absolute values of the errors
in cluster 7 are quite low. There are only a few high overestimates occurring in areas
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with low traffic density. Cluster 7 includes all spatial distributions for values of ε = 0.4
and higher and values of delta from 0.01 to 0.05 and almost all spatial distributions for
epsilon 0.6 and higher irrespective of the value of δ. Hence, starting from ε = 0.6, δ
has no impact on the data quality. For comparison, the map on the right of Figure 4 rep-
resents the errors in another cluster, which includes the spatial situations for ε = 0.2.
Very high overestimates occur almost everywhere. For ε = 0.1, the overestimates are
even higher. This study clarifies what combinations of the parameter values should be
used for obtaining good results in terms of utility of the transformed data.

7.4 Analytical evaluation
We now discuss the experiments conducted on the real-world data described above.
To evaluate the data quality after the transformation we compare the transformed flows
with the original one. According to the utility measures defined in Section 7.3, for each
measure we compare the resulting statistics for each node and edge of the graph-model
resulting from transformed data with the graph yielding from the original data. For
example, in Figure 5 we show the comparison of the Flow per link measure for two
different transformations, namely ε = 0.5 (left) and ε = 0.2 (right). The scatter plots
highlight the differences between the two transformations, where the more protective
transformation (ε = 0.2) perturbs more the data, since the data points tend to go far
from the fitting line.

To present the results for different comparisons of parameters and utility mea-
sures, we adopt the Pearson Correlation Coefficient (PCC) to represent analytically
the amount of data perturbation introduced. The coefficient tends to 1 when the data
points are close to the regression line, while it tends to zero when the data point are
scattered away from the line. In the following we will consider only two methods:
UniversalNoise and BalancedNoise, since we found in our experiments that the
BoundedNoise may presents privacy loss. Indeed, we observed that usually in a time
interval of one day each user has a high set of moves with low value, because typical
users during the day go from an area to another only few times. This fact implies that
the application of the BoundedNoise method may lead to a too high privacy loss. In
Figure 7 (top,right) we plot the percentage of cases where we have a resulting δ too
high to be acceptable for privacy protection. In Figure 7 (bottom, right), we also noted
that when we increase the time interval τ the privacy loss decreases and this supports
our hypothesis that this naive approach can give good trade-off between privacy and
data utility in scenarios where it is reasonable to have a wide time window, for exam-
ple one week, and in contexts which are characterized by high frequencies of items.
However, the utility provided by BoundedNoise method is very good, as showed in
Figure 7 (left), where it is reported the PCC for each network-based measure computed
for different values of ε.

To assess the validity of the transformation approach, we compare the private data
with the original data by varying the transformation parameters. The comparison is
performed with two approaches by varying the values of ε and δ: we compare the re-
sulting cumulative distribution of the utility measures and the linear correlations by
means of the PCC. In Figure 6 we report, for each utility measure, the resulting distri-
butions for ε = 0.1, 0.2, . . . , 0.9 and for the original data. From such plots it is possible
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to estimate the best parameters that yield a good trade-off between data protection and
data utility. For example, for the Flow per link measure (Figure 6(a)), we can notice a
clear discontinuity for ε = 0.2 and ε = 0.1, suggesting that a good value for ε would
be 0.3. However it is interesting to note how the δ parameter may contribute to in-
crease data utility. In fact, considering a more protective value for ε, say ε = 0.2, it is
possible increasing δ to augment the resulting data utility. In Figure 6(b), we can see
how the distributions tend to be similar to the curve for ε = 0.3 when we increase δ.
In particular, when δ = 0.2 the curve is very similar to ε = 0.3 even with a difference
on the tails of the two curves. Similar results can be observed for Flow per Zone mea-
sure (Figure 6(c) and (d)), where the candidate value for ε is again 0.3. Also in this
case, the δ parameter contributes to enhance the data protection by lowering the value
for ε to 0.2 and increasing δ to 0.2. The Clustering Coefficient measure is very robust
even for low values of ε (Figure 6(e) and (f)): we can appreciate a different distribu-
tion only when ε = 0.1. This property confirms that the privacy transformation may
perturb the local weights of edges but in general it preserves the topology of the graph.
Another evidence of this phenomenon is given by the two measures of betweenness
((Figure 6(i), (j), (k) and (l))), where we can appreciate how the different parameters
yield similar distribution. This means that, for example, the number of relevant edges
within the graph is maintained across different transformations. This is evident also
from the distribution of the Node Degree measure, where we can notice how the num-
ber of neighbors for each node tends to diminish when ε becomes smaller. We can
relate this property to the pruning of some graph components that, however, are not
relevant for the connectivity of the graph.

Besides the general distributions of the utility measures, we want also to assess how
locally each component of the graph is transformed. Figure 8 shows, for each utility
measure, the resulting PCC for different combination of δ and ε. Even at this level of
detail, it is possible to identify the most promising ε values for the transformations.
In particular, let us consider the Flow per Link correlation in Figure 8(a). As already
observed for the cumulative distribution, the correlation index decreases considerably
when ε is less than 0.3. Fixed a minimum PCC threshold, we can reasoning about the
relation between ε and δ. Fixed a minimum value of 0.77 for PCC, we can reach a
comparable quality result even if we decrease ε by increasing the value of δ. From
the figure we can infer that the data utility provided by ε = 0.3 is equivalent to the
data utility for ε = 0.22 and δ = 0.2. Similarly, fixed a value for ε, say ε = 0.3, by
increasing δ it is possible to increase the data quality of the reconstructed flows. The
relation between the two parameters enables the data owner to define the most suitable
trade-off between data protection and data utility. The discussion for the choice of
the correct ε parameter is even more crucial for the betweenness quality measures.
Figures 8(i) and (k) show that the PCC drops when the threshold is below ε = 0.3.
However, when δ is increased the quality measure performance raises.

We have also empirically evaluated how the network-based measures are preserved
after the sketch transformation. We have considered three different sketch transfor-
mations according to the parameter showed in Table 1. We found that in general the
quality of network-based measures is reasonable though the approximation introduced
by the Count sketches. We show the effect of the Count sketches for different size
in Figure 8(b), (d), (f), (h), (j) and (l). We observe how the PCC is particularly well
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α γ Columns (w) Rows (d) w × d
C3k 0.03162 0.05 1,000 3 3,000
C5k 0.03162 0.01 1,000 5 5,000
C10k 0.03162 0.00005 1,000 10 10,000

Table 1: Count sketch size for different values of α and γ.

preserved for the two measures Flow per Link and Flow per Zone. The preservation of
this measure is important because this enables analyses as those in Figure 1. Clearly,
we observe for all measures an decreasing of the correlation when the rate compression
increases.

8 Conclusion
In this paper, we have studied the problem of computing movement data aggregation
based on trajectory generalization in a distributed system while preserving privacy. We
have proposed three methods for protecting privacy based on the well-known notion of
differential privacy that provides very nice data protection guarantees. Each solution is
characterized by a different trade-off between privacy and data utility. S In particular,
in our framework each vehicle, before sending the information about its movements
within a time interval, applies to the data a transformation for achieving privacy and
then, can creates a summarization of the private data (by using a sketching algorithm)
for reducing the amount of information to be transmitted. The results obtained in our
experiments show that the privacy transformations preserve some important properties
of the original data allowing the analyst to use them for important mobility data anal-
ysis. We have validated the robustness and efficiency of our privacy-preserving data
aggregation methods by extensive experiments on large, real GPS data.

Future investigations could be directed to explore other methods for achieving dif-
ferential privacy; as an example, it would be interesting to understand the impact of the
use of the geometric mechanism instead of the Laplace one for achieving differential
privacy.
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Figure 1: Traffic and density analysis: comparison between UniversalNoise and
BalancedNoise approaches (ε = 0.2, 〈ε = 0.2, δ = 0.1〉 and 〈ε = 0.2, δ = 0.2〉)
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Figure 2: Mobility Borders results for ε = 0.2 and 〈ε = 0.2, δ = 0.2〉 compared with
results from original data (thicker black lines)
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Figure 3: Quantitative measure for borders

Figure 4: Comparison of the spatial distributions of the errors for different value com-
binations of ε and δ.
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Figure 5: Correlations of flows after UniversalNoise
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Figure 7: Study of the privacy transformation BoundedNoise
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Figure 8: Distribution of the PCC of various network-based measures after the privacy
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Abstract. We propose an approach to preserve privacy in an analytical processing within a
distributed setting, and tackle the problem of obtaining aggregated information about vehicle
traffic in a city from movement data collected by individual vehicles and shipped to a central
server. Movement data are sensitive because they may describe typical movement behaviors
and therefore be used for re-identification of individuals in a database. We provide a privacy-
preserving framework for movement data aggregation based on trajectory generalization in
a distributed environment. The proposed solution, based on the differential privacy model
and on sketching techniques for efficient data compression, provides a formal data protection
safeguard. Using real-life data, we demonstrate the effectiveness of our approach also in terms
of data utility preserved by the data transformation.

1 Introduction
The availability of low cost GPS devices enables collecting data about movements of people
and objects at a large scale. Understanding of the human mobility behavior in a city is impor-
tant for improving the use of city space and accessibility of various places and utilities and
managing the traffic network. Generalization and aggregation of individual movement data
can provide an overall description of traffic flows. Paper [3] proposes a method for general-
ization and aggregation of movement data that requires having all individual data in a central
station. This centralized setting entails two important problems: a) the amount of information
to be collected and processed may exceed the computational resources, and b) the raw data
describe the mobility behavior of the individuals with great detail enabling the inference of
very sensitive information related to the personal private sphere.
We address these problems and propose a privacy-preserving distributed computation frame-
work for the aggregation of movement data. We assume that on-board location devices in
vehicles continuously trace the positions of the vehicles and can periodically send derived in-
formation about their movements to a central station, which stores it. This information can be
used to compute a summary of the traffic conditions on the whole territory. To protect individ-
ual privacy, we propose a data transformation method based on the well-known differential
privacy model. We also propose and analyze some methods to reduce the amount of informa-
tion that each vehicle transmits to the central station that allow us to obtain a compressed data
representation. The central station, called coordinator, is able to reconstruct the compressed
and private movement data that, although transformed to guarantee privacy, preserve some
important properties of the original data making them useful for mobility analysis.
The remainder of the paper is organized as follows. Section 2 introduces background infor-
mation and definitions. Section 3 describes the system architecture and states the problem.
Section 4 presents our privacy-preserving solutions. In Section 5, we discuss how to compact
the communications. In Section 6, we briefly illustrate the behavior of the coordinator. Ex-
perimental results from applying our method to real-world data are presented and discussed
in Section 7. Section 8 discusses the related work and Section 9 concludes the paper.



2 Preliminaries

2.1 Movement Data Representation
Given a 2-D space territory R2, a trajectory is a sequence of pairs T = {〈l1, t1〉, . . . ,〈ln, tn〉},
where ti (with i = 1 . . .n) denotes a timestamp such that ∀1≤i<n ti < ti+1 and li = (xi,yi) are
points in R2. Intuitively, each pair 〈li, ti〉 indicates that the object is in the position li = 〈xi,yi〉
at time ti. In a time interval τ , each moving object can have multiple trajectories. We do not
require that each trajectory is complete, i.e., locations may be missing at some timestamps.
We assume that the territory R2 is subdivided into cells C = {c1,c2, . . . ,cp} which compose a
partition of the territory. During travel a user may move from one cell to another. We use g to
denote the function that applies the spatial generalization to a trajectory. Given a trajectory T
this function generates the generalized trajectory g(T ), i.e. a sequence of moves with temporal
annotations, where a move is an pair (lci , lc j ) indicating that the moving object moves from the
cell ci to the adjacent cell c j. Note that lci denotes the pair of spatial coordinates representing
the centroid of the cell ci; in other words lci = 〈xci ,yci〉. The temporal annotated move is
the quadruple (lci , lc j , tci , tc j ) where lci is the location of the origin, lc j is the location of the
destination and the tci , tc j are the time information associate to lci and lc j . As a consequence,
we define a generalized trajectory as follows.

Definition 1 (Generalized Trajectory). Given a trajectory T = 〈l1, t1〉, . . . ,〈ln, tn〉. Let C =
{c1,c2, . . . ,cp} be the territory partition. A generalized version of T is a sequence of temporal
annotated moves Tg = {(lc1 , lc2 , tc1 , tc2) (lc2 , lc3 , tc2 , tc3) . . .(lcm−1 , lcm , tcm−1 , tcm)} with m <= n.

Now, we show how to construct frequency distribution vectors of generalized trajectories.
First, we define the function Move Frequency (MF) to compute how many times the move
appears in a generalized trajectory Tg within a given time interval. More formally:

Definition 2 (Move Frequency). Let Tg be a generalized trajectory and let (lci , lc j ) be a
move. Let τ be a temporal interval. The move frequency function is defined as:

MF(Tg,(lci , lc j ),τ) = |{(lci , lc j , ti, t j) ∈ Tg|ti ∈ τ ∧ t j ∈ τ}|.
For any move (lci , lc j ), the value of MF(Tg,(lci , lc j ),τ) can be any non-negative integer. This
function can be easily extended for taking into consideration a set of generalized trajectories
T G . In this case, the information computed by the function represents the total number of
movements from the cell ci to the cell c j in a time interval in the set of trajectories.

Definition 3 (Global Move Frequency). Let T G be a set of generalized trajectories and let
(lci , lc j ) be a move. Let τ be a time interval. The global move frequency function is defined
as: GMF(T G ,(lci , lc j ),τ) = ∑∀Tg∈T G MF(Tg,(lci , lc j ),τ).

The number of movements between two cells computed by either the function MF or GMF
describes the amount of traffic flow between the two cells in a specific time interval. This
information can be represented by a frequency vector. To define the frequency vector, we first
define vector of moves.

Definition 4 (Vector of Moves). Let C = {c1,c2, . . . ,cp} be the set of the cells composing the
territory partition. The vector of moves M is a vector of size s= |{(ci,c j)|ci is ad jacent to c j}|,
in which each element M[k] = (lci , lc j ), where 1 ≤ k ≤ s, is the move from the cell ci to the
adjacent cell c j.

Definition 5 (Frequency Vector). Let C = {c1,c2, . . . ,cp} be the cells that compose the ter-
ritory partition and let M be its vector of moves. Given a set of generalized trajectories T G in
a time interval τ , its frequency vector f is a vector of size s = |{(ci,c j)|ci is ad jacent to c j}|,
in which each element f [k] = GMF(T G ,M[k],τ).



2.2 Differential Privacy

Differential privacy implies that adding or deleting a single record does not significantly affect
the result of any analysis. Intuitively, differential privacy can be understood as follows. Let a
database D include a private data record di about an individual i. By querying the database, it
is possible to obtain certain information I(D) about all data and information I(D-di) about the
data without the record di. The difference between I(D) and I(D-di) may enable inferring some
private information about the individual i. Hence, it must be guaranteed that I(D) and I(D-di)
do not significantly differ for any individual i. The formal definition [10] is the following.
Here the parameter, ε , specifies the level of privacy guaranteed.

Definition 6 (ε-differential privacy). A privacy mechanism A gives ε-differential privacy if
for any dataset D1 and D2 differing on at most one record, and for any possible output D′

of A we have Pr[A(D1) = D′]≤ eε ×Pr[A(D2) = D′] where the probability is taken over the
randomness of A.

A fundamental concept of this model is the global sensitivity of a function mapping under-
lying datasets to (vectors of) reals.

Definition 7 (Global Sensitivity). For any function f : D→ Rd , the sensitivity of f is ∆ f =
maxD1,D2 || f (D1)− f (D2)||1 for all D1, D2 differing in at most one record.

For the analysis whose outputs are real, a standard mechanism to achieve differential privacy
is to add Laplace noise to the true output of a function. Dwork et al. [10] propose the Laplace
mechanism which takes as inputs a dataset D, a function f , and the privacy parameter ε . The
magnitude of the noise added conforms to a Laplace distribution with the probability density
function p(x|λ ) = 1

2λ e−|x|/λ , where λ where λ = ∆ f/ε .

Theorem 1. [10] For any function f : D→ Rd over an arbitrary domain D, the mechanism
A A(D) = f (D)+Laplace(∆ f/ε) gives ε-differential privacy.

A relaxed version of differential privacy, named (ε,δ )-differential privacy [10], allows a little
privacy loss due to a variation in the output distribution for the privacy mechanism A.

Definition 8 ((ε,δ )-differential privacy). A privacy mechanism A gives (ε,δ )-differential
privacy if for any dataset D1 and D2 differing on at most one record, and for any possible
output D′ of A we have Pr[A(D1) = D′] ≤ eε ×Pr[A(D2) = D′]+δ where the probability is
taken over the randomness of A.

Note that when δ = 0, (ε,δ )-differential privacy is equivalent to ε-differential privacy.

3 Problem Definition

System Architecture. We consider a system architecture as that one in described in [6].
In particular, we assume a distributed-computing environment comprising a collection of k
(trusted) remote sites (nodes) and a designated coordinator site. Each remote site exchanges
messages only with the coordinator, providing it with state information on its (locally ob-
served) streams. There is no communication between remote sites.
In our scenario, the coordinator is responsible for computing the aggregation of movement
data on a territory by combining the information received by each node. In order to obtain
the aggregation of the movement data in the centralized setting, we need to generalize all the
trajectories by using the cells of a partition of the territory. We assume that the partition of
the territory, is known by both all the nodes and the coordinator.



Formally, each remote node j ∈ {1, . . . ,k} (that represents a vehicle that moves in this terri-
tory) observes local update streams that incrementally render a distinct frequency distribution
vector f j over data elements; that is, f j[v] denotes the frequency of element v observed lo-
cally at remote node j. The coordinator for each computes the global frequency distribution
vector F = ∑k

j=1 f j.
Privacy Model. In our setting, we assume that each node in our system is honest; in other
words we do not consider attacks at the node level. Instead, we take into consideration pos-
sible attacks from any intruder between the node and the coordinator (i.e., attacks during the
communications), and any intruder at coordinator site. We consider sensitive information as
any information from which the typical mobility behavior of a user may be inferred. This
information is considered sensitive for two main reasons: 1) typical movements can be used
to identify the drivers who drive specific vehicles even when a simple de-identification of the
individual in the system is applied; and 2) the places visited by a driver could identify specific
sensitive areas such as clinics, hospitals, the user’s home.
Unfortunately, releasing frequency of moves instead of raw trajectory data to the coordina-
tor is not privacy-preserving, as the intruder may still infer the sensitive typical movement
information of the driver. As an example, the attacker could learn the driver’s most frequent
move. Therefore, we need to find effective privacy mechanisms on the real count associate to
each move, in order to generate uncertainty. As a consequence, the goal of our framework is
to compute a distributed aggregation of movement data for a comprehensive exploration of
them while preserving privacy.

Definition 9 (Problem Definition). Given a set of cells C = {c1, . . . ,cp} and a set V =
{V1, . . .Vk} of vehicles, the privacy-preserving distributed movement data aggregation prob-
lem (DMAP) consists in computing, in a specific time interval τ the f τ

DMAP(V )= [ f1, f2, . . . , fs],
where each fi =GMF(T G ,M[i],τ) and s = |{(ci,c j)|ci is ad jacent to c j}|, while preserving
privacy. Here, T G is the set of generalized trajectories related to the k vehicles V in the time
interval τ and M is the vector of moves defined on the set of cells C.

In this paper, we propose two different privacy-preserving solutions, based on the differential
privacy model, to address the above problem. This privacy model is a strong and independent
on the background knowledge of an adversary.

4 Privacy-preserving Node Computation

We assume that each node represents a vehicle that moves in a specific territory. Each vehicle
in a given time interval observes sequences of spatio-temporal points (trajectories) and com-
putes the corresponding frequency vector that is to be sent to the coordinator. Before sending
the frequency vector each node applies a transformation for guaranteeing privacy and then
transformation to reduce the amount of information if necessary (Section 5).

4.1 Frequency Vector Construction

Trajectory Generalization. Given a specific division of the territory, a trajectory is gener-
alized in the following way. We apply place-based division of the trajectory into segments.
The area c1 containing its first point l1 is found. Then, the second and following points of the
trajectory are checked for being inside c1 until finding a point li not contained in c1. For this
point li, the containing area c2 is found. The trajectory segment from the first point to the i-th
point is represented by the vector (c1,c2). Then, the procedure is repeated: the points starting
from li+1 are checked for containment in c2 until finding a point lk outside c2, the area c3
containing lk is found, and so forth up to the last point of the trajectory.



There may be also a case when all points of a trajectory are contained in one and the same
area c1. Then, the whole trajectory is represented by the sequence {c1}. Since, globally we
want to compute aggregation of moves we discard this kind of trajectories.
Move Vector Computation. After the generalization of a trajectory, the node computes the
Move Frequency function for each move (lci , lc j ) in that trajectory and updates its frequency
vector fVj associated to the current time interval τ . Intuitively, the vehicle populates the fre-
quency vector fVj according the generalized trajectory observed. So, at the end of the time
interval τ the element fVj [i] contains the number of times that the vehicle V j moved from m
to n in that time interval, if M[i] = (m,n).

4.2 How to Achieve Privacy
As discussed above, if a node sends the original frequency vector without any data transforma-
tion to the coordinator, the intruder may still be able to infer the sensitive typical movements
of the vehicle represented by the node. An attacker could also infer if during a trip a user went
from a location a to a location b and how many times. The questions are, how can we hide
the event that the user moved from a location “a” to a location “b” during the time interval
τ? And how can we hide the real count of a move in that time window? To answer these
questions, we propose two solutions based on a rigorous privacy model named ε-differential
privacy (Section 2.2). Each solution provides a different balance between privacy and data
utility. The key point of this model is the definition of the sensitivity. Given a move (a,b) its
sensitivity is straightforward: releasing its frequency have sensitivity 1 as adding or removing
a single flow can affect its frequency by at most 1. Given the sensitivity of the count of a move
we can define a differential private mechanism in various ways. In the following, we present
the two solutions.
UniversalNoise Approach. Our first approach, named UniversalNoise, is based on the classic
ε-differential privacy model. In particular, at the end of the time interval τ , before sending the
frequency vector to the coordinator, each node adds the Laplace noise Lap(∆ f

ε ), where ∆ f is
fixed to 1, to each element in the frequency vector the value in that position of the vector. At
the end of this step the node transforms fVj into f̃Vj .
Privacy Analysis. We can show that the privacy transformation presented just now satisfies
ε-differential privacy.

Theorem 2. Given the total privacy budget ε , for each frequency value x, UniversalNoise
approach ensures ε-differential privacy.

The correctness of Theorem 2 is straightforward due to how the noise is added according to
the Laplace mechanism [10].
BoundedNoise Approach. Differential privacy in some specific contexts could lead to the
destruction of the data utility because of the added noise that, although with small probability,
can reach values of arbitrary magnitude. Moreover, adding noise drawn from the Laplace
distribution could generate negative values for the flow in a move and negative flows does not
make sense. To prevent this two problems, that characterize the UniversalNoise approach,
we propose an approach called BoundedNoise that draws the noise from a cutting version of
the Laplace distribution. In particular, for each value x of the vector fVj we draw the noise
from Lap( 1

ε ) bounding the noise value to the interval [−x,x]. In other words, if we have the
original flow fVj [i] = x in the perturbed version we obtain a flow value in the interval [0,2x].
The use of a truncated version of the Laplace distribution can lead to privacy leaks and in the
following we show that our privacy mechanism satisfies (ε,δ )-differential privacy, where δ
represents this privacy loss.
Privacy Analysis. As pointed out in [12] differential privacy must be applied with caution.
The privacy protection provided by differential privacy relates to the data generating mech-
anism and deterministic aggregate level background knowledge. We observe that bounding



the Laplace noise will lead to some privacy leakage on some values. For instance, from the
noisy frequency values that are large, the attacker can infer that these values should not be
transformed from small ones. To analyze the privacy leakage of our bound-noise approach,
we first explain the concept of statistical distance. Statistical distance is defined in [4]. For-
mally, given two distributions X and Y , the statistical distance between X and Y over a set U
is defined as [d(X ,Y ) = maxS∈U (Pr[X ∈ S]−Pr[Y ∈ S]).

Lemma 1. [4] Given two probabilistic functions F and G with the same input domain,
where F is (ε,δ1)-differentially private. If for all possible inputs x we have that the sta-
tistical distance on the output distributions of F and G is: [d(F(x),G(x)) ≤ δ2, then G is
(ε,δ1 +(eε +1)δ2)-differentially private.

Let F and F ′ be the frequency distribution before and after adding Laplace noise. We can
show that the statistical distance between F and F ′ can be bounded as follows:

Lemma 2. [4] Given an (ε,δ )-differentially private function F with F(x) = f (x) +R for
a deterministic function f and a random variable R. Then for all x, the statistical distance
between F and its throughput-respecting variant F ′ with the bound b on R is at most

d(F(x)−F ′(x))≤ Pr[|R|> b].

[4] has the following lemma to bound the probability Pr[|R|> b].

Lemma 3. [4] Given a function F with F(x) = f (x)+Lap(∆ f
ε ) for a deterministic function

f , the probability that the Laplacian noise Lap(∆ f
ε ) applied to f is larger than b is bounded

by: Pr(Lap(∆ f
ε )> b)≤ 2(∆ f )2

b2ε2 .

We stress that in our approach, the bound b of each frequency value x is not fixed. Indeed, b =
x. Therefore, each frequency value x has different amounts of privacy leakage. Our approach
thus achieves different degree of (ε,δ )-differentially privacy guarantee on each frequency
value x. Theorem 3 shows more details.

Theorem 3. Given the total privacy budget ε , for each frequency value x, BoundedNoise
approach ensures (ε,(eε +1) 2

x2ε2 )-differential privacy.

The correctness of Theorem 3 derives from Lemma 1 and Lemma 3.

5 How to Achieve Compact Communications

In a distributed system an important issue to be considered is the amount of data to be commu-
nicated. In fact, real life systems usually involve thousands vehicles (nodes) that are located
in any place of the territory. Each vehicle has to transmit to the coordinator the information
contained in its frequency vector that has a size depending on the number of cells that rep-
resent the partitions of the territory. The number of cells in a territory can be very huge and
this can make large frequency vectors. As an example, in the dataset of real-life trajectories
used in our experiments, there are approximately 4,200 vehicles and we use a territory tessel-
lation of about 2,400 cells. So, considering as possible moves only pairs of adjacent cells we
obtain frequency vectors containing about 15,900 positions (moves). These considerations
make the optimization of communicated information necessary. To address this problem it is
possible to compress the transmitted data by sketching algorithms [7]. Here, we propose the
application of AGMS, Count-Min and Count sketch algorithms. These algorithms map a fre-
quency vector f onto a more compressed vector. The size of the sketched vectors depends on



two parameters: α indicating the accuracy (i.e. the approximation error), while the parameter
γ representing the probability of exceeding the accuracy bounds.
The AGMS sketch consists of an array C of r counters and a four-wise independent hash
function gi, which maps the items uniformly onto {−1,+1}. The sketch is built as follows:
∀ j, 1 ≤ j ≤ |C|,C[ j] = ∑M

i=1 f [i] ∗ g j[i]. AGMS sketch was designed to estimate (self-)join
and only few works use this kind of sketches to estimate the single items. Aggarwal and Yu
in [2] explain how to estimate any original vector component. Let Ek

i = C[ j] ∗ gi[ j] be the
sketch derivative. For the estimation of the k-th component we compute |C| values of Ek (one
for each component of the sketch) and then we compute the mean of these Ek. Therefore the
estimation for f [k] is f̃ [k] = E[Ek]. Setting r = O( 1

α2 log 1
γ ) ensures that the estimation of f [k]

has error at most αn with probability at least 1− γ .
The Count-Min sketch consists of an array C of d×w counters and for each of d rows a
pairwise independent hash functions h j, that maps items onto [w]. Each item is mapped onto
d entries in the array, by adding to the previous value the new item. Given a sketch repre-
sentation of a vector we can estimate the original value of each component of the vector by
the following function f [i] = min1≤ j≤dC[ j,h j(i)]; this kind of estimation makes Count-Min
sketch suitable for compressing non-negative values, while does not work well in case of
presence of negative values. The estimation of each component j is affected by an error, but
it is showed that the overestimate is less than n/w, where n is the number of components. So,
setting d = log 1

γ and w = O( 1
α ) ensures that the estimation of f [i] has error at most αn with

probability at least 1− γ .
The Count sketch consists of an array C of d×w counters. For each of d rows, there are two
hash functions: h j that maps items, that our case are moves, onto one of the elements of the
j− th row, and g j that maps each item onto {−1,1}. For each item i, it will be mapped onto
d entries in the array by adding the value f [i]× g j(i) on the entry C[ j,h j(i)] in row j, for
1 ≤ j ≤ d. Given a sketch representation of a vector we can estimate the original value of
each component of the vector by the following function f̂ [i] = median1≤ j≤dg j(i)C[ j,h j(i)].
Setting d = log 1

γ and w = log( 4
α2 ) this sketch ensures that the estimation of f [i] has error at

most αn with probability at least 1− γ .
Adding this data summarization step before transmitting the vector to the coordinator does
not change the privacy guarantee provided by the above methods. This is due to the fact that
the sketching functions only access a differentially private frequency vector, not the underly-
ing database. As proven by Hay et al. [11], a post-processing of differentially private results
remains differentially private. On the other hand, the application of sketching algorithms has
an impact on the data utility because the estimation of each component is an approximation.
Sometimes, in the case of very sparse frequency vectors could be more convenient to avoid
the sketching algorithm and to send to the coordinator only the components with non-zero val-
ues. In this case the node has to transmit for each non-zero component the pair 〈index,value〉,
where index denotes the position of the vector to be updated and value denotes the corre-
sponding frequency. The problem is to understand when it is better sketching the vector and
when sending the list of non-zero component. In our experiments on real data we found that
the data quality becomes unacceptable with a sketch vector with size less than 1500. This
means that the use of the sketches is more convenient when the number of non-zero values is
more than 750, considering that for sending the list of pairs 〈index,value〉 we need at least 2
integers for each pair. In Section 7 show the impact on data utility of each kind of sketching
algorithm presented above.

6 Coordinator Computation

The computation of the coordinator is composed of two main phases: 1) computation of the
set of moves and 2) computation of the aggregation of global movements.



Move Vector Computation. The coordinator in an initial setting phase has to send to the
nodes the vector of moves (Definition 4). The computation of this vector depends on the set
of cells that represent the partition of the territory. This partition can be a simple grid or
a more sophisticated territory subdivision such as the Voronoi tessellation. The sharing of
vector of moves is a requirement of the whole process because each node has to use the same
data structure for allowing the coordinator the correct computation of the global flows.
Global Flow Computation. The coordinator has to compute the global vector that corre-
sponds to the global aggregation of movement data in a given time interval τ by composing
all the local frequency vectors. As explained in Section 5, the coordinator can receive from
the node the information about its frequency vector in two different ways. If it receives the
sketch vector sk( f̃Vj ) then it reconstructs each frequency vector from the sketch vector, by
using the estimation function related to the kind of sketch (see Section 5). Finally, the coordi-
nator computes the global frequency vector by summing the estimate vectors component by
component. Clearly the estimate global vector is an approximated version of the global vector
obtained by summing the local frequency vectors after the only privacy transformation. While
if the coordinator receives from the node the list of non-zero components in the form of list of
pairs 〈index,value〉, then it simply updates the position index of the global frequency vector
by adding to the frequency value to the current value. In this case the global vector is only
affected by the transformation due to the privacy; in other words any other approximation is
introduced in the data.

7 Experiments

Dataset and Space Tessellation. For our experiments we used a large dataset of GPS ve-
hicles traces, collected in a period from 1st May to 31st May 2011. In our simulation, the
coordinator collects the Frequency Vectors (FV) from all the vehicles to determine the Global
Frequency Vector (GFV), i.e. the sum all the trajectories crossing any link, at the end of each
day, so we defined a series of time intervals τi, where each τi spans over a single day. In the
following we show the resulting GFV for the 25th May 2011, but similar accuracy is observed
also for the other days. The GPS traces were collected in the geographical areas around Pisa,
in central Italy, and it counts for around 4,200 vehicles, generating around 15,700 trips.
The generalization and aggregation of movement data is based on space partitioning. Our
method for territory partitioning extends the data-driven method suggested in [3]. In particu-
lar, we allow that dense point clusters can be subdivided into smaller ones, so that the sizes
of the resulting Voronoi polygons depends on the point density (large polygons in data-sparse
areas and small polygons in data-dense areas).

α γ size
AGMS1k 0.0447 0.1 1,000
AGMS1.5k 0.0447 0.05 1,500
AGMS3k 0.03162 0.05 3,000
AGMS5k 0.03162 0.01 5,000
AGMS10k 0.03162 0.00005 10,000

α γ Col.(w) Rows(d) w×d
CM1k 0.004 0.1 500 2 1,000
CM1.5k 0.004 0.05 500 3 1,500
CM3k 0.002 0.05 1,000 3 3,000
CM5k 0.0008 0.1 2,500 2 5,000
CM10k 0.0008 0.02 2,500 4 10,000

α γ Col.(w) Rows(d) w×d
C1k 0.0447 0.1 500 2 1,000
C1.5k 0.0447 0.05 500 3 1,500
C3k 0.03162 0.05 1,000 3 3,000
C5k 0.03162 0.01 1,000 5 5,000
C10k 0.03162 0.00005 1,000 10 10,000

(a) AGMS sketch (b) Count-Min Sketch (c) Count Sketch

Table 1. Sketch sizes for different values of α and γ .

Utility Evaluation. The GFV represents the flow values for each link of the spatial tessella-
tion. Each FV received from the vehicles is perturbed by means of a privacy transformation
and a possible sketch summarization These two transformations are regulated by two set of
parameters: ε for the differential privacy transformation, and α and γ for the sketch summa-
rization. When ε tends to 1 very little perturbation is introduced and this yields a low privacy
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Fig. 1. Cumulative Distribution and PCC distribution of fpl and fpz after Privacy Transformation.

protection. On the contrary, better privacy guarantees are obtained when ε tends to zero. The
two parameters α and γ regulate the compression of the FV to be sent to the coordinator.
Table 1 shows how the choice of these two parameters influences the final size of the FV. For
example, using Count-Min sketching algorithm with α = 0.004 and γ = 0.1 the original FV
of 16k entries is reduced to a vector of 1k cells.
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Fig. 2. PCC of fpl (left) and fpz (right) after the various Sketch Transformation.

Since the two transformations operate on the entries of the FV, and hence on the flows, we
study two measures: (1) the flow per link (fpl), i.e. the directed volume of traffic between two
adjacent zones; (2) the flow per zone (fpz), i.e. the sum of the incoming and outgoing flows
in a zone. In the following we first analyze the data utility preserved after the application of
the UniversalNoise and BoundedNoise approaches and then, we also present some empirical
results on the impact of different sketching algorithms on the data utility. To this end we
compare the cumulative distributions of the above measures before and after the perturbation
and we study the flow correlations by using the well-know Pearson Correlation Coefficient
(PCC). Finally, we also show how the private data enable some mobility visual analysis.



The plots in the first column of Figure 1 show the resulting cumulative distributions of dif-
ferent fpl and fpz before and after the privacy transformation UniversalNoise with different ε
values; while in the second column, we show the impact of the BoundedNoise method on the
same distributions. We can observe that the BoundedNoise approach it is better in terms of
data utility as expected from the theoretical results. These results are also confirmed by the
third column, where we depict the distribution of the PCC for fpl and fpz when one of the
privacy approaches is applied to the original data by varying ε .
The application of one of the sketching algorithms tends to introduce additional perturba-
tion to the private data. We studied the impact of this perturbation starting from the data
transformed by both UniversalNoise and BoundedNoise. In the following we only discuss the
results obtained when we apply the sketch-based transformations to the data obtained by the
second approach because the UniversalNoise leads to a data with an unreasonable quality that
can be only makes worst with an additional transformation.
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Fig. 3. Correlation between original fpz and transformed ones with BoundedNoise with ε = 0.01 and various
sketching transformations.

In Figure 2 we show how the PCC of fpl and fpz changes by varying the type of sketching
algorithm and the sketch size. Clearly, increasing the size of a sketch we can observe a better
correlation due to a more accurate reconstruction of the private flows. The figure depicts the
results obtained starting from private data perturbed by BoundedNoise with ε = 0.01, that
is the setting that provides the best privacy. The general result obtained from the analysis
of the different sketches is that AGMS algorithm is that with worst performance in terms of
data utility and this is clear by analyzing the PCC values in Figure 2. For a more exhaustive
analysis of this aspect we also show the scatter plots in Figure 3 that highlight the correlation
between each single fpz value and its transformed version. From the first plot we can see
that the data utility for AGMS already becomes unacceptable when we use a sketch size of
5k cells. In general, Count and Count-Min present good results in terms of PCC even with
low sizes. From the results obtained we can argue that the correlation for Count is good until
sketch size of 3k cells and for Count-Min we can also use a size of 1.5K cells. This is also
highlighted in the remaining plots in Figure 3.
Qualitatively, Figures 4 (on the left) show a visually comparison of each Sketch summariza-
tion with the original flows. Each flow is draw with arrows with thickness proportional to the
volume of trajectories observed on a link. From the figure it is evident how the relevant flows
are preserved in all the transformed GFV, revealing the major highways and urban centers.
Similarly, the flow per zone is also preserved, as it is shown in Figure 4 (on the right), where
the flow per each cell is rendered with a circle of radius proportional to the difference from the
median value of each GFV. The maps allow us to recognize the dense areas (red circles, above
the median) separated by sparse areas (blu circle below the median). The high density traffic
zones follow the highways and the major city centers along their routes. The comparisons



Fig. 4. Traffic and density analysis: comparison between original data and transformed data with both Bound-
edNoise approach with ε = 0.01 and sketch transformation CM1.5k

proposed above give the intuition that, while the transformations protect individual sensitive
information, the utility of data is preserved.

8 Related Work

The existing methods of privacy-preserving publishing of trajectories can be categorized
into two classes: (1) generalization/suppression based data perturbation, and (2) differen-
tial privacy. The first category contains some recent works on privacy-preserving publishing
of spatio-temporal moving points by using the generalization/suppression techniques [1, 17,
14]. Here, the mostly widely used privacy model is k-anonymity [16], which requires that an
individual should not be identifiable from a group of size smaller than k. A general problem
of these k-anonymity based privacy preserving techniques is that these techniques assume
a certain level of background knowledge of the attackers, which may not be available to
the data owner in practice. The recently proposed concept of differential privacy (DP) [10]
addresses the above issue. The most popular mechanisms to achieve differential privacy is
the Laplace mechanism that supports queries whose outputs are numerical [10]; it has been
widely adopted in many existing work for various data applications (see for example [8, 11]).
Regarding publishing differentially private spatial data, Chen et al. [5] propose to release a
prefix tree of trajectories with injected Laplace noise. Each node in the prefix tree contains a
doublet in the form of < tr(v),c(v)>, where tr(v) is the set of trajectories of the prefix v, and
c(v) is a version of |tr(v)| with Laplace noise. Compared with our work, the prefix tree in [5]
is data-dependent, while our frequency vector is data-independent. Cormode et al. present a
solution to publish differentially private spatial index (e.g., quadtrees and kd-trees) to provide
a private description of the data distribution [8]. The spatial index only stores the count of a
specific spatial decomposition. It does not store the movement information (e.g., how many
individuals move from location i to location j) as in our work. In another paper, Cormode et
al. [9] proposes to publish a contingency table of trajectory data. The contingency table can
be indexed by specific locations so that each cell in the table contains the number of people
who commute from the given source to the given destination. The contingency table is very
similar to our frequency vector structure.
There are some work on publishing time-series data with differential privacy guarantee [13,
15]. Since we only consider spatial data, these work are complement to our work.

9 Conclusion

In this paper, we have studied the problem of computing movement data aggregation based on
trajectory generalization in a distributed system while preserving privacy. We have proposed
two solutions based on the well-known notion of differential privacy that provides very nice
data protection guarantees. The two solutions provide a different trade-off between privacy



and data quality. In particular, in our framework each vehicle, before sending the information
about its movements within a time interval, applies to the data a transformation for achieving
privacy and then, creates a summarization of the private data (by using a sketching algorithm
when is convenient) for reducing the amount of information to be communicated. The results
obtained in our experiments highlighted the different data utility of the proposed approaches
and show how some important properties of the original data are preserved allowing the ana-
lyst to use them for important mobility data analysis.
Future investigations could be directed to explore other methods for achieving differential
privacy; as an example, it would be interesting to understand the impact of the use of the
geometric mechanism instead of the Laplace one for achieving differential privacy.
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ABSTRACT
The organization and planning of services (e.g. shopping fa-
cilities, infrastructure) requires up-to-date knowledge about
the usage behavior of customers. Especially quantitative
information about the number of customers and their fre-
quency of visiting is important. In this paper we present
a framework which enables the collection of quantitative
visit information for arbitrary sets of locations in a dis-
tributed and privacy-preserving way. While trajectory anal-
ysis is typically performed on a central database requiring
the transmission of sensitive personal movement informa-
tion, the main principle of our approach is the local pro-
cessing of movement data. Only aggregated statistics are
transmitted anonymously to a central coordinator, which
generates the global statistics. In this paper we present our
approach including the methodical background that enables
distributed data processing as well as the architecture of the
framework. We further discuss our approach with respect to
potential privacy attacks as well as its application in prac-
tice. We have implemented the local processing mechanism
on an Android mobile phone in order to ensure the feasibility
of our approach.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications—
Spatial databases and GIS ; H.3.4 [Information Storage
and Retrieval]: Systems and Software—Distributed sys-
tems

General Terms
Design, Algorithms, Measurement
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trajectory stream analysis, privacy, local inference
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1. INTRODUCTION
The wide availability of mobile devices with localization

technology (e.g. smart phones) enables the massive collec-
tion of personal mobility data. Such data can be used for
traffic analysis and navigation as well as for the evaluation
of public events and services. However, the use of large
amounts of personal mobility data must be performed in a
privacy-preserving way because the location history of a per-
son contains very sensitive information. As pointed out in
several studies [2, 16], it is not sufficient to remove personal
identifiers from trajectory data for anonymization because
regularly visited places (e.g. home and work location) allow
the re-identification of a person. So the problem arises that,
on the one hand, people would like to utilize personal move-
ment information in various public or private services. On
the other hand, however, people do not want to be traced
and to reveal their own movement behavior.

In current literature, privacy in trajectory data analy-
sis is predominantly approached based on k-anonymity [16,
17, 1, 15]. K-anonymity ensures that the movements (or
movement patterns) of at least k individuals are always in-
distinguishable. One basic assumption when applying k-
anonymity is, however, that a trusted coordinator exists
which performs the anonymization step. This means that
prior to anonymization all trajectories have to be collected
in a central database. From a personal point of view, this
centralization step is problematic because people loose con-
trol about very sensitive data. Having in mind various re-
ports about the misuse or leakage of personal data, it is
understandable that many people do not feel comfortable
to provide mobility data to a central authority even though
it may legally ensure data privacy. In addition, the central
collection of mobility data would lead to a serious perfor-
mance bottleneck if nationwide put into practice because
massive amounts of data would have to be transmitted and
processed.

In this paper we present a distributed approach which
enables the privacy-preserving monitoring of visit quanti-
ties as defined in [11, 12]. Visit quantities measure the
spatio-temporal interaction between some population and
a given set of geographic locations (e.g. points of interest)
as shown in Figure 1. In contrast to existing approaches we
assume that the coordinator is untrusted, which means that
the anonymization has to take place before centralization.
The key element of our approach is the local evaluation of
movement trajectories so that the original mobility informa-
tion does not leave the mobile device. As the transmitted



Figure 1: The location visit problem.

aggregated statistics do not contain any personal identifiers,
we can further employ web anonymization techniques such
as onion routing [8] to prevent that the coordinator recon-
structs movement histories from several messages of a person
based on the communication protocol.

The distributed setting with intelligent mobile devices has
two further advantages. First, the user is in full control
about the kind of statistics that are transmitted to the server.
Second, the amount of transmitted data is reduced because
only aggregated statistics are sent instead of frequent up-
dates about a person’s location. In addition, the transmis-
sion must take place only on need, i.e. if the local statistic
has changed. Therefore, our approach is designed to support
large numbers of users.

The remainder of our paper is organized as follows. Sec-
tion 2 reviews related work and contrasts it to our approach.
Section 3 formalizes the visit quantification task and Section
4 presents our approach. In Section 5 we analyze the pri-
vacy framework of our approach and in Section 6 we provide
a general discussion on the applicability of our approach. We
conclude the paper with a summary and outlook on future
work.

2. RELATED WORK
In recent years a number of research results have been

published on the privacy-preserving analysis and publishing
of spatio-temporal data and especially of trajectory data
[2]. Movement trajectories are especially sensitive because
they are inherently connected to a person’s regularly visited
places such as home and work as well as to places of private
activities such as leisure or medical treatment. It is there-
fore not sufficient to simply remove personal identifiers from
trajectory data for anonymization.

The most often used method for privacy-preserving anal-
ysis and publishing of trajectory data is k-anonymity. K-
anonymity ensures that if some set of attributes acts as
a quasi-identifier, at least k records exist that show the
same combination of attribute values [19]. For example,
an approach based on spatial generalization of trajectories
has been proposed in [16], [17] obtain k-anonymity based
on point matching between trajectories and provide recon-
structed trajectories from the anonymized database for pub-
lishing, and [1] extend k-anonymity based on the co-loca-
lization of trajectories. In difference to our approach k-
anonymity assumes that a trusted coordinator exists which
collects all data in a central database and compiles the k-
anonymous data set from it. As we assume an untrusted co-
ordinator in our setting, centralization of the original move-
ment trajectories is not possible.

Besides k-anonymity differential privacy has recently been

applied to trajectory data [3]. The general idea of differential
privacy [5] is to protect sensitive information in a database
by adding random noise to the result of user queries. How-
ever, again the assumption behind the approach is that a
trusted coordinator exists, which maintains the data in a
central database and which causes a perturbation in query
results.

Our approach provides information about the visiting of
locations and is therefore related to literature on privacy-
preserving usage of location-based services (LBS). A typical
approach to anonymize LBS queries is to apply spatial cloak-
ing [14, 9], which increases the spatial granularity of a user
location until a user-specified k-anonymity is reached. This
approach requires again a trusted anonymizer in order to
perform spatial cloaking. In addition, the spatial cloaking
of position information before position evaluation prevents
the detection of visits to given points of interest (POI). A dif-
ferent approach is for the evaluation of LBS queries is taken
by [7], who use cryptographic techniques to prevent that the
queried database knows which kind of information has been
retrieved from it. However, this technique is not applicable
to our monitoring task where the coordinator must gather
statistics in a privacy preserving way.

Hoh et al. [10] have proposed a distributed framework
for the privacy-preserving monitoring of traffic, which has
a similar architecture to our approach. The authors define
virtual trip lines (VTL) on street segments. Whenever a
node detects the crossing of a VTL, it submits a message
containing the VTL identifier and its current speed to a
central server. The messages are encrypted and passed to
an intermediate proxy, which hides the identity of the lo-
cal nodes from the analysis server. The local detection of
events (i.e. crossing a VTL or visiting a location, respec-
tively) as well as the usage of an anonymous communication
architecture is similar to our approach. However, the differ-
ent evaluated functions and response requirements result in
a different methodical treatment of visit events and of mes-
sage generation. On the one hand, [10] analyze the speed of
vehicles, while we are interested in advanced count statistics.
The former requires an immediate communication of events
as the traffic monitoring is performed in real-time. In this
way it is possible to provide total counts of passing vehicles.
However, repeated visits to a location or across alternative
locations cannot be identified. This means that only the one
of our global functions, namely gross visits, could be moni-
tored with the framework of [10] for the restricted case of a
visit class vc = 1 and a location set containing only a sin-
gle location, i.e. |L| = 1. On the other hand, the response
requirement at the end of a given time period in our appli-
cation allows communication reduction. First, we aggregate
several visit events over time. Second, if the visit count does
not change between to consecutive time periods, no update
of the count is required.

3. MONITORING OF VISIT QUANTITIES
In this section we formalize the visit quantification task.

We begin with the definition of basic elements of the visit
model. Afterwards we specify the quantities that shall be
evaluated and define the monitoring task. We conclude the
section with an example application of visit quantities. The
definitions in Sections 3.1 and 3.2 have been originally de-
fined in [11, 12] and are repeated here for the reader’s con-
venience. Note, however, that we adapted the definitions



slightly to allow a precise definition of the continuous mon-
itoring task.

3.1 Basic Elements of the Visit Model
A visit is a spatio-temporal interaction between a mobile

entity and a geographic location. Let e denote a mobile
entity and l a geographic location. An entity possesses a
trajectory function, which assigns the entity’s position to
each moment in time. More formally, given some tempo-
ral coordinate system TC and some geographic coordinate
system SC, we define a trajectory function as follows:

tr : TC → {{s} | s ∈ SC } ∪ ∅. (1)

Each position is specified as singleton set so that we can
perform set operations on the trajectory. The empty set is
assigned if the entity does not exist at the given time mo-
ment. Note that we assume that each entity is represented
by its center of mass. A location is a non-empty subset of
geographic coordinate space, i.e. l ⊆ SC , l 6= ∅. Further,
we will denote sets of entities and locations by E and L,
respectively.

Having formalized mobile entities and geographic loca-
tions, we can now define the interaction between them. We
hereby follow the definition of a visit as given in [11].

Definition 1. Given a mobile entity e, a geographic loca-
tion l and a time interval ε > 0, a visit is the tuple (l, e, t1, t2)
with t1, t2 ∈ TC , t1 < t2 for which the following holds

1. the intersection of l and tr(t) is non-empty for all t ∈
[t1, t2], i.e. l ∩ tr(t) 6= ∅ ∀t ∈ [t1, t2],

2. the time span [t1, t2] is maximal, i.e. there exists no
time interval [t∗1, t

∗
2] ⊇ [t1, t2] so that l ∩ tr(t) 6= ∅ ∀t ∈

[t∗1, t
∗
2],

3. the time interval of intersection is greater or equal to
ε, i.e. t2 − t1 ≥ ε.

The definition ensures that the duration of a visit is max-
imal, i.e. that it cannot be split into an infinite number
of visits of shorter duration. In addition, it requires that a
visit lasts a given minimum period of time, which can be set
according to application needs. This requirement allows to
distinguish, for example, the passage of a location from an
activity performed at the location.

Visit quantities evaluate the number of visit occurrences
with respect to a given time interval. We therefore utilize
the concept of a counting process to provide a mathematical
formalization.

Definition 2. For any t ∈ N0 let N(t) be a random vari-
able which denotes the number of occurrences of a specified
event within time span (0, t], the set {N(t)} of random vari-
ables forms a counting process. Without loss of generality
we define N(0) = 0.

The adaptation of this definition to the number of visits
of an entity e to a location l is straightforward. We hereby
assume that the observation period of the visit count is spec-
ified using a left open, right closed time interval τ = (t∗1, t

∗
2]

with t∗1, t
∗
2 ∈ TC and t∗1 < t∗2.

Definition 3. Given an arbitrary time interval τ = (t∗1, t
∗
2],

a location l, a mobile entity e and the resulting visits { (l, e, t1, t2) }

of e to l according to some minimum visiting time span
ε > 0, the elementary visit count of e and l in time interval
τ is defined as

NV (τ, l, e) =
∣∣∣ { (l, e, t1, t2) | t∗1 < t1 ≤ t∗2 }

∣∣∣.

Hereby | · | denotes the size of a set. As visits take place
over some time span [t1, t2], we define that all visits starting
within τ will be considered for the elementary visit count.
This ensures that the visit counts of consecutive time in-
tervals sum up to the visit count of the combined time
interval, i.e. for τ1 = (t∗1, t

∗
2] and τ2 = (t∗2, t

∗
3] we obtain

NV (τ1 ∪ τ2, l, e) = NV (τ1, l, e) + NV (τ2, l, e).

3.2 Visit Quantities
In previous work we have defined a family of quantities

to measure different aspects of the visit activity between
a set of locations and a set of mobile entities [11, 12]. In
general, the quantities can be defined from an entity or a
location point of view. For example, average visits can ei-
ther refer to the average number of visits per entity or to
the average number of visitors per location. In this paper
we focus on the entity point of view because quantities con-
sidering the location point of view can easily be obtained
in a privacy-preserving way using stationary sensors such as
light barriers. We therefore limit the definitions accordingly.

The first and most basic visit quantity is gross visits,
which denotes the total number of visits for a given loca-
tion and entity set within a given time interval.

Definition 4. Given a time interval τ , a location set L,
a set of entities E, the elementary visit count NV (τ, l, e)
∀l ∈ L, ∀e ∈ E and a visit class vc ∈ N0, the number of
gross visits of entities for visit class vc is defined as:

GVE (τ, L,E, vc) =
∑

e∈E |∑
l∈L

NV (τ,l,e)≥vc

∑

l∈L
NV (τ, l, e).

Definition 4 shows the extended version of the quantity,
which introduces a threshold vc, also called visit class, for
the minimum number of visits that an entity must show
in order to be included in the quantity. This allows, for
example, to analyze the proportion of visits that regular
customers of a shop contribute. If the visit class is set to
zero or one, all visit occurrences are included in the quantity.

The second quantity of interest is average visits, which
states the average number of visits of all considered entities.
Similarly to gross visits the quantity can be specified for a
visit class, averaging only visit counts of entities which reach
a minimum visit threshold. If the threshold is set to zero,
the average is calculated over all entities.

Definition 5. Given a time interval τ , a location set L,
a set of entities E, the elementary visit count NV (τ, l, e)
∀l ∈ L, ∀e ∈ E and a visit class vc ∈ N0, the number of
average visits per entity for visit class vc is defined as:

AVE (τ, L,E, vc) =
GVE (τ, L,E, vc)∣∣∣

{
e ∈ E | ∑l∈L NV (τ, l, e) ≥ vc

}∣∣∣
.

If no entity exists which reaches visit class vc, i.e.
∣∣∣
{
e ∈ E |

∑

l∈L
NV (τ, l, e) ≥ vc

}∣∣∣ = 0,



then the quantity average visits per entity for visit class vc
is undefined.

Finally, we define the quantity coverage, which states the
proportion of entities with a visit count of at least vc.

Definition 6. Given a time interval τ , a location set L,
a set of entities E, the elementary visit count NV (τ, l, e)
∀l ∈ L, ∀e ∈ E and a visit class vc ∈ N0, entity coverage for
visit class vc is defined as the proportion of entities which
have a visit count of at least vc:

CE (τ, L,E, vc) =

∣∣∣
{
e ∈ E | ∑l∈L NV (τ, l, e) ≥ vc

} ∣∣∣
|E| .

Given the above visit quantities we next define the visit
quantification monitoring task.

3.3 The Visit Quantification Monitoring Task
Given a set of consecutive time intervals T = {τ1, ..., τm}

with τi = (ti−1, ti], i = 1..m based on a sequence of time
moments t0 < t2 < ... < tm, a set of mobile entities E and a
set of arbitrary location sets Λ = {L1, L2, ..., Ln}, we want
to monitor the visit quantities gross visits (GVE ), average
visits (AVE ) and entity coverage (CE ) for entities of visit
class vc for all tuples (τ ∈ T,L ∈ Λ, E, vc ∈ N0).

Having formally defined the visit quantification monitor-
ing task, we give an example of its practical application in
the next section.

3.4 Example Application
The following example is meant for demonstration pur-

pose and is therefore placed in a small-world. Assume that
we have one city with ten inhabitants e1, e2, ..., e10. Assume
further that a company of a supermarket chain owns three
supermarkets l1, l2, l3 in the city. The company is interested
to weekly monitor (1) the total number of customer visits
to its stores as well as (2) the distinct number of customers.
In addition, it wants to (3) quantify the number of regular
customers with at least two visits per week. Finally, the
company wants to (4) know how often a customer visits a
stores on average given that he visited a store at all.

In a first step we need to specify the input parameters
for the visit quantities. The entity set in all four questions
consists of the city’s population, i.e. E = {e1, e2, ..., e10}.
The location set consists of the three supermarkets, i.e. L =
{l1, l2, l3}. The time interval τ is one week, e.g. calender
week 1. In this time interval we assume that the following
number of visits occur.

Table 1: Number of visits in small-world example
e1 e2 e3 e4 e5 e6 e7 e8 e9 e10

NV (τ, l1, ei) 0 1 0 0 1 1 0 1 0 0
NV (τ, l2, ei) 1 0 1 0 0 2 0 0 0 0
NV (τ, l3, ei) 0 0 0 0 1 0 0 0 1 2
∑
l∈L

NV (τ, L, ei) 1 1 1 0 2 3 0 1 1 2

Question (1) can be answered by calculating the gross
visits for visit class vc = 1, i.e. GVE (τ, L,E, 1) = 12.
The number of distinct customers in question (2) is ex-
pressed by the quantity coverage using visit class vc = 1,

i.e. CE (τ, L,E, 1) = 0.8 (specified relative to the size of the
entity set). In order to determine regular customer with at
least two visits per week for question (3), we have to increase
the visit class to vc = 2, i.e. CE (τ, L,E, 2) = 0.3. Finally,
question (4) is answered by the quantity average visits for
visit class vc = 1, which calculates the average using only
entities with at least one visit, i.e. AVE (τ, L,E, 1) = 1.5.

4. DISTRIBUTED PRIVACY-PRESERVING
COMPUTATION OF VISIT QUANTITIES

The definition of visit quantities relies on the individual
visits between each entity and location. However, submit-
ting each detected visit in a privacy-preserving on-line fash-
ion similar to [10] does not allow to compute visit quantities
because repetitive visits to the same location or to other lo-
cations in a given location set cannot be determined. Yet,
attaching an entity identifier to the messages infringes pri-
vacy because it enables the coordinator to reconstruct the
entity’s visit history.

Our approach therefore performs further local aggregation
steps before communicating. This enables not only the cal-
culation of visit quantities in a privacy-preserving way but
reduces at the same time communication due to the tempo-
ral aggregation of visits. Our approach utilizes the concept
of k-visiting entities and the frequency distribution of k-
visiting entities as defined in [11, 12]. In this previous work,
however, it has been assumed that trajectory information is
provided in a central database. In this work we will show
how the frequency distribution of k-visiting entities can be
computed in a distributed setting based on local aggrega-
tion such that the global aggregation can be achieved using
anonymous data (without entity identifiers) only.

In this section we will first introduce the necessary for-
mal definitions and then show how they can be applied in a
distributed inference framework.

4.1 Local and Global Aggregation
The local aggregation of information is only meaningful

in a distributed framework if the resulting statistics can be
used to derive the required global statistics. In our scenario
the local aggregation summarizes the elementary visit counts
of all locations in a location set for a given entity. An entity
that has visited a certain location set k times is denoted as
a k-visiting entity.

Definition 7. Given a time interval τ , a location set L, an
entity set E, the elementary visit count NV (τ, l, e) ∀l ∈ L
and ∀e ∈ E and a non-negative integer k ∈ N0, a k-visiting
entity is an entity e ∈ E such that

∑

l∈L
NV (τ, l, e) = k.

Each entity monitors its own visits to a given location set
and submits the aggregated visit count to the coordinator.
More formally we define a local aggregate as follows.

Definition 8. Given a time interval τ , a location set L, an
entity e ∈ E and the aggregated visit count k as defined in
Definition 7, the local aggregate is defined as

lae(τ, L) = (τ, L, k).



Note that the local aggregate lae(τ, L) in particular does
not contain the identifier of e, hence lae(τ, L) is anonymous
when being transmitted to the coordinator.

In the following we define the global aggregate maintained
at the coordinator, which is the frequency distribution of k-
visiting entities.

Definition 9. Given a time interval τ , a location set L, an
entity set E, the entities’ aggregated visit count

∑
l∈L NV (τ, l, e)

∀e ∈ E and a non-negative integer k ∈ N0, the k-visiting
entity frequency f=k

E (τ, L,E) is defined as the number of
entities with a visit count of exactly k, i.e.

f=k
E (τ, L,E) =

∣∣∣
{
e ∈ E |

∑

l∈L
NV (τ, l, e) = k

}∣∣∣.

Definition 10. Given a time interval τ , a location set L,
an entity set E and the k-visiting entity frequency f=k

E (τ, L,E)
∀k ∈ N0, the frequency distribution of k-visiting entities is
the ordered set

DkE (τ, L,E) = ( f=k
E (τ, L,E) | k ∈ N0 ).

As shown in [11], all visit quantities defined in Section 3.2
can be derived from the frequency distribution of k-visiting
entities DkE (τ, L,E).

Corollary 1.

GVE (τ, L,E, vc) =
∑

k≥vc
k · f=k

E (τ, L,E)

AVE (τ, L,E, vc) =

∑
k≥vc k · f=k

E (τ, L,E)
∑
k≥vc f

=k
E (τ, L,E)

CE (τ, L,E, vc) =

∑
k≥vc f

=k
E (τ, L,E)

∑
k≥0 f

=k
E (τ, L,E)

In the next section we will show how the global aggregate
from Definition 9 can be computed from the local aggregates.

4.2 Distributed Computation
The entities monitor the occurrence of visits locally and

increase the elementary frequency count if a location has
been visited. At the end of the monitoring period τ the
entities determine the parameter k for each location set L ∈
Λ and submit the local aggregate lae in a message of the
form

(τ, L, k) (2)

to the coordinator. We now model the set of messages
received by the coordinator at the end of time period τ .

Definition 11. The set of all local aggregates generated in
time interval τ for all location sets L ∈ Λ by all entities
e ∈ E is defined as

LAτ =
⋃

L∈Λ
e∈E

{ lae(τ, L) } .

The following lemma shows that the k-visiting entity fre-
quency (Definition 9) which is necessary to form the global
aggregate maintained by the coordinator can be derived
from the set of all local aggregates.

Lemma 1.

f=k
E (τ, L,E) =

∣∣∣ {(τ, L∗, k∗) ∈ LAτ | L∗ = L, k∗ = k}
∣∣∣

Proof.∣∣∣ {(τ, L∗, k∗) ∈ LAτ | L∗ = L, k∗ = k}
∣∣∣ = (by Def. 11)

∣∣∣
⋃

e∈E

{
lae(τ, L) | k∗ = k

}∣∣∣ = (by Def. 7)

∣∣∣
⋃

e∈E

{
lae(τ, L) |

∑

l∈L
NV (τ, l, e) = k

}∣∣∣ =

∣∣∣
{
e ∈ E |

∑

l∈L
NV (τ, l, e) = k

}∣∣∣ = (by Def. 9)

f=k
E (τ, L,E)

In a practical implementation the coordinator maintains
a separate frequency distribution for each location set and
time interval. In addition, he provides each entity with a
location database specifying the geometries of the locations,
a database containing the relevant location sets Λ and a
database containing the relevant time intervals T for the
monitoring task.

Based on the identifier of the time interval and location
set, the coordinator increases on each update the k-visiting
entity frequency of the respective k. After all messages have
arrived, the coordinator is in possession of the frequency dis-
tribution of all location sets and can evaluate the requested
visit quantities. The entities reset their internal frequency
counts to zero and begin with the monitoring of the next
time interval.

Let us return to our example in Section 3.4. The set of
all local aggregates would look as follows:

LAτ = { (τ, L, 1), (τ, L, 1), (τ, L, 1), (τ, L, 0), (τ, L, 2),

(τ, L, 3), (τ, L, 1), (τ, L, 1), (τ, L, 1), (τ, L, 2) }.
Further, the global statistic can be computed at the coor-

dinator using Lemma 1 (excluding the arguments for read-
ability):

DkE (τ, L,E) = ( f=0
E = 2, f=1

E = 5, f=2
E = 2, f=3

E = 1,

f≥4
E = 0 ).

Referring to Corollary 1 the coordinator can then compute
the answers to questions 1-4 as explained in the example
Section 3.4.

Regarding communication reduction, we can exploit the
fact that an entity may have visited only a few location sets
depending on the geography of the sets and the movement
habits of the entity. One strategy for communication reduc-
tion is therefore to submit only messages if k > 0. Given
that some dummy location set is provided to which all en-
tities must report, the frequency of 0-visiting entities can
easily be calculated at the coordinator.

With the beginning of the second observation period, an-
other strategy can be applied to reduce communication. En-
tities report only on a location set if their respective k has
changed in comparison to the previous time interval. In this
case an update consists of two parts: the kcurr of the cur-
rent time interval and the kprev of the previous time interval.
For privacy reasons the update information should be sub-
mitted in two separate messages so that the coordinator is



not provided with a link to historic visit information. More
precisely, the update messages for the current time interval
have the form

(τ, L, kcurr,+) and (τ, L, kprev,−). (3)

Before starting message processing, the coordinator copies
the frequency distributions of the old time interval. Depend-
ing on the token “+“ or “-“ in each message, he increases or
decreases the frequency of k-visiting entities in the stated
location set (see Figure 2). Whether this strategy is more
or less efficient than the first update strategy depends on the
monitored location and entity sets as well as the length of
the time intervals. The choice of strategy has therefore to be
verified for each application anew. Further, future work on
communication reduction in the context of the LIFT project
[13] is discussed in Section 7.

Figure 2: Alternative update process

4.3 Communication Architecture
In the above defined update messages no entity identifier is

provided. However, depending on the used communication
protocol, the sender of a message may be uniquely identi-
fied via the communication protocol header. This, however,
would allow the coordinator to link submitted messages of
an entity and to reconstruct its visit history. In order to
prevent an identification, communication architectures such
as onion routing [8] can be applied, which hide the source
identifier.

Figure 3: Communication architecture

Figure 3 shows the communication architecture of our ap-
proach. A layer of one (or more) proxies is introduced be-
tween the nodes and the coordinator. The nodes encrypt
their messages so that the anonymizer cannot read the mes-
sage content. The anonymizer, e.g. similar to the web

anonymization service Tor [20], exchanges the message be-
tween several proxies so that the origin of the message is
protected and finally forwards the message to the coordina-
tor. The coordinator decrypts the message and updates the
frequency distribution of k-visiting entities according to the
specified pattern and time interval.

5. PRIVACY CONSIDERATIONS
We assume an attacker model in which either the cen-

tral coordinator is untrusted or the adversary overhears all
communication being received at the coordinator, such that
the adversary can build a mirrored database containing all
information found in the coordinator’s database. Our goal
is that the attacker can neither infer the current location
of a user nor build a personal mobility profile. Recall from
the discussion in section 4.3 that communication to the co-
ordinator is anonymized w.r.t. the sender addresses (e.g.
IP number) in such a way that different messages originat-
ing from the same sender cannot be related to each other.
Hence, a simple aggregation of information from different
messages just based on the sender addresses is prevented by
technical infrastructure means. Hence, the adversary may
only rely on the contents of individual messages for trying
to retrieve information that would allow to set up a personal
mobility profile.

The local aggregate contained in a message is formally
defined in Definition 8. From the very definition, it does
not contain any person related information, but the attacker
might try to use the information as quasi-identifier [4] -
for example, a location set containing the “White House”
would basically reveal some of the mobility behavior of a
very restricted set of persons. In addition, identification
may be possible if a user has very extreme visit counts
which only very few people may reach, such as an ani-
mal keeper in a zoo. In fact, the level of anonymity re-
lated to this kind of attack can be directly specified from
our model in terms of k-anonymity. In order to distin-
guish between the parameter in the anonymity model and
our visit model, we will use the calligraphic letter K to re-
fer to the former. Given the global aggregate DkE (τ, L,E)
of some location set, the level of K-anonymity is given by
K = min

{
f=k
E (τ, L,E) | f=k

E (τ, L,E) > 0
}

. I.e. the small-
est positive frequency of k-visiting entities determines the
anonymity threshold. Translated to a database representa-
tion, the derivation of K becomes obvious. Each distribution
DkE (τ, L,E) can be disaggregated in a table with one col-
umn containing the for each entity the value k of visits to
the given location set. As the table contains only a sin-
gle column, the minimum number of entities with the same
k correspond to the anonymity level. Considered over the
power set of all possible location sets, the lower boundary
of anonymity is always given by a set containing a single
location. The maximal information that an adversary may
retrieve from a violation of some anonymity threshold, how-
ever, is the frequency count of an entity for the location set
and time interval in question. It is not possible to retrieve
mobility profiles involving any other (spatially distant) lo-
cations. Note, however, that privacy can only be protected
if the coordinator and the anonymizer do not cooperate.

The current position of a user is not revealed because only
aggregated statistics are transmitted to the server. Aggrega-
tion takes place over time and possibly over space. Clearly,
the longer the monitored time interval is, the stronger the



aggregation. Spatial aggregation can be achieved in several
ways. As the locations within a location set represent alter-
native location choices the anonymity level increases with
the size of the set. Furthermore, a typification of locations
can be applied. I.e. instead of monitoring specific locations,
all locations of a certain type (in a given region) are included
in a location set. Typification can also be performed locally
if the coordinator shall not know the exact position of some
location. For example, the “home” of a user might locally
be resolved for visit detection, however a location identifier
referring only to the type of location (i.e. “home”) and not
to its position should be transmitted to the coordinator.

Finally, as further discussed in the next section, our ap-
proach supports the voluntary participation of a user. Count
statistics can always be extrapolated if the sample size is
known (assuming representativity). Due to the indepen-
dence treatment of location sets, users may participate only
in the monitoring of selected sets given that for each set the
number of not responding users is known. Thus the user has
the full control in which monitoring tasks to participate and
in which others not.

6. DISCUSSION

6.1 Flexibility and Fields of Application
The interpretation of a visit is very flexible and depends

on the provided location and entity set. Visit quantities can
therefore be applied to a wide range of applications. Origi-
nally, [11, 12] introduced visit quantities to provide a formal
definition for poster performance measures used in outdoor
advertising, i.e. to quantify how many people pass how of-
ten a given poster campaign. More generally, visit quantities
can be used to provide aggregated statistics about the us-
age of any kind of service which requires the presence at a
specific location (e.g. a supermarket, cinema or tourist at-
traction). Locations, however, are not required to be points
of interest. Locations may also be street segments in order
to observe road usage, a spatial grid on a whole region or
even whole cities in order to analyze commuter behavior.

For many statistics, however, it is necessary to have infor-
mation about sociodemographic characteristics (e.g. gender,
age group) or about the city of residence of a person. Our
approach can be easily extended to provide this informa-
tion by including such information in the message contain-
ing the local aggregate. The coordinator then maintains a
separate global statistic for each sociodemographic group.
With respect to privacy this extension means that in order
to achieve K-anonymity the frequency of k-visiting entities
has to reach at least K for each appearing combination of
sociodemographic characteristics.

In addition, instead of monitoring visit events to location
sets, locations may be combined to form spatio-temporal
patterns. In complementary work we have shown that the
monitoring of such patters can be done efficiently [6]. How-
ever the implications for user privacy have to be carefully
considered because mobility patterns represent a kind of user
profile.

6.2 The Users’ Right to Have a Say
One of the basic characteristics in traditional question-

naires is the possibility of a user to refuse to answer. This
possibility should be available in any type of mobility survey
as a matter of principle as well so that every user can decide

whether the disclosure of a certain information infringes his
privacy or not. Our approach fully supports this concept.
As the evaluation of visits to location sets is locally per-
formed, a user can be allowed to control which location sets
to monitor and which not. For example, a user may decide
to monitor only location sets with at least 10 locations or
to exclude specific types of locations such as hospitals. In
addition, a user can decide which kind of sociodemographic
information he is willing to disclose.

When computing globals statistics it is of course neces-
sary to know how many users declined to monitor a specific
location set or sociodemographic attribute. However, this
information can be communicated during an initialization
phase and has to be updated only if the user decides other-
wise. Of course, the denial of information may influence the
representativity of a data sample. However, this problem
arises in any type of survey. To sum up, our approach has
no methodical restriction that prevents to support opt-out.

6.3 Practicability
One major concern when applying our approach in prac-

tice is whether mobile resource-constrained devices possess
enough processing power to perform local evaluation. To
this end we have implemented a prototype of a local node
on an Android mobile phone (details of the implementation
are described in [6]). The local mobility model is computed
by processing a stream of GPS updates as provided by an
Android Location Provider through a hierarchy of filters.
The input for our implementation consists of: (1) an infinite
stream of GPS-sensed location updates, (2) a given set of
interesting locations to be monitored, (3) a set of patterns
with the set of interesting locations as domain, including
location sets as defined in this work as a special case.

For achieving an efficient implementation on the mobile
device, we spread the task of pattern matching over a filter
hierarchy that is fed with the stream of GPS input data.The
implementation is quite efficient and the pattern matching
can process the matching of 800,000 locations and up to
10,000 complex patterns in less than one second on a Sam-
sung Galaxy SII (I9100). For handling more locations or
more patterns, measures can be taken to reduce the number
of GPS position updates by configuring the Android Loca-
tion Provider appropriately or by adding intermediate GPS
smoothing filters. For example, for a frequency of 5 seconds
per position update request, our application can efficiently
scale up to at least 800,000 locations and over 300,000 com-
plex patterns.

7. CONCLUSION AND FUTURE WORK
We have described a distributed approach to enable the

privacy-preserving monitoring of visit quantities. In contrast
to most other work, this approach can work even under the
assumption of an untrusted coordinator. The key to privacy
is the local evaluation of trajectory information. The orig-
inal mobility information is kept on the local device only
and never sent to the coordinator. The information which
is sent does not contain any personal identifiers and is thus
safe from a privacy point of view. We have shown how the
coordinator can derive the global frequency distribution of
k-visiting entities from the set of all local aggregates. The
communication architecture comprises web anonymization
techniques that prevent the coordinator e.g. from learn-
ing the local node’s IP-address. In the privacy analysis we



have discussed a number of possible privacy attacks and have
shown how to relate our approach to k-anonymity.

In future work we aim for a further extended formalization
of the attacking scenarios, possibly tailored to some of the
application fields described in the last section. Furthermore,
we want to test the theory implemented on a mobile device
as described above in a number of real-world scenarios.

This platform will serve to further investigate communica-
tion-efficient and privacy-preserving inference in distributed
systems, as is currently explored in the LIFT project [13]. In
the context of this project, we aim at the on-line monitoring
of global non-linear phenomena from massively distributed
streams of data. The basic approach of LIFT technology for
the reduction of communication overhead is to build local
mobility models on each device and to communicate only
significant changes to a central coordinator, which is com-
puting the global model. The basic approach thereby is
to define a so-called SafeZone, in which the local model can
safely vary without notifying the global coordinator [18]. As
the user base of a mobile service increases, efficient strategies
of local inference and communication become increasingly
important. An important avenue for research are sampling
techniques, so that, for further communication reduction,
a protocol is designed that allows a node to submit local
information only with a pre-specified probability.
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Abstract. Two fundamental tasks of mobility modeling are (1) to track
the number of distinct persons that are present at a location of interest
and (2) to reconstruct flows of persons between two or more different
locations. Stationary sensors, such as Bluetooth scanners, have been ap-
plied to both tasks with remarkable success. However, this approach has
privacy problems. For instance, Bluetooth scanners store the MAC ad-
dress of a device that can in principle be linked to a single person. Unique
hashing of the address only partially solves the problem because such a
pseudonym is still vulnerable to various linking attacks. In this paper we
propose a solution to both tasks using an extension of linear counting
sketches. The idea is to map several individuals to the same position
in a sketch, while at the same time the inaccuracies introduced by this
overloading are compensated by using several independent sketches. This
idea provides, for the first time, a general set of primitives for privacy
preserving mobility modeling from Bluetooth and similar address-based
devices.

1 Introduction

With advancing sensor technology and spread of mobile devices, mobility mod-
eling and monitoring is becoming a topic of high interest. Two specific tasks are
crowd monitoring, i.e., counting the number of people in an area, and flow mon-
itoring between locations, i.e., counting the number of people moving from one
place to another within a given time interval. 1 Both have several applications in
event surveillance, traffic planning and marketing [8, 13]. Moreover, being able
to estimate flows allows to construct origin-destination (OD) matrices. These
OD-matrices are an important tool in many GIS applications, notably traffic
planning and management [3].

Today’s sensor technologies such as GPS, RFID, GSM, and Bluetooth have
revolutionized data collection in this area, although significant problems remain
to be solved. One of those problems are privacy concerns. They mandate that,
while the count of groups of people can be inferred, inference on an individual
person remains infeasible. Directly tracing IDs through the sensors violates this

1 In this paper, we use the term ‘flow’ always as a short-hand for ‘flow between two
or more locations’.
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Fig. 1: The two mobility modeling tasks addressed in this paper: (a) crowd mon-
itoring and (b) flow monitoring.

privacy constraint, because the amount of information stored allows for linking
attacks. In such an attack, sensor information is linked to additional knowledge
in order to identify a person and infer upon her movement behavior. Hence,
application designers have to design and use new, privacy preserving methods.

The contribution of this paper is to provide a general set of primitives for
privacy-preserving mobility monitoring and modeling using stationary sensor
devices. Following the privacy-by-design paradigm [14, 18], we present a method
that stores just enough information to perform the desired inference task and
discards the rest. Thereby, privacy constraints are much easier to enforce.

Technically, the method we propose is based on Linear Counting sketches
[23], a data structure that allows to probabilistically count the distinct amount of
unique items in the presence of duplicates. Linear Counting not only obfuscates
the individual entities by hashing, but furthermore provides a probabilistic form
of k-anonymity. This form of anonymity guarantees that, by having access to all
stored information, an attacker can not be certain on a single individual but can
at most infer upon k individuals as a group. Furthermore, Linear Counting is
an efficient and easy to implement method that outperforms other approaches
in terms of accuracy and privacy on the cost of higher memory usage [16].

The rest of the paper is structured as follows. After discussing related work
in section 2, we describe the application scenarios in section 3. In section 4
we present our extension to the linear counting method and give a theoretical
analysis of the error as well as theoretical accuracy guarantees. Subsequently,
we analyze the privacy of our method in section 5. In section 6 we conduct
extensive experiments on the accuracy of Linear Counting and flow estimation
under different privacy requirements to test our approach. These experiments
have been carried out on a a real-world simulation. Section 7 concludes with a
discussion of the results and pointers to future directions.

2 Related Work

The basic tool we are using in this paper are sketches (see Cormode et al. [7]
for a good general introduction). Sketches are summaries of possibly huge data
collections that, on the one hand, discard some information for the sake of space



efficiency or privacy, but that, on the other hand, still contain enough information
to restore the current value of certain variables of interest. Sketches are a very
universal tool and have been successfully applied for inferring heavy hitters,
moments of a distribution, distinct elements, and more. The general idea of
using sketches for privacy is described in Aggarwal and Yu [1] and Mir et al.
[17]. The first relates the privacy of a sketch to the variance of the estimator.
The latter discusses privacy paradigms that go beyond differential privacy [9]
and address security as well. They use various techniques for achieving privacy,
notably adding noise. In our approach, we do not employ noise as a source of
privacy. However, due to the probabilistic nature of our method, noise has no
excessive impact on the accuracy. Hence, adding noise to improve privacy can
be combined with our method.

The crucial task in this paper is to count the number of distinct objects at a
location (see Gibbons [11] for a general overview on approaches for this problem).
The method discussed in our paper, Linear Counting, is first described in [23]. So
far, it has received relatively little attention, because it is not as space efficient as
log-space approaches such as FM sketches, and traditionally sketches have mainly
been used to provide short summaries of huge data collections. However, in the
context of privacy preservation in the mobility modeling scenarios of this paper,
space is not so much an issue as is accuracy. To this end, recently very positive
results are reported for comparisons of Linear Counting with FM sketches and
other methods [16, 12]. Especially for small-sized sets, Linear Counting has often
an advantage in terms of accuracy. A further advantage of Linear Counting is
that the estimator has a clear probabilistic derivation as a maximum likelihood
estimator, thus providing an attractive theoretical framework for analysis. Hence,
for our scenario, Linear Counting is a promising choice.

The idea of using Linear Counting for stationary sensors, specifically Blue-
tooth measurements, recently has also been described by Gonçalves et al. [12]
and similar work for mobile devices is reported in Bergamini et al. [4]. However,
here, for the first time, we describe extensions of the basic Linear Count sketches
that can be used to monitor flows between locations as well as to compensate
for the precision loss incurred for raising privacy.

Our approach for tracking flows is based on the ability to compute the inter-
section of sketches. A general method for computing general set expressions from
sketches is described in Ganguly et al. [10]. Though highly general, the approach
is ruled out for our application because the scheme requires to store information
at the coordinator which could be used for identifying persons and thus is not
privacy aware—it should be noted that it was not build for that purpose.

3 Application Scenarios

In the following, the two application scenarios in mobility monitoring covered
by this paper are described. The general setup in both applications is using
stationary sensor devices centralizing their sensor readings at a coordinator.

In general, a well-studied approach to monitoring people in an area is to use
sensors that count the number of mobile devices in their sensor radius [11, 12],



such as Bluetooth, or GSM scanners. From the amount of mobile devices, the
actual amount of people can be estimated by assuming a stable average fraction
of people carrying such a device [15].

A stationary sensor S scans periodically for devices in its sensor range. Each
device is identifiable by its address a from a global address space A. The
stream of sensor readings of a sensor S is defined by RS ⊆ A × R+ where
(a, t) ∈ RS means that S has read a device address a at time stamp t. For a mea-
surement interval T = [b, e] ⊆ R+, the readings of sensor S in this time interval
is denoted by RTS = {a ∈ A|∃t ∈ T : (a, t) ∈ RS}. In both application scenarios,
the sensor readings are evaluated to solve the application-specific problem.

3.1 Crowd Monitoring

In major public events, such as concerts, sport events or demonstrations, con-
tinuously monitoring the amount of people in certain areas is a key tool for
maintaining security. It is vital for the prevention of overcrowding as well as for
allocating security and service personnel to the places they are needed most.

To monitor an area using stationary sensor devices, a set of sensors S is
distributed over the area such that the union of their sensor ranges covers the
complete area (see fig. 1(a)). The sensor readings are then centralized at a co-
ordinator and evaluated.

For a single sensor S, the count distinct of devices that have been present in
its range during a time interval T is

∣∣RTS
∣∣. The count distinct of devices present

in an area covered by two sensors S and S′ is the union of devices present in
each sensor range, i.e.,

∣∣RTS∪S′
∣∣ = |RTS ∪RTS′ |. In practice, sensor ranges usually

overlap so that simply taking the sum of individual distinct counts of devices
overestimates the true number of devices, whereby the error is proportional to the
size of the sensor range intersections. Without privacy restrictions, this problem
can be solved by centralizing the read device addresses or a unique hash of
them to eliminate duplicates. However, when addresses or unique identifiers are
centralized, devices can be tracked and linked to real persons, thereby violating
common privacy constraints.

To solve this problem, we use linear counting that has been introduced as
an accurate and privacy preserving method for estimating the number of distinct
items in the presence of duplicates. Linear counting is a sketching technique, i.e.,
the vector of sensor readings is compressed to a lower dimensional vector, the so
called sketch in such a way that a desired quantity can still be extracted suffi-
ciently accurate from the sketch. The linear count sketch maintains privacy by
deliberately compressing the sensor readings with a certain amount of collisions,
such that a deterministic inference from a sketch to an address is impossible. A
detailed analysis of the privacy aspect is provided in section 5.

The distinct amount of people in an area covered by several overlapping sen-
sors is estimated by combining the individual sketches to a sketch of the union of
sensor ranges. The method is described in section 4.1. For that, only the sketches
have to be stored and send to the coordinator so that privacy is preserved at a
very basic level. This provides two general primitives for monitoring the amount
of entities in an area: linear count sketches for privacy-preserving estimation of



the count distinct of mobile entities in a sensor radius and estimation of the
distinct count of entities in an area defined as the union of sensor ranges.

3.2 Flow Monitoring

The flow of mobile entities, such as pedestrians, cars or trains, is a key quantity
in traffic planning. Streets, rails and public transportation networks are opti-
mized to handling these flows. For a given set of locations, all flows between the
locations can be combined in the form of an origin-destination matrix. These
matrices are an important tool in traffic management [2].

Flows of mobile entities between a set of locations can be estimated using
stationary sensors [3]. For that, given a set of locations of interest, a sensor is
placed at each location (e.g., see fig. 1(b)). For a given time period, the flow
between two locations denotes the amount of mobile entities that have been
present at one location at the beginning of that time period and present at the
other location at the end of the period. An entity is present at a location, if it
is staying within the range of the sensor placed at that location. Thus, given a
time interval at the beginning of the period, Tb, and one at the end, Te, the flow
between two sensors S and S′ is defined as v (S, S′) = |{a ∈ A | a ∈ RTb

S ∧ a ∈
RTe

S′ }|. For convenience, we assume that sensor ranges do not overlap. In the case
of overlap, this notion of flow has to be extended so that the number of mobile
devices that stayed in the intersection is handled separately.

The existing approaches to flow monitoring with stationary sensors rely on
tracing unique identifiers through the sensor network. Hence, identifying and
tracking a specific device, i.e., a specific person, is possible in monitoring sys-
tems as soon as the identifier can be linked to a person. Again, this violates
common privacy restrictions. In order to monitor flows in a privacy-preserving
manner using linear count sketches, the definition of flow is modified to be able
to express the flow as the intersection of sensor readings of different time inter-
vals. Therefore, let Tb and Te be disjoint time intervals as in the aforementioned
definition of flow, then the flow can be expressed as v (S, S′) = |RTb

S ∩ RTe

S′ |.
In section 4.2, we show how local linear count sketches can be combined in a
privacy-preserving manner to estimate the size of an intersection.

The extension to paths of arbitrary length is straightforward. Given three
consecutive, disjoint time intervals T1, T2, T3, the flow on a path S1 → S2 → S3

can be represented as |RT1

S1
∩ RT3

S2
∩ RT3

S3
|. However, the accuracy of the flow

estimation is highly dependent on the size of the intersection compared to the
original sets. Moreover, the accuracy drops drastically in the number of inter-
sections, thereby limiting the length of paths that can be monitored. To boost
the accuracy and thereby ensure applicability, we present an improved estimator
that uses a set of intermediate estimators and their mean value in section 4.3.

An OD-matrix L for a set of locations {l1, ..., lk} is defined as the flow between
each pair of locations, i.e., L ∈ Rk×k with Lij = v (li, lj). By placing a sensor at
each location, that is, sensor Si is placed at location li, an OD-matrix L can be
estimated by Lij = v (Si, Sj). This provides another mobility mining primitive:
the estimation of flows, paths and OD-matrices based on the intersection of
sensor readings.



4 Extending Linear Counting

In this section, we present the technical solution to the application scenarios
introduced in section 3. We start by recapitulating Linear Counting sketches,
which serve as fundamental tool. In particular, for the flow-monitoring it is
necessary to extend this sketching technique to monitoring the size of an inter-
section of two or more sensor readings. For both application scenarios, privacy
preservation demands that we use basic sketches at the sensors with relatively
high variance in their estimates. This variance even increases when estimating
intersections. In order to increase the accuracy again on the output layer, we
present an improved estimator that reduces the variance by combining several
independent sketches.

4.1 From Sensors to Sketches
Given the sensor readings RTS = {a ∈ A | ∃t ∈ T : (a, t) ∈ RS} of a sensor
S during a time interval T , the goal is to represent the number of distinct
devices observed without explicitly storing their addresses. A problem of this
kind is referred to as count distinct problem, which can be tackled by Linear
Counting sketches [23]. They have originally been introduced to estimate the
number of unique elements within a table of a relational database.

In our scenario, this means that, instead of storing all readings within a
measurement interval T , a sensor just maintains a binary sketch sk

(
RTS
)
∈

{0, 1}m of some fixed length m. The sketch is determined by a hash map
h : A → {0, . . . ,m − 1}, for which we assume the uniformity property that
for all a ∈ A and all k ∈ {0, . . . ,m − 1} it holds that P(h(a) = k) = 1/m.
For practical purposes this can be approximately achieved by choosing, e.g.,
h(a) = ((va + w) mod p) mod m, for random numbers v, w ∈ N and a fixed
large prime number p. Other choices of hash functions are possible (see e.g.,
Preneel [19]).

A sensor maintains its sketch as follows. At the beginning of the measurement
interval it starts with an empty sketch (0, . . . , 0), and on every address a ∈ A
read, until the end of the interval, the sketch is updated by setting the h(a)-th
position to 1. For the whole measurement interval this results in a sketch

sk
(
RTS
)

[k] =

{
1 , if ∃a ∈ RTS , h(a) = i

0 , otherwise
.

In our application scenarios, a global population of mobile entities P ⊆ A of
size |P| = n is monitored with a set of sensors. The size of the global population
n is an upper bound to the number of mobile entities in a sensor reading. In
each sensor reading, a subset of the global population is captured, i.e., RTS ⊆ P,
thus |RTS | ≤ |P|, or nS ≤ n (from now on denote nS as |S|).

The number of distinct addresses within a sensor reading can then be es-
timated based on the sketch as follows. Assume a sensor reading RTS with∣∣RTS

∣∣ = nS and the respective sketch sk
(
RTS
)
. Let uS denote the number of zeros

in the sketch and vS = uS/m the relative zero count. Now, the maximum like-
lihood count estimator for the number of distinct items nS is n̂S = −m ln vS .



Whang et al. [23] shows that the expected value, and the variance of this esti-
mator are asymptotically well-behaved. Here, asymptotically refers to the limit
for increasing n while the loadfactor t = n/m and the relative size cS = nS/n
of S are kept constant. With this notion of limit, that we simply denote by lim
for the remainder of this paper, the expected value and the variance can be
expressed as

limE[n̂S ] = nS + (enS/m − nS/m− 1)/2 = nS (1)

limV(n̂S) = m
(
enS/m − nS/m− 1

)
, (2)

respectively. Hence, asymptotically, the estimator is unbiased and has a bounded
variance. Standard concentration inequalities can be used to convert this result
into probabilistic error guarantees.

In the crowd monitoring scenario, the size of the global population n can
be estimated as the size of the union of all individual sensor readings. By con-
struction of the sketches, it is possible to build a sketch of the union of sensor
readings RTS and RTS′ by combining the individual sketches with the point-wise
binary OR operation (i.e., sk

(
RTS
)

[k] ∨ sk
(
RTS′

)
[k] is equal to 1 if and only if

sk
(
RTS
)

[k] = 1 or sk
(
RTS′

)
[k] = 1). The following statement holds:

Proposition 1 (Whang et al. [23]). Let RS1
, ...,RSk

be readings of a set of
sensors S = S1, ..., Sk. The sketch constructed from the union of these readings
can be obtained by calculating the binary or of the individual sketches. That is,

sk

(
k⋃

i=1

RSi

)
=

k∨

i=1

sk(RSi
) .

This is already sufficient to continuously track the total number of distinct ad-
dresses in the crowd monitoring scenario: for a pre-determined time resolution,
the sensor nodes construct sketches of their readings, send them to a monitor-
ing coordinator, and start over with new sketches. As required by the applica-
tion, the coordinator can then compute the estimate of distinct count of mobile
entities based on the OR-combination of all local sketches. However, for the
flow-monitoring scenario we have to be able to compute the number of distinct
addresses in the intersection of sensor readings. Therefore, we have to extend
the Linear Counting approach.

4.2 Intersection Estimation

In the following, a method is presented for estimating the intersection of two sets
using linear count sketches. The sketch of the intersection cannot be constructed
from the individual sketches (note that using the binary ’and’ operation on the
two sketches does in general not result in the correct sketch of the intersection).
Therefore, this method is based on the inclusion-exclusion formula for sets. That
is, we can express the size of the intersection of two sets A,B as |A ∩ B| =
|A| + |B| − |A ∪ B|. The estimator for the intersection of two sensor ranges is



defined in a similar way, using the estimators for each sensor and their union. Let
n̂S , n̂S′ denote the estimator for

∣∣RTS
∣∣, respectively

∣∣RTS′
∣∣. Let furthermore n̂S∪S′

denote the estimator based on the sketch of the union of the sensor readings RTS
andRTS′ as defined in proposition 1. Then the intersection estimator is defined
as

ñS,S′ = n̂S + n̂S′ − n̂S∪S′ (3)

It turns out that also this estimator asymptotically is unbiased and has a bounded
variance. The first follows directly from the linearity of the expected value. Thus,
we can note:

Proposition 2. For a constant loadfactor t and constant fractions cS , c
′
S, the

estimator ñS,S′ is asymptotically unbiased, i.e., limE[ñS,S′ ]/|S ∩ S′| = 1.

Furthermore, we can bound the variance of our estimator by the variance of
the union estimator. This implies that resulting probabilistic error guarantees
become tighter the closer the ratio |S ∩ S′|/|S ∪ S′| is to one.

Proposition 3. Asymptotically, the variance of the intersection estimator ñS,S′

is bounded by the variance of the count estimator for the union, i.e., limV(ñS,S′) ≤
limV(n̂S∪S′).

Proof (sketch). For some subsetA ⊆ P and a fixed sketch position k ∈ {0, . . . ,m−
1} let us denote by pA = P(sk(A)[k] = 0) the probability that the sketch of A
has entry 0 at position k. Due to the uniformity of the hash function h it holds
that pA = (1− 1/m)

nA . The limit of this probability p∗A = lim pA is equal to
lim (1− t/n)

ncA = e−t·cA . The variance of the intersection estimator can be
re-expressed in terms of the covariances σ of the individual count estimators:

V(ñS,S′) = V(n̂S + n̂S′ − n̂S∪S′)

= V(n̂S) + V(n̂S′) + V(n̂S∪S′) + 2σ(n̂S , n̂S′)

− 2σ(n̂S , n̂S∪S′)− 2σ(n̂S′ , n̂S∪S′) . (4)

In order to determine the limit of the covariances for the count estimators n̂A and
n̂B for some arbitrary subsets A,B ⊆ P we can use Whang et al. [23, Eq. (8)]
and the bi-linearity of the covariance

limσ(n̂A, n̂B) = σ(m (tcA − vA/p
∗
A − 1),m (tcB − vB/p

∗
B − 1))

= m2σ(vA,vB)/(p∗Ap
∗
B) = m2σ(uA/m,uB/m)/(p∗Ap

∗
B)

= σ(uA,uB)/(p∗Ap
∗
B) . (5)

Let sk(A) [k] denote the binary negation of sketch position k. The co-variances
of the absolute number of zero entries uA and uB is

σ(uA,uB) =
m∑

k=1

m∑

l=1

σ
(
sk(A) [k], sk(B) [l]

)
(6)

=
m∑

k=1

σ
(
sk(A) [k], sk(B) [k]

)
+

m∑

k,l=1
k 6=l

σ
(
sk(A) [k], sk(B) [l]

)
.



Let U = A ∪B and I = A ∩B. We state without proof that the co-variances of
the individual sketch positions are given by

σ
(
sk(A) [k], sk(B) [k]

)
= pU − pApB

σ
(
sk(A) [k], sk(B) [l]

)
= pA\B pA\B(1− 2/m)

|I| − pApB

for the cases k = l and k 6= l, respectively. From this and Eq. (6) it follows that

limσ(uA,uB) = m (p∗U − p∗Ap∗B) +m(m− 1)

(
p∗A\Bp

∗
B\A(1− 2/m)

|I| − p∗Ap∗B
)

= m
(
e−t(cA+cB−cI) − e−t(cA+cB) − cIte−t(cA+cB)

)
,

where the second equality follows from several steps of elementary calculus that
we omit here. By Eq. (5) we can then conclude

limσ(n̂A, n̂B) = m
(
etcI − tcI − 1

)
= limV(n̂I)

Inserting this result in Eq. (4), and noting that for fixed cA ≤ cB it holds that
limV(n̂A) ≤ limV(n̂B) (see eq. (2)), in particular Var[n̂S∩S′ ] ≤ Var[n̂S ] as well
as Var[n̂S∩S′ ] ≤ Var[n̂S′ ], yields

limV(ñS,S′) = lim(V(n̂S∪S′) + 2V(n̂S∩S′)− V(n̂S)− V(n̂S′))

≤ lim(V(n̂S∪S′) + 2V(n̂S∩S′)− V(n̂S∩S′)− V(n̂S∩S′))

= limV(n̂S∪S′)

ut
When estimating the flow, the intersection of the readings of sensor S in a

time interval Tb are intersected with the readings of sensor S′ in consecutive
time interval Te. Let ∆T denote the time period between those two intervals.
Then we denote the estimator for the flow between S and S′ for this time period
as ñ∆TS,S′ . This method can straight-forwardly be extended to paths. The flow on

a path S1 → S2 → S3 can be represented as |RT1

S1
∩ RT3

S2
∩ RT3

S3
|. This quantity

can again be estimated using the inclusion-exclusion formula.

ñ∆TS1 S2,S3
=n̂S1 + n̂S2 + n̂S3 − n̂S1∪S2 − n̂S1∪S3 − n̂S2∪S3 + n̂S1∪S2∪S3

The drawback of estimating the flow on paths is that the accuracy decreases
drastically in the number of nodes on the path. In conclusion, we now have two
major sources of high variance. A high loadfactor that is necessary to comply
with high privacy requirements and a large number of intersections, required to
monitor long paths. In the following a method for reducing the variance of the
estimators is presented that improves the estimation of count distinct at a single
sensor, as well as union and intersection estimation. Through this improvement,
a higher loadfactor can be chosen to increase privacy while maintaining the same
estimation accuracy. Furthermore, this improvement allows for monitoring the
flow on longer paths with sufficient accuracy.



4.3 Improved Estimator

The improved estimator is based on the idea that the average of independent
estimations of the same quantity is again an equally biased estimator with lower
variance [5]. Hence, at each sensor, not one sketch is constructed, but r different
sketches using r different and independent hash functions. This yields r different
intermediate estimates, n̂1, ..., n̂r. The improved estimator is then defined as the
mean of these intermediate estimates, i.e., η̂ = 1

r

∑r
i=1 n̂

i. The n̂1, ..., n̂r are
maximum likelihood estimators for count distinct and as such they are normally
distributed and independent with common mean and variance [21], i.e., for all
i ∈ {1, ..., r} it holds that n̂i ∼ N (E[n̂],V(n̂)). Thus, the improved estimator is
normally distributed with η̂ ∼ N

(
E[n̂], 1rV(n̂)

)
. The improved estimator has the

same expected value as the intermediate estimates, that is, it is asymptotically
unbiased, whereas the variance of the improved estimator is reduced by a factor of
1/r. Furthermore, because the intermediate estimators are normally distributed
and asymptotically unbiased, the improved estimator based on their mean is not
only again a maximum likelihood estimator for the count distinct, it is also the
uniformly minimum variance unbiased estimator and the minimum risk invariant
estimator [20].

However, in the pathological event that a sketch becomes full, i.e., un = 0,
the estimate for the count distinct based on this sketch is infinity. If only one of
the r sketches runs full, the estimator fails. This drawback can be circumvented
by using the median of the intermediate results instead of their mean. The
median is very robust to outliers but has also weaker error guarantees, i.e., to
guarantee an error not larger than ε with probability 1− δ, the mean estimator
requires r ≥ z1−δ

√
V(n̂)/ε, the median method requires r ≥ log (1/δ)/ε2 [6]

intermediate estimators. Consequently, for ε < 1, the mean estimator requires
less intermediate estimates to be as accurate as the median method.

5 Privacy Analysis

The main thread to privacy in the presented application scenarios is the so
called linking attack, i.e., an attacker infiltrates or takes over the monitoring
system and links this knowledge to background information in order to draw
novel conclusions. For example, in a standard monitoring system that distributes
the sensor readings, i.e., the device addresses, an attacker that knows the device
address of a certain person as background knowledge, and furthermore infiltrates
the monitoring system, is able to track this person throughout the monitored
area.

Sketching prevents these linking attacks in two ways, obfuscation and k-
anonymity. Obfuscation is accomplished by hashing the device address to sketch
positions. Hence, before an attacker is able to re-identify a device, she has to
infer the employed hash function. However, this very basic obfuscation tech-
nique can be vanquished using statistical analysis on sensor readings. The second
anonymization technique is accomplished by the natural property of sketches to
compress the address space, implicating collisions of addresses when mapped to
sketch positions. Whereas these collisions entail a loss in accuracy, they create



a form of anonymity, because an attacker can only infer upon a set of devices
whose addresses are all mapped to that very same sketch position.

Formally, a monitoring system guarantees k-anonymity (see Sweeney [22]),
if every monitored entity is indistinguishable from at least k other entities. Using
linear count sketches with a loadfactor t, results in t collisions per bucket on
expectation. Hence, the expected level of anonymity is t. However, because the
monitoring system is a probabilistic setup, the number of collisions can not be
guaranteed. We denote this form of anonymity expected k-anonymity.

The union of sensor readings is estimated by the binary or of the individual
sketches. The binary or of a set of sketches has a loadfactor at least as high as
the individual sketches themselves. Therefore, the level of expected k-anonymity
is at least as high.

The intersection of sensor readings can contain far less device addresses than
the individual readings. A sketch that is created on the readings of the intersec-
tion has thus a lower loadfactor. Even so, the intersection estimator presented in
this paper is based on the estimators of the individual sketches and their union;
the sketch of the intersection is not constructed at all. Therefore, the level of
k-anonymity of this estimator for the intersection is again at least as high as the
anonymity of the individual sketches.

6 Experiments

In this section the empirical analysis of our method is presented. The general set
up of experiments is as follows. A set of n addresses is randomly sampled out of
a pre-defined address range (A = {1, · · · , 5×107}). Out of this set we repeatedly
sample with duplicates. The set is partitioned into k subsets S1, · · · , Sk where
Si represents the sensor readings of sensor i. For each sensor Si, a sketch ski of
size m is generated using a global hash function h for all sensors. The estimate of
sketches, their unions and intersections are then calculated as explained above.

6.1 Properties of the Estimator

For the first experiment, we simulate 3 sensors and vary the number of persons
inside the sensor range from 500 to 250,000. Results for the average ratio of
estimator and true value and the standard deviation of the ratio are shown in
fig. 2(a) and fig. 2(b), respectively. The estimate is highly accurate—the error
is always below 1%. Compared to the error introduced by the inference of the
number of persons present in the area from the number of active Bluetooth
devices [15], the error is negligible.

For simple Linear Counting, these results confirm existing expectations from
theory and experimental studies. We need not go into a detailed comparison
with other sketching methods in this paper, since two recent studies [16, 12]
have done that already. One of the basic findings in these studies is that Linear
Counting gives, using a suitable loadfactor, much more accurate estimates of
the number of distinct objects than other sketching methods, e.g. FM-sketches
or sampling based methods. This holds especially for small set sizes—where a
number of 10,000 might already be considered small. For our application scenario



this is important, since the size—especially of the intersections—can decrease to
a few hundred persons. The experiment goes beyond the existing studies by
showing that for the intersection of two sets the error can also be very low with
a suitable loadfactor and that we can always set up a very accurate estimator
using Linear Counting. A significant error of the estimator comes in only because
we deliberately trade privacy against accuracy. As shown in section 5 the basic
mechanism responsible for privacy is increasing the loadfactor. We analyze this
trade-off, i.e., we investigate the impact of the loadfactor on the accuracy of
estimates of one sensor as well as of intersections of up to five sensors. We
simulate 5 sensors, and vary the loadfactor and the number of intersections. We
average the results over 2,000 runs. The results are depicted in figure 3(a).

(a) (b)

Fig. 2: Average estimate n̂ (a) and average standard deviation (b) relative to the
true value n for a loadfactor of 1.

(a) (b)

Fig. 3: (a) Distribution of estimates for loadfactors 0.5, 1, 2, 3, 4, 5 (upper part)
and numbers of sensors intersected, 1, 2, 3, 4, 5 with a constant loadfactor of 5
(lower part). (b) Distribution of estimates using improved estimator with number
of intermediate estimates r set to 5 (upper left), 15, 30 and 50 (lower right).

The results confirm that the standard error increases with the loadfactor
(fig. 3(a), upper part), and even more rapidly with the number of intersections
(fig. 3(a), lower part). From this experiment we conclude that simple Linear
Counting is indeed suitable for loadfactors smaller than 2 and intersection of



at most two sensors. But for higher loadfactors or more intersections the trade-
off can become unacceptable. This finding motivates the improved estimator
investigated in the following.

For that, we concentrate on a loadfactor of 5, because in regular k-anonymity
5 is a common value to ensure privacy. For each sensor, we take r ∈ {5, 15, 30, 50}
different random initializations of the hash function, resulting in r different
sketches per sensor. Results, averaged over 500 runs, are shown in Fig. 3(b).
The mean of estimates reduces the variance and is close to the true value. A
good trade-off between the increase in accuracy and the higher memory require-
ments for storing multiple sketches is in the range between 15-30 sketches, since
for higher numbers of sketches the variance reduction per additional sketch be-
comes insignificant.

With these results we have demonstrated how to achieve a good trade-off
between accuracy, privacy level, and memory consumption.

6.2 Real-World Simulation

To investigate the flow and crowd monitoring in a more realistic setting, we
implemented a simulation environment as follows. A random graph of k nodes
with Bernoulli Graph Distribution (p = 0.4) is generated; the position of nodes
in 2D-space is calculated using an automatic graph layout method. A number s
of node locations is attached with sensors with a predefined range. In general, a
sensor may cover more than one node and several edges. A number of n objects,
i.e. the global population, is created. For each object a random sequence of tour
stops (nodes of the graph) is generated. For every pair of tour stops the shortest
path is determined using Dijkstra’s method and inserted into the sequence be-
tween the stops. Finally, to each object a velocity, starting time and a step size
is assigned (the latter because objects are not only at the node positions, but
travel along the edges). During the simulation, for each time step the objects
follow the tour with the assigned velocity and starting time, and their position
along the edges is calculated. Each sensor monitors at each time step the objects
in its sensor range. For each sensor and time period a new sketch is calculated
and stored. As a ground truth, also the object address are stored. The simulation
stops when the last object has completed its tour.

For the crowd monitoring scenario, overlapping sensors are simulated. Fig.
4(a) shows a snapshot from a simulation run. For the flow monitoring we use non-
overlapping areas. The main difference compared to the experiments discussed
in the last section is that the distribution of objects at nodes is not independent
from each other because of flow constraints along the graph. The distribution is
generated by a process very similar to real traffic flow, so that we have realistic
flow properties over time. Fig. 4(b) shows an example for crowd monitoring with

15 nodes, 5 sensors, 1000 objects and a loadfactor of 5. Evidently, the estimates
closely tracks the true values, as expected from the theoretical analysis and the
experiments reported in the last section. For the flow monitoring scenario, Fig-
ure 5(a) shows the estimate (green, dashed) and true (red, dotted) value of the



(a) (b)

Fig. 4: (a)Crowd simulation with Random Bernoulli Graph, 1000 persons (red
dots), 5 Bluetooth sensors with overlapping range. (b) Estimated value (green
dashed) and true value (red dotted) for each sensor for the first 50 time steps.

(a)

S1 S2 S3 S4 S5

S1 0.005 0.008 0.007 0.018 0.001

S2 0.026 0.026 0.01 0.006 0.015

S3 0.004 0.003 0.016 0.002 0.014

S4 0.02 0.03 0.011 0.004 0.012

S5 0.014 0.005 0.004 0.017 0.027

(b)

Fig. 5: Flow estimation (green) and true values (red) between four sensors (a) as
well as relative error of an OD-matrix between five sensors (b). Results are from
flow simulation with 20000 persons and 5 sensors.

flows between 4 sensors over time. Next we simulated the OD-matrix construc-
tion problem. Table 5(b) shows the relative error of an OD-matrix construction
for 20,000 persons moving over a period of 15 time steps in a system with 12
nodes, tracked by 5 sensors. Each sensor uses the improved estimator with 30
sketches and a loadfactor of 5. From these results we conclude that even for
moderately sized sets, the error is very low.

Overall, we conclude from the experiments that Linear Counting behaves
in the more complex setting of the simulation as expected from a theoretical
point of view and is a very promising approach for deployment in real-world
applications.

7 Discussion

In this paper we present a new, privacy aware method for estimating flows and
tracks as well as for estimating OD-matrices. This way, we extended the Linear



Counting approach to a general set of primitives for privacy-preserving mobility
modeling. We show theoretically and empirically that two challenging application
scenarios can be solved using and combining this set of primitives. To compensate
the accuracy deficit of Linear Counting for strict privacy requirements we present
a method for increasing the accuracy, while maintaining the privacy. This method
is also applicable to boost accuracy in flow estimation, allowing to monitor even
tracks.

In contrast to many privacy-preserving approaches, this one is easy to im-
plement, has excellent accuracy and can be implemented efficiently. Our experi-
ments suggest that it is immensely useful in a practical settings and can have a
real impact on how stationary sensor based data collection is done.

While being accurate on count distinct and flow estimation, even for strict
privacy, the accuracy of our method drops drastically with the length of moni-
tored tracks. The improved estimator can compensate this drop to a certain level.
However, experiments show that estimating tracks of length greater 5 leads to
large errors. Therefore, we recommend using our method on count distinct and
flows. When monitoring tracks, depending on their length, a user might have to
reduce privacy requirements in order to maintain a certain accuracy.

The main drawback of Linear Counting when compared to other sketching
techniques is the memory usage. Most sketching techniques, e.g., FM Sketches,
use memory logarithmic in the number of items it estimates. The linear count
sketches, however, have linear memory usage, leading to potentially large sketches.
Fortunately, stationary sensors usually can be equipped with large memory (e.g.,
32GB flash memory). Hence, this is unproblematic for our application scenarios.
Still, the memory footprint can become problematic, because communication is
in general costly. If large sketches have to be send very frequently, communi-
cation costs can become significant, or sketch sizes might even exceed network
capacities.

In follow up research, we want to tackle the general problem of communica-
tion costs when using stationary sensors. However, when monitoring non-linear
functions, like the union or intersection of sets, this task is not trivial. The LIFT-
approach provides a framework for communication reduction in distributed sys-
tems, allowing communication efficient monitoring of non-linear functions. We
want to apply the LIFT-approach to our monitoring system and test the benefits
of employing the LIFT-approach in a real-world experiment.
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