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1 Introduction  

Subtitling is one of the means to make audiovisual content accessible to the 
community of the deaf and hard of hearing or the ageing population. As a result of 
the new legal frameworks, the subtitling demand has grown fast in the past few 
years, to the extent that traditionally dubbing countries, such as Spain, France, 
Germany and Italy, as well as countries with a tradition in voice over, such as 
Poland and other Central and East European countries, are now also embracing 
subtitling. 

Given the new situation, broadcasters and subtitling companies are seeking 
subtitling alternatives more productive than the traditional manual process to cope 
with the increasing subtitling demand in a cost-effective manner. Large Vocabulary 
Continuous Speech Recognition (LVCSR) is proving to be a useful technology for 
such a purpose. Respeaking1 is consolidating as the main subtitling technique 
employed for live broadcast productions. Another trend in use nowadays is the 
application of speech recognition to automatically generate a transcript of a 
programme’s soundtrack without the need of a respeaker, and to use this as the 
basis of subtitles. The accuracy achieved by this technique can be good enough in 
bounded domains and systems of this kind are currently being employed by some 
broadcasters in the news domain. 

Although LVCSR is the most powerful technology for automated subtitling, the high 
cost of its development has hindered its availability for many EU languages and 
application domains, limiting the coverage of the broadcasters’ and subtitling 
companies’ demand in the new audiovisual framework. This challenge will be 
addressed by the SAVAS project, which aims to acquire, share and reuse 
audiovisual resources of broadcasters and subtitling companies so that high-tech 
European ASR companies can use the shared data to develop domain-specific 
LVCSRs and/or LVCSRs in new languages to solve the automated subtitling 
needs of the audiovisual industry.  

In practice, SAVAS is: 

a) collecting spoken and textual resources in six European languages (Basque, 
Spanish, Portuguese, Italian, French and German) from the broadcasters and 
subtitling companies acting as data providers within the consortium; 

b) transcribing and annotating the collected corpora into a form suitable to train 
acoustic and language models of LVCSR systems using a combination of automatic 
and collaborative approaches; 

c) building a local META-SHARE repository containing the collected and annotated 
SAVAS language resources to allow their reuse; 

d) adapting and training dictation and transcription LVCSR systems with the SAVAS 
language resources; 

                                                
1
 a technique thanks to which a professional listens to the source audio and respeaks it, so 

that his/her vocal input is processed by a speech recognition engine which transcribes it, 
producing subtitles. 
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e) integrating and evaluating the developed systems into several automated 
subtitling application scenarios in order to show the impact of audiovisual data 
sharing for automated subtitling. 

Table 1 summarizes the SAVAS subtitling applications and LVCSR systems that are 
being developed for the different languages and domains: 

 

  SAVAS APPLICATIONS  

 RESPEAKING AUTOMATIC SUBTITLING 

 LVCSR systems DICTATION TRANSCRIPTION 

Basque Sports - 

Spanish - broadcast news 

Portuguese - interview/debate 

Italian 
news 

broadcast news sports 

French news broadcast news 

German news broadcast news 

  

Table 1. SAVAS Subtitling Applications 

 

2 Summary of activities 

The project is organised into the following four main activities and their supporting 
subtasks: 

 

 

 

 

In the past year, the work of the consortium has been focused on data annotation, 
the development of LVCSR systems, data sharing and the deployment of the 
SAVAS subtitling applications. Integration at the end-users’ facilities and evaluation 
are currently underway.  
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Data acquisition and annotation. This activity has required the most effort from all 
the partners within the project. 

  

Collected data 

The data requirement estimations for each language are based on previous 
experience and depend on the type of LVCSR system to be built. However, the 
audio and text corpus estimated to be needed for each language is considerably 
large. Table 2 summarizes the types of systems targeted per language and the 
amounts of audio and text ideally required to develop them: 

 

 LVCSR SYSTEM TYPE DATA REQUIREMENTS 

 Dictation Transcription Audio  Text 

Basque Sports - 200 + 20 1B+500k 

Spanish - broadcast news 200 1B 

Portuguese - interview / debate 20 500k 

Italian News broadcast news 200 1B 

Sports - - 500k 

French News broadcast news 200 1B 

German News broadcast news 200 1B 

  Table 2. Amounts of audio and text data required to develop the SAVAS LVCSR systems 

 

Most of the required audio data has been gathered from programs produced by the 
broadcasters in the consortium. The text sources are a mix of autocue scripts and 
subtitles provided by the broadcasters and subtitling companies in the consortium, 
plus newswire and sports text crawled from the Internet. In addition, the 
transcriptions of the collected audio content have also been used as text data for 
language modeling.  

Table 3 shows the final amounts of audio and text corpora collected for each 
language and domain. As it can be seen from the table, most of the targeted 
amounts have been reached, except for Basque and Portuguese text corpora in the 
broadcast news, sports and interview/debate domains, respectively. As a minority 
language, the availability of Basque text corpora in the news and sports domains is 
limited. With Portuguese, the difficulty has been to find text resources containing the 
type of spoken information common in the interview/debate domain: repetitions, 
hesitations, disfluencies, unfinished sentences, etc. Thus, the text corpus from the 
conversational domain has been compiled based on the transcriptions of the 
corresponding 20 audio hours.   

Given the participation of a Swiss partner in the consortium, Swiss Italian, Swiss 
French and Swiss German data has also been collected and annotated and the 
development of Swiss variants of the Italian, French and German systems is being 
explored. For Italian, French, German and their Swiss variants, the originally 
targeted amounts have been distributed according to previous experience on dialect 
adaptation. 
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Language Domain Audio Text 

Basque Broadcast news 200h 350M 

Sports 20h 200k 

Spanish Broadcast news 200h 1B 

Portuguese Interview/debate 20h 200k 

Italian Broadcast news 150h 1B 

Sports -- 500k 

Swiss 
Italian 

Broadcast news 50h 100M 

French Broadcast news 150h 1B 

Swiss 
French 

Broadcast news 50h 100M 

German Broadcast news 150h 1B 

Swiss 
German 

Broadcast news 50h 100M 

 Table 3. Collected audio and text corpora per language and domain 

 

Annotation procedure 

Transcriber 1.5.1 has been chosen as annotation tool, since it has been developed 
for the creation and management of speech corpora closely following the Linguistic 
Data Consortium’s2 annotation conventions and recommendations which SAVAS 
follows.  

The methodology employed has aimed at making the annotation process as 
productive as possible, following an incremental automation approach. The first 50 
hours per language have been annotated manually from scratch, with the support of 
autocue scripts as a basis for transcription when available. Such manual 
annotations have then been used to develop a set of automation tools described 
below, for the automatic generation of transcriptions and annotations that can be 
imported into Transcriber. From then on, annotators only needed to correct the 
errors produced by the automatic tools instead of transcribing and annotating audio 
content from scratch. 

The consistency and accuracy of the annotations has been ensured through 
personalized training and a centralized review methodology. An annotation core 
team has been established per language, responsible for training the rest of 
annotators and reviewing the consistency and quality of their annotations. Training 
courses have been organised for annotators to learn the SAVAS annotation 
guidelines and carry out their first annotation tasks in a supervised manner. Each 
annotator’s initial set of annotations were then thoroughly reviewed by the core 
annotation team in each language. This intensive review-and-feedback process was 
repeated with each annotator until the core team considered that the quality of their 

                                                
2
 http://www.ldc.upenn.edu/ 

http://trans.sourceforge.net/en/presentation.php


 

 
 

 

Page 7 of 12 

annotations was good and consistent. After that, core teams kept reviewing all 
annotations and reporting on repeated mistakes annotators may have produced. 

The first batch of manually annotated 50 hours was used, together with the text 
material available at the time, to develop full LVCSR systems for each language. 
Annotators started employing the output of these systems as draft timed-
transcriptions to be post-edited with Transcriber. As more annotated audio and text 
became available, updated versions of the LVCSR systems were trained with more 
data. This kept improving transcription accuracy. Automatic punctuation and 
capitalization modules were also iteratively trained with the data available in each 
cycle, which further improved the quality of the automatic transcriptions for post-
edition. 

Audio segmentation and speaker diarization modules were implemented to allow 
the creation of draft background noise and speaker turn labels. In addition, already 
annotated named entity labels were exploited to allow their automatic tagging in the 
remaining data. The development of these modules was also carried out in an 
iterative manner, based on the annotated data available per language and cycle. 

Table 4 shows the effort, measured in terms of reported average hours needed to 
annotate one hour of content, required by a control group of 11 annotators across 
several languages and annotation phases. Annotation effort has resulted to be 
heavily linked to each particular annotator. As shown in the table, the quickest 
annotator is almost three times faster than the slowest one.  

 

 A1 A2 A3 A4 A5 A6 A7 A8 A9 A10 A11 AVG STD 

P1 45 50 60 50 70 30 60 30 50 28 60 48.45 14.08 

P2 32 40 50 35 65 20 45 24 40 21 48 38.18 13.72 

P3 28 35 40 30 55 18 35 18 28 18 32 30.63 11.02 

P4 26 30 40 25 43 16 26 18 18 16 22 25.45 9.18 

Table 4. Annotators’ effort across phases: P1=first annotations from scratch; P2=use of autocue 
scripts; P3=experienced; P4=use of automation tools 

 

The numbers in the table also show that all annotators managed to reduce the 
required effort with automation and experience. On average, productivity increased 
10 hours from P1 to P2, which suggests that the use of autocue scripts as draft 
transcriptions markedly speed up the annotation process. The experience gained 
between P2 and P3 further improves productivity in 8 hours on average, so we can 
conclude that the more content an annotator annotates, the more productive he/she 
will become. Finally, the use of automatic tools for transcription and annotation also 
increased productivity from P3 to P4 in 5 hours on average. 

 

Development of LVCSR systems. In this activity, acoustic models, language 
models and lexicons of the LVCSR dictation and transcription systems in the 
selected languages and domains have been developed and are being finalized.  

Phone sets were first defined for each language. Seed models were then built 
through an alignment process of the first batch of manually transcribed and 
annotated data per language. Then, monophone acoustic models were iteratively 
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trained as more data was made available for each language. Diphone acoustic 
models have now been trained with the full batch of annotated audio data for 
Basque and Spanish. Experiments with the adaptation of the Portuguese system to 
the interview/debate domain have shown promising results on the detection and 
management of disfluencies and filled pauses. Experiments with Italian, French, 
German and their Swiss variants are ongoing.  

On the other hand, domain specific language models were trained with the text data 
collected for each language. Then, the corresponding vocabularies were selected. 

Grapheme to phoneme (g2p) modules were developed for each language based on 
existing manually generated lexicons containing different pronunciations most 
representative of each language. The phonetic transcriptions of the selected system 
vocabularies were then generated using the g2p modules. In addition, Basque and 
Spanish lexicons have been cleaned from misspelled words and acronyms and 
language models have been updated accordingly. Lexicon cleaning for Italian, 
French, German and their Swiss variants is underway. 

Table 5 shows evaluation results for the latest systems built per language: 

 

Language Audio Texts Lexicon PPL WER 

Basque 200h 245M + 500k 
manual 

transcriptions 

286k + G2P 261 Monophones 
17.99% 

Diphones 
15.79% 

Spanish 200h 580M + 492k 
manual 

transcriptions 

G2P 88 Monophones 
15.79% 

Diphones 
14.94% 

Italian 100h 950M 400k + G2P 200 21.12% 

French 71h30 932M 107k + G2P 124 24.35% 

German 77h31 808M 695k + G2P 242 28.76% 

Table 5. Latest system performance per language 

 

Data sharing. SAVAS aims to share the audiovisual language resources gathered 
within the project with other interested parties outside the consortium. Instead of 
developing a proprietary platform from scratch, the consortium’s approach is to 
exploit an already existing data-sharing infrastructure: META-SHARE.  

The set-up of the SAVAS META-SHARE repository has been accomplished and 
sample language resources are currently being deployed and loaded into the node 
to test the sharing functionalities. 

The consortium has made an effort to clear IPRs and maximize the amount of 
resources to be shared with the rest of the community without compromising its 
business plan. We have completed the analysis of the META-SHARE licences, 
identifying those that will be used to share the SAVAS results. Legal and licensing 
agreements have been reached for all the sharable resources owned by the SAVAS 
partners and discussions have been launched with third-party owners.  

All audio and text data collected from the consortium broadcasters and subtitling 
companies will be shared. In those cases in which data sources external to the 

http://www.meta-share.eu/
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consortium have had to be exploited, permission is being requested to owners and, 
thus, the corresponding licensing schemes are still under negotiation. In addition to 
raw audio and text, transcribed audio test sets will also be shared per language. 
These test sets will allow other LVCSR technology developers compare the 
performance of their systems with that of the SAVAS engines, which we plan to 
publish in relevant conferences. 

 

Integration and evaluation. The SAVAS LVCSR technology is being packaged 
into different subtitling applications, targeting the following scenarios: 

- Live Subtitling: the generation of automatic subtitles of live material in real-
time, based in the SAVAS live transcription engine  

- Pre-recorded Subtitling: the batch generation of automatic subtitles of pre-
recorded material followed by post-editing, based in the SAVAS offline 
transcription engine 

- Respeaking: the generation of live subtitles through dictation or live subtitling 
plus post-editing in real-time, based in the SAVAS dictation and live 
transcription engines respectively 

The development of the Live and Pre-recorded Subtitling applications is underway. 
A web interface to upload pre-recorded audio contents and download automatically 
generated subtitles has been implemented. Regarding Live Subtitling, discussions 
are ongoing with several companies to define the communication interfaces with 
their proprietary commercial inserters. The deployment of the Live Subtitling 
applications has also started at the broadcasters’ premises. 

The Respeaking application under refinement within the scope of the project has 
been redesigned based on a novel modular approach which easily allows the 
integration of any dictation engine. The integration of the SAVAS dictation and live 
transcription engines is currently underway. 

The evaluation strategy is being finalized. Subtitle and transcription quality, delay 
and productivity will be measured. WER and speaker diarization will be used to 
measure transcription quality. An extended version of the NER model3 which also 
takes subtitle persistence, splitting and colouring into account has been defined for 
automatic subtitle quality measurement. The best approach to measure the delay of 
live subtitles is currently under discussion. Finally, productivity will be measured by 
comparing the time it takes to subtitle pre-recorded content from scratch with that 
needed to post-edit its automatic subtitles. 

 

3 Dissemination 

Website 

The SAVAS website has been updated and used as a dissemination channel, 
posting news related to the events organised and attended by the project partners. 

                                                
3
 http://roehampton.openrepository.com/roehampton/bitstream/10142/141892/1/NER-

English.pdf 
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Also, its private section has been updated with demos and videos of preliminary 
results of the SAVAS applications. SEO techniques have been employed to improve 
the website’s ranking and visibility and Google Analytics has been checked in order 
to evaluate and monitor its access and visits. 

 

End-User Panel 

Two End-User Panel (EUP) workshops have taken place. The 1st EUP workshop 
was held in conjunction with the 9th Languages and the Media conference, in 
November 2012. It was very successful and productive. We collected 16 people 
from 10 different parties, well beyond our expectations. There was a clear 
expression of interest on the SAVAS results, considered to have potential strong 
impact on several subtitling methods employed nowadays. Overall, the SAVAS 
subtitling applications were expected to be very useful, once available for integration 
into existing production workflows. 

The 2nd EUP Workshop was held in conjunction with the IBC 2013 Exhibition, in 
September 2013. It was also very successful and useful. We gathered 16 people 
from 12 different parties, with about 70% of participants repeating after the 1st 
workshop. Several issues related to development, integration, use and evaluation of 
the systems were discussed. The interest on the SAVAS results was confirmed and 
a general appreciation of the SAVAS applications was expressed – several 
panellists being positively surprised by the results. Various requests for integration 
into existing production workflows and evaluation were collected. 

One more EUP workshop to present the final SAVAS applications and their 
evaluation results is planned to be organised during the first quarter of 2014. 
Different conferences and events are currently being explored as potential venues. 

 

 

 

Dissemination material 

The SAVAS logo has been modified in order to provide a more commercial and 
“market-oriented” feeling to address commercial events like the IBC exhibitions. The 
new logo includes the business motto “Live Subtitling made easy”. 

 

Events and conferences 

SAVAS has attended the following events: 

 Languages & The Media, Berlin (November 2012)  
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SAVAS hosted its first End-User Panel Workshop as a satellite event of the 
conference on November 21st and was also present at a stand shared with 
the SUMAT4 EU project.  

 The META-NET Language Technology day, Berlin (January 2013) 

SAVAS representatives gave a talk about the use of speech recognition for 
public broadcasters. 

 The 4th International Symposium on Live Subtitling, Barcelona (March 
2013) 
SAVAS representatives gave two presentations speech recognition for 
subtitling and automatic subtitle quality evaluation. 

 IBC 2013 Exhibition, Amsterdam (September 2013) 

SAVAS hosted a project booth and some of its representatives gave a 
presentation to the Connected World demonstration area.   

 5th International Media for All Conference, Dubrovnik (September 2013) 

SAVAS representatives gave a talk on automatic subtitling. 

 Internet Festival 2013, Pisa (October 2013) 

SAVAS representatives gave a presentation about speech transcription. 

 

 

 

 

Publications 

C.Aliprandi, "Speech Recognition with a focus for quality Subtitling of minor 
languages", Proceedings of the 4th Symposium on Live Subtitling, March  2013, 
Barcelona 

J.Martinez, "Tools for assessing Accuracy Rate of Live Subtitles", Proceedings of 
the 4th Symposium on Live Subtitling, March  2013, Barcelona 

C.Aliprandi, “The SAVAS project – Speech Recognition for Respeaking and Live 
Subtitling”. In Eugeni, C. and L. Zambelli, On-line Specialisation,  Special Issue on 
Respeaking, vol. 1. www.accademia-aliprandi.it pp. 117-119, June 2013 

J.Miranda, J.P.Neto and A.W.Black, “Improved punctuation recovery through 
combination of multiple speech streams”, Proceedings of ASRU (forthcoming) 

                                                
4
 www.sumat-project.eu 
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4 Future work 

The SAVAS work during the last months of the project will involve: 

- finalizing LVCSR systems; 

- populating the SAVAS META-SHARE repository;  

- integrating and evaluating the SAVAS subtitling applications.  

 

These tasks will follow the more specific time plan shown in the following diagram: 

 

1. Finalizing the development of LVCSR systems December 2013 

2. Populating the SAVAS META-SHARE repository  March 2014 

3. Integrating and evaluating the SAVAS applications April 2014 

 

5 Further information 

Please visit the SAVAS website at http://www.fp7-savas.eu/ for further information 
on the project and its progress. 

http://www.fp7-savas.eu/

