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1 Executive summary  
This document summarizes the research achievements of WP6 for the tasks of off-line extraction of 3D 
audio-visual content (T6.1), 3D Media Coding (T6.2) as well as the free viewpoint scene reconstruction 
and rendering (T6.3). Task T6.4 is not mentioned because it focuses on standardisation (in the context of 
WP6) and will have its results reported in D9.3 at the end of the project. The document extends the first 
technical deliverable D6.1. 

2 Introduction 
This extends deliverable D6.1. and summarizes the achievements of WP6 from algorithmic research as 
well as evaluation point of view. The following two sections summarize first the objectives of WP6 again 
(please see as well D6.1, chapter 2) and afterwards introduce the general algorithmic workflow for 3D 
video processing in order to give an overview of the subsequent chapters and sections of this report. 

2.1 WP6 Objective  
In the current reporting period the objective of WP6 was to refine algorithms and tools for multi-view 3D 
A/V media generation at the service provider’s side in including the possibility of 3D reconstruction 
updates and refinement at the end user’s side. In this context, on one hand the off-line extraction (and 
generation, if needed), at the service provider’s Authoring Tool (AT) and of 3D models from broadcast 
and associated Internet 2D/3D video data needed to be addressed. On the other hand, free viewpoint 
scene representation at the user’s player, either from a set of pre-defined viewpoints from which the 
scene was originally recorded, or through free navigation around the scene was required to be devel-
oped.   
At the broadcaster’s side, the professional AT enables the content creator to run a semi-automatic extrac-
tion of 3D scene information from archived (and, typically, previously broadcast) 2D/3D video content 
(T6.1). Further on, associated content from the Internet, including images, videos and CG data, if availa-
ble, can be used as well to complete the 3D scene information. 3D audio source localisation methods 
needed to be supported for reconstruction purposes. Optionally, the generation of additional scene in-
formation and augmentation content needed to be applied to refine and complement the extracted 3D 
models. 
Based on this, starting in year 2 of the project, solutions for an efficient encoding and decoding of 3D 
media were evaluated and adapted in order to achieve an efficient transmission from the service provid-
er’s AT to the end user’s device (T6.2). 
At the user's side, WP6 targeted in the given reporting period the projection and rendering of 3D scene 
data according to the user-selected viewpoint from a set of original viewpoints (T6.3). In this context, 3D 
audio was aimed to be adapted and rendered according to the chosen viewpoint. Up to the maximum 
possible extent, additional views for free scene navigation around original viewpoints could be provided. 

2.2 General algorithmic workflow for 3D video processing 
The general algorithmic workflow for 3D video processing within WP6 is shown in Figure 1. It refines the 
first workflow approach as proposed in D6.1 sec 3, Figure 1. The main module groups are the point cloud 
based 3D model generation, the geometric entity-based 3D modelling, the splat-based 3D surface model-
ling and the dense depth-based 3D surface structure reconstruction.  Figure 1 shows the combination 
and interaction of these module groups. The proposed workflow allows a flexible generation of 3D recon-
struction results with different levels of complexity and output 3D structure resolution. Depending on 
the demands of the rendering device as well as the properties of the available input image data sets 
results with different demands on rendering, 3D structure quality and computational effort can be se-
lected. Further on, the module groups can be combined in order to allow refinement of results of subse-
quent algorithmic blocks. 
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Figure 1: Algorithmic workflow for 3D video processing 

2.3 Structure of the document 
The structure of the document follows the task structure in WP6. First, 3D scene offline modelling is 
addressed which refers to T6.1 of WP6. Several solutions for 3D reconstruction approaches are present-
ed. Afterwards, the topic of 3D media coding is tackled (T6.2). Finally, 3D scene online reconstruction is 
discussed which refers to T6.3 of WP6. Please note that T6.4 is not explicitly mentioned in the document 
because it focuses on standardisation (in the context of WP6) and will have its results reported at the end 
of the project. 

3 3D Scene Off-line Modelling 

3.1 Generation of detailed point clouds using alternative feature descriptors 
In version A of the 3D Media Tools report (BRIDGET’s deliverable D6.1), we already informed on our 
experiments using alternative key point detectors in order to produce detailed point clouds that provide 
adequate support to reconstruct the surface. Our starting point was that, whereas the most widely used 
FP (Feature Point) extraction algorithm, SIFT [21], is quite robust against perspective distortions and 
illumination changes, the resulting point clouds are most often too sparse for reliable surface recovery, 
so we conducted experiments with a very promising novel FP extractor, A-KAZE [22], that outputs signif-
icantly more points in every image, therefore yielding a more detailed point cloud that can be meshed 
with significantly better results. 
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Figure 2: Comparison between a sparse point cloud of Arco Valentino obtained from SIFT FPs 
(left) and a detailed cloud obtained from A-KAZE FPs (right), obtained from images enhanced 

using the MSRCR algorithm to facilitate detection in shaded areas 

As reported in D6.1, the performance of the A-KAZE FP extractor drops significantly in shaded areas, but 
this can be alleviated using local contrast enhancing algorithms such as CLAHE [23] or, even better, 
MSRCR [24] on the source images previous to FP extraction as demonstrated in Figure 2. 
In addition to balancing the results between sunlit and shaded areas, the enhancement of source images 
produced the side effect of dramatically increasing the number of detected FPs. As a rough approxima-
tion, we have found photos of buildings to yield ~5k FPs using SIFT (the exact figures vary depending on 
the texture and shape of the subject) and 5-6 times as many (id.) using A-KAZE on original images. On top 
of that, by enhancing the original images with MSRCR, we have managed to obtain an extra ~8x, and thus 
a total factor of 40-50x. It is worth noting that MSRCR-enhanced images do not seem to provide any 
significant increase of the number of FPs detected by SIFT. 
While this 40-50x increase is most welcome in terms of results because the resulting point clouds are 
much more detailed, it constitutes a very significant increase in computational demands because exhaus-
tive pairwise matching between two sets of FPs takes quadratic time on the number of points. In addi-
tion, the number of possible pairs of images in a set also grows quadratically on the number of images. 
Therefore, in this version B of the FP extraction and matching tools we have mainly focussed on perfor-
mance optimization to alleviate the problem and cut down on processing time, both trying to reduce the 
number of pairs of images to be matched and the per-pair computational cost. 

3.1.1 Prioritisation of pairs of images 
In the absence of any previous information, FPs should be extracted on every input image and matches 
sought between all possible pairs of images. However, many pairs of images will have no overlap (for not 
depicting the same portion of the object) and therefore the computation time associated to those pairs 
will be wasted, so the aim is to not even consider them. This problem is also present when using SIFT, but 
is much less severe because each image has significantly fewer points. The key observation is that both 
the intrinsic and extrinsic parameters of the cameras are well estimated both using SIFT and A-KAZE, 
therefore we can obtain a sparse point cloud using SIFT and use it as a statistic sample of sorts to decide 
what image pairs are relevant and should be computed with A-KAZE to contribute to the detailed point 
cloud. 
The results of the SfM (Structure from Motion) module (D6.1 sec. 4.1) include the camera parameters, the 
3D points and, even more crucially in this context, their projections onto the appropriate source images 
or, more precisely, the 2D FPs that originated each 3D point. Thus, we can estimate the amount of overlap 
between two images by simply counting the number of points projected onto those two images. If a given 
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pair of images shares no 3D points, we can safely discard it because the images have no or very little 
overlap. For each image, we count the number of FPs it shares with each of the other images, and then 
sort them in decreasing order, so that we can compute matches against the images with the most signifi-
cant overlap first, and discard pairs with negligible overlap. 
Finally, pairwise matches can be computed in either depth-first order (i.e., for each of the images we 
compute matches with all its significant pairs) or breadth-first order (i.e., we compute the most signifi-
cant pairs for every image first, then the second most significant and so on). Best results are obtained if 
all significant pairs are computed, but if the user cannot afford to wait, breadth-first order gives the best 
results for an allotted time. If the user is not satisfied with the results, she can resume the computation 
where it was left off to refine the cloud. 

3.1.2 Reduction of per-pair computational cost 
Standard procedure to compute FP matches between two images is to exhaustively try to find the best 
(significant) match between all FPs from image A and all FPs from image B, which results in quadratic 
complexity, then estimate a geometric model to reject outliers (estimation of the fundamental matrix 
F [25] with RANSAC [26]). The bulk of the procedure (pairwise feature matching) is completely regular 
and thus amenable to efficient parallelisation, which we have implemented both on CPU and GPU. How-
ever, its inherent time-complexity is anyway excessive, therefore algorithmic optimisation is required in 
order to further reduce processing time. 
As previously stated, while point clouds derived from SIFT feature detection and matching are too sparse 
for reliable meshing, camera pose estimation and intrinsic parameters are essentially correct, which 
means two things: 
• There is no need to estimate camera projection matrices again when using denser FPs. This simplifies 

the SfM phase of the 3D reconstruction, that must only optimize the location of 3D points from their 
projections, which is significantly faster than the joint estimation of camera parameters and point lo-
cations. 

• We can obtain the fundamental matrix F for any pair of cameras from their projection matrices, which 
enables us to perform smarter matching, as we will see next. 

 
Figure 3: Epipolar geometry helps rule out incompatible projections. 

The idea is that only projections that lie on the plane determined by the centres of both cameras 
and the projection whose match is to be determined are geometrically possible. Thus, a’ is 

geometrically compatible with a’’, b’’ and d’’, but never with c’’. 

Since we now have the F matrix, we do not need to compute all potential pointwise matches, we can first 
check whether the locations of the candidate FPs are viable as illustrated in Figure 3, and only if they are 
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we proceed to compute the distance between their descriptors. This approach results in more than a 10x 
speed increase in the CPU, despite the fact that we are now factoring in the locations of the points in the 
pointwise comparison. 
Strictly speaking, this procedure still has quadratic time complexity, but we have exchanged for most FPs 
a data- and compute- intensive computation (comparing descriptors) for a lighter one (vector product to 
compute epipolar distance). 
On a CPU, this can be parallelised reasonably well by mapping one execution thread to each FP in image A 
and iterating through all the FPs in image B, so that there are no possible race conditions. Unfortunately, 
such a naive mapping does not work so well on a GPU, because execution threads are grouped into warps 
that must execute the same instructions synchronously and, for maximum efficiency, reuse or coalesce 
memory transactions. 

 
Figure 4: All FPs in the orange tile can only find their matches roughly around the corresponding 

Epipolar line in the right image, i.e., within the green tiles, so all FPs outside the green tiles may be 
ignored altogether 

The solution is to make use of the fact that in a GPU we have some degree of control in thread scheduling. 
Thus, instead of using one flat list of FPs per image, we divide the images into tiles and make one list of 
FPs per tile, effectively grouping neighbouring FPs which will roughly satisfy geometric constraints on a 
per-tile (vs. per-point) basis. This results in two benefits: all FPs located in tiles that do not satisfy geo-
metric constraints can be disregarded in a single operation, and are relevant candidates to all FPs 
mapped to the same thread block, enabling shared reading and making much more efficient use of 
memory bandwidth. 

3.2 3D mesh processing 

3.2.1 Mesh cleaning 

 
Figure 5: Two different results from the Poisson surface reconstruction stage run on point clouds 

of Villa la Tesoriera and Torre de Belem 
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As explained in D6.1, 3D meshes yielded by the Poisson surface reconstruction stage are normally water-
tight but, even though this technique tends to create closed surfaces, sometimes it does not. For instance, 
Figure 5 shows two examples of results from that stage: the mesh on the left is indeed closed, but the one 
on the right is open. As we can see, when the algorithm tries to close the surface in areas where there is 
no 3D point information, such as the roof or floor of some buildings, a wrong “bubble” is added. 

 
Figure 6: Result of a naïve mesh cleaning process run on a model of Arco Valentino 

To remove these unwanted mesh areas, state-of-the-art systems calculate the minimum distance from 
each vertex of the mesh to the point cloud, and remove vertices found to be further away than a certain 
threshold. This technique might work with very dense point clouds produced with laser scanners or 
similar devices, however, when dealing with point clouds originated through SfM, it can delete more 
triangles than desirable. This is due to the nature of SfM: for example, both areas of the 3D model without 
high frequency components in their texture (e.g., a plain-coloured wall) and shiny surfaces yield few FPs 
in the corresponding images, and therefore few 3D points, which in turn leads the Poisson surface recon-
struction stage to carve a hole where there should not be one. This is the case in Figure 6, where we can 
see a big hole in the top area of the arch, due to the lack of detectable FPs in the marble plank. 
Another problem we have had is that the reconstruction stage creates sometimes several isolated mesh 
components for each individual model. This is because there are areas in the point cloud which do not 
correspond to the particular building we are reconstructing, but to nearby buildings which are unavoid-
able when taking pictures of the central subject.  As these components are not important, we keep the 
one with highest number of polygons and discard the rest. 
To remove only unwanted triangles in the model we analyze the boundary of the mesh (the set of edges 
belonging to only one triangle). In case the model is closed, and represents a reconstructed building, we 
remove the triangles in the mesh boundary corresponding to the roof and ground, thus creating a one-
triangle hole. Then we check the distance from each edge in the boundary to the processed point cloud 
and, if it is greater than a certain threshold, the corresponding triangle is deleted. This threshold is de-
termined by the average distance among points in the point cloud. To reduce the computation time, we 
can downsample the point cloud by placing a 3D voxel grid over the input point cloud and approximating 
by their centroid all points contained in each voxel. This approach is a bit slower than approximating 
them with the center of the voxel, but it represents the underlying surface more accurately. This process 
assumes there will only be unwanted surfaces in the roof and in the ground of the reconstructed models. 
As we iterate through the boundaries of the mesh, areas with a low count of 3D points, such as windows, 
are kept closed. 
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3.2.2 Mesh smoothing and decimation 

 
Figure 7: Cleaned 3D meshes of Arco Valentino before (left) and after (right) the Laplacian 

smoothing stage 

To ensure a good result, the Poisson surface reconstruction stage normally assumes a high octree depth. 
This means that the resulting mesh will resemble the point cloud very accurately, and have many very 
small triangles. On the other hand, as the point cloud will probably present some noise, the resulting 
mesh will also be noisy. To reduce this noise, a Laplacian smoothing stage is performed. Figure 7 shows a 
model before and after the smoothing stage. 

 
Figure 8: Two meshes representing Arco Valentino with ~200k (left) vs. ~20k (right) vertices 

Finally, we apply a decimation process based on QEM (Quadric Error Metrics) [27] and, therefore, make 
sure simpler areas are represented with fewer triangles while details are preserved with higher polygo-
nal resolution. Figure 8 illustrates how the resulting model can have a much lower polygonal count but 
still preserve its original shape very accurately. 



FP7-ICT-610691 D6.3: 3D Media Tools – Report – Version B 
 

D6.3: 3D Media Tools – Report – Version B  13/70 

3.3 Seamless, static multi-texturing 

3.3.1 Colour blending 
To obtain a realistic result, the 3D model undergoes a multi-texturing process. Our static multi-texturing 
system [28] yields a seamless texture atlas calculated by combining the colour information from the set 
of photographs used for the reconstruction. We suppress the colour seams due to image misalignments 
and irregular lighting conditions that multi-texturing approaches typically suffer from, while minimizing 
the blurring effect introduced by colour blending techniques. 

 
Figure 9: Ratings are first assigned per triangle and camera (left), then per vertex and camera 

(center), then interpolated across triangles (right) 

The key idea of this system is very different from other state-of-the-art techniques, which either search 
for discontinuities and iterate to reduce them, or blend the colour information provided by the images 
matching areas with similar colour. In our case, each camera is ranked with respect to how well it “sees” 
each triangle (using the projected area of the triangle onto the image and the normal of the triangle with 
respect to the pointing direction of the virtual camera). After assigning a rating per camera and triangle, 
we calculate a rating per camera and vertex by averaging the ratings of triangles surrounding each vertex 
(see Figure 9). The final stage interpolates the ratings inside the triangle. This way, we create a seamless 
texture across the model, where each triangle has contribution from more than one image. 
To save storage/transmission information, we create a texture atlas by unwrapping the 3D model into 2D 
charts. The colour contribution for each pixel of the atlas is calculated using following expression: 

𝐶𝐶𝐶𝑖 =
∑ 𝑟𝑖𝑖𝐶𝐶𝑟𝑖𝑖𝑁
𝑖
∑ 𝑟𝑖𝑖𝑁
𝑖

, 

where rij are the ratings of every camera that sees the considered triangle. These charts are efficiently 
packed using a block packing algorithm. 

3.3.2 Occlusion detection 
Although the multi-texturing approach is able to detect occlusions produced by the geometry of the 
model, it cannot ensure photoconsistency across the texture if there are partial occlusions of the model 
produced by foreign elements, either permanently (e.g., a lamppost placed in front of the landmark being 
reconstructed) or temporarily (e.g., a person walking by). If we want to detect this kind of occlusions, we 
must evaluate if the contribution from a particular camera to a certain pixel is too different from that of 
the rest. 
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Figure 10: Result of applying the multi-texturing stage on the 3D mesh of Arco Valentino 

However, banning the contribution of a particular camera is not as simple as it looks. As explained above, 
the key of this system is how the ratings are distributed smoothly across the 3D mesh. This means that if 
we discard the colour information of a camera in one particular pixel or group of pixels, we might be 
introducing a discontinuity in the ratings function and, therefore, a potential visible seam. To guarantee 
the continuity of the ratings function, we need to transfer the banning to the vertex rating, and its null 
value will be correctly interpolated. However, for low polygonal resolution meshes, this solution might 
be too drastic, so the final solution is subdividing the 3D mesh (using a trivial midpoint approach: we do 
not want to modify its geometry) to bring its polygonal resolution closer to the texture atlas resolution. 
Figure 10 shows a multi-textured 3D model resulting from this process. 
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3.4 Generation of textured-splat models 

  
Figure 11: Base (left) and decimated (right) splat model, uniformly coloured 

A splat-based 3D modelling approach was proposed during the first half of the project’s life in order to 
solve the shortcomings of a strictly-mesh-based reconstruction in the irregular parts of the point clouds. 
Besides, a decimation algorithm was developed to reduce the number of splats in the model while pre-
serving the shape of the objects. It consists of two steps: the first one eliminates quickly nearby simi-
lar/overlapping (i.e., redundant) ellipses, whereas the second one merges groups of approximately co-
planar splats into one. This process manages to preserve the sharp details of the model while minimizing 
the appearance of new holes, as illustrated by Figure 11, and achieves on average a 90% size reduction 
(of the data due to splats). 
However, as was noted in deliverable D6.1, uniformly coloured splats seem unnatural since details within 
the ellipses cannot be displayed. And this issue becomes unacceptable when the model is decimated, due 
to the adoption of a single averaged colour in a larger area of the scene. 
This is the starting point for the texturing system developed during the second half of the project, already 
described in Section 3.3.1, because it was originally designed for standard 3D meshes. It follows an ap-
proach proved successful for obtaining a seamless texture atlas for polygonal meshes, where the colour 
information provided by several cameras is merged in a smart fashion to reduce possible inaccuracies. 
Specifically, the cameras where a polygon (or, in our case, a splat) is best seen, according to the relative 
position between the camera and the primitive, are selected, and each one contributes individually to the 
final texture by being properly weighted to derive a natural transition along the polygon or the ellipse. 
The necessary adaptation of this technique for splat models required that they were first converted into 
mesh-like structures, that is, by replacing every ellipse with its circumscribed rectangle. The resulting 
model is hence suitable for being the input of the multi-texturing system and, alongside the specific 
parameters, generating the textured model, which is made up of the texture coordinates and the texture 
atlas. 
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Figure 12: Splats texture-coordinates generation process 

These texture coordinates are related to the aforementioned rectangle, or to its division into two sym-
metric triangles. However, they need to be tuned to get the desired coordinates: those corresponding to 
the ellipse centre and its axes endpoints. This procedure is depicted in Figure 12, and finally yields six 
new variables added to the definition of a splat (two per texture coordinate). Therefore a splat belonging 
to a textured model will inevitably have the following features, specified with fifteen floating-point num-
bers: 
• (cx, cy, cz): the location of the splat centre; 
• (ux, uy, uz) and (vx, vy, vz): the ellipse major and minor vectors, respectively; 
• (cs, ct), (us, ut) and (vs, vt): the texture coordinates corresponding to the three points above. 

 
Figure 13: Comparison between an original point cloud (left) and its textured-splat model (right) 

Once this process is repeated for every splat, the textured-splat models are certainly defined and ready to 
be rendered through the splat-rendering pipeline already introduced in D6.1, but with several tweaks 
that will be presented in Section 5.3 to allow the texturing of this kind of models. Nevertheless, Figure 13 
provides a preview of a textured-splat model, in contrast to the original point cloud, where the transition 
between splats is hardly noticed, but the colour variations inside a splat gives an increased realism to the 
model. 

3.5 Definition of a hybrid SPLAts + meSH (SPLASH) model 
One of the main achievements of the second half of BRIDGET’s WP6, both from the conceptual and practi-
cal viewpoints, is that the previously described 3D models based on either meshes or splats have been 
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merged together into a new hybrid modelling and rendering approach, where different parts of a 3D 
object are represented with different primitives. In this approach, called SPLASH (SPLAts+meSH), the 
core of the model is a (textured) triangle mesh covering all smooth areas of the object, and the more 
irregular and intricate details are modelled with (textured) elliptical splats. This combines the modelling 
flexibility and robustness of splats with the rendering simplicity and maturity of meshes, and the result-
ing models represent the scene in a more realistic way than using either meshes or splats alone. 
After the most representative planes are extracted from the point cloud (and eventually meshed) as 
described in deliverable D6.1, the remaining samples are treated as isolated points, rather than outliers. 
This means that they do belong to the scene, but do not have a planar underlying surface that may be 
easily meshed. Splats play a big part at this moment, as they still have a point-like nature, in terms of 
simplicity, but give a greater feeling of completeness and naturalness which is closer to the polygons 
effect. 
Although only those isolated points will get “splattified”, by following the method reported in Section 
4.3.2 from deliverable D6.1, all the samples that were present in the original cloud are used in the ellipse 
definition phase. This approach benefits from taking into account as much information as possible from 
the point neighbourhood, and hence defining a more realistic shape for the splat. 
Another remarkable difference in the current splats generation approach, compared to the previously 
reported algorithm, lies in the definition of the normal vectors. The subsequent texturing stage calls for a 
proper orientation of the normals, that is, outgoing from the object and pointing towards the viewer. 
Though the normals extracted via PCA analysis have an arbitrary orientation, they can be conveniently 
corrected by computing the dot product between the vector that goes from the camera to the point and 
the normal itself, and changing its sense depending on the sign of the result. 

 
Figure 14: Block-diagram of the SPLASH generation workflow 

Figure 14 shows an overview of the whole SPLASH model generation system, split in the most repre-
sentative phases. 
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Figure 15: Different steps followed in the generation of a hybrid model: meshing of the planar 

areas (left), “splattification” of isolated points (centre), and texturing of mesh and splats (right) 

The progressive outcome from the different steps in our method can be observed in Figure 15. First of all, 
the planar areas of the model are meshed, while the remaining points are left unchanged. The “splattifica-
tion” step is then applied in order to impose a surface-like feeling to those isolated points. Finally, the 
multi-texturing technique, used for both mesh triangles and splats, is decisive to give realism and a natu-
ral look to the final model. More results and close-ups from specific areas of the models may also be 
examined in Figure 16, Figure 17, Figure 18 and Figure 19. 

 
Figure 16: Original point cloud (left) and hybrid SPLASH model (right) from Torre de Belem 
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Figure 17: Close-up of the model in Figure 11Figure 16that reflects the difference between 

rendering only a mesh (left) and a hybrid model enhanced with splats (right) 

  
Figure 18: Original point cloud (left) and hybrid SPLASH model (right) from Arco Valentino 
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Figure 19: Original point cloud (left) and hybrid SPLASH model (right) from Palazzo Carignano 

The storage size issue has also been analysed in order to compare the initial point clouds and the gener-
ated texture-splat models, before applying any encoding or compression scheme. The results obtained 
for the different models mentioned in this deliverable are gathered in Table 1, and compare the number 
of primitives (points or splats) with the number of floating-point numbers required by every 3D model. A 
great reduction may be observed in all cases for both magnitudes, with an average reduction of almost 
80%. These results imply that not only subjective enhancement is achieved by using textured splats 
instead of simple point clouds, but a significant reduction in storage size is obtained, which is important 
to reduce the memory needs and the transmission capacity required by eventual online streaming appli-
cations. 

 
Table 1: Size reduction obtained thanks to splats for different 3D models 



FP7-ICT-610691 D6.3: 3D Media Tools – Report – Version B 
 

D6.3: 3D Media Tools – Report – Version B  21/70 

As previously mentioned, splats are not only a beneficial tool for modelling point clouds themselves but 
also a rather convenient help to represent intricate and irregular details present in bigger objects that 
are modelled through traditional polygon meshes. Besides, the inherent synergies between both kinds of 
representation may be exploited in at least two ways to improve even more the results: splats infor-
mation might be used as feedback to improve the rendering of the mesh-part of the models, and vicever-
sa, and all the geometry data might be coded in a connected way in order to reduce the final size of the 
hybrid models (as will be outlined in Section 4.1). 

 

Figure 20. SfM pipeline enhancements. 

In the current reporting period, substantial effort has been devoted to the consolidation of the 3D re-
construction pipeline developed in Y1. Additionally, in order to reduce the computational complexity and 
optimize the system runtime, different strategies have been implemented involving the re-design of all 
the processing modules (see Figure 20).  
We started from the observation that large-scale data often contains a huge amount of redundant infor-
mation, which allow many of the computations involved in the reconstruction pipeline to be approximat-
ed in favor of runtime speed.  
Moreover, SfM methods generally require non-linear/non-convex optimizations (e.g., Bundle Adjust-
ment) to be solved, typically through iterative methods: it is well known that while solving these kinds of 
problems, the convergence to the global minimum is not guaranteed, and it is function of the solution 
initial estimate. In turn the initial solution estimate is typically provided by algebraic methods, which can 
fail when huge amount of input data is used. In fact, we observed that reducing the amount of input data 
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with smart filtering techniques, not only improved the runtime performance, but also the completeness 
of the results.     
 
The optimizations have been put in place following 2 main strategies: on one side, smart algorithms have 
been designed to effectively reduce the temporal and computational complexity from a theoretical point 
of view; on the other side, in order to fully exploit the computational capabilities and parallelism of cur-
rent hardware, specific routines have been re-developed to run either on multi-core systems, or on dedi-
cated hardware (i.e., GPU/CUDA).  
In order to structure the operations, the current modules have been deeply analyzed and the runtime 
requirements identified. The goal of this analysis has been to spot which modules in the pipeline are 
more demanding in terms of resources (i.e., memory and computation), as to focus the effort on the more 
crucial processing blocks.  
Following this analysis, we found that exhaustive pair-wise image matching and feature extraction are 
the 2 most demanding tasks, followed by the bundle adjustment, and epipolar constraints computation 
(i.e., F-matrix). 
According to our preliminary analysis, we started the optimization process focusing on the exhaustive 
image matching module. Since this step is taking more than 50% of the total processing time, significant 
effort has been spent to find out smart algorithmic simplification, enabling significant speed up without 
sacrificing performance in accuracy. In fact, this module provides the basis for computing the epipolar 
geometry of the image set (which in turn is the skeleton for the 3D reconstruction); consequently the 
performance in terms of accuracy cannot be sacrificed for faster running time.  
In order to achieve this goal, a new strategy has been implemented, allowing a significant reduction of 
the pairs to compare, while not having significant loss in terms of accuracy. In the Y1 implementation, 
given a set of n images, n(n-1)/2 comparison were required, effectively matching all the images exhaust-
ively in a pair-wise fashion. Although this is the most effective way to recover the most comprehensive 
matching data between image pairs in the set, it is not efficient and does not scale well with the number n 
of images in the set.  
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Figure 21. Smart matching strategy flowchart and algorithm 

We observed that for extended dataset (e.g., image set covering large areas), most of the image pairs do 
not match due to the diversity of viewpoints. The size of subset of non-matching pairs varies of course 
according to the dataset, but it can reach up to 60/70% of the total number of pairs. This means that the 
majority of the image comparisons are useless from an information point of view, as they do not deliver 
any additional value for the 3D reconstruction.   
Intuitively, having a strategy to recognize those pairs would allow skipping a huge portion of compari-
sons, enabling in turn a significant runtime speedup.  
The inspiration for a smart image matching strategy came from the work in [1]where a number of crite-
ria are analyzed to infer the probability of correct match between keypoints of an image pair. The basic 
assumption is that the features (called by the authors characteristic quantities) of correctly matched 
keypoints are different from the features of wrongly matched keypoints. Among these characteristic 
quantities, the authors define the relevance of a SIFT keypoints as function of 4 quantities: the peak, the 
scale, orientation and distance from the image centre. 
Based upon the relevance criteria, given a pair of images to compare, an initial matching is carried out 
considering only top-relevant keypoints. If the correct matches among these top-ranked keypoints ex-
ceed a given threshold, the entire feature set is considered for the matching; otherwise, the image pair is 
deemed as non-matching. Intuitively, the idea is to check to which degree the image pair is matching only 
considering the keypoints more likely to match. If among the top-relevant keypoints not enough matches 
are found, it is very unlikely that less relevant keypoints will, and the image pair are marked as non-
matching. The new algorithm and flowchart are reported in Figure 21. 
We exploit here the fact that high scale features have higher probability to be matched [1]. In fact, a 
reduced set of top-scale features can cover a relatively large range of scales due to the decreasing num-
ber of features on higher Gaussian levels. Moreover, feature matching is well structured such that the 
large-scale features in one image often match with the large-scale features in another. 
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DATASET MODULE 
Y1 
(runtime[s]) 

Y2 
(runtime[s]) 

Speedup 
(% gain) 

Villa La Tesoriera  
(181 images) 

Sift extraction 165 65 60.6% 

Pairwise matching 328 45 86.3% 

SfM 493 189 61.6% 

Total time 986 299 69.7% 

Camera/map points 131/36169 179/58191 - 

Arco Valentino  
(286 images) 

Sift extraction 261 96 63.2% 

Pairwise matching 745 65 91.3% 

SfM 3301 186 94.4% 

Total time 4307 347 92% 

Camera/map points 266/49594 279/57582  

Palazzo Carignano  
(501 imags) 

Sift extraction 455 166 63.5% 

Pairwise matching 2875 181 93.7% 

SfM 23730 845 96.4% 

Total time 27070 1192 95.6% 

Camera/map points 499/155951 501/151261 91.3% 

Table 2. Y1 vs. Y2 runtime comparison for the modules object of optimization. 

The proposed 2 stage matching already significantly improve the runtime performance, while being able 
to maintain acceptable accuracy. However, in order to further push the limit, each image pair can be 
processed in parallel, either on CPU or on GPU, providing further runtime speedup.  
The choice of the parameter k and tm has to be carefully done, as they drive the speedup and the accura-
cy of the matching. In our experiment we found a good compromise by setting k=100 and tm=5. 
The module in charge of local feature extraction (i.e., SIFT) has been redesigned in order to support 
parallel computations, and ported on GPU (CUDA), allowing SIFT extraction and descriptor computation 
to be performed in a fraction of the original time. 
For what the epipolar geometry recovery (i.e., pair-wise homography and/or F-matrix estimation) is 
concerned, no particular algorithmic optimization has been performed. Instead, the routine has been 
parallelized and ported to GPU.  
The last module undergoing deep update is the one in charge of the camera and point optimizations (i.e., 
bundle adjustment). In fact, the original implementation is based on CPU only, and it’s not concerned on 
time complexity rather on optimization accuracy. In the current design instead, recent algorithmic ad-
vances in the field have been incorporated (e.g., Schur complement, Preconditioned Conjugate Gradi-
ents), allowing a good convergence of the optimization within a limited number of iterations. On top of 
this, the routine has been redesigned in order to allow parallelization and GPU porting [2]. 
In Table 2, a comparison of runtime is reported between the implementation of Y1 and Y2. In the com-
parison, 3 datasets have been considered with different image sizes. The table includes runtime speed in 
seconds for each of the stages involved in the optimizations, as the relative speed gain. The speedup gain 
is given in percentage wrt Y1 runtime: Gain % = (Y1_time – Y2_time)*100/Y1_time  
All the tests have been run on an Ubuntu 14.04 machine, 8 cores i7 CPU @ 3.4GHz, 16 GB ram, NVIDIA 
GTX 750 GPU. 
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As it can be seen, the runtime improvements are significant in all the modules, while the densi-
ty/resolution of the generated point cloud model is generally maintained. Notably, we observed in our 
tests how our new pairwise matching strategy not only significantly speedup the runtime by early dis-
carding non-matching pairs, but also improves the accuracy and completeness of the generated models. 
In fact, in all the datasets more cameras are registered in the final model, which in turn results more 
complete.  

3.6 Dense depth based 3D surface reconstruction 
In difference to sparse point cloud approaches the idea of dense depth based 3D surface reconstruction is 
to refine an existing 3D structure by exploiting the results of additional pair-wise stereo depth estimation 
steps. This section extends the work described in D6.1 sec 4.4. In the current reporting period the general 
workflow (please refer to D6.1. Figure 16) was extended by an automatic pair-wise camera pre-selection. 
The task of this module is to pre-select optimal camera views for subsequent depth estimation steps. 
Further on, the setup of the basic depth estimation modules was reduced from trifocal to pair-wise cam-
era configurations. The main advantage here is the increased flexibility. Finally, the depth estimation 
workflow itself was refined in order to achieve more robust results. Figure 22 gives a general algorithmic 
overview for the process of dense surface structure estimation. The following two sub-sections are dedi-
cated to the discussion of the achievements of the current reporting period, namely the automatic cam-
era pre-selection and the enhanced depth estimation workflow. 
 

 
Figure 22: General algorithmic overview for dense surface structure estimation 

3.6.1 Automatic camera pre-selection 
During the last reporting period an automatic camera selection algorithm was developed. More specifi-
cally the procedure aims to calculate a set of image pairs {𝑠1, 𝑠2, … , 𝑠𝑛} with 𝑠𝑖 = �𝑖𝑗, 𝑖𝑘� ∈ 𝐼 × 𝐼 under the 
following constraints: 
 

1) Redundant images are excluded (compactness) 
2) The calculated image pairs are well suited for stereo depth estimation (suitability) 
3) Minimal loss of content compared to the reconstruction using the maximum set of images pairs 

� �𝑖𝑗 , 𝑖𝑘� ∣∣ �𝑖𝑗 , 𝑖𝑘� ∈ 𝐼 × 𝐼 ⋀ 𝑖𝑗 ≠ 𝑖𝑘 �   (coverage) 
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Figure 23: Automatic camera selection procedure 

For a given image 𝑖𝑗 the input consists of the set of visible points 𝑃𝑗 (based on feature visibility) and the 
calibration data 𝑐𝑗. The first constraint is fulfilled using the method of [34]and takes place in step II) 
(Figure 23). It aims to generate a minimal subset of images 𝐼𝑚𝑖𝑛 ⊂ 𝐼 so that for all images 𝑖𝑗 ∈ 𝐼 a certain 
percentage1 of its points 𝑃𝑗 could be reconstructed using the images from 𝐼𝑚𝑖𝑛. The suitability constraint 
is implicitly included in III) and IV) of the given chain, namely the construction and filtering of stereo 
pairs: For each image pair [𝑖𝑗, 𝑖𝑘] ∈ 𝐼𝑚𝑖𝑛 × 𝐼𝑚𝑖𝑛 a reconstruction ratio r is calculated as follows 

𝐶(𝑗,𝑘) = �� 𝑝∣∣𝑝∈𝑃𝑖∩𝑃𝑘∧5°<𝑎𝑖𝑘(𝑝)<45° ��
�𝑃𝑖∪𝑃𝑘�

 with 𝑎𝑗𝑘(𝑝) is the angle of two viewing rays emanating from p to-

wards the two camera centers. The reconstruction ratio is affected by the baseline (via the angle criteri-
on) and the relative camera orientation within a stereo pair (via the intersection versus union calcula-
tion). A higher ratio means a higher compatibility of the contained images in terms of the stereo recon-
struction. In order to force the usage of sufficiently compatible images, all pairs having a reconstruction 
ratio below a threshold2 will be removed. 
 
The coverage criterion is addressed by applying a greedy search algorithm (Figure 23 IV): The first step 
consists in searching the stereo system whose set of reconstructible points (i.e. the denominator of the 
reconstruction ratio) is maximal and in subsequent steps the stereo pair is chosen which maximises the 
coverage ratio, i.e. the set of reconstructible points (defined as the union of the reconstructible points of 
all contained stereo pairs). Up to this point the ordering of the images inside a stereo system is unim-
portant as all computations are invariant with regard to the order of the images within a stereo system. 

                                                             
1We set the percentage to 70 %. 
2The threshold was set to 0.2. 
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In the description of the dense depth-based surface reconstruction we will introduce a new scheme for 
creating initial depth maps which is sensitive to the order of the images. 
Some results of the automatic approach are given in Table 3 and Figure 24. 
 
stereo pair count 1 2 3 4 5 6 7 8 9 10 11 12 

coverage ratio 0.04 0.075 0.105 0.135 0.161 0.188 0.219 0.241 0.26 0.278 0.295 0.319 

Table 3: Coverage ratios of automatic camera selection on arco-valentino-full-dataset 

 
Figure 24: First three stereo systems created by automatic camera selection 

3.6.2 Enhanced depth estimation workflow 
In the current reporting period the dense depth-based surface reconstruction chain has been improved 
by exploiting the initial 3D model provided as result of the 3D reconstruction pipeline. This model is now 
an integral part of the overall estimation. In difference to the work performed in year one, the 3D point 
cloud is now used to initialize the dense depth estimation. In contrast, the tool developed beforehand 
used a separate rough depth estimation (L-HRM [36]) as initialization. The advantage of the proposed 
approach is increased robustness. Further on, dedicated foreground object areas for the 3D reconstruc-
tion can be identified automatically. The proposed approach is now an integral part of the overall WP6 
3D reconstruction workflow. It starts with a rough point cloud based 3D model which is further refined 
with the proposed method. Compared to existing approaches one novelty is that parts of the 3D model 
refinement will be performed in the related depth maps of the original cameras incorporating dedicated 
input view clustering (stereo systems) rather than in the model directly. 
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Figure 25: generation of initial depth maps 

In general, the dense depth-based surface reconstruction approach requires an initial depth-map, which 
is further refined by the Patch Sweep algorithm. As the initial 3D point cloud does not contain surface 
meshes, it is not trivial to derive visibility information for each vertex, i.e. to decide which of the points 
will be visible in a given camera perspective. Initially we applied a hidden point removal (hpr) [37] oper-
ator in order to achieve this. In the most recent version of our tools we removed the hpr operator as we 
could manage to extract the required information directly from bundler and pmvs outputs. The visible 
points of the left respectively the right camera of stereo-system are projected to the belonging camera to 
obtain an initial sparse depth map and cross-bilaterally filtered to densify this sparse map (see Figure 25 
I - III ). The subsequent steps have been added in the current reporting period (Figure 25 IV- VI). The 
filtered map of the left side is combined with visible points of the right side and vice versa: All visible 
points occluding the opposite side's depth map will be combined with their visible points and cross-
bilaterally filtered. This way the detected feature points of two views can be combined without introduc-
ing artifacts (as only occluding points will be combined) and thus less filtering is required.  
Figure 26 depicts some results of the provided initial depth map generation scheme.  

 

Figure 26: Initial depth map creation left: initial sparse map right: initial dense map 
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Figure 27: Comparsion of initial depth map (left) and refined depth map (right) 

At the end, the number of bilateral filter iterations required for closing all holes is treated as a quality 
measure; i. e. the depth map containing more unfiltered pixels is used as initial depth estimate for the 
patch sweep procedure [34]which adds a significant amount of 3D details (Figure 27).  Additionally, the 
foreground region labelling is applied by projecting all points of the bundler input to the related camera 
and subsequent morphological processing (Figure 28 top). As the initial 3D data includes some back-
ground parts, e.g. sky regions, the resulting coarse masks are distorted. We investigated whether these 
coarse foreground-background masks could be used as user constraints for performing a convex optimi-
zation ([38]), but the amount of sharp edges contained in the background regions of the bridget data sets 
prevented a sufficient solution.  
The multiple refined depth maps will be fused to an overall high resolution 3D model at the end of the 
processing chain using the techniques we developed in different project [39]. By applying this fusion 
procedure, all 3D points occluding any other depth maps are filtered out and this results in improved 
foreground segmentation (Figure 28). The remaining artefacts have a bigger distance to the monument 
to be reconstructed and as a result they do not occlude any other depth maps (and cannot be filtered). 
Figure 29 highlights the high geometric detail achieved with the current method.  
Besides this, Figure 30 shows the results on the reference data set fountain-P11 [40]. Compared to the 
highly-rated PMVS reference results [41] our method shows a significant improvement of visual quality 
and geometric detail. Figure 31 illustrates this on the example of the shaded 3D model. For example more 
geometric details in the surface of the bricks and the golden fish can be seen. Further on, with our meth-
od the border area on the right-hand side of the wall is reconstructed in higher quality and less artefacts.  
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Figure 28: Improved segmentation achieved by fusion procedure 
top: segmentation masks 
bottom: fused 3D model. 

 

 

Figure 29 : Details of final reconstruction (seen from different viewpoints). 

 

   
Figure 30: Original image (left) and reconstructed surface (middle, right) of fountain-P11 data set. 
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Figure 31: Shaded 3D model of fountain-P11 data set reconstructed with (left) PMVS reference 

method and (right) our approach. 

3.7 3D Audio modeling – recorded audio bridget approach  
The purpose of recorded audio bridget is to overcome the requirements for mono, dry audio inputs to the 
binaural synthesis. A classical approach to binaural synthesis requires dry audio recordings for each of 
the audio objects and their geometrical position and orientation relative to the listener. It can be very 
difficult task to obtain such an information for a complex (multisource), dynamic audio scene. In order to 
allow broadcast producers to create interactive 3D audio bridget of such a scene, a method for modelling 
the audio scene out of the recordings with a free field microphone array is developed. In order to do that, 
a pre-processing unit is added in the audio engine, (see Figure 32) and its goal is to process microphone 
signals recorded by the microphone array so they can be used as input to the binaural synthesis. 
 

 

Figure 32. Updated bridget audio engine 

Recorded audio bridget is based on soundfield capturing with a spherical microphone array Eigenmike. 
The array consists of a 32 microphone capsules distributed on a surface of a rigid sphere with the diame-
ter of 8.4cm. All 32 recorded channels are passed to the pre-processing unit of bridget audio engine. 
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Figure 33. Microphone array recordings of the audio scene 

The pre-processing unit performs a beamforming on microphone recordings. A flexible constrained 
beamformer for rigid spherical microphone array was implemented [16]The first stage decomposes the 
soundfield into spatially orthonormal components while the second stage combines these components as 
eigenbeam spatial building blocks to generate a designed output beam or multiple simultaneous desired 
output beams. For a spherical array these building blocks are spherical harmonics [17]To evaluate the 
robustness of a beamformer, the white noise gain (WNG) is used. A beam pattern is defined in order to 
cover the full soundfield around the microphone, Figure 34. 

 

Figure 34. Beam pattern for the Eigenmike 

4 3D Media Coding 
Mention mesh size compression – movement to T3 + new task of point size compression 

4.1 Coding scheme proposal for hybrid SPLASH models 
During the second half of the project, a preliminary coding method for hybrid SPLASH 3D models has 
been developed to exploit the correlation between the location of splat centres and mesh vertices, follow-
ing the idea presented in Section 3.5. For the moment, the triangle mesh is encoded independently of the 
splats (and with state-of-the-art techniques) to maintain compatibility with existing mesh coding 
schemes, and the splats are encoded losslessly: their data size is reduced without any penalty on the 
objective quality of the decoded 3D objects. 
The initial proposal for coding the set of splats consists in first grouping them into different “neighbour-
hoods” containing nearby splats, and then, for each group, coding their location and shape (major and 
minor axes) differentially, so as to reduce the variance of the difference signal values, and finally exploit-
ing this variance reduction in an entropy coding step. 
Although the segmentation of the set of splats into different groups is an open issue, one of the alterna-
tives explored so far is using a classification algorithm such as Mean Shift to find the different clusters, as 
it does not require to know beforehand the number of classes. One of the possible drawbacks of this 
method is the eventual association of a great deal of points in each cluster (i.e., obtaining a single cluster 
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with points that would naturally belong to different groups). However, we do not consider it as a great 
problem, as in a subsequent step our algorithm will check for every new splat if it is closer to another 
vertex in the mesh than to the current group. And, in that case, it will be included in a different and more 
proper group. 

       
Figure 35: Mean Shift segmentation applied to the Torre de Belem. Comparison between the 

textured splats (left) and the segmentation result using high (centre) and low (right) search radii 

Another matter with Mean Shift is its high computation demands, as well as the dependency with a pa-
rameter (the search radius), that should be cleverly selected in order to avoid getting too few or too 
many clusters, based on the average distances between points. Figure 35 shows two segmentations of the 
isolated splats extracted from the ‘Torre de Belem’ model, already presented in several figures along this 
deliverable. In these images each colour (assigned randomly) stands for a different cluster found with 
Mean Shift. Using a high search radius (centre image) implies that splats being far away from each other 
are assigned to the same group, whereas applying a low radius (left image) involves getting an unman-
ageable number of clusters and an increase in the final size of the model due to having more pointers to 
the mesh (as will be described afterwards). 

 
Figure 36: Example of a mesh with two groups of isolated splats (left), and its schematic 

representation (right), where the anchor vertices and splats are identified 

Once the splats have been classified into clusters, our algorithm needs to find for each group the closest 
vertex from the mesh and the closest splat to it, which are called the anchor vertex and the anchor splat 
of that group. These concepts are clarified with an example in Figure 36, where a hybrid model (made up 
of a triangle mesh and a set of splats) is displayed on the left part of the image, and its schematic repre-
sentation is depicted on the right side. They are also classified into two different clusters, and each of 
them is related to an anchor splat and an anchor vertex, as the labels. Besides, as can be observed in the 
Figure, our method associates all splats in a group to their anchor vertex and assigns them a traversal 
order that starts with their anchor splat, which will be used subsequently for the differential coding. 
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Moreover, Figure 36 stresses the difference between the mesh layer and the splats layer that depends on 
it. 

 
Figure 37: Encoding example of a splat group starting in with its anchor vertex vx0 and its anchor 

splat (c0, u0, v0) 

The algorithm then encodes a whole splat group, starting with the anchor splat. Defining the anchor 
vertex by its position vx0 and the anchor splat by its centre and ellipse axes (c0, u0, v0), the following 
steps are: 
1. Encode the difference between the anchor vertex and the endpoint of the anchor splat major axis, i.e., 

the vector needed to go from  to  in Figure 37, c0+u0 – vx0. 
2. Encode the vector needed to go from  to  (the centre of the anchor splat), –u0. 
3. Encode the anchor splat minor axis, v0, needed to go from  to . 
4. For the remaining splats in the group, the one whose major axis endpoint is closest to the current 

point (initially, the anchor splat minor axis endpoint, ) is selected. Let (c1, u1, v1) be the center and 
ellipse axes of this splat, whose major axis endpoint is  in Figure 37. Before encoding its shape, the 
distance d from the center of this splat to its closest vertex in the mesh is computed: 
• if the distance between  and  is smaller than d, we indeed encode the vector needed to go from 
 to , c1+u1 – c0+v0; 

• if d is smaller, this splat could be encoded more efficiently with a different group, so we put it back 
in the pool of unused splats, select the next closest splat, and repeat step 4. 

5. Repeat steps 2-4 until either all the splats from the group are encoded or all the remaining splats are 
closer to the mesh than to the last encoded splat. 

This differential encoding approach is more efficient than encoding independently the center of every 
splat because, if splats are close to each other, the variance of the difference signal values is smaller than 
that of the absolute signal values, and this variance reduction is exploited by a subsequent entropy cod-
ing step. Besides, compression is also achieved by assigning every group of splats to their anchor vertex, 
as the difference between it and the anchor splat is also expected to be quite small. 
Although this method apparently needs to encode three 3D vectors for every splat, this number may also 
be reduced, since the two ellipse axes are perpendicular. Therefore, only the two tangential components 
of v0 need to be encoded, and the normal one can be derived from the fact that the dot product between 
the ellipse axes is zero, i.e., u0 · v0 = 0. 

4.2 Framework for point cloud compression and visualization 
This task is dedicated to compression and decompression of 3D point clouds in order to allow an efficient 
and quick transmission of point cloud data (PCD) generated in T6.1. An additional objective of this task is 
the development of computationally lightweight algorithms capable of running in web browser based 
environments. With respect to these constraints we have developed modules for compression and de-
compression of point clouds in JavaScript.  
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From an algorithmic point of view the module development was motivated by state of the art methods. 
Based on these we developed a novel point cloud compression method as a mixed approach combining 
space partitioning and quantization compression, similar to the BSP binary methods in [63] but using 
octrees and their dual properties. In this context, our focus was low computational complexity.  Our tools 
were carefully evaluated experimentally in order to determine efficiency and quality.  
For software integration, we have used JavaScript APIs. We created a compact BRIDGET framework that 
consists of a server side for compression and a client side for decompression. Both modules can be run as 
in a web browser as part of a potential web page. All processes can be configured to start automatically 
or be integrated into a page with standard HTML elements.  
We also created a small JS module to visualize 3D points inside an HTML web page using WebGL [45] and 
Three.js [51]. The point cloud can thus be loaded or downloaded via the browser, decompressed on the 
local machine and then presented in a HTML canvas together with other HTML elements. The color, 
transparency and size of the 3D output can be adjusted via HTML, CSS and JavaScript to fit the design of a 
website. The BRIDGET framework allows to access and view PCD on mobile devices which are JavaScript 
and WebGL compliant. 

4.2.1 State-of-the-Art 
Point cloud compression 
Medium and large point clouds or vertex lists (polygon-based models) are not only memory or time-
consuming while processing them but often not suitable for transmission. In the past, a lot of methods for 
point compressions with different approaches were developed to optimize the handling and transmitting 
time of point coordinates. For polygon datasets (3D models) it is important to not destroy the face indi-
ces and if eliminating points, to rearrange the indices of the corresponding polygons. In contrast, in a 
pure PCD without polygon information a removal of individual vertices will not corrupt the point cloud 
itself. For a PCD it is possible (i) to compress or modify the coordinates (lossless compression) and/or 
(ii) to reduce the number of points. Three strategies emerging in the literature are: vertex quantization, 
geometry simplification and spatial optimization. 
The first strategy uses a quantization process to reduce the memory consumption of each point or vertex 
coordinates in the data file. In [62], Lee et al. describe a compression scheme with local quantization of 
vertices by a partitioning algorithm that minimizes artefacts on the boundaries relating on mesh distor-
tions. The Quantized kd-Tree viewer from Hubo et al. [64] lies in quantizing the tree by splitting the 
coordinates with planes. The neighbourhood structure can be used for ray-tracing output. Other quanti-
zation strategies use the reduction of data formats – reducing the floating point number to an integer 
format with a small numbers of representational bits (quantization bins). This process can be done very 
quickly and the data can also be saved in a GPU compatible format [68].  Adaptive quantization can be 
used for each dimension by using a generalized or modified generalized Lloyd algorithm (GLA) to analyse 
the number of bits needed for the quantization process, relative to a given error threshold [60]. One 
other method uses a predictive vector quantization to reduce bandwidth without destroying the mesh 
connectivity [58]. Combining methods as in Limper et al. [67] use sequential images and binary coding 
schemes for progressive transmission of the data.  
The second strategy (geometry simplification) will reduce recursively the complexity of a point set by 
removing point from the original data set. A technique is to use point neighbouring with graph [61]. After 
deleting points the process must decide what happens with the color values of the points mapped onto 
the same coordinate. The methods are mostly not lossless, so structural details of the model can be lost.  
A lot of compression methods use a spatial rearrangement of the points (subdivision) in hierarchical 
cluster: that can be done with coarser approximations and LOD information [59] or with octree data 
structures [65][66]. Octree structure sorts PCD in sub-volumes (voxels) as shown in Figure 38. Not ad-
dressed regions should be removed from the octree list to save index space. Points from a lower level 
(child) could be easy fused to a single point in the corresponding higher level (parent). The depths (ab-
straction levels) can be used to control the resolution: the octree depth defines the resolution and the 
highest level the abstraction. Therefore, octrees will be often used to transmit spatial data in a progres-
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sive form [57]. A reduction of points can be simply reached by transmitting the parts from only one 
octree level.   
 

         
Figure 38: Typical hierarchical octree 

(Image by WhiteTimberwolf, PNG version: Nü - Own work, CC BY-SA 
3.0, https://commons.wikimedia.org/w/index.php?curid=9851485) 

 
Mixed methods: As mentioned before in [67], Limper et al. proposed a combined method with picture 
coding and bit quantization. Bordignon et al. describe in [63] another mixed strategy using spatial reor-
dering and memory reduction. The method combines the process of geometric structure via quantization 
with an adaptive binary space partitioning (“BSP quantization”): the PCD model is partitioned into sub 
regions by defining cutting plane. The partitions are then encoded in a progressive manner, decreasing 
the number of bits used for the quantization process, at each subdivision. Therefore, combining positive 
characteristics of two methods can increase the compression rate. 
 
WebGL Renderer  
In the past, visualizations of 3D scenes or datasets over the internet platform needed installations of 
some browser plugins on client-side (Cortona3D, BS Contact or Unity Web-Plugin [49],[50] and [54]). 
Such Plugin was mostly implemented for Windows OS via the ActiveX interface system from Microsoft, 
an extension of the COM/OLE interface for active (web) content [56]. The plugin was then able to load, 
process, decompress and visualize the data in standard or proprietary formats.  
Today state-of-the-art browsers use the new 3D web standard “WebGL” allowing a perfect integration of 
3D contents into web pages [45][48]. The Web3D Consortium [46] is currently defining the next level of 
standardisation for publishing of interactive 3D graphics models on the Web e.g. with the X3D 
HTML/XML compliant format. Other open source projects as Three.js [51] the rendering engine of MIT 
for WebGL compliant browser, became very popular. Three.js is a lightweight framework and has a lot of 
extensions because developers can simply extend the framework. Other WebGL engines as Babylon, OSG 
or Unity are popular and have very good rendering qualities too. WebGL renderer use normally the 
document object model (DOM, [47]) to be well integrated into the web pages and to communicate with 
the browser. For point clouds from laser scanners data, the Potree viewer [55] gets more and more 
relevance in the PCD community.  
To save time and space by transmission of PCD, binary data sets are today standard. PCD should use 
compression file formats as proposed by the Moving Picture Experts Group (MPEG) in the standardisa-
tion process of 3D Graphics Compression [69], the GL Transmission Format of the Khronos Group (glTF, 
[45]) the Point Cloud Library [53] or by other standalone free formats as the STL, OBJ or PLY model 
formats. The PLY format (knows as the Stanford Triangle Format, [65]) is a format with high acceptance 
in the research area and was implemented for many WebGL so for the Three.js renderer. All became very 
popular because they are free and they can be easier integrated into own 3D editors or viewers (almost 
as small JS API). Therefore it exists today a lot of source code and example how to manage these data 

https://commons.wikimedia.org/w/index.php?curid=9851485
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types and adapt them for known render engines or in own applications. The PLY loader from Wei Meng 
[52] gives a good implementation for using PLY data sets in Three.js. 

4.2.2 Compression methods for BRIDGET 
In BRIDGET we developed a novel PCD compression as a mixed method combining space partitioning 
and quantization compression, similar to the BSP binary methods in [63] but using octrees and their dual 
properties. Here, octrees are not used in the conventional way to create hierarchical parent-child struc-
tures or for progressive transmission, but for partitioning the point cloud (volume) by a fixed octree 
level. While creating the octree, each xyz-axis of the PCD volume will be splatted by two subdivisions (we 
name this procedure “Dual Octree Quantization”). The two partitions can now be binary interpreted as 
binary 0 and 1: this bit can then be “virtually” added to the bins at the quantization process. This doubles 
the resolution of quantized coordinates (see Table 4). On the contrary, if the point resolution is fixed then 
the usage of octrees allows use to save a bit per coordinate (theoretical we have then: bins - 1). Hence, 
this method extends the quantization process of point coordinates. Both processes are point-lossless. 
 
Octree level Partitions Normalized Resolution (1 axes) Final resolution 

0 Initial value range [0.0; 1.0] [0.0; 1.0] 

1 2 Subdivisions [0.0; 1.0] [0.0; 1.0] [0.0; 2.0] 

2 4 Subdivisions [0.0; 1.0] [0.0; 1.0] [0.0; 1.0] [0.0; 1.0] [0.0; 4.0] 

level 2level  Subdivisions 2level x [0.0; 1.0]  [0.0; 2level] 
Table 4: Resolution enhancement by using octree coding (for one dimension) 

 
Our PCD compression solution is implemented in JavaScript and based on the PLY data file format and on 
the representation of geometry model from the Three.js API. We have implemented the PCD compression 
with quantization bins for any number of bits. Octree enhancement is only implemented for the first 
level. Our framework is extensible and compatible with common current HTML5 browser. 
Finally, the point lists can be converted by our JS framework in a rendering geometry for the visualiza-
tion process with Three.js (see Chapter 5.6 “Web based rendering”).  

4.2.3 Description of the point cloud compression process 
Figure 39 shows the workflow used in the PLY compression process. In the three first steps, the point 
coordinates will be directly modified inside our 3D data object (JavaScript container with vertex list and 
the PLY buffer). In the last step we need to compress the final array buffer in a PLY ready format. Then, 
this array can be saved in the final PLY file format. All parameters and values needed for the decompres-
sion process are maintained inside the JS container and will be saved in a PLY compatible header format 
in proprietary comment lines.  
The octree enhancement (step 2) is an optional process and can be activated as needed. After having 
splatted the PCD volume in 23 sub volumes, all parts can be treated as separate PCD with its own normal-
ization and quantization step, its own centre position and coordinate subrange inside the original vol-
ume. This method can be used for any octree level. 
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Figure 39: PLY point cloud compression workflow 

 
Point redundancies  
To augment the compression ratio it is common to delete or merge redundant points after the quantiza-
tion process. If points are removed, the RGB color value of the resulting point should be recalculated 
(average of all color values…). In the BRIDGET framework, this step was realized as a prototype. It is 
running in JavaScript with some restrictions (need time, more memory). It won’t be further considered in 
the following compression chain and results. 
 
Step 1: Normalization 
To take benefit of the whole quantization range given by the n-bit integer (bins), we will first normalize 
the floating-point coordinates to fit the unity volume Vunity with a coordinate range of [0.0; 1.0] x [0.0; 
1.0] x [0.0; 1.0]. So we calculate the original bounding box BB of the whole PCD and reposition the points 
relative to the smallest xyz edge of BB (position Pglobal) and scale the coordinates with a factor of Sglobal = 1 
/ BBsize to fit into Vunity.  The parameters Pglobal and Sglobal are needed for the decompression process.  
 
The format of the PLY file was extended by the compression parameters, saved as comment lines: 

 

ply 
format binary_little_endian 1.0 
comment Fraunhofer HHI generated 
comment Compression=true 
comment Format=[precision|hhi high compression|pos offset|scale factor] 
comment Params=[8|true|-1182.7523193359375,-1011.437255859375,-
958.8148193359375|1328.4039306640625,1206.4233856201172,1345.5865478515625] 
(…) 

 
Step 2: Octree enhancement 
The main idea for using octree is to increase the compression ratio:  

(i) To increase the resolution of the quantized PCD model by using the same or equivalent 
memory space.  

(ii) To save memory consumption by getting the same model quality (lossless, 1 bit saved per co-
ordinate and octree-level). 

 

Point Cloud Compression 

Step 1: Normalization of 
the point coordinates 

Step 3: Quantization of 
the new coordinates 

Step 4: Compression of 
the array buffer 

Step 2: Octree generation 
and enhancement 

JS Container 
(PLY Data) 

Compressed 
Container 
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Figure 40: Left: Arco Valentino test model.  

Right: One octree level is taken at a time for binary partitioning (here: 8 partitions) 

Description  
The octree divide the box ΒΒ in 2 (3 x level) sub boxes (BB local). A rendering of the partitioned PCD with a 
level of 1 is shown in Figure 40. By considering all sub boxes BBlocal as standalone point clouds with they 
own offsets Plocal = Pglobal + Offsetsubvol and new scale values Slocal = (Sglobal / octree-level) all of them can be 
individually normalized in a new volume Vlocal and quantized with the same bins as defined by the parent 
level. Therefore, the resolution of each xyz coordinate is duplicated by two each level N (method 1): this 
corresponds to 1-bit more each coordinates. Figure 41 shows the method to define the octree quantiza-
tion parameters: 

 

 
Figure 41: Octree and quantization parameters (frontal view with quadtrees, level 1) 

Algorithm 
After having created the octree structure for a fixed level, points inside a subdivision are locally re-
normalized by using the new local offset Plocal (normalized value) and scale factor Slocal to fit into their 
own sub volumes Vlocal (equivalent process as Step 1). The local offsets and scale values haven’t to be 
saved because they are relative to Pglobal and Sglobal and will be calculated next time (this save memory 
too).  Then, the lookup table with the point indices for the octree subdivisions will be generated and later 
saved within the PLY data.  

Vlocal 

Original BB Plocal 

Slocal 
BBlocal 

Subdivision 2 

Subdivision 3 Subdivision 4 

P
global

 

Sglobal 
Offsetsubvol 

Y world 

X world 0 

0.0 

1.0 

Subdivision 1 
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The format of the PLY file with octree was extended by an octree comment line: 
 
ply 
(…) 
comment Octree=[1|bec7|106b2|103c1|1ae0a|b964|9024|13f8d|c0a8] 
(…) 

 
Advantages: Using octrees in the quantization process allow us: (i) to multiply the resolution of the com-
pressed PCD without increasing storage space (method 1) or (ii) to reduce the number of bits without a 
loss of resolution (method 2). These properties are valid for each level.  
Remarks:  

- This process needs temporary more memory and time in the compressing process, depending of 
the used octree level.  

- But: In the decompressing process, no more memory and time are needed compared with the 
process without partitioning. 

 
Step 3: Quantization  
In this step, normalized coordinates of the main volume Vunity (see Step 1) or, in case where octrees are 
used, of all sub volumes Vlocal (see Step 2) are quantized to reduce the size of the PCD: The xyz coordi-
nates from a regular PLY file (regular a Float with 32 bits) are reduced to a bit-saving integer values with 
n bits (n < 32 is minimum to reduce space).By using the normalized coordinates and multiplying them 
with the maximal number of the new range guaranty that the whole range of [0; 2n-bits] is used (no resolu-
tion lost). Then, the decimal places are cut to get the integer values (discretisation process).  
The quantization factor (bins) is given by the user as a compression rate from 1 bit to n bits: the number 
of bits can be adjusted to many use-cases and end-devices e.g. for workstation or mobile device. By set-
ting very small bins (n < 8) we obtain a visible discrete structure (see Figure 42, middle picture). 
 

          
Figure 42: Left: Arco Valentino original (Float32); 

Middle: quantized with 7 bits (range: 128 values / coord.); 
Right: same model as overview e.g. for small devices 

Step 4: Array Buffer compression 
This step allows saving a third time storage space while compressing the bits inside the vertex data 
stream (point list in the binary PLY buffer). Normally, coordinate values are stored in full byte. So if 
someone set a compression value of 10bits, then 6bits per coordinates are lost (18bits per points). Up 
scaled to a PCD e.g. with 500.000 points (16bits: 2.8MB), that make a difference of 1MB (-34%). So, we 
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rearrange space-saving the bits of all coordinates, eliminating non-used bits in the whole stream as 
shown in Table 5: 
 
 Array Buffer (bits) with point list (n = 10 bits) Number of bytes / point 

Original data 
(before bits 
shift) 

x=(000000+1111111111)2,  
y=(000000+1111111111)2, 
z=(000000+1111111111)2 

= (000000111111111100000011111111110000001111111111)2 

3 x 2 Bytes (48 bits) 

After bits shift x=(1111111111)2, y=(1111111111)2, z=(1111111111)2 

= (111111111111111111111111111111)2 
3.75 Bytes (30 bits) 

 Save up number of bits per coordinate 18 bits (-37,5%) 

Table 5: Space-saving rearrangement of bits in the PLY point stream 

Remark: This step is theoretical only use full if the bins are not of power of two, says that the integer 
doesn’t match with a Byte (8 bits), Integer (16 bits) or Long (32 bits). 
 
Remark about point colours: The color values of the points won’t be compressed by our methods but 
could. The color list will be currently simply copied from the original to the compressed PLY. For a fur-
ther implementation, color values should be considered as a picture and could be compressed in the 
same manner as images are e.g. by a Jpeg compression [67]. 

4.2.4 Decompression 
For the decompression, the inverse process queue is used (Steps 4 till 1). The parameters for decompres-
sion are read from the PLY file. There are two possibilities:  

(i) If no octree enhancement was used in the compression process then the quantized coordi-
nates can be directly transformed back to fit the unity volume Vunity. Then the original posi-
tion Pglobal of the bounding box and the scale value Sglobal is used to transform the cloud to the 
original box BB. 

(ii) If octree enhancement was used in the compression process then we have to calculate first 
for all octree subdivisions Vlocal the Plocal and Slocal values in relation to the partition location 
(Offsetsubvol), transform locally the coordinates back to their local BBlocal and adjust with the 
global values Pglobal and Sglobal. Finally, because the subdivisions are separately transformed, 
they must be merged to the global BB.  

After decompression, the coordinates are in the same floating-value range as originally (but with less 
decimal place). To eliminate the artefacts of discretisation (Figure 42, middle picture), we have made 
some experiment with jittering (prototype algorithm, integrated in the decompression workflow but not 
relevant for storage).  
Result of jittering: In the case where the sparse cloud is very dense, jittering will close a little bit the gap 
between the discretisation points (see Figure 43). Otherwise, when the gap between points is very high, 
we get some mini-clouds around the quantized point-groups. In this case, we cannot close the gap in an 
efficient way without knowledge about the surface and pixel neighbouring. So we didn’t have integrated 
jitter correction in the compression workflow. 
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Figure 43: Top: Arco Valentino in 8bits w/o jittering and with 0.01 jittering;  

Bottom: Arco with 6bits and 0.005 jittering; 
Right: Zoom view to compare with Figure 42 

4.2.5 Compression results 
We made several tests with our demonstrative PLY dataset to evaluate the compression ratio with differ-
ent parameters. We took the 3D reconstructed model “Arco Valentino” (in the modified version 
“Frame_006-no_faces.ply”) as reference for all the tests. The faces were removed to get a only point cloud 
(vertex color values are included). This model has a total of 508.161 points (Float32 per coordinate) and 
a size of 7,941 KB. 
Compression without octrees 
We used for the test compression with quantization and bit-wise optimization of the binary array (Step 1, 
2 and 3, see Table 6). We didn’t remove redundant points. 
The resulting size includes the PLY header and the original color and alpha value (see Table 7).  
 

Parameter name Value 

octreeLevel 0 (= no octree) 

numOfBits See result table 

isHighComp T 

isColor T 

isAlpha T 

PLY Format Value 

out_fileName - 

out_format hhi 

out_type Uchar (byte) 
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out_len Variable bins 

Table 6: Value used for the tests 

 

Compression 
(bits per xyz coord.) 

Size of PLY  
(KB) 

Ratio (%) Number of Points 

Original 7,940.3 100.00 508.161 

24 6,451.7 81.25 508.161 

20 5,707.4 71.88 508.161 

16 4,963.0 62.50 508.161 

12 4,218.6  53.13 508.161 

8 3,474.2 43.75 508.161 

5 2,915.9 36.72 508.161 

Table 7: Compression with quantization (no octree) 

Remark: Removing the alpha value will reduce the file size by 496,251 KB. 
 
Figure 44 show the Arco Valentino in comparison in 2 compression levels (12 and 8 bits). The 12bits 
model is very good and don’t have big gaps. The 8 bits version will be ok depending on the use-case e.g. 
for small devices as point cloud preview. 
 

       
Figure 44: Left: Arco Valentino original and float 32bits; 

Middle and right: Quantized with 12bits and 8bits  

 
Compression ratio using octrees (Dual Octree Quantization): 
 
For the tests, we took the same model with its 508.161 points, originally with Float 32bits coordinates, 
then with 8 bits quantization (for file size see Table 7). We then made some comparisons of the compres-
sion gain using octree partitioning. We only implemented the first octree-level (real result values) so for 
the other levels we made a quick estimation using this fact:  
Changing the octree-level to one upper doesn’t change the number of points. This only increases the length 
of the index list.  
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The PLY file includes the look-up table (octree indices saved in a PLY comment line) and the color lists. 
The entries in the table was implemented as a 32 bits unsigned integer (in hexadecimal = 8 ascii char) 
enough to reference an list for an octree-level of five (32768 sub-volumes). 
 
Results 1 for method 1: Table 8 shows the first possible advantage while using octree, the extension of 
the data range (column 5) without majorly increasing the size of the PLY files (please to compare the first 
values of column 7).  The file size simply grows a little bit while doubling the resolution. The difference 
between the level 0 and the level 5 is of 7.36% for a resolution enhancement of factor 32. For the level 4 
the raise is under 1% for a factor of 16. 
 

Octree 
Level 

Number 
of 
Regions 

Quantized 
Coord. 

Equiva-
lent 
Coord.  

New value 
range per 
axe 
(voxels) 

Resolution 
Factor, per 
axe 

Lookup Table 
(max. 8 bytes 
per index) 

Size of file (KB)* 
(ratio to original PLY) 

0 1 8 bits 8 bits [0-256[ x 1 0 Bytes 3,474.2 (43.75%) 

1 8 8 bits 9 bits [0-512[ x 2 64 Bytes 3,474.3 (43.75%) 

2 64 8 bits 10 bits [0-1024[ x 4 512 Bytes 3,474.7 (43.76%) 

3 512 8 bits 11 bits [0-2048[ x 8 4 KB 3,478.2 (43.80%) 

4 4096 8 bits 12 bits [0-4096[ x 16 32 KB 3,506.2 (44.15%) < 1% 

5 32768 8 bits 13 bits [0-8192[ x 32 256 KB 3,730.2 (46.97%) +7% 

Table 8: Increasing the point resolution using octree in the quantization process  
(in white: tested, in grey: estimated) 

*) Calculation based on: The size of the table is added to the file size without octrees: 
        New_size_of_File = Size_of_File_Octree_level_0 + Size_of_Lookup_Table 

 

         
Figure 45. Left: Arco Valentino with 5 bits Quantization; 

Middle: enhanced using octree level 1 (= 6 bits); 
Right: enhanced using octree level 4 (simulated, = 9 bits) 
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Figure 46: Left: Zoom of Arco Valentino with 8 bits Quantization; 
Middle: enhanced using octree level 1 (= 9 bits); 

Right: enhanced using octree level 4 (simulated, = 12 bits) 

Figure 45 and Figure 46 shows the Arco Valentino without and with octree enhancement (level 1). With 
octrees, the quantization (discretization) to 5 and 8 bits can be synthetically increased to 6 and 9 bits. 
The result shows a doubling of the resolution per axes (middle picture). We made a simulation for an 
octree level of 4 or 5 too, equivalent to a high compression with respectively 9 and 12 bits (bins without 
octree). Here, the structures are clearer and the point distribution more regular. Enhancing a PCD with 
strong compression (low bins) is more worth then a one with high bins. 

 

    

Figure 47: Left: Arco Valentino with 20 bits quantization;  
Right: enhanced using octree level 1 (= 21 bits) 

If the bins are already very high, then using octree level 1 and growing the resolution by two doesn’t 
affect the model to much (see Figure 47). This result depends on the start distribution and resolution of 
the points in the original PCD. 
 
Results 2 for method 2 
Table 9 shows the second possible advantage while using octree, the reduction of the size of the PLY file 
while saving bits (column 4) without decreasing the resolution (integer range, column 5). The higher the 
bins are the lower compression with octree is rentable. In the future, it will be possible to define some 
formula for calculating the needed level of the octree in relation to the wished ratio and bins. 
 

Octree 
Level 

Number of 
Regions 

Quantized 
Coord  

Equivalent 
Coord 

Value Range per 
axe 

Octree header  
(max. 8 bytes per 

Memory saved** 
(ratio to level 0)  
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(voxels) index) 

0 1 8 bits 8 bits [0-256[ 0 Bytes Ref. 0% 

1 8 7 bits 8 bits [0-256[ 64 Bytes -186 KB (-5.35%) 

2 64 6 bits 8 bits [0-256[ 512 Bytes -371 KB (-10.69%) 

5 32768 3 bits 8 bits [0-256[ 256 KB -674 KB (-19.41%) 

0 1 12 bits 12 bits [0-4096[ 0 Bytes Ref. 0% 

1 8 11 bits 12 bits [0-4096[ 64 Bytes -186 KB (-4.40%) 

5 32768 7 bits 12 bits [0-4096[ 256 KB -674 KB (-15.98%) 

0 1 20 bits 20 bits [0-220[ 0 Bytes Ref. 0% 

1 8 19 bits 20 bits [0-220[ 64 Bytes -186 KB (-3.25%) 

5 32768 15 bits 20 bits [0-220[ 256 KB -674 KB (-11.81%) 

Table 9: Memory space saved using octree in the quantization process  
(in white: tested, in grey: estimated) 

**) Calculation based on: Difference token from the compressed file size (bins) to the equivalent octree compressed 
version with (bins-level) bits:  
        Memory_saved = Size_of_File_bins_without_octree (3,474.2 KB) - Size_of_File_Octree_level_(bins – Octree_level) 

 

    

Figure 48: Left: Arco Valentino with 12 bits quantization;  
Right: with 11 bits quantization and octree (Level 1, Size reduction: 4.40%) 

Figure 48 show the model in two quantization bins (12 and 11 bits). The left one was enhanced with the 
octree compression to get equivalent 12 bits. Both models have after compression the same point quality 
by a reduction of the file. 
 

4.2.6 Summary of compression using quantization and octrees 
We have demonstrated a new method for quantization of point cloud in order to perform data compres-
sion and decompression. Our proposed method is very efficient, computationally lightweight and pro-
vides results with high accuracy. Depending on the object resolution and bounding box a dedicated com-
pression factor for data discretization can be selected which creates non-lossless compression results by 
still maintaining good visual quality.  
Using the proposed Dual Octree Quantization method will additionally drastically increase the compres-
sion rate by maintaining same visual quality. Our quality enhancement (method 1) or space reduction 
(method 2) is very useful while transmitting and visualizing a PCD on a mobile device. The user is able to 
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select either more details (e.g. for a better 3D overview) or smaller download time (i.e. data size), both 
resulting in better user acceptancy.  
By combining the advantage of both methods, it’s possible to make very flexible setups of PCD compres-
sion and adapt it individually to end user devices and applications. 

5 3D Scene On-line Reconstruction 

5.1 Video-to-Point-Cloud Framework 
In the current reporting period, the algorithmic improvements reported for T6.1 has been applied also to 
the video-to-point cloud integration frameworks of Sect. 5.1 and 5.2 of D6.1, where applicable. In particu-
lar, the video integration method of Sect. 5.1 – D6.1 received the biggest amount of benefits, as it heavily 
relies on the structure from motion pipeline of Figure 20. On the other side, in order to further improve 
the performance of the method originally described in Sect. 5.2 – D6.1, an extension is ongoing, focused 
on applying SLAM-like methods to fuse video content into pre-existing 3D point cloud. According to this 
idea, the biggest efforts have been focused on the development of a stereo-based SLAM framework. 

5.2 Stereo SLAM framework 
Although tools for end-to-end model creation has already been developed and delivered as part of previ-
ous WP6 commitments, the idea here is to provide a fast alternative enabling the user to create and 
publish watertight 3D models in a timely manner. To this aim, we rely on 3D sensors, specifically stereo 
cameras, to accurately track the sensor motion over time. Exploiting the epipolar constraints, disparity 
images can be estimated, and converted to real scale depth maps through the stereo calibration parame-
ters. In turn, calibrated depth maps can be fused together in a common coordinate system, allowing 
dense and accurate model creation in a matter of seconds. The flowchart of the proposal is reported in 
Figure 49. 

 
Figure 49. Pipeline for stereo camera-based online 3D model generation. 

 
Relying on temporally ordered image pairs, the stereo SLAM module enable soft-real-time 3D reconstruc-
tion of medium sized scenes. The flowchart of the proposed pipeline is reported in Figure 50. 
The whole SLAM framework builds upon the concept of graph-SLAM, modeling keyframes and their 
structural relationship within a graph: here, each node is a keyframe, and an edge connects 2 keyframes 
whenever they share common field of view (e.g., they have some matching features).  
Generally speaking, according to the SLAM model, 2 processing blocks are provided, namely the front-
end and the back-end. The former interfaces with the input sensors (i.e., stereo camera), and carries out 
egomotion estimation based on low-level feature tracking and local optimizations. The latter, is respon-
sible for building and maintaining a self-consistent map representation, relying on loop closure detection, 
and pose graph optimization. 

Stereo 
SLAM

Depth map 
computation

Depth map 
fusion

Camera poses (6DoF)

Depth maps
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Figure 50. Stereo SLAM flowchart. 

Globally, the framework is fed with synchronized and stereo rectified image pairs, and provides as output 
the optimized camera (relative) poses and a pointcloud-based model of the scene. 
For the system details, we generally followed the work presented in [3]extending its functionalities to 
stereo camera sensors. Details on the specific modifications follow in the next paragraphs.   

5.2.1 Map representation: points and keyframes 
Intuitively, the map is represented by a set of point describing the structure of the 3D world. Each 3D 
point position is obtained through triangulation of different views and optimized with bundle adjust-
ment. Together with its 3D position, each point is associated with a normal vector obtained by averaging 
normal direction in the different views. Nominally, a single map point is associated with a number of 
keypoint descriptors, one for each frame used in the triangulation. In addition, in order to speed up data 
association, each map point stores a representative feature descriptor, calculated as the median of all 
associated descriptors. 
Keyframes are also integral part of the map, representing snapshots of the scene. Each keyframe stores 
all the low level features in the frame, the related camera pose, and connectivity information with all the 
other keyframes. In particular, the connectivity information builds up the so-called visibility graph, al-
lowing fast retrieval of keyframes sharing common view of the scene.  
In Figure 51, a graphical example is reported. Here, keyframes are colored in blu, map points in red, and 
the connectivity graph in green. 
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Figure 51. Map representation: map points (red), keyframes (blue), keyframe connectivity graph 
(green). 

 

5.2.2 Front-end: tracking 
 
At first, the synchronized and stereo rectified image pairs are grabbed from the camera. The general goal 
is to find a reliable estimate for the frame-to-frame egomotion, being the pose at each time instant de-
scribed by a 6DoF transformation. To this aim, local features (i.e., ORB) are extracted from each image, 
and matched, both between stereo and in successive frames. The number of extracted features depends 
on the operational scenario and how tight the real time constraints are. In general, we found that 500 to 
1000 features enable relatively good tradeoff between tracking accuracy and runtime performance. 
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Figure 52. Outlier rejection scheme. 

In both cases, reliable and accurate correspondences are required, as they are the basis for a good pose 
estimate. Therefore, in order to reduce the impact of wrong keypoint associations, we adopted the “circu-
lar” matching technique introduced in [4][5].  Given a pair of consecutive stereo frames, the idea is to 
carry out for each pixel with valid stereo correspondence a space-time circular verification. A picture is 
reported in Figure 52 to illustrate the process. Here, the reference point P_1 is matched with its temporal 
predecessor P; exploiting the epipolar constraint, P can be matched with its stereo correspondence, i.e., 
P’; in its turn, P’ is matched with P_1’. At this stage, the quadmatch is accepted only if the stereo match of 
P_1’ is coincident with P_1.   
By exploiting the trifocal geometry and the proposed filtering strategy, a big amount of outlier matches 
can be rejected. Given a set of reliable matches between low-level keypoints in successive image pairs, an 
egomotion estimate is found relying on Iterated Sigma-Point Kalman Filter. In fact, although the adopted 
outlier rejection strategy is quite effective, outlier-free correspondences cannot be guaranteed, thus a 
RANSAC-based outlier rejection scheme is used for robust pose estimation.  
 

P P’ 

P_1 P_1’ 

t 

t+1 

Left stereo frame Right stereo frame 
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Figure 53. Feature tracking: frame-to-frame (blue), and local map point matches (red) 

 
Given that the incremental, frame-to-frame motion estimation is prone to error, and it is inevitably ac-
cumulating drift in time, a local bundle adjustment is carried out with the purpose of limiting the error (if 
not completely recovering it). Given the computational complexity required by bundle adjustment, only a 
limited number of keyframes and 3D points can be included in the computation to enable (soft) real-time 
performance. We call this “windowed keyframe optimization”, referring to the fact that the bundle ad-
justment is carried out only considering a sub-set of the whole keyframes included in a spatio-temporal 
window centered in the current keyframe. In order to speed-up the retrieval of the keyframes belonging 
to the space-time window, a so-called visibility graph is constructed and maintained efficiently keeping 
track of all the keyframes and their spatio-temporal relations. More specifically, the visibility graph is 
composed by nodes (i.e., keyframes) connected by edges whenever the related keyframes share visual 
information (e.g., some matching keypoints can be found).  
In Figure 54 graphical example is reported. The current keyframe is denoted by the green camera, the 
yellow map points are obtained by triangulating matching descriptors from co-visible keyframes. In 
Figure 53 a texture frame is reported where blue keypoints represent frame-to-frame matches, and red 
keypoints are the matches against the local map (i.e., yellow points of Figure 54). 
After “windowed keyframe optimization”, or local map tracking, a reliable pose for the current frame is 
available. Although accurate, it is worth noting that the current pose estimate is in general still corrupted 
by drift, as the windowed bundle adjustment is just a local optimization. In order to globally recover from 
the residual drift, a global optimization has to be finally run in the mapping thread.  
At this point, the decision about new keyframe insertion has to be made. Since the insertion of a new 
keyframe imposes additional constraint on the pose graph, its insertion is quite crucial. In fact, we insert 
a new keyframe only if the current tracking is good (i.e., more than 200 feature points are correctly 
tracked from the current map), and a significant visual change has happened since the last keyframe (i.e., 
the current frame tracks less than 90% of the features of the reference keyframe). Whenever these condi-
tions are met, a new keyframe is inserted and passed to the back-end for further processing. 
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Figure 54. Windowed keyframe optimization. Map points (red) and local keyframe points (yellow)  

 

5.2.3 Back-end: mapping and loop closure 
 
Back-end is responsible for building and maintaining a self-consistent map representation of the ex-
plored environment. To this aim, 3D points and keyframes in the map must be culled so as to keep the 
map updated and self-contained.  
As the back-end receives a new keyframe to insert in the pose graph, the first step is to check for so-
called loop closures. In fact, when the camera visits an area that has already been mapped, additional 
constraints can be added to the pose graph, allowing an effective correction (i.e., re-distribution) of the 
residual drift caused by the front-end. In order to detect if/when the camera is visiting a known location 
in a timely fashion, efficient image matching techniques must be applied. In fact, tens of thousands 
keyframes might be available, and a feature-by-feature verification is out of the question if real-time 
constraints are required. In our case, we decided to rely on the well established bag of words paradigm 
(BoW) [6]: given an offline trained vocabulary, an inverted index is built over the related visual words 
storing each keyframe containing each word. Similarly, each keyframe can be efficiently represented by 
the indexes of visual words it contains, and very fast image comparisons can be carried out just analyzing 
the statistical distribution of words. Since BoW method does not directly match low-level features, only 
candidate loop-closure keyframes are provided: in second step, low-level feature matching is carried out 
for each of them, and 6DoF poses wrt the current keyframe are found. Inliers obeying to the estimated 
pose are used as weights in the pose graph model. 
Once loop closures have been verified and the related constraints added to the pose graph, new 3D points 
are added to the map relying on the triangulation between the current frame and the loop closure candi-
dates. In a final stage, the entire pose graph is optimized to encompass and accommodate the freshly set 
constraints. Graph optimization is carried out relying on the work and software library presented in [7]. 
From an operational point of view, in order to cope with real-time constraints, the processing is split in 3 
concurrent threads, namely the tracking, the mapping, and the loop detection. In this configuration, the 
current implementation is capable of real-time performance (VGA@>15fps) on a consumer laptop with-
out relying on GPU support. 
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In Table 10 runtime results of the developed approach are reported. These timings have been obtained 
by averaging the runtime over 10 stereo sequences, summing up to more than 5000 frames. All the tests 
have been run on an Ubuntu 14.04 machine, 8 cores i7 CPU @ 3.4GHz, 16 GB ram. 
 

STAGE PROCESSING TIME [ms] 

Frame capture and preprocessing 20 

Feature extraction and pairwise matching 30 

Tracking and mapping 8 

Total  58 

Table 10. Runtime results. 

In order to validate the proposed pipeline, tests have been carried out on some sequences from TUM 
RGB-D dataset [70]. The results are reported in Table 11. Additionally, the results of 2 state of the art 
methods [71][72]  have been reported for comparison purposes. 
 

.  Proposed method LSD-SLAM RGBD-SLAM 

Fr1_xyz 0.97 9.00 1.34 

Fr2_xyz 0.32 2.15 2.61 

Fr1_floor 3.07 38.07 3.51 

Fr1_desk 1.88 10.65 2.58 

Fr2_desk 0.88 4.57 9.5 

Table 11: RMSE results of the proposed stereo SLAM on TUM RGB-D dataset wrt state of the 
art methods 

  

5.2.4 Depth map fusion 
The SLAM framework delivers a scene model in form of sparse point cloud. Depending on the number of 
local feature extracted by the front-end, a more or less dense 3D model will be available. However, as 
already pointed out, in order to cope with real-time constraints, a relatively low number of features can 
be considered which in turn results in a quite sparse model. An example of model point cloud is reported 
in Figure 55 right. 
In order to provide a model with higher point density without scarifying the runtime, one idea is to carry 
out the so-called depth map fusion. In fact, if stereo texture images are given, disparity can be computed; 
in turn, if optimized relative poses are provided, depth maps can be projected to a common coordinate 
system, and “merged” to produce a high resolution, dense mesh model.  
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Figure 55. Output pointcloud model for “Il porcellino” – Munich (right), dense triangular mesh 
from depth map fusion. 

Following this idea, each calibrated stereo pair is processed to extract semi-dense disparity map, which 
can in turn be transformed into real scale depth map exploiting the stereo calibration parameters. As for 
the specific implementation, we rely on state of the art disparity estimation algorithms; in particular we 
referred to the work in [8] given its runtime efficiency and relatively good estimates.  
It’s worth noting that although deeply investigated in recent years, disparity estimation is still a signifi-
cantly hard problem. In particular, a general purpose solution delivering accurate results in all the possi-
ble situations is far from being available. Therefore, we must accept various types of error in the comput-
ed disparity, and try to conceal them with higher level processing, e.g., depth map fusion. 
In fact, the idea behind depth map fusion is to process many incomplete and possibly non-accurate depth 
estimates into a globally consistent, accurate and high resolution 3D model. To this aim, sophisticated 
methods have to be applied, capable of solving the 3D data association (thus maintaining an acceptable 
model size), and coping missing/noisy input. 
In this context, many techniques are already available from the state of the art, from implicit volumetric 
representations (e.g., SDF and derived approaches [9][10]), to explicit ones (e.g., point-based fusion [11], 
or surfels [12]).  
Given its fit in our context and the excellent results, we decided to go in the direction of implicit volumet-
ric representations in the form of SDF [10]. According to this formulation, the volume of the entire scene 
is split in cells (i.e., voxels), each cell containing the signed distance of that point to the closest surface. 
Cells behind and in front of a given surface will be assigned opposite sign, allowing spotting the surface 
through zero-crossing detection. Since big part of the scene is generally empty, we use an octree to rep-
resent the SDF, where only cells close to a surface are actually allocated. The implicit representation can 
be converted to regular triangular mesh with state of the art algorithms (i.e., marching cubes).  
From an operational point of view, depth images are basically projected in the space spanned by the 
voxel grid, and each voxel’s signed distance is updated according the current and previous observations 
[13][9]. Sensor noise model can be incorporated in the projection-and-update phase, delivering signifi-
cant robustness against noisy depth map.    
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Although memory requirements can be significantly high, efficient implementation showed the applica-
bility of this modeling also on devices with reduced hardware capabilities at interactive frame rates 
[14][15]. 

 
(a) 

  
(b) (c) 

Figure 56. (a) Reconstruction of Munich Residenz facade. (b)(c) Details of the lion 
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5.2.5 Considerations 
As confirmed by experimental results, the proposed pipeline is capable of delivering accurate 3D dense 
models in a timely fashion. The stereo SLAM processing runs approximately at 15 fps on VGA stereo 
pairs, depth estimation is about 1fps, while depth map fusion about 10fps.  
As for the final model quality, the scene range wrt to the stereo camera baseline plays a crucial role. In 
our experiment we used a 24cm baseline stereo head, which allows recovering accurate depth in a range 
of approximately 10 to 15 meters. Depth for far field areas is not accurate, and this reflects in unstable 3D 
reconstruction (e.g., right portion of Figure 56-a). However, it is worth noting that persistent SLAM pro-
cessing in the same area would lead to more accurate depth observations, which are continuously incor-
porated in the dense model, allowing an incremental refinement of the scene.  
Currently, the depth map fusion process does not consider the problem of moving/occluding object. In 
fact, when the scene is not static, moving objects will be incorporated into the dense model. In Figure 57 
an example of dynamic object inclusion in the 3D model is reported. 
 

 
Figure 57. Moving objects artifacts. 

 

5.3 Rendering of textured splat models 
The textured models designed and obtained through the process described in Section 3.4 need to be 
rendered through a modified pipeline in order to show to the users a texture within every splat, instead 
of a homogeneous single colour. The rendering procedure, whose implementation started during the first 
half of the project's life, has therefore been enhanced to include this new feature, which improves dra-
matically the appearance of the splat models, making them more realistic than before. 
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Figure 58: Schematic representation of inputs and outputs of the vertex shader (left) and the 

fragment shader (right) 

As stated in deliverable D6.1, the major stages of the pipeline that need to be tuned are the vertex and the 
fragment shader, whose overall behavior is summarized in Figure 58. While the first one is applied to 
every splat and transforms the position of the ellipse centre and its axes endpoints into clip coordinates, 
the second one is in charge of deciding, for every pixel belonging to a splat allocated window area, 
whether it should be discarded or displayed, and with which value. This value was, so far, the splat's 
inherent colour, which was computed with a weighted average as described in D6.1 and was the same for 
every pixel belonging to a splat. 
The introduction of splat textures in the definition of the model requires that this pipeline is adapted. As 
for the vertex shader, this is the stage where two scaling factors are computed in order to translate 
screen coordinates into texture coordinates, and this is the right phase for it because it only needs to be 
done once per splat. Three points are used for this operation: the splat's center and the ellipse axes end-
points. Briefly speaking, as their 2D locations within the window and their texture coordinates are 
known, we can use the ratio between them to compute the scaling factor, in 2D, that should be applied to 
an arbitrary 2D location to find its particular coordinate in the texture atlas. Once this two scaling factors 
are obtained (one per space dimension), they get transferred to the fragment shader, where the subse-
quent operations are performed per pixel. 
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Figure 59: Close-up of the textured-splat model from Torre de Belem 

In the fragment shader, after a pixel within the splat's allocated area is determined to be eligible for 
display, its exact texture coordinates should be computed. This is done by adjusting its relative 2D posi-
tion from the ellipse centre with the scaling factors passed through the vertex shader. Once the right 
coordinates are found, it is easy to retrieve the proper colour value from the texture atlas and apply it to 
the pixel. The overall result from these operations, after being applied to every pixel in every splat, may 
be observed in Figure 59, for the Torre de Belem model. As we remarked before, the subjective results 
improve notably those attained with uniform coloured splats, as now the texture variations inside an 
ellipse are captured, thus increasing the realism of the scene. A comparison between this final textured 
model and the former one which was coloured homogeneously, is shown in Figure 60. 

  
Figure 60: Comparison between the uniformly-coloured (left) and the textured splats (right) from 

Torre de Belem 
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More results of the splats texturing process are provided in Figure 61, Figure 62 and Figure 63 for differ-
ent models, in order to prove the good performance of both the modeling algorithm (described in Section 
3.4) and the rendering approach under different circumstances. Besides, Figure 64 shows a comparison, 
across a single scene, between the initial point cloud, the intermediate uniformly-coloured model and the 
final textured-splat result. 

 
Figure 61: Textured-splat model generated from Arco Valentino 

 
Figure 62: Textured-splat model generated from Palazzo Carignano 



FP7-ICT-610691 D6.3: 3D Media Tools – Report – Version B 
 

D6.3: 3D Media Tools – Report – Version B  60/70 

 
Figure 63: Textured-splat model generated from Palazzo Madama 

 
Figure 64: Contrast between the original point cloud (left), the uniformly-coloured splats (center) 

and the textured-splats (right) across the same model of Palazzo Madama 

Moreover, a user-friendly software tool has been implemented to obtain both the (textured) mesh and 
splat models from raw 3D point clouds (and a set of images from the scene). This application is also 
capable of rendering the resulting models in order to provide an immediate feedback to the user. Hybrid 
SPLASH models, as described in T6.1, can be generated and displayed as well with this software. 
 

5.4 Surface Patch Rendering 
In the current reporting period the work on the surface patch rendering approach reported in D6.1 sec 
5.4 was extended. This section will describe the activities in this task in the current reporting period. 
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Please note that the activities in this task were already performed at an early stage of the current report-
ing period and were therefore already reported in the second years periodic report sec. 4.5.3.3. Still, they 
will be mentioned here to get a complete picture of all research activities in his task.  
The general algorithmic idea for the surface patch rendering approach is to generate visibility driven 
surface patch groups. The goal is the geometrical simplification of these surface patches by simultaneous-
ly maintaining the original texture information. In this way the surface structure of 3D objects can be 
represented in an optimized way. The main problem for the surface patch approach is the presence of 
gaps between neighbouring surface patches, which generate disturbing visibility artifacts. In the previous 
reporting period we proposed an approach which first performed an intra-patch group re-meshing and 
afterwards a connection of the surface patches by an inter-patch group meshing. In contrast to this, in the 
current reporting period we replaced the inter-patch group re-meshing by a dedicated adaption and 
blending of surface patches to gain a smooth surface representation. The advantage of this approach is a 
better visibility quality with less artifacts in the mesh surface and a highly reduced complexity. Further-
more, individual patch representations remain available for an efficient post-processing and geometrical 
simplification.  
The blending of surface patches is initiated by a novel approach which aims to adapt the geometry of the 
patch surface borders in a visually consistent way. A major novelty is to partly perform the 3D surface 
patch correction in the related back-projected 2D depth map. This allows dedicated algorithmic support 
by image based processing methods, such as morphological filtering. The approach is based on a geomet-
rical hypothesis for the corrected patch border. This border contour hypothesis defines a set of candi-
dates which is evaluated subsequently. Only the surviving candidates of the evaluation process will 
contribute to the new surface patch border. In detail, the initial hypothesis is created based on morpho-
logical operators in the 2D domain of the related depth map. In difference to standard morphological 
processing we developed here a novel approach which is guided by Epipolar constraints. The evaluation 
and correction itself takes place again in the related 3D space by the back projection of the related candi-
dates to the surface patch. If the correction distance of a given candidate is beyond a given range than it 
will be discarded from further processing. In contrast, the surviving candidates will be shifted to their 
projected positions on the patch surface.  
As a result, the corrected surface has no visible gaps between the patch surfaces any more. Geometric 
inconsistencies are implicitly removed based on visual constraints. A smooth and consistent 3D surface 
can be obtained which is still represented by separate surface patch elements. The big advantage is that 
these surface patches can be further processed separately from each other. So, on one hand a geometrical 
simplification can be performed in order to reduce mesh complexity (see task 2). Additionally, the level 
of geometrical detail can be adjusted as well to the needs of the rendering device which allows a dedicat-
ed device dependent rendering.  

    

Figure 65: Surface patch refinement: Removal of visible gaps in the 3D model, from left to right: 
original surface patches: color labeled and rendered with texture, proposed algorithm: color 

labeled and rendered with texture. 

5.5 Mesh post-processing and simplification  
Since the depth-based surface reconstruction results in a high-density mesh, which usually consists of 
hundreds of millions of vertices and faces, it is unsuitable for visualization on mobile devices. Therefore, 
a number of post-processing steps have to be appended. These involve methods for mesh simplification 
and texture generation mainly, but also for minor refinement and clean-up. Please note that the work in 
the context of mesh simplification partly overlaps with task T6.2. It will be reported here to maintain 
good readability. 
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Figure 66: Post-processing of dense depth-based reconstructed surface. 

 
With the intention of defining the most suitable post-processing chain, several state-of-the-art algorithms 
have been combined and evaluated. In the resulting series of algorithms (Figure 66), a screened Poisson 
surface reconstruction is applied first, which significantly reduces mesh complexity. As part of this step, 
wholes that remained in the surface after the reconstruction are closed [41][43]. Isolated components 
composed of less than a certain number of faces are removed afterwards in order to clean-up artefacts, 
which usually result from bad geometry contained in the initial 3D data (e.g. parts of the sky, as described 
in the previous part). Subsequently, the triangulated surface is simplified even further to a dedicated 
amount of triangles by iterative contraction of edges based on quadric error metrics [44]. Mesh topology 
and boundaries are preserved in order to improve the quality of the simplification (Figure 67). 
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Figure 67: Dense reconstructed mesh (50M faces; left) vs. Simplified mesh (200k faces; right) 

For restoration of details, which got lost during simplification, the utilisation of a texture in contrast to 
vertex colours is required (Figure 68). The texture generation phase includes mainly two steps: First, the 
parameterization step, in which UV coordinates are calculated. And second, the texture creation step, in 
which the texture file is created and filled with colour values. Depending on the character of the object 
and the quality of the input images with respect to illumination, coverage and viewing angle, two differ-
ent methods have been evaluated to perform best.  
In case of method A the mesh is parameterized and texturized based on the projection of the mesh onto 
registered rasters. Extrinsic and intrinsic camera parameters of selected input images are used for the 
registration. Subsequently, texture patches are created and packed into the final texture, where the 
patches correspond to projections of portions of the mesh onto the set of registered rasters (Figure 69, 
left).  
In case of method B the parametrization is build triangle-by-triangle. The size of the triangles in texture 
space is adapted to their original space in order map larger faces into larger triangles in the parametriza-
tion domain. Afterwards, the colour information from the dense reconstructed surface is transferred to 
the according triangles in texture of the simplified mesh (Figure 69, right).  
By comparing these two methods, A produces a markedly clearer result as long as there are no complex 
coverages in the object and the input images are homogeneous in respect to illumination and viewing 
angle. However, B provides a slightly noisier but relatively constant quality across manifold types of 
objects and varying characteristics of the input images (Figure 70). Moreover, the simplified model with 
a texture generated by method B better matches the initially reconstructed surface (Figure 71). Hence, 
method B is used by default. 
 
 

    
Figure 68: Simplified mesh with vertex colours (left) and with texture (method B; right). 
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Figure 69: Texture generated by method A (left) and method B (right). 

    
Figure 70: Simplified mesh with texture generated by method A (left) and method B (right). 
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Figure 71: Dense reconstructed surface with vertex colours (50M faces; left) vs.  

post-processed mesh with texture (200k faces, 8k x 8k texture, method B; right). 

 

5.6 Web based rendering of compressed point clouds 
We developed a small point cloud view dependant visualizer to demonstrate the process of reading PLY 
from local, decompressing the PCD and finally to render the model with some interaction via mouse 
input (the web browser used for JS development was Google Chrome). Our BRIDGET JS framework is 
light: we created some JS namespaces and integrated most of the functions and variables in two JavaS-
cript prototype object. The render modules can easily be instantiated and configured in the HTML page. 
The render canvas can be included in any web-page with JavaScript and WebGL capabilities via DIV or 
SPAN HTML elements. It is possible to adapt the size of the canvas as the background color or the size of 
the rendered point. The background can also be switched to transparent to make HTML overlays with 
other page elements possible (e.g. for HTML5 effects). 
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Figure 72: Workflow to render a PCD in WebGL 

Figure 72 shows the implemented workflow: after the selection of a PLY file from the local disk (with this 
prototype, data cannot be streamed directly over the internet) the stream is opened and the array buffer 
containing the PLY dataset is parsed, decompressed and transformed in a 3D JS geometry (faces are 
ignored). Then, the geometry object with the vertex and color list is transformed in a Three.js rendering 
format for point particles that we implemented for drawing PCD sets. The point elements have individual 
position and color. The size attribute for points is set for the whole cloud and is not adapted to the 
bounding box of the PCD. Because we render the cloud via point with a surface (size) the points are 
perspective correctly sized (near points appear bigger then far ones). For the user interaction, we used a 
JS library and modified it to be compatible with the geometry and HTML structure of the viewer page. 
Figure 73 shows the prototype viewer page of our solution with a zoomed PCD dataset. 
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Figure 73: Renderer for PCD in a web browser (here: Google Chrome) 

5.7 3D Audio reconstruction – recorded audio bridget approach  
A beam pattern defined by a beamforming algorithm is applied on the microphone array recordings and 
a number of audio objects are obtained. The directions of beams are used as meta-data for positioning 
the corresponding audio sources around a listener. Obtained audio objects are used as input to the bin-
aural synthesis. Because of the relatively high number of audio objects (up to 18 beams) and a real time 
processing requirements for the interactive application, binaural rendering is done with some optimiza-
tion:  

• The original HRTFs are approximated with a short FIR filters with the length of 256 or 512 taps. 
In this way, the time and computational power is saved on convolution process, while the spatial 
features of HRTFs are still perceived [18]  

• Fast convolution algorithm is applied. Linear convolution is efficiently done in the frequency-
domain, by simple multiplication of discrete Fourier spectra (circular convolution) [14]. This ap-
proach outperforms time-domain filtering (direct-form FIR filters, TDLs) by several magnitudes. 

Thanks to the real time convolution implemented in binaural synthesis, user interactivity is enabled. 
According to the user input, a correct set of HRTFs that corresponds to the beam pattern is updated in 
real time and applied to the processed microphone array recordings. In this way, a user is allowed to 
rotate the whole soundfield by changing the angle of view of the final 3D audio bridget. 

 

6 Conclusion 
This document concludes the scientific work of WP6 of the BRIDGET project. It extends deliverable D6.1. 
by discussing the achievements of the current reporting period with high level of detail. A powerful 
workflow for 3D video and audio processing was introduced including many sub-topic and modules 
providing high quality and flexibility in several areas of the overall processing chain. All modules were 
implemented and carefully tested and evaluated.  
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