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1 Executive summary  
Deliverable D4.1 is the public document outlining Version A of BRIDGET’s Media Analysis Tools. This 
document describes the progress and main results of the research conducted within WP4 from 2013-11-
01 to 2015-04-30. 
The aim of WP4 is to deliver media analysis tools so as to (i) facilitate the manipulation of media content 
in the authoring tools of WP7 and (ii) allow a more efficient operation of the media search tools of WP5 
and the 3D media tools of WP6 by pre-filtering their input and/or post-processing their results. 
WP4 is meeting these objectives by developing (or improving/adapting, where appropriate) tools for (i) 
the temporal segmentation and structure analysis of audio-visual media, (ii) audio-visual media 
annotation tools, including content classification, and (iii) audio-visual media quality assessment tools. 
Additionally, the work under WP4 is carried out with a view to standardisation. This work has already 
led, and will continue to lead, to standardisation proposals within MPEG, either in the context of the 
MPEG-7 standard or in new standardisation activities. 
This report outlines the objectives and progress of WP4 in developing Version A of the Media Analysis 
Tools, i.e. for the first 18 months of BRIDGET. For Version A of the Media Analysis Tools, the vast majority 
of effort within WP4 was diverted towards the development of media structure analysis and media 
annotations tools, while media quality assessment tools will be investigated thoroughly for Version B of 
the WP4 tools. 
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2 Introduction 
The aim of WP4 is to deliver media analysis tools so as to (i) facilitate the manipulation of media content 
in the authoring tools of WP7 and (ii) allow a more efficient operation of the media search tools of WP5 
and the 3D media tools of WP6 by pre-filtering their input and/or post-processing their results. 
WP4 is meeting these objectives by developing (or improving/adapting, where appropriate) tools for (i) 
the temporal segmentation and structure analysis of audio-visual media, (ii) audio-visual media 
annotation tools, including content classification, and (iii) audio-visual media quality assessment tools. 
More specifically, the media analysis tools of WP4 enable the correct temporal association of the 
augmentation content within the original content, for example allowing the availability of augmentation 
content only at specific automatically determined intervals of the original programme, aligned with the 
structure of the programme. 
Furthermore, the media analysis tools of WP4 aim to improve the efficiency and results of the tools of 
WP5 and WP6. For example, in creating bridgets for a programme exploiting a broadcaster’s entire 
archive, the annotation and understanding of the temporal structure of the archive content results in a 
faster and more accurate operation of the media search tools of WP5. As another example, in creating 
bridgets between a programme and user-generated content, which is expected to have lower production 
values than professional content, identifying unacceptable quality content, e.g., with little visual 
information, poor illumination or very high motion, will enable better operation of the 3D media tools of 
WP6 and improve the quality of content produced by the authoring tools of WP7. 
Additionally, the work under WP4 is carried out with a view to standardisation. This work has already 
led, and will continue to lead, to standardisation proposals within MPEG, either in the context of the 
MPEG-7 standard or in new standardisation activities. 
For Version A of the Media Analysis Tools, the vast majority of effort within WP4 was diverted towards 
the development of media structure analysis and media annotations tools, while media quality 
assessment tools will be investigated thoroughly for Version B of the WP4 tools. 

3 WP4 Tasks 
WP4 comprises four tasks, namely 

• T4.1: Media Structure Analysis (M3-M28) 
• T4.2: Media Annotation (M3-M28) 
• T4.3: Media Quality Assessment (M9-M32) 
• T4.4: Standardisation (M6-M32) 

For Version A of the Media Analysis Tools, the objectives of WP4 were: 
• T4.1: Develop tools for temporal segmentation and structural analysis of AV media, more 

specifically: 
o Develop component technologies for high-speed shot-based temporal segmentation 

based on cut, fade and dissolve detection, shot grouping into visual scenes, and content-
adaptive keyframe selection. 

o Start development of component technology for video programme-level shot similarity 
assessment and linking. 

o Start development of component technology for face clustering in AV media. 
o Start development of component technology for programme analysis based on 

computational scene models. 
• T4.2: Develop tools for AV media annotation, more specifically 

o Deliver a complete functional reference implementation of the MPEG-7 standard (ISO/IEC 
15938-3) visual annotation tools. 

o Develop a first version of a component technology for object classification. 
o Develop a first version of a component technology for scene classification based on 

MPEG-7 tools. 
• T4.3: Start development of tools for AV media quality assessment based on visual cues. 
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• T4.4: Contribute work related to T4.2 (Media Annotation) to MPEG. 

4 T4.1 Media Structure Analysis 

4.1 Overview 
The goal of the Media Structure Analysis task is to deliver temporal segmentation and structure analysis 
tools for audio-visual media. The tools developed under this task aim to provide different types of 
segmentations, e.g., according to shots, scenes, faces, interior/exterior settings, etc. and different kinds of 
summarisations, e.g., according to shot or speaker clustering or to more complex repetitive structural 
patterns. The latter ones can pertain to more than one modality and represent potentially significant 
interest points for bridgets. Such audio-visual sequences carrying semantic information (about their 
meaning and structure) inferable from the automatic analysis of the TV programme editorial rules are 
termed computational scenes (CSs), and can be used per se or as segmentation boundaries between 
logical units of content. Examples of computational scenes include dialogs, regular anchors and 
monologues. The division of long programmes into such diverse programme structures aims to increase 
the efficiency of the search tools of WP5 and the quality of the content produced by the authoring tools of 
WP7. 
More specifically, for the search tools of WP5, the Media Structure Analysis tools allow content-adaptive 
keyframe sampling for visual search purposes, as well as for placing the results in the correct programme 
context, so that bridget authors may see how a search result fits in the programme in which it was found, 
what shots it is connected to, what scenes it belongs to, and so on. In the authoring tools of WP7, the 
Media Structure Analysis tools make it possible to navigate bridget source and destination content very 
fast through multi-modal storyboards, organised around a hierarchical shot/scene structure, or around 
the people which appear in different segments, and so on. This approach improves the efficiency of the 
authoring tool since it is possible for the operator to apply the same action (e.g., creating a bridget and 
associating content as destination of the bridget) to many portions of the programme in one single 
action. 
For Version A, our work under T4.1 focused on the development of the following component 
technologies: 

1. Shot-based temporal segmentation based on cut, fade and dissolve detection. 
2. Shot grouping into visual scenes. 
3. Content-adaptive keyframe selection. 
4. Shot similarity assessment and linking across an entire video programme. 
5. Face clustering. 
6. Programme analysis based on computational scene models. 

4.2 Shot Detection, Visual Scene Detection and Keyframe Selection 
Regarding the basic structural analysis component technologies of shot-based temporal segmentation, 
shot grouping into visual scenes and content-adaptive keyframe selection, the aim of the BRIDGET 
project is not just to develop technologies which produce accurate results, but also to develop high-speed 
processing pipelines. 
More specifically, broadcasters' archives typically contain hundreds of thousands of hours of 
programmes (or more). Performing a basic structural analysis on such a volume of data is something 
which requires high-speed tools if it is not to be a stumbling block. Similarly, for a new piece of source 
content loaded in the BRIDGET authoring tool, it is important that the basic structural analysis can be 
performed at high speed to allow the bridget author to navigate the content efficiently. 
The shot-based temporal segmentation (cut/fade/dissolve detection), shot keyframe selection and visual 
scene detection technologies have configurable operating characteristics, offering various 
speed/performance trade-offs: 

a) Temporal subsampling. 
b) Spatial subsampling. 
c) Colour channel selection. 
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The tools operate by examining frames and shots within short temporal buffers, allowing a video to be 
processed at high speed in a single pass. For the grouping of shots into visual scenes, multiple MPEG-7 
media annotation tools, as described in Task T4.2 below, are used to form multiple scene boundaries, 
which are then fused into a final visual scene structure on top of the shot structure. Furthermore, the 
tools are coding agnostic, i.e. they can be used with any video coding format or raw video. 
Table 1 shows the operating speed of combined shot detection, shot grouping and keyframe selection for 
different operating and video characteristics. 
The accuracy of the technologies depends on how the tools are configured, in terms of spatiotemporal 
subsampling and colour channel selection. 

With a typical processing configuration, the performance of the shot detection is ~95% recall and ~98% 
precision. 
Regarding the shot grouping, the performance of this component technology is ~66% recall and ~66% 
precision. Although, this component is still undergoing testing and optimisation, it is not anticipated that 
its performance will reach the same level as for the shot detection, since visual scene boundaries are 
somewhat subjective and, for a given video, even humans do not produce the same segmentation 
information. 
 

Table 1: Processing speed of basic structural analysis tools for different operating and video characteristics. 

Operating Parameters Video 
Decoding Speed 

(fps) 
Processing Speed 

(fps) 

Temp. Subsampling: No 
Spat. Subsampling: Yes 
Channel: YUV 

SD MPEG-2 5312          . 8671          . 

SD MPEG-4 AVC 445          . 534          . 

HD MPEG-2 1534          . 2209          . 

HD MPEG-4 AVC 53          . 349          . 

Temp. Subsampling: Yes 
Spat. Subsampling: Yes 
Channel: YUV 

SD MPEG-2 16130          . 10055          . 

SD MPEG-4 AVC 4576          . 848          . 

HD MPEG-2 5955          . 2456          . 

HD MPEG-4 AVC 537          . 818          . 

 

4.3 Video Programme-Level Shot Similarity Assessment and Linking 
The visual search descriptors of WP5 provide a powerful tool for matching objects in images. Here we 
apply this tool to measure the content-based similarity between any two keyframes taken from different 
video shots. Unlike the visual scene detection tool of the previous section, which computes shot 
similarities in a short temporal window using global descriptors so as to estimate visual scene 
boundaries at high-speed, the technique described here operates at the video programme level using 
local descriptors and a video self-similarity matrix, so it may link temporally distant shots, albeit at a 
higher computational cost. 
Figure 1 shows an example of content-based matching in two key frames.  The similarity measure is a 
function of the correctly matched interest points. 
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Figure 1. Matching of two key frames using visual search descriptors. 

 
 
 
 
 

 
 

Figure 2. Similarity values for the first 100 shots of a talk show. On the left, the values before binarisation. On 
the right, a binarisation of the same values. 
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Figure 3. A band of superdiagonals is extracted from the binarized similarity matrix, in order to detect actions. 

 
 
An example of a matrix of similarities is found in Figure 2, displaying the similarity values before and 
after thresholding (only values above the diagonal are computed and plotted). 
In Figure 2 one may immediately note a certain structure to the shots that are found to be similar. This 
does indeed correspond to a structure in the editing of the TV material (a talk show). Thus, the video self-
similarity matrix may be used to link shots and detect video structures, such as dialogues (e.g. 
[A,B,A,B,A,B,…], [A,B,C,A,B,C,…], etc.) or actions (i.e. [A,B,C,D,E,F,…]; a sequence of shots without repetition 
of the visual contents). For dialogues, a dialogue of period k is readily detected by analysing the k’th 
superdiagonal of the binary similarity matrix. An action may be detected by considering a certain number 
of superdiagonals, as indicated in Figure 3. Suppose that the number of superdiagonals is K. Then, if a 
subsequence of contiguous rows in this matrix have all elements equal to zero, then within a timespan of 
K shots there are no repetitions, and therefore an action is detected. 
Figure 4 provides some examples of video structure detection by the procedures of the previous 
paragraph. The analysed video material is taken from 4 different TV programs, representing the genres 
documentary and talk show. 
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Figure 4. Each column represents the shots in one TV program. Detected dialogues are highlighted by colours. 
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4.4 Face Clustering 
Knowledge about presence of people in a video is a valuable source of information in many applications, 
such as video surveillance, face recognition, and face identification. Typically, face detection is used for 
finding all regions in images and video depicting human faces. Then, face clustering is applied for 
grouping detected faces into clusters representing different persons. As a final task, face recognition is 
performed for identifying people using a database of reference faces. The face clustering task in WP4 
goes in this direction, providing a framework for face clustering in unconstrained video sequences. The 
contribution is both algorithmic and practical. This section presents the theoretical foundation and 
experimental results to demonstrate the effectiveness of the proposed methodology with respect to 
standard approaches. 
A computational scene (CS) is any audio-visual sequence carrying semantic information inferable from 
the automatic analysis of the TV programme editorial rules. Examples of CSs include dialogs, regular 
anchors and monologues. Face clustering within a video stream is a key task for the detection of 
computational scenes but is a challenging problem. In fact, despite the significant progress made in this 
area, many issues still remain unaddressed. For example, almost all of the available tools and systems 
either perform well on only still images or under relatively controlled environments, thus decreasing 
their effectiveness in real-world, unconstrained scenarios, such as TV broadcasts, where faces are 
typically captured in a wide range of uncontrolled settings with changes in illumination conditions, pose 
and facial expressions. Also, the associated computational complexity is very high, thus limiting the 
efficiency of such algorithms in applications in which high-speed processing is required. 
In YR1 of the BRIDGET project, a novel face clustering workflow was implemented, which proceeds as 
follows: 

a) Shot clustering and keyframe selection. The input video stream is temporally partitioned into a 
sequence of shots, i.e. a set of contiguous frames characterized by similar visual properties. 
Analogously, a shot cluster is a group of shots sharing similar visual content. The shot clustering 
information is used to reduce the search space for the subsequent face analysis steps. In fact, 
assuming that similar shots depict similar faces in approximately similar positions we can 
dramatically reduce the number of iterations during the face detection and clustering process. 
This is particularly true for such videos characterized by a high concentration of similar shots 
depicting approximately the same faces (e.g. TV talk shows). On the contrary, this assumption is 
mitigated in more dynamic contents such as live shows or sports events, which are typically 
characterized by highly variable content. However, we experimentally evaluated that not 
considering shot clusters information would result in an increase of elaborated frames (i.e. face 
images) included in the range 18% (best) to 56% (worst). Once the shot detection and clustering 
are performed, a set of keyframes is selected from each shot. The idea is to choose a keyframe 
showing all the possible faces that can be extracted from it. To do this, we randomly select a 
variable number of frames per shot cluster, and finally elect as keyframes those containing the 
largest number of candidate face regions. 

b) Face detection is performed in two steps. First, candidate face regions are detected by applying 
the OpenCV face detection procedure for both frontal and profile images. In order to validate the 
detected regions as containing or not containing a face, a second procedure able to extract a set of 
distinctive characteristics of faces, i.e. eyes, nose and mouth sub-regions, is applied. This 
extraction step is based on an ensemble of classifiers and is optimised to maximise recall while 
preserving high precision. 

c) Detected faces are represented by Affine-SIFT (ASIF) keypoints. This representation achieves all 
the SIFT invariance properties (zoom, rotation, translation, illumination), as well as robustness to 
distortions due to camera axis orientations. The keypoint extraction procedure may produce too 
many keypoint candidates, some of which are uninformative and thus assailable to noise. The 
next step in the implemented algorithm is to perform a filtering operation consisting in rejecting 
all those keypoints that are not included in the eyes, nose and mouth regions. 

d) Once reduced, we evaluate the ASIFT matching degree, i.e. the number of similar keypoints 
between a couple of face images (A, B). In order to avoid situations in which keypoints spatially 
incoherent (i.e. included in different sub-regions of the face images) are matched, we perform this 
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matching calculation only between couples of keypoints belonging to the same face regions (e.g. 
nose keypoints in face A are matched against only nose keypoints in face B). After the matching 
procedure completes each couple of face images (A,B) will be associated with a match value 
M(A, B) ∈ [0,∞). The face images A and B can be considered as matching to each other when the 
number of similar keypoints M(A, B) is greater than a given threshold value. 

e) At the end of the matching step, we have a list of all possible matches for each pair of the 
compared face images. However, this data lacks crucial details about the strength of the match. 
Although this might not be relevant in situations where e.g. users are only interested in getting 
unordered lists of objects as responses to their queries, it might be a limit when more complex 
operations are required. Furthermore, the use of only information from the ASIFT matched points 
might not guarantee acceptable performance in terms of accuracy and the absence of false 
positive and false negative results. In order to overtake the limitations presented above, we 
evaluate a face affinity on the set of keypoints feature vectors generated in the keypoint 
extraction and matching phases. This procedure is conceived to allow to group mistakenly not 
matched face images (thus reducing false negative matches), while removing possible links 
existing between mistakenly matched face images (thus reducing false positive matches). A global 
score is calculated for each pair of detected faces A and B for which there exists at least one pair 
of matching keypoints. The score is based on the Frobenius norm of the affinity measure from A 
to B and from B to A. 

f) Face clustering. The result of the previous step is an oriented graph on which a graph clustering 
technique is applied to group together the nodes in the graph that are closer to each other. Each 
vertex of the graph represents a face image, and there exists an edge from vertex V(A) to vertex 
V(B) if the affinity from face A to face B evaluated in this step is greater than a fixed threshold.  

An example of the algorithm is illustrated in Figure 5. Let's consider the threshold value 𝜗𝜗 = 2. The 
average similarity between vertexes (i.e. faces) B and F is greater than this value, thus the edges between 
them are preserved. Similarly, the edges between vertexes C and F are preserved. The average similarity 
between vertexes B and C is less than the threshold but they have the vertex F in common. Thus the edge 
between them is preserved. On the contrary, the average similarity between vertexes A and B is less than 
the threshold. Also, they do not have any other vertex in common, so the edge between them is removed. 
Table 2 and Table 3 show preliminary quantitative results of this technique. These preliminary results 
are very encouraging with respect to existing state of the art approaches. 
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Figure 5. Example of the face clustering algorithm. 

 
 

Table 2. Preliminary results of face clustering technique – face matching comparison. 

Measure Precision Recall F-measure 
ASIFT 0.4 -- -- 
ASIFT + †1 0.72 0.50 0.59 
ASIFT + †2 0.74 0.43 0.54 
ASIFT + †3 + Frobenius 0.67 0.92 0.78 

 
†1 P. Antonopoulos, N. Nikolaidis, I. Pitas, “Hierarchical Face Clustering using SIFT Image Features”, IEEE Symposium on 
Computational Intelligence in Image and Signal Processing, pp. 325-329, 2007. 
†2 J. Luo, Y. Ma, E. Takikawa, S. Lao, M. Kawade, B. Lu, “Person-Specific SIFT features for face  recognition”, IEEE International 
Conference on Acoustics, Speech and Signal Processing, vol. 2, 2007. 
†3 A. Messina, M. Montagnuolo, “Heterogeneous Data Co-Clustering by Pseudo-Semantic Affinity Functions”, Proceedings of the 
2nd Italian Information Retrieval (IIR) Workshop Milan, Italy, January 27-28, 2011. 

 
Table 3. Preliminary results of face clustering technique – programme type comparison. Complex and simple talk shows 

differ in that simple talk shows generally presents a limited number of guests and only in-studio shots. On the other 
hand, complex talk shows usually present noisier conditions, such as small faces in the background (e.g. the public), 

external contributions and more talking guests. 

Programme Genre F-measure Cluster entropy 
Newscast 0.93 0.12 
Complex talk show 0.79 0.32 
Simple talk show 0.98 0.07 
Average 0.90 0.17 
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Figure 6. Example of face clustering for a complex talk show. Clustered faces include the presenter, in studio guests, 

remote guests, video wall scrolling images and external contributions. 

 
The performance of the face matching procedure was evaluated computing precision, recall and F-
measure for different approaches, and taking and taking the performance of the ASIFT matching 
algorithm as baseline measure. Precision (P) is defined as the number of couples of faces (A, B) correctly 
labelled as similar among the total number of couples of faces labelled as similar. Recall (R) is defined as 
the total number of couples of faces correctly labelled as similar among the total number of similar 
couples of faces. The F-measure is an indicator that allows the evaluation of relation between precision 
and recall in one single formula. It can be noticed (see Table 2) that all the similarity measures 
outperform the ASIFT matching algorithm. Furthermore our implemented measure outperforms related 
similarity measures giving a better balance of precision and recall and thus better F-measure. 
The performance of the clustering was measured by computing the F-measure and the entropy of the 
generated clusters. The entropy measures the cohesion of the clusters. Both the F-measure and the 
entropy vary in the range zero to one. Perfect clustering is achieved when the F-measure is equal to one, 
and the cluster entropy is equal to zero. Table 3 shows the preliminary results achieved for different type 
of TV programmes. An example of the resulting clusters for a complex talk show is shown in Figure 6. 

4.5 Programme Analysis based on Computational Scene Models 
Computational Scene Models (CSMs) can reveal points of interest in the content which can be either 
sources or destinations of bridgets. CSMs are based on specific audio, visual and structural properties, 
e.g. audio-visual recurrences in time, appearance of faces and speakers, relationships among video shots, 
etc. Presently, fully automated approaches exhibit poor generalisation properties, and there is no general 
"recipe" for the feature extraction. 
In literature many approaches exist that address this problem in specific and vertical domains, but a 
general recipe for semantic segmentation is not yet available. Thus, in BRIDGET we decided to follow an 
alternative approach than developing other specific algorithms and instead started to address the 
problem in a generic and genre-independent way. 
The approach we have adopted in BRIDGET is illustrated in Figure 7. The process starts from the 
extraction of a rich set of content-related features and on performing clustering on each modality 
separately, i.e. shot clustering, face clustering, speaker clustering and audio clustering. At the end of this 
phase each programme segment is labelled with a cluster identifier which depends also on the analysed 
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modality (video, face, speaker, audio). As an example, Figure 8 shows a snippet of the output of the face 
clustering module for the talk show “Porta a Porta”, where a sequence of face in cluster 123 (alone) is 
followed by a sequence of faces in clusters 30 and 31 (together). This sequence is repeated four times 
from about the fifth minute to the seventh minute of the programme timeline. 
Based on the output of each individual modality clustering, we also developed a generic structure 
detector (Structure detection in Figure 7) able to identify and label recurrent structural patterns of a 
programme (e.g., particular sequences of shots or of speakers occurring in a well determined order) and 
a generic merger procedure able to fuse data from different clustering modalities in a single stream 
(Structure merging in Figure 7). 
In order to extract meaningful knowledge from structural patterns, and thus identifying potential CSMs, 
the current approach adopts a late fusion scheme to merge the outputs from the various considered 
modalities, based on three main structural features: 

a) Frequency, i.e. a measure of the occurrence of the detected structures; 
b) Complexity, i.e. a measure of the transformations that have to be performed to obtain the 

detected structures, starting from the basic ones (e.g. shot clusters, face clusters and speaker 
clusters); 

c) Extension, i.e. a measure of the temporal duration of the detected structures w.r.t. the global 
duration of the programme. 

 

 
Figure 7. Processing chain for programme analysis based on fusion of computational scene models. 

 

 
Figure 8. Example of computational scene. Face clustering (on the left) tells that there is a cluster (c123) from frames 

7560 and 7786, followed by two clusters (c30) and (c31) from frames 7787 to 8080. This sequence is repeated four 
times. On the right the content of the corresponding video frames is shown. 
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Figure 9. Examples of complex visual structure. 

 
At this stage of the development these recurrent structural patterns can assist the operator of the WP7 
authoring tool by providing indicators of points of interest in the programme timeline to which or from 
which to associate bridgets. Two examples from different programme genres (namely talk show and 
edutainment) are shown in Figure 9. 
Together with this manual utilisation, we plan to develop a semi-supervised mechanism to classify 
structures or their combination as specific instances of CSMs, using the three structural features 
mentioned above (frequency, complexity and extension). In order to build a ground truth data base to 
train detection algorithms, we developed an HTML-5 based editing tool with the following 
functionalities: 

• Compact visualisation of the structures and easy navigation among clusters and segments. Seek 
and play on the video is also available in correspondence of any segment. 

• Merging and labelling of structures 
• Storing of results 

Figure 10 illustrates an example of this tool. 
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Figure 10. Editing tool for ground truth generation. 

 
 
 

4.6 Future Work 
In Version A of the Media Analysis Tools, the development of the shot detection, visual scene detection 
and keyframe selection tools is complete, although some testing and optimisation is still taking place, 
while the development of the video programme-level shot similarity assessment and linking is ongoing. 
The development of the face clustering component technology is ongoing. The preliminary results 
obtained are very encouraging, and the main challenges with this component technology are the 
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associated computational expense and variability of performance across different programme types. 
These aspects will be addressed in the following months of the project. 
The development of the programme analysis based on computational scene models is still at a relatively 
early stage of development. Currently, our focus is on late fusion of different modalities, i.e. merging the 
structures of different modalities to detect more meaningful structures, and addressing computational 
complexity considerations. The plan during the second year is to develop a generic semi-supervised 
approach enabling genre-specific assisted segmentation. This will be done exploiting the results of the 
structure analysis to train a CSM classifier able to classify recurrent structures in a set of categories 
useful to semantically segment programmes or identify specific kinds of points of interests (e.g., 
interviews, dialogues), thus assisting the operator of the WP7 authoring tool in their choices regarding 
bridgets. 

5 T4.2 Media Annotation 

5.1 Overview 
The goal of the Media Annotation task is to deliver annotation tools for audio-visual media providing 
complementary descriptions and additional relevance information to be used in the authoring tool of 
WP7, as well as in conjunction with the tools of WP5, by pre-filtering their input or post-processing their 
results. T4.2 builds upon and extends the tools of MPEG-7, a standard providing descriptions for 
multimedia content. 
For Version A, our work under T4.2 focused on the following: 
1. Implementation and testing of the MPEG-7 visual annotation tools. 
2. Development of scene classification component technologies. 

5.2 Implementation of MPEG-7 Visual Tools 
The MPEG-7 standard provides a wide range of visual annotation tools that are needed in BRIDGET, as 
shown in Table 4 below, but at the start of the project, there was no functional reference implementation 
for these tools. More specifically, while a reference software implementation for the MPEG-7 standard 
exists, this implementation contains a large number of errors and has not been maintained to allow it to 
even compile with modern compiler and external libraries. 
Thus, our initial focus under T4.2 was to fix/refactor/re-implement the MPEG-7 visual reference 
software as needed. This resulted in a fully functional MPEG-7 visual annotation engine which, in turn, is 
used in other parts of BRIDGET, namely the shot detection and visual scene detection component 
technology of task T4.1 described above, as well as the scene classification engine of task T4.2 described 
below. In addition, these tools will also be used directly in other components of BRIDGET, e.g. in the 
authoring tools, enabling multiple modes of finding relevant bridget destination content and/or filtering 
the relevant content discovered by the tools of WP5, for example discriminating between day and night 
shots or high-motion and low-motion shots, which is something outside the scope of the visual search 
tools of WP5. 
In addition, this part of the T4.2 work was submitted to MPEG [4][5][6][7][8], and our new 
implementation of the MPEG-7 standard will be published by ISO/IEC as a 2nd edition of the MPEG-7 
reference software [9]. 
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Table 4: MPEG-7 visual annotation tools. 

MPEG-7 Visual Tools 

 

MPEG-7 Visual Tools 

(cont.) 

Grid layout Edge histogram 

Time series Region shape 

Multiple view Contour shape 

Spatial 2D coordinates Shape 3D 

Temporal interpolation Shape variation 

GoF/GoP Feature Perceptual 3D shape 

Color space Camera motion 

Color quantization Motion trajectory 

Dominant color Parametric motion 

Scalable color Motion activity 

Color layout Region locator 

Color structure Spatio-temporal locator 

GoF/GoP Color Face recognition 

Color temperature Advanced face recognition 

Illumination invariant color Image Signature 

Homogeneous texture Video Signature 

Texture browsing  

 

5.3 Object and Scene Classification 
Image and video scene classification plays an important role in media pre-processing, search and 
selection, supporting the BRIDGET authoring tools.  Two different pipelines for scene classification have 
been developed, one based on dense SIFT features and one using MPEG-7 image-level features. The first 
one targets specific objects, such as airplane, car or person, the second is designed for generic categories 
such as outdoors or seaside views. 
We have developed a generic classification pipeline consists of three main blocks: (i) extraction of 
densely-sampled SIFT descriptors, (ii) aggregation of local descriptors into global image representation 
namely Fisher Vector and RVD, (iii) supervised classification to learn a function which assigns labels to 
arbitrary images. The RVD is a novel aggregation scheme: firstly local descriptors are rank assigned to 
multiple clusters and residual vectors in each cluster are computed based on the neighbourhood rank 
information and direction-preserving normalization mapping function. Both RVD and FV are 
incorporated with Spatial Pyramid Matching (SPM) strategy to capture more information regarding the 
structure of the scene in an image. 
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The performance of RVD is extensively evaluated on three standard image classification benchmarks: 
PASCAL VOC 2007, Caltech 256 and MIT SCENE 67 dataset. Support Vector Machines are used as a 
classifier. Figure 11 - Figure 13 show comparison of the performance. 
As can be seen the RVD pipeline outperforms significantly the state-of-the art FV pipeline on all datasets. 
The mean gain over FV is +2% on PASCAL VOC 2007, +2.3% on CALTECH256 and +1.7% on MIT SCENE 
67 dataset. 
 

 
Figure 11. Comparison of the classification performance of the state-of-the art FV pipeline and the BRIDGET RVD 

pipeline (PASCAL VOC 2007). 

 
Figure 12. Comparison of the classification performance of the state-of-the art FV pipeline and the BRIDGET RVD 

pipeline (CALTECH 256). 
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Figure 13. Comparison of the classification performance of the state-of-the art FV pipeline and the BRIDGET RVD 

pipeline (MIT SCENE 67). 

 

The second classification pipeline is based on MPEG-7 image descriptors as features. The performance of 
individual descriptors and their combinations have been evaluated, showing that individually 
EdgeHistogram (EHD) and ColorStructure (CSD) descriptors deliver the best performance – 30.77% 
correct classification on average (see Table 5). 
The use of multiple MPEG-7 features have been studied, and we found that feature-level combination of 
EdgeHistogram, ColorStructure and ColorLayout descriptors provides the best performance of 47.3%. 
Finally, the scene classification work and results of task T4.2 were also submitted to MPEG [10][11]. 
 

Table 5: Comparison of MPGE-7 descriptor performance in scene classification 
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5.4 Future Work 
In Version A of the Media Analysis Tools, the implementation and testing of the MPEG-7 visual 
annotation tools is complete. These tools are already used in other parts of BRIDGET, namely the shot 
detection and visual scene detection component technology of task T4.1 and the scene classification 
engine of task T4.2. In addition, these tools will also be used directly in other components of BRIDGET, 
e.g. in the authoring tools, enabling multiple modes of finding relevant bridget destination content 
and/or filtering the relevant content discovered by the tools of WP5. 
The scene classification algorithm already achieved BSOTA performance but the work is ongoing. The 
focus will be on further improving classification performance, reducing computational complexity. We 
will also continue disseminating the results of this work in upcoming MPEG standardisation activities. 

6 T4.3 Media Quality Assessment 
The goal of the Media Quality Assessment task is to deliver tools for audio-visual quality assessment. 
These tools will allow the presentation of the highest quality media to the end users, and will also 
enhance the operation of media to allow the 3D scene reconstruction tools of WP6, by automatically 
filtering media content of low quality which would adversely affect the operation of those tools. The 
objective is to select a suitable existing algorithm, as there is no requirement to move beyond SOTA. 
For Version A, our work under T4.3 has focused on the implementation of a core set of tools to evaluate 
quality of the image and video material based on: (1) image size and resolution, (2) brightness and 
contrast properties, (3) sharpness/blurring and (4) level of JPEG artefacts. Here we provide further 
details for choice of method to evaluate the sharpness/blurring of the images.  
To select image blur quality assessment tool we evaluated five existing methods for global blur detection. 
The first of these is the sum-modified-Laplacian (SML) operator proposed by Nayar and Nakagawa [12]. 
It measures the degree of focus at a number of points in the image and sums these to produce a global 
degree of focus for the entire image (LAPM). An extension of this method was subsequently proposed by 
Pech-Pachero et al. [13], where they measure the variance of the local focus measures produced in the 
SML method (LAPV). One property of focus is that sharp edges in the image are blurred, this attenuates 
the higher frequencies when the image is transformed into the frequency domain. This property is 
exploited by Krotkov and Martin [14] to measure the degree of focus in an image (TENG). Normalised 
gray-level local variance (GLVN) is employed by Santos et al. [15] as part of a larger evaluation of focus 
detection methods. As well as these four methods we also evaluate the performance of the Discrete 
Fourier Transform (DFT) to measure the higher frequency components in the image. 
Tests were performed on 15 different images from the LIVE Multiply Distorted Image Quality Database 
and results are presented in Figure 14. It can clearly be seen that the LAPM method gives the largest 
degree of separation between blurred and non-blurred images and therefore this method has been 
selected. 
Work is progressing on developing further modules and evaluating the performance of the existing core 
tools in the context of bridget creation. 
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Figure 14. Evaluation of methods for global image blur detection. 

 

7 T4.4 Standardisation 
As a result of the activities carried out within WP4, seven proposals co-authored by BRIDGET 
researchers were submitted to MPEG [4][5][6][7][8][10][11] and one output document co-edited by 
BRIDGET researchers was approved by MPEG [9]. 

8 Conclusions 
This document presented an overview of the work carried out under WP4 for Version A of the Media 
Analysis Tools, i.e. the first 18 months of the BRIDGET project. Task T4.1 (Media Structure Analysis) saw 
the development of highly configurable, ultra-high-speed, high performance component technologies for 
shot detection, shot grouping into visual scenes and content-adaptive keyframe selection, as well as the 
start of the development of new component technologies for programme-level shot similarity assessment 
and linking, face clustering in video and programme analysis based on computational scene models. Task 
T4.2 (Media Annotation) saw the development of an up-to-date reference implementation of the MPEG-7 
standard visual tools, which was proposed to MPEG and is to be published by ISO/IEC as a 2nd edition of 
the MPEG-7 reference software, as well as the start of the development of new component technologies 
for scene and object classification. Finally, as a result of the activities carried out within WP4, seven 
proposals co-authored by BRIDGET researchers were submitted to MPEG [4][5][6][7][8][10][11] and 
one output document co-edited by BRIDGET researchers was approved by MPEG [9]. 
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