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Executive Summary 

In this report we review the status of system identification and 
estimation for complex large scale systems. We stress the 
importance of understanding the fundamental limitations and the 
quantification of the experimental cost required to obtain an 
adequate model. For networked systems, we point out the 
essential methodologies and outline a statistical basis for design 
and analysis of such networks from an estimation perspective. 
 
A key issue in all real world system identification problems is that 
of model structure selection. This issue is becoming increasingly 
accentuated when the system complexity grows. We point out 
that new techniques are becoming available from the areas of 
sparse estimation and statistical learning theory. 

 
 
 

 



1 Introduction

Many of the engineering challenges that society is facing are expected to be
addressed by model-based design and optimization. Smart power grids, hy-
brid and electrical vehicles and intelligent infrastructures are examples where
this technology will be essential. The increasing complexity of engineering
systems are introducing new challenges in terms of modeling and estimation.
It is highly desirable that these systems are able to operate reliably and au-
tonomously in changing environments. This implies that these systems have
to be equipped with “learning” abilities, i.e. they need to be able to infer
important properties of their environment from a variety of sensors and to
adapt their behaviour to the state of the environment and the requirements
of the application. This implies the ability to adapt the underlying models,
using sensor information. In order to determine when to learn, a system
must also be able to assess its uncertainty about the surrounding environ-
ment and its own state. It is expected that for the learning to be effective,
these systems need to be able to take active measures, i.e. use actuators to
ensure that the required information becomes available.

Several of these systems are spatially highly distributed, cf. power grids
which nowadays extend far beyond country limits, and it cannot be expected
that information from all parts of the system can be communicated and
processed at a single physical unit. Wireless sensors are attractive in many
contexts but suffer from communication limitations.

With systems being decentralized and typically containing many actu-
ators, sensors, states and non-linearities, but with limited access to sensor
information, model building that delivers models of sufficient fidelity becomes
very challenging. Existing reports on the cost and complexity of the mod-
eling stage of large engineering projects involving dynamical models seem
to be confined to the process industry. It is noted in [83] that obtaining
the process model is the single most time consuming task in the applica-
tion of model-based control and [56] reports that three quarters of the total
costs associated with advanced control projects can be attributed to model-
ing. This hints that modeling risks may become a serious bottleneck in future
engineering systems unless major theoretical advances are made.

The objective of this report is to outline the state of the art in the fields of
system identification, filtering and estimation pertinent to complex systems.
In particular fundamental limitations and synergies with other fields will be
examined.



2 Fundamental limitations

2.1 The Cramér-Rao lower bound

The framework of stochastic models has proven to be extremely powerful
for developing useful signal processing and estimation algorithms. In this
framework the Cramér-Rao lower bound (CRLB) provides a lower bound on
the achievable accuracy in parameter estimation. Let y be a random vector
with probability density function (pdf) pθ(·) where θ ∈ R

n. The Cramér-Rao
Lower Bound (CRLB) provides a lower bound for any unbiased estimator θ̂
of θ that is based on y. Subject to certain regularity conditions (see [63]),
the covariance matrix of the parameter estimate is lower bounded by

E
[

(θ̂ − θ)(θ̂ − θ)T
]

≥ I−1
F (pθ) (1)

where IF (pθ) is the Fisher information matrix

IF (pθ) = −E

[

∂2

∂θ∂θT
log pθ(y)

]

(2)

Under certain conditions the CRLB is achieved asymptotically (as the num-
ber of measurements grows) by the maximum likelihood (ML) estimate:

θ̂ML = argmax
θ

pθ(y) (3)

The CRLB also translates into lower bounds on the achievable accuracy of
system properties that are functions of the model parameters. It also im-
plies performance bounds for model based applications employing identified
models. Let θ̂N ∈ R

n be the estimated model parameters (we denote the
true value by θo and N denotes the sample size) and let Vpd(θ) be a measure
of the degradation in performance in the application that occurs when the
model corresponding to θ is used instead of the true system in the design of
the application. For example consider that an incorrect model is used in a
model based control design for which the resulting controller then is applied
to the true system. Then Vpd could be some norm of the difference between
the achieved closed loop transfer function (using the model in the design)
and the ideal closed loop transfer function (using the true system in the de-
sign). Now consider the expected performance degradation E[θ̂N ]. Then the
asymptotic version of the CRLB for dynamical models implies (without loss
of generality, we assume that Vpd ≥ 0 with minimum Vpd(θo) = 0)

lim
N→∞

N E[Vpd(θ̂N )] ≥
1

2
Tr

{

V ′′

pd(θo)I
−1
F

}

(4)



where V ′′

pd(θo) denotes the Hessian of Vpd evaluated at θ = θo. With some
abuse of notation, we will call this inequality the CRLB (for the performance
index). It is thus important to understand how experiment configuration (in-
put excitation etc), system and model complexity, and model structure, as
well as the property of interest (through the performance index Vpd), influ-
ence the performance of the application in which the model is used. How-
ever, much due to the matrix inverse of IF , it is not trivial to analyze these
dependencies and often extensive matrix manipulations are required. Under-
standing the nature of the CRLB has been subject to rather intense research
for a range of problem settings, including frequency function estimation [67],
multi-input identification [41], and Hammerstein systems [81]. In order to
facilitate the analysis of the CRLB a geometric method has been developed
recently [54]. The idea is as follows. Suppose that the Fisher information is
given by

IF = 〈Ψ,Ψ〉 :=
1

2π

∫ π

−π

Ψ(ejω)Ψ∗(ejω)dω

where Ψ in IF is the (normalized) prediction error gradient. Suppose further
that, for simplicity, Vpd(θ) = (J(θ)− J(θo)) where J(θo) is a scalar quantity

of interest, i.e. we are interested in assessing the variance of J(θ̂N). For
a linear time-invariant system, the quantity J(θo) could for example be the
frequency response at a particular frequency. The CRLB (4) then can be
written

lim
N→∞

N E[(J(θ̂N )− J(θo))
2 ≥ ΛI−1

F Λ∗ (5)

where Λ = dJ(θ)
dθ

∣

∣

θ=θo
. Now take a function γ such that

Λ = 〈γ,Ψ〉 :=
1

2π

∫ π

−π

γT (ejω)Ψ(e−iω)dω

Then it is easy to show that

ΛI−1
F Λ∗ =

∥

∥ProjSΨ
{γ}

∥

∥

2
(6)

where ProjSΨ
{γ} denotes the orthogonal projection of γ onto SΨ, the columnspace

of Ψ, i.e.

ProjSΨ
{γ} = Ψ〈Ψ,Ψ〉−1〈Ψ, γ〉

The expression (6) turns the focus to subspace SΨ when analyzing the CRLB.
In many cases this subspace can easily be derived allowing structural prop-
erties of the CRLB to be deduced, e.g. that a certain sensor does not pro-
vide any information whatsoever of J(θo), the quantity of interest. Examples



where this technique have been used are variance analysis for estimated poles
and zeros [79], frequency response estimation [72], optimal experiment design
minimum variance control [75] and errors-in-variables problems [55].

2.2 Invariants

For linear time invariant (LTI) single-input single-output systems, it has been
shown in [98] that an invariant, or water-bed effect, holds for the asymptotic
variance of the frequency function estimate AsVarG(ejω, θ̂N ). For output
error models this effect can be expressed as

1

2π

∫ π

−π

Φu(ω) AsVarG(ejω, θ̂N) dω = λe n (7)

where Φu is the input spectrum, λe is the noise variance and n is the number
of estimated parameters.

2.3 Cost of complexity

As mentioned in the introduction, the modeling costs have turned out to
be very high in process industry. For the advanced engineering applications
envisioned for the future it therefore seems relevant to investigate what the
experimental cost will be for identifying models of sufficiently accuracy. The
basis for a theoretical investigation of this issue is the observation that the
CRLB is influenced by the experimental conditions (through Ψ in (4)). Thus
in principle it is possible compute the minimum experimental cost required
to obtain a model which is accurate enough that some performance index
can be guaranteed in the application. The quantification of how this cost
depends on performance requirements of the application and system/ model
complexity we will call the cost of complexity. This quantity allows the user to
make informed trade-offs, e.g. between performance specs. in the application
and the experimental cost. The variance expressions developed in [67] can
be seen as an early contribution to this problem. More recently, frequency
function estimation has been considered in [102, 97]. For a finite impulse
response model of order n it is shown that if the maximum error over the
frequency band [0, ωB] is 1/γ, then the cost of complexity, as measured by
the required input energy during the identification experiment, is given by
λγωB/π where λ is the noise variance.

The cost of complexity is the resulting minimum of the criterion obtained
in the least-costly identification framework proposed in [17].



3 Applications-oriented experiment design

3.1 Introduction

For complex systems and high performance applications, not only will it be
important to assess the cost of complexity, it will also be important to be
able to compute experiments that achieve the minimum experimental cost.

The concept of least-costly identification was introduced in [18] and de-
veloped in a series of conference contributions, appearing later as [17]. The
idea is to formulate the experiment design problem such that the objective is
to minimize the experimental cost, typically measured in terms of required
input and output energy, subject to constraints on the model’s accuracy.
Optimal experiment design has witnessed a revival in system identification
during the last decade, see, e.g., [91, 37, 65, 66, 12, 14, 13, 59, 108, 73, 99,
109, 95, 101, 38, 92, 8, 16, 7, 46]. Much of the effort has been devoted to
reformulate optimal experiment problems to computationally tractable con-
vex optimization problems and to connect optimal experiment design for
parametric identification methods, such as prediction error identification, to
control applications [64, 47, 57, 58, 74, 10, 48, 11, 17, 53, 9, 52, 39].

3.2 A framework

In [50] a quite general framework is outlined. Consider a specific application
and suppose that a measure of the performance degradation Vpd, as discussed
in Section 2.1, is available. All conceivable models can now be split into two
sets: The first, which we call the set of acceptable models Eapp, is the set for
which the performance degradation measure is sufficiently small, say less than
1/γ for some γ > 0 (which we will refer to as the accuracy), while the second
set is the set of all other models, which then from the applications point
of view are unsatisfactory. From this perspective the objective of system
identification is to produce a model estimate in the set of acceptable models
Eapp. One can then formulate a least-costly experiment design problem with
this as constraint. Building on previous work it is shown in [50] that a wide
class of applications-oriented optimal experiment design problems can be
cast as semi-definite programs for linear time-invariant systems. Preliminary
results on extension to nonlinear systems are given in [60].



3.3 Added value of optimal experiment design to system

identification

In [49, 50] it is argued that least-costly optimal experiment design simplifies
the overall system identification problem in several aspects. Firstly, if pos-
sible, only properties important to the application are excited in the system
(in the interest of minimizing the experimental effort). Consequently, system
properties irrelevant to the application are not excited (if it can be avoided).
This means that sometimes simplified models can be used without loss of ac-
curacy in the application. For example, in a mechanical system, resonances
that not will be excited during the application will not be excited during
the system identification experiment either. Formal results are given in [73].
Clearly this issue is very important for identification complex systems.

In [97] it is argued that the importance of the model structure is re-
duced when applications-oriented optimal experiment design is used. This
hints that high order general purpose models may be competitive to models
tailored to the particular system to be modeled.

3.4 Implementation

Optimal experiment designs typically depend on the true system and there-
fore cannot be implemented directly. A common route to handle this “chicken
and egg” problem is to make the design adaptive whereby the model is iden-
tified recursively and the most recent estimate is being used to replace the
true system in the experiment design, which consequently is updated as the
model estimate is updated. In [39] it is shown formally that as time increases
this procedure provides almost as good result as if the true system had been
used in the experiment design. A first attempt of a specific algorithm tailored
for Model Predictive Control is presented in [61].

The added value of applications-oriented optimal experiment design dis-
cussed above, i.e. the possibility to use models of restricted complexity, is
illustrated in [96] where it is proved that when adaptive experiment design
is used it is sufficient to use a two parameter finite impulse response model
to consistently estimate the non-minimum phase zero of a stable linear time-
invariant system of arbitary order. The algorithm require little in terms of
prior knowledge.



4 Networked Systems and Structured Systems

4.1 Introduction

Distributed large scale systems require interconnectivity implemented by way
of networks. Cheap computational and wireless transmission devices com-
bined with a wide range of emerging new sensors and actuators, in turn
enabled by new technologies such as micro- and nanosystems, have opened
up for the use of networked control systems on a large scale [5].

Characteristic to networked systems are that they consist of “components”
that are spatially distributed. Each component can be viewed as consisting
of a physical part and an engineered device, in turn consisting of sensors,
actuators and a processing unit. The physical parts may be interconnected in
rather arbitrary ways (depending on the type of system) while the processing
units are interconnected by communication networks, see Figure 1.
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Figure 1: A networked system.

This configuration changes the perspective of control design in two as-
pects: Firstly, the (dynamic) properties of the communication network have



to be accounted for, and, secondly, the distributed nature of the system is em-
phasized. Large efforts have been (and still are) devoted to develop dynamic
models for communication networks. These models depend very much on
the particular technology that is used, e.g. wired and wireless networks ex-
hibit widely different characteristics. In particular, attention has been given
to wireless networks, but there is also extensive work on wired networks,
e.g. the Internet [110]. Some features of wireless networks include sampling
time jitter, random packet losses and delays, and requirements of low grade
quantization. Constraints on power consumption, costs, and channel capac-
ity are consequences of the distributed nature which limits local information
processing and information exchange between the components.

Following [68], we will discuss some aspects that arise when a system is
to be identified in a networked environment characterized by limitations in
data communication and the possibility/necessity of local data processing,
e.g., due to the communication constraints. Two main scenarios can be
considered:

1) Fusion centric

2) Fully decentralized

where in the first scenario nodes transmit information to a fusion center for
final processing, whereas in the second scenario no such center exists but
nodes have to update each other with as little coordination, synchronization
and communication as possible. Next we will discuss the statistical basis for
identification under such schemes.

4.2 A statistical basis

Consider the problem of estimating θ in a networked system. Let ptotθ denote
the joint pdf of all measurements in the system. Then the Fisher information
matrix I−1

F (ptotθ ) is a universal lower bound for the covariance matrix of any
unbiased parameter estimate. Notice that (3) requires the processing of all
measurements, i.e. all data has to be gathered at a “fusion center” and be
processed there, according to (3). When measurements are processed locally
before being transmitted to the fusion center one may therefore expect a loss
in accuracy. However, information loss does not occur when measurements
in one sensor are condensed into a sufficient statistics [63]. Thus, regardless
of fusion centric or fully decentralized schemes, unless sufficient statistics are
transmitted information loss will occur.

A subtle issue arises when the nodes are privy to local information re-
garding their own measurement process. It may be that the processed mea-
surements should be weighted according to some information available only



locally. In a fully decentralized context [125] communicates the necessary
weights explicitly whereas in [6] the weighting is done locally.

Another subtle issue arises when the transmission of information from
the sensors to the fusion center is subject to rate constraints. It may then
happen that ancillary statistics may improve upon the estimate. An ancillary
statistic is a statistic whose distribution does not depend on the unknown
parameters. We refer to the surveys [42, 124] and references therein for details
of the problem when the transmission to the fusion center is rate constrained.

4.3 The impact of noise

When measurements at different nodes are correlated, it is no longer sufficient
to distribute the local sufficient statistics between nodes, or to a fusion center.
In this case the situation is much more complex. However, there exists a
simple condition for when locally linearly processed measurements can be
combined into the centralized linear minimum mean variance estimate [104].

4.4 The impact of structure

Consider the distributed multi-sensor network in Figure 2 where sensor i
may transmit the measurement yi to a fusion center. Both transfer functions
G1 and G2 are unknown. Consider now the identification of the transfer
function G1. From the figure it is clear that measurements from Sensor 1
provide information regarding this transfer function. However, it also seems
somewhat obvious that Sensor 2 can contribute to improving the accuracy of
the estimate of G1 since y2 = G2G1u+ e2. However, in [51, 116] it is shown
that under certain configurations of the model structures used for G1 and G2,
Sensor 2 contains almost no information regarding G1 even if the signal to
noise ratio of this sensor is very high. The result can easily be generalized to
arbitrary number of nodes in a cascade structure. A dual result is developed
in [41] regarding how additional inputs affect the modeling accuracy.

4.5 Communication aspects

We will now discuss some of the issues associated with transmitting informa-
tion over a communication channel.

Bandwidth limitations One aspect is that the capacity of some com-
munication channels is so low that it has to be accounted for. One such
typical constraint is that the available bit rate may be restricted so that the
information has to be quantized before transmission.
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Figure 2: A distributed multi-sensor network. The sensor measurements y1
and y2, together with the input u are used by a fusion center to estimate G1

and G2.

Example 1 Suppose that node i in a network measures the scalar

yi = θ + ei

where ei are independent normal distributed random variables with zero mean
and variance λ. When each node only can relay whether yi exceeds a certain
threshold T (common to all nodes) or not, to the fusion center, it can be
shown that the CRLB is at least a factor π

2
above the CRLB for the non-

quantized case [88]. The optimal threshold is T = θ, and therefore infeasible
since θ is unknown. We refer to [94] for further details.

Results on quantized identification in a very general setting can be found in
[118, 119, 120].

Sampling time jitter By way of a frequency domain analysis it is shown
in [36] that sampling time jitter induces bias. It is also shown how to compen-
sate for this problem. In the case of time-stamping of packets, a continuous
time instrumental variable method is used in [117] to cope with irregular
sampling.

4.6 Relation to other areas

There are obvious connections between fully distributed identification and
distributed optimization, see e.g. [114, 15]. A widely studied area is dis-
tributed estimation where nodes share information regarding some random
vector that is to be estimated. Relevant questions are whether the nodes will
converge to the same estimate as the information exchange increases, and if
so, whether the nodes reach a consensus and the quality of this estimate as
compared to the centralized estimate, see, e.g., [19]. Wireless sensor networks
is also a closely related area [69]. A popular class of methods are consensus
algorithms where nodes are ensured to converge to the same result despite
only local communication between nodes.



4.7 Summary

We have seen that identification of networked systems is a multifaceted prob-
lem with close ties to fields such as distributed estimation and optimization.
Whereas for a fix set-up, the CRLB provides a lower bound on the estimation
accuracy, the main challenge when there are communication constraints is
to device the entire scheme: When, what and where should a node transmit
in order to maximize accuracy? For example, suppose that it is possible to
transmit all raw data to a fusion center but that the communication channel
is subject to noise. Then it may still be better to pre-process the measure-
ments locally before transmission.

5 Model structure selection

5.1 Introduction

When collecting data from a (physical) control system, it is often the case
that there is an underlying interconnection structure; for instance the over-
all system could be the interconnection via cascade, parallel, feedback and
combinations thereof, of many dynamical systems. In this scenario any given
variable may be directly related to only a few other variables. One conve-
nient and popular way of graphically describing these relations is via so called
graphical models [62].

This sort of structures, which may be self-evident in certain engineering
domains where the system has been designed via interconnection of smaller
parts, pops also up when modeling phenomena described through a large
number of variables. These interconnections, such as parallel, series or feed-
back, may be intrinsic such as in economic and social “systems”.

In the static Gaussian case, the “relation” between variables can be ex-
pressed in terms of conditional independence conditions between subsets of
them, see e.g. [31]. Estimation of sparse graphical models have been the sub-
ject of intense research which is impossible to survey here; we only point the
reader to the early paper [78] which propose using the Lasso to this purpose.

In the dynamic case, i.e. when observed data are trajectories of (pos-
sibly stationary) stochastic processes, one may consider several notions of
conditional independence which can be encoded via the so-called time series
correlation (TSC) graphs, Granger causality graphs and “partial correlation”
graphs, see [29] for details. When the number of measured variables is very
large and possibly larger than the number of data available (i.e. the num-
ber of “samples” available for statistical inference), even though there is no
“physical” underlying interconnected system, constructing meaningful mod-



els which are useful for prediction/monitoring/intepretation requires trading
off model complexity vs. fit. In a parametric setup this complexity depends
on the number of parameters which is related to both the complexity of each
“subsystem” (e.g. measured via its order) as well as to their number (i.e. the
number of dynamical systems which are “non zero”).

Model structure selection is combinatorial in nature as it is desirable to
assess the performance of all possible model structures and model orders.
For autonomous system identification of complex systems this is thus one of
the key problems.

Estimation problems involving variable selection, which can be also framed
as determining connectivity in a suitable graphical description, have been
recently studied in the literature, see for instance [112, 80, 76, 77] and ref-
erences therein. In the paper [112] coupled nonlinear oscillators (Kuramoto
type) are considered where the coupling strengths are to be estimated; in
[80] nonlinear dynamics are allowed and the attention is restricted to the
linear term1 in the state update equation, equivalent to a vector autoregres-
sive (VAR) model of order one. In both cases it is assumed that the entire
state space is measurable and an ℓ1-penalized regression problem is solved
for estimating the coupling strenghts/linear approximations. Sparse models
under “smoothing” conditional independence relations, encoded by “partial
correlation” graphs or equivalently via zeros in the inverse spectrum [21],
have been recently studied in the literature. For instance, in [106] considers
VAR models and ℓ1-type penalized regression while in [76, 77] a methodol-
ogy based on smoothing a la Wiener is proposed, where interconnections are
found by putting a threshold on the estimated transfer functions.

We shall now focus on Granger causality concepts, where conditional in-
dependence conditions encode the fact that the prediction of (the future of)
one variable (which we shall call “output variable”) may require only the past
history of few other variables (which we shall call “inputs”) plus possibly its
own past. This can be represented with a graph where nodes are variables
and (directed) edges are (non zero) transfer functions, self-loops encoding
dependence on the “output” own past2. The concept of Granger causality
is, in fact, the most “natural” description in the context of causal control
systems since, under rather mild conditions [40], the model obtained in this
way is the unique internally stable feedback interconnection which describes
the second order statistics of the stationary process under study. In general
both the dynamical systems and the interconnection structure are unknown

1Thinking of a first order Taylor expansion around the trajectory
2In the language of classical System Identification, dependence of the predictor on the

past outputs will result in ARMAX models, lack of dependence in Output Error (OE)
models.



and have to be inferred from data. Without loss of generality we shall ad-
dress the problem of modeling the relation between one node in this graph
(the “output” variable) and all the other measured variables (the “inputs”
). The focus is both on performing variable selection, i.e. finding the un-
derlying connections in the graphical model encoding the Granger causality
structure, as well as obtaining reliable and easily interpretable models which
can be used, e.g. for prediction/monitoring etc.

Such sparsity principle permeates many well known techniques in machine
learning and signal processing such as feature selection, selective shrinkage
and compressed sensing [45, 32]. We shall now review some of the basic
tools and then we shall come back to the variable selection and identification
problem.

5.2 Sparse estimation

Many approaches have been suggested to deal with model structure selection
In Forward Selection regressors are added one by one according to how statis-
tically significant they are [121]. Forward stepwise selection and LARS (Least
Angle Regression) [35] are refinements of this idea. Backwards elimination
is another approach with a long history. Here regressors are removed one by
one. Another class of methods employ all regressors but use thresholding to
force insignificant parameters to become zero [34]. Another class of methods
that can handle all regressors at once use regularization, i.e. a penalty on
the size of the parameter vector is added to the cost function. This approach
has close ties with Bayesian estimation. Ridge regression is a classical reg-
ularization method where penalty is proportional to the squared 2-norm of
the parameter vector. While this method “pulls” parameters towards zero,
it does not generate sparse estimates, i.e. even though parameters may be
small they are generically non-zero.

5.3 LASSO

An important insight has been that the regularization can be chosen so that
sparse estimates are obtained in a one-shot procedure. The LASSO (Least
Absolute Shrinkage Selection Operator) is one of the early contributions to
this field, and has been of tremendous influence [111]. This algorithm per-
forms minimization under a constraint of the ℓ1-norm of the parameter vector



θ ∈ R
n. More precisely the criterion is

min
θ

VN(θ)

s.t. ‖θ‖1 ≤ c
(8)

Above VN(θ) is the least-squares cost function based on N samples. For
linear regression problems

Y = Φθ + E

where Φ is the regressor matrix, the above problem is convex.
Sparse approximation and the closely related area compressed sensing has

been a very active research area in the last few years, e.g. [22], [33].

5.4 Extensions

There exists a number of variations of the ℓ1-trick underlying LASSO. In
Group Lasso, [126], or Sum-Of-Norms regularization the parameters are
grouped into several groups where the sum of the norms of all groups are
used in the regularization.

By instead penalizing changes in the parameters, ℓ1-segmentation algo-
rithms can be developed [86]. Linear parameter varying and hybrid models
can be estimated with similar algorithms. In [86] it is shown that this ap-
proach is highly competitive as compared to existing algorithms.

The ℓ1-trick can also be applied to smoothing problems, e.g. when dis-
turbances change abruptly [84] and [85].

Another related framework usually referred to as “Sparse Bayesian Learn-
ing”, whose origins can be traced back to the so called “Automatic Relevance
Determination” of [70] and to the “Relevance Vector Machine” [113], also
provide quite powerful tools for identification of complex systems; see e.g.
the preliminary results presented in [25, 27].

With reference to the linear problem

Y = Φθ + E, θ := [θ1, .., θn]
⊤

the main idea of sparse Bayesian learning is to assume a prior on θ, where the
components θi are independently distributed as θi ∼ N (0, λi), and then to
lift the problem of enforcing sparsity from parameter space such as in Lasso
[111] to the “scale factors” λi ≥ 0.

This approach has interesting connections with Lasso and Multiple Kernel
Learning [4] as studied in [123, 2].



5.5 Choosing the Regularization Parameter

The choice of the regularization parameter λ in (8) is usually done by way of
cross-validation or generalized cross-validation; the regularization that per-
forms best on fresh data is chosen. This requires solving (8) a number of
times. In [100] it is shown that AIC provides a way to directly obtain a
reasonable value for λ. The idea is based on the observation that the full
least squares estimate (let us denote it θ̂LSN ) can model the true system. This
suggests to find the estimate with smallest norm that has the same model fit
as the full least-squares estimate. This leads to an Akaike-like constraint.

5.6 Bayesian methods for joint variable selection and

identification

In this section, following [26, 25, 27], we briefly describe a Bayesian point
of view to joint variable selection and identification of (sparse) linear sys-
tems. The starting point is the new identification paradigm developed in
[90] that relies on nonparametric estimation of impulse responses (see also
[89] for extensions to predictor estimation). In the paper [27], expanding
on the recent works [26, 25], this nonparametric paradigm is extended to
the design of optimal linear predictors so as to jointly perform identification
and variable selection. Without loss of generality, analysis may restricted to
MISO systems, where the variable to be predicted is called “output variable”
and all the other (say m − 1) available variables are called “inputs”. In this
way we interpret the predictor as a system with m inputs (given by the past
outputs and inputs) and one output (output predictions). Thus, predictor
design amounts to estimating m impulse responses modeled as realizations
of Gaussian processes.

In [27] two new approaches are introduced: the first, which has been
called Stable-Spline GLAR (SSGLAR), is based on the GLAR algorithm in
[127] and can be seen as a variation of the so-called “elastic net” [128]; the
second, which has been called Stable-Spline Exponential Hyperprior (SSEH)
assigns an exponential hierarchical hyperprior with a common hypervariance
to the scale factors. This second approach has connections with the so-called
Relevance Vector Machine in [113]. The hyerarchical hyperprior favors spar-
sity through an ℓ1 penalty on kernel hyperparameters. Inducing sparsity by
hyperpriors is an important feature of this second approach. In fact, this
permits to obtain the marginal posterior of the hyperparameters in closed
form and hence also their estimates in a robust way. Once the kernels are
selected, the impulse responses are obtained in closed form via the Represen-
tation Theorem [3]. However, SSEH requires solving a non-linear optimiza-



tion problem which may benefit from a “good” initialization. It has been
verified in [27] that a “Bayesian” forward-selection procedure which works on
the marginal density of the hyperparameters provides a robust and computa-
tionally attractive way of initializing SSEH. It is interesting to observe that,
asymptotically, this procedure is equivalent to a forward selection based on
the BIC criterion [105]; yet the nonparametric description allows to compute
marginals in closed for and, as such, all our results apply without any ap-
proximation to any finite segment of data.
The paper [27] contains extensive numerical experiments involving sparse
ARMAX systems showing that these new approaches approach provide a
definite advantage over both the standard GLAR (applied to ARX models)
and PEM (equipped with AIC or BIC) in terms of predictive capability on
new output data while also effectively capturing the “structural” properties
of the dynamic network, i.e. being able to identify correctly, with high prob-
ability, the absence of dynamic links between certain variables.

6 Filtering and Estimation

Also for large scale systems, filtering and estimation typically has to be car-
ried out in a decentralized way.

Decentralized filtering has many applications, e.g. robotics [103]. In early
work the nodes required access to the global estimate [44, 122]. Subsequently
fusion centric algorithms were developed where nodes operate locally and
transmit their local estimates and error covariances to a fusion center [28,
43]. An early reference to a completely decentralized method is [93]. This
algorithm requires all nodes to be able to communicate with each other; in
practice a quite limiting constraint. One approach has been to use ideas from
consensus and gossip algorithms [87]. This means that the information at
each node is spread throughout the network in between sampling instances
by way of continuous information exchange between neighbors governed by
a consensus algorithm. The algorithm in [125], referred to in Section 4.2,
belongs to this class of algorithms. Consensus filters now exists for a variety
of contexts, e.g. [23, 30, 24, 115, 107].

In most consensus algorithms information exchange takes place repeat-
edly between nodes inbetween measurement updates. This allows informa-
tion to spread beyond neighbours so that when the network graph is con-
nected each node possess information from all other nodes.

When each node is only allowed to communicate with each neigbors, and
only once between measurements the situation changes drastically and the



global Kalman filter cannot be achieved. This scenario is considered in, e.g.,
[1].

Closely related to consensus filtering is to see the Kalman filtering prob-
lem as an optimization problem and use ideas from decentralized optimiza-
tion. Dual decomposition is used in [71]. A very recent idea in decentralized
optimization is the alternating direction method of multipliers [20].

In certain networks extensive use of sensors is prohibited. For example
in wireless sensor networks with battery operated sensors and transmitters
energy limits the use of sensors. A separate problem then becomes how to
schedule the sensor operation. This is outside the scope of this report and
we refer to the recent [82] for references to this area.

7 Summary

Identification and estimation of complex large scale systems is very challeng-
ing. We have pointed to that it is important to assess the experimental cost
of obtaining adequate models for such systems. We observed that a sta-
tistical framework is suitable for designing and analysing networked system
identification and estimation algorithms.

It is clear that techniques from neighboring fields offer interesting oppor-
tunities for the field: Gossip and consensus algorithms, sparse estimation,
Gaussian processes and distributed optimization techniques are some of the
interesting ones.
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