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Executive Summary 

This document describes the work developed in Xlike WP2 relative to non-standard 
language processing.

The  document  covers  different  aspects  of  the  performed  research,  approaching 
different state-of-the art problems related to the linguistic analysis of non-standard 
texts such as tweets or SMS.

The covered aspects are:

1. Domain adaptation of dependency parsers.

This section presents research carried out in order to develop domain adaptation 
methods for dependency parsers. 

When statistical dependency parsers are trained in a given treebank, the acquired 
models capture the typical behaviour and syntactic structures of language, but 
also the usual behaviour and relations of lexical items occuring in the training 
text.

When using the learned models in a new domain, such as a specialized domain 
(medical,  financial,  technical,  etc),  or  a  specific  genre  (such  as  non-standard 
language), the parser will for sure find words and word combinations it has not 
seen in the training phase, and precision will suffer in those cases.

Thus, the presented research aims to overcome this problem by devising ways to 
estimate the dependency probability for unobserved pairs of words.

2. Domain adaptation of named entity recognizers

This section presents experiments related to improve the robustness of named 
entity  recognition  systems  when faced to  a  new domain  or  genre  where  the 
occurring entities are not known to the system (because they didn't appear in 
training  data  nor  are  they  present  in  the  system  gazetteers).  The  followed 
strategy consists on finding a set of context features that can predict whether a 
token is a NE or not without relying on the token itself (specially on features of 
the token related to its previous occurrence or its presence in a gazetteer).

3. Generation of normalization candidates of non-standard language.

This  section  presents  improvements  to  the  XLike  pipelines  that  improve  the 
handling  of  non-standard  text  features  such  as  misspellings,  phonetic-based 
spellings, or omission of whitespaces. 

The  followed  approach  relies  on  using  FSM methods  to  encode  the  expected 
vocabulary, and then using fast approximate search methods based on string edit 
distances (both phonetic and orthographic) to find possible alternative spellings 
for unknown words present in the input text.

4. Adaptation  of  Xlike  linguistic  analysis  architecture  to  handle 
standard/non-standard texts.

Finally, this section reports the technical details of how to call the XLike pipeline 
web-services when the target text is non-standard language.
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Abbreviations

API Application Program Interface

BLLIP Brown Laboratory for Linguistic Information Processing 

COLING International Conference on Computational Linguistics

CoNLL Conference on Natural Language Learning

CRF Conditional Random Fields

FSM Finite-State Methods (also Finite-State Machine)

FSA Finite-State Automaton

HMM Hidden Markov Models

LREC Language Resources and Evaluation Conference

MaxEnt MaximumEntropy

NCBI National Center for Biotechnology Information 
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NER Named Entity Recognition

NEC Named Entity Classification

NERC Named Entity Recognition and Classification

NN,NNR Nuclear-norm regularization

OOM Observable Operator Models

OOV Out-of-Vocabulary

SED String-Edit Distance

SEPLN Sociedad Española para el Procesamiento del Lenguaje Natural

SVD Singular Value Decomposition

WSDL Web-Service Description Language

WSJ Wall Street Journal



1 Introduction

The main goal of tasks T2.3 and T2.4 in XLike project is to analyze informal languages 
from social media feeds (blogs, Twitter, Facebook) and to develop initial set of tools 
and resources for working with them. 

This  document  summarizes  the  research  done  in  this  direction,  and  the  resulting 
prototype pipelines available for the project goals.

We  present  work  at  two  levels:   On  the  one  hand,  ongoing  basic  research  work 
published  in  top-ranked  conferences  about  domain  adaptation  of  parsers  and  NE 
detection  tools,  and  about  tweet  normalisation.  On  the  other  hand,  we  describe 
practical  work  related  with  improving  how  XLike  pipelines  handle  non-standard 
language.

 



2 Towards  domain  adaptation  of  dependency 
parsers: Learning Robust Bilexical Relations 
over Distributional Representations

In this section we address the task of learning functions that compute compatibility 
scores between pairs of lexical items under some linguistic relation. We refer to these 
functions as bilexical operators. As an instance of this problem, consider learning a 
model that predicts the probability that an adjective modifies a noun in a sentence. In 
this case, we would like the bilexical operator to capture the fact that some adjectives 
are more compatible with some nouns than others. For example, a bilexical operator 
should predict that the adjective electronic has high probability of modifying the noun 
device  but little probability of modifying the noun  case. We present a method that 
learns bilexical operators over distributional representations of words and leverages 
supervised  data  for  a  linguistic  relation.  The  learning  algorithm  exploits  low-rank 
bilinear forms and induces low-dimensional embeddings of the lexical space tailored 
for the target linguistic relation. An advantage of imposing low-rank constraints is that 
prediction is expressed as the inner-product between low-dimensional embeddings, 
which can have great computational benefits. In experiments with multiple linguistic 
bilexical relations we show that our method effectively learns using embeddings of a 
few  dimensions.  This  learning  algorithm  was  presented  at  the  COLING-2014 
conference [9].

2.1 Bilexical Operators over Bilinear Forms

Bilexical operators can be useful for multiple NLP applications. For example, they can 
be  used  to  reduce  ambiguity  in  a  parsing  task.  Consider  the  following  sentence 
extracted  from  a  weblog:  Vynil  can  be  applied  to  electronic  devices  and  cases,  
wooden doors and furniture and walls. If we want to predict the dependency structure 
of this sentence we need to make several decisions. In particular, the parser would 
need to decide (1) Does electronic modify devices? (2) Does electronic modify cases? 
(3) Does wooden modify doors? (4) Does wooden modify furniture? Now imagine that 
in the corpus used to train the parser none of these nouns have been observed, then it 
is unlikely that these attachments can be resolved correctly. However, if an accurate 
noun-adjective  bilexical  operator  were  available  most  of  the  uncertainty  could  be 
resolved. This is because a good bilinear operator would give high probability to the 
pairs electronic-device, wooden-door, wooden-furniture and low probability to the pair 
electronic-case.

The simplest way of inducing a bilexical operator is to learn it from a training corpus. 
That is, assuming that we are given some data annotated with a linguistic relation 
between  a  modifier  and  a  head  (e.g.  adjective  and noun)  we can  simply  build  a 
maximum likelihood estimator for Pr(m | h) by counting the occurrences of modifiers 
and heads under the target relation. For example, we could consider learning bilexical 
operators from sentences annotated with dependency structures. Clearly, this model 
can not generalize to head words not present in the training data.

To  mitigate  this  we  could  consider  bilexical  operators  that  can  exploit  lexical 
embeddings,  such as  a distributional  vector-space  representation  of  words.  In  this 
case, we assume that for every word we can compute an n-dimensional vector space 
representation φ(w) → Rn. This representation typically captures distributional features 
of the context in which the lexical item can occur. The key point is that to estimate 
this representation only a large corpus without annotations is needed. 



Our proposal combines both the supervised and distributional approaches: we present 
a learning algorithm for inducing bilexical operators from a combination of supervised 
and unsupervised training data. The main idea is to define bilexical operators using 
bilinear forms over distributional representations: φ(x)⊤  W φ(y), where W ∈ Rn×n is a 
matrix of parameters. 

Note that if we set W to be the identity matrix, we obtain an unsupervised bilexical 
model  that  computes  scores  using  the  inner  product  of  the  distributional  vectors 
(namely, the cosinus assuming that distributional vectors are normalized). It is also to 
be noted that our model can be seen as a linear model in the space of all feature 
conjunctions  between  φ(x)⊤  and  φ(y).  In  our  setting  we  will  be  learning  W  using 
supervised  data,  which  will  allow  to  weight  dimensions  of  the  distributional 
representation to better predict the target linguistic relation we are modeling. Since 
ours  is  a  linear  model,  we  will  be  using  standard  algorithms  for  such  class  of 
predictors. 

2.2 Learning Low-rank Bilexical Operators

We will train our model on the supervised training corpus via conditional maximum-
likelihood estimation.  To induce a low-dimensional  representation,  we first  observe 
that the implicit dimensionality of the bilinear form is given by the rank of W. To see 
this, asume that the rank of W is k, and asume an SVD decomposition of W = U Σ VT, 
where U and V are n x k matrices, and Σ is a diagonal matrix with k singular values. 
See Figure 2 for an illustration of this decomposition. We can interpret φ(x)⊤ U as a 
projection of x tailored for the relation at hand, and similarly VT φ(y) as a projection of 
y. In this projected space, our function corresponds to an inner product weighted by Σ.

Figure 1.  The decomposition of a low-rank bilinear operator

In practice controlling the rank of W can result in important computational savings in 
cases where one evaluates a target word x against a large number of candidate words 
y: this is because we can project the representations φ(x) and φ(y) down to the low-
dimensional  space  where  evaluating  the  function  is  simply  an  inner-product.  This 
setting is in fact usual, for example for lexical retrieval applications (e.g. given a noun, 
sort all adjectives in the vocabulary according to their compatibility), or for parsing 
(where  one  typically  evaluates  the  compatibility  between  all  pairs  of  words  in  a 
sentence).

Consequently  with  these  ideas,  we  propose  to  regularize  the  maximum-likelihood 
estimation using a nuclear norm regularizer that serves as a convex relaxation to the 
rank  function.  To  minimize  the  regularized  objective  we  make use  of  an  efficient 
iterative proximal method that involves computing the gradient of the function and 
performing singular value decompositions. See the paper for details [9].



2.3 Experiments on Syntactic Relations

We conducted a set of experiments to test the ability of our algorithm to learn bilexical 
operators for several linguistic relations. As supervised training data we use the gold 
standard dependencies of the WSJ training section of the Penn Treebank. We consider 
the following relations:

• Noun-Adjective: we model the distribution of  adjectives given a noun; and a 
separate distribution of nouns given an adjective. 

• Verb-Object:  we model  the distribution of  object  nouns given a verb;  and a 
separate distribution of verbs given an object. 

The  distributional  representation  φ(x)  was  computed  using  the  BLLIP  corpus.  We 
compute a bag-of-words representation for the context of each lexical item, that is 
φ(w)[i] corresponds to the frequency of word i appearning in the context of w. We use 

a context window of size 10 and restrict our bag-of-words vocabulary to contain only 
the 2,000 most frequent words present in the corpus. Vectors were normalized. 

To test  the performance of  our algorithm for each relation we partition the set of 
heads into a training and a test set, 60% of the heads are use for training, 10% of the 
heads are used for validation and 30% of the heads are used for testing. Then, we 
consider all observed modifiers in the data to form a vocabulary of modifier words. The 
goal of  this task is to learn conditional distribution over all  these modifers given a 
head word without context. In our experiments, the number of modifiers per relation 
ranges from 2,500 to 7,500 words. For each head word, we create a list of compatible 
modifiers from the annotated data, by taking all modifiers that occur at least once with 
the head. Hence, for each head the set of all modifiers is partitioned into compatible 
and non-compatible. For testing, we measure a pairwise accuracy, the percentage of 
compatible/non-compatible  pairs  of  modifiers  where  the  former  obtains  higher 
probability.  Let  us stress  that  none of  the test  head words has  been observed in 
training, while the list of modifiers is the same for training, validation and testing.

We  compare  the  performance  of  the  bilexical  model  trained  with  nuclear  norm 
regularization (NN) with other regularization penalties (L1 and L2). We also compare 
these supervised methods with an unsupervised model: a low-dimensional SVD model 
as in Eq. (2), which corresponds to an inner product as in Eq. (1) when all dimensions 
are considered. To report performance, we measure pairwise accuracy with respect to 
the capacity of the model in terms of number of active parameters. To measure the 
capacity of a model we consider the number of double operations that are needed to 
compute, given a head, the scores for all modifiers in the vocabulary (we exclude the 
exponentiations and normalization needed to compute the distribution of modifiers 
given a head, since this is a constant cost for all the models we compare, and is not 
needed if we only want to rank modifiers).

Figure  2  shows  the  performance  of  models  for  noun-adjective  and  verb-object 
relations.  The  first  observation  is  that  supervised  approaches  outperform  the 
unsupervised approach. In cases such as noun-adjective relations the unsupervised 
approach  performs  close  to  the  supervised  approaches,  suggesting  that  the  pure 
distributional approach can sometimes work. But in most relations the improvement 
obtained by using supervision is very large. When comparing the type of regularizer, 
we see that if the capacity of the model is unrestricted (right part of the curves), all  
models tend to perform similarly. However, when restricting the size, the nuclear-norm 
model performs much better. Roughly, 20 hidden dimensions are enough to obtain the 
most  accurate  performances  (which  result  in  ∼140,000  operations  for  initial 
representaions of 2,000 dimensions and 5,000 modifier candidates). 



Figure 2.  Pairwirse accuracy with respect of number of operations for 
different bilexical models on four syntactic relations.

2.4 Conclusion

We have presented a model for learning bilexical operators that can leverage both 
supervised and unsupervised data. The model is based on exploiting bilinear forms 
over distributional representations. The learning algorithm induces a low-dimensional 
representation  of  the  lexical  space  by  imposing  low-rank  constraints  on  the 
parameters of the bilinear form. By means of supervision, our model induces two low-
dimensional lexical embeddings, one on each side of the bilexical linguistic relation, 
and  computations  can  be  expressed  as  an  inner-product  between  the  two 
embeddings.  This  factorized  form  of  the  model  can  have  great  computational 
advantages: in many applications one needs to evaluate the function multiple times 
for a fixed set of lexical items, for example in dependency parsing. Hence, one can 



first  project  the  lexical  items to  their  embeddings,  and  then  compute  all  pairwise 
scores as inner-products.  In experiments, we have shown that the embeddings we 
obtain  in  a  number  of  linguistic  relations  can  be  modeled  with  a  few  hidden 
dimensions.

As future work, we would like to apply the low-rank approach to other model forms 
that  can  employ  lexical  embeddings,  specially  when  supervision  is  available.  For 
example,  dependency parsing models,  or  models  of  predicate-argument structures 
representing semantic  roles,  exploit  bilexical  relations.  In  these applications,  being 
able to generalize to word pairs that are not observed during training is essential.



3 Towards domain adaptation of named entity 
recognizers

In  this  section  we describe a set  of  experiments  that  analyse  the performance  of 
named entity recognizers in terms of their robustness. To this end, we specifically test  
the performance of statistical models to detect new test entities, that is, entities that 
do  not  appear  in  the  training  data.  This  methodology  differs  from  the  standard 
evaluation benchmarks, where significant portions of the entities present in the test 
also occur in the training data. By following our methodology, we want to examine the 
ability of statistical models to recognize new entities based on the linguistic context in 
which they appear as well as some features of the entity. Our experiments test the 
performance of statistical methods in terms of the number of training entities. Note 
that  in  our  scenario,  methods  based  on  gazetteers,  which  explicitly  store  known 
entities, will not work.

3.1 Task and Data

In  the  following,  we  assume  that  candidate  entities  in  text  have  already  been 
segmented, and the goal is to classify the the entity according to a predefined set of 
entity types, including a special value for non-entities. Hence, since we consider a type 
for  non-entities,  our approach  can be thought  of  a classification-based method for 
named entity detection. In practice one would employ a simple, high-recall method to 
identify entity candidates (such as identifying certain patterns of part-of-speech tags).

We consider two datasets:

• CoNLL: This is the English portion of the CoNLL-2003 benchmark, which labels 
entities  and  categorizes  them  according  to  four  types:  person,  location, 
organization or miscellaneous. As entity candidates we use all correct entities 
together with all single word nouns, which correspond to the non-entities. We 
use the standard train, development and test partitions. In the evaluation, we 
show the classification performance for entities in the test portion which do not 
occur on the training portion.

• NCBI:  This  dataset  is  provided  by  the  National  Center  for  Biotechnology 
Information2,  and  has  been  used  previously  in  the  context  of  minimally 
supervised named entity recognition [11]. The data annotates sentences with 
several  types  of  disease  entities,  and  we consider  a  two-class  classification 
problem, namely whether a candidate entity is a disease or not.

3.2 Methods

We  employ  two  types  of  methods.  The  first  is  a  standard  MaxEnt  classifier,  a 
probabilistic  classifier  that  optimizes  a  log-linear  objective  on  training  data.  An 
advantage  of  this  type  of  methods  is  that  it  can  incorporate  a  large  number  of 
features. In our experiments we distinguish between morphological  features of the 
entities, and features characterizing the context in which the entities appear (in our 
case, the three words to the left and to the right of the entity). For each word, we 
assume to have access to the word form itself, its part-of-speech tag, and a cluster 
label  that  we  compute  using  the  “Brown”  clustering  algorithm.  We  employ  the 
Stanford tools for MaxEnt classification, and we use similar features to those described 
in [10]. Note however that we do not use features that track the full entity, since in our 
setting we are interested in the generalization to unknown entities.

2http://www.ncbi.nlm.nih.gov/CBBresearch/Dogan/DISEASE/



As a second type of method, we use Observable Operator Models (OOM) trained by a 
log-likelihood objective using spectral regularization, as described in [12]. OOM is a 
type of model that includes finite-state machines and HMM as particular instances. 
The main idea is that they learn a model that recognizes the contexts in which entities 
of  different  types  appear.   One  current  limitation  is  that,  at  the  moment,  these 
methods can not exploit different features of a token (i.e. they can not use the lexical 
form and the pos tag simultaneously). In most cases, thus, we will use cluster labels to 
represent tokens.

3.3 Results

We now present results on classifying named entity candidates. All our results are in 
the form of graphs where we report F1 of correctly classified entities (excluding non-
entities) with respect to the number of training entities. In all cases we report results 
on the CoNLL and the NCBI datasets.

Importance of Morphological Features

We  start  by  measuring  the  contribution  of  morphological  features  on  MaxEnt 
classifiers. Figure 3 shows the performance plots, where we selected the best model in 
the data, the best model that does not use morphological features, and a model using 
morphological  features  alone.  On  both  datasets  we  observe  that  morphological 
features are always beneficial, though in NCBI data the improvement they provide is 
not very substantial. We also observe that on CoNLL data morphological features are 
not beneficial for training regimes with a small number of training examples.

Figure 3 - The role of morphological features in MaxEnt classifiers.

Lexical Features versus Cluster Labels

We now look at the importance of using lexical information in the statistical model, 
again using MaxEnt classifiers. We compared two families of models, one using lexical 
information, and the other using cluster labels. The latter replaces lexical items by one 
of 640 cluster labels trained using the “Brown” word-clustering method. Figure 4 plots 
the results. As we can see, cluster labels perform as good as lexical items in both 
datasets, with small differences in performance that are not significant. This means 
that the clustering algorithm manages to retain the important properties of lexical 



items. In general, we have that cluster-based models have less parameters, thus are 
smaller in size.

Figure 4.  Comparision of lexical and cluster features in MaxEnt classifiers.

MaxEnt versus OOM

We now turn to comparing learning algorithms, namely MaxEnt versus OOM. MaxEnt 
makes  use of unrestricted features of the entity and the context, and estimates a log-
linear model. In contrast OOM induces a representation of the context by embedding it 
into  a  real-valued  vector  using  finite-state  computations.  In  other  words,  OOM  is 
learning a feature-representation for the contexts. This representation is then used to 
classify the type of the entity instance. One limitation is that the initial representation 
of the context (called the observed representation) can not make use of simultaneous 
features of a token. We will address this in future work. To establish a fair comparison, 
we manipulated the features of the MaxEnt classifier such that the two methods make 
use  of  the  same representation  of  the  data:  the  context  is  seen  as  a  window of 
left/right sequences of tokens, and each token is represented as its cluster label in one 
version, or as its word form in another version. Plus, window sizes are limited to 1, 
namely a word to the left of the entity and a word to the right.

Figure 5 shows the results on the two datasets, using cluster labels or lexical items. 
We can see that in the majority of cases, we get better performance using OOM. One 
exception  is  for  NCBI  using  lexical  items,  where  the  OOM model  performs  worse. 
However, for the same data the cluster-based OOM performs better than any other 
model. This suggests that the cluster representation is more suitable for OOM training. 
In general, we conclude that OOM is a better estimation method. Our future work is to 
investigate a method that can make use of interdependent features (like the MaxEnt 
model) but still induce a task-dependent representation of the context.



Figure 5.  Comparision of MaxEnt and OOM using cluser or lexical 
representations.



4 Normalization of non-standard text

As described in D2.3.1 [3], a common strategy to deal with non-standard language is 
converting the input text to standard language, to then apply a pipeline of standard 
processors.

Following this line of work, several  activities were undertaken in the framework of 
Xlike.

4.1 Participation on the Organization and Challenge of 
TweetNORM'2013

In  2013,  the  annual  conference  of  the  Spanish  Association  for  Natural  Language 
Processing  (SEPLN)  included  a  satellite  workshop  on  Spanish  tweet  normalization 
(TweetNORM2013 [2]).

XLike was a sponsor  project of  the event,  given the relevance of  the task for the 
project.

The  UPC  team  was  involved  in  the  organization  of  the  shared  task,  and  also 
participated in the competition.

This line of work produced several publications: On the one hand, the task definition 
[4] and the UPC competing system [5] were presented at the workshop. On the other 
hand,  the annotated data produced as a test  set for the shared task was publicly 
released and presented at LREC'2014 [6].

The data consisted on two sets of 700 tweets each, one for development, one for 
testing. The tweets were processed with FreeLing and the OOV (out-of-vocabulary) 
tokens were hand-corrected.

The goal of the task was to propose the right correction for each OOV token.

Table 1 shows the precision results obtained by the 13 participants. The highest score 
was obtained by the RAE system, which used a battery of high-precision hand-written 
transducers to handle the most frequent phonetic and orthographic transformations 
occurring  in  tweets.   The UPC team classified in  third  position using a high-recall  
system that generates many candidates for each OOV, that are then ranked to select 
the most likely correction. Systems ranked in second and fourth position have very 
similar results using the same kind of strategy.

Table 1: Results of the TweetNORM2013 shared task

Rank System  Precision

— Upperline 0.927

1 RAE 0.781

2 Citius-Imaxin 0.663

3 UPC 0.653

4 Elhuyar 0.636

5 IXA-EHU 0.619

6 Vicomtech 0.606

7 UniArizona 0.604

8 UPF-Havas 0.548



9 DLSIAlicante 0.545

10 UniMelbourne 0.539

11 UniSevilla 0.396

12 UJaen-Sinai 0.376

13 UniCoruña 0.335

—  Baseline 0.198

4.2 Generation  of  normalization  candidates  for  OOV 
tokens

The UPC participation in  Tweetnorm pushed the  development of  new modules  for 
FreeLing that have been integrated into Xlike pipelines. 

In particular, two modules were build on top of the Finite-state-methods open-source 
library FOMA [7]. FOMA is a powerful library that enables to create and use finite state  
automata and transducers. I performs usual fast FSM matching operations, and is able 
to handle large dictionaries. Moreover, it provides a battery of high-speed approximate 
search based on user-customizable string edit distance (SED).

FOMA was use to develop new FreeLing modules that are relevant to the non-standard 
language  normalization  task:  a  compound  analyser  module,  and  an  alternative 
spelling generator.

Alternative Spelling Generator

For the alternative spelling generator, FOMA is used to build a FSM able to recognise 
any word in the target language dictionary (let L be the language recognised by this 
automaton).

Then, for any unrecognised input word, an approximate search is performed on this 
automaton to find the string wє L closest to the input word according to the given SED 
measure. The words closer than a given threshold are retrieved as alternative spelling 
candidates.

The same procedure may be applied either for orthographic or phonetic distance. For 
the later, the language L is build using the phonetic transcription of all words in the 
dictionary, and phonetic transcription of the input word is used as the search key.

For instance, some examples of the retrieved candidates for the form orda, appearing 
in a Spanish tweet –instead of the correct spelling horda (English: horde).

Closest candidates using orthographic dictionary (distance=1):  

orza, ora, orla, orna, orca, orea, oída, oda, orada, onda,  
urda, arda, gorda, torda, borda, sorda, horda

Closest candidates using phonetic dictionary: (distance=0):

horda

In this case, the phonetic search produces much more precise results. Nevertheless, 
not all misspellings have a phonetic motivation, so both approaches must be used and 
combined.



Compound Analyser

The compound analyser is also created by building an automaton able to recognize all 
words in a given dictionary (let L be the language recognized by this automaton) and 
then, FOMA regular operations are used to build a FSA to recognize the language 
L·(_L)+, that is, the language consisting on at least two words of  L separated by an 
underscore.

Since compound words do not appear with underscores as separators, the used SED 
function must be set to assign a very low cost to the substitution of an underscore 
with any acceptable separator in the input (e.g. underscore, dash, or even the empty 
string).

In is way, the approximate search function on the obtained FSM is able to recognize 
any sequence of  words  w1w2w3...wn,   wi є L,  where each pair  is  separated by an 
underscore, a dash, or just glued together.

This may be used straightforwardly on standard texts to detect compounds not found 
in the dictionary (e.g. middle-aged, ironman, etc.), but it is also a valuable resource to 
split groups of words glued together, a frequent phenomenon in twitter-like texts.

For instance, some examples of the retrieved candidates for the form nosé appearing 
in a Spanish tweet instead of the correct spelling no sé (English: I don't know).

Using orthographic compound detector:  

Distance=0:  nos_e, no_se, n_ose

Distance=1:  no_sé, n_osé

A compound detector based on a phonetic dictionary would also obtain better results, 
since would rank the right candidate (no_sé) at distance 0, since the only difference is 
the diacritic accentuation.

Problems in candidate generation

With the above described modules, we are able to generate a potentially large set of 
candidate corrections for any OOV word found in the input text. Thus, out methods 
have a high recall,  but need to be followed by a high-precision candidate selection 
strategy (see Section 4.3).

However, there are some issues that still need further and deeper addressing:

1) Deciding whether an OOV word needs to be corrected (because it is a wrong 
spelling) or not (because it is a proper noun, acronym, foreign word, …)

Sometimes, this decision is hard, since it requires world knowledge (e.g. even 
humans are clueless to decide what is bk the following sentence)

cariiii k no te seguia en twitter!!!mu fuerte!!!.. yasoy tu 
fan.... muak.... se te exa d menos en el bk.... sobreto en 
los cierres jajajajas

The solution used so far is just keep the original form as a possible candidate, 
and let the selector decide.

2) Deciding to which extend things must be corrected. E.g.:

• Should lowercased acronym or proper nouns be corrected?

ibm → IBM,  barcelona → Barcelona,  iphone → iPhone

• Should interjections be normalized? 

hahhha → .laugh.,  hhehhe → .laugh., arrgghh → ?? , buffss → ??



3) Detecting errors in not-OOV words, such as wrong accentuation, homophones: 
esta/está, habrá/abra

4.3 Computing  the  most  likely  sequence  of 
normalization candidates 

In TweetNorm 2013, the UPC team strategy was based on generating a wide variety of 
correction candidates using both exact and approximate SED search on a range of 
dictionaries: 

− Spanish dictionary
− English dictionary (English words are frequent in Spanish tweets)
− A variety of gazetters (names for persons, places, TV shows, music bands, 

films, books, etc)
− Multiword detector
− Glued word detector
− Emoticon and onomatopoeias detector
− Phonetic dictionaries

All these modules produce dozens of candidates for each OOV, with a recall over 85%.

Then, these candidates are ranked using a weighted voting scheme that takes into 
account the estimated precision of the module that generated it. Note that several 
modules can generate the same candidate.

The resulting top ranked candidate is chosen, obtaining the reported 65.3% precision.

Details about all the process can be found in [5].

This strategy lacks context-awareness, thus, the same OOV would be corrected the 
same way independently of their surrounding words. This is obviously not optimal (e.g. 
ur should be corrected to “you are” in ur saying but to “your” in ur friend ).

For this reason, most work on non-standard text normalization incorporates some kind 
of context information, frequently added as a language model. Strategies range from 
candidate  ranking  to  classic  machine  translation  noisy  channel  methods,  throuhg 
hidden Markov models. See [8] for a brief and focused survey of the state-of-the-art.

So, next steps are developing a language-model based candidate selector that will 
compute the most likely sequence of standard text tokens corresponding to the given 
non-standard input.

Given a sequence of input tokens T=t1...tn, and a set of candidate corrections A(ti) for 
each  of  them,  we want  to  compute  the  most  likely  sequence  of  valid  candidates 
C=c1...cn such that  ci є A(ti).   Note that  keeping the original  form is considered a 
possible candidate, thus ti є A(ti).

The goal is then computing

argmaxC  P(C|T) = P(T|C) P(C) = P(t1|c1)...P(tn|cn) P(c2|c1)...P(cn|cn-1)

which corresponds to a classical noisy channel model. 

The advantages of this model is that it allows a large degree of flexibility on how the 
probabilities P(ti|ci) and P(ci|ci-1) are estimated: From a simple word n-gram model or a 
HMM,  to  more  complex  machine  learning  approaches  such  as  CRFs  or  log-linear 
models.



5 Modifications to XLike language processing 
architecture.

The Xlike linguistic processing architecture is described in Xlike deliverable D2.2.2 [1], 
and has been extended with minor modifications to be able to handle non-standard 
language.

Client requests to web-service offering language analysis pipeline may include now a 
new  boolean  parameter  <standard>.  The  parameter  defaults  to  true,  thus  client 
applications using them for standard text analysis do not require any modification.

Client applications that process sources of non-standard languages (e.g. twitter) will 
need to set <standard>false</standard> in their request, so the pipeline server can 
use the appropriate modules for non-standard language.

There  is  a  single  web  service  per  language,  able  to  adapt  the  used  modules  or 
dictionaries depending on the value of the <standard> parameter.

See annex A for a WSDL description of the modified interface.

So  far,  only  some  modules  have  been  adapted  for  non-standard  languages.  In 
particular, for English, Spanish, and Catalan, the  <standard> parameter is available, 
and affects the following modules:

− Tokenization rules:  The tokenizer is twitter-aware, and handles appropriately 
specific  tokens  such  as  hashtags  (e.g.  #xlike)  and  user  references  (e.g. 
@JohnSmith)

− Special  token analysis:  A non-standard language oriented regular  expression 
dictionary is used to identify common tokens in this kind of texts (e.g. laughs: 
hahaahha,  abbreviations:  pq →  porque,  smileys,  onomatopoeias:  mmh,  bufff, 
arghh,  etc.)

This architecture and API  will  enable the integration of any future analysis module 
(taggers, parser, NE, etc)  that are tuned for non-standard language, in a completely 
transparent way for the client. 

Example

Given the input sentence in non-standard language from twitter: 

He kills me sometimes man. @dreamaer: I miss talking 
tohim though </3 #Exlovers&friends? Lol x)

The output obtained using the standard language analysis pipeline is:

1 He        he        PRP pos=pronoun|type=personal
2 kills     kill      VBZ pos=verb|vform=personal|person=3
3 me        me        PRP pos=pronoun|type=personal
4 sometimes sometimes RB  pos=adverb|type=general 
5 man       man       NN  pos=noun|num=s 
6 .         .         .   pos=punctuation|type=period 

1  @        @        $   pos=punctuation|type=other
2  dreamae  dreamae  NN  pos=noun|num=s  
3  :        :        :   pos=punctuation|type=colon
4  I        i        PRP pos=pronoun|type=personal  
5  miss     miss     VBP pos=verb|vform=personal   



6  talking  talk     VBG pos=verb|vform=gerund    
7  tohim    tohim    NN  pos=noun|num=s 
8  though   though   IN  pos=preposition 
9  <        <        $   pos=punctuation|type=other 
10 /3       /3       CD  pos=number  
11 #        #        $   pos=punctuation|type=other    
12 Exlovers exlovers NNP pos=noun|type=proper|neclass=organization
13 &        &        $   pos=punctuation|type=other  
14 friends  friend   NNS pos=noun|num=p   
15 ?        ?        ?   pos=punctuation|type=questionmark|punctenclose=close 

1 Lol lol NNP   pos=noun|type=proper|neclass=other 
2 x   x   NN    pos=noun|num=s
3 )   )   -RRB- pos=punctuation|type=parenthesis|punctenclose=close   

We can see that symbols that have special meaning in twitter (@ and #) are treated 
just as punctuation symbols and tokenized separately.

Also, the icons  </3,  x), and  Lol where splitted and not properly detected, and the 
glued words tohim were interpreted as a likely noun

If we submit the same sentence with the  <standard>false</standard> parameter, 
we obtain the result:

1 He        he        PRP pos=pronoun|type=personal
2 kills     kill      VBZ pos=verb|vform=personal|person=3
3 me        me        PRP pos=pronoun|type=personal       
4 sometimes sometimes RB  pos=adverb|type=general         
5 man       man       NN  pos=noun|num=s                  
6 .         .         .   pos=punctuation|type=period     

1  @dreamae  @dreamae  NNP pos=noun|type=proper                                
2  :         :         :   pos=punctuation|type=colon                          
3  I         i         PRP pos=pronoun|type=personal                           
4  miss      miss      VBP pos=verb|vform=personal                             
5  talking   talk      VBG pos=verb|vform=gerund                               
6  to        to        TO  pos=particle|type=to                                
7  him       him       PRP pos=pronoun|type=personal                           
8  though    though    IN  pos=preposition                                     
9  </3       .icon.    $   pos=punctuation|type=other                          
10 #Exlovers #Exlovers NNP pos=noun|type=proper                                
11 &         &         $   pos=punctuation|type=other                          
12 friends   friend    NNS pos=noun|num=p                                      
13 ?         ?         ?   pos=punctuation|type=questionmark|punctenclose=close

1 Lol .laugh.   I   pos=interjection
2 x)  .smiley.  I   pos=interjection

With this new configuration, typical  non-standard tokens such as smileys, icons, or 
onomatopoeias,  as  well  as  twitter-specific  patterns  such  as  hashtags  or  user 
references,  and  glued  words  are  correctly  tokenized,  easing  the  later  stages 
processing, and reducing the amount of noise in the output analysis.



References

[1] D2.2.2 - Final deep linguistic processing prototype. Xlike deliverable, 2013

[2] TweetNORM2013.  http://nil.fdi.ucm.es/sepln2013/workshopsen.html

[3] D2.3.1  -  Informal  Language  Analysis  Report  and  Prototype.  Xlike  deliverable, 
2013

[4] Iñaki Alegria and Nora Aranberri and Víctor Fresno and Pablo Gamallo and Lluís 
Padró and Iñaki San~Vicente and Jordi Turmo and Arkaitz Zubiaga. Introducción 
a la tarea compartida Tweet-Norm 2013: Normalización léxica de tuits 
en español. Proceedings of Workshop on Tweet Normalization at SEPLN (Tweet-
Norm) pg. 36—45. Madrid. 2013. ISBN: 978-84-695-8349-4

[5] Alicia Ageno and Pere~R. Comas and Lluís Padró and Jordi Turmo.  The TALP-
UPC  approach  to  Tweet-Norm 2013. Proceedings  of  Workshop  on  Tweet 
Normalization  at  SEPLN  (Tweet-Norm) pg.  91—95.  Madrid.  September,  2013. 
ISBN: 978-84-695-8349-4

[6] Iñaki Alegria and Nora Aranberri  and Pere Comas and Victor Fresno and Pablo 
Gamallo  and  Lluís  Padró  and  Iñaki  San  Vicente  and  Jordi  Turmo  and  Arkaitz 
Zubiaga.  TweetNorm_es:  an  Annotated  Corpus  for  Spanish  Microtext 
Normalization. Proceedings of the Ninth International Conference on Language  
Resources and Evaluation (LREC'14), may 2014, Reykjavik, Iceland. ISBN: 978-2-
9517408-8-4

[7] Hulden, Mans. FOMA: A finite-state compiler and library, Proceedings of the 
12th Conference of the European Chapter of the Association for Computational  
Linguistics: Demonstrations Session. EACL 2009.

[8] Bo Han,  Paul  Cook,  and Timothy Baldwin.  Lexical Normalisation for Social 
Media Text. ACM Transactions on Intelligent Systems and Technology, vol. 4, 
num. 1,  January 2013.

[9] Pranava S. Madhyastha, Xavier Carreras and Ariadna Quattoni.  Learning Task-
specific  Bilexical  Embeddings.  In  Proceedings  of  COLING  2014,  the  25th 
International  Conference  on  Computational  Linguistics,  pg.   161-171.  Dublin, 
Ireland, August 2014.

[10] Jenny  Rose  Finkel,  Trond  Grenager,  and  Christopher  Manning.  2005. 
Incorporating Non-local Information into Information Extraction Systems 
by Gibbs Sampling. Proceedings of the 43nd Annual Meeting of the Association 
for Computational Linguistics (ACL 2005)

[11] Arvind  Neelakantan  and  Michael  Collins. Learning Dictionaries  for  Named 
Entity Recognition using Minimal Supervision. In Proceedings of EACL-2014, 
Goteborg, Sweeden.

[12] Ariadna  Quattoni,  Borja  Balle,  Xavier  Carreras  and  Amir  Globerson.  Spectral 
Regularization for Max-margin Sequence Tagging. In Proceedings of ICML-
2014. Beijing, China, June 2014.

http://nil.fdi.ucm.es/sepln2013/workshopsen.html


Annex A: WSDL description of final (standard and 
non-standard) language analysis services

l<?xml version="1.0" encoding="UTF-8" standalone="no"?>

<wsdl:definitions xmlns:soap="http://schemas.xmlsoap.org/wsdl/soap/"
                xmlns:wsdl="http://schemas.xmlsoap.org/wsdl/"
                xmlns:xsd="http://www.w3.org/2001/XMLSchema"
                name="analysis_LANG"
                xmlns:tns="http://localhost:9090/services/analysis_LANG/"
                targetNamespace="http://localhost:9090/services/analysis_LANG/">

  <wsdl:documentation>
    Service: Language analyzer. Given a text, can return diferent 
             levels of analysis.
    Version: 1.0
    Owner: TALP Research Center, Universitat PolitÃècnica de Catalunya.
  </wsdl:documentation>

  <!-- WSDL - Types -->
  <wsdl:types>
    <xsd:schema targetNamespace="http://localhost:9090/services/analysis_LANG/">
      
      <!-- Analysis request. Contains a required parameter "text",
           plus other optional parameters -->
      <xsd:element name="analysisRequest">
        <xsd:complexType>
          <xsd:sequence>

    <!-- Parameters common to all languages -->
    <!-- Plain text to analyze (if input=text) -->

            <xsd:element name="text" type="xsd:string"                          
                         minOccurs="0" maxOccurs="1"  />

    <!-- Conll data analyze (if input!=text) -->
            <xsd:element name="data" type="xsd:string"                         
                         minOccurs="0" maxOccurs="1"  />

    <!-- Analysis level in input (text,tokens,lemmas,entities) -->
            <xsd:element name="input" type="xsd:string"
                         minOccurs="0" maxOccurs="1"  />

    <!-- Desired output analysis level (tokens,lemmas,
                 entities,relations) -->
            <xsd:element name="target" type="xsd:string"
                         minOccurs="0" maxOccurs="1" />

    <!-- Output analysis also in Conll format -->
            <xsd:element name="conll" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Whether input text is standard/non-standard language -->
            <xsd:element name="standard" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Tool parameters. May differ between languages or
         between language analysis tools -->
    <!-- Use number detection module -->

            <xsd:element name="numbers" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use punctation detection module -->
            <xsd:element name="punct" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use dates detection module -->
            <xsd:element name="dates" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use multiword detection module -->



            <xsd:element name="multiw" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use quantities detection module -->
            <xsd:element name="quant" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use NE detection module -->
            <xsd:element name="ner" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use NE classification module -->
            <xsd:element name="nec" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use SRL module -->
            <xsd:element name="srl" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Use WSD module -->
            <xsd:element name="wsd" type="xsd:boolean"
                         minOccurs="0" maxOccurs="1" />

    <!-- Select parser (or parsing model) to use -->
            <xsd:element name="parser" type="xsd:string"
                         minOccurs="0" maxOccurs="1" />

    <!-- Select frame extractor to use -->
            <xsd:element name="extractor" type="xsd:string"
                         minOccurs="0" maxOccurs="1" />
          </xsd:sequence>

</xsd:complexType>
      </xsd:element>
      
      <!-- Response to analysis request. Contains a structure with
           linguistic information on input text -->
      <xsd:element name="analysisResponse">
        <xsd:element name="item" type="item" />
      </xsd:element> 

      <!-- item contains information about a news item -->  
      <xsd:complexType name="item">

<xsd:sequence>
  <xsd:element name="services" type="serviceList"

                       minOccurs="0" maxOccurs="1" />
  <xsd:element name="sentences" type="sentenceList"

                       minOccurs="0" maxOccurs="1" />
  <xsd:element name="nodes" type="nodeList"

                       minOccurs="0" maxOccurs="1" />
  <xsd:element name="frames" type="frameList"

                       minOccurs="0" maxOccurs="1" />
  <xsd:element name="conll"

                       minOccurs="0" maxOccurs="1" type="xsd:string" />
</xsd:sequence>

      </xsd:complexType>

      <!-- List of applied analysis services -->
      <xsd:complexType name="serviceList">

<xsd:sequence>
  <xsd:element name="service"

                       minOccurs="0" maxOccurs="unbounded" type="service" />
</xsd:sequence>

      </xsd:complexType>

      <!-- Information about one applied service -->
      <xsd:complexType name="service" mixed="true">

<xsd:attribute name="name" type="xsd:string" />
<xsd:attribute name="duration" type="xs:duration" />
<xsd:attribute name="date" type="xsd:string" />



      </xsd:complexType>
      
      <!-- List of sentences in the item -->
      <xsd:complexType name="sentenceList">

<xsd:sequence>
  <xsd:element name="sentence"

                       minOccurs="0" maxOccurs="unbounded" type="sentence" />
</xsd:sequence>

      </xsd:complexType>
      
      <!-- List of entities in the item -->
      <xsd:complexType name="nodeList">

<xsd:sequence>
  <xsd:element name="node" type="node"

                       minOccurs="0" maxOccurs="unbounded" />
</xsd:sequence>

      </xsd:complexType>
      
      <!-- List of relations in the item -->
      <xsd:complexType name="frameList">

<xsd:sequence>
  <xsd:element name="frame" type="frame"

                       minOccurs="0" maxOccurs="unbounded" />
</xsd:sequence>

      </xsd:complexType>
      
      <!-- linguistic information for a sentence. Contains a list of
           tokens -->
      <xsd:complexType name="sentence">

<xsd:sequence>
  <xsd:element name="text" />
  <xsd:element name="tokens" type="tokenList"

                       minOccurs="0" maxOccurs="1" />
</xsd:sequence>
<xsd:attribute name="id" type="xsd:string"/>

      </xsd:complexType>
      
      <!-- List of tokens in a sentence -->
      <xsd:complexType name="tokenList">

<xsd:sequence>
  <xsd:element name="token" type="token"

                       minOccurs="0" maxOccurs="unbounded" />
</xsd:sequence>

      </xsd:complexType>
      
      <!-- linguistic information for a token -->
      <xsd:complexType name="token" mixed="true">

<xsd:attribute name="id" type="xsd:string" />
<xsd:attribute name="pos" type="xsd:string" />
<xsd:attribute name="lemma" type="xsd:string" />
<xsd:attribute name="start" type="xsd:int" />
<xsd:attribute name="end" type="xsd:int" />

      </xsd:complexType>
      
      <!-- A named entity mentioned in the text. Contains a list of
           specific mentions -->
      <xsd:complexType name="node">

<xsd:sequence>
  <xsd:element name="mentions" type="mentionList"

                       minOccurs="0" maxOccurs="1" />
</xsd:sequence>
<xsd:sequence>
  <xsd:element name="descriptions" type="descriptionList"



                       minOccurs="0" maxOccurs="1" />
</xsd:sequence>
<xsd:attribute name="id" type="xsd:string" />
<xsd:attribute name="displayName" type="xsd:string" />
<xsd:attribute name="class" type="xsd:string" />
<xsd:attribute name="type" type="xsd:string" />

      </xsd:complexType>
      
      <!-- List mentions of a node -->
      <xsd:complexType name="mentionList">

<xsd:sequence>
  <xsd:element name="mention" type="mention"

                       minOccurs="0" maxOccurs="unbounded" />
</xsd:sequence>

      </xsd:complexType>
      
      <!-- List of descriptions for a node or frame -->
      <xsd:complexType name="descriptionList">

<xsd:sequence>
  <xsd:element name="description" type="description"

                       minOccurs="0" maxOccurs="unbounded" />
</xsd:sequence>

      </xsd:complexType>
      
      <!-- A mention to one particular named entity -->
      <xsd:complexType name="mention">

<xsd:sequence>
  <xsd:element name="token" type="mentionToken"

                       minOccurs="0" maxOccurs="unbounded" />
</xsd:sequence>
<xsd:attribute name="id" type="xsd:string" />
<xsd:attribute name="sentenceId" type="xsd:string"/>
<xsd:attribute name="words" type="xsd:string" />

      </xsd:complexType>

      <!-- attributes for mention tokens -->
      <xsd:complexType name="mentionToken">

<xsd:attribute name="id" type="xsd:string" />
      </xsd:complexType>
      
      <!-- A description of one particular node or frame -->
      <xsd:complexType name="description">

<xsd:attribute name="URI" type="xsd:string" />
<xsd:attribute name="displayName" type="xsd:string"/>
<xsd:attribute name="knowledgeBase" type="xsd:string" />
<xsd:attribute name="id" type="xsd:string" />

      </xsd:complexType>

      <!-- A predicate-argument frame, describing an n-ary relation
           expressed in the text -->
      <xsd:complexType name="frame">

<xsd:sequence>
  <xsd:element name="argument" type="argument"

                       minOccurs="0" maxOccurs="unbounded" />
</xsd:sequence>
<xsd:attribute name="id" type="xsd:string" />
<xsd:attribute name="displayName" type="xsd:string" />
<xsd:attribute name="sentenceId" type="xsd:string" />
<xsd:attribute name="tokenId" type="xsd:string" />

      </xsd:complexType>
      
      <!-- An argument in a frame -->



      <xsd:complexType name="argument">
<xsd:attribute name="id" type="xsd:string" />
<xsd:attribute name="displayName" type="xsd:string"/>
<xsd:attribute name="role" type="xsd:string" />

      </xsd:complexType>
      
    </xsd:schema>
  </wsdl:types>
  
  <!-- WSDL - Messages -->
  <wsdl:message name="analyzeRequest">
    <wsdl:part name="part1" element="tns:analysisRequest" />
  </wsdl:message>
  <wsdl:message name="analyzeResponse">
    <wsdl:part name="part1" element="tns:analysisResponse" />
  </wsdl:message>
  
  <!-- WSDL - portType -->
  <wsdl:portType name="analysis_LANG">
    <wsdl:documentation>
      Input: XML document with a &lt;text&gt; element, containing text 
             to be analyzed. Other options can be used to control type
             of analysis to perform.
             E.g. &lt;text&gt;The quick brown fox jumped over the 
                 lazy dog.&lt;/text&gt;
      Output: XML document with the requested analysis.
    </wsdl:documentation>
    <wsdl:operation name="analyze">
      <wsdl:input message="tns:analyzeRequest" />
      <wsdl:output message="tns:analyzeResponse" />
    </wsdl:operation>
  </wsdl:portType>
  
  <!-- WSDL - Binding -->
  <wsdl:binding name="analysis_LANG_SOAP" type="tns:analysis_LANG">
    <soap:binding style="document"
                  transport="http://schemas.xmlsoap.org/soap/http" />
    <wsdl:operation name="analyze">
      <soap:operation soapAction="analysis_LANG#analyze" />
      <wsdl:input>
        <soap:body use="literal" />
      </wsdl:input>
      <wsdl:output>
        <soap:body use="literal" />
      </wsdl:output>
    </wsdl:operation>
  </wsdl:binding>
  
  <!-- WSDL - Service -->
  <wsdl:service name="analysis_LANG">
    <wsdl:port binding="tns:analysis_LANG_SOAP" name="analysis_LANG_SOAP">
      <soap:address location="http://localhost:9090/services/analysis_LANG" />
    </wsdl:port>
  </wsdl:service>
</wsdl:definitions>


