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Executive Summary 

This deliverable presents the work done in task T5.3: Trend and complex event detection prototype. Trend 
detection is about detecting change in time-series data. In our context, we implemented trend detection on 
news articles that are collected using the NewsFeed service. All collected articles are analysed in order to 
identify the concepts mentioned in the articles. Each of the concepts is considered as a separate data 
stream and our goal is to develop a measure for estimating how much a concept is trending at a particular 
time. The trending is computed by comparing two distributions – a distribution explaining how frequently 
the concept currently appears in the articles and a distribution explaining how frequently it appeared in 
some sufficiently long previous period. The numerical estimate of the trendiness of a concept is computed 
using a Pearson residual measure, which can be seen as an individual contribution of residuals in the chi-
squared test. The method for concept trend detection is implemented in the Event Registry and is used on 
its home page to show an up-to-date list of currently trending concepts.  
Complex event processing is also about the analysis of streaming data. In this case, the data (events) is 
received on the event channel and the purpose of the processing is to detect instances of one or more 
events that match a particular pattern. Finding of the matching instances is done using a complex event 
processing (CEP) engine. In our setting, we treat the articles and stories as events in the event channel. 
Each event has a rich structure containing various features, such as concepts, dates, categories, etc. The 
complex events that we wish to discover consist of individual events that belong to a particular topic. In 
order to be able to detect a complex event we need to describe it using an event pattern. Each event 
pattern can be specified using features such as concepts, keywords, categories and news sources. Each 
feature also has to have an associated weight that corresponds to the relevance of the feature for the 
topic. The developed CEP engine can then analyse each article and story and decide if it belongs to the 
topic or not. Using this approach we were able to provide in the Event Registry a feature called Topic pages. 
Examples of topic pages that we have successfully created include World cup 2014, Unrest in Syria and Iraq 
and EU debt crisis.  



XLike Deliverable D5.3.1 

Page 4 of (25)  © XLike consortium 2012 – 2014 

 

Table of Contents 

Executive Summary ........................................................................................................................................... 3 
Table of Contents .............................................................................................................................................. 4 
List of Tables ...................................................................................................................................................... 5 
List of Figures ..................................................................................................................................................... 6 
Abbreviations..................................................................................................................................................... 7 
Definitions ......................................................................................................................................................... 8 
1 Introduction ............................................................................................................................................... 9 
2 Trend detection ........................................................................................................................................ 10 

2.1 Detecting trends from news articles ................................................................................................. 10 
3 Complex event processing ....................................................................................................................... 13 
4 Complex event processing in the Event Registry ..................................................................................... 15 

4.1 Data model for representing articles and stories ............................................................................. 16 
Article ....................................................................................................................................................... 16 
Story ......................................................................................................................................................... 17 

4.2 Modelling language and CEP engine ................................................................................................. 17 
4.3 Identifying complex events in the Event Registry ............................................................................. 18 
4.4 User interface for creating, managing and viewing complex events in the Event Registry ............. 20 
4.5 Examples ........................................................................................................................................... 21 

FIFA World cup 2014 ................................................................................................................................ 21 
Unrest in Syria and Iraq ............................................................................................................................ 21 
European debt crisis ................................................................................................................................. 21 

5 Future work .............................................................................................................................................. 23 
6 Conclusion ................................................................................................................................................ 24 
References ....................................................................................................................................................... 25 
 



Deliverable D5.2.1 XLike 

© XLike consortium 2012 - 2014 Page 5 of (25)  

 

List of Tables  

Table 1 Frequencies of articles used for computing the trending of concept Crimea .................................... 11 
Table 2. Algorithm for identifying instances of event patterns. ..................................................................... 19 
 

file:///E:/My%20Documents/IJS/Projects/XLike/D5.3.1%20Trend%20and%20complex-event%20detection%20prototype/Trend%20and%20complex-event%20detection%20prototype.docx%23_Toc391918748


XLike Deliverable D5.3.1 

Page 6 of (25)  © XLike consortium 2012 – 2014 

 

List of Figures  

Figure 1. Administration settings for detecting trending concepts in the Event Registry .............................. 12 
Figure 2. Example of top trending concepts by type on the home page of the Event Registry ...................... 12 
Figure 3. Flow of data and detection of complex events. ............................................................................... 15 
Figure 4. The interface for editing the concept folder and for viewing the matching results. ....................... 20 
Figure 5. Topic page definition for the “Unrest in Syria and Iraq” .................................................................. 22 
Figure 6. Topic page definition for the “European debt crisis” ....................................................................... 22 
 



Deliverable D5.2.1 XLike 

© XLike consortium 2012 - 2014 Page 7 of (25)  

 

Abbreviations 

CEP  Complex Event Processing 

EQL  Event Query Language 

LDA  Latent Dirichlet Allocation 



XLike Deliverable D5.3.1 

Page 8 of (25)  © XLike consortium 2012 – 2014 

 

Definitions 

Concept a named entity or a keyword identified with the annotation service.  

Event anything that happens or is contemplated as happening. An event arrives on the 
event stream. Examples of an event include a financial trade, a keystroke, a 
sensor reading, etc. 

Event attribute/feature/property a component of an event.  

Event type a class of event objects. The same event stream can produce events of different 
event types. 

Complex event an event that is derived based on a sequence of one or more simple events. A 
complex event is derived if it matches the specified complex event description.  

Complex event description a description in the chosen complex event modelling language that provides the 
necessary conditions that determine when a complex event should be triggered. 

Complex event pattern See complex event description. 

Complex event processing computing that performs operations on events, including reading, creating, 
transforming or discarding events.  

CEP engine software that is responsible for performing complex event processing and 
identifying instances that match complex event patterns. 

Event channel any means of conveying event objects. 

Event stream a linearly ordered sequence of events that is received through the event  
channel. 

Article an article is a unit of news that we collect from various news sources. Each article 
contains various features, such as the title, body, date and news source. This 
information is additionally extended with information produced by XLike 
services, such as detected named entities and keywords, categories, POS tags, 
etc.  

Story a group of articles that is in the Event Registry discussing the same happening is 
usually called an event. Since the same word is in this deliverable also used for 
a different purpose, we will use the word story for representing the events in 
the Event Registry. 
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1 Introduction 

 
The purpose of the deliverable is to develop and present a system for detecting trends and complex events. 
Both topics are common in domains with time series data. In our case, the data that will be used for this 
purpose is the stream of news articles provided by the NewsFeed service, as well as stories as they are 
identified or updated by the Event Registry.  
In the first part of the document we will look at the topic of trend detection. We will start by describing 
various goals of trend detection as well as different domains where it is applied. We will continue by 
presenting the chi-squared statistics and how it can be computed on a real example of a concept from the 
Event Registry. Because we are actually interested only in a single cell of the 2x2 contingency table, we will 
propose using Pearson residuals instead. We will conclude the topic by showing the developed 
administration interface as well as the trending topics page as it can be seen by the users of the Event 
Registry.  
The second part of the document is about complex event detection. Again we will start by describing the 
field of research and the domains where the methods are applied. We will describe what a complex event 
in our domain is and define what the necessary features are that one might use when specifying a complex 
pattern. A query-based algorithm will also be presented that can be used to detect instances of complex 
events. We will finish by presenting the developed user interface and how it can be used to define topic 
pages that automatically identify articles and stories belonging to a particular topic. 
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2 Trend detection 

Trend detection is the analysis of the time series data with the goal of detecting general directions how the 
data is changing, detecting the cyclic or periodic movements, as well detecting irregular or random 
movements.  Time series data consists of sequences of values obtained over repeated measurements in time. 
The values are typically measured in equal time periods (such as every minute, hour, day or week). Time 
series data is common in many domains, such as stock market analysis, economic forecasting, and 
observation of natural phenomena. Compared to other types of data, the data from time series can be 
considered as a sequence of data points, where each point also contains a time stamp.  

When analysing the trends, there can be several possible goals. Examples of such goals include: 

 Detection of a trend 

 Estimating the magnitude of the trend 

 Predicting the future trend 

 Identification of times with low and high trend activity 

There are various methods that can be used to compute data trends and the choice of the method depends 
on the goal of the analysis as well as the data assumptions. Many methods are based on regression analysis 
and hypothesis testing. A popular and simple approach is using linear regression. With linear regression one 
can, for example, compute the coefficient that represents the slope of the data curve and use it to represent 
the trend direction and magnitude.  A better fit to the data can be computed using a spline regression model 
[1] or using moving least squares regression smoother (LOESS) [2]. Other popular methods also include the 

Kendall’s  correlation coefficient, chi-square test and likelihood ratio test. 

2.1 Detecting trends from news articles 

The domain where we want to apply trend detection is the stream of news articles that are being collected 
by the NewsFeed [3] service. The collected articles are first processed and semantically enriched using the 
XLike pipeline and then added to the Event Registry. The trends can be computed with different features of 
the articles. By simply aggregating all the collected articles into hourly time segments we could try to identify 
daily of weekly patterns in the activity of monitored news publishers. Detecting anomalies in the trend could 
indicate potential problems with the news collection or processing service. Similarly, separate trends could 
be computed by splitting the whole feed of articles by different values of individual article features. Examples 
would include computing trends for each article language, for individual news article publisher or for the 
country of news publisher. Each of these trends could potentially uncover interesting patterns or anomalies 
in the data. 

Based on our interests we, however, wanted to uncover trends on a content-related level. We wanted to 
detect trends related to the actual topics that are currently being written about. The annotation service 
identifies in each article the set of mentioned concepts (named entities and keywords) that summarize what 
the article is about. We can monitor the popularity of each concept and identify the ones that become 
unusually popular. This task is highly related to the task of detecting trends in Twitter, which was discussed 
in a number of recent papers. Some of the described approaches use Latent Dirichlet Allocation in order to 
infer the trending topics [4], [5], some use normalized term frequencies [6] and some even use a classification 
model on a trained set of positive and negative examples of trending curves [7].  

In our work we decided to detect the trending concepts based on the chi-squared statistics. The statistics 
assumes that concepts are drawn independently at random from a static distribution, where each concept 
has a fixed prior probability of being selected. This static distribution is the theoretical distribution, which can 
be estimated by looking at a longer past time period and counting the number of times that each concept 
appears in the articles. Additionally, we also need to compute the observed distribution that contains the 
concept counts from a short and recent time period. Using the statistics we can then compute what the 
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mismatch is between the expected and observed distributions and identify the concepts that deviate the 
most from the expected distribution. 

More specifically, we compute the trending concepts in the Event Registry as follows. For the expected 
distribution we use the articles that were collected two to sixteen days ago. The time window is chosen to 
contain two full weeks of articles in order to contain a sufficiently representable data sample as well as to 
include any potential weekly patterns. For computing the observed distribution we use the articles from 
today as well as yesterday. Unlike on Twitter, it does not make sense for us to compute the observed 
distribution using very small time windows (e.g. minutes) since the number of articles in them would be too 
small and the detected trending concepts would not be statistically significant. Nonetheless, it would be more 
optimal to use a single day as a time window instead of two days. Two days are chosen because of the way 
how we aggregate the concepts; for each concept we store the number of times the concept appeared in the 
articles on each given day. We could aggregate counts using a finer resolution, for example hourly, but that 
would increase the needed storage space by 24 times. We can nevertheless use a single day for computing 
the observed distribution, but the numbers will be unrepresentative at the beginning of each day, when there 
will be too-little data to use in the computation.  

Using the two distributions we then for each concept compute the deviation of the expected frequency from 
the actual one. The easiest way to illustrate the computation is on an example. Imagine that between 
February 10th and 23rd (14 days), there were total of 311 articles published that mention the Ukrainian 
peninsula Crimea. In the next two days (24th and 25th) Crimea became a hot topic and we collected 1.107 
articles that mentioned it. The article counts, including the ones not about Crimea, are presented in Table 1. 
Based on the data in the table we can compute the expected frequency as: 

𝐸 =
311

549.926
∗ 201.360 = 114 

Based on the past 14 days of articles, we would therefore expect to find approximately 114 articles 
mentioning Crimea in the last two days. The actual frequency that we have observed is however 1.107 articles.  

Table 1 Frequencies of articles used for computing the trending of concept Crimea 

 Articles about 

Crimea 

Articles NOT about 

Crimea 

Total 

14 days of articles 311 549.615 549.926 

2 days of articles 1.107 200.253 201.360 

 

Similarly as we have computed expected frequency of the articles mentioning Crimea, we can also compute 
expected frequency of articles not mentioning it. The chi-squared value could then be computed as: 

𝜒2 = ∑
(𝑂 − 𝐸)2

𝐸
=

(1.107 − 114)2

114
+

(200.253 − 201.246)2

201.246
=  8650 + 4.9 = 8654.9 

As we can see, the chi-squared value is extremely high, mostly due to the contribution of the first part of the 
sum. Since we are only interested in how the presence (and not the absence) of the concept changes between 
the theoretic and actual distributions, we can ignore the second part of the sum and only consider the first 
part which compares the expected and observed frequencies of articles mentioning the concept. 

Because the difference between the observed and expected frequencies is squared, the large chi-squared 
value can occur if the concept is trending significantly more or significantly less than expected. Since we want 
to identify only concepts that are trending significantly more, we need to use a modified equation. The 
equation that we actually use is the formula for computing the Pearson residual: 

𝑃 =
𝑂 − 𝐸

√𝐸
 



XLike Deliverable D5.3.1 

Page 12 of (25)  © XLike consortium 2012 – 2014 

 

Using this equation, we can simply ignore concepts that have negative score, since it indicates that they have 
a negative trend. The concepts with positive residuals can be sorted from highest to lowest score and the 
ones with the highest scores can be selected as the most trending concepts.  

Using chi-squared test or Pearson residuals for detecting trending concepts has another desired property. By 
looking at the equations we can see that it takes into account not only the relative change but also the 
absolute values. Consider, for example, the following two examples. For the concept A, the expected and 
observed frequencies are 20 and 30. For the concept B, the frequencies are 200 and 300. Pearson residual 
for concept A is 2.2, while for concept B it is 7.1. Although the relative change is the same (50% increase), the 
change in the absolute value is large and this contributes significantly to the value of the residual.  

When using Person residuals we do, however, have to be careful when dealing with concepts with low 
frequencies. First, to avoid division by zero we can use the Laplace (add-one) smoothing. If low frequency 
concepts are dominating among top trending concepts we can additionally also use the Yates correction. Our 
experiments have shown that best results can be obtained by simply ignoring concepts that have the 
expected frequency below a certain threshold. The settings for the trends administration page can be seen 
in Figure 1. An example of a set of top trending list of people and organizations is shown in Figure 2. For each 
concept we also display the trending curve with the frequencies of the concepts in the last 10 days.  

 

 

Figure 1. Administration settings for detecting trending concepts in the Event Registry 

 

 

Figure 2. Example of top trending concepts by type on the home page of the Event Registry 

 



Deliverable D5.2.1 XLike 

© XLike consortium 2012 - 2014 Page 13 of (25)  

 

3 Complex event processing 

In the current age, the problems that we are trying to solve are not primarily focused on the raw data, but 
more on the high level information that can be extracted from it. For this purpose, systems were developed 
that can collect, aggregate, filter and correlate data, and notify the clients about the interesting patterns, 
correlations and anomalies that were detected. Complex event processing (CEP) is the area of research that 
is using technology to detect high-level events that result from a set of specific low level factors. CEP is an 
evolving paradigm that was started in the 1990s by the Rapide project at Stanford University where the first 
generic CEP language and execution model were defined. CEP is used in various areas, such as financial 
domains, security policy risk management, customer relationship management, etc.  

The CEP task could be generally described as follows: In a particular dynamic setting, individual events are 
occurring. An event represents something atomic that happens, or changes the current state of the system. 
For example, an event can be a malfunctioning in the manufacturing line, a change in the stock value, a 
variable reaching a threshold value, information becoming available, etc. Using the CEP system we are able 
to define complex events as ordered or unordered sequences of particular atomic events. These complex 
events can be described using complex event descriptions. A complex event description is a series of 
conditions that should trigger the complex event. The purpose of CEP system is to detect complex events 
from the stream of atomic events. A complex event should be detected as soon as the last atomic event is 
received, which makes the necessary conditions for the complex event sufficient, based on its complex event 
description. 

Let us consider two simple examples of complex events2. Consider that a car is equipped with a set of sensors 
that can measure tire pressure, speed of the car and whether one is sitting in the driver’s seat or not. If the 
CEP engine in the car detects that the pressure in the tires is below a threshold value and the driver just sat 
into the car, it could trigger the complex event “Fill the tires”, which could notify the driver to find the gas 
station and fill the tires as soon as possible. Another example of a complex event could be “Tire blown” which 
could be triggered if the car would be moving and a sudden change in the tire’s air pressure would be 
detected by the sensors. In such case, the car could tell the driver to stop immediately. In both cases, a 
combination of atomic events (driver in the seat, car moving, sudden pressure change, etc.) would trigger a 
complex event. 

Complex event processing is being used across various domains in these days. Some of the relevant business 
areas include: 

 Financial domain. CEP engines can be used for informing traders about threats and opportunities by 
analysing identified patterns. In the segment of algorithmic trading, the transactions are even done 
automatically using the algorithms. The analysis of previous trends and detection of patterns is the 
core of these algorithms. 

 Manufacturing systems. Event processing can be used in factories to detect anomalies or determine 
if changes are required in the production process. Numerous sensors at the factory can push 
information to a centralized control system that can explore event patterns and emit new, rich events 
that can be used to make decisions.  

 Security and fraud detection. Based on sensor readings fraudulent activities can be detected. If the 
same subway card is, for example, used twice in less 10 seconds to gain access to the subway system 
this could indicate a piggybacking activity. 

 Health care. By monitoring various vital signs of a patient, abnormal behaviours could be identified. 
If, for example, a patient’s blood pressure rises for 20% soon after receiving a medication, a nurse 
should be called. 

                                                           
2 Examples are based on http://en.wikipedia.org/wiki/Complex_event_processing 
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In order to specify a complex event, an event query language (EQL) has to be used. There are a large number 
of existing EQLs that one can use. The current CEP platforms use languages that can be categorized into the 
following main groups [8]: 

- Languages based on composition operators. These languages have their roots in active database 
systems. Complex event queries can be composed from simple events using different composition 
operators, such as conjunction (all events have to occur), disjunction (any of the events have to occur), 
sequence (events have to occur in the sequence) or negation (an event should not occur).  

- Data stream query languages. These languages have been developed in the context of relational data 
stream management systems. They are to be used when loading data into a traditional database 
management system would be too slow. An example of this language is the Continuous Query 
Language (CQL) which can be seen as running a continuous query on an infinite data flow. These 
languages use syntax very similar to SQL. 

- Production rules. The production rules are not a language by themselves. They are tightly coupled 
with the existing programming languages used by the hosting applications. A production rule 
specifies an action to be executed when a certain state of the system is reached. The state of the 
system is expressed as conditions on the objects in the working memory. 

- State machines. In order to use state machines, the system has to be modelled as a stateful system 
that reacts to input events. System is considered to be a directed graph, where the nodes represent 
the states of the system and events as edges that move the system from one state to another.  

- Logic languages. Logic languages express event queries as logic-style formulas. Complex events can 
be modelled in logic programming languages such as Prolog. The use of logic offers a strong formal 
foundation as well as a natural way of specifying the event queries. 

Of the described groups of languages, the data stream query languages are the ones that are currently used 
the most by the business solutions. They provide high speed (necessary for large data streams) as well as 
good integration with databases.  
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4 Complex event processing in the Event Registry 

Our goal is to identify ways to apply complex event processing in the Event Registry. In order to understand 
how to use CEP in the news media domain we first need to determine what do the individual terms from the 
event processing terminology map to in the news domain3.  

One possible mapping is as follows. We can consider the XLike pipeline for collecting and enriching the articles 
to be an event channel. Each article that is received through this channel is an event. Each event has various 
event properties, such as the article title, body, time of publishing, news source, etc. Some event properties 
are not part of the original article but are added by the XLike pipeline. Examples of such properties include 
detected named entities, keywords and categories. Each event (article) brings in additional information about 
the “system”, which is the world that we live in. From this information we would like to identify complex 
events that would be relevant for the users of the Event Registry. After the article is added to the Event 
Registry, a corresponding story is also added or updated. The new/updated story can also be considered as 
an event. It is of a different event type than the article and contains a different set of event properties (top 
entities, keywords, story date, etc.). It is from these events also that we would like to identify relevant 
complex events. The flow of data and detection of complex events is illustrated in Figure 3. 

 

Figure 3. Flow of data and detection of complex events. 

Before we define the language for detecting complex events we need to determine what kinds of complex 
events we would like to identify from the events. One group of possible complex events would be related to 
aggregated counts of events. We could, for example, count the number of events added in a time window 
and define event patterns that would be triggered when less than a certain number of articles would be 
added in a particular time period. While such complex events would be useful for detecting service outages, 
they would offer little value to the actual users of the Event Registry.  

The types of complex events that we would like to identify instead are related to the semantics of the events. 
In the Event Registry we make an assumption that both event types (articles and stories) contain information 
about a single happening in the world. Each such happening can be, however, a part of a large, complex 
event. An article can, for example, be about the “Militant group ISIL seizing Iraq’s largest refinery”. This event 
is however just a part of a complex event that could be named “Unrest in Syria and Iraq”. Up to now, the 
Event Registry did not have any methodology that would enable us to organize articles and stories into larger 
groups based on their topics. This feature would, however, have great value for the users of the Event 
Registry since it would add another layer of generalization on top of articles and stories. Some news 
publishers are already aware of the value of such information and are already providing it. New York Times, 
for example, calls it Times Topics. There one can read about topics such as “Global warming”, “European debt 
crisis”, “Guns and gun control” and “Olympic games 2014”. These collections of topic pages are created by 
editors who have to manually tag individual articles. In the Event Registry we want to achieve the same result, 

                                                           
3 Here we need to state again that due to the terminology overlap of CEP and the Event Registry, we will be referring 
to the events from the Event Registry as stories. The term event will therefore be used to represent the unit of 
information that is received on the event stream. 
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but without the manual work.  We want to provide the users/editors with the ability to specify a complex 
event pattern that would represent a particular topic of interest. Each added article or story could then 
belong to zero, one or more topics. The decision should be made by the CEP engine which should decide 
based on the available information about the event.  

Our approach to complex event processing has one peculiarity. Typically, CEP is all about timeliness.  The 
complex event has to be detected as soon as it is detectable. Many use cases require latency that is at most 
at the level of milliseconds.  In our case, there is however an inherent latency that is the result of delays in 
news collection. Due to a large number of monitored news sources, an average news article is collected 3 
hours after being published. Due to this delay, we don’t require the CEP engine to identify complex events at 
the level of milliseconds, but at much slower speeds. In fact, as we will see in Section 3.3, our approach is not 
data-driven but request-driven. This means that event pattern detection (finding articles and stories that fit 
the topic page) is not done with each new received event but once the request for the complex event is 
made. The disadvantage of this approach is the loss of the timeliness, which is already unavoidable because 
of the inherent latency in news collection. The advantage of the approach is, however, that it allows us to 
achieve better performance in our setting, where we have (1) an intensive stream of events and (2) a large 
number of expected event patterns (topic pages).  

In the rest of the section we will start by describing in details the information about articles and stories that 
is available to be used in event pattern detection. We then introduce the language that allows us to write 
complex event patterns. The language has to be rich enough to be able to encode the relevant knowledge 
about the topic page. Finally, we describe how the event pattern detection is implemented in the Event 
Registry and the web interface that we provide for specifying and validating the event patterns.  

4.1 Data model for representing articles and stories 

As we have seen in Figure 3, the event stream in the Event Registry contains instances of two event types – 
articles and stories. Each of the types contains a lot of information that can be used when matching the event 
patterns. We will now present in more details the individual fields for each of the two types. 

Article 

An article is a unit of information received from the Newsfeed service. Articles are obtained from RSS feeds 
of numerous news publishers worldwide. Each article originally contains the following information: 

 URL – URL address where the article is accessible. 

 Title – title of the article. 

 Body – content of the article. It contains plain text without html tags. 

 Date of publishing – the date when the article was published, as provided by the news publisher.  

 Date of crawling – date when the article was crawled by Newsfeed. 

 Publisher information – the name of the publisher, its URL and potentially the geographic location. 

 Language – language in which the article is written. Language is encoded with the ISO 639-2 standard. 

After the article is processed with the XLike pipeline of services, additional information about the article is 
added/extracted: 

 Part-of-speech (POS) tags – title and body text are tokenized and POS tags are assigned to the 
individual tokens.  

 Disambiguated concepts (named entities and keywords) – the annotation service is able to identify 
and annotate in text words or phrases that can be disambiguated using a knowledge base. In XLike 
we use Wikipedia as the knowledge base and each detected concept has a unique URI (such as 
http://en.wikipedia.org/wiki/Barack_Obama). The advantage of concepts is that the same concept 
written in different languages is represented with the same URI.  
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 Concept weights – for each of the identified concepts, our service computes a score that represents 
an estimate of its relevance for the article. The score is computed by locating all sentences 
mentioning the concept and computing their centrality to the whole article. The values of the weights 
are between 1 (least important) and 5 (most important). 

 Article category – based on the article text we can identify the category into which the article belongs 
(such as Sports, Entertainment, etc.). We use dmoz.org for the taxonomy of possible categories. 

Story 

A story consists of a group of articles that have been identified as discussing the same happening in the world. 
The group is identified using a clustering algorithm that clusters the articles based on the text, concept and 
date similarity. The articles can even be in different languages since our cross-lingual service is able to merge 
clusters in different languages. For each story we can extract information about it by inspecting individual 
articles. Here is the information that we extract: 

 Story title – title of the story obtained from the title of the most centroid article. 

 Story summary – currently the summary is simply the first paragraph of the most centroid article. 

 Story date – date when the mentioned story occurred. 

 Story location – the Wikipedia concept representing the location where the story occurred. 

 Story category – based on the articles in the story we can determine one or more categories that the 
story is assigned to. 

 Story concepts and weights – using the article concepts we can determine the relevant concepts for 
the whole story. When computing the relevance of individual concepts we take into account how 
central individual article is to the story (by using their cosine similarity to the cluster centroid) as well 
as the weight of the concept in the article. An aggregated score of each concept from each story’s 
article is thus computed. The concept scores are then normalized so that the top concept receives a 
score 100 and other concepts correspondingly lower values. Concepts that get weight values below 
5 are ignored since they are considered to be irrelevant and probably the result of miss-assigned 
articles. 

 Article count – number of articles discussing the story 

 Average cosine similarity to the cluster centroid – this is a numeric value between 0 and 1 which 
signals how “compact” the story is. If the articles in the story are all very similar in content, then the 
value will be very high. If the story is about a broader topic (possibly about different subtopics) then 
the value can be considerably lower. 

4.2 Modelling language and CEP engine 

As stated before, our goal is to provide in the Event Registry a way for users to specify a pattern that would 
match articles and stories of a particular topic of interest. In order to be able to identify events that match a 
topic we need a modelling language for describing complex events as well as a CEP engine that determines if 
the conditions for a complex event (topic) are met once an event is received. Since a topic is mainly 
determined by the semantic properties of the event, we decided that it should be sufficiently describable by 
the following set of features: 

 A set of concepts. Concepts describe what the article/story is about. They are cross-lingual which 
means that the same set of concepts will work on articles and stories in any language. 

 A set of keywords. Some words that are relevant for a topic might not be annotated by the annotation 
service. This might include words that are not concepts or are novel concepts that are not yet 
recognized by the annotation service (e.g. Edward Snowden). The downside of keywords is that they 
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are language specific so each keyword has to be translated into different languages in order to be 
detected. 

 A set of news sources. Some topics are more frequently discussed by particular news sources. By 
specifying a set of news sources we can limit the complex event to these sources or just put greater 
emphasis on events published by them. 

 A set of categories. DMoz categories are broad topics by themselves, so specifying one or more 
categories can be a good indicator for when should an event trigger a pattern.  

 A set of relevant languages. Articles and stories can be written in different languages. The user might 
be only interested in topics covered by languages that he/she understands so specifying a limitation 
on the languages can be a necessary feature. 

An important thing to note is that not all specified values should be equally important for a topic. It is 
expected, for example, that some concept will be extremely relevant for a topic, while others might only be 
marginally related and relevant only if other important concepts are also present in the article/story. For a 
topic page “World cup 2014”, we might, for example, use a keyword “football” to find relevant articles. The 
articles would however need to contain also other relevant keywords or concepts, such as “world cup” or 
“Brazil”, otherwise the topic page would return many false positives. To be able to express the differences in 
importance of features we want the users to be able to also set numeric weights for each of the specified 
concepts, keywords, news sources and categories. Setting a higher/lower weight for a feature is used to 
indicate that its importance for the topic is greater/smaller. 

Using the described modelling language we are able to define a complex event pattern containing various 
semantic features and their weights. Given an article or story we should now be able to decide if it matches 
the event pattern or not.  The decision is computed using a CEP engine. Its algorithm is illustrated in Table 2 
and can be described as follows:  

Given a complex event pattern P and an event E that we have just received, the CEP engine needs to decide 
if the event matches the pattern or not. An additional parameter that is needed to make the decision is the 
threshold value T, which sets the minimum score, for which the event will still match the pattern. The score 
SC of the event is then computed by inspecting individual features of the event pattern P and checking how 
well it matches the event E. If the pattern P, for example, contains concept Ca and Ca is also found in the event 
E, then the matching score is increased. The increase is computed as the product of the user-specified weight 
of the concept in the pattern (Wc,a) as well as the weight of the concept in the event (Wc). Similarly, the 
matching score is increased by considering the pattern’s keywords, news sources and categories. If the total 
matching score SC is above threshold, the event is considered to match the event pattern. In other words, 
the article or story would be considered as belonging to the topic.  

4.3  Identifying complex events in the Event Registry 

In order to add in the Event Registry support for complex events we have implemented the necessary data 
structures that can store the relevant information about a complex pattern. New API calls were added that 
allow the users to create and modify the patterns. To avoid the naming confusion we call the patterns topic 
pages, which seems appropriate based on the content that they generate. The topic pages have their own 
user interface in the Event Registry where they can be managed and updated – the details of the interface 
will be described in the next section. Additionally, we also treat each topic page as an ordinary concept. Based 
on our database schema, this allows us to easily remember which articles and stories belong to a particular 
topic page. It also allows users to specify topic pages as search conditions when searching and visualizing 
articles and stories. 

In the Event Registry we have two main ways how we can identify events that match the specified patterns. 
One approach – it can be thought as event-based approach – is the one that we described in the algorithm 
in the previous section. In this case, we need to set up a database trigger that would be called whenever a 
new article is added or whenever a story is added or updated. The trigger would then evaluate the new event  
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on all existing event patterns and decide if it matches the pattern or not. The advantage of this approach 
would be that the topic pages would be updated as soon as the new event would be received. There are, 
however, some downsides to this approach. The processing of the events could require considerable time on 
an intensive stream of events and when there would be a larger number of event patterns to validate. Even 
bigger downside would be that the generated topic pages would contain only articles and stories since the 
time the pattern was created. Since many topic pages cannot be created in advance, this would inevitably 
lead to incomplete results. 

A more appropriate approach for our use-case is the query-based approach. In this case, the event patterns 
are not evaluated until the data is actually needed by the user.  When events matching the pattern are 
needed, we use the features of the pattern (concepts, keywords, etc.) to find candidate events. In the World 
cup 2014 topic page, for example, we would identify articles and stories that contain keyword “football”. The 
matching articles and stories would be assigned a score corresponding to the user specified weight for the 
keyword. By taking into account also other features of the pattern we would obtain a final set of event 
candidates and their total scores. The events where the scores are above the threshold are the ones that are 
considered to match the event pattern. A big advantage of this approach is that a topic page can be generated 
at any time and it will still find matches also for the past events. The same is true also for making modifications 
to the topic page. Additionally, even if there will be hundreds of created topic pages, until they will be 
accessed by the users, they will not create any load on the system. 

 
Algorithm: compute whether event E matches event pattern P. Decision is based on the pattern’s 
concepts, keywords, news sources, categories and languages. Each of the features that is matched in 
the event contributes to the final score. A match is positive if the final score is above the specified 
threshold T. 
Input:  event E (either an article or a story) 
 event pattern P. P contains the following features:  
   concepts Ci, i=0..Nc and corresponding weights Wc,i, 
   keywords Ki, i=0..Nk and corresponding weights Wk,i, 
   news sources Si, i=0..Ns and corresponding weights Ws,i, 
   categories Ti, i=0..Nc and corresponding weights Wt,i, 

   languages Li, i=0..|Languages|, where Li Languages 
 threshold value T 
Output: true if event matches the pattern (match score SC is above the threshold T) or false 
otherwise 
Method:  
  var SC:=0; 
 if event language does not match event pattern languages: 
  return false; 
 for each concept-weight pair (C, Wc) in event E: 

  if CiP: C == Ci: 
   SC += Wc * Wc,i 
 for each keyword K in event E: 

  if KiP: K == Ki: 
   SC += Wk,i 
 for news source S of event E: 

  if SiP: S == Si: 
   SC += Ws,i 
  for category T of event E: 

  if TiP: T == Ti: 
   SC += Wt,i 

 If SC >= T: return true; 
 else return false; 

 

Table 2. Algorithm for identifying instances of event patterns. 
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4.4  User interface for creating, managing and viewing complex events in 
the Event Registry 

In order to create or edit an existing topic page in the Event Registry, the user has to open the 
http://eventregistry.org/admin/topic page. To create a new topic page, the button “Create new topic page” 
should be clicked. In the opened dialog, the user should specify the name of the topic page, description and 
visibility. By marking the topic page as private, the page will only be visible to the owner of the page, whereas 
if public, anybody will be able to view it.  

Once the topic page is created, the user can specify the features that characterize the topic page (see Figure 
4). When adding concepts, the auto-complete feature provides users with a list of concepts that match the 
entered text. Same auto-complete feature is also provided for adding news sources and categories. When a 
few concepts are added, the user can also ask the system to suggest other potentially relevant concepts to 
be added to the list by clicking the button with the magic wand (next to input box). The suggestions are 
computed by identifying other concepts that frequently appear in the same articles as the currently specified 
concepts. For each of the selected features, the user also has to set its weight. Note that the weight can also 
be a negative value if the user wants to ignore articles and stories with the particular feature. An additional 
option that was not mentioned in the algorithm description is also the “Required” checkbox below each set 
of features. This feature provides the user with additional restrictions that need to be met in order for the 
article or story to be added to the topic page. If, for example, the checkbox under the list of concepts is 
checked, then the articles/stories have to contain at least one of the specified concepts in order to be added 
to the topic page. Even though an article/story would have a high enough score based on other features, this 
would not be sufficient, if none of the concepts would be mentioned, too.  

 

Figure 4. The interface for editing the concept folder and for viewing the matching results. 

http://eventregistry.org/admin/topic
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Below the set of features are two sliders that allow the user to set the threshold scores independently for 
articles and stories. Only articles and stories that reach the specified threshold values are added to the topic 
page.   

By pressing the “Display content for the edited topic page” button, the list of items (articles and stories) 
matching the current specification of the topic page are shown. For each item in the list we also graphically 
display the score achieved by the article/story (the total width of the bar represents the item’s score, while 
the red part of the bar shows the chosen threshold value). This allows the users to quickly identify the items 
most relevant for the topic page. 

Based on our existing experiences with the topic pages, we suggest using the following steps when creating 
a new topic page. First the list of concepts, keywords, sources and categories that are known to be relevant 
should be added. The weights for the added items can stay default (value 10). The threshold values for the 
articles and stories should be set to a relatively low value (e.g. 25-30). These settings would result in high 
recall but low precision. By inspecting the false positives, the weights of items can then be updated (mostly 
lowered) and the threshold values can be appropriately increased. This should then increase the precision 
without significantly decreasing recall. 

4.5 Examples 

Here we will show examples of three currently relevant topic pages that we have defined using developed 
user interface. Based on our tests they return appropriate articles and stories (high precision) although we 
were not able to assess the amount of content that should also be shown but is skipped due to incomplete 
page definition. 

FIFA World cup 2014  

The settings for the topic folder related to the World cup 2014 is shown in Figure 4Figure 4. As it can be seen, 
we have mainly specified the set of relevant concepts. “Brazil” is a concept that can frequently appear also 
in other contexts so we have assigned it a very small weight. If needed, we could add also the names of the 
well-known football players, but we found this to be unnecessary. 

Unrest in Syria and Iraq 

In order to describe the recent attacks in Syria and Iraq we have used a set of concepts and keywords. Ideally 
we would also specify organizations ISIS and ISIL as concepts, but unfortunately, the annotation service does 
not recognize them as concepts. Because of this, we likely failed to identify some relevant articles and stories 
(the ones that mention the organizations only by their full name) as well as also match some false positives 
(when the acronyms have other meanings). The topic page definition is shown in Figure 5Figure 5. Below the 
definition is also the map showing the recent articles and stories that match the topic page. 

European debt crisis 

For specifying the European debt crisis we have identified a set of 11 concepts that are relevant for the 
topic. The concepts have relatively low weights, but since they frequently co-occur in the articles and 
stories about the crisis it is not difficult for the cumulative score to reach the threshold value (which is set 
rather high). The definition of the folder is shown in Figure 6Figure 6. 
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Figure 5. Topic page definition for the “Unrest in Syria and Iraq” 

 

 

Figure 6. Topic page definition for the “European debt crisis” 
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5 Future work 

An interesting future work relating to computing trends would be finding concept pairs or groups of concepts 
that highly correlate in their trending pattern. This could show interesting relations between things that occur 
in the world. If the correlations between two concepts would be high, but there would be a constant time 
delay of one concept compared to the other, this could even indicate a potential cause-effect relationship 
between the two concepts. It should also be interesting to compare concept trends on article/story subsets. 
For example, the concepts “War” and “Crimea” are probably not highly correlated if we compute correlations 
using all the articles. However, if we would first select only articles related to Ukraine and then check 
correlation between the two concepts, the correlation would very likely be higher. 

In the area of complex event detection it would be very helpful if we could offer additional tools for users to 
more effectively and accurately specify features for topic pages. One possible solution would be to 
implement active learning approach that would ask the user if a particular article/story belongs to the topic 
page or not. Based on the feedback, the definition of the topic page could be updated by adding or updating 
the features of the topic page so that the answer of the algorithm using the updated topic page definition 
would next time more closely match the user feedback. If the user would, for example, answer that the article 
matches the topic page, we could add or increase in the topic page the weights of those concepts that are 
present in the article. Choosing which articles/stories to show to the user could be done by finding those, 
which are close to the threshold. 



XLike Deliverable D5.3.1 

Page 24 of (25)  © XLike consortium 2012 – 2014 

 

6 Conclusion 

In this deliverable we have presented our work done in the field of trend detection and complex event 
processing. For detecting trends, we have implemented a method based on the chi-squared statistics, which 
can identify which concepts are currently trending. The trending score of the concept is computed by 
comparing how frequently the concept appears in the articles in the last two days compared to how 
frequently it appeared in the previous 14 days. We have found this score to be a good estimate in identifying 
the “hot” concepts. The method is implemented in the Event Registry and monitors all known concepts. An 
up-to-date list of top trending people, organizations and locations is shown to the users of the system on its 
home page. Using the lists, the users can now get a quick summary of the current world events and can use 
them as the starting query. 

Beside the trend detection we have also presented our work on complex event detection as it can be applied 
on the stream of news articles. The collected stream of news articles can be viewed as an event channel 
through which we receive an infinite stream of events. Each event contains an extensive set of features that 
describe what the event is about. Unlike in classical complex event processing, where the aim is to detect 
specific sets of events, our goal is to detect individual events that have a specific set of features. In the Event 
Registry this problem maps into finding articles and stories that are about a specific topic. Topics can be broad 
or narrow, depending on the user’s needs. In order to be able to identify articles and stories that match the 
topic we selected a set of features that can be used to describe it. These features include a list of concepts, 
keywords, news sources and categories. When adding these features, the user can also set their importance 
by specifying their weight. Each article and story are then considered a member of a topic only if their score, 
computed as a similarity with the chosen set of features, is above the specified threshold. Using the 
developed functionality we were able to successfully create in the Event Registry topic pages for topics such 
as World cup 2014, Unrest in Syria and Iraq, and European debt crisis.   
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