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Disclaimer 
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Executive Summary  

This document gives a report on the evaluation of different processing methods developed during the Y3 of 
the project. The methods developed belong primarily to WP3 conceptual mapping  and semantic 
annotation. This document is the third and the last in the row of deliverables in this WP (T7.3.1 for Y1, 
T7.3.2 for Y2, and T7.3.3 for Y3) that are associated with evaluation of the methods developed within XLike. 

In this final benchmarking report we covered the evaluation of the non-standard (informal) language 
processing (D2.4.2) and the direction that was selected in XLike technology to cope with this kind of data 
streams and the production of the corpus TweetNorm_es, a resource for evaluation of the task of tweets 
normalisation. 

Further, we have developed a RECSA, Resource for Evaluation of Cross-lingual Semantic Annotation, a 
parallel corpus manually annotated, which is used for evaluation of methods developed in WP2 and WP3, 
and presented during Y3 at the LREC2014 conference to be available to wider Language Technology and 
Knowledge Technology research communities as the Golden Standard for Cross-lingual Semantic 
Annotation. 

The evaluation of the Final Machine Translation based semantic annotation prototype (D3.3.2) is also 
described as well as the evaluation of the cross-lingual unsupervised semantic parsing (D3.4.2) techniques, 
namely, Cross-lingual Predicate Clustering. 
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Abbreviations 

CoNLL   Conference on Computational Natural Language Learning (http://ifarm.nl/signll/conll) 

NE  Named Entity 

GC  General Concept 

NLP   Natural Language Processing 

RECSA  Resource for Evaluation Cross-lingual Semantic Annotation 

OOV  Out Of Vocabulary 

SL  Source Language 

TL  Target Language 

NL  Natural Language 

FL  Formal Language 

MT  Machine Translation 

SMT  Statistical Machine Translation 

LT  Language Technologies 

KT  Knowledge Technologies 
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Definitions 

Parallel Corpus Parallel corpus consists of documents that are translated directly into different 
languages.  

Comparable Corpus Comparable corpus, unlike parallel corpora, contains no direct translations. 
Overall they may address the same topic and domain, but can differ 
significantly in length, detail and style.  

Source language Language of the text that is being translated. 

Target Language Language of the text into which the translation is being done. 

Formal language Artificial language that uses formally defined syntax. 

Language pair Unidirectional translation from the SL to TL. Translation from La to Lb is one 
language pair and from Lb to La is another language pair. 

Pipeline Refers to the flux of different processes that are applied to a set of raw data in 
order to analyze it and interpret it. In NLP, a pipeline is a process that receives 
raw text and computes linguistic analysis, by a series of processes that perform 
morphological, syntactic and semantic analysis. 

Let'sMT! A platform for building, maintaining and using statistical machine translation 
systems out of your own data. This platform is the final outcome of ICT-PSP 
project Let'sMT!1 and it is available for registered users. 

CycL Cyc Language is an ontology language closely connected to Cyc ontology which 
in turn is the part of Linked Open Data. CycL is the formal language used for 
representing knowledge in Cyc ontology and it is defined as a declarative 
language based on classical first-order logic (relationships), with additional 
modal operators and elaborated quantifiers. 

 

 

                                                           
1 http://www.letsmt.eu 
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1 Introduction 

The benchmarking in XLike project is planned by DoW (section B1.1.3) in order to check whether the 
developed methods and tools perform as expected. For different methods different evaluation scenarios 
are foreseen, but in general it can be said that we expect the performance near the state-of-the-art as 
reported in the referent literature. 

In the first benchmarking report (D7.3.1) we covered the evaluation of the methods and tools developed in 
Y1 of the project. These methods belong primarily to WPs that deal with the preprocessing stages of the 
general XLike pipeline, namely, the linguistic preprocessing (WP2, T2.1.1 and T2.2.1) and early prototype 
conceptual mapping (WP3, T3.1.1). Specifically, for WP2 we gave results of benchmark tests for PoS-
tagging, lemmatisation, named entity detection and dependency parsing for six XLike languages (en, es, de, 
ca, sl, zh), while for WP3 we presented the performance of shallow multi-lingual text annotation tools with 
a cross-lingual knowledge base for three XLike languages (en, es, de).  

In the second benchmarking report (D7.3.2) we covered the evaluation of the enhancements to the existing 
methods or to the methods additionally developed in Y2 of the project. These methods also belong to WP2 
and WP3, i.e. the linguistic preprocessing (NE detection in particular) and conceptual mapping (using 
Wikipedia and Statistical Machine Translation techniques) serving as semantic annotation. 

For detecting whether the "lexical groundings" for concepts were recognized properly, i.e. whether the 
semantic annotation of texts by links to different conceptual spaces were established in a proper manner, 
we had to develop a new type of Golden Standard resource since for this type of evaluation none existed so 
far. The preliminary evaluation of Early Text Annotation Prototype (D7.3.1), although provided satisfactory 
results, was exercised only on a limited set of legal documents from the parallel JRC-Acquis corpus 
[STE2006]. This set was used at that time as out-of-the-box solution for a parallel corpus in order to provide 
a proof of concept for Early Text Annotation Prototype and to check whether this direction of research 
would give acceptable results at all. However, the genre of texts (legal documents) used for that previous 
evaluation campaign was far from the intended genre to be processed by XLike pipelines (predominantly 
news, but also social media contributions). This is why we opted for a new evaluation scenario and why we 
decided to build the first Golden Standard for evaluating cross-lingual semantic annotation (to the best of 
our knowledge). This Golden Standard resource was preliminary described in D7.3.2, while in Y3 it was fully 
presented at major Language Technologies conference, namely, LREC2014. 

In this final benchmarking report we also cover the evaluation of the non-standard (informal) language 
processing (D2.4.2) and the direction that was selected in XLike technology to cope with this kind of data 
streams. The evaluation of the Final Machine Translation based semantic annotation prototype (D3.3.2) is 
also described as well as the evaluation of the cross-lingual unsupervised semantic parsing (D3.4.2) 
techniques. 



XLike Deliverable D7.3.3 

Page 10 of (28)  © XLike consortium 2012 – 2014 

 

2 Evaluation of the non-standard (informal) language 
processing 

Within the XLike project Twitter was selected as the textual stream targeted for cross-lingual extraction. 
With the ever-growing usage of Twitter as a microblogging service, it has become an ubiquitous platform 
where users share vast amounts of information in a real-time fashion. Information posted by users in the 
form of tweets is characterized by their brevity restricted by Twitter’s 140 character limit, which often lack 
of correct grammar and/or spelling. In order to process the messages generated in such a limitating 
conditions of a communication channel and with such strong divergence from the standard (formal) 
language discourse, there are two possible choices to orient the research efforts. 

The first one is to try to develop a set of NLP tools that would process non-standard (informal) textual 
streams. This choice implies the description of all facets of non-standard discourse with specifics that are 
introduced not just by the nature of the communication channel (i.e. in our case 140 character limit in 
tweets), but also by the type of communication (i.e. dialogue form with irregular turn taking, written text 
but highly ortographically relaxed, etc.). This would lead to the development of the whole new pipeline for 
all XLike languages specialised for processing of tweets with engagement of many more PMs of highly 
educated linguistic personnel. On top of that, for each of the languages involved, the same linguistic 
analysis would have been done. 

The second choice, which was selected as more promising and more straightforward, was to try to adapt 
the incoming textual stream written in non-standard (informal) language into a standard (formal) language 
and then process this textual stream with already existing XLike WP2 pipelines developed for all languages 
involved. This choice we named the tweet normalisation task and it can be seen as a key initial step for 
subsequently running NLP tools such as machine translation and sentiment analysis on tweets. While 
normalization of SMS and tweets in English has attracted the interest of numerous researchers recently 
(e.g. [HAN2011]), little has been studied for this kind of short texts written in other languages (e.g. 
Spanish). 

In order to promote research in this field, the XLike UPC partner organised the Tweet-Norm 2013 shared 
task workshop held at the SEPLN2013 conference in Madrid. The goal of the shared task was to create a 
benchmark for microtext normalization in Spanish. Participants were asked to normalize a set of tweets 
containing “ill-formed” word forms. A corpus of annotated tweets has been created and shared as a 
benchmark for the task. It is our belief that the shared task provided a common testing ground, where the 
most recent algorithms and techniques were used. The corpus was made publicly available in order to 
enable researchers and practitioners to make use of a common evaluation setting. The corpus was 
described in detail in a paper published at LREC2014 [ALE2014]. The evaluation of the resource was 
conducted within the XLike project and the results are presented below. 

The Tweet-Norm shared task consisted in normalizing words unknown to the analyzer at the preprocessing 
step, such as abbreviations, incorrectly spelled words, words with repeated characters, etc. The focus was 
on lexical normalization while other phenomena, such as syntactical or stylistic variants, were left out of 
this task. The goal of the task was to measure how useful a system is in normalisation of OOV words found 
in tweets. Therefore, the task rather focused on identifying whether an OOV word needs to be corrected, 
and providing the correct alternative when necessary. Participants had to determine whether to deem an 
OOV word correct (e.g., new named entities, words in other language, etc.) or to assign a normalized 
variation. 

In order to measure the performance of the systems, we relied on the precision score, defined as the 
number of correct responses of a system over the whole set of OOV words in the test corpus: 

𝑃(𝑠𝑦𝑠𝑡𝑒𝑚𝑖) =  
#𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑠𝑢𝑔𝑔𝑒𝑠𝑡𝑖𝑜𝑛𝑠

#𝑂𝑂𝑉 𝑤𝑜𝑟𝑑𝑠
 

Recall is not taken into account in the evaluation because all participants in the shared task had to use the 
same OOV identifier, provided in the evaluation corpus. 
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Table 1 shows the accuracy results obtained by the 13 participants. The table includes an extra column with 
a second precision value for participants who submitted two runs. Besides the results of the participants, 
we also show two more results as references. On one hand, the Baseline would be the result of deeming all 
OOV words correct, therefore without suggesting any changes at all from the input – this would achieve a 
precision of 0.198. On the other hand, the Upperline is the aggregated precision value of words that were 
correctly guessed by one of the participants. With a precision of 0.927, 7.3% of the OOV words were missed 
by all of the participants. 

 

Rank System Prec #1 Prec #2 

— Upperline 0.927 — 

1 RAE 0.781 — 

2 Citius-Imaxin 0.663 0.662 

3 UPC 0.653 — 

4 Elhuyar 0.636 0.634 

5 IXA-EHU 0.619 0.609 

6 Vicomtech 0.606 — 

7 UniArizona 0.604 — 

8 UPF-Havas 0.548 0.491 

9 DLSIAlicante 0.545 0.521 

10 UniMelbourne 0.539 0.517 

11 UniSevilla 0.396 — 

12 UJaen-Sinai 0.376 — 

13 UniCoruña 0.335 — 

— Baseline 0.198 — 

Table 1: Precision of the Tweet-Norm 2013 evaluation participants 

 

The system produced by XLike partner UPC was ranked third in that evaluation campaign which positions 
our efforts close to the state-of-the-art in tweet normalisation task. 

Once normalised, the textual data stream from tweets has been processed by the regular XLike pipeline 
described in D2.2.2 and [PAD2014]. 

The work presented here paved the way for future development and research on microtext normalization, 
particularly for Spanish, setting forth a methodology to create a corpus for these purposes, as well as 
releasing the corpus that was created following such methodology. The corpus provides a gold-standard for 
development and evaluation of microtext normalization tools. The corpus is available under the terms of 
the CC-BY license for both researchers and practitioners interested in the task, and can be found at the 
META-SHARE2 language resources sharing platform. 

                                                           
2 http://www.meta-share.eu 
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3 Resource for Evaluation Cross-lingual Semantic Annotation 
(RECSA) 

In D7.3.2 we have shown how knowledge extraction from text can utilize the facts from DBpedia, Freebase 
or Yago as seed knowledge for the discovery of the relevant extraction patterns in large volumes of texts, or 
how the same technologies can help in enlargement of the knowledge base by automatic extraction of 
knowledge from text documents. 

At the core of such technologies is the ability to relate words and phrases in natural language texts to 
existing resources in a knowledge base. Multilingual KB resources have been linked across languages (e.g. 
through language links in Wikipedia) or have been lifted to a language independent representation (e.g. 
Wikidata). 

However, there have not been any attempts in evaluating cross-lingual semantic annotation tools as a 
whole. This is why we developed a resource that can be used as a golden standard, i.e. a standard test set 
for evaluating and benchmarking cross-lingual semantic annotation systems collected from real life data. 
This resource was necessary to complete the task T7.3 as it was foreseen in DoW (p24), but in the same 
time the description of the work on building this resource was also presented as a paper for LREC2014 
conference [RET2014]. 

The general description of the Resource for Evaluating Cross-lingual Semantic Annotation (RECSA), which 
we offer to the community as a Golden Standard for this task, was presented in D7.3.2. Here we will 
provide the figures of its evaluation that was completed in Y3 of the project. 

The preparation of this Golden Standard resource was done by manual annotation of Named Entities (NEs) 
and General Concepts (GCs). In order to speed up the manual annotation, we first run the texts through the 
WP2 linguistic processing pipelines (see D2.2.2 and [PAD2014]) for English, German and Spanish in order to 
receive automatic stand-off NE annotation. This annotation was then manually verified and cleaned, so that 
we can get the clear resource for NE layer. 

The following step was the application of a semantic annotation method developed in the T3.1 (see D3.1.2), 
based on a newly developed cross-lingual linked data lexica, called xLiD-Lexica3. The results were added to 
the cleaned output from the linguistic processing pipelines. This processing was targeted to receive the 
highest possible recall, so this step provided a noisy output with too many links to Wikipedia articles. This 
output was then manually cleaned and verified to achieve the polished resource. As before, all the links for 
detected general concepts were pointing to English Wikipedia articles, but also to other Wikipedias if the 
respective article existed. 

The manual verification and cleaning process consisted of checking whether the automatic processing 
detected mentions of real NEs and GCs and whether they exist in Wikipedia (primarily in English and 
secondary in German or Spanish). The rules for manual checking were designed to exhaustively cover 
different possibilities: 

1. NE exists in en.Wikipedia: 

a. if the mention and en.Wikipedia article title are the same, insert [NE[Mention]] 

b. if the mention and en.Wikipedia article title are not the same, insert [NE[Title|Mention]] 

2. GC exists in en.Wikipedia: 

a. if the mention and en.Wikipedia article title are the same, insert [GC[Mention]] 

b. if the mention and en.Wikipedia article title are not the same, insert [GC[Title|Mention]] 

3. NE or GC cannot be found in en.Wikipedia (target language), but can be found in de.Wikipedia or 
es.Wikipedia (source language): 

                                                           
3 http://km.aifb.kit.edu/services/xlike-lexicon/ 
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a. for NE insert [+NE[Mention]] or [+NE[Title|Mention]] 

b. for GC insert [+GC[Mention]] or [+GC[Title|Mention]] 

4. NE or GC cannot be found in any of Wikipedias, en, de or es (both source language and target 
language): 

a. for NE insert [-NE[Mention]] 

b. for GC insert [-GC[Mention]] 

5. The exact NE and GC matching the mention cannot be found in Wikipedia, but the very related 
ones can: 

a. for NE insert [?NE[Title|Mention]] 

b. for GC insert [?GC[Title|Mention]] 

 

 English German Spanish 

Automatic NEs 4629 2768 1535 

Automatic GCs 14847 10303 9426 

Correct(ed) NEs 1008 874 1050 

Correct(ed) GCs 3866 3113 3842 

Correct(ed) +NEs 0 3 3 

Correct(ed) +GCs 0 5 5 

Correct(ed) -NEs 329 395 589 

Correct(ed) -GCs 382 384 658 

Correct(ed) ?NEs 32 24 37 

Correct(ed) ?GCs 545 484 842 

Table 2. Statistics about : NE = Named Entity; GC = General Concept 

 

The manual verification and cleaning were performed for each of 300 documents by two different human 
annotators. The calculated anotator agreement is shown in Table 3. 

 

 
English German Spanish 

All types of NEs 0.981 0.833 0.991 

All types of GCs 0.970 0.861 0.801 

Table 3. Statistics about : NE = Named Entity; GC = General Concept 

 

The RECSA can be used as the Golden Standard for evaluating cross-lingual semantic annotation and it will 
be available for the community through META-SHARE language resources sharing platform. 

With the availability of the RECSA resource, a standard evaluation methodology for cross-lingual semantic 
annotation can be conducted. Different semantic annotation systems can use RECSA for measuring their 
quality since all NEs and all GCs found in the documents are marked and linked explicitly to the conceptual 
space (Wikipedia). The cross-lingual annotation can be evaluated by the number of detected links to the 
same Wikipedia article by a new system, in comparison to the links existing in RECSA in any of different 
three languages. This way, the robustness of a method in regard of its performance for different languages 
can also be measured. 

Since the NEs and GCs are annotated inside the text documents by using XML markup, it is straightforward 
for evaluators to predict all links within the <entities>…</entities> element and automatically 
compare the outputs. Basic evaluation measures can be calculated as follows: 
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 True Positives are the correctly detected and linked mentions. 

 False Positives are the incorrectly detected or linked mentions. 

 False Negatives are the incorrectly not detected and linked mentions. 

Based on these values, well established measures like Precision, Recall, F1-measure or ROC can be 
calculated. 
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4 Evaluation of Final Machine Translation Prototype 

 

The purpose of the Final machine translation based semantic annotation prototype (described more in 
detail at D3.3.2), is to investigate whether the SMT systems could be used to translate from natural 
language into a formal language. This translation would then be used as a semantic annotation of a natural 
language sentence. Here we present only the summary of evaluation procedure in this task. 

Like the previous Early machine translation based semantic annotation prototype (EnSemRep-Model02), 
the SMT system in the Final machine translation based semantic annotation prototype (En-EnSemRep-
Model04) was trained on a larger training set (more than 100% increase in number of translation units) and 
run on Let'sMT! platform. The translation was also done using the same platform and the result was 
submitted to evaluation. 

Like in the previous evaluation campaign, we used both kinds of evaluation of machine translation output: 
automatic and human. 

 

Automatic evaluation 

At the end of the training process the Let'sMT! platform produced automatic evaluation of the trained SMT 
system using the standard automatic evaluation measures such as BLUE, NIST, TER and METEOR scores. 

 

 

 

Figure 1. Comparison of automatic evaluation of translation quality between En-EnSemRep-Model02 
(above) and En-EnSemRep-Model04 (below) SMT systems 

 

The values of the automatic evaluation scores for En-EnSemRep-Model04 turned out even better than for 
the previous translation model.  

As it can be seen in Figure 1, the values of automatic evaluation scores for En-EnSemRep-Model04 are 
higher in every cell, apart of METEOR case sensitive score which is slightly lower. This was expected since 
the 1277K training set, due to the monotonous nature of CycL as TL, provided more evidence for SMT 
system and this is exactly why we took this direction of enlarging the training set and TM in this final 
prototype. Automatic evaluation measures, that were developed primarily for evaluation of TL when it is a 
NL, here express very high values. Such values are usually obtained for SMT systems that are trained for 
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translation between very closely related natural languages (e.g. Swedish and English, Croatian and Serbian 
etc.) with large amount of regular lexical similarities and similar word order. However, the main reason for 
these values in this case of En-EnSemRep-Model04 should be seen in the very simple formal syntax of CycL 
and fixed "word" order that probably artificially boosts the automatic evaluation measures. 

The omission of TER Score calculation by the Let'sMT! platform for En-EnSemRep-Model04 is a bit 
surprising since it was calculated previously for a smaller model. Since TER (Translation Error Rate) is usually 
defined as an error metric for MT that measures the number of edits required to change a system output 
into one of the reference outputs [SNO2006], it might be that internally the Let'sMT! platform has a 
limitation in number of allowed edits. Due to the larger number of editing operations, this score was not 
calculated. 

However, we still conducted the human evaluation in order to check the quality of the output into FL in this 
way as well. 

 

Human evaluation 

In order to keep the results comparable with the early prototype, the same procedures and tools as 
presented in D7.3.2 were used for the human evaluation in this final machine translation based semantic 
annotation prototype. We used 1,000 sentences from the test set of 10,000 sentence pairs that was set 
aside previously (see Section 4.1). This human evaluation set of 1,000 was translated using En-EnSemRep-
Model04 SMT system and result was submitted to the evaluation process. The human evaluation was 
performed by three evaluators, each covering one third of human evaluation set. 

In contrast to the early prototype evaluation where only Absolute evaluation was possible since only one 
translation was produced, here we used the Comparative evaluation approach that allowed us to compare 
the quality of SMT output of two systems: En-EnSemRep-Model02 and En-EnSemRep-Model04. 

The Comparative evaluation scenario is as follows. For each translated sentence Sisyphos II displays the SL 
sentence and two TL sentences without any trace from which of the two translations the sentence has 
been selected. In this way the possible bias of human evaluator towards the first of the second translation 
is avoided. The human evaluator has four categories to put his/her judgement in: 

1. First translation better; 

2. Both equally good; 

3. Both equally bad; 

4. Second translation better. 

 

Cumulative results of human Comparative evaluation are given in the Table 1. 

 

Category Occurrences Percentage 

First translation better 253 25,3% 
Both equally good 291 29,1% 
Both equally bad 211 21,1% 
Second translation better 245 24,5% 

 

Table 4. Results of the human evaluation of translation quality of 1000 English sentences translated into 
CycL by En-EnSemRep02 (First translation) and En-EnSemRep-Model04 (Second translation) SMT systems  
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Interpretation of results from the Table 4 show that human evaluation scored the translation quality of En-
EnSemRep-Model04 SMT system much lower than automatic evaluation. The average comparative 
evaluation score falls into value Both equally good (but close to Both equally bad) and the distribution is 
almost equal between all four categories. This means that like in the first experiment with En-EnSemRep-
Model02 SMT system, a good part of content from English sentences is conveyed into CycL, but it is not 
done following the strict formal syntax of this FL. This also means that translation from English into CycL, as 
it is performed by any of this two SMT systems, is not immediately applicable for usage where statements 
with clean and regular CycL syntax are expected. Since the comparative human evaluation of output of 
smaller and larger TM model (En-EnSemRep-Model02 vs. En-EnSemRep-Model04) didn't yield significant 
difference in the favour of the larger model, we can tentatively say that we have almost reached the point 
of oversaturation in training and that it may be questionable whether more training data wouldn't start 
introducing noise. Also, regarding system efficiency, the training of the larger system took longer and 
requested more computational resources in both, training and translation phases. 

As planned and announced in D7.3.2, we have additionally conducted also the extrinsic human evaluation. 
Until this point, we have performed intrinsic evaluation only, where the quality of SMT system output was 
evaluated on the evaluation set of sentences that were taken from the same source as the training set. 
However, we wanted to check how will this SMT system behave when confronted with a set of real life 
sentences, i.e. sentences produced by humans in real communicative scenario. In order to check this we 
have randomly selected 1000 English sentences appearing in the on-line Bloomberg news from the same 
day and translated them using En-EnSemRep-Model04 from English (as SL) into CycL (as TL). The TL 
sentences were then evaluated by humans using the Absolute evaluation scenario described in more detail 
in D3.3.1. 

Cumulative results of human Absolute evaluation of translation of 1000 Bloomberg sentences are given in 
the Table 5. 

 

Category Value Occurrences Percentage 

Adequacy Full content conveyed   62   6,2% 
 Major content conveyed 336 33,6% 
 Some parts conveyed 349 34,9% 
 Incomprehensible 253 25,3% 
Fluency Grammatical   39   3,9% 
 Mainly fluent 124 12,4% 
 Mainly non fluent 358 35,8% 
 Rubble 479 47,9% 

 

Table 5. Results of the human evaluation of translation quality of 1000 Bloomberg sentences translated 
into CycL by En-EnSemRep-Model04 SMT system  

 

Interpretation of results from the Table 5 show that human evaluation scored the translation quality of En-
EnSemRep-Model04 SMT system over 1000 real-life sentences with average Adequacy of value Some parts 
conveyed (but close to Major content conveyed), while Fluency would fall into value Rubble (almost 48% of 
all translations are CycL-nonfluent, thus breaching its syntactic rules (mostly due to the mismatching 
parenthesis). This means that less than 40% of content from English sentences is conveyed into CycL and it 
is not done following the strict formal syntax of this FL. This can be seen if compared to the Absolute 
evaluation of the first evaluation scenario (D3.3.1). The number of Full content conveyed sentences 
dropped from 20.9% to 6.2% which is almost 15 percentage points less. The number of Rubble CycL 
sentences grew from 40.7% to 47.9%, i.e. for more than 7 percentage points while number of Mainly non 
fluent CycL sentences also grew from 24.4% to 35.8%, i.e. for more than 11 percentage points. Bottom line 
is that more than 83% of all English real life sentences are translated either as Mainly non fluent or 
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complete Rubble in CycL. This indicates that application of SMT techniques in this scenario will not yield 
directly useful results for semantic annotation of NL sentences. 

Therefore, this approach didn't provide support for the initial research hypothesis, i.e. that the SMT 
systems could be used for direct translation from natural language (English) sentences into formal language 
(CycL) statements. Other approaches in semantic parsing could provide better results and this is what will 
be presented in the following section.  
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5 Evaluation of Unsupervised Semantic Parsing 

The following sections provide details on Cross-lingual Predicate Clustering procedure, the used datasets, 
the experimental setup as well as the evaluation approach chosen to meet the goals of D3.4.2. 

 

Data and Processing Pipeline 

Parallel English and Spanish Wikipedia articles are used as a primary source of input data to the processing 
pipeline. As a result, for each pair of articles we obtain a set of cross-lingually annotated SRL graphs in both 
languages. Subsequently, these serve as input to the construction of similarity matrices over different 
samples of graphs in order to perform spectral clustering. The ultimate goal is the identification of cross-
lingual groups of semantically related predicates in English and Spanish. For detailed descriptions of the 
initial processing steps, please refer to D3.4.2. 

 

 

Figure 2. Data processing pipeline used in unsupervised semantic parsing 

 

Dataset Statistics 

Experiments were conducted on a samples of the original data described in D3.4.2. The original dataset is 
based on parallel English and Spanish Wikipedia articles that were pushed through the processing pipeline.  
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The construction of a relatively small experimental sample dataset was necessary due to computational 
constraints posed by the subsequent clustering step. 

 

 
Dataset 1 

 
English Spanish 

Number of Wikipedia articles 29 29 

Number of  extracted graphs 10421 14864 

# contained DBpedia entities 2065 

# unique DBpedia entities 1379 

Table 6. Experimental sample dataset 

The experimental dataset consists of a random sample of relatively long Wikipedia article pairs, which 
together sum up to around 25 thousand graphs. This sampling strategy ensures a balanced proportion of 
English and Spanish graphs. An unconstrained sampling method would result in an uneven distribution of 
graphs due to the natural prevalence of the English Wikipedia version. 

 

Detailed Example 

The following example further illustrates our approach using two English and two Spanish sentences from 
two parallel articles in the dataset. The corresponding Wikipedia source articles can be found under these 
URLs: 

 http://es.wikipedia.org/wiki?curid=1418687  

 http://en.wikipedia.org/wiki?curid=705022 

We extract annotated SRL graphs from each of the following sentences and calculate the sum of four 
equally weighted similarity metrics 

 

Spanish sentence 1: 
En mayo de 1937 el Deutschland estaba atracado  
en el puerto de Palma, en Mallorca, junto con  
otros barcos de guerra neutrales de las armadas  
británica e italiana. 

English sentence 2: 
In May 1937, the ship was docked in the port of 
Palma on the island of Majorca, along with several 
other neutral warships, including vessels from the 
British and Italian navies.  

Spanish sentence 3: 
Los problemas en sus motores obligaron a una serie de 
reparaciones que culminaron en una revisión completa a 
fines de 1943, tras lo que el barco permaneció en el Mar 
Báltico.  

English sentence 4: 
Engine problems forced a series of repairs 
culminating in a complete overhaul at the end of 
1943, after which the ship remained in the Baltic. 

 

Next, annotated SRL graphs are extracted from each sentence. The illustrations below show sentence root 
predicates as yellow nodes. The adjacent arguments (marked red) semantically connect to their respective 
predicate via a role label (arrow captions). 

 

http://es.wikipedia.org/wiki?curid=1418687
http://en.wikipedia.org/wiki?curid=705022
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Figure 3. Sentence 1 

 

Figure 4. Sentence 2 

 

Figure 5. Sentence 3 

 

Figure 6. Sentence 4 

 

In this example, to measure the similarity of SRL graphs, i.e. predicates, we rely on four similarity metrics on 
predicate clustering described in D3.4.2. Based on these binary graph similarity metrics, the resulting 
symmetrical similarity matrix demonstrates that we can clearly identify two cross-lingual predicate clusters 
(marked green) in this simple example. 
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atracado remained docked permaneció 

atracado 4 0.66 1.35 0.33 

remained - 4 1.06 2.38 

docked - - 4 0.65 

permaneció - - - 4 

Table 7. Pairwise similarity values of the extracted graphs represented by their root predicates 

 

Evaluation Method 

To evaluate the quality of the obtained cross-lingual predicate clusters, we conduct experiments on the 
Question Answering over Linked Data 4 (QALD-4) dataset. The QALD-4 training dataset contains 188 
questions4 in multiple languages, English and Spanish among them, as well as answers in the form of 
SPARQL queries against the DBpedia knowledge base. 

Our approach utilizes the English-Spanish cross-lingual predicate clusters to correctly identify DBpedia 
properties of the query. This process constitutes an important step in the solution of the question 
answering problem.  On the basis of the clustering model, we suggest DBpedia properties for a given 
English and Spanish question and match them against the gold-standard properties of the SPARQL queries 
in the QALD-4 training data. 

We compare the performance of our approach to two baselines described in the following sections. In each 
case, the performance is measured by recall, precision and the F1 measure. 

 

Baseline 1 

This first naïve baseline tries to identify properties based on string similarity between the question tokens 
and DBpedia property labels. Given a question from the QALD-4 training dataset, we firstly obtain the 
question tokens using the Penn treebank-trained tokenizer from Python NLTK [PYTH]. 

In the next step, each token is assigned the one DBpedia property with the highest string similarity between 
its label and the token string. String similarity is measured as the normalized Damerau-Levenshtein distance 
(implemented in Python NLTK [PYTH]). For each token, the property with the highest label similarity enters 
the candidate set. 

Finally, the candidate properties5 are compared to the QALD-4 gold-standard properties. 

 

Baseline 2 

The second baseline takes a more elaborate approach to finding good candidate properties. We  use the 
XLike pipeline to extract annotated graphs from the QALD-4 questions. This way we assign a number of 
DBpedia entities to a question. This set of entity URIs serves to collect candidate properties as follows:  

1. For each entity E , construct the candidate set of associated DBpedia properties as follows: 
SELECT DISTINCT ?p WHERE {E ?p ?obj} U SELECT DISTINCT ?p WHERE {?subj ?p E} 

2. Prune the set of candidate properties by thresholding their Damerau-Levenshtein similarity to the 
tokens of the question.  

Different values of the normalized Damerau-Levenshtein string similarity threshold were evaluated. 

                                                           
4 Additional 12 questions are marked out-of-scope and can not be answered within DBpedia. 

5 Properties are constrained to the following namespaces: http://dbpedia.org/ontology/,  http://dbpedia.org/property/ and 

http://www.w3.org/1999/02/22-rdf-syntax-ns#type 

 



Deliverable D7.3.3 XLike 

© XLike consortium 2012 - 2014 Page 23 of (28)  

 

 

Cross-lingual predicate clusters-based approach 

Our approach aims to surpass the baselines by leveraging the obtained cross-lingual predicate clusters. 
Firstly, each cluster is assigned a set of properties in the same fashion as is done in baseline 2. Each 
property in the set receives a ranking based on its absolute frequency of occurrence within a given cluster. 

In the next step, given a QALD-4 question graphs, we determine the clusters that the corresponding graphs 
are associated with. This process results in a ranked set of candidate properties. We prune the candidates 
set and finally assess the quality of the results through precision, recall and the F1 measure. 

 

 

Evaluation Results 

Baseline 1 

Not surprisingly, a naïve selection of candidate properties based solely on string similarity between the 
question tokens and property labels has a rather poor overall performance on the English-language QALD-4 
questions:  

precision    2.15% 

recall   10.68% 

F1    3.58% 

As an additional shortcoming, this method is limited to English-language QALD-4 questions, because the 
DBpedia property labels are not available in any other language but English. 

 

Baseline 2 

Table 8 summarizes the results of baseline 2 on the QALD-4 dataset: 

 

 
Damerau-Levenshtein similarity threshold 

Precision 0.4 0.5 0.6 0.7 0.8 0.9 

English 3.20% 6.70% 16.80% 24.30% 23.50% 22.5 

Spanish 0.70% 1.90% 5.60% 3.20% 10.00% 0.00% 

       F1 measure 
      English 5.40% 9.70% 19.20% 26.50% 24.50% 22.50% 

Spanish 1.20% 2.50% 6.20% 3.10% 10.50% 0.00% 

Table 8. Evaluation results for different values of the string similarity 
between question tokens and DBpedia property labels. 

 

The best result for English is achieved at a string similarity threshold of 0.7.  

It is interesting to notice the significant performance increase over baseline 1 on the Spanish-language 
questions. This is attributed to the cross-lingual nature of baseline 2.  

Furthermore, we observe a consistently higher English-language performance compared to the evaluation 
of baseline 2 in a slightly altered scenario, as shown in Table 9 (case 2).  The inclusion of the semantic 
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structure of annotated arguments as given by SRL graphs yields consistent improvement over the entity 
annotations alone. 

 

Case 2: Entity-annotated question, no SRL graph extraction 

 
Damerau-Levenshtein similarity threshold 

Precision 0.4 0.5 0.6 0.7 0.8 0.9 

English 2.20% 5.00% 11.30% 19.30% 21.90% 21.60% 

Spanish 0.70% 1.90% 5.00% 6.30% 12.50% 21.40% 

       F1 measure 
      English 4.10% 8.40% 15.70% 22.60% 23.20% 22.25 

Spanish 1.40% 2.90% 6.00% 6.80% 14.30% 20.00% 

Table 9. Baseline 2 performed only on entities from the crosslingual annotation, 
without the subsequent extraction of SRL graphs. 

 

Cross-lingual predicate clusters-based approach 

The evaluation of our approach was conducted on the previously described sample dataset and a variety of 
different clustering configurations. These are described in more detail in Table 10: 

 

Language clustering configuration performance 

 
Cross-lingual constraint Metric Num. Clusters Normalization Num. Dimensions precision recall F1 

Spanish yes m4 500 no 100 30.19% 28.57% 29.36% 

Spanish yes m4 200 no 100 30.05% 28.44% 29.22% 

Spanish yes m4 100 no 50 30.05% 28.19% 29.09% 

Spanish yes m4 200 no 50 29.77% 28.19% 28.96% 

English yes m4 200 no 50 29.52% 27.24% 28.33% 

English yes m4 100 no 50 29.44% 27.09% 28.22% 

English yes m4 200 no 100 29.13% 26.91% 27.97% 

English yes m4 10 no 50 28.99% 26.74% 27.82% 

Table 10. Performance of the cross-lingual clustering-based approach 
measured for different clustering configurations 

 

All investigated clustering configurations focused on cross-lingually constrained similarity matrices. In 
particular, those values of the similarity matrices that described a mono-lingual graphs pair, as indicated by 
mx-ling, were substituted by 0. The cross-lingual similarity values, on the other hand, were left unaltered.  

Table 10 shows the clustering configurations with the highest value of the F1 measure for both languages. 
Especially for the Spanish QALD-4 questions we observe a substantial increase of performance over both, 
baseline 1 and 2.  

To further illustrate the results of our approach, the following excerpt gives an examples of a purely cross-
lingual predicate cluster (cluster ID 420, predicate surface forms are given in brackets): 
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ClusterID 420:  

 predicate ID | predicate surface forms 

 denegar.00  (denegaron)  

 rechazar.00  (rechazó,rechazó,rechazaron,rechazado,rechazó,rechazó,rechazó)  

 declinar.00  (declinó)  

    reject.00     (rejected,rejected)  

    decline.00     (declined)  

    refuse.00     (refused,refused,refused,refused,refused) 

 

In contrast to 420, the cluster with ID 458 was obtained from a cross-lingually unrestricted similarity matrix 
and is thus dominated by English-language predicates. As a result of a 200-clusters configuration, it 
combines two groups of predicates, which are actually antonyms: 

 

ClusterID 458:  

 predicate ID        predicate surface forms 

    terrify.01|terrorize.01        (terrified)  

    trouble.01|perturb.01|distract.01|disquiet.01 (distracted)  

    despise.01|disdain.01     (despised)  

    harm.01          (harm)  

    afflict.01          (afflicted)  

 

    favor.01          (favoured)  

    enjoy.01|love.01         (enjoyed)  

    worship.01|idolize.01|revere.01       (revere)  

    bewitch.01|fascinate.01|charm.01|captivate.01     (charmed,catch) 

 

The relatedness is likely to arise from similarities in the semantic arguments structure of the predicates in 
question. In a configuration with more clusters, these two groups would be separated in different clusters. 
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6 Conclusion 

In this deliverable we have described the evaluation performed on methods and tools developed during Y3 
of the project. We covered the evaluation of the non-standard (informal) language processing (D2.4.2) and 
the direction that was selected in XLike technology to cope with this kind of data streams as well as the 
production of the corpus TweetNorm_es, a resource for evaluation of the task of tweets normalisation. 

Further, we have developed a RECSA, Resource for Evaluation of Cross-lingual Semantic Annotation, a 
parallel corpus manually annotated, that is used for evaluation of methods developed in WP2 and WP3, 
and presented during Y3 at the LREC2014 conference to be available to wider Language Technology and 
Knowledge Technology research communities as the Golden Standard for Cross-lingual Semantic 
Annotation. 

The evaluation of the Final Machine Translation based semantic anotation prototype (D3.3.2) is also 
described. Judging by automatic evaluation procedure, the scores of three standard automatic MT 
evaluation metrics (BLEU, NIST and METEOR) could guarantee high quality translation since these scores 
were higher for the enlarged TM that was used to build a En-EnSemRep-Model04 system than the previous 
early prototype En-EnSemRep-Model02 system. However, human evaluation applied intrinsically in 
comparative evaluation scenario yielded results that displayed slightly better performance of the enlarged 
TM, i.e En-EnSemRep-Model04 over En-EnSemRep-Model02. On top of that, the human evaluation was 
applied extrinsically in the absolute evaluation scenario on 1000 sentences randomly selected from 
Bloomberg texts. This evaluation has shown that application of En-EnSemRep-Model04 brought a drop in 
number of sentences evaluated as conveying the full content, while the CycL rubble statements grew to 
more than 83%. 

The evaluation of the cross-lingual unsupervised semantic parsing (D3.4.2) techniques, namely, Cross-
lingual Predicate Clustering was also performed and its results are presented. This method shows some 
promising advancements for large-scale processing approach. 
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