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Abstract 

AnnoMarket proposes, in addition to the suite of text processing pipelines, a large data pool of Web 
resources in several languages. Services associated to this data pool and proposed to the AnnoMarket 
users are threefold: (i) enrichment of the pool with data crawled from user-specified web sources, (ii) 
export of selected resources, based on a rich set of criteria (language, publication date, domains, 
documents types), and (iii) production of statistics (n-grams) for selected subsets of the data pool. 
These services are respectively called crawl on-demand, language resources, and language models. 
They are integrated in the AnnoMarket platform as a means to (i) supply Web datasets to users 
interested by exploring Web data, possibly captured according to their own specification, and (ii) 
apply AnnoMarket pipelines to a ready-to-use dataset. The present deliverable describes these 
services. 
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1  Introduction 

The following Figure shows the organization of the three services. They rely on the Internet Memory 
platform, which provides: 

• The Internet Memory crawler, MemoryBot, a large-scale crawler focused on scalability, 
consistency, and efficiency. A specific effort has been conducted in the context of 
AnnoMarket to clarify the crawl model of MemoryBot, in order to establish a sound basis for 
the definition of a user-oriented crawl-on-demand interface.  

• An annotation/indexing mechanism, which enables extraction of features at the document level 
(e.g., language identification, boilerplate removal) and creates an associated index. 

• The data pool, organized in collections, and equipped with query and data extraction facilities. 

 
Based on these tools, data-oriented AnnoMarket services have been implemented and integrated in the 
platform.  

The Crawl on-demand (COD) service is used to create, specify and run crawls in order to extend the 
content of the data pool with (public) Web data of interest to the AnnoMarket users. It is useful in 
particular to capture the content of Web sources not yet integrated in the collection, covering topics 
that the user wishes to submit to the AnnoMarket text mining pipelines. These sources can be 
specified as a list of seed URLs (typically, the home page of targeted sites, or the location of some 
RSS feed), along with parameters that dictate how the crawler will navigate to harvest the required 
content. One such parameter is for instance the language of the Web resources to be collected, 
evaluated at crawl time by MemoryBot. The crawl is then operated in the background, and an 
automatic ingestion/annotation/indexing process is launched to make the cleaned data available in the 
pool. 

The Language Resource (LR) service allows retrieving the content of Web resources stored in the data 
pool, along with the features produced during the annotation process. It is decomposed in a set of 
inspection services to obtain statistics on existing Web resources, including the freshness of data, the 
number of versions (in case a temporal analysis focused on content evolution patterns is required) and 
non-functional properties such as the size, distribution of MIME types etc. The main service is a 
lookup facility supporting the synchronous or asynchronous execution of queries that retrieve a set of 
resources satisfying a combination of criteria’s. This service delivers resources packaged in the 
standard Warc (Web Archive) format. The final step consists in downloading Warc files from the 
AnnoMarket site. 

Finally, the Language Model (LM) service computes and supplies statistical information (e.g., n-grams 
distribution) on selected subsets of the data pool. The service can be seen as an extension of the 
Language Resources service. Indeed, it combines a selection of resources from the data pool, typically 
in a single language and covering some topic (e.g., all documents in French featuring the keywords 
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boulangerie or patisserie), with n-gram computation. The result consists of a JSON document 
summarizing the statistical properties of the selected set, and downloadable from AnnoMarket. 

We give some details on the design and functionality of each service in the following sections. 

2 The crawl service 

2.1 Specifying crawls 
The crawler is driven by crawl specifications. A specification is a set of parameter values, which 
together define the behaviour of a crawl. The principle of operations is that: 

1. at crawl initialisation time, a specification consists of a list of seeds, i.e., URLs the crawl 
should start from, and parameters; 

2. a crawl is started, and then operates according to the specification currently in effect;  
3. at any moment, seeds can be appended, or parameter values can be overloaded, and the 

crawler dynamically adjusts the crawl progress to take into account the new specification.  

Moreover, a crawl can be paused, resumed, and stopped at any moment. All these instructions can be 
expressed via COD services, introduced next.  

Note: MemoryBot, the crawler designed and implemented by Internet Memory, relies on a rich crawl 
model, which allows in particular to combine the production of several URL stores according to 
complex rules. In addition, a crawl can feed one or more collections. In the context of AnnoMarket 
where the crawl facility is not a central one, and user needs are expected to be simple, we decided to 
pre-set many of the parameters deemed to be of marginal importance, and to always feed a unique 
collection which forms the data pool. For simplicity reasons, we also decide to create a single crawl to 
which all the specification changes are sent. As a result, the interface to run and monitor the crawl is 
quite simplified with respect to the full power of the underlying crawler. If requirements coming from 
AnnoMarket users appear to require some extension of the public interface, this would be at minor 
costs since the functionality would probably be readily available.  

So, a dedicated crawl is created for AnnoMarket, therefore there is no need to create one. The crawl 
can be paused/resumed, depending on new requests sent via the AnnoMarket platform. Data collected 
on behalf on AnnoMarket by this crawl are inserted in a dedicated collection, called annomarket. The 
REST interface that supports the communication assumes that these choices are pre-set and cannot be 
modified. 

Let us focus now on how the crawl proceeds internally. Assume that a new URL u has to be fetched. u 
might be a seed, i.e., part of a crawl request sent through the service; u might also be a URLs newly 
discovered during crawl navigation. u is first sent to a (URL) store. A filtering process then determines 
whether the URL is already present in the store, in which case we know that u has already been 
fetched. Else, u is eventually fetched, and we obtain a Web resource, r. 

Now, r is parsed, some features are extracted (e.g., language, out links), and the following decision 
functions are executed: 

1 - archiving decides whether r must be archived, i.e., inserted into the collection; 
2 - scoping decides whether each link found in r is part of the crawl scope, and thus candidate 
to be fetched; 
3 - destination specifies the URL store to which each link (in the scope) must be sent. 

The crawl then proceeds with the links accepted by the scoping function. They are put in some URL 
filter (called a store), which eventually determines whether the corresponding Web resource has not 
already been fetched, and so on. We now detail each aspect. 
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2.2 Crawl specifications: seeds 
A specification is essentially a list of seed URLs, along with crawl parameters pertaining, in particular, 
to the archiving, scoping, and destination decision functions (see below). As already mentioned, a 
specification is not static information attached to a crawl. It may evolve during the research-driven 
process, as new behaviours are adopted for the decision functions, or new seeds are appended to the 
initial list. 

Seeds are URL to be fetched from the Web. When a crawl is started, the store is empty, and thus the 
seeds (assuming they don’t contain duplicates) are actually fetched. Seeds appended to an already 
existing crawl, however, are subject to the duplicate test, the default rule being that they are simply 
ignored if the URL has been fetched previously. A specification option allows enforcing the fetch of a 
URL, whatever its status in the store. 

2.3 Crawl specifications: decision functions 
Decision functions are an essential part of a crawl specification. They consider a context made from a 
resource fetched from the Web, along with features associated to this resource. The list of features is 
only limited by the time spent for their extraction. In order to keep a very fast crawling process, we 
only consider in the moment the following features: 

1. the number of ''hops'' executed to find r from one of the seed; 
2. the MIME type, which determines the other features (i.e., no features extracted from non-

textual content); 
3. the language (a particular important feature in the AnnoMarket context); 
4. syntactic features from either the URL itself (domain, protocol, etc.) or the content 

(length); 
5. list of outlinks for HTML content. 

The decision functions rely on these features. 

2.3.1 Scoping 

A scoping function applies a sequence of filters to determine the fate of each out link: ignore it, or 
send it to the destination function. One can distinguish two types of filters: 

• Content filters. They return a Boolean value based on the feature(s) of r: language, 
presence of some keywords, MIME type.  

• Link filters. They return a Boolean value based on the feature(s) of a given link.  

Content filters apply to r and thus result in a global decision applied to all the links at once. For 
AnnoMarket, one might decide for instance that if r is not in a pre-defined language, all links are out 
of scope. Another possibility is to navigate one step further, with the hope of finding resources in the 
language of interest. In that case, the archiving decision function should be tuned to avoid storing r 
itself (see below).  

Content filters are inherently limited by the list of features extracted from the content. Because of 
efficiency constraints for Web-scale crawls, this list is short and mostly consists of basic features, 
which can be quickly computed. It should also be underlined that a single resource instance does not 
provide much information for a robust and founded decision. No classification process, requiring a 
representative set of resources taken from a site, can be applied at crawl-time for instance. However, 
as mentioned, the presence of the language in the list of features satisfies one of the essential 
requirements for AnnoMarket captures. 
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Another filter global to all the links of r is the maximal number of hops. If h is the number of hops of 
resource r, then the number of hops for each link is h+1 and we can discard all the links if the max-
hops parameter is reached. 

Link filters apply to each link found in r. They only rely on the URL representation of the link (recall 
that the associated resource has not been fetched yet). Those filters mostly consider the white list and 
black list of domains. A link, to be kept, must have a domain that belongs to the white list and does not 
belong to the black list.  

2.3.2 Archiving 

The archiving decision function takes a Web resource r and determines whether r must be kept in the 
repository. The decision is based on r's features as discussed previously, namely the language, 
keywords, and any feature that can be extracted at crawl-time. This allows crawling of resources that 
are not in some expected language, without storing them. A typical example of this behaviour is when 
the home page of some site presents a default language (say, English), with links referring to a 
translation is the desired language.  

2.4 Interface for crawl specifications 
The following only provides a general overview of the crawl services. The URL of the COD service is 
denoted as annoserv.  

2.4.1 Adding seeds 

POST annoserv/seeds 
Post as multipart/form-data a plain text file containing a list of seed URLs (one URL per 
line). The request body is of the form: 

Content-type: multi part/form-data, boundary=AaB03x  
--AaB03x 
content-disposition: form-data; name="file";filename="seeds.txt"  
Content-Type: text/plain  
... contents of seeds.txt ...  
--AaB03x-- 

 

2.4.2 White and black lists 

The white list (resp. the black list) is a list of domain (top-level domain, pay-level domains or even 
sub-domains); which restricts (resp. prevent) the crawl navigation. As a simple example, the white list 
might consist of the single TLD uk (the crawler will only navigate in the UK domain by following the 
related links), and the black list would add some exceptions (such as bigspam.uk). 

The services for white list and black list take the same form. In the case of white list: 

POST annoserv/whitelist 

Post as multipart/form-data a plain text file containing a list of domains  (one domain per 
line). The request body is of the form: 

Content-type: multi part/form-data, boundary=AaB03x  
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--AaB03x 
content-disposition: form-data; name="file";filename="wl.txt"  
Content-Type: text/plain  
... contents of whitelists.txt ...  
--AaB03x-- 

2.4.3 Configure max hops  

The number of hops specifies the number of links followed by the crawler during a navigation. Several 
criteria to determine the number of hops can be used:  

• from the initial seed;  
• inside a given pay-level domain,  
• out of the scope (i.e., out of the white list).  

The service takes the form: 

POST annoserv/hops 

The request body is a JSON object : 

 

{   
 "max_hops_from_seeds": 3,    
 "max_hops_in_pld": 3, 
 "max_hops_out_of_scope": 3 
 } 

Only the specified types of hop will be changed 

2.4.4 Language 

A scoping parameter of particular interest to AnnoMarket is the language of crawled documents. 
Language(s) can be specified by POSTing the following JSON object: 

{ 
 "action": "add"/"delete" 
 "languages": ["fr"] 
} 

This concludes the interface published as part of the AnnoMarket crawl on-demand service at the time 
of writing. As mentioned above, the underlying crawl model allows, if needed, many extensions to 
refine the specification of a capture. 

3 The Language Resource service 

Once a Web dataset has been crawled, an ingestion process parses unstructured sets of Web resources, 
and inserts these resources in the annomarket collection. Language Resources can then be extracted 
from this collection. 
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3.1 Representation of a Web resource 
The pool stores not only the mere content of a resource, but also associated features, which are either 
obtained from the Web server during the crawl (e.g., language, MIME type, length, HTTP fields) or 
obtained during ingestion thanks to an annotation mechanism. These features are used to index the 
collection. It is therefore possible to search a subset of the collection with a combination of criteria on 
the language, document type, date of capture, etc.  

A row is identified by its URL and represents a Web resource, possibly with several versions. The 
domain in URLs is reversed in order to cluster resources from a same domain/sub-domain. For 
instance: 

  http://www.mysite.com/p1/p2/doc.html 

is indexed with the key: 

  http://com.mysite.www/p1/p2/doc.html 

Versions are identified by a timestamp, which takes the form a long integer representing the number of 
seconds between a particular date and the Unix Epoch (the "Unix timestamp", see 
http://www.unixtimestamp.com).   

REST clients have to use a domain reversal method to query the repository with the correct key 
representation. Timestamps are usually provided by calling the ``versions`` sub-service, otherwise 
(e.g., for queries searching the nearest timestamp) a Unix timestamp convertor must be applied. 

The following services are supplied for access to the annomarket collection.  

• ``versions``:  allows to get the list of versions for a row. 
• ``content``:  used to retrieve the content of a resource, usually not in JSON. 
• ``lookup``: search using a secondary index, retrieving a list of resources keys. 
• ``pipe``: combines a search and the export (as Warc files) of selected Web resources. 

All services, except  ``lookup``, require an a-priori knowledge of a URL.  URLs can be obtained by 
the ``lookup`` service. Finally, the URLs obtained by a lookup operation can be exported from the 
pool thanks to the pipe interface. 

A pipe is a general mechanism, which combines queries and some computation applied to the query 
result with so-called agents. Pipes are the main communication channels through which AnnoMarket 
users can retrieve data from the data pool. In the case of Language Resource, the data is merely the 
Web resource, possibly with annotations, hence no agent is applied, and the pipe specification is 
limited to the query. However, for the Language Model service  (to be described later), which also 
relies on pipes, a specially developed agent producing n-gram statistical information must be used. 

The definition of a pipe is created and modified via the REST interface. The pipe is saved with a name 
and a unique pipe URI is produced. This URI can then be used to retrieve the pipe output, which is 
packaged in container files (Warcs). Whenever the result is complete, a notification is sent to the client 
application, along with the URL from which files can be retrieved. 

 

3.2 The versions sub-service 

Given a (reversed) URL, the list of versions is obtained with: 

annoserv/versions/{url} 
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It returns an array with a list of timestamps that can be used to access a particular version with the 
other services. 

3.3 The content sub-service 

Given a (reversed) URL and a timestamp, we can access a version, i.e., a Web resource associated 
with metadata extracted by the extraction engine. The Web resource itself is retrieved thanks to the 
content service with the pattern: 

annoserv/content/{resource}/{timestamp} 

Calling this service returns a generic HTTP message where the ``Content-type`` header defines 
the MIME type, and the ``Content-length`` the size of the resource body. 

3.4 The lookup service 

The lookup service allows querying the ElasticSearch index built on a collection. One sends a query 
(which can be a large string) with a POST request to the service: 

annoserv/lookup 

It returns a JSON document containing the number of hits for this query, total fetch number, 
processing time in milliseconds and an array of results containing, in each entry, a map of the 
properties of the result. The query syntax that can be used on this service follows the Apache Lucene 
Query Language Syntax1.  

Using the service client, the user can pass the query object in the request body: 

{ 
    { 
    "query_string": [QUERY], 
    "search_option": [SEARCH_OPTION] 
    } 
} 

Available query types are: PhraseQuery, TermQuery, TermsQuery, RangeQuery, and BooleanQuery 
(see the Lucene syntax mentioned above). 

It is expected that queries will always feature a value for the lang features in order to process a 
single-language document set. This constraint is however not enforced in the REST service, which 
aims at staying generic. Additional features can be freely added to specialize – or not – the query 
result to a specific subset of the collection.  

3.5 The pipe service 

A pipe can be created by sending a POST request to the /meta/pipes service. A pipe definition 
essentially consists of a query, and a list of agents. Here is an example of the POST request content: 

{ 
  "label": "FrenchLM", 

                                                        

1 http://lucene.apache.org/core/old_versioned_docs/versions2_9_1/queryparsersyntax.html#Terms 
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  "collectionName": "annomarket", 
  "applicable": [ 
    "content" 
  ], 
  "query": { 
    "query_string": { 
      "lang": "fr", 
      "keywords": "boulangerie" 
    } 
  }, 
  "agents": [ 
    { 
      "agentName": "LMAgent", 
      "projectedFeatures": [ 
        "ngramCount" 
      ] 
     } 
  ] 
} 

A pipe can be accessed by its UUID, a unique identifier generated when the pipe is first created.  

Once a pipe is defined, a job which evaluates the pipe is started by: 

POST /pipes/{uuid}/jobs  

The request returns the ID of the started job: 

{ 
    "uuid": "d36c763b-e1f6-4e07-a00a-13a84e5d916a" 
} 

The application can then interact with the execution engine to monitor the status of job(s). For instance 
the list of all (submitted, running and finished) evaluation jobs of a pipe is can be obtained by: 

The result of a pipe job consists of Web resources is stored in a set of WARC files. The application 
gets the name of file(s) produced by a job with the following request: 

GET /pipes/{uuid}/jobs/{jobUuid}/files 

Here is a sample result: 

{ 
  "files": [ 
    { 
      "name": "Xu398.warc.gz", 
      "size": 109789873 
    ] 
} 

Finally, WARC files can be downloaded through the following request: 

GET /pipes/{uuid}/jobs/{jobUuid}/files/{fileName}  

Files are maintained in an output area for a given period (a few days, configurable).   
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4 The Language Model service 

The LM service allows the creation of on-demand language models (LMs) based on the selection of a 
collection of documents satisfying some complex criteria, including the language, but also several 
features of interest such as the date of capture, URLs (domain, sub-domain, top-level domains), the 
publishing media (e.g., a Blog, a regular Web site, a news site) and domain/keywords annotating the 
collection in the repository. This lets users create highly specialized LMs built from documents 
representative of a given area. As a very simple example, one can produce a LM for a single Web site 
or Blog, thereby characterizing the vocabulary and style of one (or few) author(s). A more 
sophisticated application is the derivation of domain-specific LMs, e.g., financial documents published 
in the UK during the last three years. 

The LM Creation service is a specialized pipe that combines queries and statistical agents in order to 
produce statistical information from a selected subset of a Web collection. Unlike LR produing 
WARC files, the LM service produces n-grams counts, packaged in simple files (JSON), which can be 
exploited either as such, or in association with AnnoMarket pipelines if needed.  

Two distinct REST APIs are supplied to access this output. The synchronous API is useful for small 
results (i.e., up to at most a few hundreds resources). It applies on the fly the agent to the query results, 
and sends the annotated resources as part of the answer to the HTTP request. 

The asynchronous API must be used for large outputs. When the request is sent by the client 
application, a request id is returned and AnnoMarket registers internally a job to process the request. 
This job produces the result, packaged in container files. Whenever the result is complete, a 
notification is sent, along with the URL from which files can be retrieved. 

The LM agent extracts n-grams from the selected documents, groups these n-grams and computes the 
relevant statistics. The result is written in a plain text file, which can be downloaded by the client 
application. The agent consists of two components: an extractor and an aggregator, briefly described 
below. 

4.1 The N-Gram Extractor 
The role of the extractor is to produce key-value pairs (n-gram, count) from the document content. It 
takes as parameter the value n. We actually apply the following workflow of transformations in order 
to “normalize” the textual input. 

1. Boilerplate removal. This extracts the “core” content of a Web page, ignoring boilerplate 
information that would bias the result.  

2. Plain-text extraction. Once the core content identified we remove all tags and annotations 
from the text. 

3. Cleanup. Finally, a cleanup of the text gets rids of punctuation and normalizes blank 
characters. 

This is quite a standard workflow. The result of its application to a textual Web resource is a (large) 
character string with words separated by single white spaces. The extractor then proceeds with n-gram 
extraction: all the sequences of n words are counted, and one obtains a list of key-value pairs (n-gram, 
count). 

4.2 The N-Gram Aggregator 
The n-gram aggregator computes n-gram statistics from frequencies of k-grams with k=n. This 
aggregator scans a sorted list of k-gram frequencies and constructs statistics of k-grams with k = 1...n 
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in a streaming way. The implementation of this aggregator follows the idea descried in [BS13]. This 
aggregator produces aggregated results as a plain text file each of whose line represents pattern 
frequency and document frequency of each k-gram pattern. The current implementation provides two 
different types of n-gram aggregators, one produces n-gram statistics of all language, and another 
produces k-gram statistics par language. 

 

Here is an extraction of a sample result: 

de        vpn    346      138 
en        vpn    14556    6799 
es        vpn    325      47 
fa        vpn    10       1 
fr        vpn    10336    9187 
it        vpn    10       10 
ja        vpn    607      170 
ko        vpn    19       1 
nl        vpn    11       9 
pt        vpn    39       13 
ru        vpn    21       5 
tr        vpn    10       2 
unknown   vpn    60       39 
vi        vpn    11       1 
zh        vpn    12       3 
_all      vpn    26373    16425 

In an output file, each line has four data fields divided by tabs (\t, Unicode character U+0009). The 
first field indicates language of documents. It has one of 2-letter language code, “unknown” 
(indicating documents whose language cannot be identified) or “_all” (indicating all documents). The 
second field indicates a pattern. The third field is a frequency of the pattern and the fourth is number 
of documents in which the pattern appears at least once. 

4.3 Pipes for LM creation 
A language model is created just as a language resource (see above), the only difference being the 
addition of the Language Model agent, which combines the extractor and aggregator previously 
described.  

The result of a LM job is stored in a JSON file. It contains one large array of key-value pairs, where 
the key is an n-gram and the value is the count of this n-gram. The application gets the name of file(s) 
produced by a job with the following request: 

GET /pipes/{uuid}/jobs/{jobUuid}/files 

Here is a sample result: 

{ 
  "files": [ 
    { 
      "name": "ngramcount.json.gz", 
      "size": 399952, 
      "type": "json" 
     ] 
} 
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Finally, files can be downloaded through the following request: 

GET /pipes/{uuid}/jobs/{jobUuid}/files/{fileName}  

JSON files are maintained in an output area for a given period (a few days, configurable).   

5 Conclusion 

The present Deliverable covers the presentation of data supply services offered by the AnnoMarket 
platform. The combination of these services allows the creation of ad-hoc datasets crawled from the 
web, a selection from these dataset of resources satisfying some criteria, and finally the computation 
of statistical information from these resources. A distinctive feature of the service with respect to, say, 
standard n-gram models provided by Google, is the ability to select a subset of documents based on 
syntactic, semantic and temporal properties. This enables the production of ad-hoc models accurately 
representing the language used in a specific context. We believe that this offers a nice complement 
valuable feature to the AnnoMarket environment, as a means for pipelines to exploit this information. 

Several extensions are possible to refine these services. First, the crawl on-demand model is currently 
extremely simplified with respect to the capacities of the crawler. Depending on future user 
requirements, we could publish additional parameters and functions to enrich the power of the crawl 
specifications. Regarding the production of language models, there is also room for several 
enhancements. The current tokenization for instance is basic. It could be extended with state-of-the art 
techniques and possibly tailored to better handle the specific language at hand. Other standard text 
processing methods (lemmatization) could also be introduced, although it is unclear whether this 
would not lead to a loss of relevant information. Another option is to run these additional steps as a 
post-processing of the supplied n-gram models. We thus consider that the n-gram statistics currently 
produced constitute a sound basis for enriching the context of AnnoMarket pipelines with language 
information. 
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