
DELIVERABLE SUBMISSION SHEET 
 

To: Susan Fraser (Project Officer) 

         EUROPEAN COMMISSION  

         Directorate-General Information Society and Media 

         EUFO 1165A 

         L-2920 Luxembourg 
 

From:  

Project acronym: ANNOMARKET Project number: 296322 

Project manager: Hamish Cunningham 

Project coordinator The University of Sheffield (USFD) 

 

The following deliverable: 

Deliverable title: News analysis & biomedical text annotation services 

Deliverable number: D5.2 

Deliverable date: 31 March 2014 

Partners responsible: PA 

Status:  Public     Restricted     Confidential 

is now complete.   It is available for your inspection. 

  Relevant descriptive documents are attached. 

 

The deliverable is: 

 a document 

 a Website (URL: ...........................) 

 software (...........................) 

 an event 

 other (...........................)  

 

 

 

Sent to Project Officer: 

Susan.Fraser@ec.europa.eu 

Sent to functional mail box: 

INFSO-ICT-296322@ec.europa.eu 

On date:  

31 March 2014 

 



Grant Agreement Number: 296322 

ANNOMARKET 

www.annomarket.eu 

News analysis & biomedical text annotation services 

Deliverable number D5.2 

Dissemination level Public 

Delivery date 31 March 2014 

Status Final 

Author(s) Helen Lippell 

 

This project is supported by the European 

Commission under the Information and 

Communication Technologies (ICT) Theme of 

the 7th Framework Programme for Research 

and Technological Development. 



D5.2 News analysis & biomedical text annotation services  

Page 2 of 11 

Abstract 

This deliverable outlines the vertical-specific services that have been developed for AnnoMarket. The 

specific domains we have focussed on are news and social media, and biomedical information. 

The document draws on some information previously presented in Restricted deliverable D3.2, adds 

information about new services, and provides some more business-focussed context about the 

pipelines. PA, the lead partner on this deliverable, sees great potential in using the AnnoMarket 

platform to provide custom text annotation services which are applicable to the broad range of 

domains that its content covers. The deliverable should be read in conjunction with Public deliverable  

D3.3, which provides some technical details that are not duplicated here. 
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1 Introduction 

Deliverable D3.3 (WP3) gives comprehensive technical detail about, and user documentation for, the 

full range of pipelines available on the AnnoMarket platform. Many of these are low-level language 

processing tools (eg stemmers) and/or services for non-English languagesbut the portfolio of pipelines 

includes some developed in WP5 to extend the marketplace to specific industry verticals.  These 

pipelines are intended to encourage customers and developers alike by showing the flexibility of the 

platform, and this deliverable discusses them from a business perspective – the technical information 

can be found in D3.3 and is not repeated here. 

The most important of the vertical-specific pipelines for PA is the AnnoMarket News Pipeline; for this 

reason the document goes into deeper detail about the business objectives, scope and future 

exploitation potential of this pipeline. 

2 Descriptions of the pipelines 

2.1 News and social media 

2.1.1 AnnoMarket News Pipeline 

 

The AnnoMarket News Pipeline is a named entity recognition pipeline dedicated to the news domain. 

It combines text mining tools from the University of Sheffield with the Press Association's extensive 

knowledgebase of newsworthy entities. 

2.1.1.1 How it originated 

The concept for a news entity pipeline was driven by PA’s desire to leverage and ultimately 

commercialise their growing semantic knowledgebase.  It is a collaboration with the University of 

Sheffield and was first worked on at a consortium technical hack day in September 2013. It was 

subsequently augmented with further features by USFD. 

2.1.1.2 Business perspective 

The knowledgebase is an important part of PA’s dynamic semantic publishing strategy. PA has been a 

supplier of news content for nearly 150 years, and is in the process of adapting to new business models 

as a digital-first business, as opposed to relying on its traditional print customers. Fundamental to the 

overarching content strategy is the need to apply semantic metadata in order to enable reuse, 

aggregation, multimedia cross-linking, and retrieval from the huge archive of assets (eg 6 million 

images).  

Semantic linked data will be used in many products in the digital portfolio, as it adds value both 

through enriching the content and also helping customers reduce the amount of processing they need 
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to do to discover, ingest and use the content themselves. For this reason AnnoMarket is an attractive 

outlet to experiment with new commercially-focussed text annotation services that use PA entity data 

with both PA’s own unique identifiers as well as IDs from public open data services such as Freebase 

and DBPedia. 

2.1.1.3 Scope of entities within the PA knowledgebase 

The pipeline currently contains around 2,000 entites which are either a Person or an Organisation. The 

entities were curated from September 2012 onwards, and are considered ‘newsworthy’ to the PA’s 

core customer base in the UK and Ireland. The Person entities include sportspeople, celebrities, reality 

television stars, politicians and notable executives from the business and public sectors. Organisations 

include sports teams, leading firms in important industry sectors such as supermarkets and 

manufacturers, government and international bodies, terrorist groups and pop bands.  

2.1.1.4 Sustainability and maintenance 

As the news pipeline is still to a certain extent in an alpha state, there will be a need to implement a 

way of keeping it ‘topped up’ in future with new and updated semantic entity information. The ability 

to update individual components of pipelines in general has been requested by various technical 

experts the project team have spoken to. Therefore this will be one of the main development features 

to be taken into consideration as the platform matures. 

News is clearly a fast-changing field. For example, new things become important, people change roles, 

organisations merge or go bust, and people are born or die. Sometimes it is even necessary to update 

the Linked Data identifiers that pipelines entities are connected to. 

The ongoing value of the news pipeline will only be fully realised if the entity data is kept up to date, 

and we would aim to investigate how these updates could be used to derive additional revenue from 

the pipeline’s users. 

2.1.1.5 What the pipeline annotates 

Documents processed will be annotated with occurrences of standard entity types, such as Person, 

Location, and Organisation. Entities included in the PA knowledge base will also be associated with 

their PA URI, which allows advanced integrated semantic searches to be performed. 

The pipeline also has comprehensive support for recognition and normalization of dates, including 

date ranges and relative date expressions, such as "last year". Also recognized are numbers, ratios, 

percentages, amounts of money, and measurement units. 

The full list of annotation types is described below : 

1. Token: Text elements, such as words, symbols, and punctuation. The following features are 

produced: 

 string: the string of the token; 

 category: the part-of-speech of the token; the full list of permitted values can be consulted in 

the GATE User Manual; 

 root: the morphological root for the token. 

2. Content: Areas of the input text found to contain salient content (as opposed to boilerplate, such as 

menus and side bars). These annotations are produced by the Boilerplate content detector module, and 

have no features. 

3. Date: Expressions referring to dates. The following features are present: 

 normalized: an integer value representing the date value in the form yyyymmdd. For example 

November 12th 2010 would be represented as the number 20101112. This representation 

scheme allows date values to be very efficiently compared with each other. 
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 relative: a nominal feature taking the values "past", "present", and "future" showing the 

relationship between the date annotation and the date of the document. 

4. DateRange: annotation for date ranges, such as "January 14th 2010 - October 5th 2010", or "last 

year". The following features are present: 

 normalizedStart, normalizedEnd: the start and end dates of the interval, represented as an 

integer number, using the same scheme as for Date annotations. 

5. Location: Expressions referring to geographical locations. The following features are present, when 

available: 

 locType: the location type, one of: airport, city, country, province, region. 

6. Measurement: expressions of physical measurements. These are normalized and can be indexed 

with GATE Mímir, using the dedicated annotation handler. This allows measurements and queries that 

use different units (e.g. inches and millimetres) to be matched to each other. The following features 

are present, when appropriate: 

 type: one of "scalar" or "interval". Scalars are single value measurements, while intervals 

comprise a pair of values. 

 dimension: the dimension being measured, e.g. length, weight, or time. 

 normalisedUnit: the SI measurement unit for the current dimension, e.g. "m" for lengths. 

 normalisedValue: the measurement value converted to use the normalized unit. This feature 

is only present for scalar measurements. 

 normalisedMinValue, normalisedMaxValue: the minimum and maximum values, expressed 

in normalized units, for interval measurements. 

7. Money: amounts of money. Features: 

 value: the numeric value, e.g. 2000000.0 for "two million dollars" 

8. Number: expressions of numbers, using either digits or letters. Features: 

 value: the numeric value 

 type: one of "numbers", or "words". 

9. Percent: percentages, with the following features: 

 value: the value expressed as a number, e.g. 0.25 for 25% 

10. Person: Person names. Features: 

 gender: one of "female", or "male". 

 class: the ontological class for this entity. Only present if the entity is included in the Press 

Association knowledge base of newsworthy entities. 

 inst: the ontology URI for this entity. Only present if the entity is included in the Press 

Association knowledge base of newsworthy entities. 

11. Organization: Names of organizations, such as companies and charities. Features: 

 class: the ontological class for this entity. Only present if the entity is included in the Press 

Association knowledge base of newsworthy entities. 

 inst: the ontology URI for this entity. Only present if the entity is included in the Press 

Association knowledge base of newsworthy entities. 

12. Ratio: ratios, such as "half", or "2/3". Features: 

 value: the value, expressed as a decimal number. 

13. Sentence: individual sentences in the input text. No annotation features are produced. 
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In addition to annotations, the pipeline also generates a date feature associated with the whole 

document, which contains the identified document date. The value is an integer number, using the 

same representation scheme as Date annotations.  

 

 

Figure 1 List of components in the AnnoMarket News pipeline 

 

 

Figure 2 Annotated news article showing entities and colour-coded types 
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2.1.2 Political speech categoriser 

 

The text categoriser has the almost-unenviable task of working out the topic of individual sentences 

within political speech or document content. It analyses a sentence and tries to assign it to one of 12 

pre-trained topics: 

 civil-liberties 

 crime 

 economy 

 defence-and-foreign-policy 

 education 

 environment 

 europe 

 health 

 immigration 

 political-reform 

 uk-countries 

 work-and-welfare 

It has been measured as having a level of accuracy of 72% - respectable given that political speech is 

often jargon-filled and designed to obscure true meaning. Future development and document training 

could help improve this, but its immediate value is in analysing documents at scale to enable an 

aggegate view of trends. For example, quotes attributed to a particular politician could be analysed 

over time to see how their priorities change, say, before, during and after an election campaign. 

 



D5.2 News analysis & biomedical text annotation services  

Page 8 of 11 

 

Figure 3 Annotated political news document showing assigned categories 

2.1.3 UK and Ireland Political news named entity recognition 

 

This pipeline uses data provided by PA to identify named entities and other key terms relevant to UK 

and Ireland politics and parliamentary business. The entity types recognised include : 

 Names of current, as well as prominent former, UK politicians (both MPs and peers of the 

House of Lords) 

 Titles of UK political offices/positions such as Prime Minister, various Secretaries of State, 

Speaker, Attorney General, etc. 

 Significant political buildings commonly mentioned in news reporting, either as literal 

references to the location or as metonyms (e.g. “Holyrood” to refer to the Scottish 

Government) 

 Names of government departments and agencies 

 Significant political events (elections, summits, etc.) 

 Names of parliamentary constituencies in England, Scotland, Wales and Northern Ireland 

 Names of UK taxes and benefits 

This is an early version of a pipeline that PA would like to enhance going forward with more 

vocabularies and linguistic features. It is intended to use the business’s subject matter expertise within 
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a specific area of the news (and politics is one of the most important areas that PA delivers content on 

to its customers). 

It also serves as a kind of prototype for what PA are interested in contributing to the platform in future 

– highly-tailored services in specific areas of news coverage. Data to supply gazetteers in such 

pipelines is already stored in internal systems, so AnnoMarket is effectively providing a channel for 

PA to monetise the work that goes into maintaining these. 

2.1.4 TwitIE 

 

 

The TwitIE pipeline has been developed by the University of Sheffield in conjunction with 3 other 

FP7 projects (ARCOMEM, TrendMiner and UComp). The set of default annotations it supports is 

described fully in D3.3. 

Social media is an attractive domain for AnnoMarket because it is currently a popular source of data 

for many types of organisations such as start-ups, research bodies. Many industrial sectors are looking 

to mine social data for insights into their customers, competitors etc. Specifically within media and 

news, Twitter has become an invaluable part of the overall data ecosystem. It is both a platform for 

media companies to reach customers, but also increasingly a source of breaking news and huge sample 

size for assessing sentiment and opinion on big stories and events. 

In terms of text analysis, the unique features of Twitter make it an interesting case to build pipelines 

for. The 140 character limit has forced users to adopt novel ways of conveying meaning, such as 

emoticons, the  # hashtag and @ for mentioning other users. TwitIE is tailored towards identifying and 

annotating these features, thus providing a foundation for potential further analysis. 

In the various dissemination activities in year 2 of the project, there has been a very positive response 

from many event attendees to the Twitter-based work. It has helped make text annotation relevant to a 

wide range of potential users. Also, there are many companies offering some form of Twitter analysis 

but TwitIE could be one of the most cost-effective tools in the market. 

2.1.5 Film data prototype 

This new resource from PA extracts movie film titles, major Hollywood actors and key crew members 

such as directors. Its data source is the crowdsourced movie database TheMovieDatabase.org 

(TMDb)1 which has an API. The pipeline also features JAPE+ rules to try to annotate possible film 

titles, e.g. proposed films, films not added to the TMDb database yet etc. Another set of JAPE+ rules 

performs disambiguation of possibly overlapping annotations (e.g. text of ‘Holly Hunter’ will also 

                                                      

1 http://www.themoviedb.org/ 
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annotate the film title ‘Holly’) and preserves the ‘wrong’ annotation for later human review, if 

required. 

At time of writing, the pipeline is still in test and expected to be available on the platform early in 

M23. 

2.1.6 Opinion miner 

 

This pipeline has been built for use on both tweets and full documents, and enables sentences with 

‘opinionated’ language to be identified and an aggregate score of positivity or negativity to be 

ascertained from the document/tweet as a whole. The specification for the annotation types is 

described in D3.3. As with TwitIE, this pipeline is a value-for-money way of getting sophisticated 

insights into unstructured text. 

2.2 Biomedical information 

2.2.1 Penn tagger 

 

The PennBio Tagger is an example application that includes such features as a tokeniser for 

biomedical text and taggers for entity types including genes and malignancy types. There is more 

detail about the default annotations in D3.3. 
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2.2.2 AbGene Tagger 

 

The AbGene Tagger tags mentions of gene entities in text. It was trained using the database of 

MEDLINE abstracts, which contains knowledge about thousands of genes and proteins. Genes and 

proteins are not always referred to consistently in scientific literature, hence the need for an 

application that can automatically tag gene and protein names without human intervention. The 

pipeline incorporates components such as a part-of-speech tagger, rules, indicator terms and suffixes. 

2.2.3 UMLS and DrugBank Concept Annotator 

The third biomedical pipeline that will be available on AnnoMarket before M24 was developed by the 

Khresmoi project.  It leverages the UMLS thesaurus of biomedical terms, and the DrugBank database 

of drugs and drug targets to enable semantic annotations. The default and specific annotation types of 

this pipeline are more fully described in D3.3. 

3 Conclusion 

This deliverable describes the media and biomedical domain-specific pipelines that have been 

deployed on AnnoMarket. These services, which are customised towards the terminology and needs of 

specific industry verticals, showcase the value of text annotation beyond the lower level language 

processing pipelines which may be of less obvious interest to commercial users. The customer base for 

the initial public release of the AnnoMarket platform is expected to come from SMEs and others with 

practical requirements. PA intends to build on the news-specific pipelines it has contributed to, in 

terms of quantity, scope, freshness and Linked Data. 

4 References 


