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This document reflects the contribution of the participants of the SCoRPiO project. The European Union and its Agencies are not 

liable or otherwise responsible for the contents of this document; its content reflects the view of its authors only. This document is 

provided without any warranty and does not constitute any commitment by any participant as to its content, and specifically 

excludes any warranty of correctness or fitness for a particular purpose. The user will use this document at her/his own risk. 
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Abstract 

During its first year, SCoRPiO produced several high-quality publications in international prestigious 

conferences and journals. Also, partners made the project known to their colleagues, via talks and visits to 

different venues and research institutions. At the same time, the project was disseminated to the wider 

public, through press releases to mass media, and a publicly accessible web site with up-to-date information 

regarding the work done in SCoRPiO.  



 SCoRPiO: Significance-Based Computing for Reliability and Power Optimization 

 

 

Deliverable D.6.1.1 – Dissemination and Exploitation Report 4/22 

 

 

 

Table of Contents 

D6.1.1: Dissemination and Exploitation Report ........................................................................................ 1 

Chapter 1. Introduction ............................................................................................................................... 6 

Chapter 2. Scientific Dissemination ............................................................................................................ 7 

2.1 Publications in peer-reviewed journals and conferences .................................................................... 7 

2.1.1 Estimation of Data Assimilation Error: A Shallow-Water Model Study ....................................................... 7 

2.1.2 Algorithmic Differentiation of Numerical Methods: Tangent and Adjoint Solvers for Parameterized Systems 

of Nonlinear Equations............................................................................................................................................. 8 

2.1.3 GPU Acceleration for Simulating Massively Parallel Many-core Platforms ................................................ 8 

2.1.4 On the Potential of Significance-Driven Execution for Energy-Aware HPC ................................................ 9 

2.1.5 Fast Dynamic Binary Rewriting for Flexible Thread Migration on Shared-ISA Heterogeneous MPSoCs . 10 

2.1.6 GemFI: A Fault Injection Tool for Studying the Behavior of Applications on Unreliable Substrates ........ 10 

2.1.7 Replica Technique for Adaptive Refresh Timing of Gain-Cell-Embedded DRAM .................................... 11 

2.1.8 OCEAN: An Optimized HW/SW Reliability Mitigation Approach for Scratchpad Memories in Real-Time 

SoCs 12 

2.1.9 A Quality-Scalable and Energy-Efficient Approach for Spectral Analysis of Heart Rate Variability ........ 12 

2.1.10 Analysis of Dependence Tracking Algorithms for Task Dataflow Execution............................................. 13 

2.1.11 Deterministic Scale-Free Pipeline Parallelism with Hyperqueues .............................................................. 14 

2.1.12 Exploiting Application Resiliency for Energy-Efficient and Adequately-Reliable Operation .................... 15 

2.2 Publications under review ................................................................................................................. 16 

2.3 Workshop organization ..................................................................................................................... 16 

2.4 Seminars and invited talks ................................................................................................................ 16 

2.5 Various scientific dissemination activities ........................................................................................ 17 

Chapter 3. Wider Public Dissemination .................................................................................................... 19 

3.1 Public project website ....................................................................................................................... 19 

3.2 Media coverage ................................................................................................................................. 20 

3.3 Periodical newsletter ......................................................................................................................... 20 

Chapter 4. Industrial Dissemination .......................................................................................................... 21 

4.1 Industrial Advisory Board ................................................................................................................. 21 

4.2 Presentations and talks ...................................................................................................................... 21 



 SCoRPiO: Significance-Based Computing for Reliability and Power Optimization 

 

 

Deliverable D.6.1.1 – Dissemination and Exploitation Report 5/22 

 

Chapter 5. Conclusions and Future Plans ................................................................................................. 22 

 



 SCoRPiO: Significance-Based Computing for Reliability and Power Optimization 

 

 

Deliverable D.6.1.1 – Dissemination and Exploitation Report 6/22 

 

Chapter 1.  Introduction 

SCoRPiO introduces a new computing paradigm that exposes computational significance as a first order 

algorithmic property, and evaluates the effect of this approach to the design of the underlying hardware and 

software platform. 

The dissemination and exploitation of the SCoRPiO scientific and technological results is an important 

aspect of the project. The respective activities are organized in a separate work package (WP6) where all 

partners contribute.  

This report describes the scientific and wider public dissemination activities that took place during the first 

year of the project (from June 2013 to May 2014), and is structured as follows. Chapter 2 presents the 

scientific dissemination activities and results. Chapter 3 presents the work done for wider public 

dissemination, and Chapter 4 presents preliminary work in industrial dissemination. Finally, Chapter 5 

concludes the report.  
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Chapter 2.  Scientific Dissemination 

To achieve the best possible scientific dissemination of the work done in SCoRPiO, the consortium 

emphasizes peer-reviewed, scientific articles for publication in prestigious international journals and 

conferences, as well as position articles in journals and magazines. This ensures that project results are 

quickly and widely known among domain experts and in the scientific community worldwide. Moreover, 

the visibility of SCoRPiO is promoted through posters, invited talks and informal contacts with colleagues.  

2.1 Publications in peer-reviewed journals and conferences 

During the first year of the SCoRPiO project, partners published a series of journal and conference papers. 

All following publications are either accepted, published or presented. They are listed in chronological 

order of acceptance.     

2.1.1 Estimation of Data Assimilation Error: A Shallow-Water Model Study 

Reference A. Vlasenko, P. Korn, J. Riehme, U. Naumann. “Estimation of Data Assimilation Error: A 

Shallow-Water Model Study.” Monthly Weather Review. Accepted, to appear. 

SCoRPiO 

partner(s)  

RWTH-Aachen 

Abstract Four-dimensional variational data assimilation (4D-Var) produces unavoidable 

inaccuracies in the models initial state vector. In this paper the authors investigate a novel 

variational error estimation method to calculate these inaccuracies. The impacts of model, 

background, and observational errors on the state estimate produced by 4D-Var are 

analyzed by applying the variational error estimation method. The structure of the method 

is similar to the conventional 4D-Var, with the differences in that (i) instead of observations 

it assimilates observational errors, and (ii) the original model equations (used in 4D-Var as 

constraints) are first linearized with respect to a small perturbation in the initial state vector 

and then used as the constraints. The authors then carry out a proof-of-concept study and 

validate the reliability of this method through multiple twin experiments on the basis of a 

2D shallow-water model. All required differentiated models were generated by means of 

algorithmic differentiation directly from the nonlinear model source code. The experiments 

reveal that the suggested method works well in a wide range of assimilation windows and 

types of observational and model errors and can be recommended for error estimation and 

prediction in data assimilation. 

SCoRPiO 

relevance 

4D-Var data assimilation in geophysical applications is a highly compute (and thus energy) 

intensive application which can benefit tremendously from significance-based relaxations 

of relevance of parts of the computation. In this paper we explore the impact of errors in 

the initial model state on the results. In later stages of the SCoRPiO project we aim to 

experiment with low energy data assimilation methods. 
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2.1.2 Algorithmic Differentiation of Numerical Methods: Tangent and Adjoint 
Solvers for Parameterized Systems of Nonlinear Equations 

Reference U. Naumann, J. Lotz, K. Leppkes, M. Towara. “Algorithmic Differentiation of Numerical 

Methods: Tangent and Adjoint Solvers for Parameterized Systems of Nonlinear Equations.” 

ACM Transactions on Mathematical Software. Accepted, to appear. 

SCoRPiO 

partner(s) 

RWTH-Aachen 

Abstract We discuss software tool support for the Algorithmic Differentiation (also known as 

Automatic Differentiation; AD) of numerical simulation programs that contain calls to 

solvers for parameterized systems of n nonlinear equations. The local computational 

overhead as well as the additional memory requirement for the computation of directional 

derivatives or adjoints of the solution of the nonlinear system with respect to the parameters 

can quickly become prohibitive for large values of n. Both are reduced drastically by 

analytical (in the following also: continuous) approaches to differentiation of the underlying 

numerical methods. Following the discussion of the proposed terminology we develop the 

algorithmic formalism building on prior work by other colleagues and we present an 

implementation based on the AD software dco. A representative case study supports the 

theoretically obtained computational complexity results with practical run time 

measurements. 

SCoRPiO 

relevance 

Solvers for systems of nonlinear equations are fundamental numerical kernels of a wide 

range of applications. Robust and efficient computation of sensitivities of such solvers has 

an immediate impact on the performance of the significance analysis developed within 

SCoRPiO. 

 

2.1.3 GPU Acceleration for Simulating Massively Parallel Many-core Platforms 

Reference S. Raghav, M. Ruggiero, A. Marongiu, C. Pinto, D. Atienza, L. Benini. “GPU 

Acceleration for Simulating Massively Parallel Many-core Platforms.” IEEE 

Transactions on Parallel and Distributed Systems (TPDS). Accepted, to appear. 

SCoRPiO 

partner(s) 

EPFL 

Abstract Emerging massively parallel architectures such as a general-purpose processor plus many-

core programmable accelerators are creating an increasing demand for novel methods to 

perform their architectural simulation. Most state-of-the-art simulation technologies are 

exceedingly slow and the need to model full system many-core architectures adds further 

to the complexity issues. This paper presents a novel methodology to accelerate the 

simulation of many-core coprocessors using GPU platforms. We demonstrate the 

challenges, feasibility and benefits of our idea to use heterogeneous system (CPU and 

GPU) to simulate future architecture of many-core heterogeneous platforms. The target 

architecture selected to evaluate our methodology consists of an ARM general purpose 

CPU coupled with many-core coprocessor with thousands of simple in-order cores 

connected in a tile network. This work presents optimization techniques used to 

parallelize the simulation specifically for acceleration on GPUs. We partition the full 

system simulation between CPU and GPU, where the target general purpose CPU is 

simulated on the host CPU, whereas the manycore coprocessor is simulated on the 
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NVIDIA Tesla 2070 GPU platform. Our experiments show performance of up to 50 MIPS 

when simulating the entire heterogeneous chip, and high scalability with increasing cores 

on coprocessor 

SCoRPiO 

relevance 

A novel methodology to use GPU acceleration for architectural simulation of 

heterogeneous platforms in which a general purpose processor is coupled with a many-

core coprocessor is presented. The proposed platform template targets the proposed 

SCoRPiO architecture, when considering massively parallel architectures composed by 

thousands of cores. The main novelty of this approach is indeed to prove and leverage the 

feasibility and performance benefit gained from accelerating architectural simulation on 

GPUs. 

 

2.1.4 On the Potential of Significance-Driven Execution for Energy-Aware HPC 

Reference P. Gschwandtner, C. Chalios, D. S. Nikolopoulos, H. Vandierendonck, T. Fahringer. “On 

the Potential of Significance-Driven Execution for Energy-Aware HPC.” 5th International 

Conference on Energy-Aware High Performance Computing (EnaHPC). September 2014. 

Accepted, to appear. 

SCoRPiO 

partner(s) 

QUB 

Abstract Dynamic Voltage and Frequency Scaling (DVFS) exhibits fundamental limitations as a 

method to reduce energy consumption in computing systems. In the HPC domain, where 

performance is of highest priority and codes are heavily optimized to minimize idle time, 

DVFS has limited opportunity to achieve substantial energy savings. This paper explores if 

operating processors Near the transistor Threshold Volt- age (NTV) is a better alternative 

to DVFS for breaking the power wall in HPC. NTV presents challenges, since it 

compromises both performance and reliability to reduce power consumption. We present a 

first of its kind study of a significance-driven execution paradigm that selectively uses NTV 

and algorithmic error tolerance to reduce energy consumption in performance- constrained 

HPC environments. Using an iterative algorithm as a use case, we present an adaptive 

execution scheme that switches between near-threshold execution on many cores and 

above-threshold execution on one core, as the computational significance of iterations in 

the algorithm evolves over time. Using this scheme on state-of-the-art hardware, we 

demonstrate energy savings ranging between 35% to 67%, while compromising neither 

correctness nor performance. 

SCoRPiO 

relevance 

This paper is an application case study with direct relevance to the SCoRPiO runtime 

system and programming model. The paper explores whether iterative solvers can be 

executed efficiently on processors with near-threshold voltage operation, while tolerating 

errors. The findings suggest that iterative solvers are extremely resilient to errors and can 

save significant amounts of energy by executing in the SCoRPiO hardware/software 

environment. The paper also suggests a runtime system heuristic for mapping iterative 

solvers to cores with variable reliability, to achieve energy-efficient execution without 

compromising correctness. 

 



 SCoRPiO: Significance-Based Computing for Reliability and Power Optimization 

 

 

Deliverable D.6.1.1 – Dissemination and Exploitation Report 10/22 

 

2.1.5 Fast Dynamic Binary Rewriting for Flexible Thread Migration on Shared-ISA 
Heterogeneous MPSoCs 

Reference G. Georgakoudis, D. S. Nikolopoulos, H. Vandierendonck, S. Lalis. “Fast Dynamic Binary 

Rewriting for Flexible Thread Migration on Shared-ISA Heterogeneous MPSoCs.” 

International Conference on Embedded Computer Systems: Architectures, Modeling and 

Simulation (IC-SAMOS). July 2014. 

SCoRPiO 

partner(s) 

QUB, CERTH 

Abstract Heterogeneous MPSoCs where different types of cores share a baseline ISA but implement 

different operational accelerators combine programmability with flexible customization. 

They hold promise for high performance under power and area limitations. However, 

transparent binary execution and dynamic scheduling is hard on those platforms. The state-

of-the-art approach for transparent execution that exploits acceleration potential is fault-

and-migrate (FAM). When a thread executes an unavailable accelerating instruction on the 

host core, it is forcibly migrated to an enhanced core implementing the instruction natively. 

Unfortunately, this approach prohibits dynamic scheduling through flexible thread 

migration, which is essential to any heterogeneous platform for efficient utilization of 

asymmetric resources. We present two distinct binary-level techniques – Dynamic Binary 

Rewriting (DBR) and Dynamic Binary Translation (DBT) – which enable selective 

acceleration, while preserving transparent execution and migration of any thread in a 

program, to any core in the system, at any point in time. DBR rewrites binary code to exploit 

any acceleration instructions available in the host core. DBT implements a fault-and-rewrite 

scheme, which sets up trampolines to emulation routines for these accelerating instructions 

which are not available on the host core. Both methods customize binary code on demand, 

enabling flexible migration. We evaluate the overhead of our binary techniques against 

FAM on a real hardware prototype of a shared-ISA MPSoC. Experiments with single-

thread programs show flexible migration is possible with manageable overhead. We 

measure the performance of our binary-level techniques by artificially triggering periodic 

thread migration between a Base and an acceleration enhanced core. Periodic migration, 

without aiming for optimized scheduling, has an average slowdown of about 40% under 

DBR or about 10% under DBT, compared to FAM opportunistic acceleration scheduling. 

We also show results for a speedup proportional dynamic scheduler, enabled by our binary-

level techniques, using multi-program workloads. The dynamic scheduler, leveraging 

flexible migration, has up to 50% better performance than FAM scheduling. 

SCoRPiO 

relevance 

The dynamic binary rewriting and thread migration technique presented in this paper is 

investigated in SCoRPiO for use in heterogeneous architectures where the low-power cores 

that execute at or below the limits of reliable operation have different micro architecture 

and ISAs than the more reliable control cores. 

 

2.1.6 GemFI: A Fault Injection Tool for Studying the Behavior of Applications on 
Unreliable Substrates 

Reference K. Parasyris, G. Tziantzioulis, C. D. Antonopoulos, N. Bellas. “GemFI: A Fault Injection 

Tool for Studying the Behavior of Applications on Unreliable Substrates.” International 

Conference on Dependable Systems and Networks (DSN). June 2014. 
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SCoRPiO 

partner(s) 

CERTH 

Abstract Dependable computing on unreliable substrates is the next challenge the computing 

community needs to overcome due to both manufacturing limitations in low geometries and 

the necessity to aggressively minimize power consumption. System designers often need to 

analyze the way hardware faults manifest as errors at the architectural level and how these 

errors affect application correctness. This paper introduces GemFI, a fault injection tool 

based on the cycle accurate full system simulator Gem5. GemFI provides fault injection 

methods and is easily extensible to support future fault models. It also supports multiple 

processor models and ISAs and allows fault injection in both functional and cycle accurate 

simulations. GemFI offers fast-forwarding of simulation campaigns via checkpointing. 

Moreover, it facilitates the parallel execution of campaign experiments on a network of 

workstations. In order to validate and evaluate GemFI, we used it to apply fault injection 

on a series of real-world kernels and applications. The evaluation indicates that its overhead 

compared with Gem5 is minimal (up to 3.3%), whereas optimizations such as fast-

forwarding via checkpointing and execution on NoWs can significantly reduce simulation 

time of a fault injection campaign. 

SCoRPiO 

relevance 

The GemFI simulator is used in SCoRPiO to run fault injection campaigns and study the 

behavior of a chip multiprocessing system for a variety of (multithreaded) applications and 

fault scenaria. We have also integrated the BDDT runtime system of QUB and the 

significance-based compiler of CERTH in GemFI to start building the software stack of 

SCoRPiO (these last topics are not covered in this paper; they will be described in next 

publications). 

 

The annual IEEE/IFIP International Conference on Dependable Systems and Networks (DSN) is the most 

prestigious international forum for presenting research results in the field of dependable computing. All 

aspects of dependable and secure systems and networks are within the scope of DSN including innovative 

architectures, protocols and algorithms as well as experimentation with and assessment of dependable and 

secure systems. Acceptance rate in the last few years is very low at approximately 16-17%. Website: 

http://www.dsn.org 

2.1.7 Replica Technique for Adaptive Refresh Timing of Gain-Cell-Embedded 
DRAM 

Reference A. Teman, P. Meinerzhagen, R. Giterman, A. Fish, A. Burg. “Replica Technique for 

Adaptive Refresh Timing of Gain-Cell-Embedded DRAM.” IEEE Transactions on Circuits 

and Systems-II (TCAS-II): Express-Briefs, vol. 61, no. 4, pp. 259-263, April 2014. 

SCoRPiO 

partner(s) 

EPFL 

Abstract Gain cells have recently been shown to be a viable alternative to static random access 

memory in low-power applications due to their low leakage currents and high density. The 

primary component of power consumption in these arrays is the dynamic power consumed 

during periodic refresh operations. Refresh timing is traditionally set according to a worst-

case evaluation of retention time under extreme process variations, and worst-case access 

statistics, leading to frequent power-hungry refresh cycles. In this brief we present a replica 

technique for automatically tracking the retention time of a gain-cell-embedded dynamic-

random-access-memory macrocell according to process variations and operating statistics, 

http://www.dsn.org/
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thereby reducing the data retention power of the array. A 2-kb array was designed and 

fabricated in a mature 0.18-μm CMOS process, appropriate for integration in ultralow 

power applications, such as biomedical sensors. Measurements show efficient retention 

time tracking across a range of supply voltages and access statistics, lowering the refresh 

frequency by more than 5×, as compared with traditional worst-case design. 

SCoRPiO 

relevance 

The paper presents a scheme for tracking the retention time of a dynamic-random-access-

memory according to process variations and operating statistics. Such a method can be used 

in SCoRPiO for monitoring the memory access time and identifying potential failures in 

case that the target access time is violated under scaled voltages. 

 

2.1.8 OCEAN: An Optimized HW/SW Reliability Mitigation Approach for 
Scratchpad Memories in Real-Time SoCs 

Reference M. M. Sabry, D. Atienza, F. Catthoor. “OCEAN: An Optimized HW/SW Reliability 

Mitigation Approach for Scratchpad Memories in Real-Time SoCs.” ACM Transactions 

on Embedded Computing Systems (TECS), vol. 13, issue 4s, article 138. April 2014. 

SCoRPiO 

partner(s) 

EPFL, IMEC 

Abstract Recent process technologies advances trigger reliability issues that degrade the quality-

of-service (QoS) required by embedded Systems-on-Chip. To maintain the required QoS 

with acceptable overheads, we propose OCEAN, a novel cross-layer error mitigation. 

OCEAN enforces on-chip SRAMs reliability with a fault-tolerant buffer. We utilize this 

buffer to protect a portion of the processed data used to restore from run-time error. We 

optimally select the buffer size to minimize the energy overhead, with timing and area 

constraints. OCEAN achieves full error mitigation with 10.1% average energy overhead 

compared to base-line operation that does not include any error correction capability, and 

65% energy savings, compared to a cross-layer error mitigation mechanism. 

SCoRPiO 

relevance 

In this paper, a hybrid software-hardware scheme for tolerating memory failures was 

presented. The proposed scheme could be used to protect a portion of the processed data 

allowing full error mitigation with 65% less energy dissipation compared to traditional 

circuit level ECC and instruction replay methods. The method will be utilized for 

protecting the significant data within an application as proposed in SCoRPiO. 

 

2.1.9 A Quality-Scalable and Energy-Efficient Approach for Spectral Analysis of 
Heart Rate Variability 

Reference G. Karakonstantis, A. Sankaranarayanan, M. M. Sabry, D. Atienza, A. Burg. “A Quality-

Scalable and Energy-Efficient Approach for Spectral Analysis of Heart Rate Variability.” 

IEEE Design Automation & Test in Europe (DATE). March 2014. 

SCoRPiO 

partner(s) 

EPFL 

Abstract Today there is a growing interest in the integration of health monitoring applications in 

portable devices necessitating the development of methods that improve the energy 

efficiency of such systems. In this paper, we present a systematic approach that enables 

energy-quality trade-offs in spectral analysis systems for bio-signals, which are useful in 



 SCoRPiO: Significance-Based Computing for Reliability and Power Optimization 

 

 

Deliverable D.6.1.1 – Dissemination and Exploitation Report 13/22 

 

monitoring various health conditions as those associated with the heart-rate. To enable such 

trade-offs, the processed signals are expressed initially in a basis in which significant 

components that carry most of the relevant information can be easily distinguished from 

the parts that influence the output to a lesser extent. Such a classification allows the pruning 

of operations associated with the less significant signal components leading to power 

savings with minor quality loss since only less useful parts are pruned under the given 

requirements. To exploit the attributes of the modified spectral analysis system, 

thresholding rules are determined and adopted at design- and run-time, allowing the static 

or dynamic pruning of less-useful operations based on the accuracy and energy 

requirements. The proposed algorithm is implemented on a typical sensor node simulator 

and results show up-to 82% energy savings when static pruning is combined with voltage 

and frequency scaling, compared to the conventional algorithm in which such trade-offs 

were not available. In addition, experiments with numerous cardiac samples of various 

patients show that such energy savings come with a 4.9% average accuracy loss, which 

does not affect the system detection capability of sinus-arrhythmia which was used as a test 

case. 

SCoRPiO 

relevance 

In this paper, a novel energy and quality adaptive FFT algorithm that allows the 

classification of operations into significant and less-significant which was not possible 

before is presented. Such an algorithm will be an excellent benchmark in SCoRPiO project 

for evaluating the SW-HW techniques as well as automatic significance characterization 

tools. In addition, a technique for dynamically pruning/approximating less-significant 

operations was evaluated and the achieved energy and quality trade-offs indicate that can 

effectively support the proposed significance based execution paradigm. 

 

The annual DATE Conference is one of the largest conferences in the world in the topics of electronic 

design and electronic design automation. It puts strong emphasis on both ICs/SoCs, reconfigurable 

hardware and embedded systems, including embedded software. Acceptance rate averages around 25%. 

Website: http://www.date-conference.com  

2.1.10 Analysis of Dependence Tracking Algorithms for Task Dataflow Execution 

Reference H. Vandierendonck, G. Tzenakis, D. S. Nikolopoulos. “Analysis of Dependence Tracking 

Algorithms for Task Dataflow Execution.” ACM Transactions on Architecture and Code 

Optimization (TACO). Article No. 61. Dec 2013. 

SCoRPiO 

partner(s) 

QUB 

Abstract Processor architectures has taken a turn toward many-core processors, which integrate 

multiple processing cores on a single chip to increase overall performance, and there are 

no signs that this trend will stop in the near future. Many-core processors are harder to 

program than multicore and single-core processors due to the need for writing parallel or 

concurrent programs with high degrees of parallelism. Moreover, many-cores have to 

operate in a mode of strong scaling because of memory bandwidth constraints. In strong 

scaling, increasingly finer-grain parallelism must be extracted in order to keep all 

processing cores busy. Task dataflow programming models have a high potential to 

simplify parallel programming because they alleviate the programmer from identifying 

precisely all intertask dependences when writing programs. Instead, the task dataflow 

runtime system detects and enforces intertask dependences during execution based on the 

http://www.date-conference.com/
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description of memory accessed by each task. The runtime constructs a task dataflow 

graph that captures all tasks and their dependences. Tasks are scheduled to execute in 

parallel, taking into account dependences specified in the task graph. Several papers 

report important overheads for task dataflow systems, which severely limits the 

scalability and usability of such systems. In this article, we study efficient schemes to 

manage task graphs and analyze their scalability. We assume a programming model that 

supports input, output, and in/out annotations on task arguments, as well as commutative 

in/out and reductions. We analyze the structure of task graphs and identify versions and 

generations as key concepts for efficient management of task graphs. Then, we present 

three schemes to manage task graphs building on graph representations, hypergraphs, 

and lists. We also consider a fourth edgeless scheme that synchronizes tasks using 

integers. Analysis using microbenchmarks shows that the graph representation is not 

always scalable and that the edgeless scheme introduces least overhead in nearly all 

situations. 

SCoRPiO 

relevance 

This paper explores new ways to make application parallelism scale-free via runtime 

dependence analysis and proposes new algorithms for dependence resolution. This in turn 

can be leveraged to control the power consumption of the application -by controlling 

concurrency- and the reliability of the application -by mapping tasks to cores according 

to their criticality in the dependence chain. These algorithms will be integrated in the 

runtime system used in SCoRPiO. 

 

2.1.11 Deterministic Scale-Free Pipeline Parallelism with Hyperqueues 

Reference H. Vandierendonck, K. Chronaki, D. S. Nikolopoulos. “Deterministic Scale-Free Pipeline 

Parallelism with Hyperqueues.” International Conference on High Performance 

Computing, Networking, Storage and Analysis (SC). November 2013. 

SCoRPiO 

partner(s) 

QUB 

Abstract Ubiquitous parallel computing aims to make parallel programming accessible to a wide 

variety of programming areas using deterministic and scale-free programming models 

built on a task abstraction. However, it remains hard to reconcile these attributes with 

pipeline parallelism, where the number of pipeline stages is typically hard coded in the 

program and defines the degree of parallelism. This paper introduces hyperqueues, a 

programming abstraction that enables the construction of deterministic and scale-free 

pipeline parallel programs. Hyperqueues extend the concept of Cilk++ hyperobjects to 

provide thread-local views on a shared data structure. While hyperobjects are organized 

around private local views, hyperqueues require shared concurrent views on the 

underlying data structure. We define the semantics of hyperqueues and describe their 

implementation in a work-stealing scheduler. We demonstrate scalable performance on 

pipeline-parallel PARSEC benchmarks and find that hyperqueues provide comparable or 

up to 30% better performance than POSIX threads and Intel's Threading Building Blocks. 

The latter are highly tuned to the number of available processing cores, while programs 

using hyperqueues are scale-free. 

SCoRPiO 

relevance 

The paper presents improvements to dynamic dependence analysis and scheduling of 

irregular pipelined computations. This will be integrated with the BDDT runtime system 
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in SCoRPiO, in order to study the effects of prioritising tasks for reliable execution based 

on their impact on the critical path of program execution. 

 

The Supercomputing Conference has been the premier conference for High Performance Computing for 

more than a quarter century. Acceptance rate is around 20%. Website: http://sc13.supercomputing.org/  

2.1.12 Exploiting Application Resiliency for Energy-Efficient and Adequately-
Reliable Operation 

Reference G. Karakonstantis, D. Atienza, A. Burg. “Exploiting Application Resiliency for Energy-

Efficient and Adequately-Reliable Operation.” IEEE International Online Testing 

Symposium (IOLTS). July 2013. 

SCoRPiO 

partner(s) 

EPFL 

Abstract Currently, manufacturers go to great lengths for mitigating the effects of parametric 

variations and scaled supply voltages by adopting conservative layout rules and by 

introducing several mechanisms providing redundancy on various layers of design 

abstraction. Such measures may have accomplished to hide any inaccurate behavior of 

nanometer circuits from the application layers and maintain acceptable yield levels, but 

unfortunately the large energy, performance, and area overheads that they incur limit their 

viability, especially as we move beyond the 45nm node. Such a reality has urged us to 

rethink the current design flows and question if such considerable overhead is really 

required given that many modern signal-processing workloads such as in multimedia, 

communications, or biomedical systems are inherently complexity/energy-scalable and can 

even tolerate a degree of imprecision in their computations and stored data. By taking 

advantage of this inherent resilience of many applications and trading off output precision 

and quality of service we could reduce energy usage and reliability costs, since by allowing 

some computations to be approximate we can alleviate the burden of correctness overhead 

imposed by the traditional design paradigm. In this paper, we discuss methods that could 

reveal and exploit the resilience and certain characteristics of biomedical and 

communication applications for achieving adequately reliable and energy efficient 

operation, while limiting or even avoiding the penalties required by traditional approaches. 

SCoRPiO 

relevance 

In this paper, we overview circuit and system level methods that could reveal and exploit 

the resilience and certain characteristics of biomedical and communication applications for 

achieving adequately reliable and energy efficient operation. In particular, a scheme based 

on unequal error protection of the stored bits within an unreliable memory and the statistical 

correction of faulty data was shown to provide adequate quality even under large failure 

rates and will be utilized in SCoRPiO. 

 

The International On-Line Testing Symposium (IOLTS) is an established forum for presenting novel ideas 

and experimental data on techniques for cost-effective on-line testing. The symposium also emphasizes on-

line testing in the continuous operation of large applications such as wired, cellular and satellite 

telecommunication, as well as in secure chips. Website: http://tima.imag.fr/conferences/iolts/iolts13/ 

http://sc13.supercomputing.org/
http://tima.imag.fr/conferences/iolts/iolts13/
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2.2 Publications under review 

In addition to the above accepted papers, SCoRPiO partners have prepared some more papers that are 

currently under submission / evaluation. They are briefly listed below:  

 D. S. Nikolopoulos, H. Vandierendonck, N. Bellas, C. Antonopoulos, S. Lalis, G. Karakonstantins, 

A. Burg, U. Naumann. “Breaking Energy-Efficiency Barriers with Significance-Driven 

Computation.” IEEE Computer. To appear in July 2014. SCoRPiO partner(s): QUB, CERTH, 

EPFL, RWTH-Aachen. 

 H. Casanova, F. Vivien, D.Zaidouni. “Using replication for resilience on Exacsale systems.” 

Chapter 4 of the book “Fault-tolerant techniques for HPC systems”, edited by Th. Herault and    Y. 

Robert for Spinger. Submitted. May 2014. SCoRPiO partner(s): INRIA. 

 I. Manousakis, F. Zakkak, P. Pratikakis, D. S. Nikolopoulos. “TPROF: An Energy Profiler for 

Task-Parallel Programs.” Submitted to Sustainable Computing: Practice and Experience, Elsevier. 

Submitted, accepted under minor revision. SCoRPiO partner(s): QUB. 

2.3 Workshop organization 

EPFL consortium partners organized, under the Swiss Nano-Tera initiative, the IEEE Workshop on Energy 

Efficient Electronics and Applications (WEEE) in Lausanne where a special event devoted to SCoRPiO 

took place. All the student and senior participants (more than 100), including high profile invited speakers 

from industrial research labs and universities around the world such as Dr. F. Flatresse (ST 

Microelectronics, France), Dr. J. Tschang (Intel, USA), Dr.M. Streif (Sensirion, Switzerland), Prof. R. 

Gupta (UCSD, USA),  Prof. N. Shanbhag (UIUC, USA), Prof. E. Friedman (RochesterU, USA), Prof. L. 

Benini (ETH, Switzerland) and Prof. K. Makinwa (TU Delft, Netherlands), were informed about the 

objectives and the software and hardware schemes being developed in SCoRPiO.  January 9-11, 2014. 

2.4 Seminars and invited talks  

During the first year of the project, SCoRPiO partners gave several talks in non-peer reviewed venues to 

disseminate the concepts and initial results of significance-based computing. The list is in chronological 

order. 

 Uwe Naumann (RWTH-Aachen) gave an invited Seminar on “Adjoint Methods in Computational 

Finance” at the Global Derivatives Trading and Risk Management Conference, Amsterdam (The 

Netherlands), where significance analysis was discussed as a prime application for discrete adjoint 

methods, as investigated in SCoRPiO. May 2014.  

 Andreas Burg (EPFL) presented a tutorial in the 13th IEEE Faible Tension Faible Consommation 

(FTFC) Conference in Monaco. In his talk on “Reliability Issues due to Technology Variations” 

Prof. Burg presented among others low cost hardware schemes for achieving graceful performance 

degradation under variations as planned in SCoRPiO. May 2014.  

 David Atienza (EPFL) gave the keynote talk at the IEEE Circuits and Systems (CASS) 

Distinguished Lecturer Program in Montreal, Canada. In his talk entitled “Ultra-Low Power 

Wireless Body Sensor Networks for Smart Bio-Signals Monitoring Systems” Prof. Atienza 

introduced some of the SCoRPiO principles and discussed how these principles apply to the design 

of robust and energy efficient WBSNs. May 2014. 
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 Uwe Naumann (RWTH-Aachen) gave an invited Seminar “Software Tool Support for Discrete 

Adjoint Methods” at the Graduate School for Computational Science, Technical University 

Darmstadt (Germany), where an outlook was given on how to use of adjoint methods for 

significance-based reduction of energy consumption of financial simulations. April 2014. 

 Georgios Karakonstantis (EPFL) gave invited talks in University of Manchester (U.K.), Aarhus 

University (Denmark), and State-University of New York at Buffalo (U.S.A). In his talks entitled 

“Leveraging Application Resilience for Energy-Efficient and Quality-Adaptive Systems: The 

Significance-Driven Design Paradigm” Dr. Karakonstantis introduced the significance-driven 

paradigm and presented cross-layer design techniques for tolerating hardware induced faults based 

on such a paradigm. February 2014, March 2014. 

 Nikolaos Bellas (CERTH) gave an invited talk, titled “Approximate Computing for Reliability and 

Power Optimization” in the 3rd Workshop in Modern Circuits and Systems Technologies 

(MOCAST). MOCAST was organized by the Physics Department of the Aristotle University of 

Thessaloniki, Greece (AUTH) and was attended by more than 100 professors and students. March 

2014. 

 Christos Antonopoulos (CERTH) presented a poster on SCoRPiO research at the HiPEAC 

conference in Vienna. The poster was titled: SCoRPIO: Significance-based Computing for 

Reliability and Power Optimization. The HiPEAC conference is the premier scientific networking 

forum for experts in computer architecture, programming models, compilers and operating systems 

for embedded and general-purpose systems. January 2014. 

 Konstantinos Parasyris (CERTH) presented a poster on the GemFI simulator at the HiPEAC 

conference in Vienna. The poster was titled: GemFI: A Fault Injection Tool for Studying the 

Behavior of Applications on Unreliable Substrates. January 2014.  

 Nikolaos Bellas, Vasilios Vasiliadis (CERTH) and G. Karakonstantis (EPFL) presented a poster 

on SCoRPiO in the Workshop on Energy Efficient Electronics and Applications (WEEE 2014) in 

Lausanne (see previous subsection). WEEE was organized by EPFL under the Swiss Nano-Tera 

initiative, and was attended by around 100 academic and industry researchers and graduate students 

from Europe and the USA. January 2014. 

 Dimitrios Nikolopoulos (QUB) gave the keynote talk at the 4th International Conference on Energy 

Aware High Performance Computing (ENAHPC) in Dresden. In his talk on “Programming the 

Energy-Efficiency of High-Performance Computing Systems”, Prof. Nikolopoulos introduced the 

SCoRPiO concepts to the attendees of the conference. September 2013. 

2.5 Various scientific dissemination activities 

Besides the main dissemination channels described in the previous sections, various activities have 

contributed toward the dissemination of the SCoRPiO project. 

 Information about the SCoRPiO project has been disseminated through the HiPEAC NoE 

newsletter of October 2013 (available at http://www.hipeac.net/content/hipeacinfo-36-october-

2013). The aim of the newsletter article is to establish a link between the SCoRPiO project partners 

and the HiPEAC scientific community 

 Members of the consortium have been engaged in numerous discussions with researchers working 

on related EU projects. For example, Nikolaos Bellas has had informal discussions with Prof. 

Dimitrios Gizopoulos of University of Athens who is participating at the CLERECO ICT-FP7 
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project, and Prof. Dimitrios Soudris of National Technical University of Athens (NTUA) who is 

participating at the HAPRA ICT-FP7project for collaboration on approximate computing. 

 QUB has initiated collaborations with leading computational science and HPC researchers (Jack 

Dongarra of Tennessee/ORNL, Bronis R. de Supinski of Lawrence Livermore, Ali R. Butt of 

Virginia Tech, Thomas Fahringer of University of Innsbruck), to explore the viability of 

parallelizing numerical libraries using the SCoRPiO programming and execution paradigms. 

 CERTH has initiated collaboration with Prof. Petros Koumoutsakos who leads the Computational 

Science and Engineering Laboratory at ETH Zurich. Spyros Lalis visited CSElab, presented the 

SCoRPiO project and an early version of the significance-based programming model, and discussed 

possible applications in the scientific computing domain, e.g., evolutionary optimization methods.  

 INRIA presented the SCoRPiO project to the members of the French ANR Rescue project, which 

targets resilience for exascale scientific computing. 
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Chapter 3.  Wider Public Dissemination 

To achieve a dissemination of SCoRPiO to the wider public, partners targeted several mass media through 

which the project and its scientific and technological impact were presented in a non-technical manner. 

Also, the project web site was designed early on, and so that it is attractive/informative not only to expert 

scientists but also to people with basic understanding of computer technology. 

3.1 Public project website 

The SCoRPiO public website (http://www.scorpio-project.eu/) is an important vehicle for disseminating 

project work and results to the general public. The design, setup and continuous update of the website is 

done by CERTH, taking into account contributions and updates provided by the rest of the consortium. The 

project website was activated immediately after the official beginning of the project, and it will remain 

active for five years after the end of the project.  

In terms of content, the SCoRPiO website includes public information relevant for the project and useful 

for dissemination activities. New content will be added as the project moves along with its implementation 

and produces more results.  

More specifically, the following information is publicly available through the website: 

 Home: The SCoRPiO one-paragraph vision description attracts the interest of the visitor. 

 Overview and Organization: This part of the website provides a high-level overview of the project 

ideas. It also outlines the steps of the project roughly following the organization in technical work 

packages. 

 Consortium:  this section includes information of the SCoRPiO partners, their logos, and their role 

in the project. For each partner, it provides short biographical information for key persons involved 

in the project. Finally, this section of the website describes the importance of the Industrial 

Advisory Board (IAB) and lists all key companies that have agreed to participate in the IAB. 

 Results:  this sections lists the papers related to the project including links to the relative website 

where the interested reader can access them (e.g. IEEE, ACM, or institutional websites of the 

authors). This section also lists the deliverables as they become available for publication to the 

wider public.  

 News: this section shows news and events related to the project. Dissemination events, 

announcements of paper publications, talks, tutorials and workshops related to SCoRPiO, 

announcements for plenary meetings, etc. are some of the events covered in this section. 

 Contact: this section show contact information for the project coordinator.  

 

 

 

http://www.scorpio-project.eu/
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3.2 Media coverage 

From the beginning of the project, particular emphasis was placed on spreading the word about the 

SCoRPiO project to targeted media outlets. The following activities contributed to dissemination to the 

general public: 

 Press releases. Immediately after the beginning of the project, partners issued press releases to 

institutional, local, and national media targeting the wider-public. CERTH has issued press releases 

announcing the project and its scientific and technological impact to selected Greek national and 

local daily newspapers in mid-September 2013.  

o Nation-wide Greek newspaper Kathimerini,                                              
http://www.scorpio-project.eu/wp-content/uploads/2013/11/scorpio_kathimerini_20130910.pdf  

o Nation-wide Greek financial newspaper Naftemporiki, 
http://www.naftemporiki.gr/story/696991 

o Nation-wide Greek financial newspaper Kerdos,                              
http://tinyurl.com/nt2rvnr 

o Regional newspaper Tahidromos,       
http://www.taxydromos.gr/article.php?id=102161&cat=1 

 Interviews. Nikolaos Bellas gave an interview to Eleftheria the main daily newspaper of the city 

of Larissa. The interview was titled “Errors are needed to save Energy” and was published in the 

first page of the paper. February 10, 2014.             
https://www.eleftheria.gr/index.asp?cat=31&aid=65416 

 Websites.  

o The University of Thessaly and the Electrical and Computer Engineering Department 

(home institution of the CERTH team) have announced SCoRPiO in their central website. 

o Under the title “Greece pioneers Computer Work” the main Horizon2020 EU website 

announced the SCoRPiO project. According to the article “SCoPRiO is a project that 

aspires to radically change the way computers are designed and manufactured. It’s thought 

that this is one of the most ambitious programmes in the field of computers, since it will 

focus on redefining how digital systems will be designed and implemented in the next five 

to ten years.” February 28, 2014.                                                 http://horizon2020projects.com/es-

future-emerging-technologies/fet-funds-major-computer-performance-project/ 

3.3 Periodical newsletter 

Under the leadership of CERTH, the SCoRPiO consortium is preparing the first issue of a periodical 

newsletter, expected to be released in June 2014. Subsequent issues will be produced every 6 months, until 

the end of the project. 

  

http://www.scorpio-project.eu/wp-content/uploads/2013/11/scorpio_kathimerini_20130910.pdf
http://www.naftemporiki.gr/story/696991
http://tinyurl.com/nt2rvnr
http://www.taxydromos.gr/article.php?id=102161&cat=1
https://www.eleftheria.gr/index.asp?cat=31&aid=65416
http://horizon2020projects.com/es-future-emerging-technologies/fet-funds-major-computer-performance-project/
http://horizon2020projects.com/es-future-emerging-technologies/fet-funds-major-computer-performance-project/
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Chapter 4.  Industrial Dissemination 

The concepts of significance-based computing for reliable and low-energy systems have attracted the 

interest of the industry in the last few years due to the increasing need for energy-efficient digital systems. 

Semiconductor and system companies are among those that have shown particular interest in those 

concepts. Companies like Intel have been deploying reliability-enhancing solutions in their products 

moving to sub-22nm CMOS technologies.   

This objective of industrial dissemination is to develop a suitable strategy to present the evolution and 

outcomes of SCoRPiO to the widest range of industries. Although the industrial dissemination task formally 

starts in M19 (December 2014), the consortium has already set up an Industrial Advisory Board (IAB) and 

has started communicating SCoRPiO ideas and implementation results in one-to-one meetings and 

industrial conferences. 

4.1 Industrial Advisory Board 

The consortium has assembled an Industrial Advisory Board (IAB) comprising representatives from 

industrial players with strong interest on the work done in SCoRPiO. The IAB consists of the following 

companies:  

 NAG Research (Oxford), represented by Dr. Mike Dewar. 

 IBM Research (Zurich), represented by Dr. Costas Bekas. 

 Philips Research (Eindhoven), represented by Keith Baker. 

 ST Microelectronics (Grenoble), represented by Dr. Diego Melpignano. 

 Stanford Research Institute (SRI) International (Princeton, NJ), represented by Dr. Sek Chai.  

We plan to invite IAB members to attend sessions of our plenary meeting, when the technical work in 

SCoRPiO has reached a higher level of maturity and some of the ideas explored by SCoRPiO partners can 

be demonstrated; most probably towards the end of 2014. The IAB will be also receive the periodic 

SCoRPiO newsletter. 

4.2 Presentations and talks 

 Peter Debacker (IMEC) presented the variability modeling method for studying the behavior of 

circuits as a function of operating voltage, as part of a presentation at CDNLive 2014. This is a 

Cadence EDA tool user conference, where many European IC design companies are present. 

Munich. May 2014. 

 Christos Antonopoulos (CERTH) will give an invited talk to IBM Research, Zurich, titled: 

Significance-based Computing for Reliability and Power Optimization. June 20th, 2014.  
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Chapter 5.  Conclusions and Future Plans 

The SCoRPiO consortium produced several high-quality publications, already within the first year of the 

project. Also, the project was disseminated to the wider public through a number of mass media channels 

and the web. Finally, we have started assembling the Industrial Advisory Board to disseminate our research 

results to the industry. Overall, the dissemination activities have produced satisfactory results. 

Scientific dissemination is expected to continue at an even stronger pace during the second year of the 

project, as work progresses and more results are produced. Moreover, SCoRPiO partners will investigate 

the prospect of organizing a workshop on approximate and/or significance-based computing, in conjunction 

with a major scientific conference such as HiPEAC or DATE. 

Of course, public dissemination will also continue during the second year. More extensive press releases 

will be prepared, including first project results in a way that is easily understandable for non-experts. 

Another thought is to design and prepare a use case for illustrating the ideas of SCoRPiO to a live audience, 

either in the form of a demo or a video that can be shown in conferences and technology exhibitions. 

Last but not least, during the second year, industrial dissemination activities will pick up, primarily through 

the Industrial Advisory Board. Also, the consortium will start drafting plans for the exploitation of the 

project results.     

 

 

 

 

 

  

 

 

 


