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ABSTRACT 

 

 

This document accompanies the prototype named “Content-dedicated Platform-as-

a-Service”: it first presents the notion of Platform-as-a-Service and explains the 

rationale for the adoption of a Platform-as-a-Service to simplify the development of 

server-side applications in the FI-Content 2 project. It shows how it can instantiate 

automatically Specific Enablers required by applications. It also documents an on-

demand web-based development environment. 
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EXECUTIVE SUMMARY  

The present report accompanies the prototype “Content-dedicated Platform-as-a-Service”. Section 2 

describes the needs, the rationale within FI-CONTENT 2 and the design principles. It also explains the 

relationship with FIWARE GEs and FIC2Lab. Section 3 gives an overview of the Platform-as-a-Service 

concept, explains the different kinds that exist and justifies the selected type. Section 4 describes the 

architecture of the proposed solution based on open-source software, and the extensions that have been 

developed to instantiate automatically Specific Enablers required by applications. Section 5 documents the 

installation and administration of the solution on top of FIWARE Lab Cloud. Finally, section 6 describes 

IDEaaS, an on-demand web-based development environment to address the build phase and complement 

the PaaS solution for the runtime phase. 
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1 - INTRODUCTION 

Within FI-CONTENT 2, WP6 delivers the technical components common to the Social Connected TV, the 

Smart City Guide and the Gaming Platform. Such components are targeted at developers of applications: 

those in WP2, WP3 and WP4, those from the Open Calls, as well as third parties attracted by WP5.  

 

Within WP6, task 6.2 (“Content-dedicated Platform-as-a-Service”) has the objective of delivering to 

developers: 

 a running PaaS for the developers of content-specific server-side applications 

 build, deployment, monitoring and management tools to simplify development and operations 

 

Within task 6.2, this deliverable describes the intermediate release of the Platform-as-a-Service customized 

and enhanced for FI-CONTENT 2 needs. 

 

The source code is available as open-source on GitHub: 

https://github.com/tai-lab  

 

https://github.com/tai-lab


 
 

 

 

© FI-CONTENT 2 consortium 2015 

 

D6.2.2 V2.0 – May 2015 

 

Page 10 of 64 

 
 

2 - RATIONALE AND LINK TO FIC2LAB 

2.1 - The skills and needs of the developers of content applications 

Developing applications in the content area (whether it is connected TV apps, smart city apps or mobile 

games) requires a wide set of skills:  

 frontend development, whether web-based (HTML5 and JavaScript) or native (Android, iOS); 

 backend development: web APIs (using e.g. Java, Python or node.js), databases, security…); 

 backend operation (e.g. monitor, scale, upgrade, backup...); 

 software lifecycle management (version control, bug tracking, release management…); 

 quality content creation (videos, sounds, text, interactions, games, avatars, scenes…) 

Mastering this complete array of skills is often beyond the means of an average SME. This is especially true 

in the area of content, in which excellent content quality is the key to success, and where the skills should 

excel. Creative SMEs tend to have less expertise in the development and operation skills. In particular, 

managing the availability, scalability or security of the backend of an online service was not the traditional 

priority for creators of TV content, smartphone apps or games. However, this has become essential today. It 

is therefore more necessary than in any other industry to reduce the complexity of the deployment and 

operation of online services. 

2.2 - Candidate solution: the FIWARE Cloud Portal 

The FIWARE Cloud Portal offers virtual infrastructure in an on-demand basis and is therefore a convenient 

hosting solution. It is an Infrastructure-as-a-Service (IaaS) solution, a basic alternative to Amazon EC2. 

However, with respect to the abovementioned needs: 

 it requires an understanding of virtual machines, security key pairs, network interfaces, public IP 

addresses, firewalls, Linux administration, etc. which is a barrier for certain developers; 

 it offers limited resources, e.g. only 1 public IP. This could be circumvented by using NAT (e.g. by 

setting up a reverse proxy) but adds additional complexity; 

 it is slow for frequently testing and updating new versions, and there is no documented way to 

automate the delivery process from code to running service in a simple and repeatable way. 

2.3 - Candidate solution: the PaaS Management GE (aka Blueprints) 

FIWARE’s PaaS Management GE (and its integration within the Cloud Portal as Blueprints) manages the 

lifecycle of applications and software platforms on top of VMs. Its target users are system administrators that 

have the knowledge of how applications are installed on top of sets of VMs and want to move from a manual 

process to an automated, repeatable and predictable way. They still need to care about virtual machines, 

security key pairs, network topology, public IP addresses, firewalls, Linux administration, etc. and in addition, 

they need to understand the concept of blueprint templates, blueprint instances, tiers and software releases. 

This approach aims to go in the same direction of Amazon Elastic Beanstalk, which automates the process 

of creating virtual machines with prepackaged runtime containers, and setup security groups, load balancers, 

auto-scaling groups and monitoring alarms. Unfortunately, these features are missing in FIWARE Lab Cloud 

and the user experience is far from being as simple as using Amazon Elastic Beanstalk. 

 

This GE provides greater functionality through automation, but increases the entry barrier in terms of skills 

instead of lowering it. This can be quite frustrating for end users, especially creative SMEs with little 

resources to invest on highly technical tasks. 

 

In addition, this solution is designed to deploy multiple VM instances organized in tiers in a coherent way. 

This is a problem given the limited amount of resources granted to third-parties on FIWARE Lab Cloud (2 

VM instances for Trial users as of this writing). 

 

As such, this GE does not match the needs of simplification that were previously described. 
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2.4 - The need for a simpler cloud-based platform for the management of services 

With the awareness of the abovementioned needs and candidate solutions, task 6.2 of the Description of 

Work of FI-Content 2 describes the development of a Cloud-based platform to simplify the development and 

operation of backend or server-side applications in the context of FI-Content 2 on top of FIWARE Cloud 

GEs. 

Although the underlying technical solution can be generalized to other industries than content, it was decided 

to address it in the scope of FI-Content 2 because it is a need which is especially relevant given the skills of 

the SMEs in the content industry, and the need is not covered in a simple way by any of the existing Generic 

Enablers. 

The purpose of task 6.2 is to abstract away that unnecessary complexity of a IaaS (virtual machines, security 

key pairs, network topology, public IP addresses, firewalls, Linux administration, etc.) and let the developer 

concentrate on creating and deploying code and content. 

 

The technical jargon for that type of abstraction is Platform-as-a-Service (PaaS). The different kinds of PaaS 

solutions and their features are described in more detail in section 3 -. 

In short, a (framework) PaaS typically provides: 

 On-demand runtime containers (e.g. the equivalent of Tomcat in the Java world); 

 On-demand technical services such as databases, messaging, etc.; 

 Integrated monitoring and management mechanisms (DNS, load-balancing, scalability, fault 

recovery, logging, etc.). 

2.5 - Open-source PaaS solutions 

Like all abstractions that hide underlying complexity, the implementation of a PaaS can be quite complex. It 

is out of the scope of FI-Content 2 to develop a new PaaS platform. The objective is to reuse as much as 

possible existing solutions and adapt it to our needs. Fortunately, a number of open-source solutions exist 

that can be reused. After a complete state-of-the art of different solutions (CloudFoundry, OpenShift, 

Dokku…), CloudFoundry was selected because of its advanced features and vivid community. It is hoped to 

become the equivalent of OpenStack (the solution reused for the Cloud GE in FIWARE) in the PaaS 

segment. This solution is described in more detail in section 4 -. 

2.6 - Customizing an open-source PaaS for FI-Content 2 

One of the main objectives of FI-Content 2 is to enable the development of new applications based on 

Specific Enablers. Many of these enablers are server-side APIs. They can be consumed either directly from 

smartphone applications, but quite often a specific server-side development needs to be hosted in a server.  

 

In a PaaS, when an application is deployed, instances of its depending services (such as databases, etc.) 

are created and bound to the application.  

The typical services that are offered to developers are quite generic, as those shown in Figure 4. Within task 

6.2, the PaaS solution described in this document has been customized to enable the on-demand 

provisioning of Specific Enablers as PaaS services.  

 

The implementation details are described in section 4.3 -. 

2.7 - Providing a cloud-based development environment 

The described solutions cover the deployment and operation of server-side applications. However, it doesn’t 

remove the complexity of setting up the right development environment (editor, build tools, etc.) and no 

satisfying solution existed in the FIWARE ecosystem. Task 6.2 decided to design and implement a web-

based development environment to address the build phase and complement the solution described in 

section 4 -. A web-based development environment integrated with the PaaS was implemented based on an 

existing open-source. It is further described in section 6 -. 
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2.8 - The link with FIC2Lab 

The work on task 6.2 to simplify the deployment and operation of server-side applications in a cloud 

environment are linked to FIC2Lab in several ways: 

 Reuse of knowledge and technologies from task 6.2 to design and implement FIC2Lab: 

o The run-level solution based on Docker implemented for FIC2Lab is a very simple subset of 

what a PaaS can offer. It has the advantage of being easy to understand and to deploy on 

any cloud provider or local computer, which is essential for SMEs for their sustainability.  

o Some technical features of the PaaS solution have been partly reused for FIC2Lab. PaaS 

solutions have been using internally container technologies to isolate tenants within virtual 

machines. Docker itself, the technology used in FIC2Lab, is a subset of a PaaS named 

dotCloud which gained interest because of its simplicity. Similarly, within FI-CONTENT 2, a 

complete PaaS solution was implemented first, and a simple subset with a lower entry 

barrier was reused for FIC2Lab. 

o One of the challenges of the PaaS in task 6.2 was the automation of its deployment on top 

of FIWARE Lab Cloud. The knowledge of the architecture, features and issues of this Cloud 

gained during this task was key to design and implement FIC2Lab in such a short period of 

time. 

 Complementarity of FIC2Lab and the FI-CONTENT 2 PaaS: 

o One of the great added values of a PaaS is the fact that technical services such as 

databases for persistence, messaging buses, and other server-side APIs can be 

automatically instantiated and bound to a new application when required. The developer 

does not need to know how to install and operate the database. Within the FI-CONTENT 2 

context, this means that developers could reuse server-side Specific Enablers without 

needing to know how they are deployed or operated. 

With the request to create FIC2Lab, the consortium agreed on a common way to package 

and deploy Specific Enablers. Instead of heavy VM images, it was decided that Docker 

images were much more lightweight and convenient for developers to quickly try the 

software. The availability of a standard mechanism to deploy Specific Enablers in a 

lightweight manner was seized by task 6.2 partners and the catalogue of technical services 

that can be automatically deployed by the PaaS was enriched with all these Docker images. 

This is documented in the resubmitted version of D6.2.2. 

o FIC2Lab enables to discover, try, tweak and run Specific Enablers. It was decided that 

tweaking encompasses modifying frontend code (HTML and JavaScript) but that modifying 

backend code (e.g. Java web apps), building and deploying an updating version of such 

application was out of the scope of such definition. That is the space addressed by the PaaS 

solution: developing and deploying new server-side applications using Specific Enabler 

APIs. 

 



 
 

 

 

© FI-CONTENT 2 consortium 2015 

 

D6.2.2 V2.0 – May 2015 

 

Page 13 of 64 

 
 

3 - CLOUD COMPUTING AND PAAS 

3.1 - Cloud Computing service models 

The services available to a Cloud Consumer are typically Infrastructure-as-a-Service (Iaas), Platform-as-a-

Service (PaaS) and Software-as-a-Service (SaaS). These services can be recursive: one can be delivered 

on top of another. The following picture illustrates the positioning of well-known examples of each of them. 

 

 
Figure 1 - Cloud Computing service models 

 

SaaS, PaaS and IaaS are basic concepts in the cloud landscape. NIST (National Institute of Standards and 

Technology) describes them as follows: 

 SaaS are software applications made accessible via a network to the SaaS consumers. The 

consumers of SaaS can be organizations that provide their members with access to software 

applications, end users who directly use software applications, or software application administrators 

who configure applications for end users. SaaS consumers can be billed based on the number of 

end users, the time of use, the network bandwidth consumed, the amount of data stored or duration 

of stored data. 

 Cloud consumers of PaaS can employ the tools and execution resources provided by cloud 

providers to develop, test, deploy and manage the applications hosted in a cloud environment. PaaS 

consumers can be application developers who design and implement application software, 

application testers who run and test applications in cloud-based environments, application deployers 

who publish applications into the cloud, and application administrators who configure and monitor 

application performance on a platform. PaaS consumers can be billed according to processing, 

database storage and network resources consumed by the PaaS application, and the duration of the 

platform usage. 

 Consumers of IaaS have access to virtual computers, network-accessible storage, network 

infrastructure components, and other fundamental computing resources on which they can deploy 

and run arbitrary software. The consumers of IaaS can be system developers, system administrators 

http://www.nist.gov/
http://www.nist.gov/
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and IT managers who are interested in creating, installing, managing and monitoring services for IT 

infrastructure operations. IaaS consumers are provisioned with the capabilities to access these 

computing resources, and are billed according to the amount or duration of the resources consumed, 

such as CPU hours used by virtual computers, volume and duration of data stored, network 

bandwidth consumed, number of IP addresses used for certain intervals. 

 

In the context of FI-CONTENT 2: 

 IaaS services are provided by the FIWARE Testbed and FI-LAB 

 PaaS services will be provided by task 6.2, based on FIWARE Cloud GEs 

 SaaS services should be the applications delivered by end users, based either on FIWARE’s IaaS or 

Content PaaS 

 

From a technical perspective, Cloud Computing platforms can be seen from different perspectives 

depending on the stakeholder. The following picture summarizes it: 

 
Figure 2 - Cloud Computing, different stakeholder perspectives 

 

The aim of FI-CONTENT 2 is not to deliver final applications for end-users, but to simplify the development 

of new applications to generate revenue streams from the use of the platform. Therefore FI-CONTENT 2 

partners are providers and the target stakeholders are the developers. 

3.2 - What is a Platform-as-a-Service? 

PaaS represents a shift in responsibility compared to the IaaS model:  

 PaaS consumers (i.e. application developers) are no longer responsible of deploying and configuring 

VMs, OSs and runtimes, but only applications. 

 PaaS providers are responsible of shared services, and can ensure high availability, scalability, 

disaster recovery, etc. out of the box. They design such services so that: 

o they offer a self-service API 

o scale on demand 

Use APIs offered by Cloud providers to 

exploit their resources and deliver high-
value services for end-users.

Dynamic management of hosted services 
(*aaS) to guarantee availability, reliability and 

related quality aspects through automation in 
order to optimise the overall resource 
utilisation.

The Cloud extends the general 
internet-based service provisioning model 

with aspects of high availability, reduced 
cost (through improved resource usage) and 
ease-of-use.

Source: EC
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o isolate tenants 

 

The following classification initiated by Gartner tries to categorize the different services provided by existing 

PaaS platforms, both in the public and the private landscape. 

 

 
Figure 3 - Categories of PaaS providers 

The following subsections analyze the responsibilities and tools typically provided by each of the categories, 

together with examples of providers. 

3.2.1 - Instance PaaS (also known as IaaS++ or custom PaaS) 

 Target: developers with sysadmin knowledge 

 From the developer perspective:  

o Applications rely on automatically generated and deployed VMs that the developer can 

access and has to manage (configure, update, back-up…). 

o Existing applications can be deployed with no changes. Cloud benefits (high availability, 

scalability…) require a parallelized architecture and the creation of automation recipes. 

 Provided tools: 

o App deployment mechanism (Eclipse plugin…) 

o VMs with runtime environment 

o Service catalog (DB, Auth, task queue...) 

o Tools to add new services to the catalog 

o Separation of responsibility: 

 PaaS customer: VM configuration, OS, runtime containers, technical services, apps 

 PaaS provider: virtualization infrastructure 

 Examples: 

o Public: Amazon Beanstalk, Microsoft Azure 

o Private: VMWare vCloud Director, Microsoft SystemCenter 

Public Private

•vCloud Director
•SystemCenter
•Kanopya

•Cloudify

•OrangeScape
•Cordis
•Caspio

•WorkXpress
•OutSystems
•Wolf Frameworks

•CloudFoundry
•OpenShift

•AppScale
•Typhoon AE

Our focus
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3.2.2 - Framework PaaS (commonly called just ‘PaaS’) 

 Target: developers with NO system administration knowledge 

 From the developer perspective: 

o Runtime choice is limited to a catalog of preconfigured runtimes and services automatically 

managed. 

o A catalog of services simplifying the development, integration and runtime phases 

o In order to benefit from high availability, elasticity… applications need to be adapted to use 

the provided framework that forces to create parallelized architectures. 

o Developers don’t have access to the underlying layers (VMs, OS, containers…) 

 Provided tools: 

o App deployment mechanism (Eclipse plugin…) 

o Multi-tenant runtime environment 

o Service catalog, which can include: 

 Persistence 

 Data processing, indexation, workers… 

 Logging 

 Messaging (message queues, e-mails, SMS…) 

 Monitoring 

 Caching 

 Media (image, video transformation, streaming…) 

 Billing 

 Software lifecycle management 

o PaaS Service manager: high availability, elasticity… 

o Separation of responsibility: 

o PaaS customers: application code and configuration 

o PaaS provider: VMs, OSs, multi-tenancy containers 

 Examples: 

o Public: Google App Engine, Heroku 

o Private: CloudFoundry, OpenShift 
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Figure 4 - Catalog of services provided by third-parties in Heroku 

 

3.2.3 - PaaS for non-technical creators or metadata PaaS 

 Target: Not « coders ». Business-level power users. 

 From the developer perspective: 

o The client doesn’t need anything to code (even coding knowledge).  

o He is forced to use the IDE provided and is limited in term of functionalities. 

 Provided tools: 

o Domain-specific WYSIWYG IDE 

o Domain-specific test and runtime environment 

o Separation of responsibility: 

 PaaS customers: application model or DSL 

 PaaS provider: VMs, OSs, multi-tenancy containers 

 Examples : 

o workXpress, Force.com, Caspio, Cordys, Zoho editor, OrangeScape 
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Figure 5 - Example of platform for non-technical users for rapid application development 

 

3.3 - Why and what kind of PaaS in FI-CONTENT 2? 

In the FI-CONTENT 2 context, the objective of the Social Connected TV, Smart City Guide and Gaming 

Platforms in FI-CONTENT 2 is to create a “platform effect” by helping third parties deliver content 

applications to end-users so that it creates a mutual benefit. Such “platform effect” can be achieved in a 

number of different ways depending on the domain and participants by offering: 

 Content sharing (e.g. Youtube, Wikipedia, reusable 3D models for games…) 

 Social networks and community websites (e.g. Facebook, Twitter…) 

 Code reuse and improvement (e.g. open-source communities such as github.com) 

 Software Development Kits for hardware platforms with an associated marketplace for revenue 

sharing: smartphones (e.g. iOS, Android), smart TVs… 

 Web mashups that enable the combination of information from different sources (e.g. Google Maps 

mashups) 

 Web APIs that provide services through a programmatic interface (e.g. programmableweb.com) 

 Cloud hosting services that simplify the on-demand consumption of IT resources 

 

By analyzing the case of the gaming platform developed in WP4, according to feedback from partners, the 

profiles of target platform developers are mainly: 

 Non-expert content creators 

 Developers: 

o Client-side (e.g. HTML5 and JavaScript, Android, iOS) application developers 

o Server-side (e.g. server-side game logic) application developers 

 Game platform (SaaS) providers 

 

The tools identified for those types of users are significantly different: 

 Non-expert content creators prefer dedicated web UIs for content creation and sharing. 

 Expert game developers need a subset of the following tools:  

o Client-side enablers: 

 SDKs for 3D game development such as the popular Unity3D 

 Javascript libraries for 3D, such as XML3D 

o Server-side enablers: 
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 The most demanded are the APIs that can be remotely consumed from the client: 

game services such as leaderboards, achievement boards, matchmaking and multi-

player. 

 Games with more complex server-side logic require a hosting platform enabling the 

deployment of e.g. web applications and databases. 

 

Specific development tools such as WYSIWYG editors could be created for specific uses (e.g. 3D modelling, 

virtual world edition, etc.) but WP6 has the objective of providing common tools for all the platforms.  

 

Therefore, the most appropriate type of platform is the so-called “Framework PaaS”. 

 

The Content-dedicated PaaS will offer developers runtime containers and a catalogue of homogeneous APIs 

to use: 

 Server-side Generic Enablers from FIWARE and Specific Enablers from FI-CONTENT; 

 Services developed for social TV (WP2), Smart City Guide (WP3) and gaming (WP4) applications, 

which can be combined to deliver new cross-domain applications; 

 Tools and services to simplify the process of building, deploying, monitoring and managing content-

related applications on top of Cloud infrastructures and Content Delivery Networks so that the 

appropriate Quality of Service is met. 

 

The following diagram depicts the position of the PaaS in the overall FI-CONTENT 2 environment: 

 
 

Figure 6 - FI-CONTENT 2 high-level architecture with the PaaS 
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4 - ARCHITECTURE OF THE SOLUTION 

4.1 - General overview 

FI-Content 2 dedicated PaaS proposes a solution which offers to the developers a simple way to create new 

applications that use Generic & Specific Enablers. This solution relies on the principles described earlier in 

this document: a platform as a service that takes care of the instantiation of runtime environments, which is 

time-consuming, and instantiation of Specific Enablers dedicated to the development. With this platform an 

developer benefits of a rich catalog of dedicated services, which he can use to create new applications, 

without being an expert of the service domain, and without to take care on how to deploy and install the 

service. Thus he can focus his work on its application. 

The solution is composed of a general purpose Platform as a Service, enriched with a marketplace of 

enablers. The enablers can be instantiated on-demand, when the developer need them, and then be binded 

to its application. 

 

SE & GE service toolboxPlatform as a Service

Service 

Broker

Specific & Generic

Enablers repository

Specific & Generic

Enablers repository

Containers host

xE_instanceApps

MarketplaceMgt
Catalog

 

Figure 7 

 

The solution is composed of: 

 FI-Content2 Platform as a Service: responsible to (i) provide execution environment for the 

application of the developer, with elastic runtimes for different languages, (ii) expose in a 

marketplace the specific technical services and (iii) bind services to the applications. 

 SE & GE toolbox: responsible to instantiate Specific Enablers and Generic Enablers when the 

developer request them. 

 Repository of Specific Enablers and Generic Enablers 

 

 

4.2 - FI-Content 2 PaaS 

FI-Content 2 PaaS relies Cloud Foundry. Cloud Foundry is an open-source full-featured PaaS framework 

first released by VMware in 2011 and now maintained by Pivotal, an independent venture founded in 2013 

by the cloud teams of VMware and EMC Corporation, and the open-source community. It is considered to be 

“the industry’s first open Platform as a Service”
1
. Like most PaaS solutions (such as Heroku, OpenShift, 

                                                      
1
 http://www.vmware.com/company/news/releases/cloud-foundry-apr2011  

http://www.vmware.com/company/news/releases/cloud-foundry-apr2011
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etc.), it supports a wide range of programming languages and frameworks, and can be extended with 

multiple third-party services or add-ons, such as data stores, message queuing tools, analytics, and so on. 

Cloud Foundry being open-source (under Apache License 2.0), it can be operated both as a private PaaS, 

by individuals or corporations who want better data ownership and control, and as a public offering for those 

who want a simple-to-use PaaS ready to try out. Most-known companies which have public commercial 

Cloud Foundry solutions are Pivotal
2
  themselves, with their offerings Pivotal Web Services (for developers) 

and Pivotal One (for enterprises), ActiveState and IBM with their respective solutions Stackato
3
 and 

Codename: BlueMix
4
 which leverage Cloud Foundry for enterprises, and AppFog with their eponym solution

5
 

and Layer 3 which distributes IronFoundry
6
, a .Net enabled CF, which target developers.  

In the middle of 2013, Pivotal announced the release of Cloud Foundry “version 2” (also referenced as 

“next generation” or simply “ng”). Even though adding new functionalities to Cloud Foundry is an ongoing 

effort, the “CF v2” release brought major features: a new high-performance router, hierarchical application 

management thanks to the concepts of organizations and spaces, the ability for developers to assign custom 

domains to their deployed apps, a container system with Warden, and buildpacks which are bundles of 

detection and configuration scripts to seamlessly provide runtimes and frameworks. 

As Cloud Foundry was getting bigger and bigger, and already was one of the most prominent member of the 

PaaS ecosystem, IBM and Pivotal announced a bit later in 2013 the creation of the Cloud Foundry 

Community Advisory Board. This board is now composed by many Cloud Foundry actors (such as Pivotal, 

IBM, Intel, ActiveState, Stark & Wayne, and others), and its mission is “to foster a healthy, vibrant, 

collaborative and innovative community and ecosystem around the Cloud Foundry platform and open source 

project”, which means giving information and feedbacks about the CF roadmap, establishing conference and 

summits
7
 around Cloud Foundry, interacting with the community, etc. They meet regularly and try to be the 

most transparent possible about each decision or announcement they make, which they detail on mailing 

lists. 

More recently, in early 2014, the upcoming nonprofit Cloud Foundry Foundation was announced. The 

purpose of such a foundation is to expand Cloud Foundry’s openness, so that more and more companies 

can put resources into improving Cloud Foundry without the fear of contributing to a competitor. It means 

Pivotal will give more and more control (such as the release lifecycle, which is currently still dependant of the 

Pivotal’s commercial offering one) to the Cloud Foundry community. 

4.2.1 - Cloud Foundry components overview 

Cloud Foundry is a set of large-scale distributed services. Its components are dynamically discoverable and 

loosely coupled. 

                                                      
2
https://run.pivotal.io/ 

3
http://www.activestate.com/stackato 

4
https://ace.ng.bluemix.net/ 

5
https://www.appfog.com/ 

6
https://www.appfog.com/about/ 

7
http://cfsummit.com/ 

https://run.pivotal.io/
http://www.activestate.com/stackato
https://ace.ng.bluemix.net/
https://www.appfog.com/
https://www.appfog.com/about/
http://cfsummit.com/
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Figure 8 - Cloud Foundry components 

 

 Router 

In Cloud Foundry, the router is the component that routes the incoming traffic to the right destination (the 

Cloud Controller, a DEA, the API, etc.), so that CF users are transparently redirected to an internal route and 

port. Originally, it was backed by Nginx but it had so many limitations (no support for non-HTTP and non-

request/response type traffic) that it got replaced by a custom one written in Go, to have a full control over its 

features (such as supporting Websockets, etc.) and to overcome these limitations. 

It receives its route updates via the NATS messaging bus, and provides the additional /routes endpoint, to 

get the routing table as JSON (each route has an associated array of host:port entries). Moreover, it also 

provides the /healthz and /varz endpoints for every CF component, so that they can get polled respectively 

for their health and their configuration data. 

The go router project repository can be found on https://github.com/cloudfoundry/gorouter,and its CF 

documentation page is http://docs.cloudfoundry.org/concepts/architecture/router.html. 

 UAA 

UAA is the User Account and Authentication server, which is responsible of identity management. As 

explained by its documentation
8
, it: 

 owns the user accounts and authentication sources; 

 is called via JSON APIs; 

 supports standard protocols to provide single sign-on and delegated authorization to web applications 

in addition to JSON APIs to support the Cloud Controller and team features of Cloud Foundry; 

 supports APIs and a basic login/approval UI for web client apps; 

                                                      
8
https://github.com/cloudfoundry/uaa/tree/master/docs/UAA-APIs.rst 

https://github.com/cloudfoundry/gorouter
http://docs.cloudfoundry.org/concepts/architecture/router.html
https://github.com/cloudfoundry/uaa/tree/master/docs/UAA-APIs.rst
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 supports APIs for user account management for an external web UI. 

It maintains a user account database so it can handle internal accounts for password based authentication, 

but it can also be extended to support external authentication providers, such as LDAP servers and OpenID. 

Moreover, it serves as anOAuth2 authorization server through its APIs. 

The UAA project repository can be found on https://github.com/cloudfoundry/uaa/, and its CF documentation 

page is http://docs.cloudfoundry.org/concepts/architecture/uaa.html. 

 

 Cloud Controller 

The Cloud Controller is the component that manages the lifecycle of applications and services. It users the 

NATS messaging bus to interacts with other CF components, such as 

 instructing DEAs to stage an application (i.e. processing a buildpack, a process which will be later 

explained) to prepare it to run; 

 instructing DEAs to start or stop an application; 

 receiving information from the Health Manager about applications. 

Cloud Foundry’s version (currently “v2” or “ng”) corresponds to the Cloud Controller one as it is its core 

component. The current version of the cloud controller has been entirely rewritten for the v2 as there were 

inconsistencies (such as using both Rails and Sinatra for the http framework) and a shaky concurrency 

model (which could easily break) in the previous version. New features have also been included, such as the 

new hierarchical model with organizations and spaces. 

 

As it’s the main CF orchestrator, it needs to keep track of a huge amount of information and data. To do so, 

the Cloud Controller maintains its own database and blobstore: 

 Cloud Controller Blobstore 

As explained by the documentation
9
, the CC blobstore is used to store: 

 resources - files that are uploaded to the Cloud Controller with a unique SHA such that they 

can be reused without re-uploading the file; 

 app packages - unstaged files that represent an application; 

 droplets - the result of taking an app package, staging it and getting it ready to run. 

This blob store uses fog
10

, a framework which facilitates cross cloud service compatibility, such that 

it can use abstractions like Amazon S3 or an NFS-mounted file system for storage. 

 Cloud Controller DB 

The Cloud Controller uses a Postgres database (by default, but MySQL and SQLite work too) to 

maintain tables for orgs, spaces, apps, services, service instances, user roles, and more. 

 

Additionally, the Cloud Controller provides a set of REST API endpoints
11

, as detailed in the project 

repository https://github.com/cloudfoundry/cloud_controller_ng/, the CF documentation and the CF 

API documentation. 

 

                                                      
9
http://docs.cloudfoundry.org/concepts/architecture/cloud-controller.html 

10
http://fog.io/ 

11
https://github.com/cloudfoundry/cloud_controller_ng/blob/master/docs/API_Overview.md 

https://github.com/cloudfoundry/uaa/
http://docs.cloudfoundry.org/concepts/architecture/uaa.html
https://github.com/cloudfoundry/cloud_controller_ng/
http://docs.cloudfoundry.com/docs/running/architecture/cloud-controller.html
http://apidocs.cfapps.io/
http://apidocs.cfapps.io/
http://docs.cloudfoundry.org/concepts/architecture/cloud-controller.html
http://fog.io/
https://github.com/cloudfoundry/cloud_controller_ng/blob/master/docs/API_Overview.md
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 Health Manager 

The purpose of the health manager is to monitor the state of deployed applications, to ensure their actual 

state (running, crashed, stopped …) matches the state the user expect them to have, and eventually send 

directives to the Cloud Controller to start, restart or stop them. Such a component is primordial in complex 

distributed environments such as Cloud Foundry, because there are many points of failure. 

The health manager has recently been rewritten, under the name “HM9000”, to transform it from one 

monolithic component to a set of 8 subcomponents. Each component has a specific domain and they run on 

distinct processes. Making these components communicate well with each other was another challenge, as 

messages (using NATS for example) may be delayed, whereas the HM needs to know the actual state of 

applications in real time. This problem was solved with the use of etcd
12

, a “highly-available key value store 

for shared configuration and service discovery”, which relies on data rather than messages, and fits well 

distributed systems. Moreover, relying on persistent data rather than in-memory state means that it’s easier 

to replace these components by others if they were to fail or crash, so it prevents HM9000 from being a point 

of failure. 

These components are detailed on the HM documentation, as well as in the HM900 project repository. 

 

  

                                                      
12

https://github.com/coreos/etcd 

http://docs.cloudfoundry.com/docs/running/architecture/health-manager.html
https://github.com/cloudfoundry/hm9000
https://github.com/coreos/etcd
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 Droplet Execution Agent (DEA) 

In Cloud Foundry, a DEA is a worker node, which runs multiple containerized applications. More precisely, 

their jobs are to stage applications, which means packaging source code and configuration along with 

runtime or framework buildpacks into a single tarball (called a droplet) that can be deployed on any DEA, to 

run droplets in isolated Warden containers and to report application monitoring data to the Health Manager. 

Indeed, DEAs periodically check the health of applications they run. For example, if a route is mapped to an 

application, the DEA will attempt to connect to it through the port assigned to the application. If the 

application port is accepting connections, the DEA will consider that the application is effectively running. For 

standalone applications and those who don’t have any route mapped to, the DEA will check the system’s 

process table for the application process PID and consider the app running if the PID exists.  

Deployed apps are containerized thanks to the Warden component, which will be presented in chapter II 

“Multi-tenancy”. Running apps in containers ease DEAs’ multi-tenancy since apps aren’t aware that there are 

other apps running on the same system, so there can’t be any conflict. 

More information about DEAs can be found on the project repository and in the documentation. 

 

 Service brokers 

Managed services such as databases, messaging systems, file systems, etc. can be automatically 

provisioned by the Cloud Controller once it has been interfaced with a “service broker”. Service brokers are 

services gateways which must implement a set of API endpoints that the Cloud Controller will use to 

seamlessly manage services. They’re also used to get the list of the advertised service offerings. 

Services can be bound to any application deployed by the user, so multiple services can be bound to an 

application and vice versa. Binding a service means getting credentials from the service broker, which will be 

stored in the application container’s environment variables. 

The Service Broker API is currently in v2.4, unlike the Cloud Controller which is independently versioned 

(and keep in mind that CF’s version is the CC one).The current specification of the API is detailed in the 

documentation. 

 

This is this component that is used to offer Specific Enablers and Generic Enablers on demand to the 

developers (see 4.3 - FI-Content 2 Service Broker) 

 NATS 

NATS
13

 is a lightweight publish-subscribe and distributed queuing messaging system, which is used for 

internal communication between CF components. NATS was designed and built to be like a publish-

subscribe service, which fits well scalable and reliable distributed systems. 

 Logging 

In Cloud Foundry, two components are responsible for logging: on one hand the Metrics Collector gathers 

metrics from CF components, which can be used to monitor a Cloud Foundry instance; on the other hand, 

the application log aggregator, commonly called “Loggregator”, streams application logs to developers or 

external logging services. 

Cloud Foundry components share a common interface for configuring their metric logs, Steno
14

, a lightweight 

logging library. Collector, the metric data collector, use CF components /varz and /healthz endpoints to get 

monitoring data, and can send it to configured plug-ins. 

                                                      
13

https://github.com/derekcollison/nats 
14

https://github.com/cloudfoundry/steno 

https://github.com/cloudfoundry/dea_ng/
http://docs.cloudfoundry.org/concepts/architecture/execution-agent.html
http://docs.cloudfoundry.org/services/api.html
https://github.com/cloudfoundry/collector
https://github.com/derekcollison/nats
https://github.com/cloudfoundry/steno
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As explained in the project repository, the user application log aggregator, Loggregator, allow users to: 

 tail their application logs; 

 dump a recent set of application logs (where recent is a configurable number of log packets); 

 continually drain their application logs to 3rd party log archive and analysis services. 

 

 

  

https://github.com/cloudfoundry/loggregator
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4.2.2 - Cloud Foundry workflows 

 

 Application staging 

 

The application staging process involves many components to ensure apps are well monitored and can be 

effectively fixed if something wrong is detected at any step.  

The following is the application staging sequence diagram and steps, as described on the documentation
15

: 

 

Figure 9 - Application staging sequence diagram 

 
1. With the command line, the user goes into the directory holding their application and uses the cf 

command line tool to issue a push command. 

2. The cf command line tool tells CCNG to create a record for the application. 

3. CCNG stores the application metadata (e.g. the app name, number of instances the user specified, 

the buildpack and stack). 

4. The cf command line tool uploads the application files 

5. CCNG stores the raw application files in the blobstore. 

6. The cf command line tool issues an app start command. 

7. Because the app has not already been staged, CCNG chooses a DEA instance from the DEA pool 

to stage the application. The staging DEA uses the instructions in the buildpack to stage the 

application. 

8. The staging DEA streams the output of the staging process so the developer can troubleshoot 

application staging problems. 

9. The staging DEA packages up the resulting staged application into a tar ball called a “droplet” and 

stores it in the blobstore. The results are cached and used next time the application is staged. 

                                                      
15

http://docs.cloudfoundry.org/concepts/how-applications-are-staged.html 

http://docs.cloudfoundry.org/concepts/how-applications-are-staged.html
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10. The staging DEA reports to CCNG that staging is complete. 

11. CCNG chooses one or more DEAs from the pool to run the staged application. 

12. The running DEAs report back the status of the application to the Cloud Controller. 

 

4.2.3 - Multi-tenancy in Cloud Foundry 

 

Multi-tenancy is the term describing when a single instance of software serves multiple clients (tenants). 

It’s one of the central concepts of cloud computing, as many clients often share the same resources, and 

cloud providers must ensure they don’t overlap each other. Within Cloud Foundry, multi-tenancy is achieved 

on two levels: isolated application containers, and hierarchical organization. 

 

 Isolated environments with Warden 

 

Warden is an application container manager, which aims to manage isolated, ephemeral and resource-

controlled (in terms of CPU, memory, disk, etc.) environments. The primary goal of Warden is to provide a 

simple API for managing these isolated environments. The project repository is hosted on GitHub and there 

is a small documentation page about it. 

Warden is currently used for managing end-user applications isolation in DEAs, and in some external 

projects such as the lightweight BOSH development environment bosh-lite
16

, which uses containerized 

process in a vagrant box instead of running multiple VMs. Even though it isn’t the case anymore, Warden 

has also been used for managing the process isolation of provisioned multi-tenant data services (such as 

MongoDB, Redis …). 

 

o Process isolation 

Warden’s process isolation is achieved thanks to Linux’s namespacing capabilities. Indeed, Linux provides 

kernel resource namespacing at multiple levels, and Warden makes use of some of them (Process ID PID 

namespace, network namespace, and mount namespace) to ensure that multiple containers present on the 

same host aren’t aware of each other’s presence. Additionally, resource control is handled by the cgroups
17

 

(Control Groups) kernel feature: containers get placed in separated control groups, from where they’re 

assigned an equal share of CPU and are given a maximum memory limit. 

 

o Network isolation 

As explained in the Warden documentation, every container is assigned a network interface which is one 

side of a virtual Ethernet pair created on the host. The other side of the virtual Ethernet pair is only visible on 

the host (from the root namespace). The pair is configured to use IPs in a small and static subnet. Traffic 

from and to the container can be forwarded using NATs. Additionally, you can filter and shape all traffic as 

needed, using readily available tools such as iptables. 

 

o Filesystem isolation 

                                                      
16

https://github.com/cloudfoundry/bosh-lite 
17

https://www.kernel.org/doc/Documentation/cgroups/cgroups.txt 

https://github.com/cloudfoundry/warden
http://docs.cloudfoundry.org/concepts/architecture/warden.html
https://github.com/cloudfoundry/bosh-lite
https://www.kernel.org/doc/Documentation/cgroups/cgroups.txt
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Filesystem isolation is achieved by giving each container a private root overlayed filesystem, created by 

stacking a read-only filesystem and a read-write filesystem (using aufs on Ubuntu versions from 10.04 to 

11.10 and overlayfs starting from Ubuntu 12.04). 

The read-only filesystem contains the minimal set of Ubuntu packages and Warden-specific modifications 

common to all containers  

The read-write filesystem stores the other files and can override container-specific settings when necessary. 

This filesystem is created by formatting a large sparse file, and as the size of this file is fixed, the filesystem 

that it contains cannot grow beyond this initial size. 

 

o Warden alternatives 

In the Linux world, the common way to achieve lightweight isolation is LXC
18

 (Linux Containers). LXC is a 

powerful interface for the Linux kernel containment features, which lets Linux users to easily create and 

manage system or application containers. Like Warden, it mainly uses Linux kernel resources namespacing 

functionalities and cgroups to manage isolation. It is able to create environments as close as possible as a 

standard Linux installation, but without the need for a separate kernel. Early versions of Warden used LXC, 

but it isn’t the case anymore as Warden only used a small subset of its functionalities. Now, the main 

difference is that LXC is exclusively for Linux, whereas Warden can be adapted to any OS which can provide 

a way to do isolation (however Linux is the only currently supported OS as it’s the only one to provide such 

mechanism). 

The main alternative to Warden is Docker
19

, an “open-source project to easily create lightweight, portable, 

self-sufficient containers from any application”, which relies on LXC. Even though it can be used in Cloud 

Foundry to replace Warden (it’s the case in ActiveState’s Stackato), the main difference is that Warden has 

been created with diagnostics in mind, which isn’t the case in Docker and can be critical for commercial 

products. Moreover, Warden being a Cloud Foundry project, it is designed to fulfill Cloud Foundry’s users’ / 

customers’ requirements, whereas there isn’t any certainty and no control over the Docker functional 

direction. A table created by the CF community which lists main differences between Warden and Docker is 

given in Appendix A. 

An interesting project that recently came up is Decker
20

, a project which aims at running a Docker stack 

along Warden, which would have the same functionalities as Warden and would allow uploading Docker 

containers easily in Cloud Foundry. 

The other projects to watch are the new Google’s project lmctfy
21

 (which doesn’t use LXC), from the 

creators of cgroups, and the new OpenStack project Solum
22

. 

 

 

 Organizations, spaces and roles 

 

Within Cloud Foundry, multi-tenancy is achieved with the new concepts of organizations and spaces 

which have been introduced in CFv2. They’re the main organizational units in which CF components 

(applications, services, domains, routes, and users) are contained. 

 

                                                      
18

https://linuxcontainers.org/ 
19

https://www.docker.io/ 
20

http://www.cloudcredo.com/decker-docker-cloud-foundry/ 
21

https://github.com/google/lmctfy 
22

https://wiki.openstack.org/wiki/Solum 

https://linuxcontainers.org/
https://www.docker.io/
http://www.cloudcredo.com/decker-docker-cloud-foundry/
https://github.com/google/lmctfy
https://wiki.openstack.org/wiki/Solum
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Figure 10 - CF organizational hierarchy 

An organization is usually a group of users that work on the same, or related, applications and 

services. Organizations contain one or multiple spaces, which are logical groupings of applications and 

services that usually share a common or related topic. 

 

This hierarchical organization allows multiple configurations, such as: 
 Assigning an org for each CF user, so that they can manage spaces as they want for each project 

they work on or according to their apps status (for example, the default spaces in a standard Cloud 

Foundry install are development, test, and production); 

 Assigning an org for an organization, and creating a space for each team or subdivision; 

 ... 

 

Org users and spaces users can be granted special access rights, which are called “roles”. There is 

currently three kinds of roles for orgs, and three others for spaces. 

Org roles are: 
 OrgManager: they can manage spaces, users, org-level quotas, features and reports 

 BillingManager: they can manage the billing account and payment info 

 OrgAuditor: they have access to org-level information and reports (in read-only mode) 

Space roles are: 
 SpaceManager: they can manage users (at space-level) and space-level features (such as wildcard 

sub-domains like *.example.com) 

 SpaceDeveloper: they can do all operations against apps and service within the space 

 SpaceAuditor: they can enumerate apps, have access to instance logs, files and stats (in read-only 

mode) 

 

Some roles allow configuring domains and sub-domains: CF URLs (for example test.example.com), 

which are used by the router to redirect users to the right applications, contains both a route or sub-domain 

(“test” in the example) and a domain (“example.com” in the example). Domains are controlled at both the 

Org and Space levels: Org managers can configure one or multiple domains for each org, and Space 

managers can affect those domains to their space. Then, when Space developers push an application, they 

can choose one of the domains available in the space and freely choose the route. 
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Figure 11 - CF domains and routes 

 

Each Cloud Foundry installation has a default shared domain (configured when deployed with BOSH), but 

Org managers can register custom domains or remove them thanks to the CLI (using the respective 

commands create-domain and delete-domain). 

 

4.2.4 - Buildpacks 

 

To provide runtimes and frameworks, Cloud Foundry has embraced the Heroku’s approach of 

buildpacks: they’re packaged runtimes and frameworks, which get installed in a DEA when an app is staged 

(the buildpack can either be automatically determined or user-provided as a command parameter). 

Cloud Foundry provides some basic built-in buildpacks for Java, node.js and Ruby. However, most 

buildpacks are cross-compatible, so a buildpack initially developed for Heroku or another PaaS can often 

also be used in Cloud Foundry. For this reason, any developer can use many external buildpacks (also 

called third-party or community-developed buildpacks) which will provide support for most runtimes and 

frameworks, or even create their own. The process of creating a custom buildpack is explained in the CF 

documentation: http://docs.cloudfoundry.org/buildpacks/.  

When pushing an app, if you don’t specify a buildpack, the staging process will try to find if your code can be 

run on one of the built-in buildpacks. To specify a custom or community-developed buildpack, you just have 

to specify its Git repository when issuing the push command. 

The current list of supported buildpacks is given in Appendix B. 

 

  

http://docs.cloudfoundry.org/buildpacks/


 
 

 

 

© FI-CONTENT 2 consortium 2015 

 

D6.2.2 V2.0 – May 2015 

 

Page 32 of 64 

 
 

4.2.5 - Scaling Cloud Foundry and High-Availability 

 

 Scaling CF 

 

The same way we can scale CF applications, it is possible to scale vertically and horizontally VMs running 

Cloud Foundry components. 

 

Figure 12 - Scale CF components horizontally and vertically 

The nature of a particular application should determine whether you scale vertically or horizontally. For 

example, components that support multiple instances should have their number of instances increased to 

achieve redundancy. For those which do not, the best way is to choose a strategy for dealing with events 

that degrade availability. 

 

DEAs 

Scaling up (i.e. vertically) DEAs can be tricky as a DEA has to fit adequately the performances of the 

deployed applications that run on it. Scaling up will result in many more NATS message per DEA, but there 

isn’t any limit. However, larger DEAs means bigger points of failure, as restarting a DEA which runs a large 

amount of apps may take a while. 

Scaling horizontally DEAs will also result in a higher number of NATS messages, but it will improve the 

global application reliability as if a DEA crashes, the apps can be runned on another DEA. 

 

The Go router 

The router should be scaled according to its incoming requests volume. 

 

Health Manager 

The Health Manager works as a failover set, meaning that only one Health Manager is active at a time. For 

this reason, you only need to scale the Health Manager to deal with instance failures, not increased 

deployment size. In general, scaling to two Health Managers should be sufficient. 

 

Cloud Controller 

Scale the Cloud Controller with the number of requests to the API and with the number of apps in the 

system. 

 

Loggregator 
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Deploying additional Loggregator servers splits traffic across them, and deploying additional Loggregator 

routers allows you to direct traffic to them using a round robin algorithm. 

 

 

 High-availability 

 

“High-availability” is a generic term for referring to any system design which aims to allow a system or 

component to be continuously operational for a desirably long length of time. In cloud computing, good 

design practices have to be applied, as distributed services may introduce multiple points of failure. 

One way to ensure High-Availability is to deploy instances of the same software on several “Availability 

Zones” (i.e. in different physical locations): if an instance of the software crashes on one AZ (because of a 

power outage for example), the other instances would still run. Cloud Foundry doesn’t have a built-in way to 

deploy one instance of it on multiple availability zones yet. However, the CF team of NTT (Nippon Telegraph 

and Telephone Corporation)
23

 recently published a manifest explaining how to achieve high-availability for 

application instances in Cloud Foundry. To do so, they have forked and modified some CF projects to allow 

them to support natively the concept of availability zones. 

For now, the only thing that can be done is zero-downtime (also called blue-green) deployments: when 

releasing a new version of an app, a developer can deploy the new version along the old one, link the old 

one’s route to the new one so that user requests are load-balanced between the two, then remove the link to 

the old one. It prevents the application from being stopped, and users’ requests get seamlessly redirected to 

the updated application. 

4.3 - FI-Content 2 Service Broker 

The API of the service broker is defined in the architecture of CloudFoundry, but the way services are 

instantiated and bound is not defined. In the context of FI-Content 2, we choose to use Docker to run the 

service instances. The service broker implements the API defined in the CloudFoundry architecture and 

instantiates and deletes Docker Instances on a Docker host. This choice offers a good quality of experience 

for the developer: he can request the instantiation of a specific enabler and bind it to its applications in less 

than a minute. If after some tests, the developer wants a fresh instance, he can easily destroy the existing 

instance and create a new one. 

Some Specific Enablers are packaged as Docker images and published in the Docker Hub
24

. The service 

broker references those images in its catalog. When a developer requests the creation of a Specific Enabler, 

the service broker requests the instantiation of the associated Docker image to the host. This process is 

described in the sequence diagram of the figure Figure 13 - Specific Enabler instantiation and binding to an 

application. 

Once the service is instantiated, the developer has to bind it to its application. The effect of this action is that 

information required to use the service are set as environment variable in the application. Typically, this 

information includes the IP address of the service, the port, the credentials and any information that is 

instance specific. 

                                                      
23

 https://github.com/nttlabs/  
24

 https://hub.docker.com/u/fraunhoferiais/ or https://registry.hub.docker.com/repos/fic2/ 

https://docs.google.com/document/d/1x-WwDc5p-biCkG3iRn0SRuFljACh51qLNtprGAzq0BU/
https://github.com/nttlabs/
https://hub.docker.com/u/fraunhoferiais/
https://registry.hub.docker.com/repos/fic2/
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Bind

(App, service instance)

Inject service 
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application

Success

Service instance 

creation

Service instance 

binding
Bind

 

Figure 13 - Specific Enabler instantiation and binding to an application 

 

The Service Broker has to be registered in Cloud Foundry. First the administrator of the platform must call 

the registration command, with the credentials of the Service Broker. After this check, Cloud Foundry 

requests the catalog of services offered by the broker and merge it in its catalog. Then the administrator has 

to setup the permissions for those services (by default, they are private). This process is described in the 

following sequence diagram. 
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PaaS Admin CF Service Broker

Register service broker

(name,credentials, address)
Check credentials

Success

Get service catalog

Catalog

Add to catalog

Success

Set service permissions

Success

 

Figure 14 Service broker registration and marketplace permissions 

The process is performed using the CloudFoundry command-line tools as shown here: 

 

 

Figure 15 Service Broker registration 

 

Figure 16 Setup of service marketplace permissions 
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As shown in this figure, the CloudFoundry marketplace now offers developers the on-demand provisioning of 

several enablers: 

 Leaderboard SE 

 Social Network Enabler SE 

 OpenCity Database SE 

 FA Text To Speech SE 

 3D Map tiles SE 

 Context Aware Recommendation SE 

 Fusion engine SE 

 POI proxy SE 

 POI data provider GE 

 Kurento Media Server GE 

 Complex Event Processing GE 

 

 

Figure 17 Marketplace with all SE and GE 

 

The proposed solution enables developers to reuse efficiently the different software modules developed in 

the project, by proposing a simple way to host their applications during development and operation and to 

easily benefit of SE and GE during development. 
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5 - FI-CONTENT 2 PAAS INSTALLATION AND FIRST STEPS 

This tutorial will show how to deploy the FI-Content 2 Platform-as-a-Service on top of the FIWARE Lab 

Cloud infrastructure. This PaaS is based on Cloud Foundry v2 open-source PaaS. 

 

5.1 - Preparation of the cloud infrastructure on FIWARE Lab 

The first steps for the installation are to: 

 Create a free account on FIWARE Lab (https://account.lab.fi-ware.org/)    

 Access the Cloud service (http://cloud.lab.fi-ware.org/)  

 

We will land on the IaaS management interface. There, we will select the Waterford region, because this 

region provides all functionalities that are required for this tutorial: private network, snapshots, and enough 

quotas. 

 

 

Figure 18 - FIWARE Lab IaaS management interface 

 
a. Network 

We need to create a private network and a router to expose machines of this private network to Internet. 

Even if it is not necessary here, since we will have only one machine, it is a better practice to create this 

private network. It enables to set different security rules for the internal and the external networks. 

We will create a Network, with a Subnet and a Router. Then we will connect the newly created private 

network to a port of our virtual router and we will add a gateway to the external network. 

In network section select Networks and click on "Create Network" button. 

https://account.lab.fi-ware.org/
http://cloud.lab.fi-ware.org/
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Figure 19 - Virtual network configuration 

 
Then click on "add subnet" to access subnet creation. Fill in the form with your network information: 
In this form, Network address is the CIDR that will be used and allocation pool is the range of addresses that 
will be given to virtual machines. Do not forget to give DNS information; otherwise your machines will not be 
properly configured. 
NB: 8.8.8.8 is the address of Google DNS 
NB: Create the subnet at the same time as the network; otherwise you will not be able to create it. (It is a bug 
which is not solved now, it will probably be fixed) 
 

 

Figure 20 - Network creation UI 
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So far, we have a private network that can be used by virtual machines, but we have no means to access 
them: we need to create the router and map (i) the gateway to public network and (ii) the interface to our 
private network. 
 

 

 

 

Figure 21 – Creation of a virtual gateway 

 
Now we just have to get a public IP from the external network pool and we will be able to access our future 
virtual machine. To get this IP, Compute / Security, and click on allocate IP to project: 
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Figure 22 - Allocation of public IP address 

 
Now, the network configuration is done, we can move to the next section: security configuration. 
 

b. Keypair 

To access to our virtual machines, we will need a security key. Fi-Lab allows to create a new key, or to 

import an existing key. In this tutorial, we will create a new one. 

In Compute / Security, select the Keypair panel, and click on "create keypair": 

 

 

Figure 23 - Keypair creation 

 
The keypair is created and the private key is automatically downloaded (if not, there is a link on the page). It 
is the ONLY way to get the private key, so do not delete the private key file, otherwise you will not be able to 
connect to your virtual machines. 

c. Security groups 

Security groups allow to define firewall rules. By default, all ports are closed so we need to open the one we 
will use later. We will need: 

 SSH: port 22 (TCP) 

 HTTP: port 80 (TCP) 

 HTTPS: port 445 (TCP) 

 Web Administration Console: port 8070 (TCP) 

These three rules are enough for the needs of this tutorial, but in order to be prepare for potential evolution, it 
can be interesting to prepare different groups according to the roles of VMs. For example, in this tutorial we 
will use three Security groups: default (SSH), fc2-paas-internal (nothing yet) and fc2-paas-external (HTTP, 
HTTPS and WebUI). 
Now we are ready to start the deployment of FI-Content2 PaaS. 
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5.2 - VM image instantiation and network configuration 

The installation includes the FI-Content 2 PaaS based on Cloud Foundry and a web console for managing it. 
These software components are packaged into an image to ease and accelerate the deployment. This image 
is publically available on FIWARE Lab Cloud (only in the Waterford region when this document was written). 
In the next steps, we will show how to instantiate and configure FI-Content PaaS. 
 
The image which contains the required software is named "fc2-paas-template". We recommend to use a 
medium flavor for the VM, at least. 
Find the image fc2-paas-template and click on Launch button to start the setup of the virtual machine. 
 

 

Figure 24 - Launching a new VM from an existing image 
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Then follow the different steps of virtual machine configuration. In the first step, give the name of the virtual 
machine, the flavor (i.e. the hardware configuration) and the number of instances. 
 

 

Figure 25 - Setting the VM details 

 
In the second step, select your keypair and the security groups that we created earlier. 
 

 

Figure 26 - Setting the VM security configuration 
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In the third step, we select the network(s) that we want to connect to our VM. In our case, we select only the 
fc2-nt network. As a consequence, our VM will have an interface configured with an IP from this network. 

 

Figure 27 - Setting the VM network configuration 

 
We do not change anything in fours step. This step defines the initialization scripts done to customize this 
instance. We could have used it to call directly the configuration script used later, but we preferred to do it in 
two steps: It avoids a silent execution of the process. 
 

 

Figure 28 - Final screen before launching the VM 

 
 
The last step gives a summary of the parameters for this instance. We only have to click on Launch Instance 
to start instantiation process. After few seconds, the virtual machine is ACTIVE and RUNNING.  
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Figure 29 - VM is up and running 

 
We need now to access it, so we will associate it with a public IP. To do so, in “Compute / Security”, in the 
'Floating IPs' panel, allocate an IP from the public pool, by clicking on "Allocate IP to the Project". 
 

 

Figure 30 - Allocating the public IP to the VM (1/4) 

 
In the next panel, select a pool that provides a public accessible IP. At the time of the writing of this tutorial, 
Waterford region proposes only XIFI-public-WIT-00 as public pool. 
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Figure 31 - Allocating the public IP to the VM (2/4) 

 
Then select the new IP and click on Associate IP. 

 

Figure 32 - Allocating the public IP to the VM (3/4) 

 
Then select the instance and the interface of the instance. 
 

 

Figure 33 - Allocating the public IP to the VM (4/4) 

 
After this step, we have a virtual machine that is running and that is remotely accessible. It contains all the 
software required to run the FI-Content2 PaaS. We have now to connect into the virtual machine, in order to 
customize our deployment. 
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5.3 - PaaS configuration 

To finish the deployment, we need to connect into the virtual machine and to launch the configuration script 
with our instance-specific parameters (domain and password). 
 
Connecting through SSH is not addressed into this tutorial. There is information on that topic in FIWARE Lab 
Cloud portal, in the section Instances / Instance / Connection. 
 
NB: Use the SSH key declared earlier, and connect as root. 
 
When you are connected, switch user:  
 

su - ubuntu 
 
NB: ubuntu is a member of sudoer, and its password is fc2-paas-pass. We recommend changing it. 
 
We are now connected as ubuntu in our virtual machine. The configuration script is located in the folder fc2-
paas-installer. It takes two parameters: the first one is the domain that will be used by our PaaS. If you do 
not have your own domain, you can use xip.io, which resolves <IP>.xip.io to <IP>. That is what we will use 
for this tutorial. The second parameter is the password that will be used by the administrator. 
 
To launch the configuration process, do: 
 

fc2-paas-installer/install.sh <vm-public-ip>.xip.io <your-password> 
 
After some time (~1 min) and some trace you should see: 
 

############################################ 
########### Web console started ############ 
############################################ 
FI-Content 2 PaaS is started ! 
API endpoint: https://api.<your-domain> 
Credential: admin/<your-pass> 
Admin Web Console: https://<your-domain>:8070 
 
The installation and the configuration are now done, the PaaS is running and we will soon deploy our first 
application in it. 

5.4 - Deploying the first application 

This application is a very simple Ruby application that prints a hello message in the browser. To deploy our 
sample application in the PaaS, we will use the Cloud Foundry command line tool

25
. This is a client tool that 

can be installed in any machine with access to the internet in order to deploy applications to the PaaS. It is 
already installed in our VM for convenience, but it will typically be installed in each development 
environment. 
 
The first step is to login into: 
 

cf login -a api.<your-domain> --skip-ssl-validation -u admin 
 
Write your password when prompted. 

                                                      
25

 https://github.com/cloudfoundry/cli 
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Figure 34 - Logging into the PaaS using the command-line interface 

 
Create a space to deploy your application, and then target it: 
 

cf create-space dev 
cf target -o DevBox -s dev 
 

 

Figure 35 - Creating a space using the command-line interface 

 
Now we are logged in and we have a space to deploy our future application.  
Our sample application is included into fc2-paas-installer folder. We will soon "push" this application to our 
newly created PaaS. 
“Push” to the PaaS means that the source of our local application will be uploaded, then compiled and 
package (as a ‘droplet’). An execution container (warden) will be instantiated with the packaged application. 
The PaaS will configure its components to route the traffic to the application. 
The application is constituted of: 

 Hello_world.rb: simpliest Sinatra application 

 Manifest.yml: file that includes the cloudfundry specific configuration, such has host, memory, disk, 
etc. 

 The other files are beyond the scope of this document. 
 
To push the application, we will just use the push command:  
 

cf push 
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Figure 36 - 'Pushing' a simple web application to the PaaS 

The application is now deployed and can be accessed by anyone: 
 

 

Figure 37 - The simple web application is up and running 

Until now, we have seen the instantiation of the execution stack, now we will see how the service broker will 

instantiate a brand new instance of FI-Content2 Specific Enabler. 

 



 
 

 

 

© FI-CONTENT 2 consortium 2015 

 

D6.2.2 V2.0 – May 2015 

 

Page 49 of 64 

 
 

First we create an instance of service. The name of the service, the plan and the name of the instance have 

to be supplied. 

 
 

Behind the scene, the broker creates the Docker instance corresponding to selected Specific Enabler. 

 

Then we bind this service instance to our application. A reboot of the application is required to take into 

account this modification, but in our case, we will update the application first. 

 

 
 

In order to see the effect of this binding, we modify our application to display the binding information. It is 

stored into an environment variable (VCAP_SERVICES). 

 

 
 

After a ‘cf push’, the new version of the application is online, and we can see the service binding information 

which will be use to request the binded service. 

 
 

5.5 - Deploying an application binding to a Specific Enabler provisioned automatically 

As explained in section 4.3 -, within CloudFoundry we created a marketplace of SEs and GEs that can be 

simply used by applications. This process is called ‘binding’: an enabler instance is first launched and then 

its endpoint URL is passed to the application. 

 

In this example, we will develop a simple node.js application that depends on the FA-TTS SE to “speak” the 

text written by a user. Fortunately, FI-Content2 PaaS offers the FA-TTS SE in its marketplace, and we will 

instantiate it and use it from our new application. 

We will not get into the details of the code of this application, but will focus on how the binding information is 

used. 
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In the code, the API endpoint of the FA-TTS SE is set by reading the environment variable injected into the 

application during deployment. This URL is then used to call the service to synthesize the text into sound. 

 

 

Figure 38 Extraction of the TTS service URL 

 

First we deploy the application without binding a TTS service. We proceed as before, a simple ‘cf push’ 
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Figure 39 - 'cf push' of the sample node.js application 

 

Then we open a browser on the page of our application: 

 

 

Figure 40 Demo app without FA-TTS SE bound 

As we can expect, the application does not work normally because no FA-TTS service is bound. An alert is 

shown to illustrate this. 

 

The application requires a FA-TTS service to work, so we will create an instance named tts-dev1, and bind it 

to the demo-tts application and finally restage the application. 
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Figure 41 FA-TTS Specific Enabler instantiation and binding 

 

Now, we can refresh the browser page and the application is available!  

 

 

Figure 42 Demo app with TTS SE binded 

 

When we requested the instantiation of the FA-TTS service, the service broker creates a new docker 

instance of the associated service, and notified the PaaS of its address and port. If we look in the service 

broker, we can observe this new instance, and we can also check the binding information injected in the 

application: 

 

 

Figure 43 TTS Specific Enabler instance running in a container 
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Figure 44 Binding information injected in the application 

 

This concludes the introduction to the installation and basic usage of the FI-Content 2 PaaS. The platform 

offers to developers a simple way to get execution stack for their applications, and a set of SE et GE, 

packaged as services coming from the partners of the project, that are instantiable (and destroyable) on-

demand.  

5.6 - PaaS Administration 

The VM image includes a web console for the administration of the PaaS platform. It can be accessed 

through a browser at https://<your-domain>:8070. 

 

The Organizations and Spaces sections of the web console list the multi-tenancy organizational units in 

which the PaaS elements (applications, services, domains, routes, and users) are contained, as described in 

section - . 
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Figure 45 - PaaS Administration console – Spaces 
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The Apps section lists all the different web applications that have been deployed to the PaaS, their status 

and details. 

 

DevOps as well as administrators have the ability to Start, Stop, Restart, Delete or Scale up/down the web 

application. 

 

 

Figure 46 - PaaS Administration console – Apps 
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The Routes section manages the mapping between DNS subdomain domains and web applications.  

An interesting use case for this feature is the ability to deploy a new version (e.g. v2) of a web application in 

a different location. Once v2 is ready for production use, DevOps can switch the route from v1 to v2 thereby 

upgrading the service without interruption. 

 

 

Figure 47 - PaaS Administration console – Routes 

 

Through this console, PaaS administrators can manage the underlying components of the PaaS (DEAs, 

Cloud Controllers, Health Managers, Routers) as described in section 4.2.1 - to match their needs in terms of 

scale and availability. Technical details about Service Brokers, Service Marketplace and instantiated service 

are also available, as shown in the following figures. 
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Figure 48 PaaS Administration console - Service brokers 

 

 

Figure 49 PaaS Administration console - SE & GE Service Marketplace 
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Figure 50 PaaS Administration console - Service offering details 

 

 

Figure 51 PaaS Administration console - Service instances 
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6 - IDEAAS: AN ON-DEMAND WEB-BASED DEVELOPMENT ENVIRONMENT 

6.1 - Introduction 

The PaaS described in section 4 - simplifies running server-side code once it has been developed and 

tested. In short, it provides: 

 On-demand runtime containers (e.g. the equivalent of Tomcat in the Java world); 

 On-demand technical services such as databases, monitoring services, etc.; 

 Integrated monitoring and management mechanisms. 

 

However, creating those server-side applications requires a development environment, which is typically 

composed of: 

 an editor, often providing syntax highlighting and completion, 

 dependencies such as a libraries (often part of a development kit), 

 compiler (e.g. in the Java world, javac which is part of the Java Development Kit or JDK) 

 build tools (e.g. in the Java world, ant or maven), 

 debug tools 

 versioning tools (e.g. git, svn or cvs) 

In many cases, this whole set of tools can be acquired using an Integrated Development Envronment (IDE) 

such as Eclipse in the Java world.  

However, setting up the complete environment (dependencies, build configuration, etc.) can be complex, 

time-consuming and discouraging for developers that want to modify an existing project but are unfamiliar 

with the specific tools of the language environment. With the advent of cloud computing, a number of 

innovative solutions are arising to address this issue: 

 Virtualized development environments ready to be used (e.g. a virtual machine image with all the 

tools set up to develop Unity3D games); 

 Web-based development environments, i.e. deliver the same user experience of an IDE through a 

website using HTML5 and JavaScript. 

 

Since no satisfying solution existed in the FIWARE ecosystem to simplify the development of the server-side 

applications, task 6.2 decided to design and implement a web-based development environment to address 

the build phase and complement the solution for the runtime phase described in section 4 -. 

6.2 - Design 

The design requirements for a web-based development environment for server-side code adapted to the 

needs of FI-Content 2 were the following: 

 Reuse and enhance an existing open-source solution, 

 Enable the on-demand creation of an IDE dedicated to a developer through a website, 

 Host the service on FIWARE Lab Cloud, 

 Integrate with the FIWARE Identity Management GE for user login, 

 Integrate with the PaaS described in section 4 - for the deployment and execution, 

 Enable the initialization of the development environment from a public Git repository (e.g. GitHub); 

 Limit the amount of time that the user-dedicated IDE is kept alive in order to limit the use of 

resources on FIWARE Lab Cloud. 

 

The following design decisions were made: 

 After a state-of-the-art of the existing open-source solutions, it was decided that Cloud9
26

 meets the 

requirements. 

                                                      
26

 http://cloud9.io  

http://cloud9.io/
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 The dedicated development environments are created from a Docker image, to simplify the 

allocation of isolated environments within a single VM instance on FIWARE Lab Cloud. 

 In order to avoid overloading the server with unused resources, the environments have a lifetime of 

a few hours or days, after which they are destroyed. 

 

6.3 - Results 

The following screenshots show the usage of IDEaaS, the Integrated Development Environment as a 

Service, running on FIWARE Cloud 

 

When accessing IDEaaS for the first time, users are redirected to the Identity Management GE Single Sign-

On page: 

 

 

Figure 52 - IDEaaS login using FIWARE IdM SE 

 

Once the user is logged in, he is asked to provide the input parameters to launch his dedicated web-based 

IDE. 
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Figure 53 - IDEaaS: creation of a new IDE for a developer 

 

IDEaaS then instantiates a Docker container with the Cloud9 IDE, creates a deeplink to it and clones the 

requested Git repository inside. After a few seconds, this process is complete and the user can click on the 

link to access his configured IDE. 

 

Figure 54 - IDEaaS: creation of a throwable URL for the dedicated IDE 

 

The user workspace initially looks as follows: 
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Figure 55 - IDEaaS: fresh workspace 

 

The code editor with syntax highlighting can be used to modify the server-side code: 

 

 

Figure 56 - IDEaaS: edition of server-side code 
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Once the code is ready for deployment, thanks to a new feature specifically implemented within task 6.2, the 

user can interact with the CloudFoundry PaaS. The target endpoint and credentials are the ones specified in 

the creation phase. 

 

 

Figure 57 – Logging in and deploying to CloudFoundry (feature implemented by FI-Content 2) 

 

The console below shows the successful deployment of a new instance and its URL. 

 

 

Figure 58 - IDEaaS: integrated console showing the deployment to the PaaS 
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7 - CONCLUSION 

Mastering the complete array of skills needed to develop online services is often beyond the means of an 

average SME. 

 

This deliverable describes the development of a Cloud-based platform to simplify the development and 

operation of backend or server-side applications in the context of FI-Content 2 on top of FIWARE Cloud 

GEs. 

 

It is the integration of several components: 

 CloudFoundry PaaS; 

 A service broker enabling the on-demand deployment of specific enablers from CloudFoundry; 

 IDEaaS, an on-demand web-based development environment; 

 The Identity Management GE and FIWARE Lab Cloud on which it relies. 

 

As explained in section 2.8 -, this solution complements FIC2Lab, which enables to discover, try, tweak and 

run Specific Enablers. Modifying backend code (e.g. Java web apps), building and deploying an updated 

version of such application is for advanced users. Those that want to go beyond FIC2Lab can use the PaaS.  

 

 


