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This deliverable reports on the work carried out during the first year to-
wards fulfillment of project Milestone 1. The annual project wide milestones
in SQUIRREL ensure that the scientific work carried out in the various work
packages is continuously integrated into a common system. Evaluation hap-
pens in terms of tidying scenarios of increasing complexity. Milestone 1 sees
the first fully integrated system solving an actual tidying task.
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Executive Summary

To provide a project wide measurement of progress SQUIRREL defines four
annual evaluation milestones (MS1 - MS4) where we perform full system
tests at end user sites, providing a scale for controlling clutteredness along
the scenario, the B3 (Bit by Bit) loop, and the components.
The DOW summarises MS1 as:

All components of the B 3 loop have been developed in a first
version and integrated in the loop. A first interaction with the
user, task and motion planning, navigation, visual perception,
grasping, and a first object transfer to target locations operate
and can be shown in the scenario of Year 1. At this point we
work with known objects grasped from small piles and delivered
to three locations. Depending on the integration status of the
Squirrel platform we will be using Care-O-Bot 4 for first inte-
grated tests, and available light-weight and safe robots (such as
Naos) for first studies in nurseries.

The first year’s milestone serves to ensure that a full overall system is
implemented in an initial version, incorporating all the functionality that is
needed to perform a first tidying scenario. Given that the integrated mobile
manipulator (Task 5.4) is only expected to be fully available with M24, the
initial scenario has the robot pushing objects to designated positions.

Actual end user tests with the SQUIRREL platform by children in nurs-
eries are not forseen in year 1 (only from MS2 and onwards). But to fa-
miliarise the children with the robot and its development and to keep them
interested and engaged in the project, the robot visited the children twice
in the nursery. Furthermore, the children visited the TUW lab and its host
of robots, which proved to be a fascinating experience for them.
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Planned Year 1 achievments

Concretely the MS1 goals are listed ad follows in the DOW:

Milestone 1: The B3 loop is closed (M12)

1. User behaviour is modelled and first user-robot interactions have been
performed, using robots available at partners.

2. A modelling language and planner to support exploration and discov-
ery planning in restricted contexts has been developed.

3. The robot can navigate collision-free in 3D environments, taking into
account objects that it is carrying. We will demonstrate this capability
in a known, static environment with a size of 12 m2, in which the robot
navigates and carries objects that are either stored on the platform or
carried by the manipulator.

4. The 3-fingered metamorphic hand has been designed together with a
set of task-oriented modules enabling different motion types.

5. The robot can recognise 20 pre-learned object instances in clutter and
100 pre-learned categories in mild clutter.

6. The robot can interactively acquire grasping strategies on selected,
isolated objects and transfer objects to three different target locations.

7. All components of the B3 loop have been developed in a first version
and integrated.

8. Depending on the integration status of the Squirrel platform we will
be using Care-O-Bot 4 for first integrated tests, and available light-
weight and safe robots (such as Naos) for first studies in nurseries with
single child users.

A majority of the above goals are evaluated in an integrated tidying
scenario (goal 7), which looks as follows:

• The robot is given a tidying mission and the high level planning com-
ponent creates a symbolic plan to explore the environment to search
for any objects that violate the tidyness of the room. A number of
waypoints are created to cover the environment. (goal 2)

• The robot visits waypoint after waypoint and detects objects. These
can be known object instances, objects of a known class or just un-
known “stuff”. (goal 5)
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• When the robot encounters an object it will ask the user for a tidy
location for that object. The user indicates a tidy location by pointing.
To this end the user’s body posture is tracked and a pointing vector
extracted. (goal 1)

• The robot plans a trajectory to push the object from its current lo-
cation to the designated tidy location. The path planning takes into
account 3D collsision avoidance to ensure a free path for the object
and robot, going around obstacles is necessary. (goal 3)

• A pushing controller moves the object along the calculated trajectory,
while visually tracking the object to ensure it stays on the path. The
pushing controller makes use of the holonomic movement capabilities
of the Robotino platform. (goal 6)

• Once the object has reached its designed target position it is marked
as tidy in the scene database and the planning domain updated ac-
cordingly. The robot approaches the next untidy object and repeats
the above procedure, until all objects are marked at tidy. Note that
the order in which objects are being handled is decided upon by the
high level planner, as certain objects might pose as obstacles for others
and the planner tries to find the best order in which to tidy up.

The above scenario incorporates goals 1, 2, 3, 5, 6, and 7. Furthermore,
goal 1 in conjunction with goal 8 provides the framework in which the tidy-
ing task is to be formulatead as a collaborative playful interaction between
children and robot. And goal 4 constitutes the “first half” of the mobile
manipulator, namely the hand.

In the following sections we list the work carried out in order to fulfill
the respective goals above.

1 Goal M1.1

User behaviour is modelled and first user-robot interactions have
been performed, using robots available at partners.

The UT efforts towards Milestone 1 are laid out in detail in D2.1. They
mainly consist of a contextual analysis on children’s collaborative play (with-
out robot) and a first user study on children’s engagement (with a robot).

The main goal of the contextual analysis was to identify processes and
patterns of how children deal with clutter in their social interactions. We
researched what non-verbal social and cognitive behaviours appear in chil-
dren’s small-group collaborative activities and how each child’s behaviours
affect the other children in the group. To address these points we observed
24 children, aged 5-8, in groups of 3. The groups assembled structures from
magnetic wooden blocks. We analyzed the video recordings for children’s
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actions, overlap between these actions, and engagement in the task. The
results inform us about how the children get engaged in the task and how a
robot could help this process.

As engagement is one of the main aspects that contribute to initiate,
sustain and maintain child-robot interactions it was also the main aspect of
the first study with children and a robot. Whilst some efforts to identify the
features of human-robot task engagement have been reported in the litera-
ture, little is known about the patterns of children-robot task engagement.
In particular, it is not yet well understood which style of interaction a robot
should have to successfully maintain and sustain the task engagement of
more than one child which is very relevant for SQUIRREL. We investigated
the effect of a robot’s social characters expressing two different styles of
interaction (i.e., peer and tutor) on children-task engagement and task per-
formance. 10 pairs of children between 6 and 9 years old participated in this
study. Our results showed higher task effectiveness and performance in the
peer condition (where the robot behaved as a friend) at least in more diffi-
cult tasks. This result is a first indication of how the robot should behave
when interacting with a group of children.

2 Goal M1.2

A modelling language and planner to support exploration and dis-
covery planning in restricted contexts has been developed.

To integrate a planner into SQUIRREL we use ROSPlan [3]. ROSPlan
is a framework linking generic task planning with execution, and consists of
two main nodes: the Planning System and the Knowledge Base. Sensor data
is parsed into the planning language PDDL 2.1 [8] by modular components
and the result is stored in the Knowledge Base, while the continuous data
is stored directly in a database (we use MongoDB [16]). The Planning Sys-
tem automatically formulates the problem and uses the planner POPF [4]
to generate a plan. The Planning System is also responsible for dispatch-
ing the planned actions, first converting them to ROS actionlib messages;
monitoring the validity of the current plan; and reformulating the problem
to replan. The overall architecture is shown in figure 1.

2.1 Planning domain

We supply ROSPlan with a domain for the push and tidy task, a fragment
of which is shown with the actions omitted in figure 2. The domain uses
waypoints to describe the space symbolically. These waypoints are generated
as a Probabilistic Roadmap (PRM) from the global costmap provided by the
navigation nodes. The robot is able to move between any two waypoints,
and push objects between waypoints connected by unobstructed straight
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Figure 1: General overview of the ROSPlan framework (red box), con-
sisting of the Knowledge Base and Planning System ROS nodes. Sensor
data is passed continuously to ROSPlan, used to construct planning prob-
lem instances and inform the dispatch of the plan (blue boxes). Actions
are dispatched as ROS actions and are carried out by lower-level controllers
(green box). These controllers respond reactively to immediate events and
provide feedback.

lines. The robot can explore waypoints, with the intention of discovering
new objects, and classify objects. An example problem is shown in figure 3.

( : types
waypoint
robot
ob j e c t )

( : p r e d i c a t e s
( exp lored ?wp − waypoint )
( r obo t a t ?v − robot ?wp − waypoint )
( o b j e c t a t ?o − ob j e c t ?wp − waypoint )
( connected ? from ? to − waypoint )
( c l a s s i f i e d ?o − ob j e c t )
( t idy ?o − ob j e c t ) )

( : f u n c t i o n s
( d i s t anc e ?wp1 ?wp2 − waypoint ) )

( : durat ive−ac t i on exp lore waypo int . . . )
( : durat ive−ac t i on c l a s s i f y o b j e c t . . . )
( : durat ive−ac t i on goto waypoint . . . )
( : durat ive−ac t i on push ob jec t . . . )
( : durat ive−ac t i on make tidy . . . )

Figure 2: Fragment of the domain for the push and tidy task.
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Figure 3: Example problem for the SQUIRREL domain. Black dots repre-
sent waypoints the robot can move between. The black edges are paths over
which objects can be pushed. Various toys are scattered about the room,
these must be pushed into tidy locations, represented by grey boxes.

2.2 Plan execution

Actions are dispatched as ROS actionlib messages to the navigation, ma-
nipulation, and perception nodes. Navigation handles movement between
waypoints (goto waypoint), using the movebase ROS library. When dis-
patching a goto waypoint action the real data describing waypoint coordi-
nates is fetched from the MongoDB and added to a MoveBaseGoal mes-
sage. The actions push object, classify object, and explore waypoint are
implemented in a similar fashion.

The make tidy action is not passed to a controller, instead representing
an abstract plan to tidy up objects that have not been classified. When the
type of object is not yet known, a specific plan to tidy the object cannot be
generated. Instead a make tidy action is scheduled in the plan, reserving
some time to tidy the object once classified. Once the object has been
classified, a specific plan of actions can be insterted into the reserved time,
is possible. If the object will take longer to tidy than expected, then the
problem is reformulated and a new plan generated.
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3 Goal M1.3

The robot can navigate collision-free in 3D environments, taking
into account objects that it is carrying. We will demonstrate this
capability in a known, static environment with a size of 12 m2,
in which the robot navigates and carries objects that are either
stored on the platform or carried by the manipulator.

In the first year of the project, the work of WP4 focused on three main
tasks, namely: to equip the robot with a 3D multi-resolution representation
of the surrounding scene based on the OctoMap framework, to implement a
routine for 3D collision checking that takes into account both the shape of
the robot’s platform as well as the configuration of its arm and the carried
object and lastly, to integrate an approximation of the surrounding environ-
ment into the standard ROS navigation stack. Such representation provides
the robot with a description of the essential features of its three dimensional
configuration space. This allows the robot to navigate and perform goal
reaching tasks in a cluttered environment considering both the shape of the
platform and of those objects that are carried on the robot as well as the
static obstacles encountered during the navigation task. With minor modi-
fications, it can be extended to handle a custom configuration of the robot
arm, provided that it’s kept fixed during the navigation. In the remainder of
this section we will report the actual work carried out during the first work
term and provide a detailed account of the methods employed. In Section
3.1 we will depict how the sensor information is fused into the navigation
stack to perform 3D navigation, in Section 3.2 we will focus on the 3D map-
ping of the environment and how it is used to perform a 3D collision check
given a robot configuration.

3.1 Autonomous Navigation

Autonomous navigation has been achieved by extending the ROS navigation
stack. As a reminder to the reader, we recall that the ROS navigation stack
consists of many interoperating software components whose main compo-
nents are:

• A localisation node which is responsible for estimating the current pose
of the robot as a transformation from the map’s reference system to
the robot’s frame.

• A local path planner that computes motion commands in order to track
the desired trajectories during navigation.

• A global path planner based upon costmaps, that outputs collision
free paths in the environment, encoded as a dense sequence of way-
points. Our main contribution was indeed to provide an encoding of
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the robot’s configuration space by constructing an appropriate costmap
that considers an approximation of the shape of the robot’s and its
links.

Each of the three components will be discussed in the sections below. We
will outline briefly the localisation node as well as the local planner as our
contribution focused on the integration of costmaps for the global planner.

3.1.1 Localisation

The localisation node implements the a Monte Carlo Localisation [5] with
KLD sampling [26] which is a classic sample-based method for pose estima-
tion with known maps. The localisation employs the sensor readings pro-
vided by the laser rangefinder and the 2D map of the environment encoded as
an occupancy grid map. Such a map is retrieved beforehand using standard
SLAM tools provided by the ROS community by teleoperating the robot
in the environment. The map is constructed using the laser rangefinder’s
readings. The algorithm has been shown [22] to be robust even in highly dy-
namic environments, which makes the approach suitable for our particular
scenario. The standard Monte Carlo algorithm has been further enhanced
with a scan matching procedure based on ICP [22] that enables the robot to
perform highly accurate localisation, independently from the resolution of
the underlying map. Such feature will be integrated in the software deployed
on the robot.

Within this context, our contribution consists of:

• Integration of the above MCL with KLD sampling in the navigation
stack based on software componentsavailable at Freiburg University’s
repository.

• Implementation of a node that performs global localisation in the map
via Monte Carlo Localisation. More precisely, on robot startup parti-
cles are spread uniformly all over the free space. The robot performs
predefined motions as long as the stop condition is matched, more
precisely when

max{Var(xt),Var(yt),Var(θt)} ≤ τ,

where τ > 0 is a tolerance value. This match one of the tasks assigned
to our team for MS1.

3.1.2 Local planner and velocity planner

The local planner used so far is a straightforward adaptation of the mo-
tion controller provided by Robotino’s manufacturer which employs a simple
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three-state finite automation (start, move, stop). During the path track-
ing state (move) the current longitudinal ẋ(ti) and angular θ̇(ti) speeds are
computed with 15Hz frequency. The angular speed of the robot is controlled
with a standard proportional controller. The longitudinal velocity is calcu-
lated comparing the linear distance of two consecutive way-points with their
actual distance along the path. A slight modification of the state machine
was needed so to enable a continuous replanning of the desired trajectories.
A new state was added as a corrective motion (correct) is required to
reduce the error from the goal position and the actual position reached and
can be easily achieved by controlling independently the error in x and y axis,
again a P-controller is used.

Our contribution:

• Restructuring of the finite state machine, namely, addition of a new
state and redesign of the transitions in order make the current local
planner compliant with a continuous replanning routine employed in
our navigation stack.

3.1.3 Costmap integration into the global planner

As mentioned above, the trajectories actuated by the local planner are com-
puted by the global planner. It runs Dijkstra’s shortest path algorithm
on the costmap. Such a costmap encodes both the configuration space of
the robot and an inflation cost for the obstacles in order to smoothen the
paths and avoid those trajectories that pass excessively close by obstacles.
Whereas the Dijkstra based planner is already available in the ROS stack,
the following features required to be implemented in order to improve the
navigation capabilities of the robot as well as to ensure that the planner
takes into account the shape of the chassis:

• Lifetime for movable obstacles. Movable obstacles such as objects on
the floor are automatically cleared from the costmap after some time.
In order to distinguish movable obstacles from static obstacles we ap-
ply the heuristic that an obstacle is movable if and only if it does not
appear in the occupancy grid map.

• Obstacles inflation dependent on the relative position of the obstacles
with respect to the robot chassis. That is, each obstacle is inflated
with a radius dependent upon the height (z value with respect of the
map’s reference frame) of the sensors’ reading related to that obstacle
(see Figure 3.1.3).

Similarly to [9], in our implementation the robot chassis is modelled as
two coaxial cylinders (robot’s basis and tower) one on top of the other so that
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Figure 4: Representation of a three dimensional object. The robot in front
of the object (top left). The costmap related to the robot platform (top
right): only the legs are considered as obstacles. The costmap related to the
tower (bottom left). The costmap for path planning (bottom rigth).

just two layers where required, namely, one at the ground level (basis of the
robot platform) and one at the height of the basis level (bottom of the tower).
The procedure can be generalised when the arm will be fixed on the robot.
Each layer contains the downprojection of the related obstacles detected
in the portion of space described by the layers. Around each obstacle, an
exponential kernel is used to describe the robot configuration. Each kernel
depends upon the radius of the cylinder related to the layer.

The paths are then planned on the free space obtained by merging the
two layers so that the robot can perform basic 3D navigation such as moving
with his own base beneath high obstacles without crashing the tower. Fol-
lowing [9], such an approach can be easily generalized to more complicated
shapes and structures. The path planner updates the current trajectory
every 0.5s in order to react to new obstacles encountered during the navi-
gation.
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Algorithm 1 Update of the costmap and obstacles Inflation
1: procedure UpdateCostmap(C, O T , layers description)
2: for (i, j) ∈ O do
3: if now− T(i,j) ≥ τ then . obstacles’ lifetime
4: C(i,j) ← free
5: clear kernel around(i, j, r(i,j))
6: T(i,j) ←∞
7: end if
8: end for
9: S ← laser scan() ∪ kinect depth cloud()

10: O,F ← ∅ . obstacles and free space
11: for s ∈ S do
12: (i, j)← downproject(s)
13: if sz < ε ∧ ¬seen(i,j) then . obstacles’ minimum height
14: F ← F ∪ {(i, j)}
15: else if sz ≤M then . obstacles’ maximum height
16: r(i,j) ← max{radius(sz, layers description), r(i,j)}
17: seen(i,j) ← true
18: O ← O ∪ {(i, j)}
19: F ← F \ {(i, j)}
20: T(i,j) ← now
21: end if
22: end for
23: for (i, j) ∈ F do . clearing
24: C(i,j) = free
25: end for
26: for (i, j) ∈ O do . add new obstacles
27: C(i,j) = obstacle
28: add kernel around(i, j, r(i,j))
29: end for
30: end procedure

A pseudocode for the costmap’s updating procedure is reported in Al-
gorithm 1.

To summarise our contribution:

• Implementation of the methods for constructing a costmap related to
the robot configuration space compliant with the ROS navigation stack
(plugin).

3.2 3D Mapping and collision checking

In order to provide the robot with a full 3D representation of the scene
we employed an OctoMap [10]. Such 3D mapping procedure integrates the
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Algorithm 2 Collision check for the robot’s platform
1: procedure CheckPlatformCollision((x, y, θ), layers description)
2: c← false
3: dz ← robot height/octomap resolution
4: h← 0
5: while h ≤ robot height do
6: (ox, oy, oz)← closest obstacle((x, y, h))
7: r ← radius(oz, layers description)
8: d← ‖(ox, oy)− (x, y)‖R2

9: c← c ∨ ((d ≤ r) ∧ (oz ≤ robot height))
10: h← h+ dz
11: end while
12: return c
13: end procedure

Algorithm 3 Collision check for the robot’s arm
1: procedure CheckArmCollision((x, y, θ), q, links description)
2: c← false
3: for i ∈ {1...Nlinks} do
4: lS ← link start((x, y, θ), q1, ..., qi, links description)
5: lE ← link end((x, y, θ), q1, ..., qi, links description)
6: ∆̂l← lS−lE

‖lS−lE‖R3

7: dλ← link lengthi/octomap resolution
8: λ← 0
9: while λ ≤ link lengthl do

10: l∗ ← lS + ∆̂l dλ
11: d← distance closest obstacle(l∗)
12: c← c ∨ (d ≤ link radiusi)
13: λ← λ+ dλ
14: end while
15: end for
16: return c
17: end procedure

current robot pose and a stream of observations from the depth camera
and provides a 3D probabilistic occupancy voxel grid that represents the
occupied area in the scene. Such a map is dynamically updated during the
robot navigation. Along with the mapping procedure a 3D collision check
was implemented in order to comply with the requirements of MS1.

Such a collision check is based upon a distance transform which is dy-
namically updated together with the OctoMap. This distance transform
provides for every position in the map both the distance of the closest ob-
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stacle and the position with respect of the map’s reference frame of such
obstacle. As a consequence, given the robot description reported in Section
3.1.3, we can check whether a given robot pose results in a collision by check-
ing the closest obstacles to a sample of points drawn along the robot axis.
With slight modifications, the same procedure can be applied to check the
collision of the robot’s arm. The precise routine is described in Algorithm 2

As mentioned above, a similar approach can be employed to provide a
collision checker for the robot arm. Indeed, We can approximate the arm
with a covering of spheres as described in Algorithm 3.
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4 Goal M1.4

The 3-fingered metamorphic hand has been designed together with
a set of task-oriented modules enabling different motion types.

WP5 focuses on the development of the mobile manipulator that is to be
used in SQUIRREL. This consists of the hand, including sensors in finger
tips and wrist and the arm on which the hand is mounted. Based on previous
work at KCL and Festo as well as discussions and meetings held at Festo
and IPA in Germany, a design scheme of a low cost mobile manipulator as
illustrated in Fig. 5 was chosen.

Figure 5: Structure of the SQUIRREL mobile manipulator with the meta-
morphic hand

The mobile manipulator consists of the Robotino 3.0 mobile platform,
a customised 5-DoF robot arm (to be built by Festo), a customized 2-DoF
wrist (to be built by Festo) and a three-fingered metamorphic robotic hand
(designed and fabricated by KCL, tests need to be done at KCL). The
Robotino forms the base of the manipulator permitting it to move holonom-
ically, i.e., translating along X and Y directions and rotating about the Z-axis
(see Fig. 5), in the working environment and positioning the manipulator at
a desired target position. The 5-DoF robot arm is a light-weight arm which
is specially designed for the purpose of carrying the proposed metamorphic
hand with an additional 2-DoF wrist. The wrist inherits the structure of a
universal joint connecting the three-fingered metamorphic hand to the robot
arm.

4.1 Three-fingered metamorphic hand

The metamorphic robotic hand consists of a reconfigurable palm and three
fingers which are evenly distributed around the palm. Each of the three
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fingers has two phalanges connected by two parallel revolute joints providing
two degrees of freedom.

The articulated reconfigurable palm is formed by a spherical five-bar
linkage consisting of five links 1 to 5 with the base link 5 connected to the
wrist. The palm has two degrees of freedom and it is actuated by two gear-
motor sets respectively at joints A and E as illustrated in Fig. 6. The two
actuators are utilized to adjust configurations of the palm with either one of
them being in particular used to change the structure of the reconfigurable
palm by rotating the crank, i.e. link 1 or link 4, to make it overlap link
5 so as to form a four-bar linkage in an innate metamorphic phase. Then,
locking either actuator, the palm evolves into a one degree of freedom four-
bar mode. And if both actuators are locked, the palm becomes rigid. Thus,
the palm can change its mobility from two to zero and vice versa from zero
to two. In this design, the structure of the palm is symmetric such that
the length of link 1 equals the length of link 4 and lengths of links 2 and
3 are the same. The three two-phalanxed fingers are evenly mounted at
points F1, F2 and F3 respectively. It should be pointed out that each finger
contains only two parallel joints that provide only flexion/extension motions
but no adduction/abduction motion. It is expected that the introducing of
the reconfigurable palm will compensate the absence of adduction/abduc-
tion motions of the three fingers and provide dexterous manipulation and
grasp by adapting configurations of the palm for various tasks and different
environments.

Figure 6: The articulated reconfigurable palm

Two schemes were proposed during the design period: a direct-driven
scheme and a tendon-driven scheme. Fig. 7 shows the design of the proposed
three-fingered metamorphic robotic hand based on the direct-driven scheme.
The advantage of this scheme is the small weight of the hand which makes
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the hand weigh only about 1kg. THe disadvantage, however, is the lower
payload the hand can carry, which may be less than 1kg. Most objects to be
manipulated in our scenarios are lighter than 1kg. Furthermore the robot
has the option of pushing instead of carrying heavier objects. So we epext
the payload to be sufficient. Should the payload of the current direct-driven
design turn ou, however, to be not sufficient for the manipulation tasks in
our scenarios, the tendon-driven option would be considered further.

As shown in Fig. 7, both the palm and the fingers are directly driven by
DC motors with the integration of bevel gears. The palm has the capability
of changing its configuration so as to change positions and orientations of
the fingers according to the shape and size of an object to be grasped.

Figure 7: Design of the direct-driven three-fingered metamorphic robotic
hand

A prototype of the robotic hand designed in Fig. 7 has been fabricated
and assembled as shown in Fig. 8 and the next step is for the research at
KCL to test the performance of the hand and integrate it with the mobile
platform and robot arm to be built by Festo.

Further, collaboration between UIBK and KCL, investigated the kine-
matics of the mobile manipulator with the introduction of the concept of
object-based grasp affordance. Grasp affordance is integrated with the
robotic hand kinematics together with hand grasp constraint when a speci-
fied object is considered. The object-based grasp affordance model provides
a method of finding appropriate poses for a successful grasp through a vir-
tual environment and machine learning, and the grasp constraint theoreti-
cally provides an approach for measuring and verifying the quality of such a
grasp. The relations of grasp affordance, manipulator kinematics, and hand
kinematics and grasp constraint are illustrated in Fig. 9. The object-based
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Figure 8: Prototype of a three-fingered metamorphic hand in open (left)
and closed (right) confguration.

grasp affordance model predicts optimized poses for placing the metamor-
phic robotic hand to perform a successful grasp and the inverse kinematics
of the manipulator identifies the appropriate joint space leading the meta-
morphic hand to the predicted poses. The grasp affordance model predicts
diverse kinematic possibilities for the robotic hand to grasp a specified ob-
ject forming a grasp map and the hand kinematics and grasp constraint
verify the quality of an individual predicted grasp based on the hand Ja-
cobian. Further, the hand kinematics lies in the range of workspace of the
manipulator and the poses of the robotic and determined joint space of the
manipulator. Integrating the manipulator kinematics and hand kinematics
leads to the full kinematics of the proposed metamorphic robotic hand.

Figure 9: Relations of grasp affordance, manipulator kinematics and grasp
constraint.

The collaboration among KCL, Festo and the University of Innsbruck
has led to a research paper submitted to the ASME 2015 International
Design Engineering Technical Conferences & Computers and Information
in Engineering Conference (IDETC/CIE 2015).
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4.2 Fingertip and force-torque senssors

Tactile sensors The fingertips of the metamorphic hand will be equipped
with tactile sensors to provide feedback during manipulation. These sensors,
developed by KCL, are based on a fibre optical technology which uses light
intensity modulation. The benefits of such an approach is its miniature
size and light weight, making it easy to be integrated into the 3-fingered
metamorphic robotic hand. In addition, this is a low-cost solution that
provides robust high-frequency response with good linearity. At the current
stage of sensor development, the design and fabrication of the prototype has
been completed. The next step of the research will require to focus on the
integration of the fingertip sensor with the hand.

Figure 10: Design of the fingertip sensor and prototype.

The design of the fingertip sensor is displayed on Fig. 10. The fin-
gertip sensor combines three types of sensing elements that enable force
and proximity sensing. Force is obtained using the principle of light inten-
sity modulation that is generated from the motion of the reflective surfaces
(Fig. 11). Two hard and two soft silicone dome-shaped elements with re-
flective inner parts comprise a force sensing array. Such a combination of
force sensing elements ensures the perception of various force ranges with
different sensitivity, as the force-displacement relationship is different for
soft and hard domes. The changes of light intensities from the receiving
fibres are perceived using digital fibre optic sensors from KEYENCETM
(FSâĂŘN11MN). The KEYENCE sensors are also providing the light source
to the transmitting fibres.

To calibrate both types of force sensors, a known normal force was grad-
ually applied to the sensor and the behaviour of the digital output was
recorded. An ATI force/torque NANO17 sensor was used for as ground
truth. It was found that the behaviour of the sensing elements can be de-
scribed using a cubic equation. The hysteresis error does not exceed 5%.
The sensitivity of the soft dome sensor is 0.2 N with the sensing range up to
2 N. The hard dome senor has lower sensitivity of 0.5 N, but higher sensing
range of +/- 5 N.
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Figure 11: Principle of force measurement using light intensity modulation.

Proximity sensors The fingertips will furthermore be equipped with
proximity sensors. The current version of the proximity sensor is based
on the modulation of light intensity using one sending and one receiving
fibre only. The calibration procedure is performed for various objects, such
as plastic or wooden toys of different colours that can be typically found in
nurseries. The hysteresis for all measurements shows that the mean value of
root mean square error is less than 0.1%. The equation that describes the
distance values detected by the proximity sensor is of the third order and
the sensor measurement range up to 20 mm with 2 mm sensitivity.

Force-torque sensor In addition, the wrist of the metamorphic hand
has been equipped with a force and torque senor. It was decided to use a
commercially available solution âĂŞ FT17 from IIT. This sensor has several
advantages âĂŞ robust and lightweight structure, 6 degrees of freedom force
and torque measurement. Therefore, it can be also used as a safe emergency
stop in case of collision. The positioning of the sensor in the wrist is displayed
on Fig. 12.

Figure 12: Positioning of the force and torque sensor in the wrist.
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5 Goal M1.5

The robot can recognise 20 pre-learned object instances in clutter
and 100 pre-learned categories in mild clutter.

Object perception in the tidying scenario serves to find objects that need
to be moved away, and to identify object categories and instances such that
objects can be associated with their respective storage places.

5.1 Attention driven segmentation

Initially the objects encountered by the robot will be unknown. So the robot
can not rely on trained object models but must identify generic objects. For a
simple and clean scene observed with an RGBD camera this is often achieved
by ground plane segmentation followed by clustering of points above the
ground plane. In SQURREL we expect more complex scenes where objects
can be lumped together in piles, sometimes with no clearly visible ground
plane. Therefore more advanced segmentation strategies are necessary.

Previous work on segmentation of tabletop scenes [20, 21] grouped sur-
face patches based on learned 3D Gestalt principles and already addressed
clutter. But segmenting the whole scene can take many seconds, depending
on scene complexity. Following the SQUIRREL B3 approach we address this
complexity by segmenting the scene one piece at a time, i.e. segmenting the
most relevant object first, deciding what to do with it and only returning to
the rest of the scene after that object has been handled.

In [17] we use attention mechanisms to focus processing on those scene
parts that are most relevant in a given context. For clearing a pile of objects
this would be the top of the pile. If the user tells the robot to pick up the
red car, this would be anything red. In the absence of a specific context this
would be generic pop-out mechanisms like the well known Itti model [12] or,
more tailored to 3D object segmentation, 3D symmetry [18] (see Fig. 13 for
some examples). The surface patch with the highest saliency is used as seed
and neighbouring patches are grouped, using the above Gestalt principles,
forming a graph. Graph cut is then used to segment out the central attended
object. Grouping stops when graph cut returns the same consecutive results,
i.e., adding more surface patches does not result in a better overall group.

Fig. 14 shows that the time to find the first few objects in a scene remains
relatively constant over scene complexity.

5.2 Recognition in clutter

Object recognition remains a challenging topic despite huge advances in
recent years. Large occlusions and objects being far away and thus small in
the image still cause many false negatives in many state of the art methods.
In [7] we make use of the fact that robots are mobile observers, and collect
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Red Objects Blue Objects Green Objects Symmetrical Objects

Figure 13: Results of the proposed incremental attention-driven segmenta-
tion algorithm for an indoor video sequence. Row 1 shows resulting segments
in different colors. Row 2 shows saliency maps overlaid with original images
where attended objects are highlighted. Columns a), b) and c) correspond
to segmentation of first three red, blue and green objects, and column d)
correspond to segmentation of first three symmetrical objects.
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Figure 14: Computational Complexity vs. Scene Complexity. Column 1 and
column 2 show time performance on two data bases: OSD [19] and RGBDOD
[13] respectively. Note that images are ordered along the horizontal axis in
increasing scene complexity.

evidence over multiple views. Single view recognition results are connected
in a graph with graph edges formed by common recognition results in the
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Figure 15: Workflow of proposed multi-view method for a static scene cap-
tured by K = 4 frames from different vantage points: a) input RGB-D data;
b) verified single-view hypotheses; c) graph representation with edges shown
for common object hypotheses (black) and additional edges for visual fea-
ture matching of scene to scene (green). An acyclic graph is computed online
(selected edges shown bold); d) verified multi-view hypotheses.

respective views. A minimum spanning tree is constructed which represents
the best collection of views. The multi-view, multi-hypotheses integration
framework of [1] is then used to combine partial recognition results across
views. In contrast to [1] this is performed in an online fashion rather than
batch processing, as the robot moves around the scene. Results show an
increased f-score over state of the art single view methods [2, 25].

Fig. 15 shows an overview of the method with prototypical single and
final multi-view recognition results, and Fig. 16 shows the trained 3D models
of the data base. All training happened offline. Note that online learning of
object instances will start with Task 6.5 in period 2.

5.3 Classification

Similar objects should be stowed away in the same location. To this end the
robot uses a 3D classifier trained offline from CAD models taken from large
web databases. We used the state of the art classifier [29,30] and integrated
it in the SQUIRREL system, replacing the simple table plane segmentation
with the segmentation scheme above. This classifier is trained from artifi-
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Figure 16: 3D models of the TUW dataset containing rigid models of tex-
tured and non-textured objects.

cially rendered views of 3D CAD models, modelling self occlusion as well
as sensor noise effects. Several dozen views are rendered per object and de-
pending on database search results from a few up to hundreds of objects are
used. For each view a 3D shape descriptor (e.g. VFH, CVFH, ESF, SHOT)
is calculated and stored in the database. A nearest neighbour (NN) classi-
fier then compares segmented scene clusters to stored object views. Fig. 17
shows a table scene with several objects being mostly correctly classified.

Figure 17: Classification results on a table top scene.

Fig. 18 shows classification results, using the ESF descriptor, for a database
with 200 classes, for 1 and 10-NN. Note that classification performance varies
strongly for different classes. Some classes like apple and hammer are easy
and confusion with pumpkin and axe respectively seems not too surprising.
Very simple shapes with poor descriptors (like toilet paper) or objects which
typically have translucent parts (like toy cars) still pose challenges.

Note that the robot will not be deployed with the full 200 class database,
as memory requirements at this point are still rather high. So only a subset
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Figure 18: Classification results on a table top scene.

of classes typically encountered in a childs room will be used. Note further
that again all training happens offline. Online training of classifiers will be
the topic of Task 6.6 starting in period 3.
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6 Goal M1.6

The robot can interactively acquire grasping strategies on selected,
isolated objects and transfer objects to three different target lo-
cations.

6.1 Data-Driven Grasping

Current work on interactive acquisition of grasping strategies is realized on
the grounds of both global and local optimization. In case of global opti-
mization, we utilize an adaptive Metropolis-Hastings sampler [24] to search
for potential grasping points relative to the orientation of a gripper on ob-
jects’ shapes. The sampler learns the shape of an object to be grasped
during its burn-in phase and subsequently samples new grasping points.
Further, learned affordances are used for the transfer learning of affordances
for previously unseen objects to immediately suggest a successful gripper
pose relative to the object. Common drawbacks of such a global optimiza-
tion strategy however are (i) that the sampler may get stuck at some local
optimum, and (ii) that it takes substantial time to collect a satisfactory num-
ber of grasping points covering the whole object surface. We have addressed
(i) by equipping the sampler with simulated annealing, which considerably
improved the quality of the resulting grasping points. However, as a conse-
quence of simulated annealing, the sampler may no longer cover the whole
object’s surface. In case of (ii) we currently investigate fine-tuning of the
algorithm’s parameters to find the optimal setting for reducing the runtime.

For local optimization of grasps we currently investigate the applica-
tion of optimistic optimization strategies [14], as well as Bayesian optimiza-
tion [28]. These methods essentially realize a Monte-Carlo tree search for the
optimal grasping parameters by hierarchical partitioning of the search space.
Contrary to global optimization, the robot now only acquires one grasp for
some given location on the object’s surface (i.e., the grasping point).

It should be noted at this point that acquisition of new grasps is done
using a simulation environment (RobWork [6]) with a Schunk SDH gripper,
as (i) the intended hardware for the Squirrel platform is not available yet,
and (ii) transfer of the algorithms to the real platform is not reasonable as
both optimization techniques, as such, will not be practical on real robots
because of the large numbers of grasps they require. However, they will pay
off by transferring grasps learned in simulation to the real setting (perhaps
with additional, local optimization on the real platform).

6.2 Object Manipulation

Moving towards more complex grasping strategies which involve advanced
manipulation skills, we started to implement a grasping strategy for picking
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(a) Tactile data for bottom side of the book (b) Initial position

(c) Firm grasp by in-hand manipulation (d) Lifting book

Figure 19: Book grasping stages

up books. Books may be well recognized by the object detection system.
However, it is very difficult to recognize the correct pose because of sym-
metries. This could be done using visual information like text recognition
or, as we did, using tactile and force/torque data. We collected force data
while sliding with the robot’s fingers over the border of all four book sides (a
visualization can be found in Figure 20). Figure 20(a) shows the measured
forces in Cartesian x direction for the bottom side of the book for three in-
dependent trials on the same book. Figure 20(b) shows corresponding data
for the open side. In each trial, the location of the book with respect to the
robot fingers was changed slightly to consider the error of robotic systems.
As can be seen, the data for the same side is similar and it is possible to
distinguish between sides by force data. The actual classification will be
done by a multidimensional time series classifier [11]. We will use this pose
estimation as a preprocessing step to our book grasping strategy, as we have
to pick up the book at its back. Therefore we have to push the book such
that its open side faces the robot base (see Figure 19(a)). The grasping
strategy comprises the following four steps:

• Robot arm initialization: The left arm is brought in front of the closed
book side, while the right arm is placed in front of the open side to en-
sure that the book will not slip during manipulation (see Figure 19(a)).

• Lifting the book: The left arm closes its fingers until they touch the
closed side of the book to fix it between the two arms. Then the left
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(a) Tactile data for bottom side of the
book

(b) Tactile data for open side of the
book

Figure 20: Sample tactile data for book sliding experiment

end-effector moves upwards such that the back of the book is lifted
(see Figure 19(b)).

• In-hand manipulation: On finger moves below the back side of the
book while the book is still held with the other two fingers. Afterwards
the fingers are closed to grasp the book firmly (see Figure 19(c)).

• Picking up the book: At the last stage, the robot picks up the book
as it has formed a stable grasp (see Figure 19(d))

We also provided different placement strategies of books. These strate-
gies are:

• Dropping: The book is simply dropped by opening the grasp.

• Leaning: The book is leaned against a wall by first rotating it into the
appropriate orientation (parameter of the leaning function) and then
pressing it towards the ground and wall in impedance mode. After
that, the grasp is released slowly to ensure the book stays stable.

• Placing in standing position: The book is placed such that it stands
upwards. We currently do this with thick books which do not require
force feedback to determine if they stand in a stable way. Therefore, a
simple strategy is to align the bottom side with the table and pressing
the book in impedance mode onto the table. After that, the grasp is
released.

6.3 Pushing of Objects

After objects in a room have been recognized, they can be moved to their
designated target locations. One mode of transport is pushing of the object
with the robot base. In SQUIRREL pushing is envisioned for objects that

EU FP7 SQUIRREL 29



D1.3: The B3 loop is closed Michael Zillich et al.

are too large or heavy to carry with the manipulator. As the manipulator
will only become available in year 2, pushing for now is the only mode of
transport.

A pushing action is initiated by a planner which provides the target
position while assuming that the robot is already placed behind the object
of interest. For the pushing action, a desired path for the object movement
is obtained from the navigation package (see Sec. 3). The pose of the
object is tracked during pushing using a suitable object tracker. Initial tests
were performed using the v4r artoolkitplus package from TU Vienna (a ROS
wrapper around [27]) for tracking ARTags placed on the object. Currently a
feature based object tracker and a segmentation-based 3D tracker are being
integrated. The pose of the object is compared to the desired pose and
the error is used by the controller to generate control signals for the robot
movement.

The pushing controller consists of several probabilistic low-level con-
trollers whose outputs are alternatively chosen based on the object behaviour
and the error. Inputs to the main controller are current poses of the object
and the robot and the desired pose according to the calculated path. Within
this controller, the error of the object pose is tracked together with its deriva-
tives, variance and the cumulative error over a finite horizon. Low-level con-
trollers are in charge of (i) pushing the object while tracking its path, (ii)
reaching out and sliding the object to the path when the error grows which
implies loss of contact between the robot and the object, and (iii) making
ellipsoidal movements of the robot in order to change the contact point with
the pushed object.

The first two controllers are PD controllers with probabilistic descrip-
tion of gain parameters in order to obtain the adaptivity for different objects.
This allows pushing of arbitrary objects, and the algorithm is not dependent
on the object’s shape and size. The other two low-level controllers are trig-
gered when a constant increase of the accumulated error is detected and the
current robot position prevents the robot from pushing the object towards
the intended path. These controllers are functions of the relative position
of the object with respect to the robot, and the position of the object with
respect to the path. Currently this procedure of switching between different
controllers is done based on values of the object position error, variance of
the error, the cumulative error over a finite horizon and the robot’s current
position, but it can be extended to procedures which enable autonomous
learning of a control strategy for switching between controllers.

We applied the same principles to the problem of pushing objects with
a finger of a gripper. In this case, the desired trajectory for the robot arm
is encoded with Dynamic Movement Primitives [23], and the output of the
low-level controllers is added as coupling terms to the DMP control sequence
in the way proposed by Pastor et al. [15].
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7 Goal M1.7

All components of the B3 loop have been developed in a first ver-
sion and integrated.

The year 1 system is a full implementation of a tidying robot, containing
all the functionality of later systems in at least an initial version. What was
important during the first year was to define all interfaces at a technical and
more importantly semantic level and connect all components to the central
symbolic planning component. This provides a clean and solid foundation
on which to extend functionalities in subsequent years.

Fig. 21 gives a high level overview of the current SQUIRREL code base,
organised as a number of git repositories. Each repository corresponds es-
sentially to a work package and is maintained by the respective work pack-
age leader. Merging of per-site repositories into the common SQUIRREL
repository is managed by IPA.

ro sp lan
squirre l common
s q u i r r e l d r i v e r
s q u i r r e l h r i
s q u i r r e l m a n i p u l a t i o n
s q u i r r e l n a v
s q u i r r e l p e r c e p t i o n
s q u i r r e l p l a n n i n g
s q u i r r e l r o b o t i n o
s q u i r r e l s c e n a r i o s

Figure 21: SQUIRREL main repositories.

The current robot setup (see Fig. 22) does not contain a manipulator
yet, as this is only going to be finished durnig year 2. The elevated RGBD
camera mounting with a tilt unit ensures that objects in front of the robot
can be detected (taking into account a minimum object - camera distance
of 0.6 m) and that people can be tracked by tilting the camera up and down
depending on the current plan phase.s
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Figure 22: Current SQUIRREL robot setup with tilting RGBD sensor for
object search and user tracking.

EU FP7 SQUIRREL 32



D1.3: The B3 loop is closed Michael Zillich et al.

8 Goal M1.8

Depending on the integration status of the Squirrel platform we
will be using Care-O-Bot 4 for first integrated tests, and available
light-weight and safe robots (such as Naos) for first studies in
nurseries with single child users.

Development of the Care-O-Bot 4 platform was only finished in mid
January. So Care-O-Bot was not yet used for integration.

All software integration and testing was therefore performed on the
SQUIRREL Robotino platform (without arm). Grasping experiments were
carried out using two Kuka LWR arms with Schunk 3-finger grippers, see
Sec. Goal M1.6.

A Nao robot was used in first Wizard-Of-Oz user studies on child-robot
interaction to explore different social characters (peer-like vs. tutor-like),
see Sec. Goal M1.1 and deliverable D2.1.

9 End user testing

We did not want to wait until a complete and fully functional system is ready
before getting the children (aged 6 - 10) into contact with the SQUIRREL
robot. We wanted to gain experience early on, how children would react to
the robot, what type of group dynamics between the children we would have
to expect once we start actual tests, and how robot tests would fit into the
daily routine of the day care (school children are surprisingly busy).

Therefore we organised three visits during the fall semester 2014/15.
Note that the FESTO Robotino platforms arrived in June 2014, so there
was no time for a visit before the summer holidays.

TUW visited VPI for the first time on October 6, 2014. In preparation
sessions at VPI children had made drawing of what they thought the robot
would look like and had also decided for a name: “Kenny”. During this
first visit the children took turns steering Kenny through an obstacle field
made of backpacks, using a gamepad controller and relying on the robots’s
onboard camera only (see Fig. 23).

Next, the children visisted the TUW lab on Nov. 13, 2014, to see all
the other robots that are being used in various other research projects (see
Fig. 24). This proved to be a fascinating experience and the children had a
lot of very interesting questions to ask.

Finally Kenny visited the children again on March 16, 2015 (see Fig. 25).
This time the children learned about the sensors that robot uses to navigate
and to see objects and people. Kenny learned a map of the room and
explored it autonomously to look for objects. Furthermore, the children
could experiment with the robots person tracking module, in order to guide
the robot to target locations.
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Figure 23: Kenny visiting the children in Oct. 2014.

Figure 24: Children from VPI visiting the TUW lab in Nov. 2014.

Figure 25: Kenny visiting the children in March 2015.
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