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Executive Summary 
 
This deliverable covers the definition of a reference architecture that includes common 
and frequent tasks that require NLP services and free, open and interoperable (FOI) 
resources for multilingual and multimedia content analytics. The LIDER reference 
architecture is based on open standards and existent and future platforms and provides 
two things: 

 A reference model that identifies those tasks where Linguistic Linked Data can 
support content analytics and provides a standard decomposition of those tasks 
into elements that cooperatively could solve those tasks together with the data 
flows between the elements. 

 A catalogue of architectural patterns that describes the types of elements that 
can be used in the abovementioned tasks, the types of relationships between 
those elements, and the constraints on how they may be used. 
 

Section 1 and 2 describe different sources of input to this reference architecture and 
problems and barriers which are only partially solved. Furthermore, we put the LIDER 
reference architecture into context of existing work in the Linked Data area.  
 
In the remaining sections, the consortium has collected and streamlined an extensive 
collection of NLP tasks and architectural patterns. This collection is used as a foundation 
to design a coherent reference architecture that guides linked data early adopters from 
the LIDER target groups of industrial stakeholder.  
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the types of elements that can be used in the abovementioned 
tasks, the types of relationships between those elements, and the 
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1 Introduction 

1.1 Motivation 
In 2011, the European Commission published its Open Data Strategy1 defining the 
following six barriers for “open public data”:  
 

1. A lack of information that certain data actually exists and is available,  
2. A lack of clarity of which public authority holds the data, 
3. A lack of clarity about the terms of re-use,  
4. Data which is made available only in formats that are difficult or  
      expensive to use, 
5. Complicated licensing procedures or prohibitive fees,  
6. Exclusive re-use agreements with one commercial actor or re-use 

restricted to a government-owned company. 
 
Taking these barriers as a starting point, it becomes obvious that no single silver bullet 
exists. Instead, these high-level barriers have to be broken down into smaller challenges 
for specific use cases and domains in order to provide adapted solutions. 
 
In this deliverable, we will refine these challenges to facilitate a blueprint for a reference 
architecture to collect metadata for datasets adhering to the intersection of the following 
four topics:  
 

● language resources and linguistic data; 
● linked data (including the precursor data sources); 
● openly licensed or freely available; 
● scientific and industrial data value chains (with an emphasis on  
 provenance). 

 
We furthermore argue that data from the linguistic domain on the one hand adds 
additional challenges due to the inherent complexity of the data, while on the other hand 
it is of special importance for the Semantic Web in general. Linguistic data has the 
unique ability to aid developers in bridging the gap between user-intelligible messages 
and machine-readable data, also called Human-computer interaction by providing 
dictionaries, gazetteers, annotated text corpora, term hierarchies, wordnets with lexical 
information, translations for training machine translation systems, etc. While for English 
such resources are readily available and easy to find (even with an open license), for 
less-spoken languages such as !Kung2 or Tagalog these resources are rare in the first 
place and nearly impossible to find, if they are not correctly indexed and their metadata 
described properly.  
 
This document is the first step in the definition of a reference architecture that will 
include the common and frequent tasks that require Natural Language Processing (NLP) 
services and Free, Open and Interoperable (FOI) resources for multilingual and 
multimedia content analytics. The reference architecture consists of two complementary 
elements, firstly a reference model and a set of patterns to guide those that wish to 
create services using LLOD. Secondly, we describe an eco-system of systems designed 

                                                 
1 http://europa.eu/rapid/press-release_MEMO-11-891_en.htm 
2 4k-18k speakers according to http://en.wikipedia.org/wiki/!Kung_language 

http://en.wikipedia.org/wiki/!Kung_language
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to support the creation, discovery and application of LLOD. These systems consist of a 
set of services for validating, monitoring and discovering language resources in linked 
data. 

1.2 Input Gathering 
The Linguistic Linked Data Reference Architecture presented in this deliverable is 
scoped and guided by input gathered from the groups and events described in the 
sections below.  
In general, we followed two complementary approaches. On the one hand, we tried to 
get the Big Picture of linked data for cross-media and multilingual content 
analytics for enterprises across Europe by reaching out to as many stakeholders and 
communities as possible. On the other hand, we followed an approach following the 
saying: “what can be efficiently achieved by a small team of engineers, might 
easily be delayed when a large committee is involved”, meaning that the technical 
experts from the consortium, especially from UNIBI, UPM and INFAI were deeply 
investigating the potentials and pitfalls of existing linked data technology. 

Use Cases and Requirements from LIDER WP1  

These requirements and use cases have been gathered through direct engagement with 
stakeholders through the LD4LT W3C community group that has been established to 
disseminate and gather feedback on requirements and use cases for linguistic linked 
open data. The community is titled Linked Data for Language Technology (LD4LT)3 and 
all of its activities are open to the public via its community portal hosted by the W3C. The 
LD4LT community is supported by LIDER via the activities of WP4. It provides an online 
hub and remote conferencing opportunities for the collection of requirements and the 
definition of use cases. It is also the public organisational base for publicising and 
disseminating the results from a series of face to face road-mapping workshops and 
surveys. The group has also assembled references to relevant use cases established by 
other projects and communities and has conducted a number of surveys to obtain a 
broader view of the opinions across different communities of the need for and potential 
utility of linguistic linked data. Finally, the LD4LT Community provides a technical 
consensus-building forum for addressing immediate and strategically important 
interoperability issues that are related to the future development and deployment for 
linguistic linked data. The LD4LT Community also focuses on liaising with other groups 
and supporting them in developing and publishing linguistic linked data in line with best 
practice (presented in this document) and technical architecture. This provides further 
direct external validation of these outputs of the LIDER project. 

OWLG 

Part of our work originates from the discussions within the Working Group for Open Data 
in Linguistics (OWLG)4. OWLG is one of 19 working groups of the Open Knowledge 
Foundation5 (OKFN), each promoting open knowledge in their specific domain. OWLG 
mainly consists of individual researchers organized in a grassroots movement without 
institutional orchestration. The goal of LIDER is to support communities such as OWLG 

                                                 
3 http://www.w3.org/community/ld4lt/ 
4 Towards a Linguistic Linked Open Data cloud: The Open Linguistics Working Group. Christian 
Chiarcos, Sebastian Hellmann, and Sebastian Nordhoff. TAL 52(3):245-275 (2011) 
5 http://okfn.org/wg/ 
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by providing: (1) A set of guidelines and best practices for building and exploiting LOD-
based resources in multimedia and multilingual content analytics and for developing NLP 
services on top of Linguistic Linked Data (WP2). (2) A reference architecture for 
Linguistic Linked Data built on top of existing and future platforms and freely available 
resources. (3) A long-term road map for the use of Linked Data for multilingual and 
multimedia content analytics in enterprises. Especially, input from this group relates to 
the classification of linguistic data as well as the problems encountered when collecting 
and curating meta data. 

Developer Networks: DBpedia and NLP2RDF 

During our work on this reference architecture, we have discussed technical details in 
person and on mailing lists with the DBpedia community (~70 developers, ~150 data 
curators), the NLP2RDF community (~25 NIF developers, 70 members on the dev 
mailing list as well as 20 tool developers (NERD, Stanbol)). 

2 Challenges (Problems and Requirements) 

2.1 Analysis of Requirements and Use Case 
The requirements and use cases, gathered through both the LD4LT outreach and the 
community engagement, can be broadly characterised by three overlapping areas: 

Global Customer Engagement Use Cases 

This reflects use cases offered by commercial organisations. These address different 
aspects of how companies interact with their customers across global markets applying 
different linguistic and cultural norms. This involves the translation and localisation of 
content generated by companies for consumption by customers or potential customers 
and support for content search across those languages. Global customer engagement 
typically requires domain-specific multilingual language resources to support language 
technology such as machine translation and cross-lingual search and indexing. 
Increasingly, however, it involves the ability to analyse content generated by customers 
and other third parties as they comment on, review, pose questions about or provide 
answers on specific products and services via numerous digital channels and 
languages. Providers of specialised digital support services, such as language services 
and content analytics, are important sources of use cases, reflecting the growth and 
innovation in value chains in bringing language resources and technology to commercial 
applications, as well as being users of established content. Language and knowledge 
technology platforms must be able to interoperate seamlessly with linguistic linked data 
to facilitate its adoption. 

Public Sector and Civil Society Use Cases 

The Public Sector has been an early adopter of linked data, emphasising the use of 
linked open data motivated by transparency requirements and open data obligations that 
are increasingly common in national and transnational public administration. Such open 
data includes content that may benefit from linguistic annotation or which may serve as  
linguistic corpora, e.g. DG-T’s annual release of its translation memory, which is the 
most popular download from the European Commission’s Open Data portal. The public 
sector, non-governmental organisations, non-profits representing specific vertical 
domains, and academia often work to curate high quality language resources for public 
consumption, including dictionaries and  lexicons, access to which may be enhanced via 
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linguistic linked data techniques. Finally, large-scale communities organised as 
international non-profits also provide major crowd-sourced language resources, e.g. 
Wiktionary. While these bodies are also interested in adopting language technologies, 
their financial resources are limited, so the emphasis is on the availability of open source 
solutions that are compatible with available language resources. 

Linguistic Linked Data Life Cycle and Value Network 
Requirements 

While individual commercial, public sector and other civil society actors are typically 
focussed on their own use cases, common themes often emerge that highlight data-
related dependencies between organisations. Dependencies arise in publishing, 
discovering, using and enhancing linguistic linked data assets. They reflect the value 
added to data assets related to multilingual content processing, content analytics and 
the application of language technology. These dependencies highlight the need for a life-
cycle view of linguistic linked data. This can help explain how language data quality 
interacts with the value it provides to different actors and how that value is impacted by 
the costs involved, e.g. costs of resource licensing, overcoming technical interoperability 
barriers, evaluating quality and demonstrating compliance to data protection rules. 
These issues are important in planning how the development of linguistic linked data can 
support global markets in data-centric goods and services. The EC in particular seeks to 
identify how data-centric goods and services can be leveraged by companies, especially 
European SMEs, within an EU-internal market. Further, the EC seeks to support the 
development of such an internal market with Digital Services under its Connecting 
Europe Facilities initiative. These services include several facilities where the processing 
and analytics of multilingual content and unstructured data will be key and therefore 
where value networks delivering efficient data markets or scalable data pooling 
strategies for linguistic data are required. 

2.2 The Meta Data Challenge 
Although a large variety of metadata repositories and data catalogues exist for extensive 
and heterogeneous types of data, there is a basic framework every meta-data repository 
is bound to: the term `data’. Taking it back to its etymological origins reveals that data is 
the plural form of datum meaning ‘given’. The verb “give” has a valency of three taking a 
subject and two objects: someone gives something to somebody. In consequence data 
is bound to a trinity consisting of (1) the producer or source of the data, (2) the entity that 
constitutes the data itself and (3) the receiver or user of the data.6 This trinity supplies 
important details for implementation, when considering the three different perspectives 
of metadata collection: 
 
1. The data producer (also publisher or provider) is in a unique position to provide 

contextual information about the circumstances under which the data came into 
existence (be it derived or original) and its terms of use such as license, provenance, 
contributors or additional notes; 

2. The data itself can be inspected for metadata, gaining insight about technical 
information such as file size, format, up-time, availability, validity and in case of RDF 
and Linked Data: used ontologies, links to other datasets, class and property 
structure; 

                                                 
6 C. Lehmann. Data in linguistics. The Linguistic Review, 21:175–210, 2004. 
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3. Finally, the user of the data can supply valuable input on the required information by 
her use case and the usefulness of data categories. Users are able to give direct 
feedback about the quality of data and metadata. Users also have a direct incentive 
to correct and curate data, so that either their applications work properly or they are 
able to answer research questions (e.g. how many open dataset are available?). 

 
We will define more specific challenges in each of the section below. 
 
Complete Metadata vs Entry Barrier:  
Providing extensive metadata as outlined above can increase the effort of publishing 
data considerably. The more metadata the publisher is required to supply, the less he 
might be willing to do the effort. Although the effort of metadata entry can be ameliorated 
by deployed automatic metadata generation approaches, some information may only be 
known to the producer of the data. The trade-off between completeness of metadata and 
high publishing effort and entry barriers has to be carefully considered. 
 
Incentives for Metadata Curation 
For data providers it is already a great effort to publish data properly. Even more so, if 
they have to add information to many different metadata repositories and propagate 
updates manually as well, this causes an additional overhead. 
The risk of such statically entered metadata is that it becomes obsolete. As much 
metadata as possible should be kept alongside the dataset as possible, in order to 
guarantee up-to-date,  authorative information without increasing the workload for the 
publisher. By constant reloading, this approach also allows to re-generate and track 
extensive technical information like SPARQL endpoint URL and up-time, data format 
and validity and ontology usage. In addition to automatic extraction, distributing the load 
of maintenance among users to complete and consolidate data in a wiki approach is 
critical. 
 
Metadata Coverage vs Metadata Quality 
Crowd-sourced data often has better coverage, but is not of the same high quality as 
expert-curated sources. Provenance has therefore to be extended to metadata entries, 
allowing crowd-based judgement of data and metadata quality by users and approved 
domain experts. 
 
License and Attribution 
Licensing is a constant issue in Linked Open Data. A compromise is needed between 
the needs of data publishers to have their data used correctly and their work cited 
accordingly and the wishes of users to access and reuse the data as freely as possible. 
Granular licensing and attribution information has to be explicitly included in the 
metadata to encourage publishers to choose open instead of closed licenses. At the 
same time, data that is Open Access but closed license should also be included to 
increase repository scope and allow publishers to retain more rights if needed. 
 
Metadata Visualisation 
Metadata presentation is widely reduced to textual data in the form of “field name - field 
value” tuples. However, complex meta-data including links between datasets and 
dataset categories can more effectively be represented in diagrams and images, giving 
the user better tools to find relevant data and understand its relations. 
 
Granularity 
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Current repositories only account for dataset-level metadata. However, datasets may 
include resources that are derived from different sources, which constitutes the need for 
intra-dataset provenance. RDF can be used to point into datasets and add granular 
provenance information if it is not provided in the original data. Too granular metadata, 
however, is cumbersome to maintain and may stop to be useful. 
 
Lack of best practices and clear guidelines 
Finally, we are lacking best practices and clear guidelines for modelling and publishing 
provenance and other metadata. Extent and desired granularity are as unclear, as the 
way of explicating it and conveying it to the user. There is no clear remedy for these 
challenges, 
rather, design decisions have to be grounded on the needs of producers and users 
alike. 

2.3 Open Questions for Services on LLOD Data 
The following open questions regarding LLOD-aware services have been gathered and 
are still under discussion during the second year of LIDER. 
 
1. How to use RDF in services: A crucial question is how exactly to use RDF to 

serialize input and output of LLOD-aware NLP services Standards such as JSON-LD 
as well as NIF serialized as JSON-LD should be considered. 

2. Description of services: There are already some existing standards for the 
description of services, notably the Web Services Description Language (WSDL) and 
the RESTful Service Description Language. It is unclear how these should be 
extended for linguistic services. Furthermore, we will investigate the use of JSON-LD 
context documents as an alternative to declarative services. 

3. Naming of Transient Entities: In the course of generating RDF output from 
linguistic services, it may be desirable to introduce named elements which are not 
dereferencable on the web, for example nodes in a parse tree. As such, it should be 
possible to name these elements, and an appropriate URI naming convention should 
be defined. 

4. Stream-based Parallelism: Many linguistic services work on a sentence-by-
sentence process and as such workflows of services can be executed on many 
servers in parallel vastly improving throughput. Currently, using RESTful services for 
such architectures causes significant overheads due to creating a new connection for 
each element (e.g., sentence) in the processing workflow. New standards, most 
notably WebSockets, should remove this overhead and it should be clarified how 
WebSockets can be used for linguistic services. 

5. Forwarding/Non-Transparent Proxying: Web services follow a client/server model 
where the client submits data for processing and the server sends the processing 
result back to the client. For workflows involving large amounts of corpus data it 
would be desirable not to return all data back to the workflow manager but instead 
allow direct communication of processing services. Such services could then work as 
non-transparent proxies, effectively modifying the request by adding extra 
information from the service. 

6. Compression and Message Size: The use of RDF and other semantic technologies 
normally comes at a significant cost in increased message size and the extra 
processing required for this. It should be investigated as to whether the use of HTTP 
compression or other technologies can mitigate these costs. 
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7. Caching, storage and retrieval: For large workflows it may be useful to use caching 
or other storage mechanisms to improve the speed of the workflow. This should be 
empirically investigated. 

8. Joining and Broadcasting: As previously mentioned, web services rely on a 
client/server model. However, most natural language processing pipelines involve 
the joining and splitting of service results. Protocols based on RESTful principles to 
allow such workflows to be implemented need to be defined. 

9. Continuous learning: The algorithms behind many linguistic services are capable to 
continue to learn based on input received when deployed. It should be clarified how 
this can be communicated to the user and how the license of a service should be 
stated to allow this form of update. 

10. Exploiting Alignments: A future ecosystem of natural language processing services 
should make mappings between linguistic ontologies explicit and support the 
automatic conversion of data to fit the ontology of a particular service. 

2.4 Summary 
 

 
Figure 1 Classification of Architectural Components against Structure for 
Requirements and Use Cases 
 
This structure of requirements and use cases enables us to classify the origins and 
motivations of the different elements of the reference architecture presented in this 
document. The impulse to assemble and articulate a Reference Architecture for 
Linguistic Linked Data itself comes from the study of linked data technology and its 
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applications. This highlights the need to assemble the rich variety of tools, services and 
platforms emerging from the linked data research community into a coherent structure 
that can be more easily understood and adopted by potential user organisations. The 
attention to such architectural considerations demonstrates a growing understanding of 
linked data lifecycle and quality management as well as the value that different 
components deliver. The ambition that a coherent architecture enables the value of 
indocumental components to be transposed into potential value networks of service and 
platform operators servicing both commercial and public sectors use cases.  
 
The architectural patterns identified are more grounded in the use case areas. Question-
Answering and Understanding Opinion are both major use cases in Global Customer 
Engagement. Information Extraction is a broader use case that can be found in both 
customer engagement and public sector applications, and is often combined with other 
domain specific use cases. Entity Linking has its roots in text classification and Named 
Entity Recognition with the clear motivation to interlink unstructured data, typically 
textual content, and structured data in the form of linked data. It is therefore motivated by 
linked data lifecycle requirements, especially in the extraction/creation phase. The other 
patterns are then mostly driven by the needs of the public sector and civil society use 
cases as they are largely grounded in the activities of the natural language processing 
(NLP) community as it strives to improve data management through linked data. This 
encompasses the use of linked data for exchanging data between service providing NLP 
functions, as well as the range of NLP problems for which components have been 
developed, including Parsing and Part of Speech Tagging, Lexicon and Grammar 
generation, Word Sense Disambiguation and Named Entity Recognition. 
 
The linked data tools discussed here, including those for data discovery, harmonisation, 
aggregation, manipulation, certification and licensing again arise more from 
considerations of general linked data consideration. Here we seek to apply these tools 
into the more application specific linguistic use case areas.  

3 Existing Reference Models for Linked Data and the 
LOD cloud 

3.1 The Linked Data Stack (LDS) 
The following section is based on the Springer Book “Linked Open Data -- Creating 
Knowledge Out of Interlinked Data”7 (Chapter 18 and Chapter 39) and describes the 
major outcome of the FP7 EU Project “LOD2”.  

Introduction 

The LOD2 project has developed a consensus model of the technical architecture 
recommended for the creation, publishing and use of linked data, known as the Linked 
Open Data Stack (LDS) -- an integrated distribution of aligned tools which support the 

                                                 
7 http://link.springer.com/book/10.1007%2F978-3-319-09846-3 
8 Introduction by Sören Auer, INFAI 
9 Knowledge Base Creation, Enrichment and Repair by Sebastian Hellmann (INFAI), Volha Bryl, 
Lorenz Bühmann, Milan Dojchinovski, Dimitris Kontokostas, Jens Lehmann, Uroš Milošević, 
Petar Petrovski, Vojtěch Svátek, Mladen Stanojević and Ondřej Zamazal 
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whole life cycle of Linked Data from extraction, authoring/creation via enrichment, 
interlinking, fusing up to maintenance. The stack is designed to be versatile; it defines 
clear interfaces which enable the plugging in of alternative third-party implementations. 
The architecture of the Linked Data  Stack is based on three pillars: (1) Software 
integration and deployment using the Debian packaging system. (2) Use of a central 
SPARQL endpoint and standardized vocabularies for knowledge base access and 
integration between the different tools of LDS. (3) Integration of the LDS user interfaces 
based on REST-enabled Web Applications. These three pillars comprise the 
methodological and technological framework for integrating the very heterogeneous LDS 
components into a consistent framework. 
 
The major components of LDS are open-source in order to facilitate wide deployment 
and scale to knowledge bases with billions of triples and large numbers of concurrent 
users. Through an agile, iterative software development approach, LDS aims at ensuring 
that the stack fulfills a broad set of user requirements and thus facilitates the transition to 
a Web of Data. There are also plans for a stack configurer, which enables potential 
users to create their own personalized version of the LDS, which contains only those 
functions relevant for their usage scenario. 
 
The central concept of this toolchain is the Linked Data Lifecycle (see Figure below), 
consisting of 8 key Linked Data activities that can be used to iteratively extract, publish 
and maintain Linked Open Data in an integrated manner. Each activity is supported by a 
number of independent and compatible open source tools.  

Description 

The Linked Data Stack is based on three pillars: 
 

 Software integration and deployment using the Debian packaging system. The 
Debian packaging system is one of the most widely used packaging and 
deployment infrastructures and facilitates packaging and integration as well as 
maintenance of dependencies between the various LDS components. Using the 
Debian system also allows to facilitate the deployment of the LDS on individual 
servers, cloud or virtualization infrastructures. 

 Use of a central SPARQL endpoint and standardized vocabularies for knowledge 
base access and integration between different tools. All components of the LDS 
access this central knowledge base repository and write their findings back to it. 
In order for other tools to make sense out of the output of a certain component, it 
is important to define vocabularies for each stage of the Linked Data life-cycle.  

 Integration of the LDS user interfaces based on REST-enabled Web 
Applications. Currently, the user interfaces of the various tools are 
technologically and methodologically quite heterogeneous. We do not resolve 
this heterogeneity, since each tool’s UI is specifically tailored for a certain 
purpose. Instead, we develop a common entry point for accessing the LDS UI, 
which then forwards a user to a specific UI component provided by a certain tool 
in order to complete a certain task. 

 
These three pillars comprise the methodological and technological framework for 
integrating the very heterogeneous LOD2 Stack components into a consistent 
framework. 
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Figure 2 Linked Open Data Stack Lifecycle diagram10 

The Linked Data Life-Cycle 

The different stages of the Linked Data life-cycle (depicted in Figure 2) include: 
 

 Storage: RDF Data Management is still more challenging than relational data 
management. We aim to close this performance gap by employing column-store 
technology, dynamic query optimization, adaptive caching of joins, optimized 
graph processing and cluster/cloud scalability. 

 Authoring: LOD2 facilitates the authoring of rich semantic knowledge bases, by 
leveraging Semantic Wiki technology, the WYSIWYM paradigm (What You See 
Is What You Mean) and distributed social, semantic collaboration and networking 
techniques. 

 Interlinking: Creating and maintaining links in a (semi-)automated fashion is still 
a major challenge and crucial for establishing coherence and facilitating data 
integration. We seek linking approaches yielding high precision and recall, which 
configure themselves automatically or with end-user feedback. 

                                                 
10 http://link.springer.com/book/10.1007%2F978-3-319-09846-3 
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 Classification: Linked Data on the Web is mainly raw instance data. For data 
integration, fusion, search and many other applications, however, we need this 
raw instance data to be linked and integrated with upper level ontologies. 

 Quality: The quality of content on the Data Web varies, as the quality of content 
on the document web varies. LOD2 develops techniques for assessing quality 
based on characteristics such as provenance, context, coverage or structure. 

 Evolution/Repair: Data on the Web is dynamic. We need to facilitate the 
evolution of data while keeping things stable. Changes and modifications to 
knowledge bases, vocabularies and ontologies should be transparent and 
observable. LOD2 also develops methods to spot problems in knowledge bases 
and to automatically suggest repair strategies. 

 Search/Browsing/Exploration: For many users, the Data Web is still invisible 
below the surface. LOD2 develops search, browsing, exploration and 
visualization techniques for different kinds of Linked Data (i.e. spatial, temporal, 
statistical), which make the Data Web sensible for real users. 

 
These life-cycle stages, however, should not be tackled in isolation, but by investigating 
methods which facilitate a mutual fertilization of approaches developed to solve these 
challenges. Examples for such mutual fertilization between approaches include: 
 

 The detection of mappings on the schema level, for example, will directly affect 
instance level matching and vice versa. 

 Ontology schema mismatches between knowledge bases can be compensated 
for by learning which concepts of one knowledge base are equivalent to which 
concepts of another knowledge base. 

 Feedback and input from end users (e.g. regarding instance or schema level 
mappings) can be taken as training input (i.e. as positive or negative examples) 
for machine learning techniques in order to perform inductive reasoning on larger 
knowledge bases, the results of which can again be assessed by end users for 
iterative refinement. 

 Semantically enriched knowledge bases improve the detection of inconsistencies 
and modelling problems, which in turn results in benefits for interlinking, fusion, 
and classification. 

 The querying performance of RDF data management directly affects all other 
components, and the nature of queries issued by the components affects RDF 
data management. 

 
As a result of such interdependence, we should pursue the establishment of an 
improvement cycle for knowledge bases on the Data Web. The improvement of a 
knowledge base with regard to one aspect (e.g. a new alignment with another 
interlinking hub) triggers a number of possible further improvements (e.g. additional 
instance matches). 
 
The challenge is to develop techniques which allow exploitation of these mutual 
fertilizations in the distributed medium Web of Data. One possibility is that various 
algorithms make use of shared vocabularies for publishing results of mapping, merging, 
repair or enrichment steps. 
After one service published its new findings in one of these commonly understood 
vocabularies, notification mechanisms can notify relevant other services (which 
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subscribed to updates for this particular data domain), or the original data publisher, that 
new improvement suggestions are available. 
Given proper management of provenance information, improvement suggestions can 
later (after acceptance by the publisher) become part of the original dataset. 

3.2 Meta-Data Models and principles 

 
Figure 3 The DCAT vocabulary11 
 
Linked Open Data offers the unique chance of accessing vast amounts of machine-
readable, semantically annotated data. However, access is still limited by additional 
knowledge required for data discovery. Data consumers have to know where datasets of 
interest are located, what kind of data they contain, where to access them in which 
formats, as well as the terms of reuse. To date, some parts of this important metadata 
can be found in various repositories, datahub.io being the most accepted one, although 
various domain-specific repositories12 exist. Data models of these repositories vary and 
none of them offer enough granularity to sufficiently describe complex datasets in a 
semantically rich way. For example, datahub.io partially implements the Data Catalog 
Vocabulary (DCAT) W3C Recommendation13 (Figure 3),  but only describes all 
resources associated with a dataset superficially, be it an ontology, a single example file, 

                                                 
11 http://www.w3.org/TR/vocab-dcat/ 
12 for example MetaShare (http://www.meta-_net.eu/meta-_share/index_html ) and Clarin 

(http://clarin.eu/) 
13 http://www.w3.org/TR/vocab-_dcat/ 

http://www.meta-net.eu/meta-share/index_html
http://clarin.eu/
http://www.w3.org/TR/vocab-dcat/
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a diagram or a data dump as a distribution of the dataset. Most additional properties 
described are simple key-value pairs linked by dcterms:relation properties. This data 
model is semantically poor and prohibitive for most use cases wanting to automatically 
consume the data of a dataset. The DBpedia dataset, with its different versions and 
languages, multiple SPARQL endpoints and thousands of dump files with various 
content serves as one example of the complexity metadata models need to be able to 
express. The DCAT vocabulary as well as the established VoID vocabulary only provide 
a basic interoperability layer to discover data. In their current state, they still have to be 
expanded to fully describe datasets as complex as DBpedia, one of the core datasets of 
the LOD cloud. Especially three important aspects are underspecified in these 
vocabularies:  
 

 PROVENANCE: a crucial aspect of data and needed to assess correctness and 
completeness of the data conversion, as well as the trustworthiness of the data 
source.  

 LICENSING: Machine-readable licensing information is crucial, as it provides the 
possibility to automatically process and publish only data that explicitly allows 
these actions.  

 ACCESS: Finally, publishing and maintaining this kind of metadata together with 
the data itself serves as LOD-compatible documentation benefiting the potential 
user of the data as well as the creator by making it discoverable and crawlable. 

http://purl.org/dc/terms/
http://purl.org/dc/terms/
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DataID 

 
Figure 4 The DataID vocabulary 
 
DataID14 defines a best-practice for LOD dataset descriptions which utilize RDF files 
hosted together with the datasets, under the same domain. Figure 4 shows the overall 
structure of DataID. There are different vocabularies which can be used to describe a 
dataset. VoID defines a central class void:Dataset, properties particular to RDF datasets 
like void:triples and void:sparqlEndpoint as well as criteria on how to use other 
vocabularies, one of them being DCTERMS. The DataID data model uses VoID 
extensively and includes the RDF specific properties. DCAT also defines a dataset 
class, dcat:Dataset. Like VoID, it also uses DCTERMS properties for general metadata, 
thus enabling the merging of the dataset concept of both vocabularies into datid:Dataset. 
Alongside minor additions, like dcat:contactPoint or dcat:keyword, DCAT defines the 

                                                 
14 Martin Brümmer, Ciro Baron, Ivan Ermilov, Markus Freudenberg, Dimitris Kontokostas, and 
Sebastian Hellmann. 2014. DataID: towards semantically rich metadata for complex datasets. In 
SEMANTiCS 2014 http://doi.acm.org/10.1145/2660517.2660538 

http://rdfs.org/ns/void
http://rdfs.org/ns/void
http://rdfs.org/ns/void
http://rdfs.org/ns/void
http://rdfs.org/ns/void
http://rdfs.org/ns/void
http://www.w3.org/TR/vocab-dcat/
http://www.w3.org/TR/vocab-dcat/
http://dataid.dbpedia.org/ns
http://dataid.dbpedia.org/ns
http://www.w3.org/TR/vocab-dcat/
http://www.w3.org/TR/vocab-dcat/
http://www.w3.org/TR/vocab-dcat/
http://www.w3.org/TR/vocab-dcat/
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class dcat:Distribution for further description of directly accessible serializations of the 
data itself. This concept is crucial to be able to automatically retrieve and use the data 
described in the DataID, simplifying, for example, data analysis. A critical gap in both 
vocabularies is granular provenance information, which is important because most 
Linked Data is derived from other datasets, either by conversion or aggregation. In order 
to make scientific use of Linked Data and to also properly attribute the original data 
creators, it is essential for a researcher to have as much provenance information as 
possible on the dataset. Commercial users need this information as well, if they want to 
include LOD in their product and need to address legal issues with the owners of the 
data. Neither VoID nor DCAT by themselves are able to express provenance information 
beyond single persons or related sources of the data. The Provenance Ontology (Prov-
O) with its classes Entity, Agent and Activity including their respective properties is used 
in DataID to capture a complete, fine-grained provenance chain. Entities serve as a 
super-class of datasets and are either other datasets, or, in general, all kinds of sources 
of which datasets are derived, like books or other primary sources. Agents are all kinds 
of persons involved with dataset creation or maintenance. Activities are mediators in the 
derivation, integration or aggregation of datasets from other datasets and sources, 
denoting in their description what changes were made in the process. Besides the 
integration of existing vocabularies, DataID adds some additional properties to allow for 
convenient querying of metadata. Beyond the integrated data model, DataID features 
OWL axioms to define mandatory and optional properties in dataset description through 
cardinality restrictions. 

3.3 Open Standards 
Open standards are not the reference architecture itself but they drive interoperability 
and form the basis of a web wide architecture for Linked Data in general and LLOD in 
particular. Although many of W3C standards build the foundation for Linked Data and 
the LIDER Reference Architecture, these standards and groups are of special 
importance and have influenced the initial design choices: 
 

● Web Annotation Working Group 
● Linked Data Platform (Draft) 
● Internationalization Tag Set (ITS) Version 2.0 

4 Creation and Extension for LLOD and LLOD-aware 
services 

With our reference model we seek to create the basis for an architecture that supports 
the discovery and exploitation of existing linguistic data by supporting: 
 

 the discovery of relevant datasets and services by humans and machines 

 a new generation of LLOD-aware NLP services that can autonomously discover 
and download datasets to extract relevant knowledge to use for training or as 
background knowledge about a domain 

 standardized interfaces and APIs so that LLOD-aware services can be 
integrated at low cost into existing processes and resources 

 automatic negotiation of terms and conditions between agents  
 
For this, our reference model consists of the following three elements: 
 

http://www.w3.org/TR/vocab-dcat/
http://www.w3.org/TR/vocab-dcat/
http://www.w3.org/annotation/
http://www.w3.org/TR/ldp/
http://www.w3.org/TR/its20/
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 Reference Architecture: An architecture that describes the necessary elements 
and their interplay to meet the above four mentioned requirements. 

 Guidelines: A set of guidelines that defines how datasets should be published to 
ensure their discovery, reuse etc. These are part of WP2 and have been 
described in D2.1.1. 

 Architectural Patterns: A set of architectural recipes that describe how 
frequently needed components should be implemented. 

 
From a general point of view, our general architecture is described by the following 
figure: 
 

 
Figure 5 General Reference Model for Architecture 
 
The reference model assumes the availability of a number of repositories of metadata of 
linguistic data and NLP services (see deliverable D.2.1.1 for a survey of such 
repositories). There are further aggregators that index and aggregate the metadata of 
different repositories and provide query interfaces that can be queried by both humans 
and machines or services. Humans can browse either directly the repositories or 
aggregators to find data and services they require for a particular task. They can then 
integrate and exploit the discovered datasets and services into existing workflows. 
Services can automatically discover and download data from repositories and 
understand and negotiate terms of conditions and payment.  
Integrating metadata from different data models requires basic harmonization of 
metadata.  
As one part of our reference model we define a reference model for the implementation 
of LLOD-aware services and provide architectural recipes for the implementation of 
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LLOD-aware services and workflows for frequent and often needed tasks. We describe 
the reference model in section 3 and the architectural patterns in section 5. Services that 
support the discovery of relevant LLOD data are described in Section 6.1. Our proof-of-
concept implementation of a meta-repository that aggregates the data from several 
metadata repositories is LingHub. This includes our strategies for harmonizing the 
different vocabularies and data models used by the different providers of linguistic 
metadata repositories. A crucial part are guidelines for publishing linguistic linked data at 
the content level, which are given in WP2 as part of deliverable D.2.1.1. Alternatives for 
publishing LLOD at the technical level are provided in this deliverable in Section 6.4. 
Issues regarding maintenance of datasets are discussed in Section 6.5. 
As the goal of our reference model is to support machine-machine negotiation as 
regards the exploitation of one particular dataset, best practices for licensing of data and 
services are discussed in Section 6.6. 

4.1 Reference Model for LLOD-Aware Services 
A part of the reference model for LLOD-aware services defines a taxonomy of types of 
services and their function. The architectural patterns described in Section 5 will refer to 
this general taxonomy of types of services. 

4.2 Component model of LLOD-Aware Services 
 

 
Figure 6 Components for LLOD aware services 
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The Initial Reference Model for enhancing multilingual/multimedia content analytics 
processes with resources published as Linguistic Linked Open Data (LLOD) and LLOD-
aware services consists of the following main generic components: 
 
1. Migrators: These consist essentially of i) specific tools for supporting the migration 

of legacy data into the LLOD (linguistic data in particular) as well as ii) recipes, 
guidelines and best practices for doing so. Examples for migrators are tools that 
convert relational databases into LLOD, corpus converters that migrate legacy 
corpora to NIF, or converters that migrate multilingual lexical resources into the 
LLOD. 

 
2. Consumers/Producers: These are multilingual/multimedia content analytics 

services that fit into the LLOD ecosystem by consuming data from the LLOD and 
producing enriched data that is published as LLOD. This requires architectural 
patterns and best practices for implementing such services that rely on i) standard 
web protocols (RESTful services that provide standard interfaces based on HTTP), 
ii) Web standards such as RDF/Linked Data/SPARQL, iii) standard vocabularies for 
LLOD (lemon/ontolex, NIF, etc). Note that, internally, consumers/producers do not 
necessarily use linked data in order to accomplish their tasks.  NIF-compliant web 
services that enrich data with named entity annotations or links to resources like 
DBpedia and BabelNet, such as DBpedia spotlight or Babelfy, respectively, are one 
example of consumers/producers.  

 
3. Exploiters: A set of architectural content analytic components that exploit 

background knowledge in the form of existing Linked Data resources such as 
DBpedia and BabelNet, domain-specific LLOD data sets and 
ontologies/vocabularies, etc., to accomplish some multilingual/multimedia content 
analytics task. Exploiters and Consumers/Producers can overlap in the sense that a 
particular service might be both an exploiter as well as consumer/producer.  

 
4. Aligners: components that align different data sources and return a mapping as a 

result. Linking resources of two existing LOD datasets for example is an alignment 
task. Another example of a useful aligner would be a tool that maps equivalent or 
otherwise related senses of two different lexical resources to each other, thus 
facilitating merging or enrichment tasks. Another example are tools that perform 
ontology matching / mapping, possibly across languages.  

 
5. Validators: Validators serve to guarantee data quality in the LLOD by ensuring the 

adherence of LLOD datasets to their respective ontologies and vocabularies, as well 
as the relevant guidelines and best practices. They are tools that consume LLOD as 
well as ontologies and verify their correctness. RDFUnit provides a customizable and 
performant validation framework for Linked Data, with existing test suites for NIF and 
lemon.  

 
6. Converters: Tools for converting LLOD resources into non-LD formats that are used 

by common tools or workflows, e.g. TBX. This important step is currently 
underrepresented in terms of existing tools, because it exports data out of the LLOD, 
in turn making it less interoperable. However, converters are important tools to open 
LLOD data to established tools and pipelines of users from other communities.   

 

http://aksw.org/Projects/RDFUnit.html
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7. Binders & Workflows: These are tools or frameworks that allow the composition of 
different architectural elements such as defined above into larger frameworks / 
workflows accomplishing specific tasks.  We distinguish here between “LLOD 
binders” (or wrappers) that bind some of the above (possibly LLOD-unaware) 
mentioned architectural components into a given workflow as well as “LLOD-based 
workflows” that realize a complex workflow that is LLOD-aware (LLOD-aware in the 
sense that both workflows, input/output and actual interfaces comply to Linked Data 
standards and best practices). 

 
8. Storage/Access: These components allow linked data to be stored and accessed by 

means of querying languages, in particular the SPARQL language, or by means of 
specialized search (for example lemma search for dictionary-like resources). 
SPARQL endpoints (such as Virtuoso or Fuseki15) are example of Access 
components. Such platforms can form the basis of data broker services that may 
then enable new business models based data value exchange. 

 
9. Interfaces/Editors: Components that implement some interface for humans to 

interact with LLOD. This may be authoring systems, such as OntoWiki, browsers, 
query endpoints or other frontends (linguistic resource aggregators, for instance) that 
facilitate easier access, manipulation or retrieval of relevant data. Examples of such 
an interface is Pubby16, which is a Java web application which turns a SPARQL 
endpoint into a Linked Data server, acting thus as a Linked Data interface. 

                                                 
15 http://jena.apache.org/documentation/serving_data/ 
16 http://wifo5-03.informatik.uni-mannheim.de/pubby/ 



 
 

4.3 Reference Model as Linked Data Lifecycle 
In context of the Linguistic Linked Data Reference Architecture, the LOD Stack presents 
not only a model case of toolchain integration using various heterogenous tools, but also 
allows for the reuse of some established and reasonably mature solutions for activities 
that align in both approaches.  
 
In particular the components presented in section 2.2.1 work as follows to achieve the 
Linked Data Lifecycle: 
 

 Extraction: This is provided by migrator and converter services 

 Interlinking/Fusing: This is achieved by alignment services in the stack 

 Classification/Enrichment: As this is more central to the processing of linguistic 
data, our architecture further divides this into consumer, producer and exploiters. 

 Quality Analysis: This is equivalent to our validator services. 

 Evolution/Repair/Manual Revision/Authoring: Results of the validation serve 
as input for repairs. User Interfaces and editors are services that allow the data 
to be created and improved with manual assistance. 

 Search/Browsing/Exploration/Store/Querying: Data on the cloud is made 
browseable by user-facing interfaces and made accessible to web agents by 
means of storage and querying services. 

5 Architectural Patterns  
The architectural patterns we describe here are to be understood as architectural 
recipes that can be followed when implementing a LLOD-aware application for a 
particular task. The overall tasks we consider as they have been identified as very 
important in our survey (see above) are: i) Question Answering, ii) Information 
Extraction, and iii) Understanding Opinion.  
We provide both architectural macro-patterns that comprise and assemble many 
smaller components to accomplish a task, and micro-patterns that provide guidance on 
how to implement atomic services required by the macro-patterns. 

5.1 Macro-Patterns 

Architectural Patterns for Question Answering  

As one example of a Question Answering system, we discuss the Pythia system 
developed by the Semantic Computing Group at Bielefeld University (see 
http://dl.acm.org/citation.cfm?id=2026028). 
 
The architecture of the Pythia system is depicted in the following: 
 

http://dl.acm.org/citation.cfm?id=2026028
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Figure 7 Architectural pattern for question-answering using lexical-conceptual 
LLOD 
 
 
The various components of the system can be classified into the generic components of 
our reference architecture as follows: 
 
Producers:  

 Lexicon generation tools (see Section 0) take a lemon lexicon, a 
corresponding RDF/OWL ontology and domain corpus in NIF as input 
and produces an enriched or refined lexicon following the lemon 
model. 

 
Converters: 

 Grammar generation (see Section 0) tools take a lemon model as 
input and generate a lexicalized grammar in some non-Linked Data 
Format, such as the tool described in 
http://dl.acm.org/citation.cfm?id=2026028 to convert lemon lexica to 
LTAG grammars. 

 
Interfaces: 

 These are tools that exploit grammars to actually interpret a user 
question and transform it into a SPARQL query that can be evaluated 
with respect to a given RDF dataset. 

 
Validators: 

http://dl.acm.org/citation.cfm?id=2026028
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 In the context of QA systems, validators could benchmark QA 
systems by validating their results on some open benchmark such as 
the QALD benchmarking data sets. 

 Other tools could validate a lemon lexicon for consistency and 
completeness. 

 

Architectural Patterns for Information Extraction  

A main application area that has been identified as relevant by our survey (see above) is 
the Discovering and Extracting of Information.Information Extraction (IE) tasks 
typically consist of the following steps: 
 

● text segmentation (sentence boundary detection, tokenization), 
● part-of-speech-tagging, 
● parsing (optional), 
● named entity recognition/detection (NER), 
● entity linking (EL), and 
● extract facts / relations / templates or events. 

 
These steps might be applied in varying order (but usually the order is the one depicted 
below in the figure) and some steps might well be excluded from the workflow. For 
example, parsing is not always necessary for performing more complex tasks and due to 
its computational cost might be skipped, if needed. 
 
A general picture that depicts how the Information Extraction task relates to the 
reference architecture is presented in the following: 
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Figure 8 Architecture pattern for information extraction 
 
The crucial step is the actual information extraction step that exploits the results of the 
above mentioned preprocessing steps to extract relations, templates or events. This 
is performed by either exploiting a state-of-the-art rule-based, pattern-based or statistical 
system based on machine learning algorithms/classifiers, such as Support Vector 
Machines (SVM), Conditional Random Fields (CRF), etc. 
Traditionally, the modules that implement the subtasks above perform standard NLP text 
analysis and are unaware of the LD infrastructure. Therefore, in order to have the same 
scenario in the LD world, the individual pieces should be replaced by LLD-aware tools 
which, chained into a pipeline (or workflow), consume and produce linguistic linked data. 
The perfect linked data model which would easily glue the individual tools together is 
NIF, which aims at fostering interoperability across tools and resources. Having a NIF 
wrapper for each subcomponent would be sufficient step to have the whole NLP pipeline 
converted into the LD paradigm. 
 
We now present the relationships between the components of the Information Extraction 
workflow and our reference architecture. 
 
Consumers/Producers 

 The LLOD-aware versions of most of the above mentioned tools can be regarded 
as producers as they could be used for tagging a NIF document with a certain 
type of annotation (e.g. tokenization) and produce as output an enhanced NIF 
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document with an additional annotation level (e.g. named entity annotations or 
POS tags etc.).  

 Within the core information extraction component, approaches to named entity 
recognition and entity linking are to be regarded as consumers/producers, 
provided that the result of disambiguation and entity linking is output in terms of 
RDF annotations. Examples include Babelfy and DBpedia spotlight. 

 The information extraction system itself takes as input the NIF result of the 
preprocessing steps mentioned above and produces NIF output in which 
relations between entities are annotated. 

 
Exploiters 

 This category includes content analytics systems which exploit the IE module to 
provide services to the end-user. Examples of exploiters are i) trend miners 
which display the popularity of some entity over the time or ii) semantic systems 
(along the lines of Google analytics, but in a LLD-aware sense) which display 
(linked) data summaries of users’ reviews about public services and places. 

 
Migrators/Converters 

 These are tools that convert annotated datasets from raw text as used in Babelfy 
(e.g. http://babelfy.org), tabular format as used in CoNLL (see e.g. 
http://conll.cemantix.org/2012/data.html) or IOB-format into a NIF-based 
representation that can be added to the LLOD and on the basis of which LLOD-
aware NLP services can be trained. 

 
Binders & Workflows:  

 Tools that integrate an information extraction system into some existing workflow 
based on UIMA, GATE or other NLP frameworks (e.g. NLTK). 

 
Aligners: 

 Aligners can be exploited in the information extraction scenario to align the tag 
vocabularies of different tools, for example using a different POS tagset or using 
a different inventory of meanings (e.g. BabelNet vs. DBpedia vs. Wikipedia etc.). 

 
Regarding requirements and use cases, Information Extraction is related both to 
customer engagement and public sector applications since the two sectors long for 
automatic linguistic linked data systems to enable advanced linguistic services such as 
live automatic translation and localisation. Information extractions tools (be they LD-
aware or not) play a significant role in the information exploitation scenario: in the private 
and the public sectors the ability of extracting information from heterogeneous sources 
of information has always been a crucial point. Having these technologies being linked-
data aware makes it possible to develop new solutions that meet the needs of both the 
the public and the global customer engagement sector. 
 

Architectural Patterns for Understanding Opinion 

In the area of Understanding Opinion, the most relevant tasks mentioned by the 
participants of the LLOD survey (see D3.2.1): 
 
1. Impact analysis (e.g. of marketing campaigns or other marketing measures) 
2. Sentiment / opinion mining  
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3. Mining customer interaction data to acquire insights about their behavior 
4. Trend mining  
5. Identifying key opinion holders / opinion leaders  
6. Identifying and making explicit the argument structure and logical relation between 

opinions within public discourse about a topic 
 
A crucial task in understanding opinion is spotting i) subjective and evaluative phrases 
together with the ii) aspects or features of a product or entity they refer to and iii) the 
polarity (positive, negative, neutral) they express. We call such tools sentiment 
analysis tools (SAT) in alignment with the terminology used in community. They form 
the basis for any opinion mining task. Impact analysis then builds on SATs to correlate 
average polarity / sentiment about a product with other metrics, such as buzz, sales, etc. 
 
Trend mining tools monitor the volume that a certain keyword or topic generates over 
time and analyse increase or decrease in volume. We call such tools trend mining 
tools (TMT). 
In order to identify key opinion holders, typically graph-based techniques are applied 
that apply some centrality detection algorithm (HITS or PageRank) to discover central 
elements in a social network (see http://ijcai.org/papers11/Papers/IJCAI11-250.pdf, 
http://train.ed.psu.edu/WFED-543/SocNet_TheoryApp.pdf) 
 
Initial work in the field of opinion mining identified the problem of Sentiment Analysis, 
where the given text was categorised into positive or negative sentiment carrying text. 
Over time, sentiment categories evolved (positive, negative, neutral, conflict etc.), 
emotion analysis came into existence, and context based sentiment analysis called 
Aspect or Feature Based Sentiment Analysis (ABSA) became prevalent. Some 
examples of aspects in a hotel review can be food, staff, cleanliness, location, reception 
etc. 
 
Sentiment analysis and emotion analysis can be viewed as text classification tasks 
where a given text is classified into target sentiment/emotion classes. Most common 
approaches are: i) rule based systems which use linguistic observations and sentiment 
lexicons, ii) machine learning based classifiers with bag-of-word features, and iii) 
machine learning based classifiers with linguistically motivated and lexicon-based 
features. 
 
Aspect-based sentiment analysis adds the additional task of aspect identification, 
which can be performed through methods like noun phrase detection, dependency 
parsing, searching the terms present in the text in knowledge bases, supervised 
learning, topic modelling etc.  
 
Some common tasks involved in the ongoing research on understanding of opinion are: 
 
1. Topic identification: Identification of topics being discussed in the given data.  
2. Entity identification: Identification of entities being discussed in the given data. 
3. Aspect identification: Identification of aspects or features of the entities mentioned 

in the given data. For example, if food is the identified entity, the associated aspects 
could be variety, taste, cost etc. 

4. Identification of sentiment towards the aspect: The text that mentions a target 
entity might discuss various aspects of the entity, and express varying sentiments 
towards the aspects.  

http://ijcai.org/papers11/Papers/IJCAI11-250.pdf
http://ijcai.org/papers11/Papers/IJCAI11-250.pdf
http://train.ed.psu.edu/WFED-543/SocNet_TheoryApp.pdf
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5. Compositional sentiment or emotion detection: In order to predict a single value 
for the sentiment or emotion at various levels of the text, like sentence, paragraph, 
document, sentiment values at the lower levels should be aggregated. 

6. Generation of sentiment and emotion lexicon: These are the dictionaries which 
map words to sentiments or emotions. In addition, lexical information like part of 
speech, sense etc. can also be provided. These can be generated automatically, 
manually or semi-automatically. 

 
Since many of these tasks can be viewed as Information Extraction tasks, these may 
further involve the general tasks for Information Extraction as listed in section 0. In 
addition, some other sub-tasks can be involved, which relate to the components from the 
reference architecture as stated below. 
 
1. Aspect term and category detection : Exploiters and consumers. 
2. Sentiment/Emotion term and polarity detection : Exploiters and consumers. 
3. Sense disambiguation : Consumers, exploiters and aligners. 
4. Conversion of sentiment lexicons and legacy corpora to RDF based format : 

Migrators 
5. Feeding corpora and lexicons from LLOD to the system pipeline: Converters 
6. Enriching datasets with Sentiment and context information : Storage/Access 
7. Coreference resolution (optional) 
8. Deep syntactic parsing (optional) 
 
Considering ABSA as the state of the art for understanding opinions, a general picture 
that shows a possible mapping between the ABSA workflow and the components in the 
reference architecture is presented below: 
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Figure 9 Architectural Pattern for Opinion/Sentiment Analysis 
 

Architectural Patterns for Exchange of Linguistic Data 
across Services 

Successful exchange of linguistic data across services depends on an interoperability 
layer that guarantees syntactic, conceptual and access interoperability between these 
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services. The NLP2RDF project developed the NLP Interchange Format (NIF), an 
RDF/OWL based format that can serve as a pivot format between diverse NLP tools, 
corpora and annotation. Syntactic interoperability is achieved using RDF as a common 
format while conceptual interoperability is ensured using an underlying ontology that 
defines common concepts in linguistic annotation. NIF-aware applications produce 
output adhering to the NIF Core Ontology as REST services (access layer). Other than 
more centralized solutions such as UIMA and GATE, NIF enables the creation of 
heterogeneous, distributed and loosely coupled NLP applications, which use LOD as an 
integration platform. New services are made NIF-aware by writing a wrapper, creating 
compatibility of the tools native processing and NIF ontology17 and service18 guidelines. 
 

 
Figure 10 Architectural Pattern for Exchange of NLP Data between tools 
 
Besides the definition of the format itself, a number of basic NLP services, such as 
StanfordCoreNLP, OpenNLP, Babelfy and DBpedia Spotlight have already been made 
available as NIF-aware services. All of these services are Consumers/Producers, as 
they produce LLOD-aware NIF files from either raw textual or NIF input.  
 
In addition to service interoperability, NIF can also be used to annotate text corpora, 
integrating them into the ecosystem and allowing their use as training and evaluation 

                                                 
17 http://persistence.uni-leipzig.org/nlp2rdf/ontologies/nif-core/nif-core.html 
18 http://persistence.uni-leipzig.org/nlp2rdf/specification/api.html 
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data. A number of NIF corpora are already available19, proving the feasibility of NIF as a 
corpus pivot format. New NIF corpora are usually created using standard converters, for 
example from the commonly used CoNLL format into NIF. These converters are 
Migrators/Converters in the context of the Reference Architecture.  
 
Using NIF corpora with NIF-aware services creates distributed and tool-independent 
NLP Workflows.  

5.2 Micro-Patterns 

Grammar Generation 

Grammar Generators are consumers/producers that have the following input/output: 
 
Input: a lexicon in lemon format 
Output: a grammar in some specified format, such as LTAG, LFG, GF, CCG etc 
Parameters: type of grammar to be generated 
 

Lexicon Generation 

Lexicon Generators are consumers/produces that have the following input/output: 
 
Input: An ontology in OWL format together (optionally) with an A-Box 
Output: A lexicon in lemon format with lexical entries that lexicalize the classes, 
properties and individuals in the input ontology 
Parameters: confidence filter 
 

POS Tagging 

POS Taggers are used to assign a syntactic category (Part-of-Speech) to every words of 
an input text. They are used in many NLP and content analytics tasks. 
 
Input: Tokenized document in NIF format, i.e. a NIF document with a set of individuals 
of type nif:String that are at least one nif:Sentence containing a number of nif:Words, 
with the following datatype properties: nif:anchorOf, nif:beginIndex, nif:endIndex and 
nif:referenceContext.  
Output: An RDF document in NIF format, adding nif:posTag datatype property to every 
individual of type nif:Word. A more verbose service could provide additional nif:oliaLink 
and nif:oliaCategory properties for advanced querying over the document, for example 
over every instance of a particular part of speech. 
Variables: A question is whether the output document contains the input document or 
only returns the added triples. The latter is more concise. Use of OLiA for POS tag 
mapping should also be configurable 
Parameters: language (optional), model (optional), tagset (optional), tagset should be a 
URI pointing to the tagset in question, parameter verbosity taking values “minimal” or 
“complete”. 
 

                                                 
19 http://datahub.io/dataset?tags=nif&q=nif 
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Named Entity Recognition 

Named Entity Recognition (NER) tools recognize entities that are mentioned by their 
names in textual input. They are used in many NLP and content analytics tasks. 
 
Input: A plain or tokenized or POS-tagged document in NIF format 
Output: an RDF document in NIF format with named entities annotated with entity types 
such as person, location, organization etc. By default, entity types are specified by URIs 
using a configurable reference ontology, like BabelNet, DBpedia, Freebase or YAGO. 
Entity types can also be expressed with simple literals. The recommended property to 
annotate entity types is itsrdf:taClassRef. 
Parameters:  language (optional), model (optional), tagset (optional), reference ontology 
(optional). Tagset should be a URI pointing to the tagset in question. Parameter 
verbosity taking values “minimal” or “complete”. 
 

Word Sense Disambiguation 

Input: A plain or tokenized or POS-tagged document in NIF format 
Output: An RDF document in NIF format which contains a mapping between byte 
offsets or token IDs to an LLOD reference inventory of word senses such as WordNet, 
BabelNet or YAGO. The recommended property to annotate entity types is 
itsrdf:taIdentRef. 
Parameters: language (optional), reference inventory (optional), degree of coverage (for 
instance, deciding whether to use backoff strategies, such as the most frequent sense 
heuristic, in the case of insufficient contextual information). 
 

Entity Linking 

Input: A plain or tokenized or POS-tagged or NER-tagged document in NIF format 
Output: An RDF document in NIF format containing the actual links toward one of the 
knowledge bases in the LOD cloud. Similarly to WSD and NER, the output should 
contain a mapping between byte offsets or token IDs to a reference inventory in the 
LLOD cloud. 
Parameters: language (optional), model (optional), reference inventory (optional). 
Reference inventory can be the result of a SPARQL query that extracts names of entities 
from a given LLOD dataset, parameter verbosity taking values “minimal” or “complete”. 
 

Parsing 

Input: Tokenized document in NIF format or alternatively plain text 
Output: an RDF document in NIF format, containing nif:dependency and 
nif:dependencyRelationType for every nif:Word 
Parameters: Language (optional), model (optional), tagset (optional), tagset should be a 
URI pointing to the tagset in question, parameter verbosity taking values “minimal” or 
“complete” 
 

Information Extraction 

Input: A plain or tokenized or POS-tagged or NER-tagged or entity-tagged document in 
NIF format 
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Output: An RDF document in NIF format containing n-tuples for the recognized relation 
instances. The tuple should start with a property (i.e., the relation type) and then the 
arguments (as entities or entity types linked to a reference inventory as specified in the 
NER and EL tasks) taken into account by the property.  
Parameters: language (optional), model (optional), reference inventory (optional). 
Reference inventory can be any set of properties defined in any of the 
ontology/knowledge bases contained in the LOD cloud. 
 

GrAF2NIF Converter 

Input: A file in “GrAF” format 
Output: A NIF file containing the complete document text in a nif:Context resource as 
well as a number of nif:Sentence and nif:Word resources containing the original 
annotations of the Graph document 
Parameters: Language (optional), tagset (mandatory). Tagset should be a URI pointing 
to the tagset in question. Use of OLiA mapped tagsets is recommended if original tagset 
is included in OLiA.  
 

CoNLL2NIF Converter 

Input: A file of tokenized and annotated sentences in CoNLL format 
Output: A NIF file containing the complete document text in a nif:Context resource as 
well as a number of nif:Sentence and nif:Word resources containing the original 
annotations 
Parameters: Language (optional), tagset (mandatory), kind of CoNLL format in terms of 
year of challenge (mandatory). Tagset should be a URI pointing to the tagset in 
question. Use of OLiA mapped tagsets is recommended if original tagset is included in 
OLiA.  
The kind of CoNLL format in terms of the year the challenge was held in (2003 for NER, 
2006/2009 for parsing etc) is important to decide which content the columns of the input 
file contain and how they should be converted into NIF. 
Parameter verbosity taking values “minimal” or “complete”. 
 

Lemon/Ontolex validators 

Input: A file containing or a URL pointing to a Lemon/Ontolex dictionary. 
Output: Depending on verbosity, either a list of tests executed to test the validity of the 
document including their results with granular error levels (test success, warning, error), 
or a simple message that denotes either successful testing or the point in the dictionary 
where a failure occurred. 
Parameters: ontology to be tested (mandatory), SPARQL endpoint of the dictionary 
(optional), graph name of the dictionary in the endpoint (optional), log level (“minimal” or 
“complete”) 
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6 Tools and Services to Enable LLOD-aware Service 
Architectures  

6.1 Discovery of LLOD  
The discovery of LLOD resources is currently difficult due to the fact that resources are 
likely to be split up across multiple data repositories. A more complete survey of such 
resources is given in D2.1.1, however we shall briefly describe some of the resources 
that are currently available: 
 
Datahub20  
Datahub is a platform developed by the Open Knowledge Foundation that enables users 
to upload, group and search data. The data it hosts is open and in linked data formats.  
However, Datahub provides not only linguistic resources but is rather interested in any 
dataset not regarding any domain specific contents. Linguistic data can be found by 
directly searching for a certain dataset or by using the various tags the data providers 
assign to  their data.  Given that no regulations on the tagging of linguistic data are 
offered, some effort has to be expended in order to discover all linguistic datasets from 
Datahub.  
 
OWLG Cloud21  
The most specific resource for accessing linguistic linked open data is currently the 
LLOD cloud developed by the Working Group on Open Linguistics (OWLG). The 
linguistic resources provided are carefully categorized which enables a quick and 
successful search for data. The LLOD cloud itself is the first result of a google search for 
“linguistic linked open data” and therefore easily to be discovered in the Web. 
Additionally, people can reach the data also via the far better known Datahub, because 
all linguistic resources in the LLOD cloud are hosted here and can be all accessed via 
the OKFN group in Datahub22. What is more, only recently the datasets of the OKFN 
LLOD cloud have been included into the LOD cloud23 with the new label “linguistics”. 
That way the data can be found via one of the best known linked data web services.  
 
 
Multilingual Europe Technology Alliance (META-SHARE24) 
The META-SHARE repository offers specific linguistic data as well. The resources can 
be browsed directly with the help of a set of fine grained metadata categories. Even 
though all language resources are of high quality, mostly under open licenses and 
downloadable, META-SHARE is not easily to be found without any knowledge of its 
existence. Moreover, only few datasets are in a linked data format.  
 
Common Language Resources and Technology Infrastructure (Clarin25) 
Similarly to META-SHARE, CLARIN is a large language repository that aims at unifying 
several of the already existing archives that contain linguistic resources. These can be 

                                                 
20 http://datahub.io/ 
21 http://linguistics.okfn.org/resources/llod/ 
22 http://datahub.io/organization/owlg 
23 http://lod-cloud.net/ 
24 http://metashare.dkfi.de/ 
25 http://clarin.eu/ 

http://linguistics.okfn.org/resources/llod/
http://datahub.io/organization/owlg
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easily found via the “Virtual Language Observatory”26. In this catalog the required data 
can be searched through a search bar and by using several filters and, if available, 
directly downloaded. Although a large number of high quality linguistic resources is 
provided and accessible with low effort, CLARIN does not contain a significant amount of 
data in linked data formats. Even though many of the resources are free, a filter for open 
data is missing and leaves it to the user to click on each dataset in order to find out if it is 
reusable. 
 
European Language Resources Association (ELRA27) 
The European Language Resources Association devotes their work to collecting, 
distributing, standardising and validating language data for the specific purpose of 
language engineering. The resources ELRA comprises are divided in spoken, written 
and terminological resources, which are mainly corpora and lexicons. Thereby, the main 
objective is “to promote  language resources for the Human Language Technology 
(HLT) sector, and to evaluate language engineering technologies”28. Thus, ELRA 
represents the only repository that gathers language data for a certain purpose. Because 
of the many services ELRA offers next to the resource catalogue, it is known to a wide 
audience. However, for those who do not know of its existence it is not easy to find on 
the Web. Even though most of the resources ELRA provides are as well interesting to 
users beyond the HLT sector, the data could not be used without any costs and the data 
is not in linked data formats.  
 
Language Resources Evaluation Map (LRE Map29) 
The LRE Map is an initiative to gather existing and new language resources via the 
Language Resources and Evaluation Conference30 which is organized biennially by 
ELRA. Therefore, this language data repository is known to everybody who is familiar 
with ELRA or belongs to the language technology audience. The language resources of 
LRE Map are the result of the LREC conference survey that asks participants to 
document their resources. Although, over 4.000 datasets are already compiled, most of 
these are not in linked data format and apparently not directly available. In fact, the 
search facilities of LRE Map allow the selection of freely available datasets, but leaves 
the users to extend the search by finding the downloadable version via the given URL 
external to LRE Map.  
 
Linguistic Data Consortium (LDC31) 
Looking for linguistic data on the Web leads quickly to the LDC catalog of language 
resources. Being the oldest repository of that kind, it holds a large amount of linguistic 
datasets of various languages and of high quality. However, it has to be stressed that 
numerous licenses prohibit the open reuse of the data. What is more, the resources are 
only available grounded on a LDC membership that is subject to charge. Linked data 
formats are not promoted by the LDC as well, which leaves the resources to be 
unreachable for open research reuse and non-interoperable within the growing linked 
data landscape. 
 

                                                 
26 http://catalog.clarin.eu/vlo/?1 
27 http://www.elra.info/ 
28 http://www.elra.info/Our-Mission.html 
29 http://www.resourcebook.eu 
30 http://www.lrec-conf.org/ 
31 https://ldc.upenn.edu/ 
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Summary 
The overview of the existing repositories shows that more and more language resources 
are available in the Web. A repository that contains only linguistic data in linked data 
formats under open licenses does, however, not exist by now. The community has 
realized this problem and reacted by establishing the OWLG group and the LLOD cloud. 
Still, they are not able to host and provide the data directly but need Datahub as a 
hosting platform, which also entails several disadvantages (cf. Deliverable 2.1.1, section 
3.1.2 for more detail).  When searching for linguistic linked open data on the Web, some 
repositories are not easy to find (META-SHARE and LRE Map). Others which one finds 
quickly are under prohibitive licenses and/or contain payment fees.  
To summarize: it is possible to discover LLOD in the Web, but searching for a certain 
language resource under an open license and in a linked data format can become very 
time consuming because none of the repositories applies to ALL of the premises the 
desired dataset should fulfill: 
 

 provide domain specific linguistic/language data, which is open to re-use and free 
of charge 

 search possibilities that facilitate finding specific resources 

 possibility to narrow search for open data  

 possibility to narrow search for resources in linked data formats 

 directly downloadable 
As a consequence, none of the linguistic datasets discovered in any of the above 
outlined repositories can be used straight away without any or low effort and/or cost, 
such as asking the data provider for permission of reuse or converting it into a linked 
data format before it is usable.  
 

● LOV http://lov.okfn.org 
● LODstats http://stats.lod2.eu/ 

6.2 Harmonization of Resources  
As described in D2.1.1, work is underway to harmonize four main sources of metadata 
about linguistic resources, in particular, MetaShare, Datahub, Clarin and LRE Map. 
These resources have all been harmonized around the following properties: 
 
Dublin Core 

● Title 
● Language 
● Rights 
● Type 
● Issued (also on Catalogue Record) 
● Creator (also on Catalogue Record) 
● Source 
● Description 

 
DCAT 

● Catalogue Record 
● Distribution Access URL or Download URL 
● Contact Point 

 
 

http://stats.lod2.eu/
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These resources are in fact created independently based on the mapping as described 
in D2.1.1. However we will briefly cover the usage of each of these properties as shown 
in Table 1.The title property is found in all resources and gives the name of the resource. 
Metashare is the only resource to consistently give the language of the resource; note 
that for many resources CLARIN provides Dublin Core Metadata but this is not required 
by the CLARIN model and such properties are marked with an asterisk on the table 
below. The other Dublin Core properties are provided entirely by Metashare and in some 
cases by other resources. Only Metashare and CLARIN contain catalog record 
information (that is metadata about the metadata) and CLARIN provides a title and 
issuance/creation date. All resources provide a link to the access URL but only 
MetaShare provides direct download links. Similarly, Metashare is the only resource to 
provide a contact person. Finally, all resources are linked back to the original source by 
means of a ‘see also’ link. 
 

Property MetaShare Datahub LRE-Map CLARIN 

Title ✔ ✔ ✔ * (✔ on 
Catalog 
Record) 

Language ✔ ✘ ✘ * 

Rights ✔ ✔ ✔ * 

Type ✔ ✘ ✔ * 

Issued ✔ ✘ ✘ * (✔ on 
Catalog 
Record) 

Creator ✔ ✔ ✘ * (✔ on 
Catalog 
Record) 

Source ✔ ✘ ✘ * 

Description ✔ ✔ ✔ * 

Catalog Record ✔ ✘ ✘ ✔ 

Access URL ✔ ✔ ✔ ✔ 

Download URL ✔ ✘ ✘ ✘ 

Contact Point ✔ ✘ ✘ ✘ 

See Also ✔ ✔ ✔ ✔ 

Table 1 Usage of properties mapped in baseline resources 
 
This minimum baseline is basic and demonstrates that the kind of data recorded about 
linguistic resources is very heterogeneous and as such it is unclear which further 
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properties may be shared between one or more repository. However, we believe that 
even this basic level allows for sophisticated queries about linguistic resources to be 
made. 

6.3 The LIDER Observatory 

 
Figure 11 Screen shot of LingHub as LLD Observatory 
 
LingHub is the implementation of the LIDER Observatory described in Task 3.1. The 
goal of LingHub is to collect metadata about linguistic resources from different 
repositories and to provide a single access point to find relevant linguistic resources. 
The LingHub service currently hosts the data extracted from the relevant resources at 
http://linghub.lider-project.eu/ and is based on the Yuzu framework as described below. 
The LingHub service is thus intended to allow for discovery of resources as follows: 
 

 SPARQL search over the resources in the database allowing for easy discovery 
of resources by complex properties 

 Faceted Search allowing the users to query all known values of a resource 
according to the properties defined above 

 Browsing resources by source and by some set of types 

http://linghub.lider-project.eu/
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 Dump download downloading of all resources in GZipped N-Triples format to 
enable easy offline processing. 

 
The data has been mapped to the DCAT ontology using a number of scripts that have 
been developed for this purpose (see deliverable D2.1.1). DCAT has been identified as 
a common denominator between the different data models and metadata schemes using 
by the different repositories. LingHub has been developed as a first instantiation of an 
aggregator/broker of linguistic resources and to provide a proof-of-concept that such an 
aggregator functionality is feasible and provides an added value. It is planned for phase 
II to further improve the LingHub service by allowing it to pull in traffic from other 
services notably the certification service outlined below. 

6.4 Publishing of LLOD 
Many frameworks exist for making linked data available, we will briefly describe how 
these can be adapted for the case of linguistic resources. 

Linked Data Platform 

Linked Data Platform is a specification (abstract model) which describes the use of the 
HTTP protocol for handling resources (Linked Data Platform Resources, LDPR) from 
servers that expose their resources as Linked Data. 
LDPRs are organized into “containers” (collections of resources) and can be added to or 
deleted from containers by means of standard HTTP operations like DELETE, POST, 
etc. 
 
Apache Marmotta32 is one of the most established open implementation of the Linked 
Data Platform specifications spawn from the Linked Media Framework project. As of 
writing at version 3.2.1, Apache Marmotta features Read-Write Linked Data, 
SPARQL/LDP queries, combination of RDF and non-RDF resources, caching and 
security mechanisms. 

Pubby 

Pubby33 is a Java web application which turns a SPARQL endpoint into a Linked Data 
server, acting thus as a Linked Data interface. It acts as an interface to SPARQL 
servers, either in local or remote settings. Pubby basically provides the user with a 
HTML interface showing the resource’s content in response to customized SPARQL 
queries, alleviating the user from the burden to write them. 
 
In the case of the publishing of BabelNet, the user is provided with pre-customized 
queries that enable to look for all the lemon:LexicalEntry of a given lemma with a certain 
part of speech and a given language, among the 50 languages available. Additionally 
the interface enables the user with the capability of searching explicitly for a certain 
concept, provided its unique ID is known. 
 
From the interface it is also possible to obtain the “raw” RDF representation of the data 
displayed in HTML in one of the following formats: 

● Turtle 

                                                 
32 https://marmotta.apache.org/ 
33 http://wifo5-03.informatik.uni-mannheim.de/pubby/ 
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● RDF/XML 
● N-Triples 

Yuzu 

Yuzu is a platform developed initially for the publishing of Princeton WordNet in RDF. 
Current platforms are generic and difficult to customize, and furthermore they are often 
very large and difficult to understand. In part due to these concerns, and in part due to 
the constraints of hosting the dataset in Princeton, it was necessary to develop a new 
application to publish the datasets. This application proved to be robust and under 
request from external partners was made available as an independent framework at 
http://github.com/jmccrae/yuzu.  
 
Yuzu is maintained in two parallel versions one implemented in Python and the other in 
Scala. The backend for both consists of a SQLite database, with interfaces to SPARQL 
implemented in each language. The standard page for each resource will display the 
data in one of the following formats: 
 
1. HTML+RDFa: Provided by means of an XSLT transform of the RDF/XML data 
2. RDF/XML 
3. Turtle 
4. N-Triples 
5. JSON-LD 
 
The conversions of each of the RDF formats is provided by means of RDFlib in the 
Python implementation and Apache Jena in the Scala version.  
 
The configuration of the service is provided by a file in the source code that also allows 
for individual features to be configured and in particular for the URI prefix of the site and 
of the vocabularies used to be set. Furthermore, a master page template customizes 
how the basic RDF is displayed. As such, Yuzu is a micro-framework designed to enable 
developers to quickly host data and customize the service to produce desired results. As 
such Yuzu is used as the basis of the LingHub and Certification service also described in 
this deliverable. 

Hosting of LLOD 

Hosting LLOD in a way that conforms to the established standards of the LLOD cloud34 
still requires significant technical knowledge and control over an own server. After the 
data has been converted into RDF using converters or migrators, it has to be uploaded 
and made available on a web server to be available to users. However, the relatively 
simple hosting of raw data dumps, like zipped files, does not fulfill the criteria of the 
LLOD cloud. Data resources must be resolvable to be Linked Data. This is typically 
achieved by either: 
 
1. Have the single data resources available in the file system and deliver them via a 

standard web server. This method is easy to setup and maintain, but needs the data 
to be split into single resources instead of a monolithic dump. 

2. Upload the data into a triple store like Virtuoso and either use Virtuoso’s own Linked 
Data Views or a SPARQL-compatible Linked Data Frontend like Pubby 

                                                 
34 http://wiki.okfn.org/Working_Groups/Linguistics/How_to_contribute 

http://github.com/jmccrae/yuzu
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3. Implement a custom tool that serves your data from a dump or another data source. 
 
To date, there is no service that could provide a standard solution for hosting Linked 
Data that only needs a data dump as input.  
 
Contrary to Linked Data, there is a number of simple ways to host data dump files. Most 
data publishers already have web sites that can be used to link and host single files. In 
addition to metadata, publishers can upload data files up to limited sizes to Datahub and 
Metashare, which can thus be used to host most linguistic datasets.  
 
In addition to providing Linked Data, the dataset has to be registered with CKAN at 
http://datahub.io to be able to be included into the LLOD cloud diagram and gain 
discoverability. Datasets can only be registered on Datahub in specific organizations. To 
date, users cannot register their own organizations on Datahub but need a Datahub 
administrator to do so. Datasets can then be registered using a number of simple web 
forms to enter basic dataset metadata.  

6.5 Maintenance of LLOD 

Deep Semantic Validation  

 
To guarantee the compatibility of datasets with the interfaces and tools provided by the 
reference architecture, their validity and consistency with existing standards and formats 
has to be tested and verified. While syntactic validity can easily be verified using 
standard parsing tools like Rapper, validating semantic consistency requires a more 
complex procedure. The most important prerequisite for this assessment is knowing 
what counts as correct data. 
 
Semantic correctness in this sense can be distinguished in:  
 
1. Formal logic consistency: The data adheres to a number of formal logic 

constraints that are defined by ontological axioms. Examples are cardinality 
restrictions on relations, domain and range restrictions and class restrictions such as 
disjointness. Formal consistency criteria are often supplied by datasets through OWL 
files describing the ontologies the datasets are using. 

2. Semantic consistency: The data content itself “makes sense”. For example, a 
death date of a person can never be earlier than their birth date. Semantic 
consistency is highly domain-dependent and hard to generalize. Descriptions of 
semantic consistency are typically not supplied by datasets themselves, as there is 
no unified description language yet. 

 
RDFUnit35, a scalable RDF data-debugging framework, accounts for both types of 
consistency by implementing a pattern-based transformation approach. Formal 
consistency of a dataset can be checked using RDFUnit by supplying the dataset either 
as a file or in form of a SPARQL-Endpoint as well as the ontology the dataset uses. 
RDFUnit then transforms the ontology in a number of SPARQL test cases that are run 
against the dataset, reporting their outcome as well as their statistical prevalence 

                                                 
35 Test-driven evaluation of linked data quality - Kontokostas et al. in Proceedings of the 23rd 
International Conference on World Wide Web - 2013 

http://datahub.io/
http://svn.aksw.org/papers/2014/WWW_Databugger/public.pdf
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afterwards. Thus, formal consistency can be checked automatically, granted the data 
uses a formally defined ontology. 
Semantic consistency can be checked by manually defining a number of test cases in 
form of SPARQL queries or RDF Shape Expressions36, that are run against the data 
afterwards. Compiling such test cases is a complicated task because it contains the 
explication of often implicit semantic relations and assumptions the dataset compilers 
themselves may not be aware of. However, for common Linked Data formats, such as 
Lemon or NIF, test cases already exist37, based on the validation components of these 
formats themselves. Once defined, these tests allow the continual validation of active 
datasets via RDFUnit, guaranteeing their consistency and thus compatibility with 
interfaces and tools defined in the Reference Architecture. 
 
However, to allow for scalable testing of large datasets, RDFUnit relies on a closed 
world assumption. No reasoning is done on the datasets itself, as this would be 
computationally prohibitive in many relevant use cases, such as DBpedia, large NIF 
corpora or Lemon lexicons. Thus, RDFUnit is not able to verify the satisfiability of a 
dataset.  

Certification  

It is often the case that most data is of poor quality and plagued by basic data errors. We 
tackle an aspect of data quality we refer to as the “readiness for use”, by which is meant 
whether the data can be directly used, rather than if its content is actually useful for a 
specific application. Errors such as these can easily be detected by validation in a 
manner that does not need to know the domain or the intended application of the data. 
Such errors not only make the data fundamentally harder to use but also mean that 
anyone consuming the dataset must first correct any existing data errors, possibly 
making unwarranted assumptions about the data, thus potentially leading to unintended 
modifications of the data. Much of this is due to the fact that for many small datasets 
there is no sufficient institutional support for the publication of data, leading to many 
datasets containing formal errors, such as incorrectly escaped characters. It is our belief 
that people who publish datasets do not make such errors out of intention or 
indifference, but instead out of a lack of support in validating services. To this end we 
propose a simple, general, extensible web service to provide syntactic and semantic 
validation of data in, initially, XML and RDF, which can be extended to a wider range of 
data formats. 
 
Finally, a second key goal is to provide continuous validation of the resource in that we 
continue to check the validity of resources periodically after they are published. It is in 
fact a common problem that resources and data cease to be available after the end of 
the funding period, and as such the data generated during this project become lost. It is 
also quite common for URLs to be changed for technical reasons without a redirect from 
the old URL to be implemented. For example, in a study of MEDLINE papers38 it was 
found that 37% of URLs quoted in papers had become unavailable or were only 
intermittently available after publication, although it was unclear how many of these 
URLs referred to datasets. 

                                                 
36 http://www.w3.org/2013/ShEx/Primer.html (in development) 
37 https://github.com/AKSW/RDFUnit/tree/master/data/tests/Manual 
38 J. D. Wren. 404 not found: the stability and persistence of urls published in medline. 
Bioinformatics, 20(5):668–672, 2004 

http://www.w3.org/2013/ShEx/Primer.html
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The architecture of such a system has several clear design goals in order to cope with 
such a wide range of potential resources. The architecture should fulfill the following 
requirements: 
 

 Extensibility: There are a wide range of data formats in use in scientific work 
and as    such we should be able to grow and extend to a wide range of data sets 
that are available on the web. 

 Efficiency: The system should be able to process potentially very large datasets 
in a reasonable amount of time. For that reason, validation algorithms that have a 
linear time complexity in the input size are to be preferred.   

 Tiered Architecture: It should be possible to follow deeper validation layers, 
such that we can validate data as to whether it is available on the web and 
whether it uses a standard and open format. Further, in the case that the data 
uses a valid RDF/XML vocabulary, we can check whether it conforms to 
RDFS/OWL schema/ontology that the data claims to adhere to.  

 
Such an architecture should allow us to quickly build an extensible service that allows 
new data formats and models to be handled and validated. 
 
The certification system we propose takes the form of a very simple web service in 
which we take as input a single URL and then assign a local identifier (also a URL based 
on the MD5 hash of the external URL) to the dataset where we can make the results of 
the process available by means of linked data. As such the service is based around 
simple RESTful principles allowing a single URL to be posted to the service and a the 
resulting report URL returned by means of an HTTP redirect. Dereferencing the returned 
URL will give the current status of the resource as an RDF document based on the 
DCAT vocabulary and the DataID scheme. 
 
A key goal of a web service is to engage with a wide range of data publishers including 
many who may not be familiar with web services and RESTful principles. As such, we 
acknowledge that it is important to enable the usage of the service by a wide range of 
users. Thus, we provide a simple form-based interaction explaining to the user how to 
use the web service. Furthermore, they get to see the report URL immediately, which is 
based on a hash function and calculated in the browser. 
 
Of most importance, however is the final step, where a certificate is provided which 
users can include on their own website next to the download link. This certificate will 
dynamically display the dataset's current evaluation as an iconic image, which will 
contain a brief summary of the dataset in terms of badges or stars awarded to the 
dataset based on the validation. This image will be provided directly at a URL derived 
from the dataset by means of a MD5 hash and will thus be up-to-date with current 
evaluations, and firmly tied to that URL encouraging data providers not to change URL 
without providing a URL forwarding mechanism. 
 

 Warning: This URL is invalid, has not yet been analysed or the data set has not 
been available for more than three months 

 Bronze star: It is possible to download this URL 

 Silver star: It is possible to download this URL, extract it if necessary, and the 
data contains syntactically valid RDF or XML. 



                           FP7-610782 

D3.1.1: Linguistic Linked Data Reference Architecture       Page 50 of 57 

 Gold star: As silver, but deeper semantic validation (discussed below) was also 
successful. 

 Linked data star: The data is valid and contains external links. 
 

It is important to stress that the linked data star is not awarded for simply using RDF, but 
instead for having at least 50 triples39 that refer to entities hosted on some other domain, 
where the domain of the dataset is assumed to be the same as its download URL. 
 

 
Figure 12 The architecture of the certification backend 
 
These stars are included as part of the badge that the user can display on the website 
and as such allow external users to easily verify the quality of the downloaded dataset. 
These badges, which take the form of a custom generated PNG image, allow the data 
publisher to show the quality of their data40, and assure the user of the quality of the 
data. This image's URL is related to the more detailed report and so it is easy to verify 
that it refers to the published dataset. Furthermore, by issuing a separate star for linking 
the dataset, we believe that this will be an enticement for data providers to follow linked 
data principles and thus move towards 5 star data. 
 
As our goal is to handle datasets which are both very large and potentially very diverse, 
the calculation of the validation system is far from a trivial implementation. To this end, 

                                                 
39 Following 

http://www.w3.org/wiki/TaskForces/CommunityProjects/LinkingOpenData/DataSets/CKA
Nmetainformation 
40 This is similar to the use of build status images used by continuous integration 
servers, such as by Travis CI 
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we require that the validation itself follows specific requirements. The most important of 
these requirements are as follows: 
 

 The service will not permanently store any data, both for practical reasons and to 
ensure that we do not violate any licenses. This means the service will not be 
able to act as a back-up or an alternative source of any of these data services. 
As such the service is not intended to replace the use of a DOI to provide a fix 
identifier for the data. 

 The steps should be able to process the dataset in a single pass, without either 
using significant memory or requiring the creation of a large database. This 
requirement stops an execution of the validation from monopolizing the 
resources on the server. 

 It should be possible to add new steps without significant modification to the 
system. This will enable not only us but also outside collaborators to contribute 
new validation steps, and as such we will make the source code available on the 
web and accept appropriate extensions. 

 
The architecture of the system is illustrated above. In this we see that the basic services 
start of with the download step, which as its name suggests obtains a copy of the 
resource by HTTP(S). The next step, which we call the format sniffer, attempts to 
deduce the format of the file. It does this by looking at the file name (extension), the 
HTTP headers and the first 1KB of the file. If the file is found to be an archive of some 
form then we extract it and apply the format sniffer to each extracted file. We also note 
that the format sniffer is extensible by means of dependency injection, allowing external 
contributors to easily add new formats. 
 
Then the systems applies a format specific validator, such as a SAX parser for XML, or 
the Rapper41 tool for RDF documents. Each of these services are implemented as a 
single command and are extended to return an RDF document. This RDF document 
contains the result of the execution (success, failure, internal error), any potential next 
steps to run in the chain and any extra annotations to be added to the report. For 
example, if the XML syntax validator finds a link to an XML document type definition 
(DTD) or schema description (XSD) then the service may indicate that validation 
according to the schema is the next step in the chain, which may have already been 
carried out by the SAX parser. Furthermore, the steps may yield additional output. For 
example, Rapper produces the number of triples and this is the added to the report using 
the VoID vocabulary. Finally, we apply deeper tests to the RDF using the RDFUnit (see 
above) framework, which checks whether the dataset conforms to the constraints 
defined by its ontological constraints. This framework is based on SPARQL and works 
on a principal of checking whether certain queries produce results as intended. 
 
While datasets are frequently of good quality when released, one of the key concerns in 
data quality is that eventually these datasets become unavailable or the URL they are 
published at changes. As such, our service plans to not only do initial validation but also 
to provide continuous validation. To this extent we will access the URL by means of a 
header-only-request (falling back to a GET for servers that do not support HEAD). Then 
by analysing the return status, especially the Last-Modified header, we can deduce if a 
resource is likely to have changed. In such cases we can re-run the full validation chain. 
If a resource fails over a fixed time period we will mark it as not downloadable. 

                                                 
41 http://librdf.org/raptor/rapper.html  

http://librdf.org/raptor/rapper.html
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6.6 Licensing and provenance tools and services in the LLOD 

Current state of the LLOD regarding licensing and 
provenance 

LLOD is defined as Linguistic Linked Open Data, where the ‘Open’ is not further defined 
but understood as ‘accessible resource at least in some degree’. The actual picture of 
LLOD is actually a bit more complex, as resources are usually available conditioned to a 
set of restrictions defined in the licenses. As of May 2014, 17 different licenses were 
found to have been applied to the 86 linguistic resources available in that moment in the 
LLOD. The following table shows how these resources have been licensed. Similar 
licenses have been grouped into more general categories (“attribution” licenses etc.).  
Public domain terms and conditions impose no restriction, including ODC’s PDDL (Open 
Data Commons Public Domain Dedication and License) and CC’s CC0 (Creative 
Commons’ Public Domain Dedication). Lightweight conditions are imposed by the CC-
BY or ODC-BY, which just require giving credit to the authors. Share-alike licenses 
(ODC-ODBL, CC-BY-SA, GNU Free Documentation License) exhibit a viral behaviour, 
as they require copies or adaptations of the work to be released under the same or 
similar licence as the original. These three categories, corresponding to the first three 
rows in the table below, account for the vast majority of the licensed LLOD resources 
and they are considered to be “open” according to the OKFN (Open Knowledge 
Foundation) definition42. Resources with harder conditions (non-commercial, non-
derivative), directly closed or even no specified cannot be deemed as “open”.  
 
Although this document speaks of LLOD, LIDER does not restrict to “openly” licensed 
resources and also tries to embrace restricted resources, which might be even available 
only upon a payment. 
 

Kind of license License types Number of LLOD 
resources 

Public Domain other-pd,cc-zero,odc 
pddl 

11 

Attribution cc-by, odc-by, other-
at 

23 

Share-alike cc-by-sa, gfdl, odc-
odbl 

27 

Non-commercial and/or non-
derivative 

cc-nc, other-nc, gpl-
2.0 

6 

Other Open other-open 8 

Not specified - 5 

Closed - 6 

 
These licenses are usually specified as a human-readable text in the HTML web site 
hosting the resources, and in occasions also in the VoID description or within the 

                                                 
42 See http://opendefinition.org/: “Open means anyone can freely access, use, modify, and share 
for any purpose (subject, at most, to requirements that preserve provenance and openness).” 
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resource. For automatic machine processing, the recommended practice is to declare 
always the license as RDF (using the dct:license or dct:rights elements), referring to the 
URI of any of the well-known licenses (for example with the following triple:  
 
:myDataset dct:license <http://opendatacommons.org/licenses/odbl/> 
 
Further, there are RDF languages to express the fine-grain of the licenses (specifying 
each of the waived rights and imposed conditions) like ODRL.  
 
Regarding provenance, datasets in the LOD are currently adopting the W3C PROV 
family of specifications 43 and the Dublin Core vocabulary for provenance declaration.  

6.7 Architecture of the licensing and provenance subsystem 
The architecture of the licensing subsystem assumes the following: 
 

 That every published resource in the LLOD has a machine readable license 

 That at least some of the licenses allow creating derivation chains, and that 
provenance is also expressed. 

 That at least some entities have trust from the other parties 
 
The architecture of the licensing subsystem is described in the figure below and is made 
of the following components: 
 

 A Linguistic Data Market where data providers and data consumers meet for 
the exchange of free and non-free resources 

 Certification services, where acknowledged entities are able to digitally sign the 
data and metadata of the linguistic resources. A copy of the signature is retained 
in the certification service, so that anybody can check that a certain resource was 
registered by a certain entity at some moment with certain authoring, provenance 
and licensing features. 

 A License Reasoner, capable of determining if two differently licensed 
resources can be combined to produced an aggregated resource, at least from 
the legal point of view. 

 Provenance query services, which allow finding the provenance describing a 
given resource, as described in the W3C Note on Provenance Access and 
Query44 

 

                                                 
43 http://www.w3.org/TR/prov-o/ 
44 http://www.w3.org/TR/prov-aq/#provenance-query-services 
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Figure 13 Licensing-based service for the LLOD 

 
The implementation of this architecture would bring the following advantages: 
 

 Linguistic data producers can certify their resources, so that they are 
not distorted by third parties -or if they are, they will lack the 
certification seal. 

 Linguistic data producers can offer their resources in exchange of 
money 

 Linguistic data consumers can determine the range of possible 
licenses that can be given to aggregated resources 

 
Licensing-related service providers in the figure above give service to every entity in the 
LLOD value chain. In particular, data consumers, producers and exploiters (see the 
Figure on components in Section 2.2.1) should have access to each of the licensing-
related service providers. 

6.8 Automatic negotiation of licensing terms between services 
Negotiation of resources, i.e. the automated exchange of offers and counteroffers 
between two agents where a linguistic resource is object of trade is not a standardized 
technology. Private content marketplaces have implemented their own protocols, and as 
of today, there is no prevailing technology nor standardized protocol to apply to the 
linguistic resources. 

7 Conclusion 
This document assembles a reference architecture of different component types relevant 
to the application of linguistic linked data in uses related both to Global Customer 
Engagement and Public Sector and Civil Society (including language-related research). 
At the core of this architecture is a novel model that addresses the specific concerns of 
processing linguistic linked data. Central to this is the need to allow use cases that 
currently capture linguistic, content and knowledge resources in legacy formats both 
move to and co-exist with the use of linguistic linked data formats. 
 



                           FP7-610782 

D3.1.1: Linguistic Linked Data Reference Architecture       Page 55 of 57 

It is informative therefore to reflect on how the classification of components in this 
reference architecture maps broadly onto our model of requirements and use cases. 
This can guide both the further work on refining this Reference Architecture and on 
developing a Research & Innovation Roadmap for Linguistic Linked Data.  

 
Figure 14: Mapping of Reference Architecture component classification against 
requirements and use case areas 
 
As depicted in Figure 14, Legacy Data and the roles of Producers, Consumers and 
Users of Linguistic Linked Data necessarily lie in the vertical use case areas. Producers, 
Consumers and Users must be the focus of further use case elicitation in order to 
directly inform requirements for the Reference Architecture. Continued surveys of 
different Legacy Data is also a key part of understanding potential use cases. This is 
particularly important for the developers of Migrators from these formats into Linguistic 
Linked Data and the Convertors needed to return linked data to these native formats. 
Exploiters can exist in many forms across the use case areas, but a major class of use 
cases spans the two areas to leverage open data from the public domain in commercial, 
customer engagement use cases.  
 
Existing developments in the specification of data licenses and the standard publication 
of data offers (i.e. data for a price), along with a better management of provenance and 
trust, make plausible the establishment of new data markets empowering Linguistic 
Linked Data towards new standards of quality and towards more effective ways of 
monetizing language resources. 
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Further elements currently focused on Linked Data Lifecycle and Value Network tasks, 
such as Interfaces and Editors, Aligners, Validators and Workflow, Access and Storage 
Platform, must be applied, adapted and validated in a variety of vertical use cases as 
part of the roadmap for realising linguistic linked data for multilingual, multimedia content 
analytics. In particular, further attention is needed to successfully employ these 
components across language and media types. 

8 Outlook for Phase II 
 
Below we list considerations for further development of the Reference Architecture that 
were raised in the development of this initial version. Especially, we will focus on 
usability, technical barriers and a more coherent structure. 
 
 

8.1 Usability 
As the reference architecture describes technical aspects of NLP and Data integration, 
the bridge to the intended stakeholders of LIDER has to be improved. Therefore it is 
necessary to identify more clearly which part of the reference architecture is relevant for 
the individual business cases and resulting requirements. In the first phase, we focused 
heavily on analyzing problems and existing software. The acquired knowledge has to be 
broken down to stories, which deliver actionable reference points for industrial 
stakeholders.  
 
We will try to condense this deliverable into two-page reference cards that explain a 
certain aspect of the reference architecture and will be a useful reference for the 
implementation of 3LD-aware systems and services.  
 

8.2 Technical Barriers 
During the discussions with the developers at the Hackathon in Leipzig45 and during the 
DBpedia Community meeting at SEMANTiCS, we discovered that certain aspects of 
Linked Data are not yet clear. We collected a set of problems in Section 2.3. that will 
guide the process of clarifying and designing solutions for the listed problems. We would 
like to mention two issues, which have been prominent throughout the discussion:  

 Competitiveness of RDF and Linked Data technology regarding scalability is yet 
open. Many tools are not mature enough to handle such large amounts of data 
as is produced during NLP annotation.  

 Gold-Discovery: There is consensus between content analytics technology 
providers that 3LD, LOD and LLOD contain a lot of useful resources with clear 
exploitation scenarios. However, it is a difficult and time-consuming “treasure-
hunt” to discover where exactly this gold is buried and how to unlock the 
potential.  

 
In order to define and potentially overcome these barriers, we intend to hold public 
telcos (bi-weekly or on demand) with members of LD4LT, DBpedia, NLP2RDF and 
other stakeholders. During these discussion we will go through all Open Issues from 

                                                 
45 http://mlode2014.nlp2rdf.org/hackathon/ 
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Section 2.3 to collect strategies to successfully exploit linked data in content analytics. 
We will also take any doubts of adopters seriously and try to address their concerns.  
 

8.3 Coherent Structure 
While this document gives an overview of existing approaches and succeeds to integrate 
many things into a broad context, there is still potential to streamline the structure. We 
hope that the second deliverable in year two of LIDER will be much denser, shorter and 
easier to digest.  
As with every technology, it is clear that linked data does not solve all problems better 
than existing technologies. Sometimes a plain old relational database is simply the best 
choice. Our goal is to find exactly these cases where linked data is the method of choice 
and propagate them to our stakeholder groups.   


