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Abstract 

The prototypical implementation of OVERSEE is done in the work package 3, consequently 
this first part describes the selection for reuse of existing building blocks. For all of the major 
OVERSEE platform components, out of the domains Hardware layer, Resource management 
layer and Security services existing solutions are identified and described. 
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1 Introduction 

With the present document, the start of the third work package in the project OVERSEE has 
begun. Based on the prior work from the requirements analysis in work package 1 and the 
platform design in work package 2, this work package realizes the prototypical 
implementation of the designated platform and their architecture. 

WP 3 separates the platform into 3 logical units: 

- Hardware layer that is based on a capable vehicular hardware (e.g., CPU, memory, 
communication interfaces) and that is extend by a hardware security module (e.g., 
smartcard, EVITA, TPM), 

- Resources management modules that provide an abstract interface of the underlying 

hardware (i.e., hardware driver implementations) hardware sharing and basic access 
control on objects known at this abstraction level, and the runtime environments. 

- Security software modules that provides modular security services by encapsulating 
and extending the underlying resource management. 

All of these are implemented in the further WP3 progress. 

In the following, we will outline the scope and objectives, introduce definitions and present 
the structure of the document. 

1.1 Scope and Objectives of Document 

Like explained in the introduction, the OVERSEE platform will be constructed out of 3 logical 

units. In this document, we will consider existing building blocks, which could be reused in 
the OVERSEE project. Starting from the design of WP2, there are three possibilities for any 
building block: 

- It is defined in WP2 and a matching reusable building block is identified in T3.1 

- A building block could be reused with changes 

- No existing building block was identified or to many changes are required to fit it in 

Out of scope of this document are the Proof-Of-Concept use case applications for the 
demonstration of the OVERSEE capabilities. These are in the scope of the work packages 5 
and 6. 

1.2 Definitions 

This document utilizes the OVERSEE terminology defined within the preceding deliverables. 
Most important for the definition of terms are [D1.4] and [D2.1]. 
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1.3 Document Outline 

According to the WP3 structure, this document is structured like follows. Chapter 1 gives an 
introduction to the topic and objectives. Chapter 2, 3 and 4 represent the logical units from 
the WP3 structure and therefore describe the hardware (2), resource management layer (3) 
and security services (4). The document is concluded by an overview of the reused building 
blocks in chapter 5. 

Each chapter will introduce existing modules for each building block and summarize 
afterwards the tasks to enable the integration of these modules and list open issues not 
addressed by these existing modules.  
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2 Hardware Layer Selection  

This section of the document we will list the hardware modules used for the OVERSEE 
Platform. This selection for the hardware layer should only be seen as a guideline as later 
implementations can also be built on different hardware modules. 

2.1 Selection of Hardware Layer Building Blocks 

The existing hardware modules will be listed in this section divided in the following 
subsections. 

 CPU and Mainboard 

 Hardware Security Module 

 Communication Modules 

2.1.1 CPU and Mainboard 

We decided to use the NanoETXexpress Platform by Kontron for the proof of concept 
implementation of OVERSEE which is based on the x86 architecture. 

There were various reasons for this decision: Volkswagen Group Reseach is already using a 
similar configuration in its head-units, and development for the x86 architecture is easier 
compared with other architectures, since tools and know-how are more readily available. 

Furthermore we also had to consider the hypervisor, XtratuM, as there is already a port for 

the x86 architecture. 

The platform consists of a baseboard and a CPU board. Both are available in different 
configurations. 

The CPU board we selected is the “nanoETXexpress-SP 1.6 GHz 2GB”, with the following 
specifications: 

 

CPU  Intel® Atom™ processor Z530 (1.6 GHz)  

Chipset  Intel® System Controller Hub US15W (Poulsbo)  

CPU Clock  1.6 GHz  

Bus Speed  533 MHZ FSB  

Cache  32 kByte Instruction Cache + 24 kByte L1 Cache 256/512 kByte L2 
Cache  

RAM  512 MByte (DDR2 SDRAM)  

SATA  1x Serial ATA supporting 1.5 GBit/s   

USB  8 x USB 2.0 ports (1 x USB-client; 2 x USB2.0 only, no USB1.1 devices 
are supported on USB4 and USB5) 
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PCI Express Support  1 x PCI Express x1 

Ethernet Controller  Onboard Intel® 82574L Hartwell, 10/100/1000 Mbit Ethernet  

Audio Controller  Intel® High Definition Audio (24 bit / 96 kHz)  

Graphics Memory  up to 256 MByte, UMA  

Graphics Controller  Integrated Intel® (Graphics) GMA500, HDTV/HD capable, Decoder for 
MPEG2(HD) / H.264 

Flat Panel Interface  Single Channel LVDS 18/24 Bit,resolution up to 1366 x 768 (WXGA)  

Flash Disk  Onboard SSD Flash drive 2 GByte  

Interfaces  LPC, SMBus, I2C, 3x GPIO, 1x SDIO port (shared with GPIO)  

Power Management  ACPI 1.0 / 2.0 / 3.0  

Input Voltage Range  4,75 V - 14 V  

 

The baseboard is the “nanoETXexpress-HMI” and has the following features: 

 2x SATA 

 4x USB 2.0/1.1 

 1x USB 2.0 client 

 ExpressCard 34/54 slot 

 10/100/1000 Mbit Ethernet 

 HD Audio Codec Realtek ALC888 

 (Audio board as additional part) 

 Flat Panel Interface JILI 

 VGA (CRT) 

 2x COM (1x RS232, 1x RS485) 

 CAN controller MCP2515 

 microSD memory card slot 

 8 bit GPIO 

 Smart Battery system (SM bus) 

 Single voltage power supply 

2.1.2 Hardware Security Module 

As defined in deliverable D2.3 [3] the OVERSEE design will include a hardware security 
module. To fulfil this requirement we will integrate the HSM implementation of the EVITA 
Project.  
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The EVITA HSM is specially tailored for the performance and security needs in such an 

automotive environment. Furthermore the EVITA Project is funded by the same Program as 
OVERSEE and shares several project partners with the OVERSEE project easing the 
integration of the two projects. For further information on the EVITA Project and EVITA HSM 
please refer to section 4.1.1 and [1]. 

Figure 1 depicts the architecture of an EVITA full size hardware security module, which 
consists of two parts, namely, (i) the cryptographic building block that realizes all 
cryptography hardware operations and (ii) the logic building block that connects the EVITA 
hardware with the ECU application core and that (i.e., the internal logic building block) 
optionally may execute also some cryptographic operations in software.  

 

 

Figure 1: EVITA Hardware Security Module 

 

The EVITA full hardware security module (see Figure 1: EVITA Hardware Security Module) 
provides the following cryptographic building blocks:  

ECC-256-GF(p) is the high-performance asymmetric cryptographic engine based on a high-
speed 256-bit elliptic curve arithmetic using NIST approved prime field parameters.  

WHIRLPOOL is actually the AES-based hash function as proposed by the NIST. It has a 
throughput of about 1,000 Mbit/s.  

AES-128 is the symmetric block encryption/decryption engine using the official NIST 
advanced encryption standard. It supports not only standard block encryption modes of 
operation such as ECB and CBC, but also advanced encryption as used, for instance, in 
authenticated encryptions schemes such as GCM (Galois/Counter Mode) or CCM (Counter 
with CBC-MAC Mode).  

AES-PRNG is a pseudo random number generator, which is nonetheless seeded with a true 
random seed from a true internal physical random source. It is again based on an internal 
AES engine according to BSI-AIS20-E.4.  

COUNTER is a 64-bit monotonic counter function block that serves as a simple secure clock 

alternative. It provides at least 16 counters together with corresponding access control that 
can be increased only. Each counter can be increased at least with 1 Hz.  

Finally, the EVITA full hardware security module uses an own independent internal CPU that 
can directly access its internal RAM and non-volatile memory to prevent any malicious 
interferences from the application CPU and the application software. The application CPU 
and its applications, however, can access the EVITA security hardware only using the secure 
EVITA hardware interface that enforces a well-defined access (e.g., to read-out secret keys).  
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The internal CPU manages the access to the HSM functionality and furthermore can 

implement further software realizations of cryptographic functions.  

2.1.3 Communication Modules 

The identification of communication paths within the OVERSEE deliverable D2.2 [2] outlined 
the need for communication modules for the following technologies: 

- Cellular data communications 

- Cellular voice communications 

- WIFI communications 

- Bluetooth 

- GPS 

- CAN 

- ITS G5 

Most of the communications demands can be fulfilled with the VW mobile router, which is 
described in the following section. The CAN hardware interface is provided by the 
baseboard.  What is missing and how that is overcome is described in section 2.2.2.  

2.1.3.1 The VW mobile router 

The VW mobile router is a communications device which is used in many research projects 
of the Volkswagen Group Research with the following specifications: 

 

CPU  AMD Geode LX 800 

CPU Clock  500 MHz 

RAM  512 MB 

HDD 1 GB Compact Flash 

PCI Express Support 4 x Mini PCIe 

Ethernet 2 x 100 MBit/s 

Antennas 8 x SMA 

SIM Cards 2 

 

The mobile router offers connectivity for: 

- internet connection via 

o UMTS 

o GPRS 

o WIFI 
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- And 5.9 GHz vehicular communications 

It functions as an adapter to the according network and has the possibility to automatically 
select the communications path. To keep the control over all communication paths within 
the OVERSEE platform an additional communication control daemon for the mobile router is 
needed that is executed in the OVERSEE’s secure communication partition.  

Accessibility to 5.9 GHz vehicular communication is granted via a vehicle communication 
daemon that operates as an interface between the inner-vehicle communications and the 
radio networks between other vehicles and infrastructure. This daemon has the capability to 
send both single hop broadcast (SHB) and geographically scoped broadcast (GBC) messages 
that are needed to realize the aimed ITS use cases within OVERSEE. An extension of this 
daemon is needed to realize an interface to the OVERSEE’s secure communication partition. 

 

2.2 Hardware Layer Adaption and Implementation Tasks 

The following sections lists the adaptation tasks to realize the required functionality needed 
from the hardware platform. 

2.2.1 Connection of the EVITA HSM 

The EVITA Project will provide a prototype implementation of the HSM design. The 
prototype will have an Ethernet TCP/IP interface. The EVITA Project will provide the needed 
drivers for integration into a Linux kernel. As the interface of the HSM will not be routed 
over the secure I/O partition and will be accessed directly by the security partition another 

Ethernet interface is needed for the HSM. The Platform will be extended with a PCMCIA or 
USB Ethernet Module. 

2.2.2 Integration of Missing Communication Modules 

There are already many of the interfaces required by OVERSEE available on the Kontron 
Board, still some extensions are needed to fulfil the required communication facilities of the 
OVERSEE design. Following are the required devices not provided by the Kontron Board: 

 Bluetooth Module: A Bluetooth Transceiver Device will be provided via a USB 

Bluetooth interface. A device compliant to the HCI standard will be chosen. 

 GPS Device: A USB or RS232 GPS Device has to be integrated. In later 
implementations the CAN Signal of an integrated GSP module in the vehicle could be 

used. 

 USB Interfaces: If USB interfaces provided by the baseboard are not sufficient a USB 
hub has to be integrated to the prototype. 

 CEN-DSRC: No integration for the proof of concept prototype planned yet. 
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3 Resource Management Modules Selection 

This section of the document discusses the existing building blocks and integration tasks for 
the following building blocks of the OVERSEE platform. 

 Virtualization layer 

 Secure I/O management 

 Runtime environments. 

3.1 Selection of Resource Management Layer Building Blocks 

The isolation of the runtime environments running in parallel on the OVERSEE platform will 
be provided by a virtualisation layer. In general each virtualized partition will feature a 
runtime environment ported to work on the virtualization layer. Furthermore an additional 
management layer in the secure I/O management partition will provide secure and shared 
I/O capabilities. The runtime environments making use of these virtualized and shared I/O 
devices will include virtual shared I/O drivers. 

For further information on these building blocks refer to deliverable D2.3 providing the 
general architecture of the OVERSEE platform. This section will investigate the three aspects 
mentioned above; try to specify reusable blocks to fulfil these requirements and list the 
adaptation tasks and missing blocks for these building blocks. 

The sections dealing with the shared I/O device management and virtualized runtime 
environments are not described in this version of document and will be delivered later as 

investigation and testing on these building blocks is still going on.  

3.1.1 Virtualization Layer 

The OVERSEE project architecture design relies on the concept of virtualization. 
Virtualization is a technique that abstracts real hardware from applications and offers a 
virtual execution environment. Thus, access to the hardware is only performed by the 
hypervisor, which is the software layer responsible for offering virtual services. Virtualization 
allows running several partitions or guests on the same machine. The partition complexity 
may vary from a simple application to a full operating system running multiple threads. 

OVERSEE virtualisation layer is based on XtratuM that is a bare metal hypervisor that offers 
virtual machines to execute partitions.  

XtratuM is a bare-metal hypervisor with extended capabilities for highly critical systems. 
Broadly speaking, XtratuM virtualization consists of mirroring the hardware with a software 
structure. Partitions use the virtual machine services offered by XtratuM through hypercalls. 
Partitions do not have direct access to hardware resources. An access request of a partition 
to a hardware resource initiates a check of the hypervisor for the authorisation of the 
requesting partition.  
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The hardware resources are protected with the hypervisor by removing capability of the 

partitions to run on privileged mode. Therefore, XtratuM runs on privileged mode, thus 
having complete access to hardware resources and, at the partition level, only user mode is 
allowed, so that hypervisor keeps the control of the system. The way to gain privileges on 
the processor is by means of interrupts. Interrupts enable the privileged mode of the 
processor, allowing full access to resources. Thus, XtratuM must control them in order to 
ensure that the partitions do not get privileges and, so, full access to hardware resources. 

XtratuM also provides of a Health Monitoring facility to allow tracing of error conditions. 
Whenever a system error occurs, the Health Monitor will execute and run a preconfigured 
action. As required, this facility will report hardware and software errors and prevent 
failures from propagating. Also, logs are intended to be of use for auditing activities. 

The XtratuM hypervisor allows a system to run multiple isolated partitions. From the 
hypervisor point of view, each partition is a thread, so the basic management resembles an 

operating system. Each partition is scheduled according to a plan, which is defined statically 
at the configuration time. A mirror of the hardware is attached to each partition to save and 
restore hardware status for each specific guest. 

The system is able to run several types of partitions. A XtratuM Abstraction Layer (XAL) is 
provided in order to allow the execution of bare-C applications on the hypervisor, i.e., 
applications that does not need the support of an operating system. Most important, 
XtratuM is able to execute entire operating systems. As a paravirtualized environment, such 
kind of guests will have to be modified in order to run on the runtime environment provided 
by XtratuM. Therefore, access to operating system source code is required. Regarding 
partition porting, Linux guests have already been successfully modified and executed with 
XtratuM, thus proving feasibility of such ports. 

At start-up, XtratuM sets up the system and brings it to a controlled state. When all the 

services are initialized, it starts the execution of the guests according to the predefined plan. 
Each partition must have an entry point defined at configuration time. When a partition is 
initially starting, it will begin execution from the defined starting address. Partitions running 

with XAL are provided with a generic boot code which will initialize a basic virtualized system 
and jump to a main routine. OS partitions will need to run similar start-up routines at the 
beginning of their execution.  

 XtratuM provides mechanisms for secure communication among partitions. These 
mechanisms are ports and channels as defined in ARINC-653 standard. Ports are linked 
through channels. Each channel can be configured to work in one of two modes. Sampling 
channels are used to broadcast messages to all subscribed partitions while queuing ones are 
used in point-to-point communication. 

The hypervisor offers a number of virtualized services to partitions. Such services include: 

 CPU allocation to partitions. At hypervisor level, each partition is an execution entity. 

Different partitions are scheduled according to a plan. The scheduling plan ensures 
that each partition executes only on its allocated slots of CPU, granting temporal 
isolation. 

 Error and interrupt handling. XtratuM controls processor interrupts. Each partition is 
able to configure its own virtual interrupt table. Virtual interrupt handlers are 
executed only if the partition has the control of the CPU and XtratuM gives the 
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control to the partition handler. Execution of the handlers will be controlled at 

configuration time by means of actions, being the default action to propagate the 
interrupt.  

 Memory management. Memory management is only possible if the underlying 

processor has an MMU. MMUs allow the processor to define protection properties of 
memory and, in most cases, virtual memory layout. For processors capable of 
managing virtual memory, each partition will use its own virtual space, which will be 
mapped to separate physical memory areas, thus isolating spatially each partition. 
Each guest has configured one or more physical memory areas, and is able to map 
them to any virtual scheme. Partitions are not allowed to access any other physical 
area not configured for use of that specific guest. Additionally, there exists the 
possibility of defining shared physical memory areas between partitions. 

 Clocks and timers. XtratuM provides each partition of two clocks, for measuring 

absolute (overall system execution time) and relative (to partition execution) times. 
Also, two timers are provided to allow the scheduling of actions with absolute or 
relative countdown. 

 Inter-partition communication. Partitions can communicate using sampling and 

queuing ports. 

When developing with XtratuM, resources have to be statically allocated to each partition in 
the configuration step. The result of this process is an XML file, containing a description of 
system resource allocation and scheduling plan definition. An offline tool is then used to 
parse the XML file and produce binary coded data. This process simplifies the latter 
processing of configuration data by the hypervisor, as XtratuM does not have to implement 
an XML parser to execute at runtime. 

3.1.2 Runtime Environments 

This section will list the runtime environments selected for the management and user 
partitions.  

The x86 build of XtratuM supports several kinds of runtime environments.  

The basic environment is the bare-C environment provided by the XtratuM Abstraction 
Layer, which can be used to run mono-thread applications directly over the hypervisor.  

The Linux kernel over XtratuM. Currently, the version 2.6.30.5 of the Linux kernel is available 
for use. Latest versions of Linux kernel (including 2.6.30.5) give support for 
paravirtualization, which simplifies the porting of the kernel to any hypervisor. The main 
advantage on using Linux as a runtime environment is that there is a huge collection of 

drivers and software projects which likely reduce the implementation effort.  

There are also other runtime environments available for XtratuM build for the LEON 
processor such as the OS RTEMS. 

For general use Xubuntu is planned to be used as the default Linux version. Xubuntu has 
already been ported to XtratuM. For the system partitions (security service partition, secure 
I/O partition) Xubuntu will be used in the first phase. In the later phases of WP3 a 
lightweight Linux distribution will be build for the system partitions to enhance the 
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performance and avoid excessive use of resources. The system partitions will only consist of 

the components needed for the applications. 

Other operating systems which are going to be ported to work with XtratuM will be Linux 
variant OS’s and OSEK OS. MeeGo is planned to be the RTE for the infotainment/user 
applications in our proof of concept, and will most probably serve as the HMI to the driver. 
An x86 port of Android was also tested on XtratuM and can be integrated into the OVERSEE 
platform. As the x86 port of Android is not maintained properly, we will not focus on 
Android in our proof of concept.  

Work on integration of Trampoline OSEK is planned and the OVERSEE team will focus on 
integrating it in our proof of concept. 

3.1.3 Secure I/O Management 

The dataflow among the partitions and devices is mainly IP based. A single-end IP connection 
between the secure I/O partition and the individual partitions exists with virtual network 
adapters which are provided with Virtio [6].  

To filter, route and control data flow between devices and partitions a filter module is 
needed. The initial implementations will be based on the Netfilter/IPTables project [7].  As 
another approach a proxy server can be integrated at a later phase in the secure I/O 
partition as a server among the devices/external networks and the partitions/applications. 
Different open source projects exist like lighttpd [8] or Tinyproxy [9].  

The CAN communication will be forwarded over IP to the other partitions. For non-Unix 
partitions (e.g. OSEK) a proprietary FIFO channel of XtratuM will be provided. For receiving 
and filtering the CAN messages and translating into IP packages the EXLAP Module Fehler! 

Verweisquelle konnte nicht gefunden werden. from Volkswagen AG Group Research will be 
used. 

VW AG also provides the communication driver and a control daemon for the VW Mobile 
Router.  

USB storage devices and also the file systems of the user partitions are shared with Virtio 
and locally managed in the secure I/O management.  

3.2 Resource Management Layer Adaption and Implementation Tasks  

3.2.1 XtratuM Adaptation and Implementation Tasks 

The initial status of XtratuM at the beginning of OVERSEE projects lacks of some 
functionalities that are needed for the OVERSEE platform. These needs are extracted from 
the requirements generated in WP1 (Deliverables D1.4 and D1.5).  

The list of requirements that impact directly or indirectly on new functionalities are: 

 Platform-Sec1. Health monitor. Functional Requirement 
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o When a fault is detected, the OVERSEE platform shall execute a health 

monitor module that will perform a predefined action (log according to 
XM_CF). 

 Platform-Sec2. Health monitor. Functional Requirement 

o The actions to be executed by the OVERSEE platform as consequence of a 
fault shall be defined at system configuration time. 

 Platform-Sec3. Health monitor. Functional Requirement 

o The actions to be executed by the OVERSEE platform as consequence of a 
fault include: halt/restart the system, stop/suspend/restart partitions, change 
to a maintenance mode, ignore and propagate. 

 Platform-Sec6. Health monitor. Functional Requirement 

o When the fault is generated by a partition, one of the possible actions will be 
to propagate the fault to the partition. 

 Platform-Sec7. Tracing. Functional Requirement 

o The OVERSEE platform shall provide a trace system to store relevant 
information of the system operation. 

 Platform-Sec8. Tracing. Functional Requirement 

o The OVERSEE platform will provide a specific trace system to each partition 
allowing storing relevant information of the partition operation. 

 Platform-Rel2. Non-functional requirement 

o The OVERSEE platform will handle all the possible errors that can be 
produced. 

 Platform-Confx. Non-functional requirement 

o The cyclic scheduling plan is specified in a static way, there exist the option of 
define several scheduling plan or mode systems that can provide a more 
dynamic behaviour to the system. 

As consequence of this and other issues, the following XtratuM aspects may be adapted 
and/or extended and implemented: 

1. Basic functionalities of XtratuM. It has to be extended to provide information about 
the internal status of the virtualisation layer (secure or insecure state) and generate 
audit events that permit to trace and verify the correctness of the system. 

2. Abstract Machine Test (AMT) and Self-tests. It will permit to validate the correctness 

of the underlying hardware, the XtratuM code and partitions code and the internal 
structures of XtratuM.  

3. Virtual interrupts. The interrupt model has been revised to consider the specific 
hardware platform as well as to improve security. 

4. Cover/side channels. An analysis of the covert channels that can leak information 
between partitions has to be performed and take the appropriated actions to 
solve/limit these security aspects. 
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5. Health Monitor (HM). This component has to be redesigned to consider: 

a. New errors related to the hardware used and security functions added in 
OVERSEE 

b. Extend the need to log generated errors or audit events.  This log may be 
accesses by partitions with the appropriated rights to perform a system audit. 

6. System Status. The current information about the virtualisation layer and partitions 
status is currently very limited. It should increase the ability to extract execution 
information that can be accessed by partitions with the appropriated right to 
perform a system monitoring.  

7. Scheduling policies. Currently, XtratuM implements a cyclic scheduling policy that has 
been required for critical partitions. It lacks of flexibility to run non-critical 
applications in partitions, as could be the case of Linux applications. New scheduling 

policies have to be considered in order to increase the flexibility to execute critical 
and not critical partitions. 

8. Intel x86 support for optimisation. It includes the support for the specific processor 
functionalities of the hardware platform in order to increment the performance of 
the virtualisation layer. 

Some of these identified aspects are detailed in the next sections. 

3.2.1.1 Abstract Machine Test (AMT) and Self-tests 

AMT is the part of the Health Monitor in charge of verifying the proper operation of the 
hardware. This test permits to consider that the underlying hardware is trusted. It includes: 

1. Timers test. It validates the timers run correctly. 

2. Protection mechanisms test. It will ensure the correct operation of the MMU, 
privileged operation, IO protection and FPU control. 

3. Memory Read and Write test. This test can read/write/read portions of memory to 
ensure the values written data remain unchanged. 

4. Memory Separation and Protection. This test ensures that memory is protected 
according to the XM_CF. 

5. Privileged Instructions. This test ensures that the privileged instructions can only be 
performed in supervisor mode. 

Self-tests perform the self-evaluation of the XtratuM with respect to some expected correct 
operation. It includes at least: 

1. Stack limits. XtratuM and partition's stacks are tested. 

2. Configuration vector. Perform a digest of the current configuration vector and 
compare it with the deployed digest. 

3. XtratuM code. It performs a digest of the XtratuM code and compares it with the 
deployed digest. 
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4. Channel limits evaluation. Internal structures associated to the channels 

implementation is in the limits. 

5. Partition code pollution evaluation.  Should be performed by each partition. 

3.2.1.2 Covert/side channels 

There are two side channels categories:  

1. Temporal isolation leaks. The virtualisation layer does not enforce correctly the 
temporal isolation. In this case, a partition (spy partition) could measure, in some 
way, the temporal execution or cost of another partition (target partition). 

2. Spatial isolation leaks. The virtualisation layer does not enforce correctly the spatial 
isolation. A partition (spy partition) could read the data, or fragments of it, used by 

another partition (target partition). 

In a mono-processor system, the capability to leak information between partitions can only 
happen when a partition context switch (PCS) occurs. The spy partition could try to measure 
the state of the system if there is still information from the target partition.  

The elements to be analysed are: processor (registers, pipeline, branch prediction), 
hypervisor, cache contents, table look-aside buffer (TLB) and peripherals. Covert channels 
will be identified and solved or limited its effects. 

3.2.1.3 Audit Events, Health Monitor and Traces 

In order to guarantee that the system is correctly working some attestation should be 
included. It can be done using auditable events. Auditable event are events generated by the 

virtualisation layer that are stored and can read by a partition with the rights to do this 
operation. An audit event generates an audit record of the following auditable events: 

 TOE initialisation completed  

 Initial Abstract Machine Tests passed/failed  

 Abstract Machine Tests passed/failed  

 Initial self tests passed/failed  

 Self tests passed/failed  

 Mode change requested  

 Mode change completed  

 TOE in secure state  

 TOE in insecure state  

 Partition started  

 Partition suspended  

 Partition resumed  

 Partition halted  

 Partition shutdown  

 Partition reset (warm/cold)  

 System halt  

The Health Monitor can also generate audit events. A list of these auditable events is: 

 XM HM EV WRITE ERROR  



D3.1: Selection for Reuse of Existing Building Blocks 

15 

 

 XM HM EV INSTR ACCESS MMU MISS  

 XM HM EV INSTR ACCESS ERROR  

 XM HM EV REGISTER HARDWARE ERROR  

 XM HM EV INSTR ACCESS EXCEPTION  

 XM HM EV PRIVILEGED INSTR  

 XM HM EV ILLEGAL INSTR  

 XM HM EV FP DISABLED  

 XM HM EV CP DISABLED  

 XM HM EV UNIMPLEMENTED FLUSH  

 XM HM EV WATCHPOINT DETECTED  

 XM HM EV MEM ADDR NOT ALIGNED  

 XM HM EV FP EXCEPTION  

 XM HM EV CP EXCEPTION  

 XM HM EV DATA ACCESS ERROR  

 XM HM EV DATA ACCESS MMU MISS  

 XM HM EV DATA ACCESS EXCEPTION  

 XM HM EV TAG OVERFLOW  

 XM HM EV DIVIDE EXCEPTION  

 XM HM EV INTERNAL ERROR  

 XM HM EV UNEXPECTED TRAP  

 XM HM EV PARTITION UNRECOVERABLE  

 XM HM EV PARTITION ERROR  

 XM HM EV PARTITION INTEGRITY  

 XM HM EV MEM PROTECTION  

 XM HM EV OVERRUN  

 XM HM EV SCHED ERROR  

Traces are a simple log service that can be used by the partitions and the XtratuM itself to 
record small pieces of information about relevant issues. Traces can be used for debugging, 
during the development phase of the application, but also to log audit events during the 
operational phase. 

There are two different trace systems: 

 Partition traces. Contain the traces generated by partitions. Each partition has its 
own partition trace. So, there are as many partition traces as partitions in the system. 
This separation system traces permits to avoid the problems related to spatial 
isolation as well as malicious partitions generating a burst of events. A partition can 
generate its own audit events. 

 XtratuM trace. It contains the traces generated by XtratuM 

3.2.1.4 Scheduling policies 

XtratuM shall provide multiple scheduling plans allowing reallocation of the timing resources 
(the processor) in a controlled way. In the scheduling theory this process is known as mode 
changes. Every mode can specify a policy for the system execution. 
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The scheduler (and so the plans) is only active while the system is in normal mode. Plans are 

defined in the XM CF file. Some plans are reserved or have a special meaning: 

 Plan 0: Initial plan. The system executes this plan after a system reset. The system 

will be in plan 0 until a plan change is requested. It is not allowed to switch back to 
this plan. That is, this plan is only executed as a consequence of a system reset 
(software or hardware). 

 Plan 1: Maintenance plan. This plan can be activated in two ways: as result of the 
health monitoring action XM HM AC SWITCH TO MAINTENANCE. Or requested by a 
partition with the appropriated rights. 

 Plan N: User defined. The user can define as many plans as needed to cope with the 

application requirements. It is responsibility of a partition with the appropriated 
rights to change to a specific plan depending on the global conditions. 

Several scheduling policies will be considered:  

 Cyclic scheduling. This is the current policy. 

 Cyclic scheduling + gap policy: some partitions cannot be specifically defined in the 
cyclic scheduling and are executed in the gaps (empty slots) left in the cyclic plan.  
When a temporal gap is allocated, a set of partitions can be candidate to be 
executed. The policy to be applied to this second level could be: round-robin or 
priority based. 
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4 Security Services Selection for Adaption and Reuse 

The security services and modules and mainly described in the OVERSEE deliverables D2.2 
[2] and deliverable D2.3 [3]. For detailed information on the security services and needed 
building blocks refer to these documents. Following we will list shortly the needed security 
modules specified in the OVERSEE design.  

 HSM 

 Management layer in the security partition 

 Security Frameworks for higher-level security services 

o Secure boot 

o Secure storage 

o Secure communication services 

o Authentication Services 

o Key/Certificate Management 

 ITS Communication Standards 

The next sections will introduce the existing building blocks and integration task. 

4.1 Selection of Security Services Building Blocks  

In this section we will introduce existing solutions providing the needed functionality 

required by the OVERSEE security services. We will describe shortly the existing architectures 
and the issues addressed by these modules. The existing modules discussed here will serve 
as a basis for the implementation of the OVERSEE platform as some integration and 
adaptation work will be needed to use these modules. These integration and adaptation 
tasks will be discussed in section 4.2. 

4.1.1 Security Services  

Following we will introduce the existing architectures which will possibly be integrated into 
the OVERSEE Architecture. In each section the existing architecture will be described shortly 
and the parts of the architectures, which are going to be integrated into OVERSEE will be 
highlighted. The architectures to be integrated are: 

 HSM LIB  

 EMVY – EVITA Security Architecture  

 XtratuM Secure Trusted Partition  
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4.1.1.1 HSM LIB 

HSM LIB is the basic software architecture building the interface between the HSM 
functionality and the HSM user. The HSM LIB runs in the internal CPU of the EVITA HSM, and 
the functionality of the architecture is accessed through the HSM driver from the security 
partition.  

The hardware security module (HSM) library is a software framework designed to provide 
the security building blocks and key management functions securely executed inside the 
protected HSM environment. The library provides user access to the cryptographic functions 
and the key management as defined in the EVITA Architecture Specification [1]]. The 
underlying cryptographic library is the esLib provided by escrypt GmbH. The library accesses 
the hardware blocks of the HSM where applicable. This means the HSM cryptographic library 
covers the whole esLib functionality whereas only the functions supported by the HSM will 
benefit from the hardware acceleration. A key infrastructure manages internal key 

store/load functionality and key access authorization. The internal session manager provides 
infrastructure for parallel sessions of security functions. 

 

 

The HSM Library provides the following services. 

Cryptographic services: 

The HSM Library provides the required interface for the cryptographic services provided by 
the HSM. The API’s of the services enable the configuration of the services and controlling 

the execution. The services are basically 

- Cipher 

- Counter 

- Hash 

- MAC creation/verification 

- Random number generation 

Figure 2: HSM library with EVITA hardware security module 
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- Signature generation/verification 

 

Key Management: 

The key management enables to reference key data with handles and further provides the 
functionality to check authorization for usage of key. Additionally it provides the services for 
exporting and importing key data from and into the HSM. 

 

Session Manager:  

The session manager enables multiple parallel executions of the cryptographic services. The 
sessions are handled with handles and enable a flexible usage of the HSM. 

 

Secure Boot Registers: 

This service provides the API to the ECR registers used for authenticated boot processes. It 
provides update, compare and attestation functionalities. 

 

Administration: 

The administration services provide functionality as self-test and status report of the HSM. 

4.1.1.2 EMVY – EVITA Security Architecture 

The EVITA Security Architecture aims a high level interface for users for different security 

services. The security architecture is intended to run on the system on which the HSM is 
attached. The main features of the architecture are described below. For further information 
refer to [1]. 

 The security framework provides a set of modules comprising dedicated security 
mechanisms, which can be individually configured according to the security require-
ments and constraints of the on-board architecture and applications. As use cases 
can simultaneously demand a subset of security requirements, a modular 
architecture has the advantage of reusing security components where possible. 

 In order to support application developers in integrating security into their 

applications, a security abstraction layer is required in order to hide the complexity of 
the security mechanisms and protocols. Therefore, the security framework provides 
a modularization of security mechanisms with two layers of abstraction. The security 

modules provide respective security interfaces to other security modules. The 
security modules can share services amongst each other via this API. Further, these 
interfaces are provided via an additional abstraction layer to application developers 
integrating the security mechanisms. This two-layered abstraction is depicted in 
Figure 3, where the security modules, which provide certain security functionality, 
are abstracted via the security module APIs. An additional application developer API 
again abstracts this. Hence, the internal interdependencies of the security modules 
are hidden to the application developer. The application developer API can be used 
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to invoke certain security functionality provided via the security modules. The idea is 

that this API is reduced to a minimum in order to hide the complexity as far as 
possible. Of course, if required, the APIs of the security modules can be directly used 
to invoke certain security functionality. The security module API and security 
modules are designed in a manner that different implementations can be plugged in 
to the security modules according to the requirements of the applications. Such 
individual implementations (security plains) can be attached via the security module 
API to the frameworks without requiring changes in other modules or the adaptation 
of application interfaces due to the provided abstractions of the security framework. 

 In order to enable a maximum level of flexibility and adaptability of the security 
functionality, all security modules can be configured (statically or even dynamically) 
by accepting and enforcing individual security policies such as the following. 

o Authorization policies that specify to which extent a certain entity is allowed 

to access and use a specific resource under a certain condition, for instance, 
for: 

 file, network and I/O device access, 

 external and internal communications (i.e., filter policies that define, 
for instance, which contents, sources, protocols, or services can be 
communicated between certain communication endpoints) 

 usage of connected peripherals 

o Privacy policies that define to which level data and information needs to be 
hidden against third parties or at least need to be anonymised for a certain 
level of privacy 

o Authentication policies that define what level of authentication (e.g., 
password, smartcard) is required for corresponding role authorizations 

o Intrusion detection policies that define certain attack scenarios and attack 
heuristics 

o Intrusion response policies that define what kind of countermeasures has to 
executed against a certain kind of detected attack 

 The deployment of the security functionality regarding its actual location has to be as 
flexible as possible in order to enable the deployment in different architectures and 
use-cases. 
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Figure 3: Layered Architecture of EVITA Security Architecture 

 

The EVITA Security Architecture provides the following sub modules shown in Table 1.  

 

Abbreviation Full name Description 

CCM Communication 
Control Module 

The CCM provides a high-level interface for secured 
communication. It can integrate various 
communication protocols. 

CRS Cryptographic 
Services Modules 

The CRS provides cryptographic services, such as 
encryption, signatures, etc. 

EAM Entity 
Authentication 
Module 

The EAM provides authentication, single sign-on/sign-
out security services. This module can integrate a 
variety of authentication mechanisms. 

PDM Policy Decision 
Module 

The PDM provides interfaces for managing and 
accessing polices and policy decisions, e.g. for access 
control. 

PIM Platform Integrity 
Module 

The PIM provides the security services related to 
EVITA HSM services, e.g. secure boot 

SSM Secure Storage 
Module 

The SSM provides services for the secure storage of 
data. 

SWD Security Watchdog 

Module 

The SWD provides mechanism for intrusion detection 

and response mechanisms. 

Table 1: EVITA sub modules 
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The EVITA Security Architecture also introduces a proposal for deployment in a virtualized 

environment (Figure 4) as it is the case in OVERSEE Project. The flexible structure of the 
architecture enables the developer to only use necessary building blocks of the architecture, 
change the deployment scenario or to change the functionality of the modules to fit the 
requirements of OVERSEE. 
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Figure 4: Proposal for Deployment of the EVITA Security Architecture 

4.1.1.3 Secure Trusted Partition 

The Secure Trusted Partition module is a security architecture provided by UPVLC. The 
architecture aims a relatively simple design making use of the benefits of a virtualized 

environment.  

The STP (Secure Trusted Partition) was designed to be used in virtualized environments 
where security services are required by the virtualized runtime environments. The STP is a 
standard partition that provides cryptographic services and secure services for the 
applications of the embedded system. While the Trusted Platform Module (TPM) defined by 
the Trusted Computing Group, was designed to operate in a single system (single 
computer/single operating system) environment, the STP has been designed to work in a 
MILS (Multiple Independent Levels of Security) system. The design of the STP was driven by 
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the aim to provide an easy and simple set of security services. In fact, one of the main 

criticisms to the TPM is its complex and large API. In the STP design a less powerful, but 
simpler, API is aimed. 

 

The STP provides the follow two groups of services: 

1.  Crypto Services 

 Asymmetric key generation. 

 Symmetric key generation. 

 Asymmetric encryption and decryption. 

 Symmetric encryption and decryption. 

 Calculation of message digests. 

 Sign and verify data using a user key. 

 Random number generator. 

 

2.  Secure Services 

 Local attestation 

 Sealed Storage 

 Secure key storage 

 Secure communications 

 Secure protocols 

 
The STP capabilities can be extended with the help of a manager partition. The manager 
partition can query the state of the STP and control its operations. 

In order to avoid misunderstandings, below is a summary of what the STP is and is not: 

 It is not an implementation of the TPM specification (published by the Trusted 
Computing Group). 

 It is not a software multiplexer/virtualisation of a real TPM security device. 

 It implements a set of selected cryptographic algorithms. 

 The STP does not implement a specific security policy, only the mechanisms. 

 The STP is executed by the main system processor; therefore it has a large 

computation capacity, compared with the TPM security device which has its own 
internal, low performance, processing unit. 

 The STP is not only a cryptographic library. It contains a set of cryptographic 
algorithms used to implement the security services which are also provided to the 
clients as raw cryptographic functions. In this sense, the STP, can be used to 
replace cryptographic libraries in client partitions, but it is not limited to this 
functionality. 
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For further information refer the STP Specification document [4]. 

4.1.2 ITS Services 

 

Figure 5: OVERSEE building blocks related to ITS communications 

Figure 5 illustrates a generic view on the ITS communications related building blocks of 
OVERSEE. It is structured according to the different layers of communication, from 
applications on the top, down to physical communications access. There are interfaces 
between those blocks, which are not visualized in the picture. This work refines the 
Description of building blocks, interfaces and localization of building blocks in [3] for the sake 

of building block selection. 

 

OVERSEE Proof of Concept Use Case 

This is part of the work done in WP5 at a later stage in the project. The selection of Proof of 
Concept use cases will be done in Task 5.1. At this point it is however already defined, that 
an ITS use case will be part of the Proof of Concept and since the OVERSEE platform will be 
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designed to offer ITS communications, it is reasonable to have this subsection targeting ITS 

services. 

 

OVERSEE Runtime Environment 

A general-purpose operating system will be required in between the application and the 
OVERSEE hypervisor. GNU/Linux with an OSGi Framework (e.g. equinox) will fit the OVERSEE 
requirements. 

 

OVERSEE API 

This building block includes all of OVERSEE’s APIs, not only the ITS API. Concerning the ITS 
parts, we will have to define an API based on the available ETSI TC ITS SAP standards. 

 

OVERSEE Hardware Security 

As described in chapter 2.1.2, we will rely on the EVITA HSM for the OVERSEE project. 

 

OVERSEE ITS Facilities 

Prior work in D2.3 [3] introduced the availability of the SeVeCom security architecture for ITS 
communications in OVERSEE. This however will not be a ready-to-use building block, which 
simply could be plugged in, since it will require the integration of the OVERSEE hardware 
security to function properly and it is currently not investigated if the upcoming European 
standards for secure ITS Communications based on [5] will be addressed by this properly. 
Additionally to the security architecture, ITS facilities for e.g. sending and receiving 

cooperative awareness messages will be required. For this, we will have to evaluate the 
features of the SeVeCom architecture in the next WP3 tasks and decide on the progress. 

 

OVERSEE Virtualisation 

The OVERSEE virtualisation building block will be realized with XtratuM as described in 
chapter 3.1.1 

 

OVERSEE Communication Hardware 

We will rely on the VW Mobile Router to access 5.9 GHz ad-hoc communications, as well as 
cellular based and Wi-Fi connections, like described in chapter 2.1.3. 

4.1.2.1 ITS Communications Security Services 

It has to be ensured that the ITS security services offer the set of services defined in [5]. The 
main services are: 

- Enrolment Credentials 
- Authorisation Tickets 
- Security Associations 
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- Single Message Service 
- Integrity Service 
- Replay Protection Services 
- Accountability Services 
- Plausibility Validation 
- Remote Management 
- Report Misbehaving ITS-S 

4.2 Security Services Adaption and Implementation Tasks  

4.2.1 Overview of the Open Issues 

The following tasks are necessary to integrate the listed modules into the OVERSEE Platform 

and furthermore to realize yet non-existing blocks. 

 The functions provided by the HSM LIB cover the functionality needed for the key 
management, crypto functions and certificate handler module. Hence a layer 
processing the incoming requests from the other partitions and using the HSM for 
these requests is needed. This layer has to provide the functionality described in 
[D2.2]; 

o Assure the adherence to access rights of the user partitions. 

o Communicate with the HSM. 

o Manage key and certificate data regarding access rights of the user partitions. 

 An appropriate inter-partition communication protocol for the security services has 

to be integrated into security architecture. This will mainly be a bi-directional 
communication channel for commands/requests among user and security partition 
and a shared memory area for exchanging larger amounts of data chunks. The 
communication channel will mainly link the higher-level EVITA Security Architecture 
blocks in the user partition with the security partition. 

 The deployment of the EVITA Security Architecture has to be rethought. The 
exemplary use case assumes that the access to the I/O modules is in the same 
partition as the security partition. This is not the case in the OVERSEE Design. 
Especially the CCM Module has to be adapted to this design issue. The security 
framework modules are going to be deployed as the view in deliverable D2.3, which 
means that high level functionality will be deployed in the application partition, and 
low level functionality regarding security in the security services partition. 

 The high-level communication stack has to be implemented within the security 

architecture. The CCM Module will provide the needed infrastructure for realizing 
the required communication protocols. 

 The secure storage solution of the security architecture is not thoroughly defined yet. 
Hence it is not clear if the solution proposed in WP2 is efficient and feasible. First 
steps will be to compare the solutions of the EVITA Security Architecture and the 
Secure Trusted Partition architecture and decide for the further implementation 
direction. 
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 The authentication and authorisation mechanisms described in D2.2 have to be 

integrated into the security architecture. The security architecture should provide 
basic functionality for these requirements. The EVITA Security Architecture includes 
modules for authentication. Hence a higher-level block has also to be implemented 
dealing with the authentication-authorization requests and making use of the 
security architecture of OVERSEE. 

 The secure boot solution of the EVITA Security Architecture has to be adapted to the 

virtualized environment of OVERSEE. Eventually the secure boot methods can be 
combined with the approach of the XtratuM Secure Trusted Partition Architecture 
solution. 

 SeVeCom Framework is planned to be integrated into the security architecture of 
OVERSEE, especially for supporting ITS related communication procedures. 

4.2.2 Reuse of Existing Open Source Projects 

In this section existing open source projects are listed which can be used to create a security 
framework parallel to the frameworks mentioned before. The main advantage of the listed 
open source projects is that they rely mostly on widely used standards, are supported by a 
wider community and can provide more suitable solutions for a multi-partitioned system like 
OVERSEE.  

The starting point is to provide a common and widely used interface to the low level security 
functionalities. In our case a PKCS#11 interface would be very appropriate to gain access to 
the HSM functionality. Each partition would include a PKCS#11 library from which the low 
level security functions (key storage, certificate storage, cryptographic functions) can be 
reached. On this layer various solutions can be built or reused. 

For creating a PKCS#11 interface the openCryptoki [11] library can be used. This library has 
to be changed to provide an interface to the security services partition and the functionality 
of the HSM. 

On the PKCS#11 interface various modules can be integrated as the openSSL library [12] or 
the web browser Firefox. 

To provide a centralized authentication and authorization management an LDAP server (e.g. 
openLDAP [13]) could be built on the security services partition. The data on the LDAP server 
can be combined with a PAM solution in the user partitions. The project pam_ldap [14] 
would serve as a good starting point. Another method for invoking the LDAP server data into 
the partitions would be to provide a NSS (Name Service Switch) accessing the LDAP server. 
The nss_ldap project [15] could serve as a starting point. The NSS solution could especially 

serve as authorization check interface as the PAM interface is more restricted for 
authentication validation.  

As a language for authorization and authentication data the XACML [16] format can be used.  

For encrypting storage devices of user partitions many open source encryption modules 
exist. Storage to the user partitions is provided via virtual storage devices which are shared 
with Virtio [6], these storages can be encrypted before they are shared. This could be done 
with DM-Crypt [17]. To ensure security the main key can be stored in the HSM and 
forwarded to DM-Crypt over a function call without storing the key on the local storage. 
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Secure boot can be provided with trusted grub [18]. In the proof of concept the integration 

of the HSM will most probably not allow a secure access during the boot process. A solution 
for this would be to use the TPM chip on the hardware platform until a secure and 
functioning system state is reached and invoke the secure boot capabilities of the HSM after 
this stage. 

In general the projects mentioned above are FOSS (free and open source software) projects 
and run on Linux variant OS’s. To provide the functionality to non-supported OS (e.g. OSEK 
OS) an extra interface at the security partition is needed to accept requests and forward 
them to the security services. 
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5 Conclusion 

In this document existing building blocks for the specified architecture of OVERSEE were 
introduced. Moreover, the document tried to list the open issues and adaptation tasks of the 
existing building blocks for the integration into the OVERSEE platform. In this point the 
reader should be aware that many issues will probably arise in the implementation stage 
and therefore the list of adaptation tasks listed here is probably only a part of the tasks. 
Furthermore, we also listed the non-existing blocks for which we haven’t found an existing 
building block and have to be implemented from scratch. 

Table 2 summarizes the most important results of D3.1. 
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OVERSEE Building 
Block 

Existing Solution Comments 

1. 1 Hardware Platform Kontron 
NanoETXexpress 

 

2. 2 Hardware Security 
Module 

EVITA HSM Ethernet connection needed. 

3. 3 Communication 
Devices –  

2G/3G, Wi-Fi, ITS 
5.9GHz 

VW Mobile Router Some extra driver facility needed 
for full control on module. 

4.  Communication 
Devices provided by 
the Kontron 
baseboard 

CAN, USB, Ethernet, 
RS232 

 

5. 4 Hypervisor XtratuM Working and ready for x86. Minor 
adaptations needed for 
scheduling, auditing, problem 
management. 

6. 5 Runtime 
Environments 

Linux Kernel Linux kernel 2.6.30.5 ported for 
XtratuM. Investigation on OSEK 
and Linux variant OS’s still 
ongoing. 

7. 6 Secure I/O 
Management 

- Investigation still ongoing 

8. 7 Security Services HSM LIB, EVITA Security 
Architecture, STP,  
open source solutions 
 

Existing architectures have to be 
deployed in a proper way. Also a 
management layer for the HSM is 
needed. For the integration of the 
open source components overall 
system architecture is needed. 
Especially integrating a PKCS#11 
interface in a multi-partitioned 
system will bring some 
challenges.   

9. 8 ITS Communication SeVeCom SeVeCom has to be modified and 
integrated into the security 
architecture of OVERSEE. 

Table 2: Summary of selection of existing building blocks. 
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