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Abstract 

This deliverable focuses on the following aspects of the optimal carpooling problem: 

1. Given an initial matching, determine local conditions whose correctness implies that this initial 

matching does not differ from the optimal one by more than a given threshold. 

2. Devise fast "incremental" algorithms which, if the local conditions fail, can be used to quickly 
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recover the optimal carpooling scheme from the previous optimal solution, instead of "starting 

from scratch". 

3. Theoretical study of the carpooling problem in the general case, when the agent population is not 

divided a-priori into "drivers" and "passengers", and when a driver may, generally, take more than 

one passenger. We have proved that this problem is NP-hard. 

4. Theoretical study of the carpooling problem when a-priori the “drivers” are known, and they can 

take more than one passenger in their vehicles, according to their capacity. We showed this 

problem can be deduced  to the  bipartite graph matching problem. 

Since all variants of the agent carpooling problem are computationally demanding (even the basic problem 
we addressed, in which the drivers are pre-set and each can take only one passenger, cannot be accurately 
solved for millions of agents), we have developed and tested approximation algorithms for these problems, 
based both on classical graph matching algorithms, and also iterative algorithms to solve linear programming 
problems whose solution is equivalent to solving the carpooling problem. 

Copyright 

This report is  DATASIM Consortium 2012. Its duplication is restricted to the personal use within the 
consortium and the European Commission. 
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1 Theoretical Contributions to Car Pooling 

Car pooling is a scheme according to which several drivers share a common vehicle simultaneously, in order to 

reach common, or nearby destinations. The advantages of carpooling are multiple: it decreases the number of 

cars on the roads, thus decreasing traffic congestion, vehicle emissions, and noise. It saves fuel, time, parking 

Tstress in driving to work. The car pooling problem has been approached from diverse, points of view, see [2, 3]. 

The main challenge is how to match between people to share a ride, and to decide who picks up whom with their 

vehicle, so that it will be worthwhile both for the driver and all the passengers. Even if we assume that every 

driver can pick up at most one other passenger, the problem is challenging. We propose here new, simple 

formulations of the problem, proving that some are NP-complete, and others tractable. 

In [6, 7] an automatic service for carpooling is described. People register their periodic trip executions  (PTE), 

these are periodic trips, where the base period is typically one week. Each PTE contains detailed information 

about the trip such as origin and destination of the trip, earliest and latest departure and arrival times, the 

maximal detour distance acceptable, and the capacity of the car (except for the driver), if it is available. In 

addition, each PTE also contains registration information 

of the person such as age, gender, educational level, special interests (like music type preferences), job category, 

driver license availability, etc. The system suggests to individuals to share a car based on the details of the their 

trips, as well as their registration information. The assumption is that continued successful cooperation between 

people requires some level of similarity. After the system makes its suggestions, together with appropriate 

financial incentives for the driver, the individuals evaluate the proposed carpool, negotiate it, and possibly agree 

to cooperate. Once the individuals have shared a trip, they can evaluate each other (e.g. was the driver/passenger 

punctual?  Did the driver obey traffic rules? Was the vehicle comfortable?) and give feedback to the system, for 

consideration in future trips. 

The model we use is a weighted directed graph, as in [6]. Each vertex corresponds to a PTE, and x and y are 

joined by a directed edge (x, y ) if and only if it is a feasible possibility that the owner of  PTE x  will execute the 

trip by riding in the vehicle used by the owner of PTE y . The weight of edge (x, y ), denoted by w(x,y),  is the 

estimated probability for the negotiation between x  and y  to succeed. This probability takes into account the 

information related to both PTE’s x and y , as well as registration information 

and feedback. Each driver y also has a capacity c(y)   - denoting the maximum number of people that y can take 

in his vehicle, not including himself. We identify between a driver and his vehicle.  

From now on, we will refer to drivers and passengers. Each vertex can be a potential driver, or a passenger that 

will ride with some other driver. We allow a vertex to be only a passenger, and not a driver (for example, if that 

person does not own a car, or has no driving license).  

 

See figure 1: 
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Figure 1: Graph Definition 

 

We consider eight different scenarios which correspond to eight different problems. These scenarios come from 

the following three independent questions: 

Q1: Are the drivers known in advance, or, do we have to decide who is going to take his/her vehicle?  

In the first case, we are trying to match between the passengers and the drivers under the capacity constraint of 

each driver. In the second, we have to decide on who the drivers are, as well as who they take in their vehicles. 

 

Q2: Do we define the weight w(x,y) as a real number in the range (0,1), or as an integer in the range {0,1}? In 

the first case, w(x,y) denotes the probability of the negotiation success that x rides in y’s vehicle, and in the 

second, we are looking at a discrete value, is it feasible that x rides with y, or not? If w(x,y)=0 then there is no 

directed edge between x and y. Since only high probability edges are considered, it is worth while looking only 

at the discrete 0/1 model. 

 

Q3: Do we allow each potential driver to take only one extra passenger in his vehicle, or a larger number of 

passengers, depending on the size of his vehicle? 

 

These three questions are independent of each other, and they give rise, therefore, to 2x2x2=8 different 

scenarios. We summarize these scenarios in Figures 2 and 3 below:  
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Known Drivers Unknown Drivers 

0/1 Capacity Maximum Bipartite matching 
Maximum matching in general 
graphs 

General Capacity 
Can be reduced to max. bipartite 
matching NP-hard (even for capacity 2) 

   

 

Figure 2: 0/1 Edge Weights 

 

      

   

   

   

   

 

Known Drivers Unknown Drivers 

0/1 Capacity 
Maximum Weighted Bipartite 
Matching (assignment problem) 

Maximum weighted matching in 
general graphs 

General Capacity 
Can be reduced to max. weight 
bipartite matching NP-hard (even for capacity 2) 

 

Figure 3: General Edge Weights 

 

The most general problem is the case where the drivers are unknown, their vehicle capacity can be more than 

one, and the edges are weighted. It can be described by an integer LP –see section 2 in “Optimal Assignment for 

Carpooling” (attached), or by a star partition problem – see section 3 of “Optimal Assignment for Carpooling” 

(attached). It is shown in section A3 that this problem is NP-hard, even when the capacities are one and two, and 

when the graph is un-weighted. In these cases, we will run quick efficient heuristics, which run in a reasonable 

time and find solutions which are ‘good enough’. We will discuss these heuristics in Section 2. 
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Assume now that the capacity of every driver is zero or one. Then whenever we have a cycle of length 2, (i.e. 

edges (x,y ) and (y,x) in the graph), we may, without loss of generality, remove the smaller weight edge (or 

arbitrarily one edge, if they are of equal weight), and remain with a directed graph with no 2-cycles. The 

problem is then reduced to finding a maximum weight matching (or maximum matching in the un-weighted 

case) in a general graph. These problems are well known and have solutions with algorithmic complexity 𝑂(𝑉3) 

and 𝑂(√𝑉𝐸), respectively. For graphs with thousands of vertices the computing time is too large, and these 

algorithms are not practical. We will therefore implement heuristic algorithms, and incremental algorithms 

which we describe in Section 2. 

 

We have seen that when the drivers are not known, the problems are intractable, except for the “easy” cases 

where every vehicle can hold at most one passenger, in addition to the driver.  

Assume now that the set of drivers is known. All edges in the original graph connecting two passengers, or two 

drivers are not relevant, and can be deleted. Hence, in this case the graph is reduced to a bipartite graph 𝐺 =

(𝑋 ∪ 𝑌; 𝐸) where X denotes the set of passengers, or non-drivers, and Y denotes the set of drivers. We would like 

to match as many vertices in X to Y under the capacity constraints of the vertices in Y. When the graph is 

weighted we would like to maximize the total weight of the matched edges. We remark that when the capacities 

of the vertices in Y are greater than one, it is not a matching we are looking for, but a (𝑔, 𝑓)- factor. (See section 

3.2 in “Optimal Assignment for Carpooling” (attached)). This problem can be reduced to a matching problem by 

multiplying each vertex in Y  by its capacity, and adding the necessary edges. The matching problem in bipartite 

graphs can be solved in 𝑂(√𝑉𝐸). In the weighted case, the problem is also known as the “assignment problem”, 

and can be solved in 𝑂(𝑉2 log 𝑉 + 𝑉𝐸). These complexities do not allow us to run the algorithm on very large 

graphs, hence heuristics and incremental algorithms are desirable. 

  

2 Heuristics  
 

2.1 Greedy Heuristics 

 

The greedy heuristics for finding a maximum weight matching in a graph (bipartite, or general) is as follows: 

Greedy Matching 

1. Sort the edges in E in decreasing order of weights. 

2. 𝐸′ ←  𝐸, 𝑀 ← ∅ 

3. While E' is not empty  

3.1. Let 𝑒 = (𝑥, 𝑦) be the first edge in E'. 

3.2. 𝐸′ ← 𝐸′\{𝑒; 𝑒 ℎ𝑎𝑠 𝑎𝑛 𝑒𝑛𝑑𝑝𝑜𝑖𝑛𝑡 𝑖𝑛 𝑥 𝑜𝑟 𝑦}  

3.3. 𝑀 ← 𝑀 ∪ {𝑒} 

4. Return M    
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Complexity: 

The complexity of the greedy matching algorithm is the same as the complexity of sorting the edge weights, i.e. 

𝑂(𝐸 𝑙𝑜𝑔𝐸). If the graph is un-weighted (i.e. edge weight 0 or 1), then the greedy matching runs in time 𝑂(𝐸).  

 

Performance: 

Theoretically, the weight (or cardinality) of the greedy matching algorithm is at least half the weight (or 

cardinality) of the optimal matching, where equality can occur. This can be easily proved, since in the worst 

case, every edge picked by the greedy algorithm destroys two edges of the optimal solution. 

 

The surprising fact is that when random graphs were generated, with random weights according to a normal 

distribution, the greedy heuristics performed extremely well! 

The ratio of the greedy algorithm to the optimal algorithm was on average better than 0.96! 

 

Data Generation: 

1000 random bipartite graphs were generated, each graph of size 500 by 500 vertices with 10% edge density. 

The data was divided into 25 files where each file contains 40 graphs (489 MB totally). The results are given in 

table 3 below. When the density was changed, similar results were found.  
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Figure 4: Accuracy Histogram Greedy/K-M, 10% edge density 

 

 
In another experiment, additional 1000 graphs were generated, each graph of size 250x250 vertices with 50% 

edge density. The results were even better, with an average accuracy better than 0.975.  See Table 4 below: 
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Figure 5: Accuracy Histogram Greedy/K-M, 50% edge density 

2.2 Incremental Algorithms 
 

We assume here that we have an optimal, or close to optimal solution to the matching (or weighted 

matching) problem in a given bipartite graph G = (V, E). Suppose a small fraction of the edges change. 

They can appear, or disappear, or their edge weight may change. We call the new graph the 

“perturbed graph – G’ ”. We address the following problems: 

 

a) Can we estimate how far the solution of the new, perturbed graph is from the solution of the 

original graph? 

b) Can we quickly find an accurate solution to the perturbed graph, based on a solution to the 

original graph? (without starting the computation from “scratch”) 

c) Can we quickly find an estimated solution to the perturbed graph, using the solution to the 

initial graph, and can we estimate how far we are from an accurate solution? 

 

We address these three questions below. 

In “A Bound on the Perturbed Approximation of a Maximum Matching” (attached) we give an answer to 

problem (a) above. We use the fact that a feasible solution to the dual LP (as in “A Bound on the 

Perturbed Approximation of a Maximum Matching” (attached))  is always an upper bound to a feasible 

solution of the primal LP. Once we are given a perturbed graph, we need to find a new feasible 

solution to the dual LP, i.e. a feasible covering, and this will be an upper bound to the primal problem.  

 

To address problem (b) we use the Kuhn-Munkers algorithm. Assume we are given a maximum 

weight matching and a minimum weight covering of G. This can be found using any graph–theoretic 

algorithm (like the K-M algorithm), or by solving the LP described  in “A Bound on the Perturbed 

Approximation of a Maximum Matching” (attached). We now update the covering so it will be feasible 

for the new perturbed graph G’. Once we have an updated covering of G’, we update the “equality 
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subgraph” (as in the K-M algorithm), and continue running the K-M algorithm until an optimal solution 

is found. The results that we got, showed a significant improvement in the running time, compared to 

the running time of the algorithm “from scratch”.  

 

We give in The Appendix the original K-M algorithm, and we list below three versions of Incremental 

K-M algorithm: The algorithms use a routine GetMaxMatchAndMinCover(𝑀, 𝐺) which finds a maximum 

cardinality matching and a minimum covering in a graph G, given some feasible matching M. 

 

2.2.1 Incremental Kuhn-Munkers (IKM) version 1 (basic) 

Given: 

 Bipartite ‘perturbed’ graph 𝐺 = (𝑋 ∪ 𝑌; 𝐸) 

 Weight function   𝑤: 𝐸 → ℝ+,   0 ≤ 𝑤(𝑒) ≤ 1  

𝑀0, 𝐶0   A max weighted match and min weighted cover, respectively corresponding to the 

original, ‘unperturbed’ graph. 

Run:  

1. Build full graph: 𝐺′(𝑋 ∪ 𝑌; 𝐸′) 

𝐸′ = 𝐸 ∪ {(𝑥, 𝑦): 𝑥 ∈ 𝑋, 𝑦 ∈ 𝑌, (𝑥, 𝑦) ∉ 𝐸} 

2. ∀𝑒 ∈ 𝐸′:   w'(e) = {
𝑤(𝑒),          𝑒 ∈ 𝐸

0,          𝑒 ∈ 𝐸′\𝐸
 

3. Initialize feasible cover: 𝐶: 𝑋 ∪ 𝑌 → ℝ+ 

a. ∀𝑥 ∈ 𝑋: 𝐶(𝑥) = 𝐶0(𝑥) + max{𝑤′(𝑥, 𝑦) − 𝐶0(𝑥) − 𝐶0(𝑦)| 𝑦 ∈ 𝑌} 

b. ∀𝑦 ∈ 𝑌: 𝐶(𝑦) = 𝐶0(𝑦) 

4. Initialize equality subgraph:   G''(X' ∪Y'; E'') 

𝐸′′ = {(𝑥, 𝑦) ∈ 𝐸′: 𝑤′(𝑥, 𝑦) = 𝑐(𝑥) + 𝑥(𝑦)} 

𝑋′ = {𝑥 ∈ 𝑋: ∃𝑦, (𝑥, 𝑦) ∈ 𝐸′′} 

𝑌′ = {𝑦 ∈ 𝑌: ∃𝑥, (𝑥, 𝑦) ∈ 𝐸′′} 

5. Initialize feasible matching:  𝑀 ← 𝑀0 ∩ 𝐸′′ 

6. 𝑀, 𝐶′ ← GetMaxMatchAndMinCover(𝑀, 𝐺′′) 

7. While |𝑀| < min {|𝑋|, |𝑌|} do 

7.1 min slack:  𝑚𝑠 ← min {𝑐(𝑥) + 𝑐(𝑦) − 𝑤(𝑥, 𝑦): 𝑥 ∈ 𝑋, 𝑦 ∈ 𝑌, 𝑥 ∉ 𝐶′, 𝑦 ∉ 𝐶′} 

7.2 for each 𝑥 ∈ 𝑋\𝐶′ do 

7.2.1 𝐶(𝑥) ← 𝐶(𝑥) − 𝑚𝑠 

7.3 for each 𝑦 ∈ 𝑌 ∩ 𝐶′ do 

7.3.1 𝐶(𝑦) ← 𝐶(𝑦) + 𝑚𝑠 
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       7.4 update G'' as in 4 

      7.5 𝑀, 𝐶′ ← GetMaxMatchAndMinCover(𝑀, 𝐺′′) 

8.  Return M,C as max weighted match and min weighted cover 

2.2.2 Incremental Kuhn-Munkers (IKM) version 2  

 

In this version, we update the cover only on a set of vertices 𝑆 ⊆ 𝑋, which are incident to the 

“perturbed” edges.   

Given: 

 Bipartite ‘perturbed’ graph 𝐺 = (𝑋 ∪ 𝑌; 𝐸) 

 Weight function   𝑤: 𝐸 → ℝ+,   0 ≤ 𝑤(𝑒) ≤ 1  

𝑀0, 𝐶0   A max weighted matching and min weighted cover, respectively, corresponding to the 

original, ‘unperturbed’ graph. 

𝐸0  - the set of edges whose weight has changed 

Run:  

 1, 2 the same as IKM version 1 

3. Initialize feasible cover: 𝐶: 𝑋 ∪ 𝑌 → ℝ+ 

a. 𝑆 ← {𝑥 ∈ 𝑋 | ∃𝑦 ∈ 𝑌: (𝑥, 𝑦) ∈ 𝐸0} 

b. ∀𝑥 ∈ 𝑆: 𝐶(𝑥) = 𝐶0(𝑥) + max{𝑤′(𝑥, 𝑦) − 𝐶0(𝑥) − 𝐶0(𝑦)| 𝑦 ∈ 𝑌} 

c. ∀𝑦 ∈ 𝑌: 𝐶(𝑦) = 𝐶0(𝑦) 

4-8 the same as IKM version 1 
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2.2.3 Incremental Kuhn-Munkers (IKM) version 3  

 

Another improvement for step 3 is to check which side (X or Y) is better for updating the cover. We 

update on the side that gives a smaller increase in the covering.   

 

 1, 2 the same as IKM version 2 

3. Initialize feasible cover: 𝐶: 𝑋 ∪ 𝑌 → ℝ+ 

a. 𝑆 ← {𝑥 ∈ 𝑋 | ∃𝑦 ∈ 𝑌: (𝑥, 𝑦) ∈ 𝐸0} 

b. ∀𝑥 ∈ 𝑆: 𝐶𝑥(𝑥) = 𝐶0(𝑥) + max{𝑤′(𝑥, 𝑦) − 𝐶0(𝑥) − 𝐶0(𝑦)| 𝑦 ∈ 𝑌} 

c. ∀𝑦 ∈ 𝑌: 𝐶𝑥(𝑦) = 𝐶0(𝑦) 

d. 𝑇 ← {𝑦 ∈ 𝑌 | ∃𝑥 ∈ 𝑋: (𝑥, 𝑦) ∈ 𝐸0} 

e. ∀𝑦 ∈ 𝑇: 𝐶𝑦(𝑦) = 𝐶0(𝑦) + max{𝑤′(𝑥, 𝑦) −  𝐶0(𝑥) − 𝐶0(𝑦)| 𝑦 ∈ 𝑌} 

f. ∀𝑥 ∈ 𝑋: 𝐶𝑦(𝑥) = 𝐶0(𝑥) 

g. 𝑖𝑓 𝑤(𝐶𝑥) < 𝑤(𝐶𝑦) 𝑡ℎ𝑒𝑛 𝐶 ← 𝐶𝑥 𝐸𝑙𝑠𝑒 𝐶 ← 𝐶𝑦 

4-8 the same as IKM version 2 

3 Data Generation and Results 

25 basic graphs were generated randomly, each graph of size 400 by 400 vertices with  20% edge density. The 

data was divided among 25 files, each file contains a sequence  of 40 iterations, (‘generations’) each iteration 

differs from the previous one by changing the weight of 5% of the edges.  

3.1 Execution I 

We implemented and ran a version of KM ver. 1 and IKM ver1. The test took 4:10 hours on a medium 

performance PC. All other processes were shut down in order to obtain more accurate insight into the 

performance of the algorithms. 

3.2 Results I 

Comparing the average runtimes, IKM ran  30% of the run time compared to the K-M algorithm. The Figure 

below shows the average runtime along 25 incremental series for both KM and IKM . The X- axis denoted the 

number of incremental graph generations. The second figure shows the runtime ratio (IKM/KM).  
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Figure 6: Average runtime of K-M incremental and K-M 

 

Figure 7: Runtime ratio K-M incremental and K-M 

Note: We see that in the first generation (when the “perturbed” graph equals the “unperturbed” graph), IKM and 

KM perform the same. Starting from the second generation, IKM’s CPU time is only 20% of KM’s CPU time. 

However, this ratio is getting worse as the generation number increases.   
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3.3 Execution II 

We implemented IKM3 ver.3 with the same data from Execution I, and compared it to KM ver2. The test took 

about 3:30 hours on a medium-performance PC.  

 

3.4 Results II 

Comparing the average runtime, IKM ver.3 showed improved performance by consuming on average 36% of 

KM ver.2 runtime. The next figure shows the average runtime along 25 incremental sequences for both KM 

ver.2 and IKM ver.3. The following figure shows the runtime ratio (IKM/KM): 

 

 

Figure 8: Average runtime of K-M inc. V3 and K-M V2 

Note: When comparing the runtime of Execution II to Execution I we see that IKM v.3 has no significant 

improvement compared to IKM v.1 except in few generations. However, KM v.2 performs better than KM v.1. 

In Execution I, KM v.1 runtime in seconds was almost bound in the interval [5,17] while KM v.2 could be bound 

in the interval [4,15].  Due to this fact, the improvement in performance in Execution II was worst than 

Execution II considering the average runtime ratio (IKM/KM) which had increased from 30% to 36%. 
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Figure 9: Runtime ratio K-M inc. V3 and K-M V2 

3.5 Execution III 

In this execution we use different data.  Here we apply weight change on 20% of the existing edges, instead of 

5%  as was used in Execution I and II.  Besides, we use only 15 graph series instead of 25, this took about 5:00 

hours on a medium-performance PC. The goal was to examine the influence of bigger differences between 

subsequent graphs on the runtime improvement factor (IKM/KM). 

 

3.6 Results III 

When comparing the average runtime we found: 

 In the short term i.e. generation 2 to 5, IKM ver.3 CPU run time was 81% of KM ver.2 CPU runtime.  

 In the mid-term i.e. generation 6 to 12, IKM ver.3 IKM ver.3 CPU run time was 102% of KM ver.2 

CPU runtime (almost similar runtime). 

 In the long term i.e. generation 13 to 40, we can obviously see that in every generation, the IKM ver.3 

runtime was worst than regular KM ver.2. On average, IKM ver.3 consumed 129% of KM ver.2 

runtime. 

These results are not surprising, since the perturbed graphs are considerately different than the original graph, 

especially when the generation increases beyond 5, hence the incremental K-M does not save time relative to the 

K-M algorithm. 

 

To address problem (c) we are looking, for a very efficient algorithm that approximates a maximum weight 

matching in the perturbed graph, based on a matching and covering of the original graph. One way of doing that 
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is by stopping the IKM iteration (step 7) before it converges to the optimal solution. This can be done in several 

ways: 

(a) By limiting the number of iterations by a constant number 

(b)  For a given accuracy threshold 0 ≤ 𝑡 ≤ 1, we stop the iterations when we have a matching M (not 

necessarily one that saturates all of X ), and a covering C, such that 𝑤(𝑀)/𝑤(𝐶) ≥ 𝑡. Note that 

when 𝑡 = 1 we have 100% accuracy and IKM reaches an optimal solution. 

(c) Another approach is to limit the number of iterations in the routine GetMaxMatchAndMinCover(M, G) 

so it returns a better matching than M, but not necessarily an optimal one. 
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5 Appendix 

 

5.1 Kuhn-Munkers Algorithm: 

 

Given: 

 Bipartite graph 𝐺 = (𝑋 ∪ 𝑌; 𝐸) 

 Weight function   𝑤: 𝐸 → ℝ+,   0 ≤ 𝑤(𝑒) ≤ 1  

 

Kuhn-Munkers  

1. Build full graph: 𝐺′(𝑋 ∪ 𝑌; 𝐸′) 

                                 𝐸′ = 𝐸 ∪ {(𝑥, 𝑦): 𝑥 ∈ 𝑋, 𝑦 ∈ 𝑌, (𝑥, 𝑦) ∉ 𝐸} 

2. ∀𝑒 ∈ 𝐸′:   w'(e) = {
𝑤(𝑒),          𝑒 ∈ 𝐸

0,          𝑒 ∈ 𝐸′\𝐸
 

3. Initialize cover: 𝐶: 𝑋 ∪ 𝑌 → ℝ+ 

a. ∀𝑥 ∈ 𝑋: 𝐶(𝑥) = min{𝑤′(𝑥, 𝑦) | 𝑦 ∈ 𝑌} 

b. ∀𝑦 ∈ 𝑌: 𝐶(𝑦) = 0 

4. Initialize empty match:  𝑀 ← {} 

5. Initialize Equality sub graph:   G''(X'∪Y'; E'') 

𝐸′′ = {(𝑥, 𝑦) ∈ 𝐸′: 𝑤′(𝑥, 𝑦) = 𝑐(𝑥) + 𝑥(𝑦)} 

𝑋′ = {𝑥 ∈ 𝑋: ∃𝑦, (𝑥, 𝑦) ∈ 𝐸′′} 

𝑌′ = {𝑦 ∈ 𝑌: ∃𝑥, (𝑥, 𝑦) ∈ 𝐸′′} 

6. 𝑀, 𝐶′ ← GetMaxMatchAndMinCover(𝑀, 𝐺′′) 

7. While |𝑀| < min {|𝑋|, |𝑌|} do 

7.1 min slack:  𝑚𝑠 ← min {𝑐(𝑥) + 𝑐(𝑦) − 𝑤(𝑥, 𝑦): 𝑥 ∈ 𝑋, 𝑦 ∈ 𝑌, 𝑥 ∉ 𝐶′, 𝑦 ∉ 𝐶′} 

7.2 for each 𝑥 ∈ 𝑋\𝐶′ do 

7.2.1 𝐶(𝑥) ← 𝐶(𝑥) − 𝑚𝑠 

7.4 for each 𝑦 ∈ 𝑌 ∩ 𝐶′ do 

7.3.1 𝐶(𝑦) ← 𝐶(𝑦) + 𝑚𝑠 

       7.4 update G'' as in 5 

      7.5 𝑀, 𝐶′ ← GetMaxMatchAndMinCover(𝑀, 𝐺′′) 

8.  Return M,C as maximum weighted match and min weighted   cover 



 
 

21 

  

Project funded by the European Community under the Information and Communication Technologies 
Programme - Contract ICT-FP7-270833 

 

5.2 Kuhn-Munkers (KM) version 2 

The improvement that we applied on IKM version 3 can be applied to step 3 of the KM algorithm; i.e. 

we check which side (X or Y) is better for initializing a feasible cover.  

 1, 2 the same as version 2 

3. Initialize feasible cover: 𝐶: 𝑋 ∪ 𝑌 → ℝ+ 

a. ∀𝑥 ∈ 𝑋: 𝐶𝑥(𝑥) = max  {𝑤′(𝑥, 𝑦)| 𝑦 ∈ 𝑌} 

b. ∀𝑦 ∈ 𝑌: 𝐶𝑥(𝑦) = 0 

c. ∀𝑦 ∈ 𝑌: 𝐶𝑦(𝑥) = max  {𝑤′(𝑥, 𝑦)| 𝑥 ∈ 𝑋} 

d. ∀𝑥 ∈ 𝑋: 𝐶𝑦(𝑦) = 0 

e. 𝑖𝑓 𝑤(𝐶𝑥) < 𝑤(𝐶𝑦) 𝑡ℎ𝑒𝑛 𝐶 ← 𝐶𝑥 𝐸𝑙𝑠𝑒 𝐶 ← 𝐶𝑦 

4-8 the same as KM version 1 


