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1. Overview    

This document describes the identified solution to implement a web hosting infrastructure capable of serving
a website that has a large number of users concentrated in a very short time interval. This is what happens
some minutes, or tens of minutes, before the start of the web broadcasting of a live event; an astronomical
live event for GLORIA. The initially envisaged P2P solution (see R.1) for delivering the static website
content has proven too complex and not particularly efficient for the aim of the project. We have instead
implemented and tested a more classical distributed web-server, both on geographically localized and cloud
distributed server. All the document content has been elaborated by the partners of the GLORIA project,
which means “GLObal Robotic-telescopes Intelligent Array for e-Science”. This project is funded by the
European Union 7th Framework Programme FP7/2007-2013) under grant agreement no. 283783.

2. Back-end

2.1 Web server

2.1.1 Objective

We aim at identifying the best available web server(s) suitable at implementing the two main objectives of
GLORIA WP9: 1. building a P2P distributed archive system for images and data produced by the project,
and 2. implementing a web hosting software able to broadcast live astronomical events on the web using
only the resources made available by the GLORIA subscribers worldwide. The second point can be split into
2 sub-components: the first is in charge of delivering the web page content (HTML, JS, CSS, images), the
second will take care of delivering the live video streaming and eventually other non static content, like
photos or web users chat. In this document we will only consider the management of the static content of the
website.

Let’s briefly recall the typical tree structure of a P2P server. It is based on an event-driven (asynchronous)
architecture where the content of a web page is “pushed” by nearby nodes to the underlying nodes in a
hierarchically defined structure. Only servers implementing modern and effective event-driven architecture
with a lightweight footprint will be considered. A large variety of devices can be considered as potential
hosts, from multi-core server-rack machines to portable devices. However when small, static content is all
what is required to be delivered to the clients, this architecture would imply an unnecessary complexity and
the amount of data actually involved would be very large, when compared to the that contained in the web
page itself.

In terms of performance, web servers are benchmarked for figures like number of requests per second they
can serve as a function of the number of simultaneous connections, or the RAM/CPU usage again as a
function of the number of clients. However, some performance figures are not web server dependent but only
reflect the limitation of the infrastructure they are connected to. A typical one is the internet bandwidth that a
single device has access to. Possible ways to mitigate these restrictions involve the usage of several
machines, real or virtual. Distributing the requests among local network machines (IP direct routing in a local
network) will reduce the resource requirements on the single machine, whereas geographically expanding the
server (IP tunneling toward external networks) will enlarge the instantaneous data rate of the server. This
together with a keep-alive process that checks the machines status, is able to guarantees a high availability
level of the server.

2.1.2 Alternatives

Only cross-platform open source servers were considered. The following candidate servers have been
investigated:

● Nginx (nginx.org)
● Lighttpd (lighttpd.net)

 http://gloria-project.eu 5/13



DEL-081 02, February 7th, 2014 Peer-to-peer web hosting software

● Cherokee (cherokee-project.com)
● Apache (apache.org)
● G-Wan (gwan.com)
● Mongoose

Mongoose has very small footprint and embeddable code could be useful in portable devices. On the other 
hand, G-Wan is very well suited to run on multi-core machines. It outperforms the others servers on these 
machines and then it is a good candidate for the high-end nodes of the GLORIA network.
After a more detailed investigation about the capabilities of these server, we have installed and tested on our
distributed server: Nginx, Apache, G-Wan, Node. The last is a custom made web-server based on node.js
(nodejs  .  org).

2.1.3 Performance test

Several benchmarks exist in order to evaluate servers performance and reliability. Custom version can also
be easily implemented in order to test only particular capabilities or features of a given web server. In fact, in
order to evaluate the performance of the GLORIA “live” web-server architecture, we must put priorities on
the various involved figures.
The reference architecture we must keep in mind is that with a reasonable number of nodes involved in the
network, each of which is possibly serving a fraction of the clients. For example, while in a P2P
infrastructure it is not that important to consider a large number of concurrent connections, for a cloud
system with a limited number of nodes it is critical. In fact it is likely that the data transfer bandwidth of the
device attached to the Internet will become the bottleneck limiting the number of simultaneous connections.
Of course the robustness of the nodes involved must be considered critical too.

In order to guarantee high availability of the web server during a live astronomical event (actually soon
before the start), and with in mind the mentioned parameters for performance evaluation, we investigated
publicly available benchmark tools to investigate the above listed web servers. Possible web server
benchmark program we considered are:

● ApacheBench  (http  ://  httpd  .  apache  .  org  /  docs  /2.2/  programs  /  ab  .  html)
● Weighttp (https  ://  github  .  com  /  lighttpd  /  weighttp)
● Siege (http  ://  www  .  joedog  .  org  /  siege  -  home  /)

We finally used ApacheBench and Weighttp.

As we’ll see below, by using standard and manual tests, it is clear that even the most popular server, Apache,
would be suitable to our aim. It is very robust and very suitable for a typical web server but it requires
significant hardware resource. Moreover, from the tests available on the web, it appears that it is not capable
to manage efficiently a large number of concurrent connections. On the other hand, both Nginx and G-Wan
are expected to accomplish very well the task. From the results reported below, we see that all the servers are
equally suitable to serve the GLORIA live events web page and for the time being we consider them equally
good choices.

2.2 Caching

This section covers the back-end techniques in order to speed up the requests from end-users accessing the
GLORIA website during the live webcast of the scheduled astronomical events.

2.2.1 HTTP caching

As described in RFC 2616, the HTTP protocol of version 1.1 was carefully designed with caching
requirements in mind. To fully leverage the benefits of web content caching techniques, it is important to
thoroughly understand the key principles on which it is based on. In particular HTML5 introduced the
Application and Data Storage mechanisms. Application cache allows a web application to be cached, and
accessible without an internet connection. It gives an application the possibility to run even in case Internet is
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not accessible (offline) and it reduces the load on the server side because recurrent data are read from the
local cache (memory or file); only the changed or added parts are reloaded.
A second feature of HTML5 storage is the ability to provide a local cache for data generally on the server,
but not subject to frequent changes. By taking advantage of HTML5 storage, it's possible to pull down data
and cache it locally so that future interaction with the data doesn't require re-downloading it. Like for the
Application case, HTML5 Data storage will download the parts of the data that change, rather than
repeatedly downloading the entire data set, including the unchanged portions. Data can be stored in two
different ways: LocalStorage and SessionStorage. The first of these is designed as a long-term storage
mechanism for data that spans sessions and time, and provides a mechanism for longer-term storage of data.
In contrast, SessionStorage is only persistent for the life of a particular user session. These two mechanisms
are both of interest for the aim of a live event oriented web server. In fact a HTTP client requesting particular
object over an HTTP protocol could be satisfied either directly from the HTTP server it has requested or
from the caching facility. To provide the client with up-to-date content and to lower the contention of the
HTTP server at the same time, the server can define how long the content is valid and in which manner the
client or intermediate caching facility can use it for caching purposes.

Expires response header

The Expires response header provides the information about how long the content is valid for cache. After
the specified time, caching facility is required to check the server back for fresh content. From the server
perspective, there is a possibility to specify the Expires header in a number of ways. Most common of them
is setting of absolute time to expire, a time based on the last client access time and, finally, a time based on
the last time the content was modified on the server.

The only value being valid for the Expires header is a HTTP date in Greenwich Mean Time (GMT). Values
in different format indicate the content as non-cacheable. An example of the Expires header is shown below:

Expires: Thu, 31 Jan 2013 13:59:23 GMT

Cache-Control response headers

To further extend the possibilities and control of caching mechanisms placed between the HTTP client and
server, the HTTP protocol version 1.1 added a new class of headers called Cache-Control, so the content
publishers have an option to better specify their intent related to its caching, such as, for example:

● max-age=[seconds] – provides maximum amount of time for which the content is considered as
fresh.

● s-maxage=[seconds] – similar to previous one, but only for proxy caches.
● public – indicates that authenticated content is fully cacheable.
● private – indicates that authenticated content is cacheable only on client (e.g. in a browser).
● no-cache – caching is disabled for particular response; valid content can be obtained only from a 

new request.

When both Expires and Cache-Control headers are returned from server, Cache-Control header has a priority.
To maximize the effects provided by HTTP caching mechanisms, it is recommended to maximize the time 
for which the content is valid, up to several months, even whole year. In situations when there will be a need 
to change the particular content in a web page, it is advisable to embed a version number into the resource 
URL so that the resource could be easily changed without need to invalidate the previous version of it.

2.3 Distributed web hosting

2.3.1 Objective

In order to extend compatibility among software solutions within the GLORIA network, a distributed
network for web hosting is proposed. The idea behind this approach is to provide a resilient infrastructure for
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the GLORIA website that holds the live webcast of astronomical events. At the start of this work, we had in
mind an infrastructure that combines the traditional cloud-based hosting solutions with a peer-to-peer overlay
network. However currently available technologies only allow to implement this with applications that must
be installed by all the peers. Only new, under development technologies would allow users to simply open a
web browser at a given website and become immediately part of a P2P network. Moreover the amount of
data that a simple, mostly “static” website need to deliver is relatively small and a well balanced distributed
server, involving a relatively small amount of nodes, has proven to be sufficient to serve a very high number
of clients (see below).

GLORIA Cloud

As mentioned, a GLORIA custom cloud infrastructure is a solution that satisfies the needs for a distributed
web server “and” data storage. In fact both these tasks are accomplished by the very same physical machines
being used by the cloud system. A cloud system represents a cost effective, scalable and “stable” solution for
web servers and also serves as a distributed data repository for static web content, including any data file
being used by web applications. In its final version, it is designed as a fully distributed system with no
centralized coordinator, avoiding possible bottlenecks and overhead in the system. The design is based on
web standards and it is open for collaboration from the developer community.

The currently in use configuration uses a Linux Virtual Server (LVS). As explained on the LVS website
(linuxvirtualserver  .  org), it is a highly scalable and highly available server built on a cluster of real servers,
with the load balancer running on the Linux operating system. The architecture of the server cluster is fully
transparent to end users, and the users interact as if it were a single high-performance virtual server. However
the final configuration of this cloud-based solution foresees the use of OpenStack (openstack  .  org).
OpenStack is a global collaboration of developers implementing a ubiquitous open source cloud computing
platform for public and corporate clouds. 

For the aim of the GLORIA distributed web hosting solution, the possibility to implement two different
network nodes has been investigated: the hosting node, for the customized web server specifically designed
to manage large amounts of requests against a static web page, and the repository node, in charge of
providing the “static” content of the hosting nodes. However, as already said, our tests show that the small
amount of data involved do not justify this tasks split.
The deployment of the web hosting infrastructure foresees a simple replication and deployment of the
customized web server in the various hosting nodes. Though easy to do, no automatic alignment process for
the various nodes was implemented. It is responsibility of the webmaster to commit any change to all the
involved nodes, for example via a script.

3. Front-end

3.1 Web design guidelines

The GLORIA website in charge of the astronomical live broadcasts must be designed in a way that allows
the web hosting platform to scale seamlessly, while providing high availability content delivery. One of the
key features of a resilient web infrastructure is the number of requests from the end-user to the back-end.
Reducing these requests per visitor, the back-end solution will support more visitors and therefore, better
scalability in case of massive number of concurrent users access the website.

A website is defined by a set of web components, such as HTML documents, scripts, stylesheet, images, etc.
If all these web components are fetched from a single web server, the response time to load the website will
become unacceptably long in case of a large number of simultaneous access. However, if the web
components are loaded from a distributed content delivery network, the performance would increase
drastically.

Normally, users will access the GLORIA website more than once. This implies that there should be a caching
mechanism to avoid frequent requests to the back-end if the web components are already downloaded. For
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this reason, a good practice is to add expire headers to the web components since in this case they will
become cacheable.
The size of the web components is also an important factor when it comes to web performance. Using Gzip
compression with the web components such as HTML documents or scripts, will decrease the loading time
significantly. Minifying the scripts is also a good technique to speed up the response time.

Reducing the DNS lookups is also a good practice. The Internet service providers, operating systems and
web browsers usually cache a DNS record for performance issues. Lowering the number of unique host
names while keeping a certain amount of parallel downloads will also increase the response time.

Another technique in the GLORIA website is the use of static content. A simple web design will imply better
response time and few requests to the back-end. In case data need to be fetched from the server through Ajax,
or similar, requests, these should be also cacheable.

3.2 Offline web application

The GLORIA website for astronomical live webcasts needs to be lightweight and make as less requests to the
backend as possible. However, this is not the only requirement for a scenario where thousands of concurrent
connections could cause a critical overhead in the web hosting infrastructure.

To avoid this situation, as mentioned above, the Web Storage feature provided by the HTML5 web standard
can contribute on protecting against back-end outages, but at the cost of complexity. Offline technologies
support caching and detailed control over caching process. Therefore, web apps can boot quickly and show
data instantly. Earlier, this was done with cookies. However, Web Storage is more secure and faster.

Because, as it is presently configured, the GLORIA website for broadcasting will only present the live feed
of the astronomical events and no user data is needed, of the two caching mechanisms provided by HTML5,
we will only use the application caching.

Application caching would retain the initial HTML document, the scripts, the CSS and frequently used
images. Using this technique gives the GLORIA website three main advantages:

● Offline browsing: users can access the GLORIA website when they are offline or the back-end is
unavailable.

● Speed: cached resources are local, and therefore the loading is faster.
● Reduced server load: the browser will only download resources from the back-end that have been

changed.

All the information regarding which files the browser should cache are listed as resources in the cache 
manifest file, a simple text file. Once the application behaves in offline mode, it remains cached until the 
cache manifest file is modified or the user clears the local storage data of the web browser.

4. Testing

The tests will not only check the scalability and stability of the system, but will also measure the efficiency
and compatibility of the code on the various platforms and devices. Parameter tuning for different hardware
configurations will be encoded into device-specific initialization files to be distributed with the code. The
tests conducted so far have been dedicated only to verify the adequacy of the cloud system to serve a large
number of users connecting to the web server in a short time span, of the order of minutes.

4.1 Environment

Final tests will be conducted in different environments and with various platforms. This will allow us to test
all the levels of criticalities that will be met in the real world when the system will be deployed. While the
next stage of tests will involve a fully deployed OpenStack cloud, we have performed our load tests on a
Linux cluster.
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IP Load Balancing (IPLB) provides the ability to load-balance incoming IP network requests across a farm of
servers. IP Load Balancing is based on open source Linux Virtual Server (LVS) technology (see above). An
IPLB cluster appears as one server, but, in reality, a user from the Web is accessing a group of servers behind
one, but possibly two redundant IPLB routers (see Fig. 1). An IPLB cluster consists of at least two layers.
Let’s assume that the first layer is composed of a pair of similarly configured Linux systems with LVS
installed. One of these nodes acts as the active IPLB router (the other acts as a backup), directing requests
from the Internet to the second layer: a pool of servers acting as real servers. The real servers provide the
critical services to the end-user while the LVS router balances the load to the servers and eventually checks
the integrity of the services on each of the them.

Figure 1 shows a simple IPLB cluster consisting of two layers. This is exactly the type of cluster used for the
test. On the first layer are two IPLB routers. The active system directs traffic from the Internet to a variable
number of real servers on the second layer, which in turn provide the necessary services. In our case, the
“whole” content of the web site is sent to the clients.
The simple, two-layered configuration used in the figure is best for clusters serving data that does not change
very frequently, such as static Web pages, because the individual real servers do not automatically
synchronize data between each node. If high-availability shared data access and update is required, a third
layer is added to the topology.

Figure 1: Schema of the IPLB cluster used for our tests. The same full configuration or only the real servers
can be replicated at geographically different places. In the latter case IP tunneling would be used.

Figure 1: Schema of the IPLB cluster used for our tests. The same full configuration or only the real servers  can be 
replicated at geographically different places. In the latter case IP tunneling would be used.

4.2 System testing

Integrated system test will involve a distributed set of nodes. In particular a cloud based system like the
SOASTA CloudTest Lite (soasta.com) will be used. A certain set of different mobile devices will be included.
As this aspect is not critical for the aim of this document, we concentrate on the capability of the system to
serve the website content to a large number of clients simultaneously. How many requests per second a web
server is capable of serving is possibly the most important parameter we want to estimate.

4.4 Performance testing

Load testing lets you measure your website's Quality of Service (QOS) performance based on actual
customer behavior. When visitors reach a web site, a script recorder records the communication and then
creates related interaction scripts. A load generator tries to replay the recorded scripts, which could possibly
be modified with different test parameters before replay. In the replay procedure, both the hardware and
software statistics will be monitored and collected by the conductor, these statistics include the CPU,
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memory, disk IO of the physical servers and the response time, throughput of the System Under Test (short
as SUT), etc. And at last, all these statistics will be analyzed and a load testing report will be generated.

In spite of the fact that our service will not be subject to a service level agreement, we are committed to
reach a good level of performance. This means we will try to remove any possible software intrinsic
limitation, while having well in mind security and reliability.

We have replicated the currently accessible live.gloria-project.eu website into our test cluster, deployed at
INAF-IASF Bologna, making sure that all its content was available locally. To this aim we removed the
Google analytics script as well as the Wowza instance used to monitor users access by the WMware virtual
infrastructure that GLORIA has used in the past to transmit the live events. The resulting size, summarising
all the files delivered with the HTML web page (scripts, images and CSS), is 608 Kbytes. We estimate that
this figure can be reduced by a factor two using images with smaller size and optimising/compressing the
code. All the four web servers used were configured without any special optimization. This imply that there
are margins for some improvements for any of them.

Results

We used both ApacheBench (ab2) and Weighttp for our tests. Different sets of parameters were used for the
tests, in particular the “number of request” per test session and the “number of multiple requests to perform
at a time”. In all cases the HTTP KeepAlive feature was always enabled. We also issued the benchmark
commands from different client machines, internal and external, simultaneously. We used ganglia
(ganglia  .  sourceforge  .  net) to monitor all the relevant machines parameters and local network traffic.

Table 1: Test results for four different web servers and both for internal and external access.

External domain request G-Wan Nginx Node Apache

Requests per sec. (#/s) 661 684 438 677

Time per request (ms) 1.51 1.46 1.85 1.48

Transfer rate (Mbyte/s) 10.5 10.8 8.4 10.8

95% requests served in (ms) 524 691 442 703

Local domain requests

Requests per sec. (#/s) 6761 7031 5412 7106

Time per request (ms) 0.15 0.14 0.18 0.14

Transfer rate (Mbyte/s) 107.8 111.9 84.6 113.6

95% requests served in (ms) 209 210 48 210

In addition to the usage of four different web servers, we have tested their performance both from the
internal LAN and from the external world (see Table 1). This is to try to evaluate the effect of the bandwidth
limitation intrinsic in any server-hosting place. In our case, the cluster host institution has an internal peak
bandwidth of 10 Gbits, whereas the external router can support a peak bandwidth of 1 Gbits. We know from
other tests that applications running on these machines are able to transfer internally a maximum of about
150 Mbytes/s and externally a maximum of 15 Mbytes/s.

The tests results shown in Table 1 clearly show that the only real limitation of our distributed web server is
the network bandwidth from the location of the servers to Internet. To verify this we also tested concurrent
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requests from two different external site, in in Italy and another in Belgium. The transfer rate reduced by
almost a factor two, showing that the maximum bandwidth of the LAN toward the Internet is actually the
bottleneck. Regarding the measured CPU usage and RAM load, G-Wan showed a lower footprint compared
to the other servers. However these parameters did not impact the performance in a significant way. Figure
two show the Ganglia plot of the “aggregate bytes out” for the four machines used. The maximum output of
about 10 Mbytes limit in clearly visible.
Further tests will conducted by adding geographically distributed machine servers involving the other
GLORIA partners’ machines. However the results we obtained are already sufficient to draw some
conclusions. In particular, assuming four such nodes (with similar Internet data throughput) will participate
to the GLORIA cloud system, we can be quite confident that during the 5 minutes before the start of a live
event we will be able to serve about 780,000 clients (650 x 60 x 5 x 4). This is a figure that exceeds by about
a factor 8 the largest audience we had in the past live events broadcasting. And this without any particular
website and web page optimizations, still possible.

Figure 2: Ganglia stacked graph of the data output for the four machines of the cluster.
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GLORIA Partners

UPM
Universidad Politécnica de Madrid
SPAIN

ASU-CAS
Astronomical Institute, Academy of Sciences of the Czech Republic
CZECH REPUBLIC

CSIC
Consejo Superior de Investigaciones Científicas
SPAIN

CTU
Czech Technical University in Prague
CZECH REPUBLIC

FZU-CAS
Institute of Physics of the Academy of Sciences of the Czech Republic
CZECH REPUBLIC

IAC
Instituto de Astrofísica de Canarias
SPAIN

INAF
Istituto Nazionale di Astrofisica
ITALY

SAO
Special Astrophysical Observatory of Russian Academy of Sciences
RUSSIA

UCD
University College Dublin
IRELAND

UCH
University of Chile
CHILE

UMA
University of Malaga
SPAIN

UOX
University of Oxford
UNITED KINGDOM

UWAR
Uniwersytet Warszawski
POLAND
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