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Chapter 1

Introduction

This document summarizes the research work carried out within the context of WP2 of RoboHow
during the 1st year of the project.

1.1 The goal of WP2

The high-level objective of WP2 is to provide the symbolic representation of demonstration videos
that are required to learn models of manipulation activities and to translate them into the robotic
platforms manipulation strategies. More specifically, given image streams of a instructional ma-
nipulation activity demonstration and a representation of an abstract instruction generated from
web sources, a detailed continuous/discrete representation of the manipulation activity needs
to be produced, to be used as a powerful information source for imitation learning (WP3) and
perception-guided manipulation (WP4). Towards these goals, WP2 deals with the segmentation,
recognition and tracking of objects involved in a given manipulation scenario and video, as well
as the recovery of the 3D pose of the actor and his hands. Rather than considering objects and
subjects in isolation, special emphasis is put on studying and exploiting their purposeful interac-
tion. Additionally, higher level contextual knowledge resulting from the analysis of structured task
descriptions available on the web will be exploited to further constrain the perception problem and
enhance the robustness of its solution.

1.2 WP2 tasks

To achieve its goals, WP2 is decomposed into four tasks:

• Task 2.1: Observing scene context. The work in Task 2.1 deals with deriving a first
symbolic representation of the objects involved in a demonstration video. To realize this,
problems such as scene segmentation, object recognition and object tracking need to be
addressed. The emphasis is on addressing difficult visual perception problems that arise due
to scene clutter, occlusions, presence of highly deformable objects, etc. The output of this
task feeds the analysis of subsequent tasks within WP2 and will provide elements of the
required scene representations (WP1) on which WP3 and WP4 are based on.

• Task 2.2: Observing the actor. While Task 2.1 emphasizes on the perception of
objects that are relevant to a given scenario, Task 2.2 emphasizes on understanding the
configuration of the human actor based on visual information provided by multiple, video
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streams. More specifically, the goal of this task is the recovery of the 3D configuration of
the human actor involved in a given object manipulation scenario.

• Task 2.3: Observing manipulation and haptic interactions. Humans purpose-
fully engage into interaction with objects. The spatiotemporal relationships between the
objects and the actor can be exploited to enhance the joint understanding of both. The
posture can be informative of object properties, while known object properties can assist the
disambiguation of otherwise under-constrained human posture hypotheses. Based on this
tight coupling between “what the actor tells about the scene objects” and “what the scene
objects tell about the actor”, the actor and the manipulated objects are considered jointly,
rather than separately.

• Task 2.4: Alignment of web-based task descriptions and video demonstra-

tions. In certain contexts, the problems of segmentation, tracking and recognition of
objects and hands can be prohibitively under-constrained. The usual way to overcome these
setbacks is to incorporate heuristics that constrain the problem’s search space. The avail-
ability of knowledge regarding a manipulation task in the form of a structured description as
this has been derived from web sources can be used to substitute such heuristics. Towards
this end, Task 2.4 is planned to investigate (a) the alignment between collected structured
task descriptions and respective video demonstrations and (b) the use of this alignment as
a prior for disambiguating the observation of objects, hands and manipulation activities.

5



Chapter 2

Observing scene context

The purpose of the deliverable D2.1, is to document the work carried out in Task 2.1 in the first
year of the RoboHow project. Although the description of work for D2.1 focuses on observing
scene context in order to facilitate, subsequently, human observation, in this deliverable we already
present work that deals with tracking jointly the actor and the scene objects with which the actor
interacts, a problem that falls within the scope of tasks 2.2 and 2.3. More specifically, D2.1
consists of the following works:

1. A study of object detection in humans.

2. A physics-based method that tracks all objects in a scene by accounting for the motion of
the actor, which is assumed to be a human hand [Kyriazis and Argyros, 2013].

3. A method for tracking the full articulations of two strongly interacting
hands [Oikonomidis et al., 2012].

4. A probabilistic method for predicting human manipulation intention from image sequences
of human-object interaction [Song et al., 2013].

5. A method for the representation and learning of complex activities/tasks performed by
humans/robots in everyday life [Patel et al., 2013].

In the following, we present a short overview of the above mentioned works. The full descrip-
tions (in the form of published/accepted/under review papers) are attached in Appendix I of this
deliverable.
As an important side note, the two methods proposed in [Kyriazis and Argyros, 2013] and
[Oikonomidis et al., 2012] are designed and implemented in a modular way, allowing for easy
exchange of the actor model. More specifically, by substituting the human hand model with a
robot hand model, it is possible to use these technique for inside-out robot perception of the
environment. This means that the work already carried out in WP2 can be used to serve the
purposes of WP4.
As another interesting side effect, FORTH 3D hand tracking has formed the basis of a hand
gesture recognition software. FORTH participated with this software in the CHALEARN Gesture
Recognition Challenge1 where it received the 1st Place Award. The challenge was organized in

1http://gesture.chalearn.org,

http://gesture.chalearn.org/dissemination/icpr2012/demonstration-competition
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the context of the ICPR’2012 conference in Tsukuba, Japan, and was sponsored my Microsoft
Research, USA.
The FORTH 3D hand tracking software has also attracted the interest of Primesense2, the leading
provider of RGBD cameras. As a Primesense’s official OpenNI 2.0 Middleware Partner, FORTH
now provides a library and API of the 3D hand tracking software3 with a free license for non-
commercial use. Versions for both MS Windows and Linux operating systems are available.

2.1 Human object extraction mechanisms

In RoboHow, we are interested in developing technical systems able to perceive the interaction of
humans with their environment. Towards this end, object detection algorithms are very important.
The study of the relevant visual capabilities of humans are very interesting as they may serve as
source of inspiration. In Appendix I, a report on human object extraction mechanisms is provided
[de Kleijn and Hommel, 2012].

2.2 Physically plausible 3D scene tracking: The single actor hy-
pothesis

In several hand-object(s) interaction scenarios, the change in the objects’ state is a direct conse-
quence of the hand’s motion. This has a straightforward representation in Newtonian dynamics.
We present the first approach that exploits this observation to perform model-based 3D tracking
of a table-top scene comprising passive objects and an active hand. Our forward modelling of
3D hand-object(s) interaction regards both the appearance and the physical state of the scene
and is parameterized over the hand motion (26 DoFs) between two successive instants in time.
We demonstrate that our approach manages to track the 3D pose of all objects and the 3D pose
and articulation of the hand by only searching for the parameters of the hand motion. In the
proposed framework, covert scene state is inferred by connecting it to the overt state, through the
incorporation of physics. Thus, our tracking approach treats a variety of challenging observability
issues in a principled manner, without the need to resort to heuristics.

2.3 Tracking the articulated motion of two strongly interacting
hands

In many everyday activity scenarios, humans use both their hands simultaneously, occluding each
other in a non-trivial manner, severely complicating the problem of hand tracking. We are inter-
ested in such scenarios, as well as in even more complex ones, involving bimanual manipulation
activities.
In [Oikonomidis et al., 2012] we propose a method that relies on markerless visual observations to
track the full articulation of two hands that interact with each-other in a complex, unconstrained
manner. We formulate this as an optimization problem whose 54-dimensional parameter space
represents all possible configurations of two hands, each represented as a kinematic structure with
26 Degrees of Freedom (DoFs). To solve this problem, we employ Particle Swarm Optimization
(PSO), an evolutionary, stochastic optimization method with the objective of finding the two-hands

2http://www.primesense.com
3http://www.openni.org/files/3d-hand-tracking-library/
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configuration that best explains the RGB-D observations provided by a Kinect sensor. To the best
of our knowledge, the proposed method is the first to attempt and achieve the articulated motion
tracking of two strongly interacting hands. Extensive quantitative and qualitative experiments with
simulated and real world image sequences demonstrate that an accurate and efficient solution of
this problem is indeed feasible.

2.4 Predicting human intention in visual observations of hand/object

interactions

Towards the high-level goals in this work package in [Song et al., 2013] we present a probabilis-
tic method for predicting human manipulation intention from image sequences of human-object
interaction. Predicting intention amounts to inferring the imminent manipulation task when hu-
man hand is observed to have stably grasped the object. Inference is performed by means of a
probabilistic graphical model that encodes object grasping tasks over the 3D state of the observed
scene. The 3D state is extracted from RGB-D image sequences by a novel vision-based, markerless
hand-object 3D tracking framework. To deal with the high-dimensional state space and mixed
data types (discrete and continuous) involved in grasping tasks, we introduce a generative vector
quantization method using mixture models and self-organizing maps. This yields a compact model
for encoding of grasping actions, able of handling uncertain and partial sensory data. Experimen-
tation showed that the model trained on simulated data can provide a potent basis for accurate
goal-inference with partial and noisy observations of actual real-world demonstrations. We also
show a grasp selection process, guided by the inferred human intention, to illustrate the use of
the system for goal-directed grasp imitation.

2.5 Language for learning complex human-object interactions

Furthermore, in [Patel et al., 2013] we use a Hierarchical Hidden Markov Model (HHMM) to
represent and learn complex activities/task performed by humans/robots in everyday life. Action
primitives are used as a grammar to represent complex human behaviour and learn the interactions
and behaviour of human/robots with different objects. The main contribution is the use of a
probabilistic model capable of representing behaviours at multiple levels of abstraction to support
the proposed hypothesis. The hierarchical nature of the model allows decomposition of the complex
task into simple action primitives. The framework is evaluated with data collected for tasks of
everyday importance performed by a human user.
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Appendix I

One report and publications produced within the first year of the RoboHow project and are relevant
to D2.1 “Scene context perception”.
The acknowledgements to RoboHow are missing from those papers that are under submission
since they were submitted like this for anonymity purposes. They are also missing from the two
ICRA papers because, although they are accepted, they are not included in their camera-ready
form. All camera-ready versions of the papers will include the acknowledgement to RoboHow.

10



Human object extraction mechanisms

Roy de Kleijn & Bernhard Hommel

1 Introduction

In order to make sense of the external world, we
have to interpret the information that reaches us
through our sensory organs. The information that
reaches us through our visual system is filled with
noise and irrelevant information. For this informa-
tion to actually be helpful, we have to filter and
segment this raw visual data. One fundamental as-
pect of this processing is object segmentation and
extraction. For us to be able to interact with our
environment, we have to know what objects we are
surrounded by, and what we can do with them.

2 What happens during ob-

ject extraction?

2.1 Contour completion

For successful object extraction, several mecha-
nisms are thought to play a role. One of the
most important features of objects in a visual scene
is that they are bounded by contours (Peterson,
2001). However, in a natural scene it is likely that
some objects are at least partly occluded by other
objects, causing some contours to appear discon-
tinuous. In order to segment a scene, it is neces-
sary that these discontinuous contours are somehow
completed. Ullman (1990) proposed that—in line
with Gestalt psychology—the visual system tends
to extend contour segments along a path result-
ing in the smallest change in curvature, a tendency
called ‘good continuation’.

This completion of contours of occluded objects is
referred to as ‘amodal completion’. While we do not
actually perceive a contour behind the occluding
object, we do have the experience of object unity.
In addition, sometimes we can have the illusion of
a contour when one is not in fact present. One

example of such an illusory contour is shown below.

A contour is seen outlining a white triangle, de-
spite the fact that no such contour exists. This
illusory contour is a product of ‘modal comple-
tion’ (Singh, 2004). The relation between these two
types of completion has been the subject of several
studies, and will be discussed later.

2.2 Figure-ground distinction

Of course, visual perception in a natural environ-
ment is not characterized by discrete, homogeneous
objects that are occluded or not by other discrete
objects. Objects have to be separated from irrele-
vant information, such as a noisy background: so-
called ‘figure-ground segregation’. In other cases
there actually are more objects to be segregated
from each other: ‘figure-figure segregation’. So how
do we define what should be considered objects (fig-
ures), and what we should consider noise (ground)?

Peterson (2001) argues that there are three fac-
tors that determine if we should perform figure-
figure or figure-ground segregation: (1) Gestalt con-
figural factors, (2) contour recognition processes,
and (3) depth cues. Recently, several other fac-
tors have been identified and studied (e.g. lower-
region completion, Vecera 2002), but for the sake
of brevity we will focus on the traditional factors as
described by Peterson (2001).

Configural factors that determine the figure or
ground status of a perceived image were posited
by Gestalt psychologists. They argue that a region
should be given figure status if it is (1) smaller than
its surroundings, (2) vertically symmetric, (3) con-
vex, and (4) enclosed. Several more recent studies
have shown that the balance of these factors indeed
predict whether or not a region is considered to be
a figure (e.g. Kovacs Julesz, 1994).

Another factor that determines figure-ground
status is the influence of object memory by aid-
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ing contour recognition. Peterson, Harvey, and
Weidenbacher (1991) found that known objects are
more likely to be classified as figure than unknown
objects. This precedence effect can be modulated
by introducing other factors such as depth cues (dis-
cussed below) or configural factors (discussed ear-
lier).

Last, depth cues may also play a role in deter-
mining figure-ground status. In visual perception,
depth cues such as shading, motion parallax, and
binocular disparity may provide information to sep-
arate objects from background. Objects with a
wide base (a property of objects that are relatively
close) are more likely to be seen as figures than
objects with a wide top (Hulleman Humphreys,
2004).

Now that we know what is going on, we can take a
look at what we know about how the brain actually
does all that.

3 How does the brain do this?

3.1 Contour completion

The good continuation tendency was believed by
Gestalt psychologists to occur early in the visual
processing sequence. Hubel and Wiesel (1968)
showed that cells in the V1 area of the visual cor-
tex respond differently to stimuli of different orien-
tations, evidence that this area might be responsi-
ble for contour integration. Later studies have con-
firmed an important role for V1 in this mechanism.
One of these studies (Kapadia et al., 1995) found
that V1 activity increased when two similarly ori-
ented bars were presented near to each other. This
effect decreased as the difference in orientation was
increased, and as the distance between the two bars
was increased.

In the case of illusory or subjective contours, both
V1 and V2 in the visual cortex are thought to play
a role (Grosof, Shapley, Hawken, 1993; von der
Heydt, Peterhans, Baumgartner, 1984). Rhesus
monkeys showed a decrease in visual area 18 when-
ever modifications to Gestalt stimuli were made
that made modal completion less successful. This
shows that in addition to fundamental perceptual
processes, higher order processes such as performed
by brain areas later in the visual pathway must also
play a role in perceiving these illusory contours.

Murray, Foxe, Javitt, Foxe (2004) investi-
gated the differential mechanisms behind modal
and amodal completion, and wanted to know if
these processes use a common neural mechanism.

Using EEG, they found that higher visual areas
such as the lateral occipital complex show the ear-
liest response to illusory contours, followed by ac-
tivity in lower-level visual areas such as V1. This
indicates that modulatory feedback processes are
likely to play a role in modal completion mecha-
nisms, and that the classic view of these processes
as being feedforward need to be reconsidered.

3.2 Figure-ground distinction

As noted earlier, memory plays a role in separat-
ing objects from their backgrounds. The role of
memory in contour recognition would lead many
psychologists to assume that this is a relatively
slow process, with memory access occurring only
after fundamental visual and segregation processes.
However, evidence suggests that this process takes
place rather early in visual processing. Peterson
Gibson (1993) found that only information that is
available early in the visual perception process (e.g.
luminance contours) supports contour recognition
effects, whereas information that is available only
later in processing (e.g. binocular disparity con-
tours) does not. Additional evidence from patient
studies also confirms the early effect of memory.
One visually agnosic patient with severely impaired
object identification capacity showed normal con-
tour recognition processes (Peterson, 2001).

4 Conclusion

Several processes play a role in making sense of our
visual environment, the most important being con-
tour completion to deal with the problem of oc-
clusion, and figure-ground distinction to separate
important objects from the visual background.
We have given a short overview of the available

work investigating these processes, and how the
brain might implement them. The neural mecha-
nisms behind some of the figure-ground distinction
processes such as the use of binocular disparity and
motion parallax are, unfortunately, not yet well un-
derstood.
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Physically Plausible 3D Scene Tracking:

The Single Actor Hypothesis

Nikolaos Kyriazis, Antonis Argyros

Foundation for Research and Technology – Hellas

Computer Science Department, University of Crete {kyriazis,argyros}@ics.forth.gr

Abstract

In several hand-object(s) interaction scenarios, the

change in the objects’ state is a direct consequence of the

hand’s motion. This has a straightforward representation

in Newtonian dynamics. We present the first approach that

exploits this observation to perform model-based 3D track-

ing of a table-top scene comprising passive objects and an

active hand. Our forward modelling of 3D hand-object(s)

interaction regards both the appearance and the physical

state of the scene and is parameterized over the hand mo-

tion (26 DoFs) between two successive instants in time. We

demonstrate that our approach manages to track the 3D

pose of all objects and the 3D pose and articulation of the

hand by only searching for the parameters of the hand mo-

tion. In the proposed framework, covert scene state is in-

ferred by connecting it to the overt state, through the incor-

poration of physics. Thus, our tracking approach treats a

variety of challenging observability issues in a principled

manner, without the need to resort to heuristics.

1. Introduction

One of the major goals of computer vision is to extract

meaningful interpretations of the world based on the analy-

sis of visual data. The work presented in this paper focuses

on a scenario, where the hand of a human actor interacts

with a number of objects placed on a table. A fundamen-

tal step towards the interpretation of this interaction is the

monitoring of the state of the scene, i.e., the 3D position and

orientation of the objects and the 3D position, orientation

and full articulation of the actor’s hand. A key observation

is that in such a scenario, the human hand is the single ac-

tor and scene state changes can be attributed to the actions

of the human hand and their induced consequences. Given

that the physical world and its visual observations are de-

termined by the laws of physics, we focus on how computer

vision may benefit from explicitly accounting for these laws.

Thus, we model the dynamics of a hand interacting with a

(a) (b) (c)

Figure 1: The exploitation of the single actor hypothe-

sis through physics modelling, allows physically plausi-

ble, heuristic-free 3D tracking of hand-object interactions.

(a) RGBD observation of a hand interacting with objects.

(b), (c) By searching for hand motion only, we are able to

track the 3D state of the entire scene. The state can be overt

(partially visible hand and objects (b)) or even covert (to-

tally occluded objects like the ball-inside-the-cup (c)).

physical world. Moreover, we make a distinction between

active and passive entities, to come up with effective, physi-

cally plausible interpretations of scenes, exhibiting complex

hand-object(s) interaction.

We monitor the 3D state of the scene by means of track-

ing (Fig. 1), which is defined as an optimization problem.

The search space is the domain of the articulated motions

of the hand. The objective function is a quantification of the

discrepancy between a given hypothesis over the scene state

and observations, and is parameterized over a hand motion

between two successive instants in time. A hypothesized

hand motion is simulated in a physics-based simulation en-

vironment that reflects the latest state of the scene, as it has

been tracked up to that point in time. The simulated hand-

object(s) interaction yields an expectation over the appear-

ance of such a hypothesis, that regards both the hand and the

object(s). A comparison of this expectation to actual obser-

vations quantifies the compatibility of the hand motion hy-

pothesis to the data. A highly preferable hypothesis is one

that explains where the hand is in the new tracking frame,

but also explains the consequences of its interaction with

the scene, as those are reflected in the observations. The ex-
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pectation and comparison mechanisms are implemented as

a forward model that accounts for the dynamics and the ap-

pearance of a scene. This model is turned into an inference

mechanism over the physical state of the scene by means of

black-box optimization.

We show that under the single actor hypothesis, our ap-

proach is able to track scenes of great complexity. At the

same time, by modelling dynamics, we bring scene under-

standing to a level where various problems (constrained ob-

servability, scene cardinality, etc.) are resolved effortlessly,

uniformly and without the need to resort to heuristics.

2. Relevant work

Our work aims at deriving physically plausible interpre-

tations of the interaction of a human with the environment.

In this context, we are interested in approaches that study

the interaction of humans with their environment and/or in-

corporate physics/dynamics to improve vision processes.

Several researchers have exploited dynamics, by intro-

ducing interesting abstractions of physical phenomena, in

order to tackle scene understanding problems. Brand et

al. [3] exploited the physical notion of causality to perform

qualitative reasoning in computer vision problems. Mann et

al. [14] methodically generated 2D hypotheses for simple

scenes viewed by a single camera. The roles of the scene’s

constituents were then ranked based on physical plausibil-

ity. Delamarre [7] assigned physical behavior to a contour

model that drove a reconstructive optimization process. Pa-

padourakis and Argyros [19] identified the physical notion

of object permanence as the ambiguity resolver for the case

of multiple objects tracking. Gupta et al. [9] used the notion

of physical stability to hypothesize physically plausible 3D

scene interpretations.

Several other approaches consider dynamics explicitly,

but restrict understanding to either the actor or a single ob-

ject, only. Human body dynamics has been exploited to-

wards the formation of strong yet compact priors [25]. Ur-

tasun et al. [23] modeled the dynamics of the golf swing

motion to track golf swings in 3D from a single camera.

Popović and Witkin [21] rectified 3D motion capture data

to make it compliant to physical constraints. Vondrak et

al. [24] fused motion planning and contact dynamics to

track humans from multiple cameras and a ground assump-

tion. Brubaker et al. [4] employed realistic metaphors of the

lower body dynamics to estimate and predict walking. Go-

ing further, they incorporated a friction model for a ground

that affords human motion upon it [5]. Bhat et al. [2] per-

formed 3D tracking of an object by searching over parame-

terized experiments that optimally projected back to an im-

age sequence. Duff and Wyatt [8] used physical simulation

and search heuristics to track a fast moving ball, despite

occlusions and for the 2D case. Kyriazis et al. [13], per-

formed 3D motion estimation for a bouncing ball, from a

single camera and despite severe occlusions by exploiting

dynamics modelling. Ye and Liu [26] synthesized physi-

cally plausible hand movements, from pour or absent hand

observations, that explained the manipulation of objects

with known trajectories from a hand whose rough location

was also known.

There are also approaches that go beyond abstractions

of dynamics while considering ensembles of entities rather

than entities in isolation. Metaxas and Terzopoulos [15] de-

fined a continuous Kalman filter that was able to track a

deformable object. Although interesting, the proposed ap-

proach is of limited extensibility and is susceptible to over-

fitting. Salzmann and Urtasun [22] approached the problem

of 3D tracking by attributing motion of parts to net forces

that act upon them at each tracking frame. Because of the

lack of explicit structure, this method is also susceptible to

overfitting. Scaling to different types of interaction or intro-

ducing more structure is not straightforward.

Kjellstrom et al. [12] improved the estimation of the 3D

pose of the human body while in interaction with easy to

track objects, by constraining the hands. Oikonomidis et al.

tracked the constellation of a hand and an object from multi-

ple cameras [17], and the full articulation of two interacting

hands from a RGBD sensor [18], all in 3D, by employing

synthetic 3D models. Ballan et al. [1] captured delicate in-

teraction between two hands and an object from multiple

high resolution cameras using 3D models of high fidelity.

While inspired by the fundamentals of interactions, none of

these approaches considered dynamics directly. Moreover,

in all cases, the consideration of more objects would require

the increase of the problem dimensionality.

2.1. Our approach

In this work, by considering (a) the dynamics of a scene

as the core representation in a dynamics simulator, (b) 3D

rendering as an appearance forward model and (c) black-

box optimization as the solution to decoupling inference

from modelling, we come up with a framework that intro-

duces a novel forward model for dynamic scenes. We use

this framework to handle a series of very challenging vision-

based tracking scenarios. To the best of our knowledge,

none of the existing techniques can cope with the complex-

ity of these scenarios. Still, all of them are treated invariably

and are handled effectively within the proposed framework.

As an example, in a table-top scenario, regardless of how

many cameras overlook the scene, there are always prob-

lems related to observability due to occlusions. While a

hand transports an object, we do not directly perceive the

hand touching it. Still, we know that touching, i.e. force

exertion, happens, because otherwise the object could not

be lifted. The recently proposed method in [17] demon-

strates multicamera-based joint hand-object tracking that is

performed based on two criteria: (a) the appearance of the



hand-object ensemble matches the observations and (b) the

hand does not share the same space as the object. Both cri-

teria are fulfilled by a hand that has proper articulation, is

close to the object but does not touch it. But if the hand

manages to lift/transport the object, it is clear that the above

interpretation is not plausible. Being physics-based, our

framework is forced to compute a plausible solution.

Another challenging observability issue is severe occlu-

sions, e.g. caused because of containment. In the example

of the shell game (Fig. 1), a ball being covered by a cup

can no longer be seen. However, as humans, we do hold

expectations over an evolving scene, despite the complex-

ity of interaction and the severe and temporally extended

occlusions. This has been successfully identified in [19],

where “object permanence”, i.e. the expectation of an oc-

cluded object reappearing close to its occluder, gave rise to

a discrete logic that can handle challenging tracking scenar-

ios. Still, the “object permanence” principle will fail if the

ball-in-the-cup passes over a hole of the table. Containment

and the resulting occlusions go beyond the heuristic of “ob-

ject permanence”. The laws of physics guarantee that a ball

that is trapped between a cup and the table, has to travel

inside the cup being moved by a hand. Such cases, where

lack of observation can be remedied by the consideration of

physics, are effortlessly handled within our framework.

Another important issue is scene cardinality. In the

approaches taken by [1, 12, 17, 18], tracking additional

rigid entities requires increasing the problem dimensional-

ity which, in turn, makes optimization increasingly harder.

Instead, within our framework and as long as the single ac-

tor hypothesis holds, tracking scenes of different cardinali-

ties does not alter the dimensionality of the problem.

3. Methodology

Dynamics, as a rich and powerful modelling tool, consti-

tutes an excellent framework where the single actor hypoth-

esis is naturally expressed. It is rich because it introduces

new types of data, such as mass, energy, friction, restitu-

tion, etc. Additionally, it is powerful because the predictive

power of dynamics is the most elaborate reflection of how

entities interact in a truly physical world.

The approach can be summarized as follows. A hand

motion is sought that best explains the evolution of a scene

between two consecutive time instants t and t + 1. Hand

motion is parameterized as the transition from a reference

hand pose ht (e.g. provided by tracking) to a new hand

pose ht+1 and, thus, is defined by ht+1, alone. As new

observations arrive, a new tracking frame is defined, for

which the tracking solution is established by a hypothesize-

and-test fashion, driven by Particle Swarm Optimization

(PSO) [11]. Hypotheses of hand motion are tested in a

physics-based simulation environment and the outlook of

the induced scene state is rendered into maps that are com-

parable to the observations. The discrepancy between ob-

servations and rendered hypotheses is quantified in an ob-

jective function that is minimized through PSO. The sought

solution is a physically plausible scene interpretation that is

mostly compatible with observations.

3.1. Forward model

We use a forward model that regards the physical state

of a scene and its appearance, as observed by a camera.

This model is parameterized over a hand motion, i.e. two

hand poses (a source and a target one) in successive time

instants. Given a hand motion, forward modelling produces

two different outputs. First, through dynamics simulation,

it updates the poses and velocities of objects, as these have

been altered due to the hypothesized hand motion. Second,

the resulting scene state is rendered so that a direct compari-

son between hypotheses and actual observations is possible.

3.1.1 Dynamics model

We are interested in table-top scenes, that consist of a static

table, multiple objects and a right hand, all in 3D. All en-

tities are represented in a dynamics simulator (Bullet [6]).

Entities are essentially represented as 3D shapes with iner-

tia tensors, masses, friction and restitution coefficients. In-

ertia tensors and masses reflect a body’s resistance towards

accelerations. Friction coefficients express the amount of

energy that is transferred from body collisions to tangen-

tial accelerations. Restitution factors modulate the amount

of energy that is lost during collisions. All of the above

hardly reflect realistic conditions and only bare relative sig-

nificance, since they are simulator- or application-specific.

Still, the selected simulator can generate realistic dynamic

behaviour, which is the key in inferring physically plausible

scene interpretations.

Bullet supports collision shape representations such as

analytical expressions, convex hulls and arbitrary shapes in

the form of triangular meshes. We represent a table as an

appropriately sized and positioned parallelepiped. Its mass

and inertia are infinite so that it is immovable. Shapes can

be provided as a pre-production or post-production specifi-

cation of everyday objects (Fig. 2). For the case of shapes

like boxes, ellipses, cylinders and their compounds, analyti-

cal representations are used as collision models. In all other

cases, we resort to triangular shape approximations. All ob-

jects are considered of equal mass and the inertia tensors are

automatically computed by Bullet, through shape analysis.

The gravitational force is always exerted, at all objects, at a

direction that is opposite to the normal vector of the table’s

top surface, and with a magnitude of 10m/s2.

The human hand is a special case. It’s 3D structure is

defined similarly to [16] and thus is represented by 27 pa-

rameters. In contrast to the rest of the objects, the hand’s
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Figure 2: The physical entities that are considered in our

framework. The hand model (a) comprises 22 ellipses and

15 cylinders, appropriately positioned, rotated and scaled.

The collision spheres (green) inside the hand model give it

physical substance. We consider a variety of object specifi-

cations such as a ball and and box (analytical expressions) a

cup (designed and then printed) and a bottle (3D scanned).

collision model is abstracted in order to make modelling

and inference tractable. The hand is able to change the

state of the scene by means of forces that are the result

of its accelerated surface contacting the surface of the ob-

jects. We approximate the effective surface of the hand by

a compound of spheres that are strategically inscribed at

various locations inside the 3D volume of the hand’s struc-

ture (Fig. 2(a)). If sk is the k-th sphere of the collision

model and its 3D position is given through the application

of the kinematics function Kk(h) for a hand pose h, then

for a hand motion from ht to ht+1, sk is given a velocity

~vk = (Kk (ht+1)−Kk (ht)) /∆t. Due to their mass, ve-

locity and friction, these spheres can act as point forces on

the surface of the scene’s objects. The spheres of the hand’s

collision model are not allowed to rotate, so that all tangen-

tial collision energy is transferred to the colliding object and

is not spent on the rotation of the spheres, too. This enables

the hand to pick up objects without allowing them to slide

through rolling spheres. The collisions among the spheres

are ignored so as to better approximate the flexibility of the

hand’s surface, by accounting for the whole hand collision

model as a union rather as a collection of independent en-

tities. By modulating the mass and friction coefficient of

the spheres the hand becomes less/more capable of manip-

ulating heavy or slippery objects. No gravitational force is

assigned to the spheres as it is assumed to always be elimi-

nated by the forces and torques of the hand joints.

For a hand motion, a given state of the rest of the scene

and a time step, simulation of dynamics is responsible for

evolving the scene into a new, physically plausible state.

The hand spheres bare kinetic energy and transfer that en-

ergy, through collision, to other objects. Dynamics simula-

tion is responsible for applying collision checking, force di-

rection estimation and preservation of energy and momen-

tum in order to transform the old scene state to the new

one. All states contain information that regards pose (po-

sition and orientation, and thus, potential energy) and ve-

locity (and therefore kinetic energy) for every entity being

simulated.

In notation, if ht is the initial hand pose of a hand motion

and ht+1 is the target hand pose, then the next scene state

St+1 is computed via the simulation process S, as a function

of the current scene state St:

St+1 = S (ht, ht+1, St) , (1)

where Sk is the full description of the physical state at time

k for N entities:

Sk = {{si,mi, Ii, Fi, Ri, ~pi, ~qi, ~vi, ~αi} |i = 1 . . . N } (2)

In Eq.(2), si is the collision shape, mi is the mass, Ii is the

inertia tensor, Fi is the friction coefficient, Ri is the resti-

tution coefficient, ~pi is the position, ~qi is the orientation, ~vi
is the linear velocity and ~αi is the angular velocity of body

i, at time step k. For each individual object, the applied

forces and torques are the accumulated result of the total

simulated interaction. All vectors are in 3D. The time step

∆t is inferred from t and t+ 1.

3.1.2 Appearance model

Every hand motion hypothesis yields a new expectation

over the physical state of the scene. This expectation needs

to be made comparable to observations so that the corre-

sponding hypothesis can be evaluated. A hypothesis scores

well when its simulated expectations over the scene evolu-

tion match the new observations well.

In this work, observations come from an RGBD camera

that provides an RGB image and an aligned depth image.

Both images are in standard VGA resolution. Foreground

pixels are identified through background subtraction [27] on

the RGB part of the observations. A background model is

built from a scene where the expected foreground, the actor

and the objects, is missing. Once the pixels of interest Iol
have been identified, the respective depth values in the depth

image are extracted in a filtered depth image Iod (Fig. 3(d)).

Every physical state Sk that is generated by function S

contains enough information so that data comparable to Iol
and Iod can be generated (Fig. 3(e)). In detail, given the cal-

ibration information c of the RGBD camera, Sk can be ras-

terized. Each element in Sk is represented by a shape that is

(or can be approximated as) a triangular mesh. For the spe-

cial case of the hand, we follow an approach similar to that

of [16]. All meshes are rendered with respect to their po-

sitions and orientations, in a virtual camera described by c.
From this rendering, two channels of information are kept,

(a) a map Irl that is set for pixels occupied by geometry pro-

jections and (b) a map Ird that holds the depth value of each

rendered pixel in Irl . In notation, an observation function O

generates two maps at time step k:

{Iol , I
o
d} = O (k) . (3)
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Figure 3: (a), (b) RGBD input. (d) Masked depth image

Iod . For a hand motion hypothesis h (c), a synthetic depth

map Ird is rendered (e). The difference between Iod and Ird
(f) yields the fitness of h. The best scoring h, computed by

PSO, is the tracking solution (g) for the current frame.

Given a state Sk and calibration information c, a rendering

function R generates comparable maps:

{Irl , I
r
d} = R (Sk, c) . (4)

3.2. Inference

In order to infer total state change from new observations

we formulate an optimization problem, which we solve for

the hand motion alone. All scene changes are attributed to

hand intervention, which, in optimization terms, amounts

to 27 parameters. Thus, at any tracking iteration at time t,
given (a) the hand position ht and (b) the state of the scene

St, we seek for a new hand pose ht+1 defined as

ht+1 , argmin
h

E (ht, h, St, c, t) . (5)

ht+1 must be such that the motion of the hand from ht to

ht+1 best explains the observed evolution of the scene. The

resulting scene state St+1 that accompanies ht+1 is pro-

vided by Eq. (1). Function E defines a penalty to be mini-

mized over hand motion hypotheses. It is a linear combina-

tion of a prior term P and a data term D:

E (h′, h′′, S, c, t) = λPP (h′′)+λDD (h′, h′′, S, c, t) (6)

During optimization, the range of all possible hand motions

is considered. However, we need to penalize for hand mo-

tions that contain inter-penetrations of distinct hand sub-

parts (e.g. fingers). Thus, P is defined as:

P (h) =
∑

{i,j}∈CM(h)

PD (si, sj), (7)

where function CM provides the collision check pairs for

the sub-parts, sk is the k-th collision element and func-

tion PD computes pair-wise penetration depth, that is com-

puted by the simulator. The data term D combines equa-

tions (1), (3) and (4) to quantify the difference between the

observation of a scene and the expected outcome of a hand

motion hypothesis:

D (h′, h′′, S, c, t) = F (O (t) ,R (S (h′, h′′, S) , c)) (8)

with

F (o, r) = λFDD (o, r) + (1− λF )DS (o, r) , (9)

DD (Iod , I
r
d) =

∑

min (|Iod − Ird | , Td)/Td
∑

(Iol ∨ Irl ) + ε
, (10)

DS (Iol , I
r
l ) = 1−

2
∑

(Iol ∧ Irl )
∑

(Iol ∨ Irl ) +
∑

(Iol ∧ Irl ) + ε
. (11)

All operands are 2D maps and all operators are pixel-

wise. Summations are performed over the area of the 2D
operands. A small term ǫ is added to denominators to avoid

divisions by zero.

DD represents depth comparisons between observed

and hypothesized scenes (Fig. 3(f)) Depth differences are

summed and normalized over the entire image. All differ-

ences are clamped in the range [0, Td], so that overly large

differences (mostly due to noise) don’t dominate. Then, dif-

ferences are normalized in the range [0, 1].
DS represents the overlap of rendered and observed sil-

houettes. We prefer hypotheses where all observed silhou-

ettes are accounted for by predicted silhouettes. This is

complementary to depth differences and acts as a safeguard

against multiple local minima of DD. More specifically, we

try to avoid hypotheses that yield strong depth matching in

only small parts of the image. Values are in the range [0, 1].
In order to minimize E we use Particle Swarm Optimiza-

tion (PSO) [11]. PSO has been selected because of its op-

timization performance [10]. Additionally, it is parallel in

nature, which allows for accelerated execution in parallel

architectures. Minimizing E amounts to invoking it sev-

eral thousand times per tracking frame. Every invocation

involves 3D rendering and dynamics simulation, both being

computationally demanding tasks. GPU architectures are

used in order to accelerate rendering and multicore CPU ar-

chitectures are exploited for the acceleration of dynamics

simulation for each PSO generation.

3.3. Tracking loop

Given a table-top scene containing objects and a human

hand, initialization is performed. The table is detected by

means of RANSAC plane fitting, and from its normal vec-

tor the gravity vector’s direction is inferred. 3D models of

the objects that can be found in the scene are assumed to be

available in a database. The initial registration (estimating

3D position and orientation) of these models to the actual

3D point cloud provided by the RGBD camera is performed

using the method described in [20]. The initial configura-

tion of the hand is predefined (Fig. 5).

A new iteration of tracking is performed as soon as new

observations become available at time t. As a first step,

foreground segmentation is applied. A hypothesis of a new

hand pose ht amounts to a relative motion with respect to



ht−1. All simulations conducted to estimate St are evolu-

tions of St−1. PSO is delegated with the task of minimizing

the penalty function E, for the new observations, in order

to find the minimizer hand motion. The PSO population of

hand poses is initialized in the vicinity of the solution for the

previous frame, so that search is more efficient on image se-

quences that are sampled densely in time. As PSO searches

for the fittest hypothesis, multiple scenarios of interaction

are simulated, rendered and compared to actual observa-

tions. Although the actor’s arm/body is not modelled and

belongs to the foreground, it does not influence inference.

This is because the computations of Eq. (5) are performed

inside a 2D bounding box of the image projection of each

and every modelled entity (hand, objects). Being tight, such

bounding boxes contain very few observations of the actor

other than his hand. The hypothesis that optimally explains

the evolution of a scene in terms of appearance is dubbed as

the tracking solution for the current frame. The scene state

that accompanies the winning hypothesis replaces St−1 for

the next tracking frame.

4. Experiments

For the evaluation of the presented framework we em-

ployed a parallel implementation. We used GPU threads

for 3D rendering and objective evaluation and CPU threads

for dynamics simulation. All experiments were executed

on a machine with the following specifications: quad-core

Intel i7 920 CPU, 6 GBs RAM and a 1581GFlops Nvidia

GTX 580 GPU with 1.5 GBs RAM. For the image acquisi-

tion process we employed a Kinect sensor and the OpenNI

framework. Acquisition was performed at a 30fps rate and

therefore the dynamics simulation time interval was set to

∆t = 1/30s. This interval was subsequently subdivided

into smaller intervals (10×), so as to remedy the lack of ro-

bust continuous collision detection for complex geometries.

Unless otherwise stated, PSO parameterization

amounted to 64 particles and 100 generations. Each

hypothesis was rendered in a series of surfaces (one per

simulated entity) of 50 × 50 pixels each. The effective

area over the observations that rendering and evaluation

considered at each step was based on per-entity bounding

box computations for the solution of the previous tracking

step. The values λP = 10, λD = 1 and λF = 0.9 were

used in all experiments. The mass of the hand model

collision spheres was set to 1 and the friction factor to

10. This combination of factors yields a powerful and

dexterous hand, that still requires at least two opposing

fingers in order to pick up objects. Td was set to 40mm.

4.1. Quantitative evaluation

For the problem of scene tracking and when a hand is

involved, it is very difficult to acquire ground truth infor-

mation. In an effort to produce data that can be used as a
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Figure 4: Quantitative results. Distinct curves correspond

to different particle counts. Logarithmic scale was used in

the vertical axes for better resolution over small value dif-

ferences.

ground truth we conducted the following experiment. A hu-

man hand grasped a cup firmly, lifted it and moved it around

in various angles. In a sequence of 500 frames, the hand

grasped the cup firmly in the last 370 frames (see the 1st

column of Fig. 5). By construction, the pose of the hand

was correlated with the pose of the cup. We tracked this

scene and thus gained access to the inferred poses of the

hand and the cup. We measured the standard deviation of

the distance between the estimated position of the hand and

that of the object, during grasping, and we found this to be

3.7mm. Similarly, the standard deviation of the difference

in hand/cup poses was equal to 1.3◦. These measurements

indicate that tracking was successful in capturing the tight

spatial hand/object relationship, despite the object’s rota-

tional symmetry, that hinders orientation estimation, and

despite the strong hand-hand and hand-cup occlusions.

In a second experiment, we tested the optimizer’s abil-

ity to effectively solve the tracking problem by using syn-

thetic data for which ground truth was available. Such

data (depths and silhouettes) were produced from the track-

ing result of the previous experiment. Being an output of

our framework, these data are compatible by construction.

We tested different budgets (i.e., allowed count of objec-

tive function evaluations) that were distributed across var-

ious particle and generation count combinations. For each

budget, a tracking experiment was repeated 100 times and

the distance between the resulting track and the ground truth

was measured using the accuracy measure proposed in [17].

The corresponding accuracy results are shown in Fig. 4(a)

and Fig. 4(b), where each point represents the median error

across all tracking repetitions. The tracking frame rate for

each budget is shown in Fig. 4(c).

What can be seen from Fig. 4(a) and Fig. 4(b) is that gen-

erally, as budget grows, a better accuracy is achieved. As

expected, we can trade accuracy for speed. In the synthetic

experiments even low budgets suffice for adequately accu-

rate tracking of both the hand and the object. There, budgets

that yielded as much as 3fps could produce adequately ac-

curate tracks. For real-world experiments, exhibiting non-



Figure 5: Tracking results, superimposed over the respec-

tive RGB input. Leftmost column: the sequence that was

used for quantitative assessment. Rest columns: qualitative

evaluation. Detailed presentation of the entire sequences

that highlight the efficacy of the proposed method can be

found in the supplementary material.

ideal observations and inexact modelling, we resorted to a

greater budget that still yielded acceptable performance (64
particles and 100 generations, 0.5fps).

4.2. Qualitative evaluation

We conducted a series of real-life experiments to test

whether (a) our modeling of dynamics and appearance is

adequate to match real observations (b) tracking the state of

a complex environment can be achieved with the proposed

optimization framework and, (c) our single actor hypothe-

sis is well reflected “in the wild”. It should be stressed that

in all experiments, optimization was performed only on the

parameters of the actor’s hand. The (correct) motion of all

objects was inferred as a consequence of the hand’s motion

that best explained the observations in total. The supple-

mentary material accompanying the paper demonstrates the

temporal evolution of the scene state in all experiments.

The first experiment considered a hand and a cup (2nd

column of Fig. 5). At this footage the hand picked up the

cup and put it back on the table in an upside-down orienta-

tion. As it can be verified by the overlays of our tracking

solutions in Fig. 5, the proposed method was successful in

providing a physically plausible explanation of this task.

In the second experiment a hand lifted and manipulated

a plastic bowling ball that was barely graspable due to its

size (3rd column of Fig. 5). Given enough friction, our hand

modelling was able to explain the lifting and manipulation

of the object. Even when almost the entire hand was oc-

cluded by the ball we came up with plausible hypotheses.

In both previous situations, consulting physics yielded that

an object that was to remain in the air required finger sup-

port, which, even if barely observed, was hypothesized in

order to achieve overall consistency with the observations.

In the third experiment we considered a more elaborate

case of interaction that induced cascaded occlusions. We

demonstrated the shell game with three cups and one ball

(4th column of Fig. 5). One cup trapped the ball and was

moved around, moving the ball inside it and pushing other

cups when in its way. At some point in time, a chained inter-

action occurred. The hand pushed an empty cup, which in

turn pushed the cup containing the ball. As the hand shuf-

fled the cups intense occlusions occurred that did not pre-

vent our framework from maintaining plausible hypotheses

about the 3D position and orientation of the fully/partially

occluded hand, cups and of the truly invisible ball.

A final experiment regarded object stacking. Concave

objects were stacked, one by one, forming a pyramid (5th

column of Fig. 5). This scenario challenged both the dy-

namics modelling and the optimization module, because

stacking of generic geometry is indeed a difficult problem

for dynamics simulators to handle stably, which in turn

yields an erratic behaviour in the objective function. How-

ever, PSO, overcoming the problem, yielded plausible hy-

potheses and thus the pyramid was tracked well.

5. Summary

In this work we enabled the efficient 3D tracking of

highly complex scenes by exploiting the single actor hy-

pothesis. To achieve this, we proposed the use of a dy-

namics model (physics simulator) and a appearance model

(3D rendering) as a powerful, combined forward model,

that is turned into an inference mechanism by means of

black-box optimization. The gains from considering this

inference framework include: (a) the successful, principled

and uniform treatment of several tracking scenarios that

pertain to challenging observability issues, (b) scene track-

ing solutions that are, by construction, physically plausible,

(c) problem dimensionality that does not increase with the

number of scene objects involved. This has been demon-

strated in a series of qualitative and quantitative experiments

on challenging scenarios, exhibiting complex interactions

of a human hand with several objects.

By introducing physics in 3D tracking of multi-entity

scenes, the proposed approach, establishes the foundations

upon which extensions can be built and can lead to even

more effective solutions. As an example, a natural exten-

sion of this work would be to consider a wider observa-

tion horizon in order to tackle cases where the hand is not

constantly observed to manipulate objects but only initiates

motion by passing kinetic energy. For such cases, more ob-

servations of the object are required in order to better es-

timate a velocity profile. Other extensions might consider

additional/adjusted priors that would regard more specific



tracking scenarios. Moreover, the access that is provided to

dynamic aspects of motion can be used to fuel higher level

inference. Finally, the single actor hypothesis does not con-

strain the actor to be single but only that all source of state

change is directly and efficiently modelled. Therefore, it

can also regard the extension to two active hands, an ac-

tive body or even active objects, etc. Interestingly, testing

different/larger forward models is made easy due to the de-

coupling of modelling from optimization.
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ing the physical parameters of rigid-body motion from

video. In ECCV, 2002. 2

[3] M. Brand. Physics-Based Visual Understanding* 1.

CVIU, 65(2), 1997. 2

[4] M.A. Brubaker, D.J. Fleet, and A. Hertzmann.

Physics-based person tracking using the anthropomor-

phic walker. IJCV, 87(1), 2010. 2

[5] M.A. Brubaker, L. Sigal, and D.J. Fleet. Estimating

contact dynamics. In ICCV, 2009. 2

[6] Erwin Coumans. Bullet game physics simulation,

2011. 3

[7] Q. Delamarre and O. Faugeras. 3D Articulated Mod-

els and Multiview Tracking with Physical Forces* 1.

CVIU, 81(3), 2001. 2

[8] D.J. Duff, J. Wyatt, and R. Stolkin. Motion estimation

using physical simulation. In ICRA, 2010. 2

[9] A. Gupta, A. Efros, and M. Hebert. Blocks world re-

visited: Image understanding using qualitative geom-

etry and mechanics. In ECCV, 2010. 2

[10] N. Hansen, A. Auger, R. Ros, S. Finck, and P. Pošı́k.
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[21] Z. Popović and A. Witkin. Physically based motion

transformation. In Conf. on Computer Graphics and

Interactive Techniques. ACM, 1999. 2

[22] M. Salzmann and R. Urtasun. Physically-based mo-

tion models for 3d tracking: A convex formulation. In

ICCV, 2011. 2

[23] R. Urtasun, D.J. Fleet, and P. Fua. Monocular 3d

tracking of the golf swing. In CVPR, 2005. 2

[24] M. Vondrak, L. Sigal, and OC Jenkins. Physical sim-

ulation for probabilistic motion tracking. In CVPR,

2008. 2

[25] J.M. Wang, D.J. Fleet, and A. Hertzmann. Optimizing

walking controllers. ACM Trans. on Graphics (TOG),

28(5), 2009. 2

[26] Y. Ye and C.K. Liu. Synthesis of detailed hand manip-

ulations using contact sampling. ACM Transactions

on Graphics (TOG), 31(4), 2012. 2

[27] Z. Zivkovic. Improved adaptive gaussian mixture

model for background subtraction. In ICPR, 2004. 4



Tracking the Articulated Motion of Two Strongly Interacting Hands

I. Oikonomidis, N. Kyriazis, A.A. Argyros

Institute of Computer Science, FORTH and Computer Science Deparment, University of Crete

{oikonom, kyriazis, argyros}@ics.forth.gr

Abstract

We propose a method that relies on markerless visual ob-

servations to track the full articulation of two hands that in-

teract with each-other in a complex, unconstrained manner.

We formulate this as an optimization problem whose 54-

dimensional parameter space represents all possible con-

figurations of two hands, each represented as a kinematic

structure with 26 Degrees of Freedom (DoFs). To solve this

problem, we employ Particle Swarm Optimization (PSO),

an evolutionary, stochastic optimization method with the

objective of finding the two-hands configuration that best

explains observations provided by an RGB-D sensor. To

the best of our knowledge, the proposed method is the first

to attempt and achieve the articulated motion tracking of

two strongly interacting hands. Extensive quantitative and

qualitative experiments with simulated and real world im-

age sequences demonstrate that an accurate and efficient

solution of this problem is indeed feasible.

1. Introduction

The problem of tracking the articulation of the human

body from markerless visual observations is of both theo-

retical interest and practical importance. From a theoretical

point of view, the problem is intriguing since humans solve

it effortlessly and effectively. From an application-oriented

perspective, a solution to this problem facilitates non-

intrusive human motion capture and constitutes a funda-

mental building block towards human activity recognition,

human-computer interaction, robot learning by demonstra-

tion, etc.

Despite the significant progress in the last years, the

problem remains unsolved in its full extent [12]. Difficul-

ties stem from the high dimensionality of the configuration

space of the human body, the varying appearance of humans

and the self-occlusions of human parts.

In this work we are particularly interested in the problem

of tracking hand articulations. A point in a 26-dimensional

configuration space defines the global position and orien-

tation of the hand plus the 20 joint angles between various

Figure 1. Left: A view of two interacting hands. Right: The con-

figuration of the two hands as estimated by the proposed method,

superimposed on the left frame (cropped 320 × 240 regions from

the original 640× 480 images).

hand parts. Because of its flexibility that generally induces a

concave shape, a performing hand is severely self occluded

even when observed from purposefully selected viewpoints.

Thus, the markerless tracking of a hand constitutes a high

dimensional search problem that needs to be solved based

on incomplete and possibly ambiguous observations.

Tracking two hands in interaction with each other is an

even more interesting problem. The interest stems from the

fact that a plethora of human activities (object grasping and

manipulation, sign language, social interaction) involve col-

laborative use and strong interaction of both hands. Con-

sider, as an example, the situation shown in Fig. 1. For a

human observer, the interpretation of the joint configuration

of the two hands is immediate. Even more interestingly, this

interpretation is associated to the joint hand configuration

rather than to each individual hand. Thus, the availability

of computational techniques that are able to jointly infer the

full articulation of the hands in such scenarios, opens new

avenues in the interpretation of human activities.

Compared to the already difficult problem of tracking the

articulation of a single hand, the problem of tracking two

hands is even more challenging. If the two hands are clearly

separated in the field of view of the observer, it would

suffice to solve two instances of the single-hand tracking

problem. However, if hands interact with each other, the

situation becomes much more complicated. Besides the

self-occlusions of each individual hand, further occlusions

are introduced because of the complex inter-relations of

the two hands, each hiding important observations of the

1
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other. Even further, the available, fewer observations be-

come more ambiguous since the existence of parts from two

hands increase the number of potential interpretations. Es-

sentially, each hand acts as a distractor to the interpretation

of the other.

The direct implication of the above observations is that

it is very difficult for any tracker of a single hand to cope

effectively with the problem of tracking two interacting

hands. The configuration of each hand can only be inferred

in the context of its interaction with the other. This calls for

a holistic approach, in which a joint model of the two in-

teracting hands is considered. In such a framework, the de-

sired outcome is the two-hands configuration that not only

best explains all available observations, but also explains

the ones that are missing due to the hands interaction.

In this paper we follow this approach. We consider a

model of two hands, potentially in strong interaction, and

we formulate an optimization problem whose solution is the

position, pose and full articulation of two hands that best

explain the set of all available visual observations. We also

demonstrate that despite its large dimensionality, this prob-

lem can be solved both effectively and efficiently.

1.1. Related work

To the best of our knowledge, there is no existing work

that addresses the problem of tracking the full articulation of

two interacting hands from markerless visual observations.

We therefore provide an overview of works on single-hand

articulation tracking and discuss their potential extensibility

to the problem of tracking two interacting hands.

Hand pose estimation and tracking methods can be

categorized into appearance- and model-based ones [6].

Appearance-based methods employ an offline training pro-

cess for establishing a mapping from a set of image features

to a finite set of hand model configurations [3, 18–20, 23].

The discriminative power of these methods depends on the

invariance properties of the employed features, the number

and the diversity of the training postures and the method

used to derive the mapping. Appearance-based methods are

appropriate for recognizing a small set of known and di-

verse target hand configurations and less suitable in situa-

tions where accurate pose estimation of a freely perform-

ing hand is required. Scenarios involving two hands seem

challenging for such methods. This is because the offline

training process should consider the combinatorial space of

the configurations of the two hands as well as the change in

appearance of these configurations because of the different

viewpoints of observation.

Model-based approaches [5,7,13–15,17,21,22] generate

hand model hypotheses and evaluate them on the available

visual observations. An optimization problem is formu-

lated, whose objective function measures the discrepancy

between observed and synthesized visual cues that are gen-

erated based on a specific hand posture hypotheses. The

employed optimization method should be able to evaluate

the objective function at arbitrary points in the multidimen-

sional model parameters space. Thus, unlike appearance-

based methods, most of the computations need to be per-

formed online. On the positive side, such methods avoid the

time and effort consuming task of training and they provide

continuous solutions to the problem of hand pose recovery.

Another categorization is based on how partial evidence

regarding the individual rigid parts of the articulated ob-

ject contributes to the final solution [14]. Disjoint evidence

methods [7, 17, 20, 22] consider individual parts in isolation

prior to evaluating them against observations. Joint evi-

dence methods [3, 5, 13–15, 18, 19, 21, 23] consider all parts

in the context of complete articulated object hypotheses. By

construction, joint-evidence methods treat part interactions

effortlessly, but their computational requirements are rather

high. Disjoint evidence methods usually have lower compu-

tational requirements than joint-evidence ones, but need to

explicitly handle part interactions such as collisions and oc-

clusions. Since such issues are pronounced in the problem

of two hands tracking, joint evidence methods are appar-

ently more suitable than disjoint evidence methods.

1.2. Contribution

In terms of the previously described classifications, this

paper presents a model-based, joint-evidence method for

tracking the full articulation of two interacting hands.

Observations come from an off-the-shelf RGB-D sensor

(Kinect [11]). Two-hands tracking is formulated as an opti-

mization problem. The objective function to be minimized

quantifies the discrepancy between the 3D structure and ap-

pearance of hypothesized configurations of two hands and

the corresponding visual observations. Optimization is per-

formed through a variant of an evolutionary optimization

method (Particle Swarm Optimization - PSO) tailored to the

needs of the specific problem.

From a methodological point of view, the proposed ap-

proach combines the merits of two recently proposed meth-

ods for tracking hand articulations [14, 15]. More specif-

ically, in [14], we proposed a joint-evidence method for

tracking the full articulation of a single, isolated hand based

on data provided by a Kinect. We extend this approach so

that it can track two strongly interacting hands.

Our method is also related to the one presented in [15]

that tracks a hand interacting with a known rigid object. The

fundamental idea behind that work is to model hand-object

relations and to treat occlusions as a source of information

rather than as a complicating factor. We extend this idea by

demonstrating that it can be exploited effectively in solv-

ing the much more complex problem of tracking two articu-

lated objects (two hands). Additionally, this more complex

problem is solved based on input provided by a compact



Kinect sensor, as opposed to the multicamera calibrated sys-

tem employed in [15].

Experimental results demonstrate that the accuracy

achieved in two hands tracking is in the order of 6mm, in

scenarios involving very complex interaction between two

hands. Interestingly, despite the large increase in the di-

mensionality of the problem compared to [14] (from 27 to

54 problem dimensions), the computational budget required

for achieving this accuracy is only slightly increased.

The major contributions of this work can be summarized

as follows: (a) We present the first method for accurate,

robust and efficient tracking of the articulated motion of

two hands in strong interaction, a problem that has never

been addressed before. (b) We demonstrate that the core

method presented in [14] can be naturally extended to han-

dle the problem of tracking the articulation of two inter-

acting hands. (c) We demonstrate that the idea of model-

ing context and occlusions as presented in [15] can be ex-

ploited towards tracking the articulation of two interacting

hands. (d) We demonstrate that despite the doubling of the

dimensionality of the problem compared to [14], the pro-

posed approach achieves comparable accuracy with a com-

parable computational budget.

2. Tracking two interacting hands

The proposed method achieves tracking of two interact-

ing hands by directly attributing sensory information to the

joint articulation of two synthetic and symmetric 3D hand

models, of known size and kinematics (see Fig. 2). For

given articulations of two hands we are able to predict what

the RGB-D sensor would perceive, by simulating the acqui-

sition process, i.e. producing synthetic depth maps for spe-

cific camera-scene calibrations. Having established a para-

metric process that produces comparable data to the actual

input, we perform tracking by searching for the parameters

that produce depth maps which are most similar to the ac-

tual input.

Tracking is performed in an online fashion, where at

each step and for every new input an optimization problem

is solved. A variant of the PSO search heuristic is used to

minimize the discrepancy between the actual RGB-D input

and simulated depth maps, generated from hypothesized ar-

ticulations. The best scoring hypothesis constitutes the so-

lution for the current input. The discrepancy measure is

carefully formulated so that robustness is achieved. To-

wards computational efficiency, temporal continuity is ex-

ploited at each optimization step.

2.1. Input/preprocessing

The input from the RGB-D sensor [16] consists of an

RGB image I and a corresponding depth map D, i.e. a

depth value for every pixel in I . The dimensions of both

arrays are 640×480. A skin color map os is produced from

I , by means of [2]. From os and D a new depth map od is

computed, where only depth values of D that correspond to

skin colored pixels in os are kept.

2.2. Model/search space

We define a parametric model of the joint kinematics of

two hands. As already discussed, it is of vital importance

to consider both hands cojointly, so that we can effectively

perform inference over their potentially strong interaction.

The parametric model of the two hands coincides with the

search space of each optimization step. Each of the hands

has 27 parameters, that represent the hand’s pose (3-D posi-

tion and 4-D quaternion-encoded orientation) and 4-D ar-

ticulations of each of the 5 fingers (a 2-D revolute joint

that connects the palm with the finger and two 1-D revolute

joints that connect adjacent phallanges). The ranges of pa-

rameter values are linearly bounded, according to anatom-

ical studies [1]. For two hands the dimensionality of the

search space amounts to twice the dimensionality for one

hand (i.e. 54), as we do not consider any additional con-

straints over their joint motion.

2.3. Simulation/comparable features

For each point h in the search space (see Sec. 2.2) a

mapping to the feature space of the actual observations is

required. We simulate the acquisition process of the depth

sensor by means of rendering. Each point h defines two

3D skeletons by applying forward kinematics over the pa-

rameters detailed in Sec. 2.2. These skeletons are skinned

with appropriately transformed instances of 3D spheres and

cylinders. The usage of only two primitives proves to be

computationally efficient (see Sec. 2.7). Given the calibra-

tion information C for the RGB-D camera, we rasterize

a depth map rd(h,C) from the implicit 3D structure de-

scribed so far. The resulting model is very similar to the

one we used in [14]. The rendered 3D structure is depicted

in Fig. 2(d).

2.4. Discrepancy/objective function

The objective function to be optimized is essentially a

penalty function to be minimized. This penalty is defined

with respect to a tracking frame’s observation O and a ren-

dered depth map rd(h,C) that is generated from a hypoth-

esis h. The penalty function E(·) consists of two terms, a

prior term P (·) and a data term D(·):

E(O, h,C) = P (h) + λk ·D(O, h,C), (1)

where λk = 2 is a regularization parameter.

The box bounds of the search space are not expressive

enough to tightly define the region of valid hand articula-

tions. Within these bounds, P (·) penalizes invalid articu-

lation hypotheses. In this work we invalidate articulations



Figure 2. By masking the depth information (b), with a skin color detection performed upon RGB data (a), a depth map (c) of image

regions corresponding to hands is extracted, from Kinect input. The proposed method fits the 54-D joint model of two hands (d) onto these

observations, thus recovering the hand articulation that best explains the observations (e).

where adjacent fingers inter-penetrate. Thus,

P (h) =
∑

p∈Q

−min(φ(p, h), 0), (2)

where Q amounts to the pairs of adjacent fingers, and φ is

the abduction-adduction difference (in rads) of adjacent fin-

gers, excluding the thumb. We have indeed tried elaborate

and more computationally expensive collision models to pe-

nalize inter-penetration but we have found simple angle dif-

ferences to efficiently resolve challenging tracking scenar-

ios.

The term D(·) quantifies the incompatibility of input O
to an articulation hypothesis h. Essentially, it is the result

of the comparison of two parts. The first part O = {os, od}
consists of the input depth map od and the skin map os. The

other part, referring to a hypothesis h, consists of a sim-

ulated depth map rd(h,C) and an implicitly defined skin

map rs(h,C), that is set at points where rd(h,C) is occu-

pied. The main purpose of D(·) is to penalize depth dis-

crepancies. However, to make it robust, a few more points

need to be addressed.

Unless depth differences are clamped within a predeter-

mined range dM , large differences, that can be due to noise,

dominate and produce a false high penalty. By clamping

we makeD(·) smoother and, thus, add noise tolerance in its

optimization. Moreover, we also consult the overlap of the

actual and simulated skin maps. More specifically, hypothe-

ses resulting in significant overlap with actual skin maps are

preferred even if they result in slightly greater depth dis-

crepancies. Empirical evaluation has proven that this ap-

proach eliminates strong local minima around the global

minimum and therefore facilitates the convergence of the

optimization process to its true optimum.
The aforementioned are encoded in the following

penalty function:

D(O, h,C) = λ

∑

min(|od − rd|, dM )
∑

(os ∨ rs) + ǫ
+

(

1−
2
∑

(os ∧ rs)
∑

(os ∧ rs) +
∑

(os ∨ rs)

)

, (3)

where λ = 0.05 acts as a regularization parameter, dM
is set to 4cm and ǫ = 10−6 is added to denominators in

order to avoid possible divisions by zero. Differences are

normalized over their effective areas.

2.5. Search/optimization

The challenging task of optimization at each tracking

frame is delegated to the powerful Particle Swarm Opti-

mization (PSO) search heuristic [8,9]. PSO is an evolution-

ary optimization algorithm that receives an objective func-

tion F (·) and a search space S and outputs an approxima-

tion of the optimum of F (·) in S, while treating it as a black

box. Being evolutionary, it is parameterized with respect

to a population of particles. These parameters amount to

the particle count N and the generation count G. Three

additional parameters, namely w (constriction factor [4]),

c1 (cognitive component) and c2 (social component), adjust

the behavior of the algorithm.

For each generation k and particle i PSO maintains a

state that consists of a global optimum position Gk, a local

optimum Pk,i, the current position xk,i and the current ve-

locity vk,i. Initially, particles are sampled uniformly in S.

At each generation, the velocity of each particle is updated

according to

vk+1,i = w(vk,i+c1r1(Pk,i−xk,i)+c2r2(Gk−xk,i)) (4)

and the current position of each particle is updated accord-

ing to:

xk+1,i = xk,i + vk+1,i. (5)

Pk+1,i is set to

Pk+1,i =

{

xk+1,i, F (xk+1,i) < F (Pk+1,i)
Pk,i, otherwise

(6)

Gk is set to the best scoring particle’s Pk,i:

Gk+1 = Pk+1,l, with l = argmin
m

(F (Pk+1,m)) . (7)

Variables r1, r2 represent uniformly distributed random

numbers in the range [0, 1].
As suggested in [4], we fix the behavioral parameters to

c1 = 2.8, c2 = 1.3 and

w = 2/
∣

∣

∣
2− ψ −

√

ψ2 − 4ψ
∣

∣

∣
(8)



with ψ = c1 + c2. We have experimentally confirmed that

for the w as defined in Eq.(8), any combination that satis-

fies c1 + c2 = 4.1 achieves essentially the same optimiza-

tion performance.

There are traits that make PSO attractive to use in a track-

ing method. It is derivative-agnostic, which makes it easy to

try and optimize arbitrary objective functions, with no limi-

tations over convexity, continuity etc. Moreover, its perfor-

mance depends on essentially two parameters, namely N
and G.

In the proposed method a variant of PSO is considered

that better suits our tracking requirements. As already stated

in [14], the original PSO algorithm has been effective in ac-

curately recovering the pose of the hand’s palm (6 DoFs).

However, less accuracy has been observed for the fingers

(the rest of the 20 DoFs). This occurs due to premature

“collapsing” [9] of the population. In order to alleviate this,

we employ additional randomization over these remaining

parameters, so that their range is better explored [24]. This

process is applied to the joint parameter space of both hands

(54 DoFs) and for the 40 parameters that regard the 10 fin-

gers.

Additionally, we exploit the parallel nature of PSO by

delegating evaluations of individual particles to distinct

computational cores of a parallel platform. Each generation

is evaluated in parallel, given that the score of each parti-

cle is independent to any other. This introduces significant

benefits with respect to execution times.

2.6. Tracking loop

In order to perform tracking across time we iterate over

instances of the same optimization problem. Each iteration

is performed on new input provided from the sensor and

yields a new pose estimate. In order to provide such an es-

timate, E(·) is minimized by PSO. What differs from frame

to frame is the input and the effective search area that is

provided to PSO.

For every new frame, the newly acquired input is prepro-

cessed and mapped into the feature space of skin and depth

measurements, as variableO. All subsequent evaluations of

E(·) are performed based on this input. Every hypothesis

h that is generated by PSO is rendered and thus mapped to

the same feature space. PSO drives an exploratory course

in which multiple invocations (N × G) of E(O, h,C) are

made. The optimal hypothesis

hmax = argmin
h

E(O, h,C) (9)

is output as the inferred articulation for the current tracking

frame.

Although the original PSO requires a uniform initializa-

tion of its population in S, we exploit temporal continuity

and constrain the effective search area. To do so, for ev-

ery next tracking frame we initialize the population to be in

Figure 3. Feature mapping of an entire generation of model hy-

potheses that can be generated and evaluated in sub-millisecond

time scale on a GPU.

the vicinity of hmax of the previous frame. The optimum

hmax of the previous frame is copied to the new popula-

tion. The rest of the population consists of random pertur-

bations of hmax. This strategy makes our proposed method

suitable for tracking but has the disadvantage that the hand

poses must be initialized for the first observed frame of a

sequence.

2.7. Parallel implementation

The execution time of the presented tracking loop is

dominated by the evaluation of the data term D(·) of the

penalty function E(·) (see Eq. (1)). 3D rendering and oper-

ations over entire maps induce costs that are prohibitive for

mainstream CPUs but can be efficiently handled by con-

temporary GPUs. We exploit parallelism by considering

renderings of multiple hypotheses, simultaneously, in big

tiled renderings. Essentially, an entire generation is feature-

mapped upon a single 2D array, as shown in Fig.3. Per

pixel computations are implemented using shaders and the

required summations are performed by means of mip (mul-

tum in parvo) mapping with the addition operator. Follow-

ing the guidelines of [10], we employ hardware instancing

and multi-viewport clipping in order to efficiently cope with

many model hypotheses that consist of homogeneous trans-

formations of just a sphere and a cylinder.

3. Experimental evaluation

Synthetic data as well as real-world sequences obtained

by a Kinect sensor [11] were used to experimentally evalu-

ate the proposed method. Experiments were performed on

a computer equipped with a quad-core Intel i7 950 CPU, 6
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Figure 4. Quantitative evaluation of the performance of the method

with respect to the PSO parameters. Each line of the graph corre-

sponds to a different number of particles as shown in the legend.

GB RAM and an Nvidia GTX 580 GPU with 1581GFlops
processing power and 1.5 GB of memory.

3.1. Experiments on synthetic data

The quantitative evaluation of the proposed method has

been performed using synthetic data. This approach is of-

ten encountered in the relevant literature [7,13–15] because

ground truth data for real-world image sequences is hard to

obtain. The employed synthetic sequence consists of 300
poses that encode typical interactions of two hands. Ren-

dering was used to synthesize the required input O. To

quantify the accuracy in hand pose estimation, we adopt

the metric used in [7]. More specifically, the distance be-

tween corresponding phalanx endpoints in the ground truth

and in the estimated hand poses is measured. The average

of all these distances, for both hands, over all the frames of

the sequence constitutes the resulting error estimate ∆. It

is worth noting that these distances include estimations for

hand points that, because of occlusions, are not observable.

The influence of several factors to the performance of the

method was assessed in respective experiments. Figure 4

illustrates the behavior of the method with respect to the

PSO parameters (number of generations and particles per

generation). The product of these parameters determines

the computational budget of the proposed methodology, i.e.

the number of objective function evaluations for each each

tracking frame. The horizontal axis of the plot denotes the

number of PSO generations. Each plot of the graph cor-

responds to a different number of particles per generation.

Each point in each plot is the median Md of the error ∆ for

20 repetitions of an experiment run with the specific param-

eters. A first observation is that Md decreases monotoni-

cally as the number of generations increase. Additionally,

as the particles per generation increase, the resulting error

decreases. Nevertheless, employing more that 45 genera-
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Figure 5. Quantitative evaluation of the performance of the method

with respect to the average distance from the sensor.

tions and more than 64 particles results in disproportionally

small improvement of the method’s accuracy. The gains are

at most 2mm or roughly 30%, for a 5-fold increase in com-

putational budget. For this reason, the configuration of 64
particles for 45 generations was retained in all further ex-

periments. In terms of computational performance, track-

ing is achieved at a framerate of 4Hz on the computational

infrastructure described in Sec.3.

In another experiment we assessed the effect of vary-

ing the distance of the hands from the hypothesized sensor.

By doing so, we explored the usefulness of the method in

different application scenarios that require observations of

a certain scene at different scales (e.g., close-up views of

hands versus distant views of a human and his/her broader

environment). To do this, we generated the same synthetic

sequences at different average depths. The results of this

experiment are presented in Fig. 5. At a distance of 50cm

the error is equal to 6mm. As the distance increases, the

error also increases; Interestingly though, it doesn’t exceed

8.5mm even at an average distance of 2.5m. The used syn-

thetic maps do not contain any kind of noise, in contrast to

what happens in practice: the amount of noise is related to

the distance from the sensor for data acquired with a Kinect.

The tolerance of the method to noisy observations was

also evaluated. Two types of noise were considered. Er-

rors in depth estimation were modeled as a Gaussian dis-

tribution centered around the actual depth value with the

variance controlling the amount of noise. Skin-color seg-

mentation errors were treated similarly to [18], by randomly

flipping the label (skin/non-skin) of a percentage of pixels

in the synthetic skin mask. Figure 6 plots the method’s er-

ror in hand pose estimation for different levels of depth and

skin segmentation error. As it can be verified, the hand pose

recovery error is bounded in the range [6mm..23mm], even

in data sets very heavily contaminated with noise.

The accuracy in hand pose estimation with respect to
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Figure 6. Quantitative evaluation of the performance of the method

with respect to synthesized depth and skin-color detection noise.
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Figure 7. Quantitative evaluation of the performance of the method

with respect to viewpoint variation.

viewpoint variations was also assessed. This was achieved

by placing the virtual camera at 8 positions dispersed on the

surface of a hemisphere around the hypothesized scene. The

data points of Fig. 7 demonstrate that viewpoint variations

do not significantly affect the performance of the method.

In a final experiment, we measured the performance of

our single hand tracker [14] on the synthetic data set of the

previous experiments. To do so, the system described in

that work was used to track one of the two visible hands.

The resulting error Md for this experiment was 145mm. In

practice, the single hand tracker is able to track accurately

one of the two hands while it is not in interaction with the

other. However, as soon as occlusions become extended due

to hands interaction (for example, when one hand passes in

front of the other), the track is often completely lost.

3.2. Experiments on real world sequences

Towards the qualitative evaluation of the proposed ap-

proach in real data, several long real-world image sequences

Figure 8. Snapshots from an experiment where two hands inter-

act with each other (cropped 320 × 240 regions from the original

640× 480 images).

were captured using the PrimeSense Sensor Module of

OpenNI [16]. The supplemental material accompanying

the paper provides a video with the results obtained from

one such sequence (1776 frames)1. Indicative snapshots are

shown in Fig. 8. Evidently, the estimated hand postures

are in very close agreement with the image data, despite

the complex articulation and strong interactions of the two

hands.

1Available online at http://youtu.be/e3G9soCdIbc



4. Discussion

We proposed a method for tracking the full articulation

of two strongly interacting hands, based on observations

acquired by an RGB-D sensor. The problem was formu-

lated as an optimization problem in a 54-dimensional pa-

rameter space spanning all possible configurations of two

hands. Optimization seeks for the joint hand configuration

that minimizes the discrepancy between rendered hand hy-

potheses and actual visual observations. Particle Swarm

Optimization proved to be competent in solving this high

dimensional optimization problem. More specifically, ex-

tensive experimental results demonstrated that accurate and

robust tracking of two interacting hands can be achieved

with an accuracy of 6mm at a framerate of 4Hz. Experimen-

tal results also demonstrated that in the presence of strong

hand interactions, the straightforward alternative of solving

two instances of a single hand tracking problem results in a

much lower accuracy.

The proposed approach is the first to achieve a solution to

this interesting and challenging problem. Hopefully, it will

constitute an important building block in a large spectrum

of application domains that critically depend on the accurate

markerless perception of bi-manual human activities.
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Predicting Human Intention in Visual Observations

of Hand/Object Interactions

Dan Song, Nikolaos Kyriazis, Iason Oikonomidis, Chavdar Papazov,

Antonis Argyros, Darius Burschka and Danica Kragic

Abstract—The main contribution of this paper is a prob-
abilistic method for predicting human manipulation intention
from image sequences of human-object interaction. Predicting
intention amounts to inferring the imminent manipulation task
when human hand is observed to have stably grasped the object.
Inference is performed by means of a probabilistic graphical
model that encodes object grasping tasks over the 3D state of
the observed scene. The 3D state is extracted from RGB-D image
sequences by a novel vision-based, markerless hand-object 3D
tracking framework. To deal with the high-dimensional state-
space and mixed data types (discrete and continuous) involved
in grasping tasks, we introduce a generative vector quantization
method using mixture models and self-organizing maps. This
yields a compact model for encoding of grasping actions, able
of handling uncertain and partial sensory data. Experimentation
showed that the model trained on simulated data can provide
a potent basis for accurate goal-inference with partial and
noisy observations of actual real-world demonstrations. We also
show a grasp selection process, guided by the inferred human
intention, to illustrate the use of the system for goal-directed
grasp imitation.

I. INTRODUCTION

Humans possess a profound capability of learning though

imitation. Imitation learning has been addressed frequently

in robotics for enabling bootstrapping in object grasping and

interaction with the environment in general, [28], [8], [20],

[27], [2]. An important challenge in imitation learning is

the “correspondence problem” [21] due to the differences in

embodiments between humans and robots, being especially

problematic in grasping applications [32], [30], see an example

in Fig. 1. One solution to the correspondence problem is

“goal-directed imitation” [34] where the learner infers the

intent of the activity from the teacher and then achieves

the same goal using own sensorimotor acts. Recognizing the

intention of object grasping actions in humans is then an
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a) Demo of Hand-over Task b) Imitate Power Grasp c) Imitate Hand-over Task

Fig. 1. a) Human demonstrates a grasp with an intention to hand-over an

apple. b) Robot imitates the power grasp configuration used by the human,
and fails to hand-over because there is not enough free space for regrasp. c)
Robot estimates that human intends to hand-over the apple. It also learns the
task requires leaving enough free space on the object. It applies a precision
grasp to achieve the task.

integral part of enabling robots to act and interact with the

environment. Most of the work that addressed this problem

is either evaluated in simulated environments where perfect

knowledge of objects and grasps is available [32], [30], or in

situations where the human teacher is equipped with magnetic

sensing or datagloves [17], [5].

In this work, we show how to approach the problem of

learning object grasping and manipualtion tasks by considering

natural human demonstration - with no markers and no data-

gloves. A similar idea was also exploited in [11], [12], [33].

In [12] the recognition module was based on a discriminative

model that could not be used to generate grasping actions

in the imitation phase. [11] addressed grasp imitation on

a robot platform but the approach was based on manual

mapping between human and robot hands, thus difficult to

generalize across different embodiments. The work in [33]

focused on extracting object affordances [7]. However, de-

tailed grasp parameters such as hand position, orientation and

finger configuration were not considered. We argue that these

are actually the most important parameters that encode the

information relevant for the task. Work in [32], [30] adopted

a generative modeling approach similar to us. However they

only tested their model in simulation environments. We present

our state of the art, markerless, vision-based 3D hand and

object tracking system that is capable of extracting detailed

parameters of human hand motion in interaction with objects.

To estimate human intention, we build a model that encodes

the grasping tasks using probabilistic graphical models similar

to [32], [30]. We show how to model the object grasping

domain using a combination of discrete Bayesian networks and

vector quantization models. The generative modeling approach

allows goal inference under partial and noisy observations in

real world applications. Combined with the markerless vision-

based hand/object tracking module, we show that the genera-
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tive modeling approach results in accurate goal inference even

under partial and noisy observations in real world applications.

Finally we illustrate the applicability of the learned model in

a goal-directed imitation scenario.

II. MODELS

A. Modeling Grasping Tasks using Graphical Models

In this section we shortly describe the use of BN for

grasp planning and learning of goal-directed grasping policies.

Goal-based grasp planning involves decisions over (a) object

selection and (b) grasp realization so that a given task, out

of several, can be afforded. Let also T be a selection over

common house-hold task set T that an agent might intend

to do after grasping an object. Let O be the set of variables

describing object category, size, and shape-related features. Let

A be the set of variables that parameterize a grasp action such

as hand position, orientation and articulation. Planning a grasp

is then to decide O and A given T . In addition to O,A, we

also introduce a set of “constraint” variables, denoted as C

that further describe the configuration of the object and hand

in the final object-grasp complex. An example C variable is

free volumn that quantitize how much free space on the object

is left uncovered by the hand in final grasp configuration.

We assume that object related variables O are intrinsic

properties (they do not change as the object moves) and action

variables A regard a static hand pose, at the moment of

grasping, expressed in the local coordinate frame of objects. A

variables are agent-specific because humans and robots differ

in the kinematics of their end-effectors. Each object-grasp

complex, as shown in Fig. 1, can be described by a set of

object, action and constraint variables O,A,C and the task(s)

T that the grasp can afford. While O,A,C variables can be

measured or extracted using robot’s vision and haptic sensors,

the high level task semantics have to be provided by a human

teacher.

If a large set of example grasps with task semantics is

provided, we can train a BN to model the joint distribution

of all variables p(O,A,C, T ). We use BNR to represent BNs

for a robot and BNH for humans. Goal inference is then

the process that determines the most likely task(s) t∗ through

inferring the marginal probability p(t|o,a, (c), BNH), given

a grasp demonstration with observed object features o, grasp

action parameterized by a, and with or without the constraints

c. Grasp planning is a process that determines the most

appropriate object o∗ = argmaxo p(o|t
∗, BNR), and then

the most appropriate grasp a∗ = argmaxa p(a|o
∗, t∗, BNR)

for executing the given task.

B. Generative Soft Vector Quantization

To correctly encode a grasping task, both symbolic infor-

mation (e.g., task and object class) and continuous low-level

sensorimotor variables (most O,A,C features) are needed.

Learning a BN from both continuous and discrete data

simultaneously is an open problem, particularly for the cases

of high dimensionality and complex distributions (e.g., hand

grasp configuration and hand orientation). Most learning ap-

proaches only work with discrete variables and multinomial

distributions [15]. An efficient approach is to discretize a

mixed model by quantizing the continuous variables [6]. In the

common case where quantization incurs “hard” cuts between

neighboring discrete states, each continuous data point x is

mapped to a single discrete state. This is disadvantageous

especially in a domain with limited training data, obtained

from noisy observations. This problem has been identified

and remedied in [16], [4] with “soft” discretization, i.e. by

taking into account the influence of a continuous data point

over its neighboring discretization intervals. The resulting

Bayesian network can be interpreted as a “fuzzy” network.

Such solutions have been shown to outperform their hard-

discretization counterparts [16], [4].

We use a generative soft vector quantization approach

for our high-dimensional continuous problem, based on

self-organizing maps (SOM) and Gaussian mixture models

(GMM). Here “fuzziness” in the discrete assignment of con-

tinuous data is not handled using a spread function convo-

luted with the manually-defined discrete intervals as in [4].

Instead, clustering is employed to automatically define the

boundaries of discrete intervals, thus can efficiently cope with

high-dimensional data. Given the initial clustering results, we

then obtain a GMM model to represent the density of each

input space. GMM provides a probability representation that

can “smooth out” the boundaries in the initial clusters (see

Sec. II-B1 and Sec. II-B2). GMM model is also used in [16] to

obtain a fuzzy BN. Different from [16] who integrated GMM

as a node in the Bayesian network, our GMM is decoupled

from the network. Each continuous data is discretized prior to

training of the BN. This increases training efficiency compared

to [16].

1) Clustering using Self-Organizing Map: For a high-

dimensional continuous variable Z, we use a SOM-based

clustering approach as in [35] to form K clusters on a dataset

X = [x1,x2, . . . ,xN ], where N is the number of samples.

The principle is to first use SOM to project X to a set of

prototypes (map units) that are then combined to form final

clusters.

SOM [13] is often used in quantization and visualization

of high-dimensional data and it consists of a regular, usually

2-dimensional grid of map units. Each unit j is represented

by a prototype vector wj that has the same dimensionality

as the original data. The units are connected by neighborhood

relations discovered from original training data. The SOM can

thus be interpreted as a topology preserving mapping from

input space X onto the 2D map units W = [w1,w2, . . . ,wM ]
resembling the density of the original data. Given this property,

the problem of clustering on the original N data points can

be reformuated into clustering on their mapped M prototype

vectors on the SOM. Since M << N , clustering is more

efficient in computation.

Fig. 2 illustrates this process. First, a large set of prototypes

– much larger than the expected number of clusters K– is

formed using the SOM (Fig. 2 a). The prototypes are combined
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a) SOM b) U-Matrix c) Davies-Bouldin index d) Cluster on SOM e) GMM density

Fig. 2. SOM-based Soft Discretization illustrated on the 4D data of the Quaternion Hand Orientation: a) The SOM with the size of the unit determined
by number of original training data that is mapped to that unit; b) U-matrix where the the light color indicates large distance between adjacent map units;
c) Davies-Bouldin index the minimization of which determines the optimal number of the clusters K; d) the clustering results on the SOM; e) the density
map from the trained GMM.

in the next level to form the actual clusters (see Fig. 2 d). The

U-Matrix (Fig. 2 b) can be used to determine the clusters and

their boundaries. Given a predefined number of clusters K,

clustering is performed on W using the K-means algorithm.

To determine K, we use the Davies-Bouldin validity index,

defined as Idb , 1
2

1
K

∑K

k=1 maxl 6=k{
sk+sl
dkl

}, where sk is

intra-cluster distance and dkl the inter-cluster distance. K is

the minimizer of Idb (see Fig. 2 c). Each data point of the

original data set X is assigned to the cluster of its prototype

wj .

2) Gaussian Mixture Model: The result of the first step is

a selected number of clusters K and the corresponding cluster

assignment on the original data X. This result allows for the

learning of a Gaussian mixture model that encodes the density

distribution in the original data space (see Fig. 2 e),

p(x) ∝
K∏

k=1

λkN(x|uk,Σ
−1
k ). (1)

where uk and Σk are the mean and covariance of each

Gaussian component, and λk are the mixing weights. The

parameters of the mixture model are learned using a standard

EM approach.

Given the GMM model, a continuous data point x is con-

verted to a soft discrete evidence y = [y1, y2, ..., yK ]T , where

yk = p(x|k) is the probability of the data being generated

by the kth mixture component in GMM . These probabilities

quantify the level of influence of a continuous data point over

its neighboring discretization intervals. In parameter learning

of the BN, we can then update the conditional probability table

for each variable using the soft discrete evidences (details of

the algorithm refer to [4]).

C. Inference

A trained BN defines a factorization of the joint distri-

bution p(T,O,A), that adheres to the discovered conditional

dependencies. The availability of such a BN enables the

computation of the marginal probability density of a group

of variables by conditioning on the rest. This is commonly

performed by applying the junction tree algorithm [9]. The

result of the latter is a set of probabilities, for all the discrete

states of a variable Z, conditioned on the observed evidence

e: pk = p(Z = k|e). The expected continuous value E(Z) of

the variable Z is required.

Estimating a continuous representation from soft evidence

is an “inverse problem” in soft discretization as it recovers

the continuous value from discrete states. This is also known

as de-fuzzification in fuzzy set theory, which does not have a

simple solution [14]. A practical approach for interpreting the

output of a discrete Bayesian network is to use the most likely

point of the inferred variable as the output. We can define a

distribution over the continuous space x associated with the

multi-nominal distribution pk,

p(x|e) ∝
K∑

k=1

pkN(x|uk,Σ
−1
k ) (2)

where uk and Σ−1
k are the mean and covariance of the

components of the GMM model (Eq. 1). We can then sample

from the above distribution in order to find the most likely

locations over the continuous space. This approach will be

henceforth referred to as ML. In ML, however, there is a

danger of information loss, especially when pk does not

have a strong preferred single state, but it spreads out to

multiple states. An alternative method would be to estimate

the expected value using a weighted sum of the component

centers that takes probabilities of all the states into account.

The expected value of variable Z is then defined as,

E(Z) =
K∑

k=1

p(Z = k|e) uk =
K∑

k=1

pk uk (3)

This approach is expected to be better if the different modes

(state centers) preserves the topological map of the original

data space

III. VISION-BASED OBJECT AND HAND POSE TRACKING

In order for inferring the intention given natural observa-

tions, the latter need to be translated into the domain of the

proposed probabilistic model. In our work, the observations are

acquired using a RGBD sensor [18]. Translation is achieved

by means of a novel hand-object 3D tracking system that

combines state-of-the-art methods for object recognition [25],

[26] and hand-object 3D tracking [23], [22].

At any given time instant, the state of a human’s hand

and the object(s) he/she interacts with are represented by a

vector that encodes the involved degrees of freedom (DoFs).

For a hand 26 parameters are required to represent its pose and

articulation [22]. For an object 6 parameters are required to

represent its pose (3D position and 3D orientation). Tracking

a hand interacting with N object means to extract 26 + 6N
parameters for each time instant that best explain the actual
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Fig. 3. Tracking: The first frame of a sequence is used to recognize objects of a database that appear in a scene, according to Sec. III-A. The rest of the
frames of the hand-object(s) ensemble are tracked in a hypothesize-and-test fashion (see Sec. III-B). The channels of information of each frame that are used
in each phase are outlined with green borders.

observations. We formulate this scene tracking as an opti-

mization problem and follow the hypothesize-and-test scheme

of [23], [22] while combining their merits. Since tracking is

formulated as an evolution of hypotheses over time, an initial

state needs to be provided. We delegate this task to the robust

and powerful method of [25], [26] and thus fill the gap of [23],

[22] with respect to the initialization problem. The tracking

process is illustrated in Fig. 3. The reference coordinate system

is conveniently defined to reside on the demonstration table

rather than inside the RGBD sensor (default). This is achieved

by means of straightforward calibration, using a chessboard

pattern of known dimensions and structure.

A. Object Recognition and Pose Estimation

Given a set of 3D object models and a scene observation

(Fig. 3 a), we need to estimate the position and orientation

of the objects present in the scene (Fig. 3 b) in order to

initialize tracking. The employed object recognition algorithm

[25], [26] consists of an offline pre-processing phase and an

online recognition step. In the offline phase, pairs of points

with corresponding normals are sampled from the model and

a geometric descriptor signature is computed for each pair

and stored in a hash-table. The complete representation for

all models is computed by processing each model in this way

using the same hash table. Thus, new models can easily be

added without recomputing the whole hash table. In the online

recognition phase, a point pair is sampled from the input

scene, the two normals are estimated and the same geometric

descriptor is computed. Next, the descriptor signature is used

as a key to the hash-table to retrieve all model point pairs

similar to the one sampled from the scene. Note that two

pairs of points with normals are sufficient to compute a unique

rigid transform which aligns them. This results in a number

of hypotheses each one consisting of a model and a rigid

transform which maps it to the scene. A hypothesis is accepted

as a solution if it passes several verification stages. This

process of sampling, hypothesis generation and verification is

repeated a number of times such that all objects in the scene

are recognized with a certain user-defined probability.

B. Tracking

By combining the efficient hand-tracking from RGB-D

input of [22] with contextual information over objects under

manipulation as in [23], we derive a system that is able to

simultaneously track a hand and several objects from RGB-D

input. Given an initial recognition of N objects in the scene,

tracking of the 26+6N parameters that best explain the input

sequences is performed. As in [23], [22], tracking amounts

to a series of optimization steps that correspond to individual

time instants along the input sequences.

For a given instant in time, every hypothesis over the

26 + 6N parameters yields a 3D configuration of a 3D hand

and objects. Upon its 3D rendering, with respect to camera-

world calibration information, the hand-object(s) ensemble

provides feature maps (depth and silhouettes) that are directly

comparable to actual observations (see depth map in Fig. 3

d). The Particle Swam Optimization (PSO) search heuristic is

responsible for generating and improving hypotheses over the

true state that is captured in the observations. A hypotheses is

improved if it is altered so as to score better in an objective

function that quantifies discrepancies between 3D renders of

it and actual observations. In this paper, instead of only

considering a 3D hand model during 3D rendering (as in [22]),

we also consider the recognized 3D objects, which additionally

modulate the objective values. The availability of additional

appearance models over predefined objects allows more direct

incorporation of the objects during tracking than in [23]. These

models are defined, trained in an offline phase and used online

according to [1].

IV. EXPERIMENTS

Consider a setup where a robot observes a human executing

a task that involves grasping and manipulation of objects. Let

us assume that the robot has learned and encoded grasping
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TABLE I
FEATURE DESCRIPTION.

Name Dim Description

T task - Task Identifier
O1 obcl - Object Class
O2 size 3 Object Dimensions
O3 conv 1 Convexity Value [0, 1]
A1 dir 4 Approach Direction (Quaternion)
A2 npos 3 Unit Grasp Position
A3 fcon 20 Final Hand Configuration
C1 fvol 1 Free Volume
C2 coc 3 Center of Contacts
C3 gbvl 3 Grasped Box Volumn

experiences from past observations and executions and stored

these in human-specific network BNH , and its own grasping

experience, BNR. The goal of the robot is then to (1) infer the

intention of the teacher given a new demonstration example

and (2) to reach the intended goal using its own grasping

policy.

The experiments in this section are designed to first evaluate

the accuracy in goal inference using BNH trained with

simulated data. We then test the ability of this model to

recognize the goal of real human grasps tracked with the

proposed vision system in Section III. Finally we illustrate the

process of goal-directed imitation on a robot platform using

one examplar demonstration. In the experiments, we consider

four tasks: hand-over, pouring, tool-use, and dish-washing.

A. Data Generation

Tab. I show the features used in the experiment. Some vari-

ables such as free volumn fvol and grasped box volumn gbvl

can be useful to discriminate tasks such as hand-over. However

they are not directly observable in real human demonstration.

We therefore use simulated data with full observation to train

the model, and then test the goal inference performance using

both simulated test data and the test data from real human

demonstration.

We use a box-based grasp planner Box Approximation, De-

composition and Grasping (BADGr) [10] as a tool to generate

the simulated data set that instantiate the {O,A,C, T} features

as listed in Tab. I. Two hand models – a 20-DoF human hand

model and a 7-DoF Schunk Dexterous hand model – are used

to generate grasp hypotheses over 48 object models with 6

types: bottle, glass, mug, knife, hammer and screwdriver. To

extract those features, we first generate grasp hypotheses using

the grasp-planner BADGr [10], and evaluate them as scenes

of object-grasp configurations in a grasp simulator, GraspIt!

[19] for task labeling. BADGr includes extraction and labeling

modules to provide the set of variables presented in Tab. I. The

interested reader is referred to [32], [10] for more details on

the feature extraction.

The data from real human demonstration is obtained using

the vision-based object-hand tracking system described in

Section III. Three known (3D models available) objects – a

bottle, a mug and a hammer are used for data collection. For

each object, a human subject is asked to perform a number of

grasps that satisfy one specified task. We finally obtain a set

TABLE II
DATA STATISTICS.

Simulated Real
Task Pos. Neg. Pos. Neg.

Hand-over 996 996 324 636
Pouring 860 860 773 893
Tool-use 986 986 399 336
Dish-washing 457 457 682 893

of task-labeled real grasp data that instantiate the {O,A, T}
features in Tab. I. Notice that even though the vision-based

tracking system can provide temporal data during the entire

sequence of reaching and grasping action, we only take the

data at the last time frame corresponding to the moment of

the final stable grasp configurations that are modeled by the

static Bayesian networks. Tab. II summarizes the number of

the positive and negative examples for each of the four tasks

(or goals) in the simulated and real datasets.

B. Model Training

Given the simulated data D = [O,A,C,T], we obtain four

task-specific Bayesian networks for the four tasks.

1) Data Discretization: As stated in Section II-B, to learn

the structure of the Bayesian network from data, we need to

discretize the continuous data. For one-dimensional continuous

variables, we first apply the equal-width binning to cluster

the continuous data into K intervals, and then train a GMM

model based on this initial clustering. The free parameter K is

selected from a given range of Ks that minimize the Bayesian

information criteror (BIC). For multivariate variables we apply

SOM-based discretization. Number of cluster K is determined

by minimizing the the Davies-Bouldin (see description in

Section II-B).

2) Learning Bayesian Networks: Given the discretized data,

we use a greedy search algorithm to find the network structure

(the directed acyclic graph, or DAG) in a neighborhood of

graphs that maximizes the network score (Bayesian informa-

tion criterion [29]). The search is local and in the space of

DAGs, so the effectiveness of the algorithm relies on the

initial DAG. As suggested by [15], we use another simpler

algorithm, the maximum weight spanning tree [3], to find an

oriented tree structure as the initial DAG. Once the structure

is determined, the conditional probability tables are updated

sequentially using a standard Bayesian parameter updating

scheme.

Fig. 4 shows the learned BNs of the four tasks for the

human hand. We observe that the learned network structures

successfully reflect the different requirements of the four tasks.

For example, for hand-over task, the variable free volumn fvol

directly encodes the task requirements, therefore it is directly

linked as a child node of the task variable. Since one can

hand-over any types of object, therefore the object class obcl

is further away from task. On the contrary, since other tasks

demands specific object types, e.g., a tool-use task needs to

select tool objects, task has direct dependency on obcl. In

additon, we notice that the pose (npos, dir) of the hand relative
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a) Hand-over b) Pouring c) Tool-use d) Dish-washing

Fig. 4. Task-specific Bayesian networks for human hand. The DAGs shown on a) – d) are learned from the simulated data.

a) hand-over b) pouring c) tool-use d) dish-washing e) AUC, mean (std)

tasks full partial

hand: 0.88 (0.019) 0.82 (0.021)

pour: 0.95 (0.008) 0.95 (0.011)

tool: 0.97 (0.013) 0.95 (0.021)

dish: 0.94 (0.020) 0.94 (0.020)

Fig. 5. Goal inference: a) – d) show the average ROC curves (true positive vs. false positive rates) for the four task goals. The shaded region represents
2 standard deviation on true positive rate (Y axis). Two colors represent two different observation conditions: pink – full; blue – partial where free volumn

and grasped part shape are missing. e) summarizes the area under the ROC curves (AUC). Goal inference results on the real human data are shown by the
red triangles superimposed on ROC curves. The result is at the optimal classification threshold.

to the object is important variables to encode task affordance of

a grasp. For example, pouring task requires a hand to be placed

on the side of a bottle or a mug with specific orientations.

C. Goal Inference

Using the graphical model, the problem of goal inference

reduces to finding the marginal p(t|o,a, (c), BNH), where t

is the goal, o,a and c are the observed object features, the

grasping action parameters and constraint features when the

human hand is closed around the object. This probability can

be efficiently computed using inference methods explained in

Section II-C. A grasp is considered to be good for one or more

tasks {t}∗ if p is higher than a chosen threshold. If a single

goal is to be selected, then it will be the one with the highest

probability t∗ = argmaxt p(t|o,a, (c), BNH).
To evaluate the performance of goal inference, we show

the Receiver Operator Characteristic (ROC) curves, one for

each goal, in Fig. 5. The ROC curves are obtained using the

simulated data. We use a 30-trial hold-out cross-validation

with 70% of the data for training and 30% for testing. Total

number of data points for each goal is shown in Tab. II. Each

trial induces a ROC curve for one goal when p(t|o,a,BNH)
is thresholded at different levels. We then average all ROC

curves to obtain the mean ROC curves as shown in Fig. 5. The

shaded region represents two standard deviations of the true

positive rate. ROC curves are obtained under two observation

conditions: 1) full observation is when all O,A,C features are

available, and 2) partial observation is when C features are

missing which is the situation in real human demonstration.

We observe that the goal inference is quite good for all

the four goals even under partial observations (above 0.80

AUC). Hand-over is more difficult that others since it is a

less constrained task. To hand-over an object, the object can

be grasped from all directions, but in pouring, the hand can

not cover the opening. To achieve the goal of hand-over, a

grasp should not cover the entire surface of the object, thus it

should induce larger free volume. So when fvol observation

is missing, we observe a performance drop in the blue ROC

curve. Similarly, a tool-use task requires grasp to be on the

handle part of an object such as a hammer, therefore when the

part-relevant observation gbvl is missing, we observe worse

performance in goal inference.

The most interesting results is when we tested the goal

inference with real demonstration using the model trained with

the simulated data. Here the observation is partial where in-

formation of constraint variables is missing. The red triangles

superimposed on the ROC curves on Fig. 5 show the result

at the optimal classification thresholds. We observe that goal

inference on real human data is as good as the results on

the simulated data. This confirms the ability of our model to

generalize to real-world data.

The readers can watch the video attachment of this paper

which shows a life demo of the on-line goal inference during

natural human grasp demonstration.

CONFIDENTIAL. Limited circulation. For review only.

Preprint submitted to 2013 IEEE International Conference on

Robotics and Automation. Received September 17, 2012.



Human BNs Robot BNs Robot BNs

BN
H

BN
R

BN
R

o
, a

t
∗

o

∗

a

∗

Goal

Inference

p(t|o, a)

Object

Selection

p(o|t∗)

Grasp

Planning

p(a|t∗, o∗)

han
d-o

ve
r

t
∗

=

pourin
g

to
ol-u

se

dish
-w

as
hin

g

Fig. 6. Flowchart showing the full process of goal-directed grasp imitation. The image of the real robot platform is on the Humanoid torso, TOMBATOSSALS
from the Robotic Intelligence Lab at Universitat Jaume I.

D. Goal-directed Imitation

Given the estimated goal t∗, grasp imitation is accomplished

by executing the grasping strategy (selecting the object to

grasp and how to grasp it) according to the learned grasping

policy suitable for the robot’s own embodiment BNR. We

train task-specific Bayesian networks for robot hands in the

same way as for human hands. Due to space limits, we will not

show the learned robot hand BNs. Fig. 6 illustrates the whole

process of goal-directed imitation. Note that this is not a real

time implementation but a simple flow chart to demonstrate

how to use the BN-based grasp reasoning system.

First, the robot observes the human demonstration, and

extracts the object and action parameters o,a (using its

perception system described in Section III). It uses the human-

specific networks BNH to infer the intention of the human,

and estimates the most likely goal is t∗ =pouring with the

mug. Second, the robot needs to select the most suitable object

for pouring task among the three novel objects on the table:

a hammer, a toy car and a mug. This requires the use of the

robot’s own experiences encoded in BNR to infer p(o|t∗).
The most likely object is the mug.

Finally, the robot needs to search for the best grasp strategy

on the mug that affords pouring. This step can be done in

multiple ways. A grasp hypothesis is usually parameterized

by three action parameters A = {npos, dir, fcon}. One way

to plan a grasp is to infer the joint distribution of this set

of parameters given selected object and the goal p(a|t∗,o∗).
And then find the most probable configuration. However, this

method may suffer from the inaccuracy posed in the de-

fuzzification step as explained in Section II-C. A small error

in the reconstruction of finger configuration may result in

unstable grasps or even impossible situations where fingers

penatrate the object surface. A better way is to have a set of

preplanned grasp hypotheses that are parameterized by a (see

the four example hypotheses in Fig. 6). The robot can then use

p(a|t∗,o∗) to select the most suitable one in order to pour with

the selected mug. Notice here the optimal grasping policies

(including selected object and grasp) may be different from

the exact human demonstration. However, this is acceptable as

long as the task goal is satisfied and the action is compatible

with the embodiment of the robot.

V. CONCLUSION

We have presented a method for task/goal prediction within

the scope of goal-directed grasp imitation. The method allows

a robot to predict human intention during object grasping

based on a novel hand-object 3D tracking framework and

a probabilistic modeling approach that encode the grasping

tasks. The tracking framework is able to extract hand-object

grasp configurations using Kinect-based natural observation

on human demonstrations. This observation is the basis for

the goal inference using Bayesian networks which encode

the embodiment-specific relations between task semantics and

grasping strategies for human demonstrators. Real-world re-

lated problems, like noise in observations, high dimensional-

ity and complex probability distribution, are tackled through

a SOM-powered soft discretization technique. The learned

Bayesian networks represent the internal models for visual-

manual tasks similar to [24]. But far beyond the scope of

[24], our method generalizes to multiple hands, objects and

tasks. The generative modeling approach is able to deal with

uncertain, incomplete perception in real world applications.

Interestingly, when the models are learned from simulated

data, they were potent enough to provide high accuracy in

task prediction over real-world data. We also pointed out the

method’s place within a full goal-directed imitation framework

by establishing the method’s connection to actual robot exe-

cution.

In this paper, we used a SOM-based method to discretize

high-dimensional continuous data. A similar problem has been

addressed by [31] where the authors proposed a multi-variate

discretization approach based on latent variable models. Since

the discretization is not the focus of this paper and due to

space limitation, we did not evaluate our method against that

in [31]. This will be done in the future work.

In addition, the current Bayesian network is a static model

encoding task information only at the moment of final grasp

configuration. However, the dynamic manipulation of object

after lifting contains rich information about the task. We

are now investigating how to exploit this by modeling the

sequence of grasping and manipulation actions using dynamic

Bayesian networks. The model should be used for both task

recognition during human demostration and action reproduc-

tion on a robot platform.
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Language for Learning Complex Human-Object Interactions
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Abstract— In this paper we use a Hierarchical Hidden
Markov Model (HHMM) to represent and learn complex
activities/task performed by humans/robots in everyday life.
Action primitives are used as a grammar to represent complex
human behaviour and learn the interactions and behaviour of
human/robots with different objects. The main contribution
is the use of a probabilistic model capable of representing
behaviours at multiple levels of abstraction to support the
proposed hypothesis. The hierarchical nature of the model
allows decomposition of the complex task into simple action
primitives. The framework is evaluated with data collected for
tasks of everyday importance performed by a human user.

I. INTRODUCTION & MOTIVATION

For a robot, learning of everyday human activities is a

challenging problem. Imitation learning has gained much

attention in the last decade and attracted considerable re-

search [1]. Despite this, we are still a long way from having a

robot working alongside humans and demonstrating the same

competencies. This is due to the fact that human behaviours

are inherently highly complicated and the limitation of vari-

ous sensors to capture such complex behaviours. It therefore

remains an open challenge how to model behaviour from

sensor data.

In the area of grasping and manipulation of everyday

objects there has been a growing interest in expressing

tasks as a combination of meaningful subparts called

Action Primitives (APs) [2]. Research done on human

motion and other biological movements postulates that

movement behaviour consists of simple APs: atomic

movements that can be combined and sequenced to

form complex behaviours [3], [1], [4]. For example, as

shown in Fig. 1 the task of pouring water from a mug

could be decomposed into the sequence of APs such

as approach-grasp-lift-tilt-untilt-place

back-release object-retreat (the arm to

its initial position), where the AP cannot

be decomposed further. Arguments raised in the field

of neuroscience [5] reinforces that human actions are

composed of APs similar to human speech where utterances

1M. Patel and J. V. Miro are with Faculty of Engineering
and IT, University of Technology Sydney (UTS), NSW 2007,
Australia. (mitesh.k.patel@student.uts.edu.au,
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FORTH, Crete and Department of Computer Science, University of Crete,
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of words are broken down into phonemes. Hence the use

of a grammar based on APs is an attractive approach to

represent tasks performed by a human. The use of APs

allows for a “symbolic” description of complex actions.

This is in accordance with the idea that a human task

recognition process may be considered as an understanding

of sequential human behaviours which, in its turn, consists

of interpreting a sequence of action primitives [6]. Along

with the advantage of a top-down approach (complex

tasks decomposed into APs), this also enables bottom-up

approach whereby APs can be shared to construct different

task sequences.

A challenging part of detecting and recognising grasping

and manipulation related tasks is the representation of the

noisy sensory data. For a robot to learn these tasks, it is

important that the task sequence presented to the robot is

complete, with minimal loss of information. In real scenarios,

sensor limitation and other environmental factors, makes this

very challenging. Given the inherent level of uncertainty

in the sensors, it is difficult to model these tasks in a

deterministic manner. Stochastic or probabilistic models are

the techniques of choice that researchers have explored to

represent the possible uncertainties involved.

Our main contribution in this paper is to exploit a temporal

probabilistic model, Hierarchical Hidden Markov Model

(HHMM) capable of representing and learning grasp and

manipulation related complex human activities. The model

builds upon alphabets of APs which can be combined in

different order to compose and describe complex human

tasks. The hierarchical nature of the framework allows the

decomposition of a typical task into different APs which are

learned by the model at different levels of the hierarchy. An

example shown in Fig. 1 is a decomposition of a pouring

task into sequence of APs. The APs provide the necessary

tool to describe a task as a sequential combination similar to

the natural language description. The proposed framework

is capable of learning this grammar at different levels i.e.

the action primitives are learned and inferred by observing

the hand-object interaction and their motion in the cartesian

space whereas the abstract level tasks are inferred by learning

the sequence of APs.

II. RELATED WORK

Learning by imitation is one of the many approaches that

have been used by roboticists to represent human motion.

Khansari-Zadeh and Billard [7] used a learning method

called Stable Estimator of Dynamical Systems (SEDS), to

learn the parameters of a time invariant dynamical system
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Fig. 1: Task of Pouring water from mug subdivided into action primitives. Each image depicts the output of hand-object

tracking algorithm

to ensure that all motions closely follow the demonstra-

tions while ultimately reaching and stopping at the target.

The tasks learned by the SEDS were only of simple type

such as moving an object from point-to-point. Dindo and

Schillaci [8] proposed a Growing Hierarchical Dynamic

Bayesian Network (GHDBN) to recognise the skills being

observed and to reproduce them by exploiting the generative

power of the model. The model learned and reproduced three

actions i.e. Dislocate, Approach and Hit. Pastor et. al. [9]

used a Dynamic Movement Primitive (DMP) framework in

which the recorded movement were represented using non-

linear differential equations. The movement library consisted

of actions such as grasping, placing and releasing. Nemec

and Ude [10] in their recent work also used a DMP based

system to represent primitive movements. The DMP library

used in their experiment consisted of tasks like reaching,

pouring, wiping, shaking, cutting, power grasps etc.

In our previous work,we proposed a Parametric Hidden

Markov Model (PHMM) to represent various action prim-

itives [2]. The framework was trained in an unsupervised

manner and represented and synthesized movement trajecto-

ries as a function of their desired effect on the object. The set

of actions learned were approach, grasp, push forward, push

side, move side, rotate and remove. Our previous work also

exploited the dependencies of the hand and object features

to generate the structure of a Bayesian Network (BN) [11],

[12]. The evolved structure is used to predict the task of a

user based on the type and object. However, the prediction of

these tasks are done based on grasp instances and not on the

entire trajectory of motion followed by the arm to perform

a given task.

Related to the theoretical framework used in this work,

HHMM has been applied to several different application

areas. Nguyen et. al. [13] used a HHMM framework

to model and recognise complex human activities. The

model exploited both the natural hierarchical decomposition

and shared semantics embedded in the movement trajecto-

ries. The tasks inferred were based on location semantics.

Kawanaka et. al. [14] used a HHMM model for recognising

human activities as a series of actions from image sequences.

Each target activity had its own individual model which

were clubbed as sub-model within the HHMM framework.

In the area of ubiquitous computing, Liao [15] used an

HHMM framework to infer user’s mode of transportation,

destination location and predict both short and long term

movements. The framework was also able to infer if the user

was deviating from his normal activities as an indication to

provide guidance cues. With our work related to assistive

robotic walker [16], we deployed a HHMM framework to

infer the non-navigational and navigational intentions of

the user. The hierarchical nature of the framework allowed

integration of the tasks required for learning activities of

daily living.

It is important to note that most of the actions learned

or synthesized in [7], [8], [9], [2] are limited to basic

APs such as dislocate, hit, approach, grasp, push, rotate or

move from point-to-point. In this work we propose to use

a probabilistic framework capable of representing an entire

task by decomposing it into clusters of APs. Our approach is

unique due to two main reasons, firstly we cluster the entire

task sequence into pool of different APs and secondly, we

use a unified probabilistic framework that exploits spatial

relationship to learn APs and time dependent relationship

between APs to predict the high level abstract task. The

hierarchical nature of the model proves to be a strong tool

for both learn and synthesizing tasks and APs at both levels.

III. HIERARCHICAL HIDDEN MARKOV MODEL

(HHMM)

Probabilistic models have been successfully used by the

AI community in particular in order to represent complex
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Fig. 2: HHMM Model used to infer action primitives and long term user task using different hand and object features. Note

that the Gaussian Mixture Model (GMM) for each observed node is not specified in the network to avoid confusion. Refer

Table I for details of each observation node.

systems with prominent uncertainty [17]. Models such as

Hidden Markov Model (HMM), Dynamic Bayesian Network

(DBN) and HHMM are popular techniques used for human

motion modelling and a wide variety of other applications.

The endless list includes assistive robotics [16], aviation

monitoring [18], sign language and gesture modelling [19],

skills transfer [20], robot assisted surgery [21] and many

more. These models have found its applicability in the field

of robotics due to its ability to handle data noise and capture

both the spatial and temporal variability in the movement

and the change in variance along the movement. As we

are dealing with noisy data from real scenarios, the model

gives us the flexibility to exploit the temporal and spatial

dependencies between different APs and tasks at different

levels.

The HHMM framework used in our work is capable

of structuring stochastic processes at multiple levels. The

HHMM is an extension of HMM that is designed to model

domains with hierarchical structure including such with de-

pendencies at multiple length/time scales [22]. In an HHMM,

the states of the stochastic automaton can emit single obser-

vations or strings of observations. Those that emit single

observations are called “production states”, and those that

emit strings are termed “abstract states” [23]. The strings

emitted by abstract states are themselves governed by sub-

HMMs, which can be called recursively. When the sub-HMM

is finished, control is returned to wherever it was called

from [23]. The hierarchical nature allows decomposition

of the problem at different levels of abstraction thereby

facilitating exploration (long term planning/tasks) and ex-

ploitation (short term planning/action primitives) within the

same framework.

In the paradigm of learning long term task/activities from

APs, the high-level activities call the more refined low-

level activities according to some distribution. A low-level

activity will in turn call another lower-level activity, and this

process continues until the most primitive possible activity

is performed. When the lower level activity terminates - in

some state - the parent behaviour may also terminate as long

as the current state is in the set of destination states of the

parent node.

A. PROBLEM SPECIFIC HHMM FRAMEWORK

The HHMM framework used to test our proposition is

shown in Fig. 2. User state/tasks are inferred at the top level

whereas the intermediate level represents the APs (shown

in Fig. 2). In everyday life a single object can be used to

perform many tasks (e.g. Mug can be used for drinking,

pouring or handing it over to another person), hence it is

difficult to predict the user task when he/she is approaching

to grasp the object, but becomes more apparent after the

object has been grasped. Similarly, after accomplishing the

desired task, the action of retreating the hand after releasing

the object cannot be described as part of the task sequence.

Hence such action primitives (e.g. approaching to grasp an

object (APPRH), and retreating after the object is released

(RETRT) are not defined as a part of any long term task

listed in Table II, but are described as APs independent of any

task. In our framework, such independent APs are inferred

at both levels of hierarchy. To better illustrate this concept,

consider the example in Fig. 1. The user first approaches

to grasp the mug, which has the same AP defined at both

the levels as the specific task cannot be inferred without the

object being grasped. Once the object is grasped, the user

task can be inferred based on the type of grasp and the

object, hence the HHMM model will infer the task at the

higher level (2) and the action primitives at the lower level

(1). After releasing the object the AP of retreating being
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independent from any task sequence will hence be inferred

at both levels.

At the observation level, features extracted using a hand-

object tracking (details given in Section IV) algorithm is used

which represents the interaction between the hand and object

and its movement in cartesian space. Data features used in

this experiment (listed in Table I) consists of 3D motion of

hand and object, rotation of hand and object. The data feature

also included the rotation movement of each finger joint. The

trajectory of hand and object provided information regarding

the motion of hand and object whereas the rotational motion

(yaw, pan, tilt) provided the corresponding orientation in-

formation in the space. The movement of each finger joint

provided details regarding the grasping of objects. All these

data features were utilised to predict the APs at the lower

level of the HHMM model.

B. Representation

A HHMM framework can be represented as a Hierarchical

Dynamic Bayesian Network (H-DBN) as shown in Fig. 2.

Its structure comprises of three types of nodes, Qd
t ,Ot ,F

d
t

where d is the depth of the hierarchy (d = 2 in our case).

Edges between nodes represent their dependencies on each

other. The detail of each node is specified as follows:

• Qd
t represents the state of the system at time t and

level d. Note that at any given time the system will

be probabilistically represented by the state belief at all

levels, and so will be the user goal state at the top level.

• As the true state of the user is hidden, observations

node Ot are required which provides user/environment

information. These nodes can be modelled as a mixture

of Gaussian (µ,Σ) or as discrete P(Qd
t |Ot) node.

• Fd
t is the terminating state which specifies the natural

completion of a sub-HMM and return the control back

to the higher level/parent states.

Given the parameters (Qd
t ,Ot ,F

d
t ), the H-DBN defines the

joint distribution over the set of variables that represents

the evolution of the stochastic process over time. These

distributions are in the form of prior distributions (initial

probabilities), the transition probabilities and the observa-

tion probability distribution. The prior distribution and the

transition probabilities are defined at every level (d).

C. Prior Model

The prior provides the initial probabilities of the most

likely initial state of the user. The initial probabilities at both

the levels are defined by

P(Q2
1) = π2( j)

P(Q1
1) = π1

k ( j)
(1)

where π2 represent the initial probabilities at level 2 and π1
k

represents the same at level 1, given the state at level 2 is k.

D. Transition Model

Each node in the HHMM represents a conditional prob-

ability distribution (CPD) or table (CPT). The state of the

highest level (level 2 in Fig 2) at time t, depends upon the

previous state at the same level and the termination flag at

time t −1. Probabilities at the highest level are defined by

P(Q2
t = j|Q2

t−1 = i,F2
t−1 = f ) =

{

A2(i, j) if F2
t−1 = 0

π2( j) if F2
t−1 = 1

(2)

Similarly, the states at the intermediate level (level 1 in

Fig. 2) at time t, depends upon the previous state at the same

level and the termination flag at time step t −1 and the state

at the higher level in the same time step t, the probabilities

of which are defined in (3).

P(Q1
t = j|Q1

t−1 = i,F2
t−1 = f ,Q2

t = k) =

{

A1
k(i, j) if F2

t−1 = 0

π1
k ( j) if F2

t−1 = 1
(3)

In (2), A2 represents the transition probabilities from state

i to j at level 2 whereas in (3), A1
k corresponds to transition

probabilities at level 1 given the state at level 2 is k.

E. Termination Model

The termination state F at time t depends upon the level 2

state and level 1 state in the same time step t. The distribution

of the termination state is defined by (4).

P(F2
t = 1|Q2

t = k,Q1
t = i) = A2

k(i,end) (4)

F. Observation Model

The observation model signifies the probability of seeing

a specific observation conditioned on a discrete hidden

state. For our application, observations are modelled as both

Gaussian and discrete. The CPDs for Gaussian and discrete

nodes is given by

P(Ot |Q
1
t = i) = N(µi,Σi)

P(Ot |Q
1
t = i) =C(i)

(5)

G. Learning and Inference

Expectation Maximisation (EM) and its variants are pop-

ular statistical technique used for learning. We use a semi-

supervised mode of learning where the observation model

to infer APs is learned in a supervised manner whereas the

high level abstract states are learned without supervision.

We use EM to learn the model and maximum likelihood

estimator for predicting the users’ activities. The EM al-

gorithm performs this by iterating between an Expectation

step (E-step) and Maximization step (M-step). In each E-Step

TABLE I: Hand and object features used by the HHMM

framework

Feature Dim. Description

hndMot 3 Hand motion in Cartesian space

hndOri 4 Hand orientation (quaternion)

f grJnt0 P 1 Pitch of knuckle joint for index, ring & middle finger

f grJnt0 Y 1 Yaw of knuckle joint for index, ring & middle finger

f grJnt1 P 1 Pitch of first finger joint for index, ring & middle finger

f grJnt2 P 1 Pitch of second finger joint for index, ring & middle finger

ob jMot 3 Object motion in Cartesian space

ob jOri 4 Object orientation (quaternion)

Obcl 6 Object class
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TABLE II: Users’ everyday tasks

Tasks Abbrev. Description

Pour POUR Task of pouring from a mug or bottle

Handover HNDOVR Task of handing over an object to another person

Tooluse (Hammer) TLUSE Hammering a nail

Spray SPRAY Spraying from a spray bottle

Dishwash DSHWSH Loading an object like a mug in a dishwasher

Drink DRINK Drink from a mug or bottle

Shift SHIFT Shift object for a one location to another

Sprinkle Salt SPRINKLE Sprinkle salt using a salt sprinkler

it estimates the expectations (distributions) over the hidden

variables using the observations along with the conditional

probability density (CPD) of the model. Then in M-step the

model parameters (i.e. the CPD’s) are updated using the

expectations of the hidden variables obtained in the E-step.

Each iteration would continue to improve the estimates of

the hidden variables and will eventually converge to a local

optimum.

IV. DATA ACQUISITION

Common tasks, like the ones described so far, demon-

strated by human subjects have been acquired by means of a

RGB-D sensor. From these image sequences the parameters

that regard the configuration of the subject’s hand and the

configuration of the object need to be extracted, so that they

are provided for learning or inference. In order to extract

such information we combine the methods in [24], [25]

towards a system that can track an object and a hand, while

in close interaction, in 3D, from RGB-D input. Tracking is

performed as in [25], i.e. through the optimization of an

objective function that quantifies the discrepancy between a

hypothesis over the scene state and the actual observations.

Whereas in [25] the scene amounted to a single hand, in

this work, the scene comprises a hand and a rigid object,

thus increasing the problem dimensionality to 32 DoFs, as

in [24]. At each new tracking frame a new optimization is

performed that is initialized in the vicinity of the solution for

the previous frame. The reference 3D coordinate system is

conveniently defined to reside on the demonstration table (see

Fig. 1). This is achieved through a chessboard calibration

pattern. All objects used were painted blue so as to rely

TABLE III: Action Primitives to perform various tasks

Action Primitive Abbrev. Description

Approach APPRH Approach to grasp objects in a given space

Approach with twisted hand APTWH Approach to grasp objects with inverted hand

Retreat RETRT Retreat hand into original position

Putback PUTBK Place back the grasped object

Grasp from top GRTOP Grasp object from top

Grasp from handle GRHDL Grasp object from handle (if any)

Grasp from middle GRMID Grasp object from middle

Grasp from tool use end GRTUE Grasp object from tool use end

Lift object LIFT Lift grasped object

Tilt object TILT Tilt grasped object

Un-tilt object UNTLT Un-tilt grasped object

Lower object (tool) LWRTL Lower object for usage

Raise object (tool) RAITL Raise object for usage

Move object towards You MVTOU Move object towards you

Release RELSE Release the grasped object

Grasp from bottom GRBOT Grasp object from bottom

Invert object INVRT Invert the grasped object by 180 degrees

Press and release trigger PERLTGR Press and release trigger of spray bottle

Shake salt sprinkler SHAKE Shake salt sprinkler to sprinkle salt

Fig. 3: Objects used to perform manipulation tasks

upon a single, uniform appearance model and thus facilitate

set-up.

Additionally and with respect to [24], [25], in this work,

we deal with the hand-object initialization problem. With

the hand, we always expect it at a given position before

tracking starts. In order to tackle the more unconstrained

problem of initializing the pose of the object, we integrate

the registration method of [26] that works over RGB-D input.

V. RESULTS & DISCUSSION

For testing our hypothesis we selected objects from dif-

ferent classes used for a collection of everyday activities.

We intentionally selected objects that can be used in the

context of more than one activity. As an example, a mug

and a bottle can be used both for drinking and pouring. We

selected six object (see Fig. 3) to perform tasks as listed in

Table II. Data was collected with a single user, who repeated

the same task 4 times (to capture variations in performing the

same task). The user was asked to perform each task such

that its a natural resemblance if the task was performed in a

natural environment. The videos and depth data was collected

at a rate of 30 frames per second (fps). The motion of

hand and object was extracted offline using the hand-object

tracking algorithm as described in section IV.The output

of the tracking algorithm provided data of hand and object

motion in the cartesian space and its orientation. The tracker

also extracted data feature of each finger joint. Based on

visual inspection the tasks were decomposed into a total of

18 meaningful APs listed in Table III. It should be noted that

each APs represents a cluster of continuous motion/feature

trajectories and not a single instance.

The HHMM model (shown in Fig. 2) was trained and

tested using the hand and object motion data captured as

TABLE IV: Inference accuracy of HHMM model to infer

long term intentions using APs (Percentage)

Conf. Matrix POUR HNDOVER TLUSE SPRAY DSHWSH DRINK SHIFT SPRINKLE

POUR 54.73 1.10 0.00 0.00 10.11 0.00 34.07 0.00

HNDOVER 0.00 74.74 2.53 0.00 2.05 0.00 20.07 0.00

TLSUE 0.00 2.07 95.10 0.00 0.00 0.00 2.82 0.00

SPRAY 0.00 0.24 0.00 77.40 0.00 0.00 22.36 0.00

DSHWSH 00.00 0.00 0.00 0.00 86.78 0.00 11.49 0.00

DRINK 93.31 0.00 0.00 0.00 3.14 0.00 3.45 0.00

SHIFT 0.00 9.73 2.43 0.00 0.81 0.00 86.88 0.00

SPRINKLE 0.00 7.77 0.00 0.00 0.00 0.00 0.00 92.23
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TABLE V: Inference accuracy of APs (Percentage)

Conf. Matrix APPRH APTWH RETRT PUTBK GRTOP GRHDL GRMID GRTUE LIFT TILT UNTLT LWRTL RAITL MVTOU RELSE GRBOT INVRT PERLTGR SHAKE

APPRH 98.86 0.06 0.51 0.00 0.06 0.00 0.13 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.38 0.00 0.00 0.00 0.00

APTWH 21.43 76.79 0.00 0.00 0.00 0.00 1.79 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

RETRT 2.02 0.00 91.02 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 6.95 0.00 0.00 0.00 0.00

PUTBK 0.00 0.00 0.00 70.28 0.00 0.71 1.06 0.00 18.46 0.53 3.55 3.55 0.00 0.00 0.00 0.00 0.00 1.86 0.00

GRTOP 0.00 0.00 0.00 0.00 85.99 0.00 0.00 0.00 14.01 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

GRHDL 0.00 0.00 0.00 6.45 0.00 65.59 10.75 3.23 3.23 0.00 0.00 10.75 0.00 0.00 0.00 0.00 0.00 0.00 0.00

GRMID 0.00 0.00 0.00 2.60 0.43 1.52 90.02 0.00 3.69 0.00 0.00 0.00 0.00 0.00 0.00 1.74 0.00 0.00 0.00

GRTUE 0.00 0.00 0.00 0.00 0.00 2.33 0.00 83.72 13.95 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

LIFT 0.00 0.00 0.00 14.49 4.25 0.42 2.60 0.16 75.16 0.16 1.01 0.00 0.00 0.00 0.00 0.53 0.00 1.22 0.00

TILT 0.00 0.00 0.00 9.80 0.00 0.00 0.00 0.00 8.04 60.05 22.11 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

UNTLT 0.00 0.00 0.00 22.57 0.00 0.00 0.00 0.00 2.36 35.43 39.63 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

LWRTL 0.00 0.00 0.00 0.59 0.00 0.00 0.00 0.00 0.00 0.00 0.00 99.41 0.00 0.00 0.00 0.00 0.00 0.00 0.00

RAITL 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 100.00 0.00 0.00 0.00 0.00 0.00 0.00

MVTOU 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 100.00 0.00 0.00 0.00 0.00 0.00

RELSE 1.95 0.00 4.86 3.50 0.00 0.00 0.00 0.00 1.75 0.00 0.00 0.00 0.00 0.00 87.94 0.00 0.00 0.00 0.00

GRBOT 0.00 0.00 0.00 5.05 0.00 0.00 29.29 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 65.66 0.00 0.00 0.00

INVRT 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 100.00 0.00 0.00

PERLTGR 0.00 0.00 0.00 21.78 0.00 0.00 0.00 0.00 00.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 78.22 0.00

SHAKE 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 100.00

described in section IV. The data set was manually labelled

for both APs and long term tasks for cross validating the

inference accuracy. The labels of APs were used at the lower

level to perform supervised learning from the raw stream of

observation data listed in Table I. At the higher level (Level

2) of the HHMM model the long term tasks were learned

from APs in an unsupervised manner. The features used

by the HHMM framework and its corresponding dimension

size are listed in Table I. The dataset was divided in two

equal halves for training and testing purposes. Expectation

Maximization was used to learn user task, and the Maximum

Likelihood Estimator was used for inference.

The APs were inferred with an overall accuracy of 83% at

the lower level of the HHMM model whereas the long term

task was inferred with 67% accuracy (at the higher level).

The inference accuracy to predict each APs and the high

level tasks are listed in Table V and Table IV respectively.

Out of 18 meaningful APs most of them were inferred

with an accuracy higher than 75%. APs such as putback

(PUTBK), grasp from handle (GRHDL), tilt (TILT), un-

tilt (UNTLT) and grasp from bottom (GRBOT) are inferred

with an accuracy lower than 70%. PUTBK is often confused

with LIFT, this is due to the high level of confusion in the

data, where both the actions follow almost the same trajec-

tory in the cartesian space. A very high level of confusion

is observed between action states TILT & UNTLT. This is

not surprising as in a continuous space both these actions

are performed one after another and hence the framework

is unable to clearly discriminate between the two action

space. Confusion existed between action class GRBOT &

GRMID due to minimum resolution between the grasp

position between the middle and bottom of the object.

At a higher level, apart from task of POUR and DRINK,

all other tasks were inferred with fairly high accuracy. Con-

fusion occurs between these two tasks due to two reasons:

firstly there is only a minimal difference in the sequence

of APs followed to perform both drinking and pouring and

secondly both these tasks are performed with the object

belonging to the same class (mug and bottle).

In the experiment, the observation space was restricted to

use only finger joints of index, middle and ring fingers. This

was mainly because they provided sufficient information to

infer most of the APs and inclusion of pinky and thumb joint

features did not add any more information and hence were

deemed redundant. Also at various occasions the data of the

thumb added a lot of noise as it was severely occluded by

the object and was not observed by the tracking algorithm.

VI. CONCLUSION & FUTURE WORK

In this paper we evaluated our approach of inferring

users’ long term task from different APs using a HHMM

based probabilistic model. The HHMM framework allows

to flexibly divide a task into a hierarchy. The long term

tasks were considered sequential combination of APs. The

framework was tested on a set of task sequences collected

for different objects used in everyday life. The hierarchical

framework proved to be a powerful tool to divide tasks both

vertically for natural language description of different tasks

as APs and horizontally where the continuous observations

are clustered into different APs.

The HHMM framework has been tested with 6 objects

belonging to different classes to perform tasks listed in Ta-

ble II. Our future goals are mainly aimed in three directions

(data set, observation model & learning). Firstly, we plan to

add new object classes such as bowl, remote control, plate,

ball and also add more objects belonging to same object

class (for e.g. adding mugs of different sizes to the object

class mug, adding tools such as screwdriver, plier, knife).

With the observation data, in the existing work we used

the raw data features extracted by the tracking algorithm.

Work is in progress to apply discretisation and feature

extraction techniques such as the Gaussian Process Latent

Variable Model proposed in [12] with the raw data to enhance

the inference accuracy of APs. Finally, the learning of the

current framework happens in a semi-supervised fashion

where lower level model of the framework is learned in a

supervised manner to predict the APs and the high level tasks

are learned in an unsupervised manner. In future we hope to

be able to learn the entire HHMM model in an unsupervised

manner. We also plan to release the dataset to the research

community.
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