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Summary

This deliverable reports on work done as part of WP5 on Learning bootstrapping information to

guide imitation learning. In the work conducted this year we proposed an approach for extracting
useful information from human demonstrations of a task.
Our work comes in the context of robot Programming by Demonstration (PbD), in which a human
teacher demonstrates a task to a robot by physically guiding it throughout all the necessary steps
of the process. Given the high set of sensor capabilities, the data that a robot can record during
the demonstration is large. Moreover there is a lot of variability between the demonstrations as
a task can be performed in slightly different ways. Accounting for all the possible solutions can
dramatically increase the complexity of learning the task.
Our approach is based on exploring a notion of variance in the demonstrated data, recorded during
several rounds of teaching. The aim is two folds: first to segment the demonstrated motion into
meaningful subparts and second to use this information for determining the proper controller that
should be used for each segment. Based on the variance information we determine both the
variables of interest as well as the frame of reference to be used for each task segment. This
results in decreasing the task complexity and achieving an efficient generalization. The variance
in the data also gives a notion of coherence in the user behavior and reflects a particular style of
performing a task.
The implementation was validated in the context of a common kitchen task, grating vegetables.
The described framework has been generalized to other tasks, such as salt pouring. Advantages of
our approach include the possibility to determine the proper controller without any prior knowledge
about the task. This can contribute to improving robot’s performance by both allowing it to
easily generalize a learned skill to similar objects (such as grating on different surfaces), as well as
contributing knowledge to an upper layer of abstract task representation. This allows the robot to
increase it’s task performance even when the necessary knowledge about the task is not directly
available (but the user can help in providing a demonstration), or when the information at hand is
not exhaustive (for example a salad recipe does not include information about the time it should
be stirred, nor about the forces to be applied on the spoon while stirring, and these are important
for properly executing the task). Moreover, from a Human-Robot Interaction (HRI) point of view,
allowing the user to interact with the robot in order to either demonstrate a task, or to refine
previously learned skills, is a way of performing customization that allows the robot to execute the
task in a way that is enjoyable for the user.
In Chapter 1 we briefly describe our objectives and the related work. Chapter 2 presents the
segmentation and constraints extraction approach. Chapter 3 presents an evaluation of our results
on a common kitchen task. Discussions and conclusions, are provided in Chapter 4.
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Chapter 1

Introduction

This work is conducted in the context of robot Programming by Demonstration (PbD) in which
a human can teach a robot how to perform a certain task in a natural manner that resembles
the way humans teach another person (Peacock, 2001). From a robot’s perspective, learning can
occur (a) by observing the tutor, or (b) by directly experiencing the task. The first approach
is suitable when primarily the position of the robot’s end effector is important (for example in
reaching motions). In this case ways of demonstrating a movement include the use of motion
sensors, or analysis of video recordings. In the second approach the robot is physically guided
through the task, in order to directly experience forces and torques, or tactile signatures required
for achieving the task. This can be done through kinesthetic teaching (a tutor directly moves the
robot’s arm), or through the use of haptic input devices (provide force and cutaneous feedback
allowing the tutor to experience what the robot ”feels”).

In our work we address tasks that particularly require the use of certain force profiles and thus
focus on the second approach in which the robot is physically guided throughout the task. This
approach allows the robot to record a wide range of information but it increases task complexity.
This highlights the need for a method of segmenting the task into meaningful parts and extracting
a subset of the variables that are of interest for each segment.

Altogether, complex tasks presume the successful completion of a sequence of low-level subtasks.
The skill for achieving each of the low-level subtasks depends on properly understanding what
information is important for that region of the task (e.g. forces, torques, tactile information,
position of the end-effector or of the individual joints). Therefore bootstrapping information
for learning addresses the problem of dealing with high dimensional input-space, segmenting the
motion into subtasks, and understanding what is the relative importance of each input dimension
for each region of the task (extract the task constraints).

1.1 Objectives

This work aims to provide ways to analyze the data obtained from demonstrations in order to:

1. properly segment into subtask;

2. extract task specific constraints for each subtask (this includes: important variables in that
region of the task, the frame of reference to be used, the most suitable controller etc);

3. apply these to robot control for achieving successful task generalization.
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1.2 Related work

The following subsections present the state of the art in robot motion segmentation as well as in
constraints extraction and highlight open issues and questions to be addressed for maximizing the
amount of useful information obtained from human demonstrations.

1.2.1 Task Segmentation

The main motivation for doing segmentation is the possibility to easily recognize and classify
motions. A vast majority of recent works focus on segmenting motion data represented by sets
of joint positions or hand positions and orientation retrieved by motion capture systems in the
case of human motion and by robot’s proprioception in the case of robotic motions. However
very few works focus on segmenting task data, that may include not only complex sequences of
motion but for achieving proper reproduction also require recordings of forces, torques or tactile
information. On the implementation level, the problem of motion segmentation has been addressed
using algorithms based on similar techniques not only in robotics but also in computer vision and
pattern recognition. Relevant results from these fields are briefly summarized bellow.

Current existing approaches for motion segmentation rely on either (1) classification based on
existing motion primitives that algorithms use for prior training (Mangin and Oudeyer, 2012);
(2) looking for changes in a variable, like zero-crossings (Takano and Nakamura, 2006); or (3)
clustering similar motions by means of unsupervised learning (Kulic et al, 2008).

The first approach for segmentation can ease robot control because of the existence of motion
primitives, however a major drawback is the need to include prior knowledge about the task (or
motion) which may be poor or incomplete compared to real life situations. It also restricts the
scope of segmentation by knowing what the task is about. Such an example is described in Tao
et al (2012) for segmenting motions used in robot assisted surgery. Input data recorded from the
daVinci robot and consisting of joint positions, velocity and system time during training motions
is projected into a lower dimensional latent space and a Bayes classifier is used to detect 8 known
surgical gestures. Surgical tasks require good recognition results that such simple methods can
provide, but with the cost of requiring an extensive amount of prior knowledge.

The second approach of performing segmentation involves searching for zero velocity crossings
(ZVC) (Takano and Nakamura, 2006). This approach is sensitive to the variables encoded and
cannot be applied to multidimensional data involving a joint angles representation of the task or
the use of tactile information, where many zero crossings can appear. Therefore one needs to find
a way that would ensure optimal segmentation across all dimensions. Wang et al (2003) present
a review of common techniques used in human motion analysis. These include Dynamic Time
Warping (DTW) used in the temporal alignment of recorded data; Hidden Markov Models (HMM)
used mainly for analyzing data that varies in time, for example segmenting hand movements and
detecting shapes used in sign language (Matsuo et al, 2008); Neural Networks (NN) used for also
representing temporal data. Variations of these methods are also mentioned.

The third approach encompasses a more complex view of human motion. Kulic et al (2008)
highlight features that should be encompassed in learning systems, along autonomous motion
segmentation. These include (1) the possibility to recognize motions that were previously learned,
(2) the capability to perform online clustering when being faced with a new motion that was not
part of the training set and (3) structuring the learned data in a way in which it could be easily
accessed. Based on these characteristics, Kulic et al (2008) propose a method for incrementally
learning and clustering motion primitives from observed human motion. The method performs
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unsupervised segmentation based on motion encoded through a Hidden Markov Model. The
obtained segments are clustered according to a measure of relative distance and organized in
a tree structure that starts by encoding general motions at the root, that gradually become
more specialized close to the leaves. The algorithm was extended to allow changes in the model
according to known primitives (Kulic and Nakamura, 2008), and finally to use the same learned
model not only for recognizing but also for generating motions (Kulic et al, 2012). While being
one of the most robust implementations to date, the approach lacks time independency in motion
encoding.

In the larger scope of human movements, Bennewitz et al (2005) argue that motions performed
in a known environment are not random and usually follow specific patterns. Based on this
observation, an HMM algorithm is used for encoding person specific patterns of motion and
consequently help a robot predict human positions and incorporate this data in path planning
(Bennewitz et al, 2005). In human movements slight variations can occur (e.g. different walking
styles) or transition phases can occur between different activities (e.g. the transition from running
to walking by slowing down). To account for these transitions, Sminchisescu et al (2006) develop
a method for recognizing contextual motions.

The presented works have the shortcoming of not only being task specific and requiring a con-
siderable amount of prior knowledge (and thus achieve little generalization across a wide range
of tasks), but they also fail to model specific features of the motion, focusing mainly on changes
in position. The algorithms focused on extracting motion primitives output a generalized motion,
but do not model specific aspects that should be reproduced for successfully completing a task.

In this work we propose a method of performing task segmentation based on a notion of variance.
We make the assumption that variables that vary substantially within a demonstration but have
little variance across trials represent features of the motion that we would like to reproduce. This
approach would allow to perform motion segmentation without the need for prior information
about the task and it can also be used to extract important information from the demonstrations.

Our proposed approach is based on feature extraction. From human demonstrated motion we
learn a decomposition between force and position control and the frame of reference where this
applies at all time. We fix a prior on the type of controller (impedance control), and learn a
weighting factor between the force and position that will modulate these variables’ contribution
at each time step in the final controller. The approach is time independent and can easily be
extended to account for other variables of interest for the task.

1.2.2 Constraints Extraction and Robot Control

Task constraints can be defined as factors that limit the motion of the robot in some way. Three
ways of specifying constraints are described in Stilman (2007), comprising ”fixed frame con-

straints” that occur when manipulating objects that are fixed with respect to the environment or
to the robot’s end effector; ”simple frame parameters” describing local constraints defined with
respect to the robot’s end effector; ”kinematic closure constraints”; and constraints related to the
path of the end effector or the surface of motion (e.g. the end effector should maintain a constant
orientation or should apply a certain force on the object).

Several approaches of task representation encode motion constraints in a time dependent manner.
In our previous work (Calinon et al, 2007) we proposed a method for extracting time dependant
constraints in a robot manipulation task. Data taken into account consist of robot joint angles,
Cartesian position of the hand, relative position of the hand with respect to the object of interest
and the on-off status of the gripper hands. Data are recorded from human demonstrations,
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projected into a lower dimensionality latent space and further encoded in a GMM. Constraints
are extracted with respect to a proposed metric of imitation, and Gaussian Mixture Regression
(GMR) is used to generate an optimal trajectory. A previous attempt aimed at encoding the
temporal variations in an HMM (Calinon et al, 2006). A more recent approach allows for time
independent representation of the dynamics of the recorded motion (Calinon et al, 2010). In this
work we build on these existing approaches by encoding in a time independent manner, not only
kinematic constraints, but also constraints with respect to forces and torques applied on objects,
tactile responses recorded from the robot’s hand.
Further on, exploring tasks that require collaborative interaction with a human partner, requires
the robot not only to be able to reproduce the tasks according to the learned constraints but
also to predict the intention of the human partner. In Gribovskaya et al (2011) we had explored
the possibility to detect human’s intention and achieve kinematic coordination with the user by
adjusting the impedance of the robot. Results were however validated solely on a 2-DOFs planar
robot.
We build on this approach to control multiple DOF systems, and account for contact forces
and sensed tactile signatures. Also we explore the possibility to detect intentionality from sensed
tactile gestures. A complementary approach, validated on the iCub robot, for learning collaborative
interactions within simple tasks is described in Lallée et al (2009). Collaboration is achieved after
a single demonstration by exploiting an existing repertoire of actions. While this approach allows
for turn taking during the interaction, switching from leader to follower roles, has the disadvantage
that it requires a high amount of prior knowledge. By contrast, we aim to address tasks in which
the final goal, as well as the objects involved are unknown while developing ways to extract, learn
and reproduce features of the task in an autonomous manner.
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Chapter 2

Approach for learning bootstrapping in-

formation to guide learning

In this work1 we seek to perform segmentation (based on a notion of variance) in order to determine
points of the task in which the variables of interest change (e.g. force sensed at the end effector
might be relevant in the first task segment while after the segmentation point, end effector’s
position and orientation could become more relevant). Segmenting and interpreting the data in a
stochastic manner would allow regenerating the motion according to the measures determined to
be important as well as finding optimal control strategies with respect to the variables of interest.
This method of extracting task knowledge can be done without involving identification of motion
primitives and has the advantage of determining parts of the task that require refinement, thus
asking the user for partial demonstrations and speeding up learning. Further on, segmentation can
be performed on multi-dimensional time-dependent data, but the task encoding and regeneration
can be achieved in a time-independent way. Finally, the extracted knowledge about the task
coming from the robot’s proprioception, together with data from the objects involved, extracted
from vision, can contribute to an abstract layer of higher-level representation of the task.

Bootstrapping Process
Segment – based 

task reproduction

Kinesthetic 

Demonstrations

Frame of Reference

Variables of Interest

Im
p

e
d

a
n

ce
 C

o
n

tro
lle

r

Segment 1

Segment n

Task

Segmentation

Features of the motion

Figure 2.1: Approach. In the bootstrapping process data obtained from demonstrations of a task is analyzed in
order to extract the suitable frame of reference, the variables of interest and other features of the motion. This
information is used firstly to determine proper segmentation points that delimit specific sub-tasks and secondly to
learn a suitable controller for each of these parts.

The aim of this approach, summarized in Figure 2.1, is for a robot to be able to learn a task
by extracting the necessary information from a number of N kinesthetic demonstrations provided

1Work done in collaboration with a visiting master student from the University of Tokyo (K. Umezawa).
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by the user. The bootstrapping process consists of extracting the relevant variables for properly
completing the task, and the frame of reference to express them, as well as general features of
the motion. A change in these variables determines the start of a new segment or subtask. For
reproducing the motion, a cartesian impedance controller is used, given by the law (Ott, 2008):

Λd
¨̃x+Dd

˙̃x+Kdx̃ = Fext (2.1)

where x̃ = x−xd represents the position error, Fext are generalized external forces, and Kd, Dd,Λd

represent the stiffness, damping and inertia matrix. We analyze the relative importance of force
and position in completing the task and thus determine a weighting factor for an adaptive stiffness.

2.1 Task Encoding

We considering a number of N human demonstrations of the same task in which the robot is set
to a compliant behavior and is physically guided throughout the task by a human teacher. The data
recorded for each demonstration consists of a set ξ = {x(Px, Py, Pz), F (Fx, Fy, Fz, Tx, Ty, Tz), s, xo}
of length t = 1...k, where:

• x ∈ R12 represents the robot’s end effector cartesian position,

• F ∈ R6 represents the vector of external forces and torques sensed at the end effector

• s ∈ R4 represents averaged tactile response of the robot’s fingers and palm,

• xo ∈ R12 represents the cartesian position of each oi, i = 1..No objects involved in the
scene, recorded using a vision tracking system.

The demonstrations are temporally aligned using Dynamic Time Warping (DTW), resulting in a
set of length t = 1...M .

For each object oi we compute a set of parameters in the object’s frame of reference: pi =
{Di, Pxi

, Pyi
, Pzi

, Fxi
, Fyi

, Fzi
} representing the absolute distance between the robot’s end ef-

fector and object’s position as well as the position and force in the object’s reference frame.
For all objects oi we compute the variance of each parameter k, over trials (i.e. consecutive
demonstrations), (V artrial(pi,k)) and over a shifting time window (V arwin(pi,k)). The size of
the time window is chosen arbitrarily as being the shortest time period in which we see no-
ticeable changes in the task flow. The values of the two variances are being normalized by
V ar∗ = (V ar −min(V ar))/(max(V ar) −min(V ar)), obtaining V ar∗

trial(pi,k), V ar∗

win(pi,k).
An unidimensional example is given in Figure 2.2.

Further on, we make the assumption that variables that vary substantially within a demonstration,
but have little variance across trials represent features of the motion that should be reproduced.
Based on this assumption we define a criterion given by the difference between the variance over
a time window and that over trials. At each time step the criterion is computed as follows:

C(pi,k) = V ar∗

win(pi,k) − V ar∗

trial(pi,k) (2.2)

An example is given in Figure 2.3.
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trial) and over a time window (V ar∗

win) for a
given parameter. The variance is computed on data projected in the reference frame of two objects involved in the
task. Region A shows data with large variance over trials, and low variance over a time window (almost constant).
Region B shows data with little variance across trials (i.e. a feature of this parameter that should be reproduced).
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Figure 2.3: Example for computing the criterion for a given parameter.

2.2 Task Segmentation

Computing the criterion described above allows us to compare in an absolute manner variables of
different types. The aim is to be able to quantify their relevance to the task, so as to give more
importance to the variable of interest in the running controller and to adjust the controller when
the variable of interest changes. Similarly the criterion can be used for determining the suitable
reference frame to be used by the controller, and changing it when necessary.

A. Determining the reference frame. Expressing the control variables in the reference frame
(RF) attached to the objects involved in the task allows the robot to properly perform the task
when the positions of the objects change in the scene. For choosing a frame of reference we
compute at each time index t, t = 1..M the value of the highest criterion for all the variables
considered, and for all the axes. For example for the X axis the criterion at each time step will be
given by:

max(Ci) = max(C(pxi,k
)) (2.3)

The obtained criterion max(C(pi,k)) is analyzed for each axis X, Y, Z, by using a shifting time
window of arbitrary size. We consider that at each time step the reference system will be given by
the object oi for which the maximum number of corresponding data points are placed in the time
window. Whenever the reference object changes, a segmentation point is created. This results in
a first set of segmentation points ψ1.

The approach is illustrated on a toy example (uni-dimensional) in Figure 2.4. The criterion was
computed for data of force and position in the reference frame of two objects (Figure 2.4a). For
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each time step, the maximum criterion was computed, see Figure 2.4b. The choice of reference
frame is shown in Figure 2.5a. For this example, a shifting time window w1 = 100 was used. For
each interval the reference frame is given by the object with respect to whose reference frame the
most variables are expressed in. A change in the reference frame is marked by a segmentation
point. In this case there are two segmentation points ψ1 = {ψ1(1), ψ1(2)}.

B. Determining the variables of interest. We analyze for each axis the criterion obtained
at point A using a shifting time window of arbitrary size. In each time window we consider the
relevant variable to be the one that has the maximum number of data points in that interval. This
determines a new set ψ2 of segmentation points, created for every change in the control mode.
The final task segmentation points are given by the vector θ, consisting of

θ = ψ1 ∪ ψ2 (2.4)

.
For reproducing the motion we fix the controller type to a cartesian impedance controller. We
determine a weighting factor λ that will modulate the contribution of the force and position
according to the relevance determined above. Therefore, for each axis the value of λ is given by
the difference between the criterion computed for position and the one computed for force

λ = C(Pi) − C(Fi) (2.5)

.
The value is normalized by λ∗ = (λ − min(λ))/(max(λ) − min(λ)) and represents a weighting
factor for a base stiffness kb:

Kd = Kb · λ∗ (2.6)

Considering a simple spring model of the system, in which the damping and acceleration terms are
ignored, given by Fext = Kd · x̃, where x̃ = x− xd, the λ∗ parameter can be seen as a weighting
factor for a base stiffness Kb, such that Kd = Kb · λ∗.
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Figure 2.4: Toy example illustrating the comparison between criterions computed for force and position in the
reference frame of 2 different objects.

In the toy example described above, using a shifting time window of size w2 = 100 determines 3
segmentation points. The first two points ψ2(1), ψ2(2) are identical to the segmentation points
found by the change in the reference frame ψ1(1), ψ1(2). The last point determined ψ2(3) marks
a change from a force-based part of the task to a position based part.
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Figure 2.5: Choosing the suitable frame of reference and the variables of interest in the toy example.

D. Task generalization. We aim to encode the task in a time independent manner, which is
important for properly reproducing the task in changing conditions. Statistical techniques (like
Gaussian Mixture Models (GMM)) can be used for encoding relationships between motion variables
on each segment of the task, and regression techniques such as Gaussian Mixture Regression
(GMR) can then be used to regenerate the motion.
Particularly for segments where position controller was determined as important (e.g. in reaching
motions), we analyze the behavior near the segmentation point. If the motion was determined
in a given frame of reference and this segmentation point concludes a position control sequence,
then the object with the associated reference frame becomes an attractor for the system (i.e. all
trajectories converge to this point). We thus consider this segment to be a discrete motion that
can be modeled using a non-linear, time-independent dynamical system (SEDS) (Khansari-Zadeh
and Billard, 2011), which learns a mapping between a state variable ξ(x) and it’s derivative:

ξ = f( ˙ξ(x)) (2.7)

The function f is estimated in SEDS by using a mixture of K Gaussian. The model is learned
through maximization of likelihood under stability constraints.This ensures that the learned motion
follows the original dynamics of the demonstrated motion, it is stable at the target and robust to
perturbations and inaccuracies, being able to adapt online to changes in the environment.
For segments of the task in which the force is more important that the position, we further analyze
different features of the motion (i.e. repetitive motions) and we look at the contribution of force
and position on each axis. Such that if the force component applied on the object in the vertical
direction (Fz) was determined to be important, as well as the robot’s motion along the object’s
x axis, while there is little to no variation on the Y axis, we can learn a joint distribution of the
variables Fz and ẋ using a GMM, such that

p(Fz, ẋ) =
K∑

i=1

(αip(Fz, ẋ;µi,Σi)) (2.8)

where αi represent the prior of the i-th Gaussian component, and µi and Σi represent the mean and
covariance matrix for Gaussian i, whose parameters are learned through Expectation-Maximization
(EM) algorithm. GMR can be used for predicting the force to be applied based on the current
position: E{p(F |ẋ)}.
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Chapter 3

Validation on a grating task

This approach was validated on a common kitchen task, grating vegetables, using a KUKA Light
Weight Robot (LWR) with 7 degrees of freedom (DOFs) and a Barrett hand with 4 DOFs. Two
objects were involved in the task: a grater and a bowl. The logical steps of the task, presented
in Figure 3.1, consisted of: grasping the vegetable, reaching from the initial position to the
slicer, a cyclic slicing motion, a reaching motion from the slicer to the trashing container, and
a releasing motion. The vegetable was held using a power grasp. Because the Barrett hand is
not back-drivable (the motion of the fingers cannot be demonstrated kinesthetically), the task
demonstration started after the vegetable was in place (i.e. the grasping and releasing motions
were not part of the task demonstration).

(a) Start Task (b) Reach for the
slicer

(c) Slice the whole
vegetable

(d) Trash the
remains

(e) End Task

Figure 3.1: Sequence of logical steps in demonstrating the Vegetable Slicing Task

For data recording we used robot’s proprioceptive information consisting of: end effector position
and orientation (x ∈ R12), external forces and torques estimated at the end effector (F ∈ R6),
tactile information from embedded sensors on each of the robot’s fingertips and palm (s ∈ R4;
there are 24 tactile contacts on each fingertip and an average value was computed per finger and
palm). The position of the objects on the table are tracked using a motion capture system. The
objects were static during the task, but their initial position could change.

The variability of the task consists in:

• starting each demonstration from a different initial position of the robot, and placing the
objects in different positions in the reachable space of the robot (we recorded data for 3
different positions of the objects, placed on average 30, 45 and 65 cm apart from the initial
position);
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Figure 3.2: Typical data obtained from human demonstrations of the task. Robot measurements: (a) 3D Cartesian
position of the robot’s end effector, (b) estimated external cartesian forces and (c) torques sensed at the end effector
and (d) tactile response of each fingertip and palm.
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Figure 3.3: Aligned demonstration data with the variance envelope, in the reference frame of
the two objects: the grater (o1) and the bowl (o2). Segmentation lines were manually added to
highlight the task segments.
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Figure 3.4: The variance of the considered variables (Position and Force with respect to the two
objects), averaged over a shifting time window, and the corresponding criterion.
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• using vegetables of different sizes and types (we recorded data for 3 types of vegetables
(carrots, zukinis and cucumbers). The vegetables varied in length, from a minimum of 10
cm for a carrot to a maximum of 35 cm for a cucumber, and with about 2 cm in diameter);
The variability of the manipulated object effected the grasp, the force applied by the user
when providing demonstrations and the duration of the demonstration. The task lasted until
the vegetable was fully grated.

• inerrant user variability between demonstrations.

A total of N = 18 demonstrations were recorded.

Typical demonstration data is presented in Figure 3.2. The three segments of the task can be
clearly differentiated: the reaching motion, the repetitive grating motion and again a reaching
motion. Figure 3.3, shows the position and force data for the three axes, and projected in the
reference frame of each object. Figure 3.4 shows the plots of the variance computed over trials
and over a shifting time window, for each axis. The plot of the criterion for each axis is computed
according to the equation 2.2.

Following the approach described in Chapter 2, the criterion on each axis is being evaluated with
a shifting time window of width w = 200 data samples for determining the proper reference frame
(see Figure 3.6). This results in one segmentation point ψ1(1). The motion of reaching the grater
and grating are being expressed in the reference frame of object 1, the grater, and the motion of
reaching the trash container is being expressed in the reference frame of object 2, the bowl. The
importance of being able to change the reference frame is illustrated in Figure 3.5, when using
different positions and orientations of the two objects.
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Figure 3.5: The change of RF with respect to the objects’ positions.

Similarly, we evaluated the criterion on each axis, using a shifting time window of width w = 300
samples for determining the proper controller (see Figure 3.7). The results show that the suitable
control mode for the first part of the task (corresponding to the motion of reaching the grater)
is a position controller, while an impedance controller is suitable for the second and third parts
of the task (grating and trashing), in which the position on the X and Y axis is important, while
the force is important in the Z axis, perpendicular to the object. This analysis results in another
segmentation point ψ2(1).
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Figure 3.6: Choice of reference frame. The maximum value of the criterion computed for each axis is analyzed
with a shifting time window (in this case w = 200 data samples). The reference frame is given by the object for
which the maximum number of data points are found in the time window. One segmentation point (ψ1(1)) is
created and corresponds to starting a reaching motion towards the trashing ball.
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Figure 3.7: Choice of controller. The variable of interest is determined by analyzing the criterion (using a shifting
time window (w = 300 data samples)) as the variable with the maximum number of data points in that interval.
Changing the variable of interest on any axis determines a segmentation point. In this task one segmentation point
was created (ψ2(1)) for the change of position control to force control on the z axis (perpendicular to the object).
This corresponds to the beginning of the grating motion.
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The set of final segmentation points θ = [ψ1(1) ψ2(1)] has two values for this task (see Figure
3.8), determining 3 distinct segments: (1) a position-weighted controller expressed in the RF of
object 1 for the first 550 samples of the motion, (2) an impedance controller in the RF of object
1 for the next almost 3000 samples of the motion, corresponding to the grating sub-task and (3)
another impedance controller in the reference frame of object 2, for the final part of the task.
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Figure 3.8: Final Segmentation Points.

3.1 Task Encoding for Existing Controllers

Knowing the variables of interest allows us to encode the motion using suitable controllers for
each segment.
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Figure 3.9: The trajectories encoded using SEDS for reaching the objects with the demonstrated
dynamics.

A. Reaching Segments. For learning the motion for the first and last segments of this task
(reaching for the grater and reaching for the bowl) we use SEDS (Stable estimator of Dynamical
Systems, Khansari-Zadeh and Billard (2011)), which has the particularity of learning a reaching
motion while following the demonstrated dynamics. This ensures that the movement is human-
like, and follows the demonstrated user-style. SEDS encodes a point to point motion using a
Gaussian Mixture Model (GMM), and models the motion using a non-linear time-independent
dynamical system. It learns a globally asymptotically stable map from states to velocities, stable
at the target (attractor or final point of the motion). In our case we determined as attractors the
two objects in whose frame of reference the motion is expressed. All the demonstrated trajectories
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Figure 3.10: Gaussian encoding of the trajectories for reaching the grater.
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Figure 3.11: Task encoding.

converge to these attractors in different segments, see Figure 3.9. The trajectories were smoothed
using cubic spline interpolation. The motion was encoded using 4 gaussians, see Figure 3.10, with
their parameters being estimated using SEDS.

B. Grating Motion. For the grating motion we used a cartesian impedance controller as in eq.
2.1, implemented through joint torques.

For each axis, we compute a time-varying cartesian stiffness, based on the difference between the
criterion computed for the cartesian position and the one computed for the cartesian force, see
eq. 2.6, while we consider a constant damping term.

Figure 3.11a shows the obtained stiffness profile for the three axis.

We seek to encode the motion in a time independent way, by considering the relation between the
desired cartesian position xd and desired cartesian force Fd. First we take advantage of the cyclic
form of the task, by extracting the periodicity information through Fourier decomposition and
further encoding the motion for just one period. Second we use a GMM model (using 5 Gaussians)
for encoding the relationship between the force exerted on the vertical axis, perpendicular to the
object and the velocity along the object’s surface, see Figure 3.11b. Gaussian Mixture Regression
(GMR) is used for inferring the force to be applied, based on the current motion.

C. Extension. The approach presented above can be extended by taking into account other
variables. In this subsection we computed the variance over trials and time window for 3 other
measures: the torques sensed at the end effector, the end effector velocity and the tactile sensing.
The criterion corresponding to each variable and the segmentation points are computed using the
same approach presented in Section 2.2.
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Influence of the new variables on the segmentation points. The new segmentation points
(see Figure 3.12) roughly correspond to the ones determined before. The analysis shows that
using the extra information provided by the velocity, torque and tactile data does not significantly
modify the segmentation points or data encoding. However these variables could influence the
controller: modifying orientation (in the current implementation we don’t account for changes in
end effector’s orientation, but keep it constant), or identifying different grating surfaces based on
changes in the recorded tactile signature.
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Figure 3.12: Segmentation points and controller type obtained when accounting for 4 variables: end effector
position, force, torque, and fingers tactile response.

3.2 Framework Evaluation

We performed two different assessments. First we tested whether the automatic segmentation of
the task and the extraction of RF was correct and led to a correct reproduction when positioning
of objects was changed. The robot regenerated the complete sequence and managed to complete
the overall task comprising of the 3 segments and when the objects were located in arbitrary
positions and orientations, none of which were seen during training.

Second, to validate whether the model had correctly extracted the dimension onto which to provide
either force or position control, we contrasted the obtained controller with a pure position and
a fixed impedance control modes, during the grating part of the task. Common problems when
using standard control modes are presented in Figure 3.13.

For evaluating the framework we compared the proposed approach with standard control modes:
a position controller and an impedance controller with fixed stiffness values. For these two control
modes, 5 different demonstrations were provided (Di, i = 1..5), using gravity compensation mode
(gcmp) and robot’s execution was evaluated during motion replays (Ri, i = 1..5) in the different
setups: position control (pos) and impedance control (imp). The performance under these control
modes was compared to the developed approach (aimp). Several replays were performed for each
demonstrated motion. We constantly compensate for the decrease of the vegetable height by 2
cm. Each group of 1 demonstration followed by 5 replays were performed on the same vegetable.
A single vegetable type was used, and the task was demonstrated using 5 passes over the grating
surface during each trial.

For all the trials we measured: the original and final weight of the vegetable (winit, wfin[g]);
the original and final height (hinit, hfin[cm]). The original values were measured before the
demonstration was performed, while the final values were measured at the end of the last replay
round. For each round of demonstration and replay we measured the weight of the grated part
(∆w[g]) with a precision of ±1g and counted the number of successful passes (SP).
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Figure 3.13: Problems encountered when using standard control modes, mostly due to the size variation in the
vegetable (from left to right): robot misses the grating target, incomplete slicing, high force applied causes the
vegetable to bend or break.

We evaluated the task performance with respect to the following computed measures:

1. wratio[%] the ratio of the grated vegetable (wgrated =
∑

∆w) as a percentage of the initial
weight. Note that the value of the winit − wgrated is often different than the final weight
(wfin) as the vegetable might break in the grating process. The broken part is not accounted
for in the grated weight (∆w), but is reflected in a lower final weight.

2. hratio[%] the percentage of the vegetable length being grated (hinit −hfin) with respect to
the initial length.

3. SPratio[%] the percentage of successful passes (SP) out of the total demonstrated passes

Results are presented in Table 3.1.

Using a standard position controller (Trials 1 - 5) for replaying the motion aims good results
in a very low number of cases: mean (M) = 12% and standard deviation (SD) = 10.95 successful
passes, while the amount of vegetable grated is bellow one gram per trial (M = 0.80g, SD =
0.83). When replaying the recorded motion using an impedance controller the number of success-
ful passes increases (M = 52.5%, SD = 25.16).

These results are compared against the proposed approach, See Table 3.1, Trial 6. This data
was obtained by using the model of the motion learned as described in Section 2. The grating
performance was assessed using the same performance metrics as for the standard control modes.
The overall performance was better with respect to the amount of grated vegetable, and the
number of successful passes.
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Type
Control winit ∆w wfin wratio hinit hfin hratio SP

SPratio

Mode [g] [g] [g] [%] [cm] [cm] [%] [%]

T
r
ia

l
1

D1 gcmp

100

4

60 21.00 14.5 8.4 42.06

5 100
R1 pos 1 1 20
R2 imp 2 3 60
R3 imp 3 2 40
R4 imp 4 4 80
R5 imp 7 4 80

T
r
ia

l
2 D2 gcmp

74

7

48 21.62 11.5 7.4 35.65

5 100
R1 pos 2 1 20
R2 imp 2 2 40
R3 imp 5 3 60

T
r
ia

l
3 D3 gcmp

74

9

43 31.08 10.0 6.5 35.00

5 100
R1 pos 1 1 20
R2 imp 7 4 80
R3 imp 6 4 80

T
r
ia

l
4

D4 gcmp

90

6

55 17.78 13.0 7.5 42.30

5 100
R1 pos 0 0 0
R2 imp 5 4 80
R3 imp 3 2 40
R4 imp 1 1 20
R5 imp 1 1 20

T
r
ia

l
5

D5 gcmp

83

6

52 18.07 13.2 9.7 26.92

5 100
R1 pos 0 0 0
R2 imp 2 2 40
R3 imp 1 1 20
R4 imp 1 1 20
R5 imp 5 4 80

T
r
ia

l
6

DN gcmp

92

7

56 35.86 13.5 7 48.15

5 100
R1 aimp 4 4 80
R2 aimp 5 4 80
R3 aimp 8 5 100
R4 aimp 9 5 100

Table 3.1: Evaluation of the control modes. For Trials 1 - 5 we compared the demonstrated motion
Di provided using the robots gravity compensation mode (gcmp), with a standard position control
mode (pos), and with an impedance controller with fixed stiffness (imp). Trial 6, illustrates the
performance of the proposed controller, learned from the DN = 18 demonstrations (aimp).
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Chapter 4

Conclusions

The developed approach for bootstrapping information to guide imitation learning allows to: (1)
perform proper task segmentation using little information (i.e. analyze just the motion and force
profiles) and a small number of demonstrations; and (2) be able to extract the variables of inter-
est, thus reducing task dimensionality. The method was tested on two common kitchen tasks and
achieved good segmentation and reproduction results.

A downside of this approach is represented by the fact that currently the task learning is biased
towards a particular user style of performing the task. This is particularly important in complex
tasks that require limb coordination. Based on this observation, a possible extension is building
user profiles with the aim of detecting human factors that effect demonstrations and exploiting
them by designing the interaction in a way that keeps the user engaged, throughout the interaction.

An extension that will be addressed in future work is the problem of bi-manual tasks that re-
quire limb coordination.
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