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1. Description	of	task	
Task	2.4	-	DoW:	Deployment	of	a	resilient	multi-core	network	interconnect	for	CS-based	
bio-signals	processing.		
The	 main	 contribution	 of	 this	 task	 is	 the	 development	 of	 a	 resilient	 single-cycle	
interconnection	 network	 suitable	 for	 shared-L1	 multi-core	 that	 can	 tolerate	 delay	
variations	due	to	aging	or	static	variations	with	a	small	overhead	on	read/write	latency.	
We	 will	 develop	 a	 reconfiguration	 mechanism	 to	 be	 triggered	 after	 the	 variation	
detection.	 As	 consequence,	 we	 will	 reconfigure	 the	 interconnects,	 so	 that	 it	 can	
overcome	 the	 timing	 failure	 by	 injecting	 on-demand	 pipeline	 stage	 in	 the	 path	 and	
increasing	the	 latency	of	 the	read/write	transaction.	Note	that,	 the	additional	pipeline	
will	affect	only	that	path	where	the	delay	variation	occurred.	The	final	implementation	
will	be	suitable	to	be	inserted	in	the	Virtual	Platform	developed	in	WP3.			
	
D2.4	–	DoW:	Report	about	the	performance	and	power	figures	of	the	resilient	system-
level	 network	 interconnection.	 Describes	 the	 variability	 tolerance	 of	 interconnect	
specifics,	as	well	as	models	and	mechanism	to	control	this	variability	from	the	SW	layers.	
	
	

2. Description	of	Work	&	Main	Achievements		
	
This	deliverable	reports	the	results	of	the	Task	4	of	WP2	describing	resilient	system	level	
network	interconnect	architecture	and	implementation	trade-offs.		

In	 the	 first	 section	 (Section	 1)	 of	 the	 deliverable	 we	 will	 focus	 on	 the	 architecture	
description	 of	 the	 system	 level	 interconnect.	 In	 Section	 Error!	 Reference	 source	 not	
found.	 we	 will	 describe	 the	 reconfigurable	 delay’s	 mechanisms	 to	 tolerate	 up	 to	 two	
clock	cycle	of	variation.	 In	Section	3	we	will	show	its	programming	 interface.	 	Finally	 in	
Section	4	we	will	describe	the	implementation	details	as	well	as	the	design	trade-offs.	

3. Phidias	Architecture	
In	Phidias	we	exploit	a	tightly	coupled	multicore	architecture,	which	is	shown	in		
Figure	 1,	 to	 outperform	 classical	 single	 core	 processors	 in	 achieving	 biomedical	 signal	
pre-processing	 and	 compression.	 	 Each	 core	 is	 connected	 to	 each	 L1	 memory	 bank	
through	a	logarithmic	interconnect	which	enables	data	memory	access	in	2	cycles.	This	
path	 is	critical	due	to	the	memory	bank.	To	tolerate	the	effect	of	process	variations	 in	
the	 critical	 path,	 in	 PHIDIAS	 we	 are	 exploiting	 the	 reconfiguration	 stages	 which	 can	
dynamically	be	 reconfigured	 to	 insert	 a	delay	 in	between	each	memory	bank	and	 the	
processing	 element.	 This	 enables	 injecting	 localized	 timing	 margin	 where	 needed	
reducing	the	global	performance	impact.		
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Figure	1	 shows	 the	overall	 target	architecture	 featuring	 the	Processing	Elements	 (PEs),	
the	shared	multi-banked	Tightly	Coupled	Data	Memory	(TCDM)	connected	to	the	PEs	by	
the	 logarithmic	 interconnect	 (DATA	 LIC).	A	DMA	engine	moves	 ECG	 samples	 from	 the	
Analog	 Front	 End	 (AFE)	 buffer	 to	 the	 TCDM	memory,	 while	 on	 the	 instruction	 side	 a	
multi-banked	 memory	 (IM)	 is	 also	 connected	 to	 the	 PEs	 by	 means	 of	 a	 logarithmic	
interconnect.	
	

	
	

Figure	1	:	overall	architecture	of	the	Compressive	Sensing	digital	node.	
	
The	 reconfigurable	 stages	 are	 the	 key	 components	 to	 tackle	 variability,	 omitted	 in	

	
	
Figure	1,	and	they	are	reported	separately	in	Figure	2.	In	Figure	2.a	the	inner	structure	
(FF	+	MUX)	and	a	representative	path	between	source	(S)	and	destination	(D)	is	shown,	
while	 in	 Figure	 2.b	 the	 data	 side	 of	 the	 architecture	with	 the	 2	 reconfigurable	 stages	
(RSs)	is	shown.	
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(a)	
	

(b)	

Figure	2:	reconfigurable	pipeline	stages	(a)	and	resilient	interconnect	(b).	
	
In	 this	 deliverable	 we	 will	 focus	 on	 the	 architecture	 and	 design	 trade-off	 of	 the	
reconfigurable	interconnect	and	delay	insertion	stages.	

4. Reconfigurable	stages:	Architecture	
	

Reconfigurable	pipeline	 stages	are	placed	 in	 front	of	 the	memory	banks	 (M)	and	each	
one	 is	composed	by	two	modules:	the	request	 (R)	and	the	response	 (r)	reconfigurable	
pipeline	block.	Each	one	is	composed	by	a	2:1	multiplexer,	several	FF	to	implement	the	
pipeline	and	control	logic	to	handle	the	flow	control	to/from	the	memory	banks.		
Each	 reconfigurable	 pipeline	 stage	 can	 be	 activated	 independently	 through	 dedicated	
signals	 driven	 by	 configuration	 registers,	 enable_req_pipe	 and	 enable_resp_pipe;	
therefore	it	 is	possible	to	fully	or	partially	surround	any	memory	banks	with	additional	
pipeline	 resources.	 If	 the	 respective	 activation	 signal	 is	 high,	 then	 the	 PIPELINE	 is	
enabled,	thus	data	is	flowing	through	the	register	before	going	to	the	memory	(or	back	
to	the	interconnect	in	case	of	response).		
In	 case	 of	 no	 reconfiguration	 (by	 default	 the	 pipeline	 stages	 are	 bypassed	 after	 the	
reset),	 the	 whole	 interconnect	 can	 operate	 at	 full	 bandwidth,	 meaning	 that	 the	
interconnect	can	process	one	request	(read/write)	per	cycle.		
When	 one	 module	 is	 activated	 (request/response),	 then	 the	 respective	 control	 logic	
enables	 the	 relative	 pipeline,	 therefore	 it	 introduces	 one	 additional	 delay	 cycle.	 Since	
the	lightweight	interconnect	does	not	perform	any	arbitration	on	the	response	side,	and	
since	most	of	 the	processing	elements	 are	blocking	 (they	wait	 the	 competition	of	 the	
current	 request	 before	 injecting	 a	 new	 one),	 it	 is	 required	 an	 additional	 block	 that	
inhibits	any	further	requests	until	response	is	back.	The	flow	control	filter	(F)	is	in	charge	
to	stall	incoming	requests	in	case	the	destination	has	one	or	two	modules	enabled.	This	
leads	 to	 drop	 the	 bandwidth	 because	 artificial	 stalls	 are	 inserted	 to	 ensure	 correct	
functionality	and	avoid	any	out	of	order	responses.		
As	corner	case,	if	all	memory	banks	have	only	module	activated,	the	max	bandwidth	is	
reduced	by	50%,	while	 in	 case	of	 both	modules	 activated	 in	 each	memory	banks,	 the	
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bandwidth	penalty	grows	to	66%.	

5. Reconfigurable	Stage:	Programmable	Interface		
	

As	 introduced	 in	 the	 previous	 section,	 the	 enable	 signals	 are	 driven	 by	 registers,	 and	
those	 are	memory	mapped.	We	 suppose	 that	 there	 are	 some	peripherals	 that	we	 can	
extend	by	adding	some	dedicated	registers	to	drive	the	reconfigurable	pipeline	stages.		
It	 is	 required	only	one	bit	 per	module,	 therefore	 all	 enable_req_pipe	bits	 are	 grouped	
together	and	stored	in	the	so	called	“ENABLE_PIPE_REQ_reg”	which	is	M	bit	wide	(where	
M	is	the	number	of	memory	banks).	Vice	versa,	the	enable_resp_pipe	signals	(M	bits)	are	
bound	to	“ENABLE_PIPE_RESP_reg”.		
We	 assume	 that	 bit	 ENABLE_PIPE_REQ_reg[0]	 is	 bound	 to	 the	 enable_req_pipe	 of	
memory	bank	M0	and	bit	ENABLE_PIPE_REQ_reg[i]	 	to	the	enable_req_pipe	of	memory	
bank	Mi.		
Usually	the	number	of	memory	banks	does	not	exceed	32	(heavy	routing	congestion	and	
timing	 penalties),	 so	 we	 can	 store	 the	 configuration	 vector	 in	 two	 32bit	 registers,	
mapped	as	following:	

@(BASE_CFG_ADDR	+	0x0000)	à	ENABLE_PIPE_REQ_reg	
@(BASE_CFG_ADDR	+	0x0004)	à	ENABLE_PIPE_RESP_reg	

	
These	 configuration	 registers	 can	 be	 programmed,	 just	 writing	 in	 one	 clock	 cycle	 the	
desired	32bit	data.	In	total	are	required	two	write	access	to	configure	both	request	and	
response	pipeline	stages,	and	in	case	it	is	desired	to	change	only	one	bit,	the	processor	
can	first	read	the	current	configuration,	then	by	software,	processors	can	manipulate	the	
vector	(e.g	changing	bit	j),	and	then	store	again	the	new	configuration.	
In	this	context,	it	is	extremely	important	that	the	whole	interconnect	is	not	in	use	during	
the	reconfiguration	(in	detail,	during	the	store	operation	of	the	new	configuration).	This	
is	achieved,	giving	 the	control	 to	one	processing	element	and	putting	 in	 idle	 the	other	
processors.	
	

	
Figure	3:	overview	of	the	cluster	architecture.	
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6. Reconfigurable	Stage:	Design	Trade-offs		
Reconfigurable	pipeline	stages	offer	high	flexibility	 in	reconfiguration	capability	used	to	
mitigate	 delay	 penalties	 across	 memories	 when	 lowering	 the	 supply	 voltage	 or	 due	
process	 variation.	 This	 is	 achieved	 adding	 several	 flip	 flops	 that	 cut	 any	 combinational	
paths	from	the	DATA	LIC	to	the	memory	banks	and	vice	versa.	The	cost	of	the	additional	
resources	to	support	these	features	has	been	evaluated	for	a	system	depicted	in	figure	3,	
with	4	processing	elements	and	8	additional	ports	 for	DMA	and	bridges	(N	=	12)	and	8	
memory	banks	(M=8).		
Post	place	and	route	results	are	shows	in	figure	the	following	area	cost:	
	

	 	
Figure	4:	area	breakdown	for	the	whole	interconnects	(LIC)	and	for	the	cluster.	

	
We	carried	out	the	evaluations		by	implementing	the	cluster	in	28nm	FD-SOI	tecnlogogy.	
As	we	can	see	in	figure	Figure	4,	the	impact	of	the	flow	control	filer	(F)	is	less	than	3%,	
while	most	of	the	overhead	comes	form	the	additional	flip-flops	used	to	implement	the	
pipeline.	 The	 cost	 of	 these	 modules	 is	 31%	 of	 the	 total	 area	 of	 the	 interconnect.	 At	
cluster	level,	supporting	the	reconfigurable	pipeline	stages	has	a	cost	of	1%	in	terms	of	
the	whole	cluster	area	increase,	(i.e.	negligible	impact).	
Concerning	 timing	 degradation,	 we	 carried	 out	 several	 explorations	 to	 analyze	 the	
overhead	introduced	by	these	reconfigurable	logic:	
	

grant_mask	 pipe_stages	 LINT	F:	flow	ctrl	
filter	

r+R:	pipeline	
modules		

grant_mask	 pipe_stages	

LINT	 rest	of	the	cluster	

F:	flow	ctrl	filter	
	

r+R:	pipeline	modules		
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Figure	5:	Overview	of	the	delays	breakdown	

	
As	we	can	see	in	Figure	5,		the	max	operative	frequency	of	the	cluster	is	500MHz	and	the	
latency	on	the	request	side	due	the	interconnect	is	670ps.		
The	additional	F	flow	control	filter	has	a	latency	of	50ps	to	genrate	the	request	and	80ps	
to	send	back	the	grant_o.	Overall	 the	multiplexer	 in	 the	r+R	(pipelines	 for	request	and	
response)	 consume	 additional	 40ps.	 Leading	 an	 increase	 LIC	 latency	 	 from	 	 580ps	 to	
670ps.	 At	 cluster	 level,	 static	 timing	 analysis	 has	 shown	 a	 slowdown	 of	 4%	 (from	
520MHz	without	reconf	stages	to	500MHz	with	conf	stages	(bypassed).	
	
Thus	overall	the	introduction	of	the	delay	reconfiguration	has	a	cost	of	1%	in	area	and	
4%	in	performance	loss,	but	can	make	the	design	tollerant	to	2x	of	timing	variation	due	
to	process	and	ambient	variation	which	have	been	evaluated	at	system	level	in	D4.1	and	
D4.2.			
	

7. PULP	–	The	Parallel	Ultra	Low	Power	Platform	
	
PULP	 (Parallel	 Ultra-Low-Power	 platform)	 is	 a	 multi-core	 SoC	 for	 ULP	 applications	 that	
operates	 in	 near-threshold	 to	 achieve	 extreme	 energy	 efficiency	 on	 a	 wide	 range	 of	
operating	points	[12].	The	SoC	is	built	around	a	cluster	featuring	four	cores	and	16	kB	of	L2	
memory.	The	cores	are	based	on	a	highly	power	optimized	micro-architecture	implementing	
the	OpenRISC	 ISA	 featuring	 1kB	 of	 private	 instruction	 cache	 each.	 The	 cores	 do	 not	 have	
private	data	caches,	avoiding	memory	coherency	overhead	and	increasing	area	efficiency,	
while	they	share	a	L1	multi-banked	Tightly	Coupled	Data	Memory	(TCDM)	acting	as	a	shared	
data	 scratchpad	 memory.	 The	 TCDM	 features	 8	 2kB	 SRAM	 banks	 connected	 to	 the	
processors	through	a	single	clock	latency,	non-blocking	interconnect	 implementing	a	word-
level	 interleaved	 scheme	 minimize	 banking	 conflict	 probability.	 Off-cluster	 (L2)	 memory	
latency	 is	 managed	 by	 a	 tightly	 coupled	 DMA	 featuring	 private	 percore	 programming	
channels,	 ultra-low	 programming	 latency	 and	 lightweight	 architecture	 optimized	 for	 low-
power	and	high	transfer	efficiency.	
	



ICT-2011.9.8	-	FET	Proactive	 PHIDIAS	 	

File: PHIDIAS_D_2_4.doc   8	of	13		

7.1.1. COMPACT	MODEL	
	

	
Figure	6:	Effect	on	thermal	inversion	on	maximum	frequency	achieved	by	the	PULP	silicon	
prototype	within	the	voltage	range	of	0.5V	-	0.8V	and	temperature	range	of	-40°C	-	120°C.	

	
To	compare	the	efficacy	of	the	body-bias	and	supply	voltage	knobs	in	compensating	ambient	
temperature	and	process	variations	on	next	generation	ULP	devices	we	conducted	a	 large	
data	 acquisition	 test	 directly	 on	 the	 PULP	 prototypes	measuring	 power	 and	 performance	
metrics	at	the	different	corner	cases.	Based	on	the	measurement	results	we	have	derived	a	
set	 of	 empirical	 models	 to	 describe	 the	 dependency	 of	 the	 performance	 metrics	 to	 the	
physical	 parameters,	 compensation	 knobs	 and	 environmental	 conditions.	 In	 the	 following,	
the	measurements	described	are	performed	with	an	Advantest	SoCV93000	tester	system,	in	
connection	 with	 a	 Thermonics	 2500E	 temperature	 forcing	 system,	 able	 to	 force	 an	
environment	temperature	-80°C	to	220°C.	We	have	then	measured	the	leakage	power,	total	
power	and	maximum	frequency	achievable	by	the	device	when	powered	at	different	supply	
voltages	 typical	 of	 the	ULP	 domain	 (VDD	 =	 {0.5,	 0.05,	 0.8}	 V).	 For	 each	 VDD	 point	we	 have	
applied	 a	 different	 body-biasing	 voltage	 (VBB	 =	 {0,	 0.1,	 1}	 V).	 All	 this	measurements	 have	
been	repeated	while	forcing	a	different	temperature	to	the	die	(T	=	{40,	10,	120}°C).	For	each	
of	them	we	have	measured	the	power	consumption	when	the	device	is	not	clocked	(Leakage	
Power	PLKG),	the	power	consumption	when	the	device	is	executing	an	arithmetic	loop	at	the	
maximum	operating	frequency	(Total	Power	PTOT	).	The	Total	Power	accounts	for	the	leakage	
power	 (PLKG)	 and	 the	 active	 dynamic	 power	 (PDYN).	We	 extracted	 the	maximum	 operating	
frequency	 (FMAX)	 empirically	 as	 the	 maximum	 one	 for	 which	 the	 arithmetic	 loop	 was	
returning	a	valid	checksum.	The	entire	dataset	is	composed	by	the	following	tuples	{VDD,	VBB,	
T,	PTOT,	PLKG,	PDYN,	FMAX}.	The	dynamic	power	has	been	derived	analytically	by	subtracting	the	
leakage	power	from	the	total	power	(PDYN	=	PTOT	-	PLKG).	The	entire	dataset	has	a	cardinality	
8x11x17	for	a	total	of	1496	tuples.	
	
We	used	this	dataset	in	combination	with	empirically	learn	a	set	of	analytical	models:	
	

𝐹!"#  =  𝑏! ⋅ log 𝑒!!⋅ !!!!!!! !!⋅ !!! + 1 𝑉!! (1) 
𝑃!"# =  𝑎! +  𝑎!𝐹!"#𝑉!!!  (2)  

𝑃!"# =  𝑐!𝑒 !!⋅!!!!!!!!!!!! 𝑒 !!⋅!!! +𝑐! (3)	
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Due	 to	 the	 large	 operating	 points	 covered	 by	 the	 tests,	 the	models	 templates	 have	 to	 be	
transregional	 and	 cover	 with	 continuity	 near-threshold	 computing	 and	 strong	 inversion	
domains	 (1).	 The	 three	models	 coefficients	 (ai,	 bi,	 ci)	 have	 been	 fitted	 by	mean	 of	 a	 non-
linear	least	square	numerical	optimization.	We	obtained	a	set	of	different	constants	for	each	
temperature.	To	validate	the	model	we	computed	for	each	dataset	point	the	relative	error	of	
the	model	output	and	the	real	measurements.	We	report	here	the	root	mean	square	of	the	
modelling	error	which	is:	RMSFmax	=	0:0239,	RMSPdyn	=	0:0287,	RMSPleak	=	0:0106.	In	average	
below	the	3%.	This	model	can	be	used	as	a	baseline	for	analytical	optimization	and	SW	based	
run-time	compensation.	It	is	indeed	used	to	compute	the	required	amount	of	supply	voltage	
and	body	biasing	to	compensate	for	temperature	variation	in	the	experiments	that	follow.	
	

7.1.2. EXPERIMENTAL	RESULTS	
	
This	 section	 describes	 the	 results	 of	 the	 exploration	 performed	 to	 achieve	 compensation	
against	temperature	variation	by	adapting	the	supply	voltage	and	body	bias	voltage	on	the	
PULP	 silicon.	As	 shown	 in	Figure	6,	 depending	on	 the	 variation	of	 operating	 temperature	
with	respect	to	the	nominal	temperature,	that	we	consider	20°C,	the	maximum	frequency	of	
a	 device	 may	 increase	 or	 decrease	 due	 to	 thermal	 inversion.	 At	 the	 same	 time,	 the	
exponential	 dependency	 between	 temperature	 and	 leakage	 power	 causes	 devices	 to	
dissipate	much	more	power	at	high	temperatures,	where	the	devices	are	faster.	This	opens	
the	possibility	to	apply	compensation	with	two	different	objectives	in	the	two	domains.	The	
first	 strategy	 for	 compensation,	 namely	 frequency	 compensation	 applies	 at	 low	
temperatures	 (temperatures	 lower	 than	 the	 nominal)	 and	 leads	 to	 increase	 the	 supply	
voltage,	or	apply	Forward	Body	Biasing	(FBB)	in	order	to	achieve	the	nominal	frequency	(i.e.	
at	 the	 nominal	 temperature).	 The	 second	 kind	 of	 compensation,	 namely	 leakage	 power	
compensation	 applies	 at	 high	 temperatures	 (temperatures	 higher	 than	 the	 nominal),	 and	
leads	to	reduce	the	supply	voltage,	or	apply	reverse	body	biasing	 (RBB)	 in	order	to	reduce	
the	 power	 consumption	 with	 the	 constraints	 of	 achieving	 the	 nominal	 frequency	 at	 each	
voltage.			

	
Figure	7:Percentage	of	voltage	supply	increase	(and	decrease)	required	to	compensate	for	
frequency	degradation	at	low	temperatures	and	leakage	increase	at	high	temperatures.	

	
Figure	 7	 shows	 the	 percentage	 of	 supply	 voltage	 increase	 (or	 decrease)	 that	 allows	 to	
compensate	frequency	and	leakage	power	for	temperature	variation.	At	the	lowest	voltage	
considered	of	0.5V,	a	frequency	decrease	of	100%,	which	occurs	at	the	temperature	of	40°C,	
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can	be	compensated	with	a	12%	 increase	of	supply	voltage,	 leading	 to	a	supply	voltage	of	
0.56V	after	compensation.	At	the	same	voltage,	and	the	temperature	of	120°C,	the	nominal	
frequency	can	be	achieved	by	decreasing	the	supply	voltage	by	17%,	leading	to	a	voltage	of	
0.415V.	The	effect	of	compensation	through	adaptation	of	supply	voltage	on	the	energy	 is	
shown	in	Figure	8.		
	

	
Figure	8:	Percentage	of	ratio	between	energy	per	cycle	of	non	compensated	and	compensated	

silicon	exploiting	adaptation	of	supply	voltage.	
	
In	 the	 high	 temperatures	 range	 the	 effect	 of	 compensation	 is	 always	 beneficial	 from	 an	
energy	 perspective,	 as	 it	 allows	 to	 achieve	 the	 target	 frequency	 with	 a	 smaller	 supply	
voltage,	 leading	to	a	reduction	of	both	 leakage	and	dynamic	power.	On	the	other	hand,	 in	
the	 low	 temperatures	 range,	 there	 are	 two	 regions.	 At	 very	 low	 voltage	 (0.5V	 -	 0.6V)	 the	
compensation	 has	 a	 beneficial	 effect	 on	 energy,	 despite	 the	 increase	 of	 dynamic	 power	
caused	 by	 the	 increase	 of	 supply	 voltage.	 Indeed,	 operating	 at	 a	 higher	 frequency,	 the	
contribution	of	 leakage	power	(which	is	dominant)	 is	 integrated	over	a	smaller	period,	and	
its	impact	on	the	energy	dramatically	decreases.	When	the	supply	voltage	increases	(above	
0.65V),	the	contribution	of	dynamic	power	on	the	energy	increases	and	become	dominant.	
In	 this	 voltage	 range	 the	 energy	 of	 compensated	 devices	 increases	 due	 to	 the	 quadratic	
dependency	between	dynamic	power	and	supply	voltage.	Compensation	with	body	biasing	
can	be	achieved	 in	a	similar	way.	When	the	operating	temperature	 leads	to	a	reduction	of	
the	maximum	frequency,	FBB	can	be	applied	to	reduce	the	threshold	voltage	of	transistors	
increasing	 performance.	 When	 the	 operating	 temperature	 leads	 to	 an	 increase	 of	 the	
maximum	frequency,	RBB	can	be	applied	to	reduce	the	leakage	power.	
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Figure	9:	Body	biasing	required	to	compensate	for	frequency	degradation	at	low	temperatures	and	

leakage	increase	at	high	temperatures.	
	
Figure	9	shows	the	results	of	the	exploration.	At	the	lowest	nominal	voltage	of	0.5V,	where	
the	effect	of	temperature	inversion	is	larger,	the	reduction	of	maximum	frequency	occurring	
at	the	temperature	of	-40°C	can	be	theoretically	achieved	by	applying	0.8V	FBB.	However,	at	
the	 supply	voltage	of	0.5V	 the	 technology	 supports	 the	maximum	FBB	of	0.55V.	Thus,	 the	
minimum	temperature	that	can	be	compensated	with	body	biasing	at	the	supply	voltage	of	
0.5V	is	-20°C,	on	the	PULP	chip	prototype.	Moving	the	focus	on	leakage	power,	thanks	to	the	
extended	 RBB	 supported	 by	 conventional	 well	 technology,	 it	 is	 possible	 to	 compensate	
power	up	 to	120°C,	with	a	RBB	of	up	 to	1.1V.	The	energy	 saving	 related	 to	 compensation	
with	body	biasing	is	shown	in	Figure	10.		
	

	
Figure	10:	Percentage	of	ratio	between	energy	per	cycle	of	non	compensated	and	compensated	

silicon	exploiting	adaptation	of	body	bias	voltage.	
	

The	first	observation,	is	that	as	opposed	to	compensation	with	supply	voltage,	the	adoption	
of	compensation	with	body	biasing	 is	always	beneficial,	 from	an	energy	perspective,	for	all	
voltages	and	temperatures.	For	high	temperatures,	the	gain	in	energy	efficiency	is	given	by	
the	leakage	power	reduction	associated	with	RBB	that	leads	to	a	reduction	of	energy	of	up	to	
23%	at	0.5V,	120°C.	The	key	advantage	of	compensation	through	body	biasing	with	respect	
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to	supply	voltage,	can	be	seen	in	the	low	temperatures	range,	where	the	slower	operating	
frequency	needs	to	be	compensated.	Applying	FBB,	 leads	to	an	 increase	of	 leakage	power,	
but	not	dynamic	power.	Hence,	even	for	high	voltage	supply	(≥	0.65V),	an	energy	reduction	
with	respect	to	the	non-compensated	case	is	visible.		
	

	
Figure	11:	Comparison	between	energy	per	cycle	required	to	compensate	using	body	biasing	with	

respect	to	supply	voltage.	
	
Figure	 11	 shows	 the	 percentage	 of	 energy	 per	 cycle	 achieved	 compensating	 for	
temperature	 variation	 with	 body	 biasing	 with	 respect	 to	 supply	 voltage.	 The	 energy	 of	
compensation	 through	 body	 biasing	 is	 smaller	 than	 the	 energy	 of	 compensation	 through	
voltage	 scaling	 in	 all	 the	 low	 temperature	 range,	 thus	 in	 all	 the	points	where	 a	 frequency	
degradation	 need	 to	 be	 compensated,	 by	 up	 to	 15%.	When	 the	 leakage	 power	 has	 to	 be	
compensated,	 due	 to	 operation	 at	 high	 temperatures,	 for	 a	 wide	 range	 of	 voltages	 and	
temperatures	(T	≤	80°C;	VDD	≥	0.55V)	compensation	through	voltage	scaling	is	more	energy	
efficient	 than	 compensation	 through	body	biasing.	 In	 extreme	high	 temperatures	 and	 low	
voltage	 conditions	 (T	 ≥	 80°C;	 VDD	 ≤	 0.55V),	 where	 leakage	 dominates	 dynamic	 power,	
compensation	of	power	through	VBB	provides	better	energy	than	compensation	of	through	
VDD,	due	to	the	effectiveness	of	body	biasing	in	reducing	leakage.	

8. Performance	of	the	partners	
All	partners	fulfilled	their	tasks	in	satisfactory	time	and	quality.	

9. Conclusions	
	
In	 this	 deliverable	we	 first	 have	 presented	 the	 reconfigurable	 stages	 design,	 its	 functional	
behavioral	and	its	design	trade-off.		We	have	implemented	them	in	a	cluster	design	and	we	
characterized	 its	 timing	 and	 area	 overhead.	 Overall	 the	 introduction	 of	 the	 delay	
reconfiguration	can	make	improve	the	design	tollerance	of	2x	w.r.t.	 to	timing	variation	
due	to	process	and	ambient	variation	but	comes	at	the	cost	of	1%	in	area	on	the	entire	
cluster	 (which	 is	 the	 31%	 of	 area	 increase	 of	 the	 interconnect	 only)	 and	 4%	 in	
performance	 loss	 (The	 critical	 path	moves	 from	580ps	 to	 670ps,	which	 decreases	 the	
cluster	frequency	from	520MHz	to	500MHz).	
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Secondly	we	have	presented	the	PULP	platform	and	from	real	measurements	we	derived	
a	 trans-regional	 compact	 model	 which	 relates	 ambient	 temperature,	 body	 bias	 and	
supply	 voltage	 to	 energy	 and	 maximum	 performance	 achievable	 by	 the	 device.	 This	
model	 is	 then	 suitable	 for	 finding	 the	 optimal	 body-bias	 and	 supply	 voltage	 which	
compensates	 for	 process	 and	 temperature	 variation.	 We	 demonstrated	 the	 unique	
capabilities	of	UTBB	FD-SOI	to	compensate	for	temperature	variation	on	the	wide	range	
of	-40°C	to	120°C	exploiting	body	biasing,	providing	up	to	15%	better	energy	efficiency	
with	respect	to	compensation	through	adaptation	of	supply	voltage	only.	

	
	

The	Full	Assembly	deems	this	deliverable	to	be	fulfilled	satisfactory.	
	


