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1. Final Publishable summary Report 
1.1 Executive Summary 

The overarching objective of the CLASSiC project was to explore the development of accurate and 
robust spoken dialogue systems (SDS) that can learn from experience, and are thereby able to adapt 
their behaviour based on data. The core methods of the project were based on statistical learning 
methods, and significant advances were made in these techniques as well as in their application to 
SDS and natural language processing. A further feature of the project has been the transition from 
traditional laboratory-based evaluations of research systems to evaluations with users of voice 
services deployed on public telephone lines. 

The project was a collaboration between 5 academic partners: Heriot-Watt University 
(coordinator), Cambridge University, University of Geneva, Edinburgh University, Ecole 
Superieure d’Electricite (SUPELEC), and the industrial partner France Telecom/Orange Labs. 

Over its 3 year timeline the project established the viability of its proposed end-to-end statistical 
architecture for SDS, through a variety of advances in the field, and has communicated these via a 
significant number of peer-reviewed publications, industry demonstrations, and public events. In 
particular, the project has developed new approaches to managing noise and uncertainty in SDS, 
using a variety of advanced machine learning methods, for example based on Partially Observable 
Markov Decision Processes (POMDPs). 

 In practical terms, these advances have shown particular benefits in terms of increased 
robustness to noise, the ability to recover from speech recognition errors, and optimised system 
output, leading to increased task completion for users. Statistical methods for uncertainty handling 
and optimisation were also successfully integrated into industry techniques, tools, and systems. 
New state generalisation methods were developed, which allow previously unseen dialogue states to 
be handled robustly, as well as new approaches to online learning for SDS, which allow rapid 
adaptation of systems. 

As well as the core area of dialogue management (DM), the project has established new 
approaches to statistical Natural Language Generation (NLG), which were shown to bring 
significant improvements to system performance in real user trials. New approaches to adaptive 
speech synthesis were also investigated, including optimising prompt variation, a new framework 
for modelling fundamental frequency, and synthesizing natural speech with word-level emphasis. 

Advances were also made in statistical approaches to spoken language understanding (SLU), 
using syntactic-semantic parsing methods for English and French, and automatically transferring 
semantic annotations between languages. 

As well as performing very well in international benchmarking exercises (Spoken Dialogue 
Challenge 2010, CONLL shared tasks 2008/9), these developments were integrated in a variety of 
different showcase systems demonstrating the project advances, in the domains of tourist 
information (“Town-Info”), customer troubleshooting (“Self-Help”), and automated Appointment 
Scheduling. 4 different systems were developed, integrated, and evaluated, using statistical 
components developed by all the partners. In addition, from the 2nd year of the project onwards, a 
commercial CLASSiC system was deployed to the French public, which led to the collection of 
thousands of real dialogues. We also collected and analysed over 4000 dialogues in the final 
evaluations of the CLASSiC systems. The 14 different data-sets collected during the project have 
been freely released online to the international research community. Dissemination and exploitation 
of the project results has been strong, with 24 journal articles, 64 conference or workshop papers, 4 
book chapters, 40 deliverables, and 5 PhD theses, as well as 2 books now in preparation. 
Exploitation of the project results has led to the creation of a new spin-out company (Vocal-IQ Ltd, 
from Cambridge University), as well as several new research projects which build on several 
different advances made in CLASSiC. 
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1.2 Summary Description of project context and objectives 
 
Project Context 

 
Spoken dialogue systems (SDS) are increasingly being commercially deployed to provide 
voice services in a large-scale cost-effective way. However, despite global expenditure 
amounting to billions of dollars on this technology, users’ experiences with these systems 
are still very often frustrating, time consuming, and ineffective. Further improvements have 
been constrained by the fact that standard SDS technology is inherently inflexible and 
susceptible to the speech recognition errors which are inevitable with such systems. The 
CLASSiC project aimed at a qualitative leap in the robustness, flexibility, efficiency and 
naturalness of spoken dialogue systems, through new technologies based on the paradigm of 
computational learning and statistical modelling. 
 
Project Objectives 
 
The overall objective of the CLASSiC project was to facilitate the development of accurate 
and robust spoken dialogue systems (SDS) that can learn from experience. The approach 
adopted was based on statistical learning methods with a unified treatment of uncertainty 
across the entire system (speech recognition, spoken language understanding, dialogue 
management, natural language generation, and speech synthesis). Our aim was to develop a 
modular processing framework connecting the different sources of uncertainty (e.g. speech 
recognition and understanding errors, ambiguity) to the constraints to be exploited (task, 
dialogue, and user contexts). The architecture was to support a layered hierarchy of 
supervised learning and reinforcement learning in order to facilitate mathematically 
principled optimisation and adaptation techniques.  

        
Figure 1: The CLASSiC architecture for Spoken Dialogue Systems 
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The central objective of the project was therefore to develop the CLASSiC architecture for 
SDS and its end-to-end statistical treatment of uncertainty (see Figure 1). It provides a 
unified statistical model of both the sources of uncertainty and the constraints on uncertainty 
mentioned above, thereby allowing multiple possible analyses to be represented, maintained, 
reasoned with, and later disambiguated in a robust, efficient and natural way. Exploration of 
state generalization techniques was also an objective, to allow previously unseen situations 
to be dealt with robustly. We aimed to develop the CLASSiC architecture in such a manner 
as to maintain the modularity of traditional SDS, allowing the separate development of 
statistical models of speech recognition, spoken language understanding, dialogue 
management, natural language generation, and speech synthesis. 
 
We now explain the nature and objectives of each of the project’s main research 
workpackages. 
 
WP1 Overall Objectives: Computational learning approaches to 
dialogue management (DM) 

 
The central objective of WP1 was to investigate and evaluate methods for implementing 
dialogue management strategies using a spectrum of models extending from simple finite-
state automata through to fully-observable and partially observable Markov Decision 
Processes (POMDPs).  The specific objectives were to extend industrial showcase dialogue 
systems to handle uncertain information by allowing ambiguous design choices to be 
determined statistically from corpora; to provide new frameworks for generalising across 
very large state spaces; to develop techniques for practical implementation of partially 
observable Markov decision processes; and to support on-line adaptation and learning. 
 
WP2 Overall Objectives: Statistical spoken language 
understanding (SLU) 

 
The main objective of this WP was to develop and evaluate statistical models of the 
semantic interpretation of spoken language in dialogues, for use in the CLASSIC 
architecture for spoken dialogue systems. The specific objectives were: to improve SLU, to 
ease the development of SLU models for new domains, to ease the specification of task and 
domain constraints on semantic interpretation, and to ease the porting of SLU models and 
resources across languages. 
 
 
WP3 Overall Objectives: User simulations and context modelling 

 
The overall aims of this WP were to develop and evaluate the various statistical user models 
required for the project and to provide an extensible shared context model for all partners. 
The main objective was therefore to explore a wide range of user models in terms of basic 
techniques (e.g. Bayesian networks, agenda-based), application domains (e.g. Self-Help, 
TownInfo, Appointment Scheduling), and behaviour (e.g. expertise, cooperativeness, 
grounding). The detailed objectives were to develop simulated users suitable for training 
statistical DM, and NLG components; simulations of grounding processes in dialogue; 
simulations of typical user groups in terms of expertise and cooperativeness; and metrics for 
the evaluation of user simulations in terms of (a) statistical comparisons with real human 
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data;  and (b) their effectiveness in training statistical dialogue systems. 
 
 
WP4 Overall Objectives: Statistical Learning for Natural Language 
Generation (NLG), with expressive speech 
 
The main objective of WP4 was to develop the conceptual advances and technologies 
needed to integrate Natural Language Generation (NLG) and text-to-speech (TTS) within 
the fully statistical dialogue system architecture proposed in the project, and then to evaluate 
these developments. The general problem was in deciding how to generate planned dialogue 
actions in specific dialogue contexts, using NLG actions such as content structuring and 
selection, and lexical choice, in the most effective combinations possible. This process was 
to be treated as a statistical learning problem. We therefore aimed to develop a new 
statistical model of NLG which is adaptive to dialogue contexts, and different users, as well 
as text-to-speech (TTS) quality, using statistical learning methods.  Another important 
objective was to explore new methods for text-to-speech synthesis within the CLASSiC 
architecture, for example improving prosody assignment and choice of speaking styles, and 
re-ranking TTS alternatives. Finally, we had the objectives of evaluating the developed 
methods both with simulated users and within systems deployed to real users. 
 
WP5 Overall Objectives: System architecture and integration 
 
This WP supported the core system implementations of the project and its main objective 
was to define, implement, and test the new modular CLASSiC architecture. It was 
responsible for defining a modular architecture and associated communication protocols to 
interface the CLASSiC components, for adapting proof-of-concept and industrial 
components to this architecture, and for prototyping proof-of-concept and showcase 
systems. We aimed to develop four test systems: two proof-of-concept systems (Town Info 
and Appointment Scheduling), and two industry showcase prototypes (both in Appointment 
Scheduling). 
 
 
WP6 Overall Objectives: Evaluation metrics, methodology, 
benchmarking, system evaluations, and corpora 
 
The main objectives of WP6 were to carry out objective (task-based) and subjective (via 
questionnaire) evaluations of the full CLASSiC systems on both the TownInfo test-bed (in 
English) and the different Appointment Scheduling systems (in French). These evaluations 
were planned to use a variety of evaluation methodologies, and initial evaluations were 
planned to employ simulated users (from WP3). WP6 also had as a main objective to 
perform collection, annotation and distribution of all required data resources for use in 
training and evaluating the CLASSiC systems, including SLU, DM, and NLG components. 
An important final objective for future research in this field was to distribute all of the 
(anonymized) collected data from the project to the research community in the project’s 
final “Annotated Data Archive”. 
  For the system evaluations the first objective was to test the baseline CLASSiC 
“TownInfo” system developed in year 1. We also aimed to perform evaluation of the final 
CLASSIC “TownInfo” system developed at the end of year 2. Finally we had the important 
objective of evaluating the CLASSiC prototype Appointment Scheduling systems in year 3. 



CLASSiC Project:  2011 

8 

 
 
 
Objectives of each project year 
 
Year 1 objectives 
 
Overarching scientific project objectives for year 1 were the definition of the project’s end-
to-end statistical dialogue system architecture (in WP5), the creation of initial versions of 
the different system components (in WP1 to WP4), and development and integration of both 
the proof of concept TownInfo system (“System 1”) and the initial industrial Self-Help 
spoken dialogue system (“System 3”).  Another important objective in year 1 was the 
collection and development of different spoken dialogue corpora and new tools for 
collecting such corpora (in WP6). 
 
Year 2 objectives 
 
The main scientific objectives for year 2 were the evaluation of the systems and components 
developed in year 1, subsequent refinement of the project’s end-to-end statistical dialogue 
system architecture (in WP5), ongoing development of the different system components (in 
WP1 to WP4) and the proof of concept TownInfo system (“System 1”), and the 
development of the initial industrial CLASSiC spoken dialogue system for Appointment 
Scheduling (“System 3”). Further collection and development of different spoken dialogue 
corpora (in WP6) was again a main objective in year 2. 
 
 
Year 3 objectives 
 
The central scientific project objectives for year 3 were the development of online 
adaptation capabilities for SDS, refinement of the project’s statistical dialogue system 
techniques, further development of the different system components (in WP1 to WP4), and 
the development and evaluation of the Appointment Scheduling (AS) systems. Evaluation of 
the TownInfo systems was also an important objective. Another key objective in year 3 was 
the collection and dissemination of different spoken dialogue corpora, as well as increasing 
our activities in dissemination and exploitation of the project’s results. 
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1.3 Main Scientific and Technical Results 

1.3.1 Overview of S&T Results 
  
Throughout the project, strong collaborations between the partners have been developed and 
sustained on a variety of topics, in particular: the development of advanced machine 
learning methods in industrial systems (WP1), developing the project's user simulations 
(WP3), new statistical methods for spoken language understanding (WP2) and Natural 
Language Generation and speech synthesis (WP4), data collection and evaluation efforts 
(WP6), and in the systems integration tasks needed to finalise the CLASSiC systems (WP5).  
 
Over its 3 year timeline the project has made the following overall achievements: 
 

• Established the viability of its proposed end-to-end statistical architecture for Spoken 
Dialogue Systems (SDS). 
 

• Developed new approaches to managing noise and uncertainty in SDS, using 
advanced machine learning methods based on POMDPs. 

 
• Shown benefits in terms of robustness to noise, using POMDP dialogue management 

techniques. 
 

• Successfully integrated such statistical methods for uncertainty handling and 
optimisation into industry techniques, tools, and systems. 

 
• Established new approaches to statistical Natural Language Generation, which have 

been demonstrated to bring significant improvements to system performance. 
 

• Made advances in statistical approaches to spoken language understanding, using 
syntactic-semantic parsing methods for English and French, and automatically 
transferring semantic annotations between languages. 

 
• Developed new state generalisation methods which allow previously unseen dialogue 

states to be handled robustly. 
 

• Developed new approaches to online learning for SDS, which allow rapid adaptation 
of systems. 
 

• Investigated new approaches to adaptive speech synthesis, including optimising 
prompt variation, a new framework for modeling fundamental frequency, and 
synthesizing natural speech with word-level emphasis. 

 
• Developed 4 different showcase systems demonstrating the project advances. 

 
• Deployed a commercial CLASSiC system to the French public. 
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• Collected and analysed over 4000 dialogues in the final evaluations of the CLASSiC 
systems. 

 
• Released 14 different data-sets collected during the project to the international 

research community online,  
 

• Completed 40 project deliverables, 
 

• Published 25 journal articles, 64 conference or workshop papers, 3 book chapters, 
and 5 PhD theses, with 2 books now in preparation. 

 
• Created a spin-out company (Vocal-IQ Ltd, from Cambridge University) 

 
 
The overall project structure and plan is shown in Figure 2 below. 
 
 

Figure 2: Overall project structure and timeline. 
 
We now look in detail at achievements made in each of the 3 project years. 
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1.3.2 YEAR 1 
 
In the first year of the project, progress was made in 5 main areas: 
 

• Computational Learning approaches to Dialogue Management (DM):  
• using Partially Observable Markov Decision Processes (POMDPs)  
• integrating computational learning with commercial SDS tools. 
 

• Statistical approaches to Spoken Language Understanding (SLU). 
 

• Developing simulated users for training Dialogue Management and Natural 
Language Generation strategies. 
 

• A new statistical learning approach to Natural Language Generation (NLG) in SDS. 
 

• Design of the CLASSiC architecture, and implementation of the first CLASSiC 
prototype systems: 

• a “Town Information” system 
• an internet connection “Self-Help” system. 

 
Main results in Year 1 
 
As planned, we developed our initial version of the CLASSiC architecture and we integrated 
the first version of CLASSiC system 1. This was an end-to-end statistical system, using 
computational learning methods and components from the project partners (Geneva’s SLU, 
Cambridge’s DM, Edinburgh’s NLG, and France Telecom’s speech synthesis), working in 
the Town Information domain in English. A video of this system was made available at the 
project website. 
 
Figure 3 shows a screen shot of this initial CLASSiC Town Information Spoken Dialogue 
System. (Note that this image shows the developer interface for the system – the end user 
interacts with the system by voice alone.) 
Here the user has said “Are there any bars playing Jazz?” (the top left window shows the 
many speech recognition hypotheses that the system monitors, representing what the user 
may have said, and the lower left box shows the multiple hypotheses generated by the 
Speech Understanding component), and the system uses the hypotheses generated by this 
input to update its belief state (see middle window) regarding the probable user goals.  Here 
the top (most probable) goal is that the user is looking for a jazz bar in the north of town (the 
user’s preference for “north” has been detected earlier in the conversation). The red text in 
the bottom right window shows the Dialogue Move planned by the system in response 
(unfortunately there is no such bar), and the top right window displays the natural language 
text generated by the system which is then sent to the speech synthesizer. 
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Figure 3: the CLASSiC System 1 graphical interface 
 
 
 
In addition, in year 1, an initial version of the CLASSiC Self-Help internet connection 
system was developed in French. This system was based on an evolution of the France 
Telecom industrial platform. The platform and its associated design tools were extended to 
enable the design of dialogue alternatives, which enable the system to take different 
dialogue decisions at runtime, while providing feedback. This led to the development of the 
first version of CLASSiC “System 3”. 
 
The initial service designed for CLASSiC System 3 was built to guide the user through the 
installation of their DSL modem. Figure 2 below shows a snapshot of the Dialogue Design 
Studio (DDS) tool being used to construct part of the dialogue application. In Figure 4, one 
can see from left to right the initialisation of two global state variables: “score” and “choix”. 
Score is used to store the dialogue reward, and “choix” is used to select different dialogue 
alternatives. There is a conditional branching dependent on the “choix” variable, which 
leads the system into one of the three branches. In this example, each branch differs only in 
the voice used to play messages to the user: the first message is played with a neutral 
speaking style, while the second message is more formal, and the third message more 
friendly. Finally, all the branches are merged into the same dialogue path. 
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Figure 4:  CLASSiC System 3: industrial Dialogue Design Studio 

 
As well as the overall architecture, significant research progress was made in the individual 
components making up these systems. In year 1 the project published 2 journal papers (with 
4 more accepted to appear), and 15 conference or workshop papers (with 5 more accepted 
for publication in 2009). This strong publication record demonstrated the international 
impact of the project results in the first year. CLASSiC researchers also gave 11 invited 
talks in 2008. 
 

1.3.3 YEAR 2 
 
In the second year of the project, the team continued to perform on target and on schedule, 
and progress was made in the following areas: 
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• Evaluations of the statistical spoken dialogue systems and components developed in 
year 1 
 

• Data collection and annotation from a live, publicly deployed spoken dialogue 
system: 

• France Telecom 1013+ system 
 

• Development and infrastructure for public deployment of research spoken dialogue 
systems: 

• “CamInfo” system for Cambridge Town Information 
• “EdInfo” system for Edinburgh Town Information 
• “Appointment Scheduling” system 

 
• Computational Learning approaches to Dialogue Management (DM):  

• using Partially Observable Markov Decision Processes (POMDPs)  
• new generalization methods for Reinforcement Learning 
• integrating computational learning with commercial SDS tools. 
 

• Statistical approaches to Spoken Language Understanding (SLU). 
 

• Developing simulated users for training Dialogue Management and Natural 
Language Generation strategies. 
 

• Further development of a new statistical learning approach to Natural Language 
Generation (NLG) in SDS, trained using data collected in year 2.  
 

• Agreeing and defining a new application domain: the Appointment Scheduling 
systems 

 
• Refining the CLASSiC architecture, and data-driven improvements of the existing 

CLASSiC prototype systems, using data collected in years 1 and 2: 
• the “Town Information” systems 
• an internet connection “Self-Help” system 
• initial Appointment Scheduling system. 

 
Main results in year 2: 
 
Firstly, we evaluated and made data-driven improvements to an end-to-end statistical system 
whose architecture is defined in Figure 1. Secondly, we collected data from a live industrial 
application in use by the general public, which was used to train new components in year 3. 
We now describe each of these achievements in turn. 
 
As planned, we further developed the CLASSiC architecture and we integrated the final 
version of CLASSiC System 1. This is an end-to-end statistical system, using computational 
learning methods and components from all the project partners (Geneva’s SLU, 
Cambridge’s DM, Heriot-Watt and Edinburgh’s NLG, and France Telecom’s speech 
synthesis), working in the Town Information domain in English. The system was tested at 
the start of project year 2, and was then updated based on the collected data. These initial 
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tests confirmed our central hypothesis: the CLASSiC statistical approach is more robust to 
noise than previous approaches. The system was then modified to integrate a new database, 
consisting of real locations in Cambridge. This was done to allow system testing with real 
users, outside of laboratory conditions, planned for project year 3.  
 
Figure 2 shows a screen shot of CLASSiC System 1, the Town Information Spoken 
Dialogue System, which handles uncertainty about the dialogue state using probability 
distributions.  
 
Another statistical dialogue manager was also developed in the project, as planned for year 
2. Figure 5 shows a screenshot of the POMDP-DIPPER dialogue management system’s 
graphical interface, also showing probability distributions representing dialogue uncertainty. 
 

 
 

Figure 5: the CLASSiC POMDP-DIPPER System graphical interface 
 

A CLASSiC Appointment Scheduling system was also developed in French, and deployed 
to the French public, to schedule appointments with engineers from France Telecom. This 
system was based on an evolution of the France Telecom industrial platform. The platform 
and its associated design tools were extended to enable the design of dialogue alternatives, 
and this enables the system to take different dialogue decisions at runtime, while providing 
feedback. This led to the new development of CLASSiC “System 3”, see Figure 6. 
 
This system collected dialogue data for further use in building statistical models later in the 
project. Over 10,000 dialogues were collected using this system. The corpus created in the 
data collection was made freely available to the research community at the end of the 
project. 
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Figure 6:  CLASSiC System 3: Appointment Scheduling System, showing dialogue 
alternatives. 

 
As well as the overall architecture, data collection, and evaluation, significant research 
progress was made in the individual components making up these systems, and in  
dissemination of the research advances: in year 2 the project published 7 journal papers 
(with 1 more accepted to appear), and 31 conference or workshop papers. This strong 
publication record again demonstrated the international impact of the project results. 
CLASSiC researchers also gave 15 invited talks in year 2. Our project website had 8,500 
unique visitors and 12,900 page loads in year 2. 
 

1.3.4 YEAR 3 
 
In the final year of the project, progress was made in the following areas: 
 

• New approaches to online adaptation of spoken dialogue systems, using advanced 
machine learning techniques. 
 

• Implementation of the final CLASSiC Appointment Scheduling systems. 
 

• Data collection and evaluation for the Appointment Scheduling systems using 
publicly deployed platforms. 
 

• Evaluations of the Town-Info statistical spoken dialogue systems and components 
developed in years 1 and 2. 
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• Additional advances in Computational Learning methods for Dialogue Management 
(DM):  

• using Partially Observable Markov Decision Processes (POMDPs)  
• new generalization methods for Reinforcement Learning 
• integrating computational learning with commercial SDS tools. 
 

• Further progress in Statistical approaches to Spoken Language Understanding 
(SLU). 
 

• Developing new simulated users for training Dialogue Management and Natural 
Language Generation strategies, for the Appointment Scheduling systems. 
 

• Additional development of a new statistical learning approach to Natural Language 
Generation (NLG) in SDS, applied to temporal referring expression generation in the 
Appointment Scheduling domain.  

 
• Further development and evaluation of context-adaptive HMM speech synthesis. 

 
• Application of a reinforcement learning method to automatically adapt the TTS 

speaking style during the evaluation of the Appointment Scheduling system 3. 
 
The project also had excellent international impact in its third year of dissemination 
activities, with 17 journal papers, 32 conference or workshop presentations, and 7 invited 
talks (please see D7.6 for details).  Three PhDs were completed (Janarthanam, Laroche, and 
Gasic). 
 
 
Main results in year 3: 
 
Firstly, we made significant progress in methods for online adaptation of spoken dialogue 
systems. Three papers on different aspects of this work won best paper awards in 2010. 
 
 Secondly, we evaluated and made data-driven improvements to the end-to-end statistical 
systems whose architecture is defined in Figure 1. We collected large amounts of data from 
a live industrial application in use by the general public, which was used to develop new 
components for the Appointment Scheduling systems. The 14 different data sets collected in 
the project were then made freely available to download for researchers at: 
http://www.macs.hw.ac.uk/iLabArchive/CLASSiCProject/Data/ 
 
As planned, we further developed the CLASSiC architecture and we integrated the final 
version of CLASSiC System 2. This is a trained statistical system in the Appointment 
Scheduling domain, in French, built using computational learning methods and components 
from the project partners (Cambridge’s ASR and DM, Heriot-Watt and Edinburgh’s NLG, 
and France Telecom’s speech synthesis). The system was tested with real users, outside of 
laboratory conditions, towards the end of project year 3.  
 
For the TownInfo systems, the actual domain was switched from an imaginary town to real 
locations in Cambridge and VoIP technology was used during evaluation, and a total of 
2046 dialogues were collected and analysed. 
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For the Appointment Scheduling (AS) systems, subjects were asked to book an appointment 
on one of the free slots in a user calendar given to them. Systems built by France Telecom 
and the academic partners were evaluated on the same tasks. For the AS systems, System 2 
collected a total of 605 dialogues, while Systems 3 and 4 collected 1423 dialogues for 
evaluation. 
   
 The main contrasts explored in these evaluations were: 
 

a) the effects of processing N-best lists as input to the dialogue system (using 
POMDP techniques) as opposed to using only 1-best ASR input, and 

 
 b) the effects of using the trained NLG components. 

   
For example, in the AS System 2, we found that the trained NLG component for 

Temporal Referring Expressions brought significant benefits in terms of users' perceived 
task completion (+23.7%), and overall user satisfaction (+5%), together with shorter Call 
Duration in terms of time (-15.7%) and average number of words per system turn (-23.93%). 
The trained NLG component for the TownInfo system also brought significant benefits (see 
Janarthanam et al. SIGDIAL 2011 and D6.4). 
 
In evaluating the different AS systems, although a direct comparison was not possible due to 
different ASR components, we found that System 2 is of comparable quality to the industrial 
deployed system (System 3) and its more advanced counterpart (System 4), despite the 
problems arising from the high word-error rates encountered by System 2. While 
commercial systems are typically deployed only after many iterations of user testing, in this 
case, both System 2 and System 4 were trialled following minimal testing, and achieved 
comparable performance to System 3 (all performing at around 80% task completion). Since 
they were built by small teams using the statistical methods developed in the CLASSiC 
project, over a period not exceeding 9 months in the final project year, this shows that the 
statistical learning methods and tools developed in the project provide a promising 
foundation for future research and development into robust and adaptive spoken dialogue 
systems. 
 
As well as advances in online adaptation methods, data collections, and system evaluations, 
significant research progress was also made in the individual components making up these 
systems (for example in Natural Language Generation and test-to-speech synthesis). 
 
Year 3 Evaluation results 
 
Important results from the different system evaluations are: 
 

• Online reinforcement learning improved the commercial application's completion 
rate by 10% with real customers (Putois et. al, SIGDIAL 2010). 

 
• Adaptive Natural Language Generation using Reinforcement Learning techniques, in 

an evaluation with real users (Self-Help system), produced an 11% decrease in time 
taken, and a 14.7% increase in task completion rate (Janarthanam and Lemon, 
SIGDIAL 2010). 
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• A statistical planning approach to NLG for Information Presentation (content 

planning and attribute selection) significantly outperforms hand-coded policies and a 
policy learned from human performance when tested in simulation in the Tourist 
Information domain (Rieser et al, ACL 2010). Real user evaluations in the TownInfo 
system also showed significant improvements (see D6.4). 

 
• A fully data-driven statistical language generator using factored language models 

was developed to produce utterances in the tourist information domain. Its output 
was shown not to differ significantly from human paraphrases (over 200 test 
utterances). Furthermore, active learning from semantically-labelled utterances 
collected through crowd-sourcing was shown to significantly improve performance 
on sparse training sets. (Mairesse et. al, ACL 2010). 

 
• A statistical planning approach to generation of Temporal Referring Expressions in 

the Appointment Scheduling domain (System 2) showed significant improvements in  
users' perceived task completion (+23.7%) and other metrics, when tested with real 
users (Janarthanam et al, SIGDIAL 2011, to appear). 

 
• Expressive speech synthesis with word-level emphasis, evaluated on human 

listeners, obtained significant improvements in conveying emphasis -- compared to a 
standard statistical synthesier, the percentage of correctly conveyed emphasized 
words increased over 20%. (Yu et. al, ICASSP 2010). 

 
 

CLASSiC researchers also entered international competitions – for example they were one 
of the top performing systems in the Spoken Dialogue Challenge 2010 (see Black et al, 
SIGDIAL 2011, to appear). 
 
 

1.3.5 Summary of S&T Results achieved 
 

Over its duration the project has established the utility of its end-to-end statistical 
architecture for SDS. In particular, the project has developed new approaches to managing 
noise and uncertainty in SDS, using a variety of advanced machine learning methods. In 
evaluations, these advances have shown particular benefits in terms of increased robustness 
to noise, ability to recover from speech recognition errors, and optimised system output, 
leading to increased task completion for users. Statistical methods for uncertainty handling 
and optimisation were also successfully integrated into industry techniques, tools, and 
systems. New state generalisation methods were developed, which allow previously unseen 
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dialogue states to be handled robustly, as well as new approaches to online learning for SDS, 
which allow rapid adaptation of systems. 

As well as the core area of dialogue management (DM), the project has established new 
approaches to statistical Natural Language Generation (NLG), which have also been 
demonstrated to bring significant improvements to system performance in real user trials. 
New approaches to adaptive speech synthesis were also investigated, including optimising 
prompt variation, a new framework for modelling fundamental frequency, and synthesizing 
natural speech with word-level emphasis. 

Advances were also made in statistical approaches to spoken language understanding 
(SLU), using syntactic-semantic parsing methods for English and French, and automatically 
transferring semantic annotations between languages. 

As well as performing well in international benchmarking exercises (Spoken Dialogue 
Challenge 2010, CONLL shared tasks 2008/9), these developments were integrated in a 
variety of different showcase systems demonstrating the project advances, in the domains of 
tourist information (“Town-Info”), customer troubleshooting (“Self-Help”), and automated 
Appointment Scheduling. Four different systems were developed, integrated, and evaluated, 
using statistical components developed by all the partners. 
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1.4 Potential Impact, main dissemination activities, and 
exploitation of results 

1.4.1 Potential Impact 
 The main benefits of our technology for industrial and commercial development of spoken 
dialogue systems are our techniques for data-driven optimisation of systems, robust 
operation across a wide range of operating conditions, and continuous adaptation and 
learning during operation. 

 For end users (i.e. members of the general public and professionals who will use 
spoken dialogue systems in the future) the impact of CLASSiC will ultimately be in the 
creation of more useable, robust, and efficient human-computer spoken dialogue interfaces, 
which are context-aware and adaptive. 

Several new projects and proposals now follow-on from CLASSiC, using some of 
the concepts and techniques developed in the project in new application areas. For example, 
the new EC projects JAMES and SpaceBook will apply the CLASSiC POMDP-style 
approaches in new areas (social robotics and spatial navigation), and a new project with 
General Motors explores their application in the automotive industry. Another new FP7 
project (‘PARLANCE’), which extends the CLASSiC approach to mobile search, is now 
under review. 
     In the longer term, CLASSiC has therefore developed key technology and tools 
which will help meet some of the general goals of the ICT programme – tools for the 
delivery of information technology to different individuals in a natural, user-tailored, 
adaptive, and intuitive manner. Speech interfaces are inherently inclusive in their support for 
non-expert (and even illiterate) users, who are only required to have basic spoken 
conversational skills in order to interact with IT services and devices. 
 Another potential impact of CLASSIC is therefore in the development of a new 
paradigm for generic technologies which will enable human-computer interaction in a 
conversational, user-adaptive manner, based on the user and their situation. This type of 
technology contributes to the EU’s objectives of providing European citizens with more 
efficient, robust access to IT services, and removing educational and linguistic barriers. 
 

1.4.2 Main dissemination activities 
 
Dissemination of project results has occurred in several ways: via traditional academic 
routes such as journal papers and peer-reviewed conferences and workshops, via distribution 
of datasets, through the use of project results in new research projects, via our website, and 
through commercial exploitation. 
 
In terms of academic publications, the project has had a very substantial impact, with 25 
journal articles, over 60 conference or workshop papers, 3 book chapters, 5 PhD theses, and 
5 other publications such as web articles. Two books are also currently in preparation based 
on the project results. 40 project deliverables were completed, the majority of which are 
available at the project website. 
 
A further crucial aspect of dissemination and use of our results is the distribution of data 
collected in the project. All data collected has been freely released to the research 
community in a web-based repository (see deliverable D6.5). The total number of ‘hits’ on 



CLASSiC Project:  2011 

22 

the project website (www.classic-project.org) is over 32,000, and we currently receive an 
average of over 800 unique visitors to the site per month. 
 
Further to these activities, the research outcomes from CLASSiC are influencing 
commercial system development through the activities of our industry partner France 
Telecom / Orange Labs, and through the creation of several new funded research projects 
with new industry partners. In addition, a new spin-off company from Cambridge University 
– Vocal IQ Ltd, has been formed in 2011, which exploits advances made in CLASSiC. We 
also held a demonstration exhibit at ICT 2010 (Brussels) which attracted significant interest 
from research and development professionals. 
 

1.4.2.1 Highlighted academic publications 
 
For the full listing of academic publications please see D7.6. Here we list the most 
significant of these. 
 
Journals: 
 

1. James Henderson, Oliver Lemon, and Kallirroi Georgila, "Hybrid 
Reinforcement/Supervised Learning of Dialogue Policies from Fixed 
Datasets", Computational Linguistics, 34(4): 487-512, 2008 
 

2. Steve Young, Milica Gasic, Simon Keizer, Francois Mairesse, Jost Schatzmann, 
Blaise Thomson and Kai Yu. "The Hidden Information State Model: a practical 
framework for POMDP-based spoken dialogue management", Computer Speech 
and Language, 24(2):150–174., 2009 

 
3. Kallirroi Georgila, Oliver Lemon, James Henderson, and Johanna 

Moore, "Automatic annotation of context and speech acts for dialogue 
corpora", Journal of Natural Language Engineering, 15(3): 315-353, 2009. 

 
4. Matthieu Geist, Olivier Pietquin, and Gabriel Fricout. "From supervised to 

reinforcement learning: a kernel-based bayesian filtering framework". International 
Journal On Advances in Software, 2(1), 2009.  

 
5. Verena Rieser and Oliver Lemon, "Learning Human Multimodal Dialogue 

Strategies.", Journal of  Natural Language Engineering,  16(1): 3-23, 2009. 
 

6. Matthew Frampton and Oliver Lemon, "Recent research advances in Reinforcement 
Learning in Spoken Dialogue Systems", Knowledge Engineering Review, 24(4): 
375-408, 2009. 

 
7. Blaise Thomson and Steve Young. “Bayesian update of dialogue state: A POMDP 

framework for spoken dialogue systems”. Computer Speech and Language, 
Volume 24, Issue 4, Pages 562-588, 2010. 

 
8. Heriberto Cuayáhuitl, Steve Renals, Oliver Lemon, Hiroshi Shimodaira, "Evaluation 

of a hierarchical reinforcement learning spoken dialogue system", Computer 
Speech and Language, 24(2): 395-429, 2010. 
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9. M. GEIST, O. PIETQUIN, "Kalman Temporal Differences". In Journal of 

Artificial Intelligence Research (JAIR), 39:483-532, 2010. 
 

10. J. Henderson and I. Titov. “Incremental Sigmoid Belief Networks for Grammar 
Learning”. Journal of Machine Learning Research, 11(Dec):3541-3570, 2010. 

 
11. Tanja Samardzic, Lonneke van der Plas, Goljihan Kashaeva, and Paola Merlo. 

“Variation in verbal predicates in English and French”. In Generative Grammar in 
Geneva (GG@G), Volume 6, pp 109 - 135, 2010. 

 
12. Verena Rieser and Oliver Lemon. "Learning and Evaluation of Dialogue Strategies 

for new Applications: Empirical Methods for Optimization from Small Data Sets". 
 Computational Linguistics, 37(1): 153–196, 2011. 

 
13. Oliver Lemon, "Learning what to say and how to say it: joint  optimization of spoken 

dialogue management and Natural Language Generation", Computer Speech and 
Language, 25(2), 210-221, 2011 

 
14. Kai Yu and Heiga Zen and Francois Mairesse and S. Young. "Context adaptive 

training with factorized decision trees for HMM-based statistical parametric speech 
synthesis", 2011, Speech Communication, accepted. 

 
15. F. Jurcicek and B. Thomson and S. Young. "Natural Actor and Belief Critic: 

Reinforcement algorithm for learning parameters of dialogue systems modelled as 
POMDPs", 2011, ACM TSLP Special issue: Machine Learning for Robust and 
Adaptive Spoken Dialogue Systems, to appear. 

 
16. K. Yu and S. Young. "Continuous F0 Modelling for HMM based Statistical 

Parametric Speech Synthesis", 2011, IEEE Trans. Audio, Speech and Language 
Processing, to appear. 

 
17. S. Young. "Cognitive User Interfaces", IEEE Signal Processing Magazine, 27(3): 

128-140, 2011. 
 

18. Pietquin, O. and Hastie, H. "A survey on metrics for the evaluation of user 
simulations". The Knowledge Engineering Review, Cambridge University Press (to 
appear).  

 
19. Milica Gasic and Steve Young. “Effective Handling of Dialogue State in the Hidden 

Information State POMDP Dialogue Manager”, ACM Transactions on Speech and 
Language Processing, to appear.  

 
 

20. O. PIETQUIN, M. GEIST, S. CHANDRAMOHAN, H. FREZZA-BUET, "Sample-
Efficient Batch Reinforcement Learning for Dialogue Management Optimization". 
In ACM Transactions on Speech and Language Processing, accepted for 
publication - 2011 
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Lemon and Pietquin (HWU/SUPELEC) also co-edited a Special Issue of ACM Transactions on 
Speech and Language Processing, and are compiling a book (to be published by Springer) on 
the CLASSiC research themes. 
 
Conferences  
 
The project had a total of over 60 peer-reviewed conference and workshop papers, with 4 
best-paper awards. Please see D7.6 for a full listing. Here we remark that many of these 
publications were in the top venues in the field, for example:  
 

• 8 papers appeared at ACL conferences. 
• 5 papers appeared at ICASSP conferences. 
• 9 papers appeared at SIGDIAL conferences.  

 
The best paper awards were for: 
 

1. M. Geist, O. Pietquin, "Eligibility Traces through Colored Noises". In Proceedings 
of the IEEE International Conference on Ultra Modern Control Systems 
(ICUMT 2010), Moscow (Russia), 2010. 

 
2. Jurčíček, F., Thomson, B., Keizer, S., Gašić, M., Mairesse, F., Yu, K., and Young, 

S., “Natural Belief-Critic: a reinforcement algorithm for parameter estimation in 
statistical spoken dialogue systems.” In Proceedings of Interspeech 2010.  

 
3. B. Thomson, F. Jurcicek, M. Gasic, S. Keizer, F. Mairesse, K. Yu and S. Young, 

“Parameter learning for POMDP spoken dialogue models”, In Proceedings of SLT 
2010.  

 
4. Kai Yu and Heiga Zen and Francois Mairesse and S. Young, “Context adaptive 

training with factorized decision trees for HMM-based statistical parametric speech 
synthesis.” In Proceedings of Interspeech 2010.  

 
In addition Prof. Steve Young gave a keynote talk at Interspeech 2010 in Japan based on the 
work done in the CLASSiC project, and an invited article based on Young’s IEEE 2009 
Keynote talk was selected as one of the articles for a special issue of the IEEE Signal 
Processing Magazine in Chinese. 
 
Tutorials/advanced lectures were also given on CLASSiC topics at Interspeech 2009 
(Williams, Young, and Thomson) and EACL 2009 (Rieser and Lemon), thereby 
disseminating the project concepts and methods to future generations of researchers in this 
field. 
 
 
 

1.4.2.2 Internet / project website 
 
Please see www.classic-project.org. The website uses a Zope/Plone content management 
system. All partners are able to edit the website. New content is added to the site as it 
becomes available.  A video demonstration of System 1 is available at the project website 
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and on YouTube.  In year 3 the website had 9,954 unique visitors and over 14,600 page 
loads. It is currently receiving over 700 page loads per month and an average of around 800 
unique visitors per month (see table below). Our YouTube video has had over 1700 views. 
 
 

 
 Figure: CLASSiC website statistics: March 2010 – March 2011. 
 
A web article on the project was also published by the IEEE Signal Processing Society in 
2011 (see  http://www.signalprocessingsociety.org/technical-committees/list/sl-tc/spl-
nl/2011-02/CLASSiC-project/ ). 
 
 

1.4.3 Exploitation of results 
 
Exploitation of the project results is being carried out in several ways. First, our industry 
partner (France Telecom / Orange Labs) is using methods explored and developed in the 
project in their suite of tools for development of spoken dialogue systems. For instance, design 
alternatives and online learning are being integrated in the next release of Disserto, the 
France Telecom IVR design suite (Q3 2011). 
  Second, we have been engaged in a variety of activities demonstrating CLASSiC 
systems, concepts, and methods through a wide range of commercial contacts. The full range 
of these activities is listed in our deliverable D7.6: Plan for Dissemination and Use.  For 
example, demonstrations of CLASSiC systems were presented to visitors at Cambridge 
including Lego, Disney, Dyson, and the Winton Foundation. 
 We also demonstrated our Town-Info systems at several industry showcase events: 
“Lifting the Lid: Scottish Informatics Research for SMEs” (2008), the Interactive 
Technology Festival (Cambridge, 2009), the Cambridge Science Festival (2010), and we 
exhibited at the ICT 2010 event in Brussels. CLASSiC researchers from Geneva were also 
invited to Google's 2010 Faculty Summit, which took place in Zurich.  

In addition to these activities, several new EC projects, which carry forward different 
aspects of the CLASSiC project in new application domains and with new industry partners, 
have also been funded recently (JAMES, Spacebook), and there is one new EC proposal in 
this area (PARLANCE) which is in negotiation. A new project has also been funded to 
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investigate the application of statistical dialogue system techniques in motor vehicles 
(funded by General Motors at UCAM).  

A further crucial aspect of future exploitation of our results is the distribution of data 
collected in the project. All data-sets collected have been freely released to the research 
community in a web-based repository (see deliverable D6.5). 

Finally, a spin-off company – Vocal IQ Ltd – has been formed in Cambridge to 
exploit POMDP-based dialogue system technology in commercial applications. 
 
 

1.5 Project website address and contact details 
 
Project website: www.classic-project.org 
Contact: Oliver Lemon (Coordinator): o.lemon@hw.ac.uk  
 

1.6 Summary 
 
This Final Report has described the main objectives of the CLASSiC project, the scientific 
progress made over the project’s 3 years, and its dissemination and exploitation activities, as 
well as discussing the potential future use and impact of the project results. 

The core objective of the CLASSiC project was to explore the development of 
accurate and robust spoken dialogue systems (SDS) that can learn from experience, and are 
thereby able to adapt their behaviour based on data. The central methods of the project were 
based on statistical learning methods, and significant advances were made in these 
techniques as well as in their application to SDS and natural language processing. A further 
important feature of the project has been the transition from traditional laboratory-based 
evaluations of research systems to evaluations with users of voice services deployed on 
public telephone lines. 

Over its duration the project established the viability and utility of its proposed end-to-
end statistical architecture for SDS, through a variety of advances in the field, and has 
communicated these via a significant number of peer-reviewed publications, industry 
demonstrations, and public events. In particular, the project has developed new approaches 
to managing noise and uncertainty in SDS, using a variety of advanced machine learning 
methods, for example based on Partially Observable Markov Decision Processes 
(POMDPs). 

 In practical terms, these advances have shown particular benefits in terms of increased 
robustness to noise, the ability to recover from speech recognition errors, and optimised 
system output, leading to increased task completion for users. Statistical methods for 
uncertainty handling and optimisation were also successfully integrated into industry 
techniques, tools, and systems. In addition, new state generalisation methods were 
developed, which allow previously unseen dialogue states to be handled robustly, as well as 
new approaches to online learning for SDS, which allow rapid adaptation of systems. 

As well as the core area of dialogue management (DM), the project has established new 
approaches to statistical Natural Language Generation (NLG), which have also been 
demonstrated to bring significant improvements to system performance in real user trials. 

New approaches to adaptive speech synthesis were also investigated, including 
optimising prompt variation, a new framework for modelling fundamental frequency, and 
synthesizing natural speech with word-level emphasis. 
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Advances were also made in statistical approaches to spoken language understanding 
(SLU), using syntactic-semantic parsing methods for English and French, and automatically 
transferring semantic annotations between languages. 

As well as performing very well in international benchmarking exercises (Spoken 
Dialogue Challenge 2010, CONLL shared tasks 2008/9), these developments were 
integrated in a variety of different showcase systems demonstrating the project advances, in 
the domains of tourist information (“Town-Info”), customer troubleshooting (“Self-Help”), 
and automated Appointment Scheduling. 4 different systems were developed, integrated, 
and evaluated, using statistical components developed by all the partners. In addition, from 
the 2nd year of the project onwards, a commercial CLASSiC system was deployed to the 
French public, which led to the collection of thousands of real dialogues. We also collected 
and analysed over 4000 dialogues in the final evaluations of the CLASSiC systems. The 
different data-sets collected during the project have been freely released online to the 
international research community. Dissemination and exploitation of the project results has 
been particularly strong, with 24 journal articles, 64 conference or workshop papers, 4 book 
chapters, and 5 PhD theses, as well as 2 books now in preparation. In addition, several new 
collaborative research projects have been funded, which introduce different advances made 
in the CLASSiC project to new industry partners (e.g. Liquid Media, Fortiss Gmbh) in a 
variety of application areas. 

 Exploitation of the project results has also led to the creation of a new spin-out company 
(Vocal-IQ Ltd, from Cambridge University).  

 


