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A first demonstration platform has been developed to assess the ability of the MADNESS framework to 

drive the design of a heterogeneous MPSoC platform for a typical network streaming video application 

described through the Kahn Process Network programming model. The application domain is of critical 

importance and the chosen kernel, a H.264 decoder, is currently found in almost all video-enabled 

embedded systems.  

The platform is entirely ported on a single FPGA (Xilinx Virtex-6 lx240t) and is composed of three Intel 

(former SiliconHive) configurable VLIW processors, controlled by a host processor that interfaces to an off-

chip main memory (DDR3 RAM), a Tri-mode Ethernet MAC controller that attaches to an external network, 

and a set of standard peripherals for serial I/O and video displaying. Figure 1 shows a view of the multi-core 

system placed on the FPGA chip. 

The three Intel VLIW processors (named Pearl) share the same underlying architecture and hardware 

resources, adequately tuned and configured. Some architectural parameters have been identified by means 

of an adequate DSE process, performed exploiting the outcomes of the project. Others directly come from 

an analysis of the features of the tasks being mapped on them, such as different program memory/data 

memory sizes (tuned to the minimum required value for the processing kernel mapped on that particular 

core) and the number of FIFO channel interfaces that reflect the KPN parallelization of the application code. 

VLIW processors are connected by a standard bus wiring and dedicated FIFO channels, generated by 

SiliconHive toolchain as well, while the host processor interfaces on the same bus and is able to 

communicate with Pearl cores both through FIFO or private memory load/store operations. The KPN 

communication primitive are implemented as a combination of such low-level communication events, and 

integrated in the MADNESS hardware abstraction layer. 

 

Figure 1 - Multi-core Intel demonstration platform 

 

The application consists of an H.264 video streaming from an established TCP/IP over Ethernet network 

connection and decoding it on the multiple Intel VLIW configurable cores. This application kernel resembles 

the working principles of an IPTV receiving device. As already mentioned, the host processor is in charge of 

the network packet processing. This processing includes: receiving the packet from the Ethernet PHY and 

traversing the TCP/IP stack upwards to extract the H.264 video frame stripped of any network/streaming 

protocol encapsulation. The traversal of the TCP/IP stack is performed employing an adapted version of the 

Xilinx LWIP library. The actual packet processing is instead performed using a specific porting of the 
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OpenDPI
1
 application. OpenDPI performs packet inspection directly on the flow of IP packets received from 

the network, to detect a set of possible application protocols. 

The de-encapsulated H.264 frame is then passed on to the processing cores, to perform the actual video 

decoding. The parallel H.264 video decoder is represented through the KPN paradigm and ported to the 

Intel/SH configurable cores. Figure 2 shows a representation of the KPN structure for the H.264 decoder. 

 

 

Figure 2 - H.264 decoder task structure 

 

The different communication channels have been implemented differently, according to the nature of the 

attached nodes. The communication is implemented using write() and read() primitives, according 

to the KPN model. The communication from the host processor to each of the Pearl processors is 

performed using both shared-memory dual-buffering data exchange and dedicated FIFO-based signaling. 

The communication between each pair of Pearl processors is implemented by means of Intel/SH bi-

directional FIFO channels, that also implement block-on-full write()and block-on-empty 

read()semantics. Finally, the channels that connect processes that are actually mapped on top of the 

same processor are implemented using full-software local FIFOs that operate on the processor local 

memory. 

Task mapping used in the demonstrator has been choosed as the optimal result after the Design Space 

Exploration (DSE) process, performed by DAEDALUS genetic algorithm. Firstly, a single instance of the Intel 

processor has been evaluated with a purely sequential implementation of the H.264 application. Latency 

numbers for each of the kernel tasks have been obtained through an FPGA implementation of a single-core 

platform. Lately, obtained latency values have been passed on to the DSE algorithm that performed the 

exploration of the ideal mapping for the video decoding kernel, producing an optimal configuration 

composed of three Intel processors. 

 

 

                                                           

1
 OpenDPI - The open source deep packet inspection engine - 

https://code.google.com/p/opendpi/ 


