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The LiMoSINe project  
 
We increasingly live our life online. Information is accumulated on a wide range of human activities, 
from science and facts, to personal content, opinions, and trends. Across the globe, people's 
knowledge, experiences and interactions effortlessly find their way to online outlets, alongside 
traditional edited content, ready to be shared with millions. 
 
The aim of the LiMoSINe project is to integrate the research activities of leading researchers across 
diverse topics with a view to enabling new kinds of language-based search technology. The vision of 
LiMoSINe is to transition access to online information from a document-centric paradigm focused on 
returning disconnected atomic pieces to a truly semantic aggregation paradigm. In this paradigm, 
machines will understand a user’s intent, discover and organize facts, identify opinions, experiences 
and trends, all from inherently multilingual online sources and open knowledge repositories. 
LiMoSINe results were assembled in three multilingual use cases: 1. open-domain community 
question answering, 2. online reputation management in a professional task-based setting, 3. 
intelligent content annotation and search on a photo-sharing platform. 

The LiMoSINe partners are: 
• Universiteit van Amsterdam, UVA, The Netherlands 
• University of Glasgow, UG, United Kingdom 
• Fundacio Barcelona Media Universitat Pompeu Fabra, BM, Spain 
• Universita degli Studi di Trento, UNITN, Italy 
• Llorente & Cuenca, L&CMS, Spain 
• Universidad Nacional de Educacion a Distancia, UNED, Spain 

 
Semantic Scenario Refinement (WP2) 
 
Looking back on the work done in the work package Semantic Scenario Refinement, we can 
especially highlight the testbeds and accompanying datasets created along these three years. All of 
them were built addressing specific tasks related to Online Reputation Management, Community 
Question Answering, Automatic Image Annotation, Image-based Summarization, or Twitter event 
detection but also allow for a broader use. Most of these data collections have been made publicly 
available http://www.limosine-project.eu, encouraging research in several areas involving 
information access over social media.  

We are proud of our accomplishments regarding improvements in evaluation methodology. We not 
only introduced new metrics to better assess systems’ performance in a number of specific tasks, but 
also proposed refined evaluation measures for a more general setting, focusing on the generic 
document organisation task in the context of Information Retrieval. This research resulted in a paper 
at the prestigious SIGIR conference and a number of tutorials (at IRFC 2013, SIGIR 2014 and 
SEPLN 2014).  
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With three use cases in mind — Multimedia Tagging and Automatic Image Annotation, Online 
Reputation Management, and Community Question Answering — we worked out detailed scenario 
and task descriptions. Moreover, for one of them, namely Online Reputation Management, the 
benchmarking initiative RepLab organised during three years by UNED, L&CMS and UvA, and 
funded by the project, actually laid foundations of a novel Natural Language Processing (NLP) and 
Information Retrieval (IR) area defining the main research problems and tasks, providing evaluation 
guidelines, and establishing directions for further studies in the field. Likewise worthy of mention is 
that through these competitive exercises, the datasets created for this scenario by the LiMoSINe 
consortium have been already distributed and used by researchers all over the world. 

Information extraction through deep linguistic analysis (WP3) 
 
The growing demand of online users for new functionalities of search engines, which is going far 
beyond simple keyword-based search, brings us deeply into the natural language processing territory. 
There is a growing need for a deeper semantic interpretation of data, requesting a semantic 
aggregation model. At the core of such a linguistically motivated semantic aggregation model is a 
representation that is able to capture various objects of interest (e.g., entities, opinions) and their 
relationships. The main goal of work package 3 is to develop such a semantic model extractor, which 
is an automatically extracted semantic representation of various levels of linguistic annotation. The 
semantic model is based on disambiguated entities, relations between them, subjective expressions, 
opinion holders and relations among these pieces of semantic information. 

Within the work package Information extraction through deep linguistic analysis, we have focused 
both on creating a complex semantic model, enabling joint inference over several levels of linguistic 
information as well as on algorithms for individual Natural Language Processing tasks. Thus, we 
have developed novel approaches to coreference resolution, relation extraction, opinion mining, 
semantic textual similarity, question answering and crossword solving. Moreover, we have 
specifically focused on multilingual approaches, showing a high potential of a complex structural 
model for languages other than English. 

We have shown that structural semantic representations help improve the performance level for a 
variety of high-level Natural Language Processing tasks: the results of our experiments were 
presented at major conferences, including SIGIR, CIKM, ACL, EMNLP and CoNLL among others. 

Semantic mining (WP 4) 
 
Semantic mining focuses on developing components for identifying, describing, and tracking 
semantic units in text streams. In the past three years, the work package has produced a large number 
of scientific papers at top-tier venues, including international conferences and scientific journals, 
including SIGIR, CIKM, WSDM, ACM Transactions on Information Systems, Information 
Processing & Management, Information Retrieval Journal. The research conducted within the work 
package has been disseminated through the organization of tutorials and workshops, and the 
outcomes of the research have been partly used in all of the demonstrators of the project.  

Our entity linking method has become one of the seminal works in entity linking and we have made 
it accessible to the public as a web service for other researchers or the general public to use. In sum, 

Publishable summary LiMoSINe  –  1 November 2011 to 31 October 2014            p. 3 
 
 



work package 4 has addressed to a great extent the challenges of the project and has produced robust 
methods that can help foster future research in semantic mining, and organizations to make better 
sense of their data via entity linking, aggregation, prediction and recommendation. 

In several ways the work package went beyond what was promised: on top of the three official 
demonstrators, three additional ones have been implemented and made publicly accessible. Our 
online learning to rank technologies have gone mere papers, into an open source framework and into 
a community benchmarking effort (from 2015 onwards). 

Access and recommendation (WP5) 
 
We have made critical and substantial progress in the area of Access and recommendation. On the 
scientific front, we have produced over 40 research publications with a number of best paper awards. 
One of the papers has been given the best paper award at a prestigious European conference (ECIR 
2013).  These papers were in highest ranked venues like ACM WWW, SIGIR, CIKM, WSDM or the 
ECIR conferences. Furthermore, the University of Glasgow organized the ACM international 
conference on Multimedia Retrieval (ACM ICMR 2014).  

On the practical research side, we generated a number of test collections for image annotation, image 
based summarization, twitter event detection, etc. These collections will be a good catalyst for the 
current and future research. The collections can be found at http://www.limosine-project.eu. And the 
University of Glasgow based collections are also made available at 
http://www.dcs.gla.ac.uk/resources.  This will make sure that the LiMoSINe results will have long-
lasting impact on scientific research on this field. On the academic side, LiMoSINe created a number 
of  PhD  student training opportunities and they managed to publish high-impact research. On the 
dissemination side, we have contributed to all demonstrators.   

In the third year, the University of Glasgow developed a third demonstrator called EventDESK, a 
news and events platform that automatically – in real time - detects breaking news and events as they 
happen, using data from Twitter. 

Demonstrators and evaluation (WP6) 
 
The work package succeeded in the deployment of operational demonstrators, as defined in the 
Description of Work. Indeed, for the three initially defined tasks, extensive evaluations have been 
carried out and described in the appropriate deliverables. Moreover, three additional demonstrators 
have been created during the project (Streamwatchr, ThemeStreams and EventDESK). 
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With respect to the technological and scientific results, we carried out different user studies to 
investigate whether the bundling of search results makes sense, and what bundling method works 
best. The results are being published in international conferences in the domain, while a 
demonstrator, the DEESSE demonstrator, is online that allows general web users to try the tool. 

We delivered a prototype or the Online Reputation Monitoring Assistant (ORMA) that assists the 
daily work of reputation experts, helping them to process the data more efficiently. To reduce the 
effort of experts, the system proposes different automatic labels for each input data, that can be 
manually changed by the reputational expert. These manual corrections done by the experts are then 
used to learn and improve the automatic labels in real time using Adaptive Learning. 
http://nlp.uned.es/orma/ 

The Tag recommendation(Flickr-) demonstrator was delivered that enables tag recommendation for 
image uploads. The tag suggestions come from different types of data sources, such as Flickr, 
Twitter and Wikipedia. The evaluation of the system was published in international conferences in 
the field. URL: http://tttagged.com/demo/ 

 

 
Yahoo! answers demonstrator DEESSE 
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An additional demonstrator was developed, ThemeStreams: an interactive visualisation aimed at 
giving insight into the ownership and dynamics of themes being discussed, thereby enabling users to 
answer questions such as Who put this issue on the map? ThemeStreams allows users to explore 
streams of tweets, either from a fixed set of predefined themes or through a search box. It uses 
stream graphs to indicated how influencer groups discuss a theme, thereby depicting the ``aliveness'' 
and ownership of a topic. Our visualisation indicates when somebody said something, which 
influencer group this person belongs to, and it takes into account how many people react to a 
statement to estimate the ‘size’ and ‘lifetime’ of a statement.  

 

 

 

 

 

 

 

 

 

 

The interface of ThemeStreams. A user enters a topic they are interested in (A), a stack of streams 
coloured according to the respective user group is shown over time (B). Selecting a time period (C), 
one can see the most popular terms discussed by each user group using  a term cloud (D). Two types 
of term clouds are available (E): one which is generated over all user groups, and one generated per 
user group. ThemeStreams can be accessed at http://themestreams.xtas.net 

 

As an additional demonstrator, the Streamwatchr demonstrator was developed. Social media is 
changing the way we consume music. Online music services such as iTunes, Spotify, last.fm, and 
YouTube, enable us to access music from everywhere, anytime, and share our playlists with the 
world in the form of tweets, or status updates. People tweeting the tracks they are currently listening 
to generate more than half a million tweets per day. This offers us insights into people’s music 
listening behavior at world scale. In this demonstrator, we present methods for converting free, 
unedited text to structured data, which we, then, use to analyze the world’s music listening behavior. 
We choose to focus on Twitter because of their large user-base, and easy access to their content. 

Streamwatchr demonstrator: a real-time system for analyzing music listening behavior at world scale. 
Streamwatchr aims at (i) mapping unstructured, user generated content to structured data in real-
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time, and (ii) providing up-to-date visualizations of what the world is listening to, what songs and 
artists are trending, and what will be the next big music hit. Streamwatchr can be accessed at: 
http://streamwatchr.com/. 

 

 
 
Figure above: Streamwatchr’s interface. Real-time monitoring of music listening behavior in Twitter (top left), play 
songs and real-time recommendations (top right), real-time popularity charts (bottom left), real-time discovery of 
tracks that are about to break out (bottom right). 
 
 

 
Figure above: Real-time analytics of songs and artists. 

 

As an additional demonstrator, EventDESK (formerly TweetDesk) was developed by the University 
of Glasgow, a news and events platform that automatically – in real time - detects breaking news and 
events as they happen, using data from Twitter. To this end, we are using a state-of-the-art event 
detection approach that looks for unexpected bursts in the usage of named entities (people, places, 
and organizations). EventDesk extracts information from tweets and aggregates it to provide a 
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detailed overview of an event. For each event, the system automatically generates a headline, an 
event description and a summary of the most important aspects of the event. EventDesk makes use of 
Freebase, “a community-curated database of well-known people, places and things”, to provide 
contextual information about the people, places and organized involved in the event. It also identifies 
external resources referenced by tweets, such as images and news articles, which can be used to find 
out more information.  

 

 

Dissemination and exploitation (WP7) 
 
During the three years of the project, dissemination was a key issue. We have created dissemination 
material including the six demonstrators, 5 demonstrator screencasts, Infographics, Twitter 
messages, a press kit, etc. The dissemination activities consisted of the presentation of project results 
at conferences, workshops, tutorials, the presentation of the demonstrators at conferences and other 
events, like SX SW in the United States. It consisted of the maintenance and updating of the website, 
the writing of Twitter messages, videos on Youtube, and documents and infographics on Slideshare, 
the sending of the press kit to journalist in all the participating countries. 

The LiMoSINe final exploitation plan was completed. We distinguished four types of exploitation of 
the research results: 

• scientific exploitation – advancement of knowledge 
• exploitation in terms of teaching and education 
• exploitation in terms of resources 
• commercial exploitation of R&D results 

As to scientific exploitation: we participated in many prestigious conferences with a large amount of 
scientific papers, we organised workshops and tutorials. The LiMoSINe members won a best paper 
award at ECIR 2013 on the topic of understanding relevance and fMRI, we won a best paper award 
at CIKM 2013 for a paper on the DEESSE demonstrator. We won a best student paper award at 
ECIR 2013 on the topic of Modeling User behaviour in Diversified Search. We won a best poster 
award at ECIR 2012 for automatically predicting IMDB movie ratings. And a best workshop paper 
award FCAIR 2013. 
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Apart from the scientific exploitation, we incorporated the results of what we learned with the project 
in Information Retrieval courses, and Natural Language Processing courses at our universities, as 
well as in tutorials and workshops at conferences. 

In terms of exploitation of resources we have made results of the LiMoSINe project publicly 
available with open data and open source code, that can be used by the academic community and by 
industry. 

With respect to commercial exploitation, we have created two spin-offs with the results produced in 
the project. One spin-off around the EventDESK demonstrator, and one spin-off around the 
Streamwatchr technology. More of the demonstrators might be input for commercialisation purposes. 

 

 

 

 

The Tag recommendation demonstrator 
 

 

 

www.limosine-project.eu 
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