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Executive Summary

This report describes the basic predictive models for driver behavior adaptation for eco-
logical driving, personalized eco-routing and traf ic management. First the report identi-
ies several ITS (Intelligent Transportation Systems) tasks with impact on fuel consump-
tion. These tasks are then ranked according to their impact on fuel economy. After detailed
evaluations of ITS tasks, Eco-Routing, Eco-Driving and Traf ic Management are short-listed
as the tasks having highest impact on fuel. A detailed survey for the state-of-the-art in all
the three tasks is presented to provide for the baseline work for our proposed methodolo-
gies. In case of Eco-Driving, a time series classi ication method is presented, that classi ies
driving behavior related actions/parameters andhistory/records. For this purpose, a novel
formalizationof a generic adaptive learning algorithm isproposedwheredrivers frequently
receive feedback in order to improve their driving behaviors. For Eco-Routing, a personal-
ized travel time predictionmethod is proposedwhich usesmatrix factorization techniques.
This algorithm takes into consideration driver's data from his previous historical trips, in
order to infer accurate predictions for the travel time and usage of desired future trips. Fi-
nally, distributed data mining in vehicle-to-vehicle scenario is described as a method that
can help in predicting traf ic congestion and hence in avoiding it in prior. Experimental
results show the ef icacy and attractiveness of the proposed methodologies.
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1 Introduction

1.1 Project Overview
Reduction of CO2 emissions is the great challenge of the transport sector nowadays.

Despite progress in vehicle manufacturing and fuel technology, additional innovative tech-
nologies are needed to address this challenge. According to the Int. Assoc. of Public Trans-
port, a signi icant fraction of CO2 emissions in EU cities is resulting from public transport
and other mass transport means, which are commonly organized into multi-modal trans-
port leets, because their vehicles have, on average, nearly substantialmileage and fuel con-
sumption. The REDUCTION project focuses on advanced ICT solutions for managingmulti-
modal leets and reducing their environmental footprint. REDUCTION collects historic and
real-time data about driving behaviour, routing information, and emissionsmeasurements,
that are processed by advanced predictive analytics to enable leets enhancing their current
services as follows: 1) Optimizing driving behaviour: supporting effective decisionmaking
for the enhancement of drivers’ education and the formation of effective policies about opti-
mal traf ic operations (speeding, braking, etc.), based on the analytical results over the data
that associate driving-behaviour patterns with CO2 emissions. 2) Eco-routing: suggest-
ing environmental-friendly routes and allowing multi-modal leets to reduce their overall
mileage automatically. 3) Support for multi-modality: offering a transparent way to sup-
port multiple transportation modes and enabling co-modality. REDUCTION follows an in-
terdisciplinary approach and brings together expertise from several communities. Its inno-
vative, decentralized architecture allows scalability to large leets by combining both V2V
and V2I approaches. Its planned commercial exploitation, based on its proposed cutting-
edge technology, aims at providing a major breakthrough in the fast growing market of
services for "green" leets in EU andworldwide, and present substantial impact to the chal-
lenging environmental goals of EU.

8



WP2 D2.2
Report on Basic Predictive Analytics Models

1.2 Work Package Objectives and Tasks
1.2.1 Objectives

The objective of the second Work Package (WP2) is to provide statistical predictive
models for the analysis of driver behavior data and history of travels. The result of the
analysis has amultidimensional impact on reducing fuel consumption: providing the driver
with instantaneous feedback to adapt fuel ef icient driving; recommend fuel ef icient routes
based in his driving data records; and inally offer distributed data mining methods to en-
able decentralized exchange of information among vehicles.

1.2.2 Tasks

T2.1: Requirement speci ication and Software architecture
T2.2: Basic prediction models
T2.3: Advanced prediction models
T2.4: Vehicle Motion Prediction Algorithms
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1.3 Objective of this Deliverable
The current deliverable D2.2 provide an introduction and a description of the basic pre-

dictive models that are planned to be applied to the scope of Work Package 2. The funda-
mental models for predictive analytics will be developed in order to facilitate the essen-
tial analysis and data understanding tasks for decision making regarding GHG emissions
control through driver-behaviour adaptation, ecological routing and traf ic management.
The main objective of the developed algorithms is the usefulness of the discovered knowl-
edge, which can either be seamlessly blended into comprehensive reports for end-users
that operate the leet management systems or in the form of online feedback to drivers.
Novel algorithms for supervised or unsupervised learning will be developed, such as clas-
si ication methods to categorize information regarding driving behaviour, matrix factor-
izationmethods for personalized eco-routing or correlationmining and anomaly detection
for identifying unsupervised patterns. The fundamental models developed in this task will
perform mainly in a centralized manner by exploiting data from V2I communication, with
the exception of distributed data mining methods that may also include V2V communica-
tion. Table 7 presents a summary of objectives to acheive, the corressponding ITS task, and
our proposed methodology to solve this task.

Table 1: Summary of Objectives, ITS Tasks and Methodologies

Objective to Achieve ITS Task Methodology
Driver Behaviour
Adapation for Fuel
Economy

Eco-Driving Time Series
Classi ication

Choosing Fuel Ef icients
Routes

Personalized
Eco-Routing Matrix Factorization

Traf ic Congestion
Avoidance Traf ic Management Distributed Data Mining

10
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1.4 IntelligentTransportationSystemsandGreenhouseGasEmissions
Carbon footprint, de ined as the overall global greenhouse gas emissions, is a strong

enemy for the life standards of current generations. The transport sector accounts for ap-
proximately 23% of overall CO2 gas originated from fossil fuel combustion, while causing
15%of the cumulative global greenhouse gas footprint [32]. Moreover the growth of trans-
portation demand will force the transport sector to increase the carbon emission footprint
by 40% until 2030, under "business-as-usual" circumstances [32].

The road sector is a major player in the overall transportation's carbon footprint pic-
ture. Numerous governmental and social initiatives have attempted to awake awareness
on the necessity of reducing the carbon footprint, while obviously proposing possible way-
outs. The road sector transportation problematics, including the carbon footprint as a sub-
problem, has been structured in the following three main categories of solutions:

• Infrastructure: Modernizations and improvements in road infrastructure are ar-
guably favoring carbon reduction via eliminating traf ic and congestion.

• Policies: Various rules which regulate the behavior of drivers can play an important
role in facilitating the traf ic management low.

• Intelligent Transportation Systems: A set of computerized automatic and semi-
automatic intelligent methods/systems that enable faster andmore accurate compu-
tational frameworks for offering solutions to the transportation problems.

Even though all the above categories are important in tackling the transportation chal-
lenges, yet Intelligent Transportation Systems (ITS) have attracted wide attention in the
last decade [19]. The attention is attributed to the advantageous costs and versatility of
automatic solutions, including possibilities to schedule and manage large amount of oper-
ations, which are impossible to be computed by human means.

In the context of ITS, reduction of fuel consumption is anticipated not only by of icial
governmental institutions, but also from the large audiences. Recent research showed that
European citizens are willing to utilize ITS technologies that would help their fuel econ-
omy [116]. Experimental testbeds have provided empirical results on the usefulness of
ecological systems and the positive perception of the public towards them [116]. There-
fore development of methodologies to ITS tasks that would result in less fuel consumption,
is a trend demand that we, researchers, must ful ill.

ITS is composed of a plethora of tasks/problems and various methodologies have been
proposed to address them. A throughout description of the tasks and various related strate-
gies is be provided in Section 2.1.1, including tasks categories like Traf ic Management,
Routing (Path Finding) (Eco-Routing), Trajectory Planning, Eco-Driving, Collision Avoid-
ance, LaneChange, Travel TimeEstimation, Vehicle/Traf icModeling, VehicleQueuing/Dissipation,
Smart Parking, AutonomousNavigation, Traf ic SignDetection and inally PedestrianDetec-
tion.

An evaluation of the fuel consumption impact is compiled and three tasks are found to
be highly in luential on Fuel Economy: Eco-Routing, Eco-Driving and Traf ic Management.
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In the following section we provide a description of our methodological contribution on
addressing the selected tasks with high fuel impact.

12
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1.5 Our Methodological Contribution
First we identi ied several ITS (Intelligent Transportation Systems) tasks with impact

on fuel consumption. In section 2.1, we have presented a list of problem categories related
to ITS, including the description of the scope and short brie ings of the task, while provid-
ing references for interested readers. After presenting various ITS tasks, we have ranked
them according to their impact on fuel consumption to identify a subset a tasks with high-
est impact on fuel economy. For the sake of completeness, we have also ranked these tasks
for four criteria other than fuel (time, safety, alert and personalized).

After detailed evaluations of ITS tasks, we short-listed Eco-Routing, Eco-Driving and
Traf ic Management as the tasks having highest impact on fuel. In Section 3, we provide
our methodology that addresses the short-listed tasks.

In the context of Eco-Routing, we propose a personalized routing algorithm that takes
into consideration the driver's data from his previous historical trips, in order to infer ac-
curate predictions for the travel time and usage of desired future trips. For this purposewe
introduce a personalized travel time prediction technique, which is based on the historical
records of driver's itineraries and their travel times. A travel-time matrix is constructed to
record the travel time of a set of vehicles per segments of map, where a cell represents the
time it took for a vehicle (row) to travel a segment (column). In order to predict travel time
for a vehicle in a new previously unvisited segment, we utilize a Matrix Factorization based
approach, where the travel time for that particular segment is carried on as a dot product of
learned latentmatrices, that represents the hidden characteristics of drivers and segments.
Detailed description of the method is provided in Section 3.1.

Eco-Driving refers to the adaptive change of driving behavior through a learning pro-
cess, whose ultimate goal is to reduce the fuel consumption. In case of Eco-Driving, we
have presented a step forward in improving Eco-driving analysis, by imposing time series
methodologies. We have built our method based on the observation that the series of driv-
ing related actions/parameters history/records composes a set of time series. We propose
a novel formalization of a generic adaptive learning algorithm in Section 3.2, where drivers
frequently receive feedback in order to improve their driving behaviors. In addition, we
represent the computation of feedback as a time-series classi ication tasks and we present
a state-of-art method for invariant time-series classi ication.

For traf ic management we have proposed to use distributed data mining in vehicle-to-
vehicle scenario for traf ic congestion control with the ultimate goal of fuel consumption.
We adopted the model propagation approach to predict future traf ic situation in a road
neighborhood. Our methodology builds local classi iers on-board, and exchange a very re-
duce but most representative form of learned models between vehicles (nodes) in a road
segment (road neighborhood). We will focus on the using ‘light weight’ data mining, with
least communication cost, but as close as centralizedmodel learning approaches in termsof
prediction accuracy. For this purpose, we have used techniques like Reduced Support Vec-
tor Machines (RSVM) which signi icantly reduce the size of learnedmodels as compared to
regular technique of SVM, but tries to achieve similar prediction accuracy.

13
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2 RelatedWork and Reduction

2.1 ITS Tasks and the Ecological Impact
In this section we are presenting a list of problem categories related to ITS, including

the description of the scope and short brie ings of the task, while providing references for
interested readers. Once the list is presented, our aim is to identify a subset of relevant
problems with thee highest possible fuel consumption impact. The list of ITS tasks' cate-
gories, re lecting our intensive related work research, is as follows:

• Traf ic Management:
The backbone of ITS research is represented by the use of intelligent systems to im-
prove traf icmanagement [112]. The improvement criteria rely, among other factors,
on resolving congestion, optimizing delivery of goods and reducing overall trans-
portation expenses.

• Routing (Path Finding): Finding the optimal or quasi-optimal path among two des-
tinations in order to optimize an overall quality metric. Most applications address
total distance as the quality metric to be minimized [115], even though paths that
optimize time have also been addressed [26, 107].

• Trajectory Planning: Reasonably large researcher have elaborated the task of pre-
dicting the movement trajectory of a vehicle. Ef icient predictions bring bene its,
among which traf ic congestions avoidance and road safety increase [35].

• Eco-Driving:
Eco-driving is a generalist term used to describe the adaptation of driving behaviors,
through providing informatory or cautionary feedback to the driver. The feedback
typically represents the result of methodological evaluation of the driving behavior
data [64].

• Collision Avoidance
Car accidents represent amajor concern for our societies, therefore automatic avoid-
ance of the vehicle collisions has gathered important focuswithin the ITS community.

• Lane Change: Predicting the intent of a driver to change lane during highway driv-
ings, is a current hot topic for the ITS community. The ultimate goal relies in increas-
ing safety of life and avoiding collisions [80, 84].

• Travel Time Estimation
Estimating the travel time helps people plan their activities better and increase the
productivity of the time usage. Aside the obvious practical aspect, accurate travel
timeprediction canbe combinedwith routing andpath inding, yielding time-optimized
path calculation [65, 63].
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• Formal Vehicle and Traf ic Modeling
A special dedication was delivered to formal modeling of vehicle and traf ic. Formal
models of vehicles typically model the motion dynamics via a set of mathematical
equations, by using a set of parameters [122]. Larger scale modeling refer to the
mathematical formalization of the traf ic low.

• Vehicle Queuing and Dissipation
Queuing anddissipating vehicles concerns thedetection andhandling of accumulated
vehicle queues with an overall goal of optimizing traf ic low. ITS is involved with
providing accurate real-time assisting systems to resolve dissipation of queues [123].

• Smart Parking
Facilitatingparking through intelligent systems is a taskwhich incorporates expertize
from sensor control, image processing and action-sequence planning [69].

• Autonomous Navigation/Fault Detection
Thenavigation of vehicleswithout an explicit humandriver is another task addressed
by the ITS community. The problem involves broad ields of research from vision
recognition, robotics, tasks scheduling and planning up to route planning and path-
inding [8]. The safety aspect of autonomousnavigationhas alsobeenanatural source
of concern and research.

• Road Markings/Sign Detection and Recognition
Autonomous navigation is incomplete without detection of the policies that regular-
ize traf ic, hence markings and signs. In such a context, machine learning has been
involved, by abstracting traf ic sign recognition as a generic image classi ication prob-
lem [4].

• Pedestrian Detection
The detection of pedestrians is an important application domain that composes ad-
vances in vision recognition andmachine learning, with the goal of being able to accu-
rately recognize pedestrians along the street intersections. Such systems can either
be incorporated into autonomous vehicles, or provide warnings to human drivers
[14].

2.1.1 Methodology for Identifying ITS Tasks

For identifying above mentioned ITS tasks' categories, we have performed intensive
survey of related work using latest research articles fromwell known and prestigious jour-
nals, confereces and industry articles like IEEE Transactions on Intelligent Trasportation
Systems, Internation Journal of ITSResearch, ITSWorldCongress andmanymoreas refelcted
by ([14],[4],[8], [8], [69], [123], [122], [65, 63], [80, 84], [64] and others mentioned in this
section). We have compiled an evaluation of the tasks according the the aforementioned
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criteria in Table 2. When preparing the table the primary attention was payed to the state-
of-art literature involving each task in order detect any explicit impacts. Please note that
the references provided in Section were involved to develop the evaluation table. In addi-
tion, we invested our best efforts in understanding and evaluation non-explicit (indirect)
impact of a task.

2.2 Tasks with High Fuel Economy Impact
Having presented the tasks, the next step is to evaluate the impact they have on fuel

economy. For sake of completeness we will evaluate the impact of each task over the fol-
lowing ive criteria:

1. Time: Evaluate whether the task has a direct impact on saving travel time.

2. Safety: Does the task focus on handling safety concerns?

3. Fuel: Is fuel saving a target, or a consequence, of the research on the task?

4. Alert: Check whether the task involves providing direct feedback (possibly on-line)
to the driver.

5. Personalized: Explore whether the methodologies of the task re lect the pro ile of
the driver, in order to offer personalized actions instead of generalist ones.

In Table 2, each of the impact criteria betweenorder 1 to 4 is scaled between ⋆up to ⋆⋆⋆,
where the more stars de ine higher impact on the criterion. The last impact criterion, per-
sonalization, is either 'Yes/No/NA', where 'NA' denotes that the criterion is Not Applicable
for the task.

Let us illustrate the logic followed by going over the evaluation of a few typical tasks:
Traf ic Management highly impacts reducing overall traveling time, while indirectly affect-
ing fuel economy. Routing, for instance, is highly involved both in reducing travel time and
fuel consumption. Similarly Eco-Driving has a high fuel impact, while involving on-line di-
rect alerting on the driver regarding his performance. The judging standard of evaluating
the other tasks was highly symmetric.

After inspecting the evaluation table we come into conclusion that the following tasks
have high impact on fuel consumption { Routing, Eco-Driving }, while moderate impacts
are observed with {Traf ic Management, Vehicle/Traf ic Modeling}. The impact of Routing
on fuel consumption is often referred as Eco-Routing, therefore we will conform to the
nomenclature, and use the term Eco-Routing throughout the entire report.

In the scope of this project we are going to providemethodological expertise to develop
algorithms that aid the resolution of all the tasks. In section 3.1 we are going to present
a personalized routing algorithm that takes into consideration the driver's data of from
his previous historical trips, to infer accurate predictions for the travel time and usage of
desired future trips.

On the other side, in section 3.2 we are introducing a formalization of a generic eco-
driving learning algorithm, continued bymodeling the driver feedback computation task as

16



WP2 D2.2
Report on Basic Predictive Analytics Models

Table 2: Analysis of Tasks Impact on Five Criteria

Task vs Impact Criterion Time Safety Fuel Alert Pers.lized
Traf ic Management ⋆⋆⋆ ⋆ ⋆⋆ ⋆ NA
Routing (Path Finding) ⋆⋆⋆ ⋆ ⋆⋆⋆ ⋆⋆ Yes
Trajectory Planning ⋆ ⋆⋆⋆ ⋆ ⋆⋆ No
Eco-Driving ⋆ ⋆ ⋆⋆⋆ ⋆⋆⋆ Yes
Collision Avoidance ⋆ ⋆⋆⋆ ⋆ ⋆⋆⋆ No
Lane Change ⋆ ⋆⋆⋆ ⋆ ⋆⋆⋆ Yes
Travel Time Estimation ⋆⋆⋆ ⋆ ⋆⋆ ⋆⋆ Yes
Formal Vehicle Traf ic Modeling ⋆ ⋆ ⋆⋆ ⋆ No
Vehicle Queuing & Dissipation ⋆⋆ ⋆ ⋆ ⋆ NA
Smart Parking ⋆⋆ ⋆⋆⋆ ⋆ ⋆⋆⋆ No
Autonomous Navigation ⋆⋆ ⋆⋆ ⋆ ⋆ NA
Markings Sign Detection ⋆ ⋆⋆ ⋆ ⋆⋆ NA
Pedestrian Recognition ⋆ ⋆⋆⋆ ⋆ ⋆⋆⋆ NA

time series classi ication. In the end we will provide description of state-of-art time series
classi ication algorithms. Eco-driving strongly elaborates on one of our impact criterion, as
the methods can be involved to provide real-time alert feedback to the driver.

In order to solve the task of traf ic management, we are planning to use Distributed
Data Mining techniques. Such methods operate by distributing the decision-making pro-
cess from centralized architectures to peer-to-peer scenarios, where vehicles become au-
tonomous nodes. Section 3.3 presents our proposed method which targets to improve the
traf ic management, by avoiding congestion through peer-to-peer vehicle communication
and decision-making.

The next sections of this chapter will be devoted to presenting a brief description of
state-of-art methods in the tasks of Eco-Routing, Eco-Driving and Distributed Data Mining.

2.3 Eco-Routing
The effect of route choice in reducing emissions has been addressed by several authors.

In [108] authors have discussedmain routing algorithms andpresented the Coolest path al-
gorithmwhich enables multi-criteria personalization based on travel distance, travel time,
points of interest, and path simplicity. The coolest path approach allows users to set the
level of importance for each of these criteria. Moreover, a prototype was built in order to
validate the proposed ideas. [15] presented a novel personalized route planning frame-
work that considers user movement behaviours. The proposed framework comprises fa-
miliar road network construction and route planning. In the irst component, familiar road
segments are mined from a driver's historical trajectory dataset, and a familiar road net-
work is constructed. For the second component, an ef icient route planning algorithm is
proposed to generate the top-k familiar routes given a start point and a destination point.

[46] presents a list of the most relevant studies carried out in the ield of route choice

17



WP2 D2.2
Report on Basic Predictive Analytics Models

optimization, considering energy and air quality. Furthermore, it indicates the methodol-
ogy for emissions and fuel use estimation (m – micro-scale models; M–Macro; Me–Meso,
f– ield measurement) and whether route characteristics (RC) (type of road, incidents, traf-
ic signals, neighborhood, safety) are considered, yes (y) or not (n). These studies can be
divided into two groups. In [117, 81, 30], the authors developed mathematical formula-
tions to assign traf ic on a virtual network considering air quality. In a recent study, mathe-
matical programs integrating emission objective into systemwide travel timeminimization
were developed. It was found that in an idealized system optimum (SO) scenario, CO emis-
sions reduction and travel time minimization can occur when drivers chose longer routes
with low speed pro iles instead of all users selecting the routewith the shortest travel time,
i.e., user equilibrium. Another study developed a theoretical emissions-optimized (EO)
traf ic assignment model. First the authors focused on standard user-equilibrium (UE)
and system-optimal (SO) assignment methods, and then they derived two new functions
to characterize link emissions and vehicle emissions. It was found that under EO condi-
tions the percentage of traf ic assigned to freeways is very low since emissions rates are
extremely high at freeway free- low speeds. Moreover, the EO assignment is most effective
when the network is under low to moderately congested conditions [82]. Other authors
employed different solutions such as Genetic Algorithms [29] to solve complicated opti-
mizationproblemswith non-linear terms. Overall, reductions in emissions canbe achieved,
if travelers choose eco-friendly routes. However, in the extreme case of everyone choosing
an eco-friendly route, a shift to all-or-nothing assignment from UE assignment may occur.

In the second group [46, 33, 76, 118] ield experiments were conducted and a wide
range ofmodelswere applied to evaluate the impact of route selection in termsof emissions
and energy use, over several case-studies. The research of Rakha, Frey and Barth should
be highlighted for different reasons. Ahn and Rakha [5] studied two alternative routes us-
ing different type of emission models which allowed concluding that macroscopic emis-
sion estimation tools can yield incorrect conclusions. In 2011, Rakha et al. also presented a
framework formodeling eco-routing strategies [92]. Barth et al. developedandpatented an
environmentally-friendly navigation system [91]. Frey et al. [33] carried out experiments
using a portable emission measurement system (PEMS) under real world driving cycles.
Then, in order to standardize the comparisons of emission rates for different vehicles and
routes, the authors employed the Vehicle Speci ic Power (VSP) approach to characterize
fuel use and emissions [33]. VSP variable can explain a signi icant portion of variability in
fuel consumption and emissions [18]. The majority of studies have concluded that route
choice has a signi icant impact on emissions and energy use. However, few studies have
addressed the effect of congested periods on emissions [125]. The distribution of vehicle
speeds and accelerations in traf ic vary by type of road facility and amount of traf ic volume,
generating large discrepancies in emission levels [86]. Possibly, this fact has contributed to
some inconsistency on literature about this issue. On the one hand, some studies pointed
out that time minimization paths often also minimize energy use and emissions [33, 91].
On the other hand, research demonstrated that frequently the faster alternatives are not
the best from an environmental perspective [47, 5]. What has arisen from literature re-
view is that it is not possible to generalize conclusions, considering the limited study areas,
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and thus more research is needed to evaluate a wider range of driving patterns conditions,
namely at different periods of the day. A more extensive analysis including different scales,
and different traf ic volumes, as performed here, may better re lect the reality and improve
the knowledge to develop further traf ic management strategies.

2.4 Eco-Driving
There has been signi icant progress in realizing fuel economy transportation systems

through thedevelopmentof hybrid cars, advancedengine control systems, solar- or electric-
power-driven cars, road infrastructure, andmany other aspects to reduce the impact on the
ecological balance of the earth. The following sections are based on the survey of Kamal et
al. [51].

Eco-driving is a way of maneuvering a vehicle with a human driver that is intended to
minimize fuel consumptionwhile copingwith varying and uncertain road traf ic by trading
off the most ef icient driving point of the vehicle whenever necessary. The positive im-
pact of in luencing the driver behaviour to a more economic driving style could already be
demonstrated in several studies. For example, Changxu Wu et al. [120] showed that es-
pecially in urban driving conditions an improved accelerating and decelerating behavior
through the use of an in-car application can reduce fuel consumption by 12– 31%. Some
vehicle manufacturers already have solutions in place delivering trip information post-
driving, aiming to improve driving behaviour [120]. FIAT, for example, could demonstrate
that overall fuel savings of up to 16%could be realised in the short term [1]. A recent exper-
iment conducted on urban roadways showed that the reduction in fuel consumption can be
as high as 25% [114]. Generally, fuel economy ismaximizedwhen accelerating and braking
events are minimized [31, 2]. Therefore, a fuel-ef icient or ecological strategy is to antic-
ipate what is happening ahead, drive with acceleration and braking as little as possible,
cruise at the optimal velocity, and slowly decelerate at stops. A driver can easily maneu-
ver a car on a road tackling uncertain, discontinuous, and complex traf ic situations using
his perception of the environment. For optimal eco-driving, the same driver needs to be
more anticipative on road-traf ic situations with perfect knowledge of the engine dynam-
ics of his car, which is hardly attainable by a human driver. Therefore, the driver can be
technologically assisted to ecologically drive his car.

Recently, various assistance schemes for eco-driving have emerged. Speculative fea-
tures of ecological driving are available in the form of driving tips [31, 2]. Some recently
manufactured cars have an ecological indicator that shows a green “ECO” mark to a driver
when it consumes little or no fuel. A driver would ind his driving as ecological only when
he maintains a steady velocity at a reasonable level or brakes the car. Nissan launched
an off-board eco-driving support service for some users in which, after the driving record
is sent to a telemetric data center for of line analysis, advice is sent to the driver to im-
prove his driving style the next time. Based on past performance, they have proposed an
on-board assist system to motivate the driver to ecologically drive the car by showing his
comparative driving ef iciency, his position in fuel composition ranking, etc... [49]. Recent
work in determining ecological strategy uses an optimal control approach in which only
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the model of the engine in terms of velocity, gear ratio, and load is considered [99]. A more
realistic approach to assisting a driver uses information of traf ic signal, jams, road gradi-
ent, and distance between cars, and the advice is given in a very rough form such as “keep
driving” or “reduce pressure on pedal,” depending on the motivation of the driver [113].
However, existing approaches to eco-driving assistance are very super icial; they do not
provide concrete information such as the level of velocity or acceleration required for long-
term fuel-ef icient driving by analyzing current vehicle–road–traf ic situation and its trend.
Recently, an ecological driver-assistance system (EDAS) that can guide a driver for fuel-
ef icient driving on a lat urban road has been proposed [50]. Using current road–traf ic
information, the EDAS anticipates the future states of vehicles using their dynamic models,
and based on the anticipated future states and the fuel consumption model of the engine,
it calculates the optimum vehicle control input required for ecological driving. This unique
approach is found to be very promising on a lat urban road. Countries such as Japan have
many hilly areas, where many roads have many sections with up–down slopes. Fuel con-
sumption signi icantly varies on such a road with up–down slopes [71]. Some earlier ap-
proaches relating to the optimal driving on roadswith varying gradesmainly used dynamic
programming to solve a known drive cycle [40, 59], which are not suitably applicable with
immediately perceived road grade information. This paper extends the scope of the EDAS
to roads with up–down slopes that are neither crowded nor have too many traf ic signals,
which is a scenario typically found in non-urban areas. Using information about road gra-
dients and anticipation of the vehicle’s future state on the road, it generates control inputs
that are required for optimally fuel-ef icient driving. The road gradient angle is computed
using road altitude data obtained from the digital roadmap and introduced in the optimiza-
tion process in a simple way. Once the optimal control input becomes available, a suitable
human interface may convey it to the driver in the case of an assistance system. For sim-
plicity in this paper, however, any interface component is omitted, and the control input
generated by the system is directly fed to the host vehicle, focusing mainly on the vehicle
control aspects on hilly roads.

In [71], authors presented the concept of eco-driving systemon hilly roads. They imple-
mented an ef icient way of using data from the digital road map. Optimum control inputs
can only be computed through anticipated rigorous reasoning using information concern-
ing road terrain, model of the vehicle dynamics, and fuel consumption characteristics. The
developed system is comprised of a nonlinear model predictive control method with a fast
optimization algorithm is implemented to derive the vehicle control inputs based on road
gradient conditions obtained from digital roadmaps. The fuel consumptionmodel of a typ-
ical vehicle is formulated using engine ef iciency characteristics and used in the objective
function to ensure fuel economy driving.

2.5 Distributed Data Mining
In this section, at irst we mention about state-of-the-art in distributed data mining in

peer-to-peer (P2P) and wireless ad-hoc networks (WANETS) in general. Later we present
related work about application of data mining in VANETS.
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Approaches to distributed data mining have focused on developing some primitive op-
erations as well as more complicated data analysis/mining algorithms. Researchers have
developed several different approaches for computing primitive operations (average, sum,
max, random sampling) on P2P networks [22]. For example, Kempe et al. [54] investigate
gossip based randomized algorithms. They prove that the error will go to zero in proba-
bility if the algorithm runs uninterrupted. Jelasity and Eiben [61] develop the ‘newscast
model’ as part of the DREAM project1. They rely on empirical accuracy results rather than
guaranteed correctness. Both of the above approaches used an epidemic model of compu-
tation. Bawa et al. [10] have developed an approach in which similar primitives is eval-
uated to within an error margin. A main goal of these works is to lay a foundation for
applications and more sophisticated data analysis/ mining algorithms (ef icient complex
algorithms can, in principle, be developed from the application of ef icient primitives). The
common feature of all the approaches mentioned so far is that they all require resources
that scale directlywith the size of the system. This feature distinguishes these from local al-
gorithms. Such algorithms [7] computed their result using information from just a handful
of nearby neighbours. Even still, it is possible to make de inite claims regarding correct-
ness. The resources required by these algorithms are independent of the size of the system
in many cases. The obvious bene it is their superb scalability, which make them a good it
for networks spanningmillions of peers. They are also very good at adjusting to failure and
changes in the input locally, so far as the output need not change. However, a disadvantage
of local algorithms is the limited class of functions to which they can apply.

In general, all the research work in the ield of distributed data mining can be catego-
rized by two kinds of approaches, as follows:

2.5.1 Test Instance Propagation and Consensus based Data Mining

In these approaches, a test instance in propagated with-in the network or just network
neighborhood, to query intended peers or directly connected neighbors, to ask about their
decision for this particular instance. The answering peer replies with the predicted class
or value. Such approaches performs good in the sense that the communication cost for
building themodel is far less than the approaches which require a bundle of data to be sent
in network. But on the other hand, these approaches suffer with larger response times and
communication delays, when the classi ication task is frequently occurring.

These approaches include - Majority voting over an ensemble of classi iers [70, 119,
74, 16] - Incremental and reactive model building approaches by Continuously monitoring
every change in data. Then they maintain a consensus about data statistics [22].

2.5.2 Model Propagation with-in Local Neighborhood

In these approaches, each peer builds a local classi ier and propagates this model to
only directly connected neighbors. Therefore, it also receives learned models of its neigh-
bors, and merge them with its own local knowledge. An obvious hypothesis is that local
knowledge of each peer will be enhances and so is the global performance of this network
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neighborhood. These approaches are communication costly while building the neighbor-
hood's global classi ier. But once themodel updation is complete, the classi ication task can
be performed fast and frequently. The actual challenge in these approaches is to ensure
least communication cost while keeping the accuracy as close to as centralized learning.
Another goal is, instead of performing some compression before transmitting models on
network, how we can respect the representation of each local training instance at a peer.
These goals really make such approaches interesting and challenging.

These approaches include, the use of reduced or compressed form of model to be prop-
agated, where the target is achieving accuracy close to centralized approaches [6].

In terms of distributed data mining in VANETS, the most signi icant related work is by
Kargupta et al. [52]. They have developedMineFleet, distributed vehicle performance data
mining system designed for commercial leets. MineFleet analyses high throughput data
streamson-board the vehicle, generates the analytics, sends those to the remote server over
the wide-area wireless networks and offers them to the leet managers using stand-alone
and web-based user-interface. The main unique characteristics of the MineFleet system
that distinguish it from traditional data mining systems are as follows:

• Distributed mining of the multiple mobile data sources with little centralization of
the data.

• On-board data streammanagement and mining using embedded computing devices.

• Designed to pay careful attention to the following important resource constraints:
-Minimize data communication over the wide area wireless network.
-Minimizeon-boarddata storage and the footprint of thedata streammining soft-

ware.

• Process high throughput data streams using resource constrained embedded com-
puting environments.

• Respect privacy constraints of the data, whenever necessary.

It builds on the existing work on vehicle telematics. Existing vehicle telematics systems
collect vehicle performance data and offer them to the leet managers or vehicle owners.
OnStar 1 for General Motors vehicles and Sync2 2 from Ford are examples of such telem-
atics systems. There are some major differences between the MineFleet and traditional
telematics systems. Some of them are listed below:

Advanced data analytics: MineFleet is powered by advanced distributed data mining
and statistical analysis algorithms. Most telematics systems are designed for in-car info-
tainment and security application based on relatively simple datamanagement operations.

On-board data mining: MineFleet offers dramatic reduction of wireless communica-
tion by performing data analysis on-board the vehicle. Unlikemost conventional telematics

1www.onstar.com
2www.fordvehicles.com/technology/sync/
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systems,MineFleet sends the results of the on-board analysis to the server over thewireless
network, not the raw data.

Not a GPS-based tracking/navigation system: Unlike most conventional telematics
devices MineFleet is primarily focused on vehicle performance data analysis not tracking
and navigation.
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3 Framework and Methodology

3.1 Personalized Eco-Routing
Eco-Routing, as already mentioned in section 2.3, consists of a set of methods which

compute an estimated itinerary between requested endpoints, such that an overall fuel-
ef icient objective function is optimized. The current section will elaborate aspects routing
that optimize for travel time and later on, fuel consumption. Travel time, can be seen as an
indirect impact on fuel ef iciency.

Progressively, we are introducing a novel approach called personalized travel time pre-
diction in section 3.1.2 together with the a description of the underlying technicalities of
the method. Finally in section 3.1.3 we are extending the personalization concept directly
into a method that predicts fuel consumption.

3.1.1 Existing Methodologies on Travel Time Prediction

Prediction of travel time on road network has emerged as a crucial research issue in
intelligent transportation system (ITS). Travel time prediction provides commuters with
useful information that enables them to decide whether or not to make necessary changes
to their routes or departure times. There has been a signi icant amount of work identifying
the importance of accurate travel time predictions in a transportation system. From the
travelers’ viewpoints, the travel-time information helps to save travel-time and improve
reliability through the selection of travel routes pre-trip and en-route. From the operators’
point of view, travel time prediction models may be used to determine the reliability of a
transportation system. For traf ic managers, travel-time information is an important index
for traf ic system operation.

Numerous methodologies have been presented by previous studies. Most of the con-
ventional short-term forecasting techniques can be categorized under two approaches; re-
gressionmethods and time series estimationmethods. Most of the conventional short-term
forecasting techniques can be categorized under two approaches; regression methods and
time series estimation methods [41]. Many researchers have used GPS data as historical
limited traf ic information from ields. For instance, the traf ic data, such as travel speed
and location, from probe vehicle could be linked with historical travel time data. [25] pro-
posed an algorithm to predict expected bus arrival times at individual bus stops along a ser-
vice route. This system combines real-time location data from Global Positioning System
receivers with average travel speeds of individual route segments, taking into account his-
torical travel speed as well as temporal and spatial variations of traf ic conditions. [3] used
GPS data to compare the delta and Bayesian techniques for the construction of prediction
intervals. Quantitative measures are developed and applied for a comprehensive assess-
ment of constructed prediction intervals. These measures simultaneously address two im-
portant aspects of prediction intervals: coverage probability and length. The Bayesian and
deltamethods are used to construct prediction intervals for neural network point forecasts
of bus and freeway travel time datasets. Other efforts using GPS data include, application of
methods based on Kalman iltering [12], [39], generalized linear regression [126], nearest
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neighborhood methods [94] and Neural Networks (NNs) [44] to name a few. Among these
methods, NNs have shown their promising performance in predicting urban travel times
[66] and bus travel times [45].

Researchers have also applied statistical techniques for the prediction of travel time.
DACCORD [21] is a travel time estimation and prediction project in Europe. One of major
purposes of DACCORD project is to provide the function of on-line travel-time prediction.
DACCORDused traf ic data from induction loopdetectors, volume and speed, for travel time
estimation and then use Statistical Traf ic Model and Behavioral Traf ic Model (a dynamic
assignment model, MIDA) for travel time prediction. [126] used the data from both probe
vehicle and double loop detectors to develop a linear model for travel time prediction on
freeways.

Recently, [43] used large amount historical traf ic database, to learn naive Bayesian and
rule-based classi iers, for travel time prediction. Both classi ication techniques provide a
velocity class to be used formeasuring travel time accurately. They have claimedbetter per-
formance of these classi iers in comparison to existing link-based algorithm, the switching
model, and the linear regression algorithm. [104] investigated short-term freeway travel
time prediction using Dynamic Neural Networks (DNN) based on traf ic detector data col-
lected by radar traf ic detectors installed along a freeway corridor. [17] proposed succes-
sive moving average and chain average method for predicting reliable and accurate travel
time. These approaches try to control situations related to conventional moving average
when data may lose at the beginning and end of a series, or the movements that were not
present in original data. [103] proposed travel time prediction model based on an ef icient
use of nearest neighbor search. The model is calibrated for optimal performance using Ge-
netic Algorithms.

The limitationsof related travel-time studies fromthe literatures includedata resources,
facilities of data collection, prediction techniques, interference traf ic environment [41].
Advanced travel time measurement equipment cannot be adapted due to the facilities only
being equipped in a few places. On the other hand, to construct new facilities, e.g. Auto-
matic Vehicle Identi ication (AVI), for satisfying research demands is dif icult due to time
consumption and high cost. Various combinations of data usage might provide a better
path for travel-time research in prediction applications, however the idea still limited by
the availability of transport data measurement hardware in the research area. Majority of
studies mainly focus on isolated environments, e.g. freeways, bridges and tunnels, due to
lower interference under the road sections. There is a need to consider signals and inter-
sections are the main factors that affect prediction accuracy in arterial road sections.

3.1.2 Personalized Travel Time Prediction

Even though a reasonably large volume of literature focuses on the travel time pre-
diction, to our best knowledge, there is no research focusing on personalized travel time
prediction. Here, the term "personalized" is used to describe methodologies which in-
corporate prior knowledge, (e.g.: previous records, observations, auxiliary data, ...) , on
the person/entity who is subject for the analysis. Please note that impact of adding prior
knowledge into more accurate estimations is a known fact and constitutes the foundation
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of Bayesian Statistical Analysis and/orMachine Learning.
In case of drivers, typical prior knowledge could be incorporated formore accurate pre-

dictions of travel time for future itineraries. For example, historical records of his/her trips
including their travel time can be employed to detect a set of useful properties as: particu-
lar regularities. The model and type of car of a driver, might be a strong prior knowledge,
that might affect the accuracy of the prediction.

Please note that average travel time prediction methods are inferior compared to per-
sonalizedpredictions. Average-orientedmethodspredict using statistics derived fromtravel
time records of other cars per segment, by providing the same prediction for every vehi-
cle/driver asking for it. Personalized methods go beyond such statistics, and include the
pro ile/history/evidence of a vehicle/driver, as a potential prior knowledge, in order to de-
rive ef icient future estimations.

In practical terms, acquisition of detailed information on particular drivers can expen-
sive and complicated. However the evolution of positioning technologies like the Global Po-
sitioning System (GPS) , gave birth to a new practical reality. Nowadays it is possible within
reasonable costs to have a record of GPS positions. Once the positions are projected into
maps, alongside other segmentation preprocessing, we can derive itineraries composed of
map segments and the time taken to elapse each segment. A segment is de ined as an in-
divisible atomic part of a map route, while an itinerary is a list of segments.

If the segment is enough long and the GPS position frequency enough high, we can ap-
proximately record the travel time of a vehicle in a segment as the absolute time difference
between the irst and last GPS recordwhose positionmatches the segment. Therefore for a
set of vehiclesV ∈ {1, ...,N} and a set of M segments S ∈ 1, ...,M, we can construct a matrix
with the travel time of each vehicle in the respective segment, denoted as the time matrix
T ∈ RN×M . We would like to point out that the time matrix is largely sparse, i.e.: many
missing values, because it is highly probable that a typical vehicle didn't travel along all the
segments of a map.

Matrix Factorization (MF) has proven to be a successful technique in prediction the
missing values of a matrix by building latent projection matrices from the data [60]. The
dot product of the latentmatrices yield estimations formissing cells. We are going to intro-
duce the concept ofmatrix factorization for travel time prediction via a conceptual example
in section 3.1.2.1. Subsequently we are introducing the method of matrix factorization ap-
plied to the travel time prediction in section 3.1.2.2.

3.1.2.1 Conceptual Example: In order to ease the absorptionof thepersonalized travel
time prediction methodology, we are presenting a simple conceptual example in order to
make the setup more concrete and clear. Figure 1 shows a conceptual imaginary map con-
sisting of only three segments {S1,S2,S3}, while we have totally three vehicles {V1,V2,V3}.
Each of the vehicles completes a different itinerary along the segments: vehicle 1 moves
along all segments 1,2,3; vehicle 2 passes across segments 1 and 2; inally vehicle 3 travels
only through segment 3.

Assume that the travel times of the vehicles across the segments is recorded in units of
minutes, as the travel time matrix T ∈ R3×3 shown below:
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Figure 1: Conceptual Example: Demonstrating the elapsed itineraries of three drivers on a
map consisting of only three segments. Driver 1 travels across all the three segments 1, 2
and 3, while the Driver 2 passes through segments 1 and 2. Finally Driver 3 has an itinerary
involving only segment 3.

T =


S1 S2 S3

V1 6 4 8
V2 3 2 ?
V3 ? ? 4


As you can observe, the cells denoted as '?' are missing values, because the respective

vehicles didn't pass along those segments. Our method aims at addressing the following
questions: If vehicle 2 would have to pass across segment 3 in the future, how long do we
estimate it might take for it? And, how long will it take for vehicle 3 to elapse segment 2?

In order to answer that question we would like to point out the main intuition of the
method. We could use the collaborative 'similarity'/'relations' between traveled segments
(prior knowledge) of a vehicle with other vehicles. We see vehicle 2 is almost twice slow
than vehicle 1 on segments 1 and 2, and vehicle 1 passes segment 3 in 8 minutes. We can
therefore state that it is 'probable' that vehicle 2 will travel segment 3 in 4 minutes.

Unfortunately, the example is picked intentionally to be simplistic. In reality the rows
are not clearly dependent as multiples of each other, therefore the correlation can be hard
to guess and derive by humans. In addition the dimensionality of thematrix can bemillions
of vehicle with millions of path segments.

Fortunately, Matrix Factorization is a proven method to ef iciently predict missing val-
ues of a segment by elaborating collaborative information among rows. The method de-
composes the original matrix into latent projected smaller matrices whose dot product can
reconstruct the present values of the matrix. For instance the travel time matrix T of our
conceptual example can be decomposedwith zero reconstruction error, as a product of two
smaller unidimensional matrices:
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T =

 6 4 8
3 2 ?
? ? 4

≈
 2

1
1

 · ( 3 2 4
)

For the moment, just as a side example, we can see that in order to predict the time of
vehicle 3 across segment 1, we canmultiply the third rowvalue of the columnmatrix, that is
1, with the irst value of the rowmatrix that is 3, therefore we can predict the travel time as
3minutes. The irstmatrix canbe interpreted to contain the vehicle-speci ic correlationper
segment and the secondmatrix the segment-speci ic correlation per vehicle. The following
section 3.1.2.2 will describe in details the algorithm for deriving the latent matrices.

3.1.2.2 Matrix Factorization for Predicting Travel Time: Matrix Factorization is a
technique to decompose a matrix as the dot product of other matrices having typically
lower dimensionality. In our study, we assume a set of N vehicles roam around amap com-
posed of M segments. The travel time matrix X ∈ RN×M will be approximated by the dot
product of two smaller latentmatricesΦ∈RN×K andΨ∈RK×M as in Equation 1. The value
of K determine the dimensionality of the projected space, which is typically smaller than
original matrix K << M.

The value of a cellXi, j contains the time it took for vehicle i to travel segment j. Please let
us remind you that the travel timematrix is sparse, manymissing values (denoted ?), which
represents the fact that many vehicles might not have traveled across all segments. There-
fore the reconstruction of the latent matrices will be conducted using only the observed
(non-missing) values of X that we denote with O and we de ine in Equation 1.

X ≈O Φ ·Ψ (1)
O =

{
(i, j) | Xi, j ̸= ?

}
Such an approximation is converted to an objective function that can bewritten in terms

of a minimization objective function, denoted L, as in Equation 2. Please note that the loss
function L represents a quanti ication of howmuch errors do thematricesΦ andΨ incur, in
approximating the travel timematrixX through their product. The loss terms are euclidean
distances and can be expanded as in Equation 3. The loss terms on the right side preceded
by λ coef icients are regularization terms, which prevent the over- itting of Φ and Ψ.

argmin
Φ,Ψ

L(X ,Φ,Ψ) = ||X−Φ ·Ψ||2O +λΨ||Ψ||2 +λΦ||Φ||2 (2)

argmin
Φ,Ψ

L(X ,Φ,Ψ) = ∑
(i, j)∈O

(
Xi, j−

K

∑
k=1

Φi,kΨk, j

)2

+ λΦ

N

∑
i=1

K

∑
k=1

Φ2
i,k +λΨ

K

∑
k=1

M

∑
j=1

Ψ2
k, j (3)
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The solution of the objective function is carried through stochastic gradient descent
wherewe randomly correct the loss createdby each cellXi, j . Since functionL represents the
errors in predicting observed travel times, wewould obviously like tominimize it, therefore
we can update the matrices Φ,Ψ in the negative direction of their derivative with respect
to L. The corresponding partial derivatives can be derived as presented in Equations 4:

Let: ei, j = Xi, j−
K

∑
k=1

Φi,kΨk, j (4)

∂LXi, j

∂Φi,k
= −2ei, jΦi,k +2λΦΦi,k

∂LXi, j

∂Ψk, j
= −2ei, jΨk, j +2λΨΨk, j

In order to obtain inal versions of the latent matrices Φ,Ψ we learn them through
a stochastic gradient descent learning as shown in Algorithm 2. The algorithm iterates
through every cell Xi, j and updates the cells of the latent matrices until the loss is mini-
mized.

The choice of parameters η ,λΨ,λΦ is done using hyper-parameter search using a vali-
dation data split. The data set is divided into train, test and validation subsets. The model
with a particular candidate combination of parameters is learned over the training data,
and tested over the validation data. The parameter combination that yields the best re-
sult over the validation split, is inally applied to the test split. The search of parameters
can typically be performed in a grid search fashion, where values are picked as for e.g:
η ∈ {10−4,10−3,10−2};λΨ,λV ∈ {10−4,10−3,10−2,10−1,1,101,102}

Predicting Travel Time of vehicle i across a previously unvisited segment j is computed
as a simple dot product of the i-th row of Φ with the j-th column of Ψ, speci ically depicted
by Equation 5.

Xi, j = ⟨Φi,∗,Ψ∗, j⟩=
K

∑
k=1

Φi,kΨk, j (5)

3.1.3 Personalized Fuel Consumption Prediction

Nowadays it is possible to record the fuel consumption of a car in a given time frame
using the Control Area Network Bus (CAN Bus) messages. The irst and last GPS positions
that match a given segment in a map can be used to ind the start time and the end time of
the segment travel. Then the CAN Bus fuel consumption messages within the travel time
frame can be summed up to derive the fuel consumed during passage of the segment.

Therefore the methodology of prediction is exactly the same as in travel time from Sec-
tion 3.1.2.2, with the only difference in content: cells Xi, j will contain values of the fuel
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Algorithm 1 Stochastic Gradient Descent Learning
Input: Time-series dataset X , Learning rate η , Maximum IterationsMaxIterations
Output: Φ,Ψ
1: Initialize Φ,Ψ randomly
2: previousLoss←MaxValue
3: currentLoss← L(X ,Φ,Ψ)
4: while currentLoss < previousLoss do
5: for i = 1 to N do
6: for j = 1 to M do
7: for k = 1 to K do
8: Φi,k←Φi,k−η ·

∂LXi, j
∂Φk, j

9: Ψk, j←Ψk, j−η ·
∂LXi, j
∂Ψk, j

10: end for
11: end for
12: end for
13: previousLoss← currentLoss
14: currentLoss← L(X ,Φ,Ψ)
15: end while
16: return Φ,Ψ

consumption that it took for vehicle i to pass across segment j. The remaining factoriza-
tion of the fuel consumptionmatrix into latentmatrices, and the optimization algorithm for
the reconstruction error, are literally equal to the time prediction case.

Last we would like to point out that a more Matrix Factorization will be revisited in
Section 3.2.5, in a more enhanced scenario involving labeled data, in addition to observed
matrix values.
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3.2 Eco-Driving
Section 2.4 provided an overview of the relatedwork focusing on Eco-Driving, which in-

cludes the problems/challenges raised by, and the methods applied to changing driver be-
haviors in order tomaximize fuel ef iciency. Even though the term 'Eco-Driving' is yet vague
and lacks formalism, we can approximately describe the related research on the area to pri-
marily involve an analysis of several vehicle measurements and history of actions, with the
aim of evaluating the current driving state in terms of fuel ef iciency. Once the state of the
driving is evaluated, then a feedback is provided back either in an off-line or on-line fash-
ion. The negative feedback send back to driver serves as a regulator for him to avoid non-
ef icient actions in the future, while positive feedback motivates him to strengthen such
driving behavior. The procedure is repeated in a dynamic fashion where fuel ef iciency
feedback is frequently delivered and behaviors are frequently revised.

Throughout the scope of project reduction, we would like to present a step forward in
improving Eco-driving analysis, by imposing time series methodologies. We will build our
method based on the observation that the series of driving related actions/ parameters
history/records composes a set of time series. For instance, actions/parameters can be:
velocity of car at a speci ic time, acceleration per time, throttle per time or fuel consump-
tion per time. The message exhibits a time series continuity, therefore we can employ time
series methodologies in order to classify the time series, detect anomalies or regularities
in the records. Hereafter we denote the history of actions/parameter recorded from a ve-
hicle as a consequence of a driver's behavior as simply messages. We can formalize the
time series data in as amatrix of m variousmessage types (acceleration, throttle, etc ...) per
time, while recording messages on a recent time frame on n points. Equation 6 depicts the
messages data denotedmy D ∈Rm×n. Interestingly, the driving history D does describe the
so-called driving behavior. In order to get the driving behavior of the past n time units
starting from current time t , we denote D(t,n)

D(t,n) =


Message Type \Time t−n t−n+1 . . . t
Velocity v v(t−n) v(t−n+1) . . . v(t)
Acceleration a a(t−n) a(t−n+1) . . . a(t)
Throttle th th(t−n) th(t−n+1) . . . th(t)
... ... ... ... ...

 (6)

The duty of an Eco-Driving model is to provide a mapping model M that considers a
data history D(t,n) of length n at current time t and provides one status feedback mes-
sage, F(t), out of s possible statuses in a language L. Typically the feedback can be nominal
text as { eco-friendly, ef icient driving, inef icient driving, dangerous driving, etc ...}, or the
eco-friendlyness feedback can be numerically quanti ied as {5, 4, 3, 2, 1}. The Equation 7
provides the formalism:

M : Rm×n→ Ls,L := language string (7)
F(t) ← M(D(t,n))
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TheEco-Drivingbehavior goes in linewith anadaptivephilosophywhere theuser change
behaviors to respond to feedback messages. We present a novel formalization of a generic
Eco-Driving learning method in Algorithm 2.

Algorithm 2 Eco-Driving Adaptive Learning
Input: Vehicle V , Eco-Driving Model M, Duration of Learning: {tstart , ..., tend}, Time granu-

larity step ∆t ,
Output: Saved Fuel Consumption ∆C
1: Fuel Consumption HistoryC ∈ Rtend−tstart

2: for t ∈ [tstart , ..., tend ] do
3: Read Driving Behaviour Data D(t,∆t)
4: Get Ground Truth Fuel ConsumptionC(t,∆t)
5: Get Feedback F(t)←M(D(t,∆t))
6: Send F(t) toV
7: t← t +∆t
8: end for
9: return ∆C =C(tstart ,∆t)−C(tend ,∆t)

The learning algorithm constantly evaluates the message data and computes the feed-
back message. The provided feedback is send to the user either in an on-line or off-line
fashion. For every time step granularity of our learning procedure we check the ground
truth fuel consumption. The ground truth fuel consumption is collected by direct inspec-
tion of the vehicle fuel usage. The time granularity step enables to measure the progress
based on a duration frame, for simplicity assume ∆t is 1 Month. ThenC(t,∆t) provides the
fuel consumption of the last month prior to month t, while D(t,∆t) the driving behavior of
that last month. In the end of the learning, we are interested to check the progress made.
Therefore we report the change in fuel consumption between the start and the last month
of the learning procedure.

3.2.1 On-line vs Off-line Driver Behavior Feedback

There are two options to deliver the feedback to the vehicle. The categorization is done
based on the relative delay of the response. On-line feedback re lects the instantaneous
messaging of the feedback to the vehicle, re lecting his behavior in a short, recent datamea-
surements. In typical applications the vehicle driver is able to adopt his behavior almost
immediately. On the other side, the off-line analysis refers to providing feedback as a result
of an analysis of a longer period of behavior data, typically days, weeks or months. In the
end of the period, off-line analysis helps to detect trends, anomalies or regularities along
the whole duration of analysis. The ultimate feedback is given periodically, so the driver
can adopt the behavior in a longer future terms. Figure 2 illustrates the concepts of on-
line vs. off-line feedback delivery w.r.t to a centralized decision-making node, which can be
typically a server running an Eco-Driving algorithm.
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Figure 2: Driving Feedback Delivery: On-line and Off-Line (Time series image is courtesy
of [79])

3.2.2 A Use Case Methodology for Feedback Computation

The eco-driving device can be imaginedwhich consists of four components: 1) Personal
Eco-Drive Assistance Screen 2) On-board Diagnostics module and reader to read CANmes-
sages every 2 seconds 3) a GPS chip that is programmed to log the position (i.e. latitude
and longitude) and speed of the vehicle and inally 4) a GPRSmodem that allows data to be
transmitted wirelessly to a central server periodically. The data from the CAN bus and the
GPS chip are synchronized before forwarding them to server.

The server hosts the modules that improve Eco-driving analysis by using time-series
methodologies. These methods are based on the observation that the series of driving re-
lated actions/parameters history/records composes a set of time series. For instance, ac-
tions/parameters can be: velocity of car at a speci ic time, acceleration per time, throttle
per time or fuel consumption per time. The message exhibits time series continuity, there-
fore time series methodologies can be employed in order to classify the time series, detect
anomalies or regularities in the records. These methodologies are described in section 3.2
of deliverable 2.2.

The learning algorithm at server side application, classi ies driver behavior as poor or
good w.r.t fuel economy, and the application attaches an advice message (either to regulate
[poor driving] or strengthen [good driving] driving behavior). This message is sent back
to vehicle via same wireless medium. Once received at vehicle side, Personal Eco-Drive
Assistance Screenwill display thismessage in a suitablewaye.g. the screen candisplay real-
time fuel economyandCO2emission in a color scheme fromred (poor) to green (good), and
also driving advice can be displayed. Figure-3 shows a personal eco-drive assistant.

3.2.3 Feedback Computation is Time-Series Classi ication

Themain challenge of the Eco-Driving is to compute the feedback that needs to be send
to the vehicle. By computation we mean the evaluation and analysis of the behavior data
in order to evaluate the degree of eco-friendliness. The data comes in time-series format,
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Figure 3: Personal Eco-Drive Assistance (Courtesy: Co Eco-Driving: Pilot Evaluation of
Driving Behavior Changes among U.S. Drivers by Boriboonsomsin et al. University of Cali-
fornia)

therefore the time-series methodologies are suited for the task. Then, one could focus on
two broad ields of analysis, unsupervised and supervised analysis of time series. Unsu-
pervised analysis relies on discovering anomalies, regularities and groups of similar data
instances (hence similar behaviors) without explicit feedback from human experts. On the
contrary, supervised learning is focusing on the helpfulness of human expertise categoriza-
tion of the data, in order to derive inference models regarding future data.

In the scope of our work we will focus only on supervised learning. We expect the su-
pervised feedback will come in two manners: irst a human expert can evaluate the eco-
friendliness of several driving session, by indicating whether the driving was: ef icient,
dangerous, inef icient, eco-friendly, etc ... As consequence we can build a model that learns
to discriminate the behavior data (time series) based on the discriminative feedback (cat-
egorization) of the human expert. Then the learned statistical model is used to classify
future behavior without needing experts anymore. We will call the process supervised
time-series classi ication.

Otherwise, in lack of supervised data from human experts, we can derive categoriza-
tion of the behaviors based on other ground truth measurements. A possible ground-truth
measurement is the fuel consumption, which is a measurement that needs no expertise. In
case such measurements are present we can categorize the scale of the metric into nom-
inal classes as for instance {low, medium, high} based on thresholds possibly dictated by
even split of driver behavior data. Then we can use such supervised data in order to clas-
sify future behavior data. Please remind that when we refer to behavior data, we mean the
time-series streams which describe the behavior. Each stream corresponds to a measure-
ment over time (e.g.: accelaration per time unit). In this way, the problem of computing
feedback, for a particular driving behavior, is converted to a time-series classi ication.

34



WP2 D2.2
Report on Basic Predictive Analytics Models

3.2.4 Time-Series Classi ication

Having connected the Eco-Driving feedback task to the problem time-series classi ica-
tion, we would like to extend our analysis forward and provide technical details on time-
series classi ication. The next sections will present a time-series classi ication method,
which is largely a literal description of a recent state-of-art method [37].

3.2.4.1 Introduction to Invariant Time-Series Classi ication: Time series classi ica-
tion is one of the most appealing research domains in machine learning. The generality of
interest is in luenced by the large number of problems involving time series, ranging from
inancial econometrics up to medical diagnosis [106]. The most widely applied time se-
ries classi ier is the nearest neighbor (NN) empowered with a similarity/distance metric
called Dynamic Time Warping (DTW) , hereafter jointly denoted as DTW-NN [55]. Due to
the accuracy of DTW in detecting pattern variations, DTW-NN has been characterized as a
hard-to-beat baseline [27].

Support Vector Machines (SVMs) are successful classi iers involved in solving a variety
of learning and function estimation problems. Yet, experimental studies show that it per-
forms non-optimally in the domain of time series [38]. We explore an approach to boost
the classi ication of time series using SVMs, which is directly inspired by the nature of the
problem and the reasons why SVMs fail to build optimal decision boundaries. In most time
series datasets, the variations of instances belonging to the same class, denoted intra-class
variation, are considerably numerous. Variations appear in different lavors. A pattern of a
signal/time series can start at various time points (translational variance) and the duration
of a pattern canvary in length (scaling variance). Evenmore challenging, suchvariances can
partially occur in a signal, in multiple locations, by unexpected direction and magnitude of
change. There exist more, theoretically in initely many, possible variations of a particular
class pattern, compared to the present number of instances in the dataset. Ergo, such lack
of suf icient instances to cover all the possible variations can affect the maximum margin
decision boundary in under-representing the ideal decision boundary of the problem.

Inorder toovercome the lackof instances, the insertionof virtual transformed instances
to the training set has been proposed. In the case of SVMs, support vectors are trans-
formed/deformed, the new virtual support vectors added back to the training set and the
model is inally retrained [102, 24]. An illustration of the effect of inserting virtual instances
and its impact on rede ining the decision boundary is shown in Figure ??. The most chal-
lenging aspect of this strategy is to de ine ef icient transformation functions, which create
new instances from existing ones, enabling the generated instances to represent the nec-
essary variations in the feature space.

Themain contributionof our study is inde ining anovel instance transformationmethod
which improves the performance of SVMs in time series classi ication. In our analysis the
transformations should possess four characteristics. First the transformations should be
data-driven, concretely an analysis of the intra-class variance distributions should be taken
into account. Secondly, localized variations are required since the variations of series in-
stances appears in forms of local deformations. Thirdly, in order to overcome the time com-
plexity issues, only a representative subset of the instances shouldbe selected forproducing
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Figure 4: a) An ideal max-margin decision boundary for the depicted binary (0/1) classi i-
cation problem. Circled points denote support vectors. b) An actual version of the problem
wheremost class 1 instances aremissing. The actualmax-margin decision boundary differs
from the ideal boundary in a). c) The under- itting of the actual boundary (solid) to repre-
sent the ideal boundary (dots) produces the shadedmisclassi ication region. d) Transform-
ing the class 1 instance in coordinate (3,3) and inserting the transformed instances (pointed
by arrows) back to the dataset, helps rede ine the new max-margin boundary (solid). Con-
secutively, the area of the misclassi ication region is reduced.
variations. Finally the transformations should accurately rede ine the decision boundary
without creating outliers or over- it the training set.

The novel transformation method we introduce satis ies all the above raised require-
ments. The proposed method analyses the translational variance distributions by con-
structing warping alignment maps of intra-class instances. The time series is divided into
a number of local regions and transformation ields/vectors are created to represent the
direction and magnitude of the translational variance at every region center, based on the
constructed variance distributions. Finally, the application of the transformation ields to
time series is conducted using the Moving Least Squares algorithm [100].

The ef iciency of the proposed method is veri ied through extensive experimentation
on 35 datasets from the UCR collection3. Our method clearly outperforms DTW-NN on the
vastmajority of challenging datasets, while being on a par competitivewith DTW-NN in the
easy (low error) ones. Furthermore, the results indicate that our proposed method always

3www.cs.ucr.edu/~eamonn/time_series_data
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improves the default SVM. The principal contributions of the study can be summarized as:

• A novel time series transformation method is presented

• For the irst time, the approach of Invariant SVMs is proposed in time-series domain

• Extensive experimentations are conducted to demonstrate the superiority of the pro-
posed method

3.2.4.2 RelatedWork

Time Series Classi ication: Time series classi ication has been elaborated formore than
two decades and a plethora of methods has been proposed for the task. Various classi iers
have been applied, ranging from neural networks [53, 83] to bayesian networks [88], from
decision trees [96] to irst-order logic rules [95], and from Hidden Markov Models [58] to
tailored dimensionality reduction [78].

Dynamic TimeWarping: Despite the major effort spent in building accurate time series
classi iers, still the nearest neighbor classi ier combined with a similarity technique called
Dynamic TimeWarping (DTW)was reported to producemore accurate results [121]. DTW
overcomes the drawback of other methods because it can detect pattern variations, such
as translations/shifts, size and deformations. The metric builds an optimal alignment of
points among two time series by dynamically constructing a progressive cost matrix. It
computes the the path of the minimal overall point pairs' distance [55]. Adding warping
window size constraints have been reported to occasionally boost the classi ication [56].
In contrast to DTW-NN, our study aims at building a competitive max-margin classi ier.

Invariant SVMsClassi ication: Even though the challenge of handling invariance in time
series classi ication is rather new, it has, however, been applied long ago to the domain of
image classi ication. Signi icant effort to the problem of invariant classi ication was fol-
lowed by the SVM community, where one of the initial and most successful approaches
relies on creating virtual instances by replicating instances. Typically the support vectors
are transformed creating new instances called Virtual Support Vectors (VSV) , with the aim
of rede ining the decision boundary [102, 85]. VSV has been reported to achieve optimal
performance in image classi ication [24]. An alternative technique in handling variations
relies in modifying the kernel of the SVM, by adding a loss term in the dual objective func-
tion. Such a loss enforces the decision boundary to be tangent to the transformation vector
[24, 68]. Other approaches have been focused on selecting an adequate set of instances
for transformation [67]. Studies aiming the adoption of SVM to the context of time series
have been primarily addressing the inclusion of DTW as a kernel [105, 9]. Unfortunately, to
date, all proposed DTW-based kernels we are aware of, are not ef iciently obeying the pos-
itively semi-de inite requirement [38]. The DTW based kernels have been reported to not
perform optimally compared to state-of-art [124]. Generating new instances based on the
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pairwise similarities has also been applied [38], with limited success compared to DTW-
NN. In comparison, our method applies a novel transformation technique along with the
VSV approach.

Instance Transformations: Intentional transformations and deformations of time se-
ries has shown little interest because of the limited studies of VSV classi iers in the domain.
Among the initiatives, morphing transformation from a time series to another has been
inspected [90]. However, deformations have been more principally investigated in the do-
main of images. Moving Least Squares is a state-of-art technique to produce realistic de-
formations [100]. In this work we use the Moving Least Squares method for applying the
transformations over series.

3.2.4.3 Description of the Proposed Method

Principle In order to boost the classi ication accuracy ourmethod needs to generate new
instances via transformations. In order to capture the necessary patterns' intra-class vari-
ations, the transformation technique should aim for certain characteristics and require-
ments. In our analysis, the transformations should obey to the following list of properties:

• Data-Driven: Variance should be generated by analyzing the similarity distribution
of instances inside a class.

• Localized: Intra-class variations are often expressed in local deformations, instead
of global variations.

• Selective: Transforming all the instances becomes computationally expensive and
many instances canbe redundantw.r.t to thedecisionboundary. Therefore it is crucial
to select only a few class-representative instances for generating variations.

• Accurate: The transformed instances should help rede ine the decision boundary,
however care should be payed to avoid excessive magnitudes of transformation, in
order to avoid generating outliers.

Method Outline The transformation method and the instance generation technique we
are introducing, does answer all the requirements we raised in section 3.2.4.3. Initially
we de ine the local transformation ields in subsection 3.2.4.3, which are used to trans-
form time series using the Moving Least Squares algorithm. The transformation ields are
constructed by measuring the translational variance distributions subsection 3.2.4.3. The
variance distributions are obtained by building the intra-class warping maps, de ined in
subsection 3.2.4.3. Finally, the transformation ields are applied only to the support vectors
following the Virtual Support Vector classi ication approach, de ined in subsection 3.2.4.3.
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Transformation Fields and Moving Least Squares In this subsection we present only
the technicalities of how a time-series can be transformed by a particular localized trans-
formation, while the actual method that creates intelligent transformationmagnitudes will
be introduced in forthcoming subsections. Variations of time series are often occurring in
localized forms, meaning that two series differ only in the deformation of a particular sub-
sequence rather than a global difference. In order to include the mechanism of localized
variances we irst introduce the concept of a transformation ield, denoted F . We split
the time series into K many regions, and then we de ine the left/right translation that is
required for each region. Each region will be transformed dedicatedly, while the transfor-
mation will be applied to the centroid of the region. Such centroids are denoted as control
points. The amount of translational transformation applied to every control point (hence
every region) is denoted as the transformation ield vector F ∈ RK . For instance Figure 5
shows the effect of applying a transformation ield on two regions of a time series, where
each region is denoted by its representative control point.

Figure 5: Demonstrating the effect of applying a transformation ield vector of values [+20
-10] to the control points positioned at [95 190] highlighted with vertical lines, on an in-
stance series from the Coffee dataset. The transformation algorithm (MLS) is described in
Algorithm 3.

Themechanism of applying a transformation ield to a series is conducted via the defor-
mation algorithm called Moving Least Squares (MLS) , which is described in Algorithm 3.
This algorithm is used to transform one signal that passes through a set of points P, called
control points. The transformation is de ined by a new set of control points Q, which are
the transformed positions of the control points P [100]. The control points Q are obtained,
in our implementation, by applying transformation ieldsF translations to the original con-
trol points P. MLS applies the transformation by initially creating one local approximation
function lv for each point v of the time series. Thus, for every point we solve the best af ine
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Algorithm 3MLS [100]
Input: A series: S, A transformation ield: F, Control Points: P
Output: New transformed instance: T
1: Q← [P1 +F1,P2 +F2, ...]
2: for v = 1 to |S| do
3: Search lv that minimizes

argminlv ∑|P|i=1 wi|lv(Pi)−Qi|2 , where wi =
1

|Pi−v|2α

4: T [v]← lv(S[v])
5: end for
6: return T

transformations that approximates the new control points Q [line 3 of Alg 3]. There is a
weight decay in the importance of the control points compared to the point for which we
are de ining a local transformation, approximation of near control points get more impact.
The speed of decay is controlled by a hyper parameter α .

Once the local transformation function lv is computed, then the value at point v in the
transformed series is computed by applying the searched transformation function over the
value in the original series. In order for the transformed series to look as realistic compared
to the original series, the transformation should be as rigid as possible, that is, the space of
deformations should not even include uniform scaling, therefore we follow the rigid trans-
formations optimization [100] in solving line 3 of Alg. 3. This subsection only introduced
the transformation ields and the underlying algorithmused to transforma series, while the
successive subsections will show how to search for the best magnitudes of the transforma-
tion ields vector elements, in order for the transformed instances to encapsulate intra-class
variations.

WarpingMaps Before introducing themainhubof ourmethod concerninghowthevariance-
generating transformation ields are created, we initially need to present some necessary
concepts andmeans, which are used in the successive subsection to analyze the intra-class
variance.

DTW is an algorithm used to compute the similarity/distance between two time series.
A cost matrix, denoted W, is build progressively by computing the subtotal warping cost of
aligning two series A and B. The cost is computed incrementally backwards until reaching
a stopping condition in aligning the irst points of the series. The overall cost is accumula-
tively computed at the topmost index value of the matrix, whose indices correspond to the
length of series.

DTW(A,B) = Wlength(A),length(B)
W1,1 = (A1−B1)

2

Wi, j = (Ai−B j)
2 +min(Wi−1, j,Wi, j−1,Wi−1, j−1) (8)
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An optimalwarping path between series A and B, de ined as τA,B or here shortly τ , is a
list of aligned indexes of points along the cost matrix. The sum of distances of the aligned
points along the warping path should sum up to the exact distance cost of DTW. The list of
the warping path indexes pairs (i, j) corresponds to the chain of the recursive calls in the
cost computationWi, j . The sum of the distances among the values of the aligned indexes of
two series, yields the minimum distance, which is equal to the DTW formulation.

τ(A,B) = {(i, j) |Wi, j called in the chain of recursion of DTW (A,B)} (9)

Awarpingmap, denotedM, is a squarematrixwhose elements are built by overlapping
the warping paths of all-vs-all instances in an equi-length time series dataset. In this over-
lapping context, a cell of the warping map matrix denotes how often a warping alignment
occur at that indexe. Equation 10 formalizes the procedure of building a warping map as a
superposition (frequency) of warping paths of all time series pairs A,B from dataset S.

M(i, j)← | {(A,B) ∈ S2 | (i, j) ∈ τ(A,B)} | (10)

A ilteredwarpingmap is created similarly as shown inAlgorithm4,wherewe ilter only
those warping paths that are either right or left aligned at a speci ic point. For instance, if
we need to ilter for right alignment at a point P, we need to build the DTWwarping of any
two series pairs, denoted τ , and then check if the aligned index at the second series is higher
than (right of) the index on the irst series. For instance, the notation τ(A,B)P denotes the
aligned index at series B corresponding to time P of irst series A.

Algorithm 4 FilteredWarpingMap
Input: Dataset of time series S, Control Point P, Direction D
Output: Filtered warping map M
1: if D = right then
2: M(i, j)← | {(A,B) ∈ S2 | (i, j) ∈ τ(A,B)∧P < τ(A,B)P} |
3: else
4: M(i, j)← | {(A,B) ∈ S2 | (i, j) ∈ τ(A,B)∧P≥ τ(A,B)P} |
5: end if
6: return M

In our forthcoming analysis we build warping paths by providing a iltered dataset of
instances belonging to only one class. Therefore we will construct one warping map per
class.

VarianceDistributionAnalysis and Creation of Transformation Fields In this section
we present the main method of creating the transformation, which is be based on the anal-
ysis of the variance distributions of warping paths. The transformation ields represent
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local perturbation vectors of the prede ined regions, R many, by translating the represen-
tative control points. Each control point/region is translated both left and right, therefore
creating 2×R total transformation ields. The amount of translational transformation to
be applied to every region is computed by making use of the warping maps. For each re-
gion, Ri, we ilter in turn the right and left warping paths of instance warping alignments at
that region, in order to analyze the general left/right translational variances of thewarping
alignments on other regions as an impact of a transformation at Ri. An illustration is found
on Figure 6. The time series is divided into three regions de ined by their centroid control
points. In the image, part b), c), d) we show the iltered warping maps for the right warp-
ing alignments at every control points. Please note that three more iltered warping maps
could be created for left alignments, but are avoided due to lack of space.

Figure 6: An illustration concerning the warping map belonging to label 0 of the OSULeaf
dataset. The time series are divided into three region R1,R2,R3 for analysis. The center of
each region is de ined as a control point on time indices [71,213,355]. a) All-vs-all warping
map. b) Warping map created by iltering only right warping paths at control point of R1
at index 71. c)Warping map at control point of R2 at index 213. d) A similar right warping
ilter of R3 at 355.

Once we built the warping map, we can successively construct the distribution of the
warped alignments at every control points. For every region where we apply left/right
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Figure 7: Approximation with Gaussian Probability Density Functions (PDF) regarding the
warping distribution of iltered warping maps in Figure 6, images b and c. a) The warping
distribution as a result of right-warping occuring at R1/CP1. b) The warping distribution
as a result of right-warping occuring at R2/CP2.

translational perturbations, the transformation ield is created to be equal to the means of
the warped points, as an impact of the perturbation. Themeans are selected as transforma-
tion ield, because they represents the tendency of variations at every control point. An il-
lustration of the distributions is depicted in Figure 7. Only two distribution plots are shown
belonging to the warping maps in Figure 6, part b) and c).

Algorithm 5 ComputeTransformationFields
Input: Dataset of time series: S, A class: label, A list of control points CP
Output: List of transformation ields: L
1: L← /0
2: Slabel ←{A ∈ S | A has class label}
3: for P ∈ CP do
4: for direction ∈ {left,right} do
5: M←FilteredWarpingMap(Slabel ,P,direction) from Algorithm 4
6: for P′ ∈ CP do
7: Fj← 1

∥M j,∗∥ ∑|Slabel |
k=1

(
M j,k · (k−P′)

)
, j ∈ [1...|CP|]

8: end for
9: L← L∪{F}

10: end for
11: end for
12: return L

For instance, the means of the distributions, which also form transformation ields at
image a), represents the warping distributions as an impact of perturbation of R1 are [34
24 0]. We can conclude that a right perturbation at R1 causes a right translational impact
on R2, but fades away at R3. Therefore the transformations of instances at R1, will be in
proportional to this distribution. Similarly in image b) there is a perturbation on R2, which
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has a stronger impact on R1 than on R3.
The Algorithm5describes the creation of transformation ields. For every control point

[line 3], we analyze the right and left variations [line 4] and get respective iltered warping
maps [line 5]. The impact of such variation on other control points [line 6] is taken into
consideration by the weighted mean variance at each other control point [line 7].

Learning and Virtual Support Vectors The de ined transformation ields are used dur-
ing the classi ication of time series. Even though in principle various classi iers can bene it
from larger training set, still transforming all instances deteriorates the learning time of
methods. SVMs have a crucial advantage because they point out the important instances
(support vectors) which are needed to be transformed. In our study only the support vec-
tors of a SVM model are transformed, called Virtual Support Vectors (VSV) [102]. Such
selective approach ensures that the decision boundary is rede ined only by instances close
to it, hence the support vectors. The training set is extended to include MLS transforma-
tions of the support vectors as shown in Equation 11. Given a list of control points, denoted
CP, and a list of transformation ields, denoted T F , a transformation scale factor µ , then
Equation 11 represents the addition of transformed support vectors obtained by building
a model, denoted svmModel, from the training set Strain.

S∗train = Strain∪{ MLS (sv,µ · v,CP) | sv ∈ supportVectors(svmModel)

∧ v ∈ T Flabel(sv)} (11)

Algorithm 6 describes the classi ication procedure in pseudo code style. The values of
the transformation scales are computed by hyper-parameter search on a validation split
search during the experiments.

Algorithm 6 LearnModel
Input: Training set of time series: Strain, SVM hyper parameters: θ , Transformation Fields:

T F , Control Points: CP, Transformation Scale: µ
Output: SVMmodel: svmModel
1: svmModel← svm.train(Strain,θ)
2: for sv ∈ supportVectors(svmModel) do
3: label← sv.label
4: T Flabel ← Field vectors of T F for class label
5: for v ∈ T Flabel do
6: V SV ←MLS(sv,µ× v,CP) from Algorithm 3
7: Strain← Strain∪{V SV}
8: end for
9: end for

10: svmModel← svm.train(Strain,θ)
11: return svmModel
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3.2.4.4 Experiments and Results In order to evaluate the performance of our pro-
posed method, denoted as Invariant SVM, or shortly ISVM , we implemented and evaluated
the following set of baselines:

• SVM: The default SVM is a natural choice for a baseline. The performance of our
method compared to the standard SVM will give us indications on the success of re-
de ining the decision boundaries, by injecting transformed support vectors.

• DTW-NN:Characterized as a hard-to-beat baseline in time series classi ication, which
has been reported to achieve hard-to-beat classi ication accuracy [121]. The relative
performance of our method compared to DTW-NN will give hints whether a re ined
maximum-margin is competitive, or not.

The UCR collection of time series dataset was selected for experimentation. Very few
large datasets whose transformation ields creation was excessively time consuming were
omitted. All the datasets were randomly divided into ive subsets/folds of same size (5-
folds cross-validation). Each random subset was strati ied, meaning that, the number of
instances per labelwas kept equal on all subsets. In turn each foldwas used once for testing
the method, while three out of the remaining four for training and one for validation. The
inhomogeneous polynomial kernel, k(x,y) = (γ x ·y+1)d , was applied for both the standard
SVM as well as our method. The degree d was found to perform overall optimal at value
of 3. A hyper parameter search was conducted in order to select the optimal values of the
kernel's parameter γ and the methods transformation scale µ of Algorithm 6, by searching
for maximum performance on the validation set after building the model on the train set.
SVM's parameterC was searched among {0.25,0.5,1,2,4}. The number of regions/control
points was found to be optimal around 10. The performance is inally tested with a cross-
validation run over all the splits.

A cumulative results table involving the experimentation results is found in Table 3. For
every dataset, the mean and standard deviations of the cross validation error rates is re-
ported in columns. The non-overlapping 1-σ con idence interval results, representing sig-
ni icance of ISVM/SVM results versus DTW-NN, are annotatedwith a circle (◦). We grouped
the datasets into two categories, easy ones and challenging ones. The criteria of the split
is based on an error rate threshold, where values greater than 5% of the default SVM are
grouped as easy dataset. The values in bold indicate the bestmean error rate for the respec-
tive dataset/row. The last row indicates a sum of the wins for each method, where draw
points are split to ties. In brackets we denote the wins with signi icant and non-signi icant
intervals.

The irst message of the experiments is that the performance of our method is improv-
ing the accuracy of a standard SVM. In various cases like 50words, Cricket_X, Cricket_Y,
Cricket_Z, Lighting7, OSULeaf, WordsSynonyms, the improvement is very signi icant rang-
ing from +5% up to +11% accuracy. Thus it is appropriate to use our method for boosting
the SVM accuracy, without adding noise.

The second and more important message is that our method produces better mean er-
ror rates than DTW-NN, winning on the majority of the datasets. The performance on the
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Table 3: 5-fold Cross-Validation Experiments Results - Error Rate Fractions

(i) ISVM : Our proposed method Invariant Support Vector Machines
(ii) DTW-NN : Nearest Neighbor with Dynamic Time Warping
(iii) SVM: The default Support Vector Machines

Dataset ISVM DTW-NN SVM
mean st.dev. mean st.dev. mean st.dev.

Easy Datasets
CBF 0.002 0.003 0.000 0.000 0.002 0.003
Coffee ◦0.000 0.000 0.073 0.010 ◦0.000 0.000
DiatomSizeReduction ◦0.000 0.000 0.006 0.000 ◦0.000 0.000
ECGFiveDays ◦0.001 0.003 0.007 0.000 ◦0.001 0.003
FaceAll 0.020 0.007 0.024 0.000 0.027 0.005
FaceFour 0.036 0.038 0.054 0.006 0.045 0.056
FacesUCR ◦0.021 0.007 0.031 0.000 0.026 0.010
Gun_Point ◦0.030 0.027 0.075 0.001 0.050 0.040
ItalyPowerDemand ◦0.026 0.019 0.051 0.000 ◦0.026 0.019
MoteStrain 0.050 0.016 0.045 0.000 0.060 0.020
SonyAIBORobotSurface ◦0.008 0.011 0.027 0.000 ◦0.008 0.011
SonyAIBORobotSurfaceII 0.004 0.004 0.029 0.000 ◦0.003 0.005
Symbols 0.027 0.016 0.019 0.000 0.029 0.012
synthetic_control 0.020 0.013 ◦0.007 0.000 0.022 0.015
Trace 0.030 0.027 ◦0.000 0.000 0.045 0.048
TwoLeadECG 0.002 0.002 0.001 0.000 0.002 0.002
Two_Patterns 0.001 0.001 ◦0.000 0.000 0.006 0.001
wafer ◦0.002 0.002 0.006 0.000 ◦0.002 0.001
Wins (Sig./Non-Sig.) 7 (5/2) 7 (3/4) 4 (4/0)

Challenging Datasets
50words ◦0.199 0.008 0.287 0.001 0.272 0.035
Adiac ◦0.202 0.038 0.341 0.001 0.206 0.037
Beef ◦0.267 0.109 0.467 0.009 ◦0.267 0.109
Cricket_X 0.300 0.025 ◦0.197 0.001 0.391 0.033
Cricket_Y 0.271 0.021 ◦0.213 0.001 0.388 0.045
Cricket_Z 0.306 0.043 ◦0.188 0.000 0.399 0.031
ECG200 0.110 0.052 0.160 0.003 0.125 0.040
Fish ◦0.094 0.031 0.211 0.000 0.103 0.031
Lighting2 0.289 0.025 ◦0.099 0.002 0.297 0.013
Lighting7 0.252 0.054 0.285 0.010 0.357 0.068
OliveOil 0.083 0.083 0.133 0.006 0.083 0.083
OSULeaf 0.296 0.039 0.285 0.003 0.346 0.059
SwedishLeaf ◦0.079 0.017 0.185 0.001 0.082 0.014
uWaveGestureLibrary_X ◦0.193 0.012 0.251 0.000 0.197 0.013
uWaveGestureLibrary_Y ◦0.253 0.009 0.342 0.000 0.259 0.009
uWaveGestureLibrary_Z ◦0.249 0.008 0.301 0.000 0.256 0.011
WordsSynonyms ◦0.200 0.038 0.270 0.000 0.261 0.027
Wins (Sig./Non-Sig.) 11 (9/2) 5 (4/1) 1 (0.5/0.5)
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Figure 8: The effect of increasing the transformation ield scale on three typical datasets.
The accuracy improves proportionally with the scale, until a minimum point is reached.
After the optimal error rate, the large transformations produce noise and deteriorate accu-
racy, as for instance in OSULeaf, after minimum at scale value 1.3.
easy datasets is even (7 to 7). However, our method outperforms DTW-NN on the ma-
jority (11 to 5) of the challenging datasets. The invariant SVM looses signi icantly only
on Cricket_* and Lighting2. In contrast, it signi icantly outperforms DTW-NN on 50words,
Fish, OliveOil, SwedishLeaf, uWaveGestureLibrary_* and WordsSynonyms. Thus, our ex-
periments demonstrate the superiority of our approach to DTW-NN.

The transformation scale parameter introduced in Algorithm 5, controls the scale of
the transformation ields perturbations to be applied to the instances. Intuitively, optimal
transformation ields rede ine the decision boundary, while excessivemagnitudes of trans-
formations deteriorate into noisy instances. A demonstration of the transformation ields'
scale parameter behavior is presented in Figure 8.

Finally, it is worth mentioning that the time complexity of our method is obviously
worse than that of a normal SVM, because of the enlarged training set. Yet, the computa-
tional time is not prohibitive in terms of run-time feasibility. In Table 4 you can ind some
test run times in minutes, of typical prototypes of easy and challenging datasets, with the
aim of demonstrating the run time feasibility of our method compared to DTW-NN. The
run-time minutes shown on the last column are measured over the same random dataset
fold.

3.2.5 Sparsity of Time-Series Measurements

Time-series measurements can often include missing segments. For instance, in the
Eco-driving domain, comparing the behaviors (time-series) of two different vehicles can be
quite hard, since there might be several days where there might exist a time series for a ve-
hicle, while the other may be stationary. Therefore the resulting time series are composed
on various missing segments, e.g.: driver stopping for lunch, data transmission device is
broken etc ... Unfortunatelymost time-series classi icationmodels are con igured to accept
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Table 4: Classi ication Run Times of Typical Dataset

Dataset # labels # instances length ISVM
Time(min)

Coffee 2 56 286 0.01
ECG200 2 200 96 0.04
wafer 2 7174 152 5.48
FacesUCR 14 2250 131 8.73
50words 50 905 270 14.17
Cricket_X 12 780 300 24.00

ideal conditions, where the data is a nice, long, unsegmented stream of data. In reality such
condition rarely hold. Therefore we are going to present a method which handles the clas-
si ication of sparse time-series. The next section and on, will present a method extracted
largely from a recent work [36].

3.2.5.1 Introduction to Sparse Time-Series Classi ication The problem of classify-
ing sparse time series has not been generally analyzed. In the context of our study sparsity
is de ined as the absence of time-series segments at random. The absence of segments is
due to either improper recordings or deliberate avoidance of it. For instance in sensor net-
works, devices like wireless transmitters often experience operational failures that result
in sparse signals. Recording might also be deliberately skipped, as in medical diagnosis,
where high costs lead to partial (sparse) array of measurements over time [97].

Dynamic time warping (DTW) is a distance measure that identi ies time-shifted pat-
terns among series. DTW is used for the nearest neighbor (NN) time-series classi ication
[11]. It has been presented that the combination of DTW and NN achieved hard-to-beat
results [27]. Unfortunately DTW is not directly applicable to sparse time series, since the
warping path procedure not operate with missing segments. An intuitive way to overcome
this can be done in two steps: (i) Approximately reconstructing the full form of a sparse
series, (ii) then apply NN classi ier with DTW on the full form.

In this two-step approach, reconstruction (a.k.a. imputation) can be either intra-series
[87] or collaborative [73]. Intra-series approaches reconstruct themissing segment via an-
alyzing the patterns in the other present segments of the series. Such strategies, as will be
shown, perform non-optimally because of the unpredictable patterns observed on typical
time series data sets. Collaborative techniques advocate sharing the structure informa-
tion with other series instances in the same data set. Speci ically, missing segments are
reconstructed by mimicking pattern structures from other time series, during the same
time interval as the missing segment. Yet, reconstruction techniques may produce noisy
approximations of the original series segments. As our results will demonstrate, classi ica-
tion performance deteriorates for this reason.

Motivated by the aforementioned drawbacks of the reconstruction techniques, we pro-
pose a novel principle to handle sparsity (Section 3.2.5.3). Instead of focusing on improv-
ing reconstruction, our principle aims at classifying sparse time series using only observed
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segments, without any need for reconstructing the missing segments.
Based on this principle, we propose a new method (Section 3.2.5.4) that adapts super-

vised matrix factorization, which collaboratively extracts latent (hidden) features of time
series by considering only observed values. An important aspect of matrix factorization,
is that it creates a latent feature space where all time-series instances jointly share infor-
mation. This latent space is built via a stochastic learning technique which is speci ically
designed for sparse data sets [60]. Additionally, our method performs supervised factor-
ization, which improves separability of latent data by enforcing a classi ication accuracy
loss function [75]. In our implementation we introduce an all-vs-one logistic regression
loss function. Abundant experiments on a large collection of 37 data sets demonstrate the
superiority of our method, which in the vast majority of cases outperforms a set of base-
lines that do not follow our proposed principle (Section 3.2.5.6).

3.2.5.2 Related Work Time series classi ication has been highly elaborated by ma-
chine learning researchersmostly in the two recent decades. Various state-of-art classi iers
have been adopted to the time series domain, ranging from neural networks [53], Bayesian
networks [88] and Support Vector Machines (SVM) [28]. Distance based nearest neigh-
bor empowered with a distance similarity technique called Dynamic TimeWarping (DTW)
overcomes the drawbacks of other classi iers by detecting shifts of patterns in time. Recent
studies show that DTW is a hard-to-beat method in terms of classi ication accuracy [27].
DTW computes the minimum warping distance between two series by constructing a ma-
trix whose cells contain accumulated similarity-aligned path cost [55]. Global constraints
on thewarping path can be applied to restrict the subset of visitable cells around the diago-
nal, calledwarpingwindow [56]. Asmentioned in Introduction, in contrast to our proposed
method, DTW cannot directly handle sparsity.

Imputation is a long studied ield in statistics and computer science involved with the
illing/reconstruction of missing values of data set. Several imputation techniques have
been developed, where one of the most popular is model based imputation, which offers a
collaborative approach for imputing missing segments using information from other data
instances [73]. Spline interpolations, on the other hand, are used to complete missing cur-
vature segments by preserving the continuity and smoothness of the curve [87]. In com-
parison, our method avoids reconstruction at all.

Matrix Factorization (MF) exploits hidden features of a matrix by learning latent ma-
trices whose dot product represent the original [111, 34]. Uni ication of different MF tech-
niqueshasbeen formalizedasminimizing a generalizedBregmandivergence [109]. Stochas-
tic gradient descent learning has been successfully applied for unsupervised factorization
of data sets with missing values [60]. For instance, in recommender systems various MF
strategies have been recently adopted to collaborative iltering of sparse user-item ratings
with the aim of recommending unrated pairs [93]. Supervision, in the context of matrix
factorization, enables the linear separation of classes in the projected data space [75]. The
objective function of the factorization has been shaped to enforce speci ic properties of the
latent projected data, for example, geometric structure of af inity can be used to position
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neighbor instances closer in the projected space [13]. MF has been also applied to the anal-
ysis of time series, for instance inmusic transcription [110], or EEGpreprocessing [98]. Our
study extends the prior works by adopting supervised factorization to sparse time series.

3.2.5.3 Proposed Principle and Method Outline

Proposed Principle We de ine our data set to contain N time series over M time points.
Such data set can be represented as a sparse matrix, denoted X ∈ (R∪{·})N×M , where {·}
denotes the sparse (null) cells. Each row of X corresponds to one time series. The respec-
tive class labels can be de ined alongside as Y ∈ {0,1}N×L, where L is the count of distinct
label values. In this matrix each class label is a row vector where all values are zero except
the index of the class label value, which is set to one. Our proposed principle aims at clas-
sifying unlabeled time series directly, relying solely on observed time series matrix cells,
denoted as O = {(i, j) | Xi, j ̸= {·},1≤ i≤ N,1≤ j ≤M}.

Method Outline Our proposed method is composed of two steps: (i) supervised projec-
tion to a latent space and (ii) classi ication in this latent space. During the irst step, the data
set is projected in a latent space of K dimensions using supervised MF. Supervised factor-
ization has been shown to boost the accuracy of classi iers on the projected space [75]. In
our study, we apply a polynomial kernel Support Vector Machine (SVM) [20] in order to
classify the projected data. Section describes in details the technique employed to handle
the supervised factorization.

3.2.5.4 SupervisedMatrixFactorization (SMF) Matrix factorizationapproximates the
original data set by learning latent featuresmatrices whose dot product can approximately
reconstruct the original matrix as shown in Equation 12. In our problem description the
time series matrix X are approximated by the dot product of two factor matrices U ∈RN×K

and V ∈ RM×K , approximating only the observed cells O. Meanwhile K is the dimension-
ality of the latent space. Firstly, U is the latent representation of time series, where each
row Ui,: de ines the latent features of the original time series Xi,:. Similarly V is the latent
representation of time points.

X≈O UVT (12)

Supervised factorization adds another objective, Equation13, by conditioning the latent
instances of U to be linearly separable w.r.t class labels Y. Let us initially de ine a matrix
W ∈ RK×L to be a set of linear logistic regression weights, one column per class label. We
mutually restrict U and W to be built such that the logistic value of their dot product can
accurately predict the labels Y, where σ is the cell-wise logistic function σ(z) = 1

1+e−z .

Y≈ σ(UWT ) (13)
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The objective of our matrix factorization is to learn optimal latent representation ma-
trices, denotedU∗, V∗, W∗, which best approximate thematricesX andY via a loss function
optimization.

SupervisedMatrixFactorization Theobjective function tobeminimized, shown inEqua-
tion 14, is composed of three loss terms. Firstly the reconstruction loss, denoted LR, makes
sure that the latent feature matrices U and V could reconstruct X. Secondly the super-
vised classi ication accuracy loss term, denoted LCA, enforces the latent time series repre-
sentation U to be corrected such that a set of all-vs-one logistic regression weights W can
maximize the classi ication accuracy on the data set. Finally the regularization term, de-
noted Reg, ensures that the latent matrices do not over it. We introduce a parameter µ as a
switch that controls the trade-off between the importance of reconstruction and the impact
of classi ication accuracy.

(U∗,V∗,W∗) = argmin
U,V,W

µLR(X,UVT)

+ (1−µ)LCA(Y,σ(UWT))

+ Reg(U,V,W) (14)

Reconstruction loss is de ined in Equation 15 as the sum of square errors in predicting
the observed cells of X.

LR(X,UVT) = ∥X−UVT∥2
O

= ∑
(i, j)∈O

(
Xi, j−

K

∑
k=1

Ui,kVT
k, j

)2

(15)

Meanwhile the classi ication accuracy loss, de ined in Equation 16, is expressed as the
cumulative linear logistic regression loss in classifying the training set of time series Y
through the weightsW .

LCA(Y,σ(UWT)) =−
N

∑
i=1

L

∑
l=1

Yi,l lnσ

(
K

∑
k=1

Ui,kWT
k,l

)

+(1−Yi,l)

(
1− lnσ

(
K

∑
k=1

Ui,kWT
k,l

))
(16)

Equation17 introduces the regularization terms, eachde inedwith a squaredEuclidean
norm. This loss assures that the latent matrices U,V,W do not over it.

Reg(U,V,W) = λU∥U∥2 +λV∥V∥2 +λW∥W∥2 (17)
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3.2.5.5 Stochastic Learning The objective function (14) contains only convex terms
therefore gradientdescent is anobvious choice for optimization. In sparsematrices stochas-
tic gradient descent is preferred to the full gradient descent [93], because it accelerates the
convergence of the latent projection [60]. Matrix cells are picked in random order and the
partial error of a single cell is propagated backward to the latent matrices for correction.
In order to repair the error of a single observed cell, the respective row and column of the
latent matrices is corrected in the negative direction of the error. For instance, in order to
repair the loss of cell Xi,j then row Ui,: and column VT

:,j are corrected. A stepwise correction
of a row requires the stepwise updates of all its column values, K columns for reconstruc-
tion loss or L columns for classi ication accuracy loss. In order to apply the gradient update
of every cell value in the latent representations it is a prerequisite to initially compute the
partial derivatives of the loss equations (15) and (16). The computed derivatives are shown
in equation 7-10.

∂LRi, j

∂Ui,k
= 2

(
Xi, j−

K

∑
k=1

Ui,k ·VT
k, j

)
VT

k, j (18)

∂LRi, j

∂V T
k, j

= 2

(
Xi, j−

K

∑
k=1

Ui,k ·VT
k, j

)
Ui,k (19)

∂LCAi,l

∂Ui,k
=−

(
Yi,l−σ

(
K

∑
k=1

Ui,kWT
k,l

))
WT

k,l (20)

∂LCAi,l

∂W T
k,l

=−

(
Yi,l−σ

(
K

∑
k=1

Ui,kWT
k,l

))
Ui,k (21)

Algorithm Algorithm 1 demonstrates amethod that updates the latent matrices until the
cumulative reconstruction and classi ication accuracy loss function cannot be further min-
imized. There are two major parts of the update mechanisms, the reconstruction updates
and the classi ication accuracy updates. During each iterative epoch all observed cells of X,
denoted by O as in Section 3.2.5.3, are randomly taken into consideration. The loss error
reconstructing each cell is used as a scale to correct back the latent matrices U and VT via
the partial derivatives. Updates are issued based on the reconstruction lossLRi, j for a cell i, j
with respect to all K values of the i-th row of U and j-th column of VT . Similar mechanism
is followed for propagating backwards the error associatedwith the classi ication accuracy
loss, with one difference, since label data are not sparse, we do not need stochastic selec-
tions of the cells to process. The learning rate parameter, denoted η , controls the trade-off
between run time and convergence accuracy.
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Algorithm 7 Stochastic Gradient Descent Learning
Input: Sparse X
Output: U,V,W
1: Initialize U,V,W uniformly random between (−ε,+ε)
2: previousLoss←MaxValue
3: currentLoss←

{
LR(X,UVT )+LCA(Y,σ(UWT ))

}
4: while currentLoss < previousLoss do
5: for (i, j) ∈ O in random order do
6: for k = 1 to K do
7: Ui,k← Ui,k−η ·

∂LRi, j
∂Ui,k

8: VT
k, j← VT

k, j−η ·
∂LRi, j
∂V T

k, j

9: end for
10: end for
11: for i = 1 to N do
12: for l = 1 to L do
13: for k = 1 to K do
14: Ui,k← Ui,k−η ·

∂LCAi,l
∂Ui,k

15: WT
k,l ←WT

k,l−η ·
∂LCAi,l
tialW T

k,l

16: end for
17: end for
18: end for
19: previousLoss← currentLoss
20: currentLoss←

{
LR(X,UVT )+LCA(Y,σ(UWT ))

}
21: end while
22: return U,V,W

Oncewe have built the latent representationmatrix U, we can use it as the new data set
for classi ication. Upon algorithm completionU has twomain properties, it is both good es-
timate of the observed data segments and is also well set apart by the classi ier loss, there-
fore it is suitable for being classi ied via an SVMclassi ier. It has been shown that combining
supervised factorization and an additional classi ier in the produced latent space, results
in better classi ication accuracy compared to either unsupervised factorization or classi i-
cation without additional use of classi iers in the latent space [75].

3.2.5.6 Experiments and Results In order to compare the classi ication accuracy of
our supervisedmatrix factorization (SMF)methodweselected the followingbaselineswhich
address the sparsity reconstruction/imputation based on different perspectives. All meth-
ods reconstruct a sparse time series as a prerequisite to NN plus DTW classi ier.

• Model Based Imputation (MBI): is a popular and effective collaborative approach
for imputing missing data [73], [89]. In case a data set contains k features, then MBI
builds k different classi iers, each trained to predict a different feature as target. Each
classi ier treats the observed values of the target feature as training set and themiss-
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ing data as test set [73]. Support Vector Regressionwas preferred due to the superior
performance exhibited in our experiments compared to regression trees.4 Compar-
ing our method towards MBI will show whether avoiding reconstruction improves
classi ication accuracy.

• MatrixFactorizationandReconstruction (MFR): is anotherdirect approach,which
builds latent representation matrices similar to SMF without the classi ication accu-
racy loss term in the optimization loss function [60]. Finally, the aim is to predict
the missing values as dot product of the latent matrices. The relative performance of
SMF against MFR will demonstrate whether the supervision added in our factoriza-
tion loss has additive bene its.

• Spline Interpolation: Splines are effective intra-series alternatives for reconstruct-
ing missing segments. Cubic Spline Interpolation (CSP), interpolate a missing seg-
ment by itting a local cubic polynomial (spline), assuring that the irst derivative
(tangential) and the second derivative (speed of curvature change) are preserved at
the connection points to observed neighboring segments. Similarly B-Spline Inter-
polation (BSP), its a third degree piecewise polynomial into a missing interval by
using neighbor observed points as control points or de Boor points [87]. The relative
performance of SMF against spline interpolation will clarify whether collaborative
reconstruction is superior to the intra-series approach of splines.

Experimental Setup The experiments were conducted on a massive setup of 37 time
series data sets belonging to the UCR collection5. In absence of publicly available sparse
time series data, sparsi ication was simulated by randomly removing segments of contin-
uous time points. Each segment has length equal to 10% of the whole series, where the
starting point of the segment is picked uniformly random. Every data set was subject to a
5-fold cross validation split, three folds used for training, one for validation and one fold
for testing. The inal accuracy on the test sets was averaged among splits. The SMF hyper-
parameters to be tuned were: the regularization coef icients λU ,λV ,λW of equation 17, the
number of latent dimensionsK, µ of Equation14, the learning rateη of Algorithm1, and the
SVM complexity parameter C. In order to reduce the computational time, the same λ val-
ues were used for all latent matrices and the SVM learns a ixed degree polynomial kernel.
To easy experiment reproducibility we report the following ranges of parameters: Learn-
ing rates η one of {0.01,0.001,0.0001}, K around 30% of the number of features, λ one of
{0.0001,0.001,0.01,0.1}, µ one of {0.5,0.6,0.7,0.8}, SVM'sC one of {0.125,0.25,0.5,1,2,4},
while the degree of polynomial kernel was ixed to 4.

To help the interpretation of our results, we introduce a metric for categorizing the
data sets in the examined collection. The metric, denoted as E2D, is de ined as E2D =

4Expectation Maximization (EM) was also a candidate, however it performed poorly in our experiments.
EM implementations suggest that the number of training instances bemore than the number of features [101],
but time series data sets do often have more features (time points) than instances.

5www.cs.ucr.edu/~eamonn/time_series_data
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E (Euclidean)−E (DTW ), where E (Euclidean) denotes the error percentage of 1-NN clas-
si ier using Euclidean distance (hereafter simply referred to as Euclidean-NN). Similarly
E (DTW ) denotes the error percentage of 1-NN using DTW (hereafter referred to as DTW-
NN). Only for this categorization, the provided (non-sparse) train/test splits in the UCR
collection were used. Based on the E2D metric, the UCR data sets can be categorized into
three types:

• Type-1 Data Sets: E2D ≤ 0. Euclidean-NN, is more, or equally, accurate w.r.t. DTW-
NN, implying data has no patterns shifted in time. Nearest neighbor classi ier is a
dominant factor affecting classi ication accuracy, while DTW-NN is expected to per-
form non-optimally.

• Type-2 Data Sets: 0 < E2D ≤ α . DTW-NN is slightly superior w.r.t Euclidean-NN,
implying patterns are slightly shifted in time. In order for the types to contain about
equal number of data sets, we set α to 10. SMF is not supposed to handle time shift-
ing, however we still expect SMF to be competitive because the disadvantage in con-
sidering time shifting is counteracted by the advantage in handling sparsity without
needing reconstruction/imputation. Meanwhile the accuracies of DTW-based meth-
ods are expected to deteriorate because of the additive reconstruction error.

• Type-3 Data Sets: E2D > α . DTW-NN has large superiority, therefore time series
contain patterns signi icantly shifted in time. Since SMF is not modeled to consider
large time-shifts, we expect worse results than baselines.

Results Table 1 presents the results of the experiments. Three degrees of sparsity were
applied to every data set 20%,40% and 60%. Result values denote classi ication error per-
centages, where bold results show the winning method per degree of sparsity. Moreover
values shown with circle (◦) denote cases where the difference between the average error
of the winning method and second best method is adequately large, such that the standard
deviations span of these two errors do not overlap. The results are interpreted in accor-
dance with the E2D-based categorization as follows:

• Type-1 Results: In data sets where patterns are not shifted in time. As expected
from above, SMF has a clear dominance winning 36.33 (fraction due to ties) out of 45
experiments.

• Type-2 Results: In accordance to our expectation, SMF's superior handling of spar-
sity counteracts the initial light accuracy advantage of the baselines that handle time
shifts. It wins 22.83 out of 36.

• Type-3 Results: The existence of signi icant time shifts provides superiority to the
baselines. Therefore SMF could only win 7 out of 30 experiments.

Overall Results: SMF wins in the vast majority of experiments as demonstrated in the
Total Wins row of the table.
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Table 5: Classi ication Error Percentages of Different Algorithms on Sparse Datasets

Data E2D 20% Sparsity 40% Sparsity 60% Sparsity
Set BSP CSP MBI MFR SMF BSP CUB MBI MFR SMF BSP CUB MBI MFR SMF

Type-1 Data Sets
EC2 -11 24 22 20 23 16 29 29 24 26 ◦15 38 32 26 23 24
MOT -4 11 12 10 8 8 17 15 13 14 12 22 25 17 18 17
BEE -3 47 55 53 57 43 57 57 48 50 50 70 70 58 58 58
ECF -3 9 11 7 4 ◦0 22 26 11 9 ◦3 33 42 18 16 ◦11
SO2 -3 14 13 9 7 5 23 25 12 13 ◦8 32 32 13 14 13
UWY -3 42 40 45 40 ◦34 51 51 52 45 ◦40 63 61 60 52 ◦48
WAF -2 2 3 Runn. 2 ◦0 4 4 4 2 ◦1 5 7 5 3 ◦2
ADI -1 60 53 53 37 ◦26 79 76 68 48 ◦35 88 87 71 59 ◦49
GUN -1 12 19 23 10 6 17 25 29 19 9 33 36 27 28 23
ITA -1 8 7 5 5 4 12 12 5 6 5 16 16 3 8 6
UWX -1 32 31 33 30 ◦27 43 42 43 36 ◦32 59 55 54 45 ◦39
UWZ -1 38 38 40 37 ◦31 50 46 47 42 ◦37 61 58 56 50 ◦44
CHL 0 52 52 43 37 ◦2 57 57 49 41 ◦7 56 57 52 38 ◦19
OLI 0 60 62 ◦22 38 43 55 77 ◦15 37 42 68 70 ◦27 57 63
SWE 0 40 37 32 26 ◦18 63 61 44 41 ◦27 77 78 53 55 ◦43
Type-1 Wins 0 0 1 0.5 13.5 0 0 2.5 0 12.5 0 0 3.33 1.33 10.33

Type-2 Data Sets
DIA +3 6 5 3 1 1 17 11 6 0 1 33 26 9 4 3
WOR +3 49 48 48 40 41 69 68 60 55 50 83 80 72 69 ◦62
MED +5 36 30 30 28 32 41 41 40 36 35 49 52 43 43 43
SON +5 14 12 7 6 ◦3 22 24 9 8 5 31 33 13 15 ◦8
SYM +5 6 5 9 4 5 12 12 15 6 9 22 21 22 14 11
FAF +5 31 39 19 9 8 49 70 25 20 15 67 64 25 25 31
FIS +5 49 45 45 35 ◦17 69 67 51 48 ◦23 77 77 56 58 ◦41
50W +6 52 51 48 41 ◦37 71 70 62 61 ◦47 86 84 72 75 ◦63
COF +7 41 33 14 11 5 43 43 16 13 5 59 44 12 25 18
OSU +7 56 53 51 43 45 64 67 62 54 50 73 75 72 66 62
FAA +9 26 28 13 8 12 52 60 28 23 21 73 78 38 42 ◦34
TWO +9 3 3 7 5 16 17 20 21 ◦13 31 41 46 39 ◦31 48
Type-2 Wins 0.5 0.5 0 5.5 5.5 0 0 0 3 9 0 0 1.83 1.83 8.33

Type-3 Data Sets
SYN +11 12 10 4 3 4 27 25 5 7 12 50 48 10 14 19
LI2 +12 26 27 25 20 34 ◦25 43 30 29 36 44 48 ◦33 40 43
FAU +14 29 28 14 ◦9 12 54 58 28 23 ◦21 72 77 40 39 36
CBF +15 3 6 3 2 1 15 14 7 7 5 31 30 11 15 13
CRY +15 45 46 40 36 47 65 67 55 ◦48 60 78 82 68 ◦58 74
LI7 +15 40 43 37 31 48 53 59 49 46 49 63 72 46 49 60
TWE +16 6 6 3 1 0 17 18 8 4 2 30 32 11 9 6
CRZ +17 43 42 41 ◦32 49 59 62 52 49 63 75 80 67 61 70
CRX +20 43 41 40 ◦32 52 57 67 53 47 59 78 81 67 ◦60 72
TRA +24 9 9 21 ◦8 17 18 ◦16 28 20 29 36 40 37 28 33
Type-3 Wins 0 0 0 8 2 1 1 1 4 3 0 0 4 4 2

Cumulative Results
Total Wins 0.5 0.5 1 14 21 1 1 3.5 7 24.5 0 0 9.16 7.16 20.66

Data Set Name Acronyms
EC2:ECG200, MOT:MoteStrain, 50W:50Words, BEE:Beef, TWE:TwoLeadECG, UW*:uWaveGestureLibrary_*,
ECF:ECGFiveDays, MED:MedicalImages, ITA:ItalyPowerDemand, CHL:ChlorineConcentration, WOR:WordsSynonyms,
TRA:Trace, SWE:SwedishLeaf, DIA:DiatomSizeReduction, SON:SonyAIBORobotSurface, SO2:SonyAIBORobotSurfaceII
FAF:FaceFour, FIS:Fish, COF:Coffee, OSU:OSULeaf, FAA:FaceAll, TWO:Two_Patterns, GUN:Gun-Point, SYM:Symbols
SYN:SyntheticControl, WAF:Wafer, OLI:OliveOil, ADI:Adiac, FAU:FacesUCR, LI*:Lightning*, CR*:Cricket*, CBF:CBF
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Figure 9: Type-1 data set 'Adiac': Error Ratios per Different Degrees of Sparsity, (0.x is x ·
100%). Vertical bars denote standard deviations.

Figure 10: Type-3 Data Set 'CBF': Error Ratios per Different Degrees of Sparsity. Vertical
bars denote standard deviations.

Below, we demonstrate experiments on two data sets with varying levels of sparsity.
Results for a Type-1 data set, Adiac, are depicted in Figure 1, showing that SMF constantly
results in the lowest error ratio on all degrees of sparsity. The second graph shown in Fig-
ure 3 illustrates CBF, a Type-3 data set. As expected, SMF is not the winning method in all
sparsity ratios. However due to the advantage of avoiding reconstruction, SMF recovers
the handicap of not detecting time shifts and therefore it is highly competitive against the
winning baselines.
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Figure 11: A data warehouse architecture (Left). Distributed Data Mining Framework
(Right) [Handbook of Data Mining]

3.3 Distributed Data Mining
3.3.1 Introduction

Advances in computing and communication over wired andwireless networks have re-
sulted in many pervasive distributed computing environments. The Internet, intranets, lo-
cal area networks, wireless and wireless ad-hoc networks are some examples. Many of
these environments have different distributed sources of voluminous data and multiple
compute nodes. Analysing andmonitoring these distributed data sources require datamin-
ing technology designed for distributed applications. Mining in such environments natu-
rally calls for proper utilization of these distributed resources. Distributed data mining
deals with the problem of data analysis in environments with distributed data, computing
nodes, and users [22]. Mining patterns from large-scale distributed networks, such as Ve-
hicular Ad-Hoc Networks (VANETS), is a challenging task, because centralization of data is
not feasible. Figure 11 depicts a mismatch between the architecture of most off-the-shelf
data mining systems and the needs of mining systems for distributed applications. On left,
it shows a schematic diagram of the traditional datawarehouse-based architecture for data
mining. Thismodel of dataminingworks by regularly uploadingmission critical data in the
warehouse for subsequent centralized analysis of data. This centralized approach does not
work well in many of the emerging distributed, ubiquitous, possibly privacy-sensitive data
mining applications. The communication cost, long response time, lack of proper use of
distributed resources, router-less ad-hoc environment with a highly dynamic topology of
inter-connecting vehicles, make centralization of data impractical.

The goal of distributed data mining is to develop mining algorithms that are commu-
nication ef icient, scalable, asynchronous, and robust to dynamic topology, which achieve
accuracy as close as possible to centralized ones.

3.3.1.1 Vehicle-to-Vehicle (V2V) and Vehicle-to-Infrastructure (V2I) Data, Mining:
Why Bother? Vehicles generate sample data. However, accessing the data, particularly
the ones speci ic to different manufacturers, is a nontrivial issue from the know-how per-
spective sincemany of these parameters are not publicly available. Upon access to the data,
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there aremanyuseful things that can be done (e.g. detect potential vehicle health problems,
optimize fuel economy, achieve proper driving performance, and emissions reductions) by
using advanced data mining techniques [52].

But this brings several challenges. Vehicles generate high throughput data streams.
Monitoring hundreds of different sub-system parameters over couple of hours may eas-
ily generate several MBs of data and transmitting this data over the wireless network is a
non-trivial challenge. This requires exploring the other option: on-board data mining and
transmission of the results either to the server (V2I) or to neighboring vehicle (V2V) over
the wireless network.

3.3.1.2 Real-time On-board Monitoring and Mining of Data (Applications of Data
Mining in V2I Scenario): A useful application of vehicle-to-infrastructure data mining
is for monitoring commercial vehicle leets using on-board embedded data stream mining
systems and other remote modules connected through wireless networks in a distributed
environment. Such systems [MineFleet] can be very useful for modeling, benchmarking,
and monitoring of vehicle health, emissions, driver behavior, fuel-consumption, and leet
characteristics.

Predictive vehicle health monitoring is very important in many leets since breakdown
of a vehicle on the road is often very expensive because of the downtime, unpredictabil-
ity, and often increase in cost. Such systems extract and process multitude of information
available from the diagnostic data bus and possibly correlating thatwithmaintenance data.
Performing on-board analytics on this data and transmitting prediction results about vehi-
cle health and driver behavior to the back-end server running aweb service can give a huge
insight to leet owners. On-board classi ication of driver behavior and their ef icacy can add
a big value to company's return on investment.

Figure 12: V2V / V2I Communication Architecture [From “The Security of Vehicular AdHoc
Networks”, M. Raya and J.-P. Hubaux, SASN 2005]
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The major functionality of such systems can be characterized as follows:

• Optimize Fuel Economy by
Modeling fuel consumption behavior
Identifying factors that are causing poor fuel economy
Benchmarking fuel sub-system

• Driver Behavior Monitoring
Policy-based driver behavior monitoring
Identify the effect of driver behavior on fuel economy

• Predictive Health Monitoring
Automatically execute built-in library of tests for checking the health-status of

the vehicle
Predictive modeling of the vehicle sub-systems

• Minimize Wireless Communication
Onboard data streammining
Send alerts and analytics only when problems occur

3.3.1.3 Predicting Traf ic Congestion and Reducing Fuel Consumption: (Applica-
tions of Data Mining in V2V Scenario) According to the Texas Transportation Institute
[23], in 2009 the cost of wasted time and fuel due to traf ic congestion in the US was about
$115 billion. Besides the economic cost, traf ic congestion leads to more pollution in our
cities. Excessive traf ic became a civilization problem that affects everyone who lives in a
city of 50,000 or larger, anywhere in the world.

A transition from free low to congested traf ic on highways often originates sponta-
neously and despite the fact that the road could satisfy a higher traf ic demand. The reason
for such a traf ic breakdown is perturbations caused by human drivers in dense traf ic. Pe-
riodically emitted beacons are used to analyze traf ic low and to warn other drivers of a
possible traf ic breakdown. Drivers who receive such a warning are told to keep a larger
gap to their predecessor. By doing so, they are less likely the source of perturbations which
can cause a traf ic breakdown.

It is necessary to understand the nature of traf ic breakdown, which describes a spon-
taneous drop of the average velocity on a stretch of road; often a breakdown occurs spon-
taneously without an obvious cause like a construction site or an accident. It is actually
caused by misbehavior of human drivers in dense traf ic. Periodically emitted beacons are
used to analyze the current traf ic state. Communicating vehicles change their driving be-
havior in dense traf ic and inform following vehicles about the discovery of dense traf ic.
After a vehicle has changed its driving behavior it is expected to be less likely the trigger of
traf ic breakdown.

Traf ic congestion has three principal effects on road users [42]:
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Figure 13: Data Aggregation to Create a Global Traf ic Flow Model

• It increases the travel time required for trips;

• It increases the vehicle operating costs (VOC), i.e. mainly fuel consumption, others
can be mechanistic principles like tyre consumption;

• It increases the volume of emissions from vehicles.

The fuel consumption of vehicular traf ic (and associated CO2 emissions) on a given road
section depends strongly on the velocity pro iles of the vehicles. The basis for a detailed
estimation is therefore the consumption rate as a function of instantaneous velocity and
acceleration [72].

Another application scenario is at signalized intersections. Signalized intersections,
as a critical element of an urban road transportation system, regulate the low of vehi-
cles through urban areas. As a result, traf ic lowing through signalized intersections is
iltered by the signal system causing vehicular delays, which increases the total travel time
through an urban road network, thus resulting in a reduction in the speed, reliability, and
cost-effectiveness of the transportation system in terms of fuel consumption. Furthermore,
longer delays yield to degradation of the environment by increasing air and sound pollu-
tion. For all these reasons, it is important to predict and minimize these delays.

Complexity of processes that stand behind traf ic low is so large, that only data mining
algorithms - from the domains of structure mining, graphmining, data streams, large-scale
and temporal data mining - may bring ef icient solutions for these problems.

Machine learning based predictionmodels providing congestionwarnings and alterna-
tive route guidance show great improvements in solving the inef icient diversion strategy
problem, in case of congestion, by estimating future travel time, and hence effecting fuel
economy.
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3.3.2 Methodology

The methodology proposed in this section has been submitted for publication in GFKL
2012 6[57].

We propose to reformulate peer-to-peer (P2P) distributed datamining approach to use
in VANETS to explore its ef iciency for several applications like predicting traf ic congestion
with the ultimate goal of fuel consumption. We consider vehicles as nodes in a P2P setting.

We adopt the model propagation approach. The main idea of our methodology is to
build local classi iers on-board, and exchange a very reduce but most representative form
of learned models between vehicles (nodes) in a road segment (road neighborhood). We
will focus on the using ‘light weight’ data mining, with least communication cost, but as
close as centralized model learning approaches in terms of prediction accuracy. We ex-
plore and device such learning algorithms that can work ef iciently within the constraints
of distributed environment like VANETS.

For this purpose, we propose to use Reduced Support Vector Machines (RSVM) for dis-
tributed vehicle-to-vehicle data mining in VANETS. RSVMwere irst proposed by [48] as an
alternate of the standard SVM. Motivated by resolving the dif iculty on handling large data
sets using SVMwith nonlinear kernels, it preselects a subset of data as support vectors and
solves a smaller optimization problem. We consider the support vector machine (SVM)
with a quadratic cost function [25]. Given a training set of instance-label pairs (xiyi), ∀i =
{1, ., l} where xi ∈ Rn and yi ∈ {1,−1}, the support vector technique solves the following
optimization problem:

minimize 1
2
||w||2 +C

n

∑
i=1

ξi (22)

subject to:
yi(wT Φ(xi)+w0)≥ 1−ξi,and ξi ≥ 0, i = 1, ..., l

SinceΦ(x)maps x into a higher (maybe in inite) dimensional space, practicallywe solve
its dual, a quadratic programming problem with the number of variables equal to l:

minimize 1
2

αT (Q+
I

2C
)α− eT α (23)

subject to:
yT α = 0,and αi ≥ 0, i = 1, ..., l

Where e is the vector of all ones, Q is an l by l positive semi-de inite matrix, Qi j =
yiy jK(xi,x j), and K(xi,x j) = Φ(xi)

T Φ(x j) is the kernel function.
Lee et al. [48] proposed to restrict the number of support vectors by solving the reduced

support vector machines (RSVM). The main characteristic of this method is to reduce the
matrix Q from l x l to l xm, where m is the size of a randomly selected subset of training data

6 www.gfkl.de
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Figure 14: Comparison Table of Testing Accuracy (SVM vs RSVM) [77]

considered as candidates of support vectors. The smaller matrix can be stored in memory,
so optimization algorithms such as Newtonmethod can be applied. RSVM is different from
directly solving smaller SVMproblemswith a subset of training because as the l constraints
in the primal problem are still kept during the optimization process. Experiments have
shown the performance (testing accuracy) is as good as the regular SVM, while it reduces
the number of generated support vectors signi icantly.

The idea of RSVM is to reduce the number of support vectors. It is achieved by randomly
selecting a subset of m samples for constructing w:

w = ∑
i∈R

yiαiΦ(xi) (24)

where R contains indices of this subset. So we solve the following general form.

minimize 1
2
(αT α +b2)+C

l

∑
i=1

ξ 2
i (25)

subject to:
Q:,Rα +by≥ e−ξ

Where α is the collection of all α i, i ∈ R. Note that nowm is the size of R. There are still
l constraints.

Kuan-Ming Lin et al. [77] performed extensive experimental evaluations of RSVM in
comparison to regular SVM. Table 14 shows that RSVMperforms quite close to regular SVM.
On the other hand, Table 6 depicts, that various versions of RSVM generated signi icantly
less number of support vectors in comparison to regular SVM.

In thiswork,wepropose touse this characteristic ofRSVMformodel exchange inVANET
scenario for applications like inter-vehicle knowledge exchange for traf ic congestion con-
trol, with the hypothesis that we can achieve a closer prediction performance as regular
SVMs with signi icantly reduced size models to ensure communication ef icient data min-
ing.
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Table 6: Number of Support Vectors

Problem SVM (C-SVC) RSVM (SSVM,LS-SVM,LSVM), nu=10%

ijcnn 4555 200
adult 642 160

binary
covertype 24202 3590

dna 973 372
protein 14770 596

3.4 Progress Statements
To develop novel algorithms for the creation of the prediction models, a broad range of

the Intelligent Transportation Systems literature was inspected and the fuel consumption
impact of the tasks were analysed.

Threeproblemswere isolated,with themost fuel saving impact: Eco-Driving, Eco-Routing
and Distributing Data Mining. The state of art literature Eco-Driving and driving behaviour
analysis was reviewed. The problem was re-formalized as a dynamic model that continu-
ously analyses a driver’s behaviour data and provides feedbackmessages back, in order for
the driver to adapt their style.

In order to achieve the analysis of driving behaviour data, the partners have converted
the feedback computation process into time-series classi ication. The CAN Bus messages
that describe behaviours come in time-series form like acceleration/throttle per time unit.
Therefore, the state of art in time-series classi ication was analysed and a novel algorithm
to classify invariant time-series was designed.

A new algorithm was designed which handles the temporal invariance / deformations
of a time series bymodifying the decision boundary of themaximummargin classi iers like
Support Vector Machines. The support vector instances of a training set are transformed
using a novel transformation technique, such that the new produced virtual instances in-
corporate necessary variations of the original instances.

The transformation is data-driven and utilizes the distribution of variations among the
instances, by building interpolating warping paths of instances into warping maps. The
warping maps are analysed for variations at speci ic locations of the time series and the
average variations are yield into transformation ields. Once the transformation ields are
computed, they are applied in the support vector instances using theMoving Least Squares
method. The inal outcome produces new virtual instances, which are inserted into a larger
training set and a maximummargin classi ier is retrained.

The newdataset incorporates the necessary time-series variations and decision bound-
ary is rede ined, so classi ication is boosted. The method was implemented in Java. Abun-
dant experiments were run on 35 datasets of the UCR collection and the results demon-
strate signi icant improvements compared to the state of art techniques. A publication pre-
senting the idea was submitted and accepted at the ECML2012 conference.

Literature on routing was also reviewed. A personalized travel time prediction algo-
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rithm was developed in order to have a route that predicts the travel time based on the
historical data of the driver including his trips and times. An algorithm was designed to
compute personalized travel times. A matrix of road segments per vehicle is constructed
fromhistorywith all cells being the recorded times. A prediction for the non-observed cells
is constructed using a derived learning method via matrix factorization. Similarly for ef i-
cient prediction of fuel consumption the method is analogous with fuel consumption per
segment illed into the matrix. Rarity of time series is an issue faced in real data, therefore
the consortium has developed a method to ef iciently classify time series using supervised
dimensionality reduction learned with stochastic gradient descent, that projects only the
observed segments to a lower dimensionality space, and classi ies the projected time-series
instances.

An implementation was completed, additional baseline methods were implemented
and experiments were conducted. Themethodwas published in the AAAI2012 conference.
Consultations and feedback was provided to TRI regarding the architectural design involv-
ing infrastructure needs of WP2, including storage of GPS, geographic map repository for
storing the digital maps to do the position to road conversion and the communication pro-
tocols to provide real time feedback to the driver.

The literature of distributed data mining was inspected for works related to VANET ap-
plications of transportations. A novel techniquewas designed for lightweight classi ication
in a P2P network in a distributed fashion. Reduced-SVM (RSVM) is implemented with the
concept of reduced set of Support Vectors to be communicated with reduced overhead but
keeping comparable classi ication accuracy to centralized methods. The method was pub-
lished in GFKL2012.

Finally, the summary of results obtained in WP 2 through the prediction models was
published in the deliverable D2.2 “Basic Predictive Analytics Model”.
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4 Risk Assessment

4.1 Unavailability of CANBus Data:
Unavailability of CANBus data effects in following ways:

1. The true fuel consumption cannot be measured

2. Other auxiliary messages such as true speed, true breaking etc. cannot measured.

In such new scenario, the following adoptions are required to be incorporated by deliv-
erable D2.2

ForPersonalizedTravelTimePrediction: Asmentioned indeliverable3.3, high-frequent
GPSmeasurements are expected to have best usefulness for estimating travel time. The rea-
son is that with this data-source type it is possible to reconstruct the actual route driven
by the vehicle. This allows for very precise estimations of how long it takes to driver from
Point A to Point B as shown in igure 15 because the time used to drive blue route can be
deduced from the high-frequency GPS measurements.

Figure 15: Basic Idea for Travel Time and Eco-Route Estimation

Moreover, the data size for high-frequent GNSS measurement is currently estimated to
be low. The REDUCTION project has access to approximately 370 million GNSS measure-
ments from 120 vehicles with a total of approximately 500,000 trips. This data is from a
concluded project “Pay as You Speed” [62].

The fuel consumption can be approximated from the velocity/acceleration charts via
fuel consumption estimation models given in deliverable 3.3 in section Time-to-Eco and
Trajectory-to-Eco.

For Driving Behavior Analysis: Other messages will not be incorporated in the driver
behavior analysis. The behavior will be analyzed using only velocity/acceleration time se-
ries as described in section- 3.2
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5 Conclusion

This report describes the basic predictive models for driver behavior adaptation for eco-
logical driving, personalized eco-routing and traf ic management. Several ITS (Intelligent
Transportation Systems) tasks with impact on fuel consumption have been identi ied and
ranked according to their impact on fuel economy. After detailed evaluations of ITS tasks,
we chose Eco-Routing, Eco-Driving and Traf ic Management as the tasks having highest im-
pact on fuel. a time series classi ication method is presented, that classi ies driving behav-
ior related actions/parameters and history/records A time series classi ication method is
presented for Eco-Driving, that classi ies driving behavior related actions/parameters and
history/records. Personalized travel time prediction has been described as a method to
predict eco-routes. This method uses matrix factorization techniques which, on the basis
of driver's data from his previous historical trips, infers accurate predictions for the travel
time and usage of desired future trips. Finally, distributed datamining in vehicle-to-vehicle
scenario is described as a method that can help in predicting traf ic congestion and hence
in avoiding it in prior. Extensice experimental evaluations show the ef icacy and attractive-
ness of the proposed methodologies.
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Glossary

Table 7: Terms used in this document

Term Description
CANBus Data Detailed information about a single vehicle, e.g., actual fuel consumption, engine RPM,

and throttle position.
GHG Greenhouse gas, such as CO2 and NOx
Trip The path taken by a single vehicle in a road network. The trip consists of a start point,

a destination, and zero or more planned stops along the path.
DTW Dynamic TimeWarping: Similarity or distance metric for Time Series Classi ication
NN Neural Network Classi ier
SVM Support Vector Machines Classi ier
Kernel A function that computes similarity/dot-product between two vectors in feature

space
MF Matrix Factorization: A Machine Learning method which exploits hidden features of a

matrix by learning latent matrices whose dot product represent the original.
Time Series A time series is a collection of observations of well-de ined data items obtained

through repeated measurements over time.
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