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1 Introduction

The scope of this deliverable is to describe the results of the third year for workpackage WP3. Descriptions
of the main new results are collected in section 2 for Cross-Lingual Speaker Adaptation (CLSA) in Automatic
Speech Recognition (ASR), Machine Translation (MT) and Text-To-Speech synthesis (TTS). In order to keep this
deliverable short and readable, we will refer to EMIME publications (which are available via the EMIME website)
for further details where possible.

1.1 Relationship to other EMIME deliverables

The target languages for the project and the available resources have been described in D1.2 Languages and re-
sources for study in WP3. This deliverable D3.3 continues the work described in D3.2 Description of the multilin-
gual speech recognition systems and their use in the supervised cross-lingual speaker adaptation to improve the
CLSA methods and improve and extend the results of D2.2 Final workpackage report into cross-lingual systems.

The implementation of the final interated CLSA system is described in deliverable D4.5 Final research system
for evaluation. For the machine translation component of the system we have defined a baseline version in D1.3
Description of the baseline machine translation system. The final real-time demonstration for cross-lingual speech-
to-speech translation and adaptation is described in D4.6 Final version of real-time demonstrator.

The various evaluations and their outcomes for the EMIME research and real-time systems are described in
deliverable D5.5 Final report of formal internal evaluations and of real-time demonstrator evaluation. External
evaluation via the Blizzard Challenge was described in D5.3 Blizzard entry 2010.

2 Advances in cross-lingual adaptation techniques

This section summarises the work in done within WP3. The core of the whole project is formed by cross-lingual
speaker adaptation (CLSA) techniques applied to an average speech synthesis voice model. Advances in these
techniques are detailed in Section 2.4.

The CLSA techniques are very much dependent on basic techniques of speaker adaptation and also other
components of the system, and therefore also work done in the fields of general synthesis adaptation, speech
recognition and machine translation are given here. The complete system will be presented, followed by a summary
of the work done in each of the components. As the principles of the personalised speech-to-speech translation
system have already been covered in previous deliverables, only a very simple list of components is presented.

2.1 The S2S translation system

Speech
recogniser

Cross-lingual
synthesis
adaptation

Speech
synthesiser

Speaker

Listener
Machine
translator

Figure 2a: Speech-to-Speech translation system.
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A mobile real-time speech-to-speech translation (S2ST) device is one of the grand challenges in natural lan-
guage processing (NLP). It involves several important NLP research areas: automatic speech recognition (ASR),
statistical machine translation (SMT) and speech synthesis, also known as text-to-speech (TTS). In recent years
significant advances have also been made in relevant technological devices: the size of powerful computers has
decreased to fit in mobile phones and fast WiFi and 3G networks have spread widely to connect them to even more
powerful computation servers. Several hand-held S2ST applications and devices have already become available,
for example by IBM, Google or Jibbigo, but there are still serious limitations in vocabulary, language selection and
performance. Our system consists of the components shown in Figure 2a.

Core publications

• Yong Guan, Zheng Lin and Jilei Tian: Real-time Speaker Adapted Speech to Speech Translation System in
Mobile Environment ICSP 2010 [5]

• Mikko Kurimo, William Byrne, John Dines, Philip N. Garner, Matthew Gibson, Yong Guan, Teemu Hir-
simäki, Reima Karhila, Simon King, Hui Liang, Keiichiro Oura, Lakshmi Saheer, Matt Shannon, Sayaka
Shiota, Jilei Tian, Keiichi Tokuda, Mirjam Wester, Yi-Jian Wu, Junichi Yamagishi: Personalising speech-to-
speech translation in the EMIME project, ACL 2010 [16]

• Mirjam Wester, John Dines, Matthew Gibson, Hui Liang, Yi-Jian Wu, Lakshmi Saheer, Simon King, Kei-
ichiro Oura, Philip N. Garner, William Byrne, Yong Guan, Teemu Hirsimäki, Reima Karhila, Mikko Ku-
rimo, Matt Shannon, Sayaka Shiota, Jilei Tian, Keiichi Tokuda, Junichi Yamagishi: Speaker adaptation and
the evaluation of speaker similarity in the EMIME speech-to-speech translation project, SSW7 2010 [38]
(already listed in deliverable in 3.2)

• Mirjam Wester and Reima Karhila: Speaker similarity evaluation of foreign-accented speech synthesis using
HMM-based speaker adaptation, ICASSP 2011[39]

In [5], our real-time personalized speech to speech translation (S2ST) system is described, with a client-server
architecture in a mobile environment. In the client – a Nokia mobile phone – the user can record input speech, play
translated speech and optionally edit the recognized utterance text to improve the quality of the machine translation.
In the server, the core engine of the S2ST is performed in an online mode with CLSA implemented in an off-line
mode due to computational constraints.

In [16], the goals of EMIME project and the demonstrations of the initial results of the first half of the project
are described. The demonstrated results included monolingual and crosslingual systems. The monolingual results
that we demonstrated included English and Finnish voice cloning, the world map of thousands of new synthesized
voices, and a morpheme-based large-vocabulary continuous dictation system for Finnish (an example of a mor-
phologically rich language). Our crosslingual results included Japanese/English and English/Mandarin adapted
TTS voices, the initial mobile S2ST system for Finnish/English and English/Mandarin using a pair of N97 de-
vices connected to a laptop-based server via a wireless network, and a morpheme-based translation system for
Finnish/English as an example of a language pair where one language has a morphologically rich structure.

[38] described various aspects of cross-lingual adaptation and formulated some questions about speaker simi-
larity across languages. The evaluation of speaker similarity is described in Deliverable 5.5.

2.2 Speech recognition

The importance of speech recognition in a translation device can hardly be exaggerated. However, speech recogni-
tion is not the main focus of the EMIME project, and even though state-of-the-art speech recognisers are far from
perfect, research into ASR techniques in the project has focused mainly on supporting the other parts of the system.
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Core publications

• A.Saito, Y.Nankaku, A.Lee, and K.Tokuda: Voice activity detection based on conditional random fields using
multiple features, Interspeech 2010 [29]

• Peter Smit and Mikko Kurimo: Using stacked transformations for recognizing foreign accented speech,
ICASSP 2011 [32],

• Reima Karhila and Mikko Kurimo: Unsupervised cross-lingual speaker adaptation for accented speech
recognition, SLT 2010 [12]

• David Imseng , Hervé Bourlard, Mathew Magimai.-Doss, John Dines: Language dependent universal
phoneme posterior estimation for mixed language speech recognition, ICASSP 2011 [11]

[32] investigates ASR of speech with foreign accent using a speaker-independent transform to adapt the acoustic
models of non-accented speech to accented speech and then another speaker-dependent transform to adapt the
models to a specific speaker. [12] presents investigations on how the acoustic models in ASR can be adapted across
languages in unsupervised fashion to improve recognition of speech with a foreign accent. [11] proposes a new
theoretical framework to combine phoneme class posterior probabilities in a principled way by using (statistical)
evidence about the language identity and investigates it in a mixed-language environment.

A practical question in user-interface design of speech recognition gadgets is whether a user has to push a
button or if the device can be on constantly and activate the recognition process when it detect speech segments.
[29] proposed a Voice Activity Detection (VAD) algorithm based on Conditional Random Fields (CRF) using
multiple features. Experimental results show that the proposed approach can decrease error rates.

Other publications

• Janne Pylkkönen and Mikko Kurimo: Extended Baum-Welch and Constrained Optimization for Discrimina-
tive Training of HMMs, a manuscript [26]

[26] presents analysis of discriminative training of the acoustic models and compares the robustness of the result
in different conditions. This would become relevant for the EMIME system, if discriminative training was used for
optimizing the HMMs parameters.

2.3 Machine translation

Because the resources of the EMIME project have been focused on TTS and speaker adaptation, we tried to rely on
existing solutions for SMT as far as possible. New methods have been studied concerning hiearchical transducers
and morphologically rich languages [2], but for the initial S2ST systems we chose the Google translation service
for unrestricted domains, and a simple table look-up for our fixed phrase-based system. Both systems performed
fast enough. Google translate requires an internet connection and the quality of the translations provided was rather
poor, but still adequately understandable for demonstrating the initial ASR and TTS systems. The fixed phrase-
based system is an ideal solution, when the user knows and utilizes only a fixed set of phrases, for example, in the
travel domain.

Core publications

• K.Hashimoto, J.Yamagishi, W.Byrne, S.King, and K.Tokuda: An analysis of machine translation and speech
synthesis in speech-to-speech translation system, ICASSP 2011 [8]

In [8], we focus on machine translation and speech synthesis, and report a subjective evaluation to analyze the
impact of machine translation on speech synthesis. The results of these analyses show that the naturalness and
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intelligibility of the synthesized speech are strongly affected by the fluency of the translated sentences. In addition,
[8] reported that some features correlate well with the average fluency of the translated sentences and the average
naturalness of the synthesized speech.

Other publications

• Mikko Kurimo, Sami Virpioja, and Ville T. Turunen: Overview and results of Morpho Challenge 2010,
Morpho Challenge Workshop 2010 [18]

• Mikko Kurimo, Sami Virpioja, Ville T. Turunen, Graeme W. Blackwood, and William Byrne: Overview of
Morpho Challenge 2009, CLEF 2009 [19]

• Sami Virpioja, Jaakko Vyrynen, Andre Mansikkaniemi, and Mikko Kurimo: Applying morphological de-
compositions to statistical machine translation, ACL-WMT 2010 [36]

• Mikko Kurimo, Sami Virpioja, Ville Turunen, and Krista Lagus: Morpho Challenge 2005-2010: Evaluations
and results, ACL-SIGMORPHON 2010 [17]

The work on developing unsupervised and semi-supervised methods for morphological analysis aims at improv-
ing language models for ASR and MT in morphologically rich languages, such as Finnish, Turkish and Arabic. For
EMIME this becomes relevant when either of languages in S2ST has a rich morphological structure. An example
of that is the Finnish-English language pair which was used in EMIME experiments and which has been one of the
main evaluation tasks in Morpho Challenge 2009 and 2010.

2.4 Speech synthesis adaptation

The main focus of the EMIME project, personalisation of the translator’s output voice is accomplished by adapting
an average voice. This requires the adaptation of this average voice in a cross-lingual environment, where the
training data for adaptation is in one language and the adapted voice will be built in another language. The special
techniques we have developed for this cross-lingual setting are described in Deliverable 3.2.

The basic technique of adaptation in HMM-based speech synthesis is to manipulate the Gaussian distributions
associated with the states of the HMMs of the acoustic model set. This can be done with linear transformations
applied globally or, with a decision tree, to groups of similar models (as in (C)MLLR and VTLN adaptation), or
by retraining some or all of the Gaussians when data becomes available (MAP adaptation). As the dimensionality
of speech synthesis models is high, it is important to develop efficient algorithms to compute these transformations
robustly from limited amounts of data.

Core publications

• Saheer & al, “Implementation of VTLN for Statistical Speech Synthesis”, Technical report [27]

• Saheer & al, “Implementation of VTLN for Statistical Speech Synthesis”, ISCA Speech Synthesis Workshop
2010 [28]

• Gibson and Byrne: Unsupervised intralingual and cross-lingual speaker adaptation for HMM-based speech
synthesis using two-pass decision tree construction, IEEE Transactions on Audio, Speech, and Language
Processing. Accepted, to appear. [3]

• Hui Liang and John Dines: An Analysis of Language Mismatch in HMM State Mapping-Based Cross-
Lingual Speaker Adaptation, Interspeech 2010 [21]

• Hui Liang and John Dines: An Analysis of Language Mismatch in HMM State Mapping-Based Cross-
Lingual Speaker Adaptation, Technical report [22]
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• L. LI, K. Yutani, Y. Nankaku, and K. Tokuda: Voice conversion based on GMM using multiple model
structures, ASJ 2010 [20]

• T. Hayashi, Y. Nankaku, A. Lee, and K. Tokuda: Speaker adaptation based on nonlinear spectral transform
for speech recognition, Interspeech 2010 [10]

• X. Peng, K. Oura, Y. Nankaku, and K. Tokuda: Cross-lingual speaker adaptation for HMM-based speech
synthesis considering differences between language-dependent average voices, ICSP 2010 [25]

• J. Yamagishi, B. Usabaev, S. King, O. Watts, J. Dines, J. Tian, Y. Guan, R. Hu, K. Oura, Y.-J. Wu, K. Tokuda,
R. Karhila, and M. Kurimo: Thousands of voices for HMM-based speech synthesis-analysis and application
of TTS systems built on various ASR corpora, IEEE Audio, Speech, & Language Processing 2010 [40]

• J. Yamagishi, O. Watts, S. King and B. Usabaev: Roles of the Average Voice in Speaker-adaptive HMM-
based Speech Synthesis, Interspeech 2010 [41]

• S. Andraszewicz, J. Yamagishi, S. King: Vocal Attractiveness of Statistical Speech Synthesisers, ICASSP
2011. [1]

Lakshmi Saheer – an EMIME PhD student at Idiap – has been working on VTLN for HTS-based TTS. VTLN
is a well established adaptation technique in ASR that has several advantages in TTS too:

• It can be implemented as a side effect of the bilinear warping of the MGCEP features used in TTS.

• It is fundamentally language independent.

• It potentially requires much less adaptation data than MLLR based techniques.

Work at Idiap has shown that VTLN is indeed useful for TTS, allowing fast adaptation with little data.
Progress in the VTLN research was described at the 7th Speech Synthesis Workshop [28] (and the preceding

technical report [27]), which presents an EM optimization for estimating more accurate warping factors. The EM
formulation helps to embed the feature normalization in the HMM training. This helps in estimating the warping
factors more efficiently and enables the use of multiple (appropriate) warping factors for different state clusters of
the same speaker.

A conclusion that had been drawn for intra-lingual speaker adaptation – that using more adaptation data to
estimate more speaker-specific transforms improves adaptation performance – is found not to be true at all in the
case of cross-lingual speaker adaptation, where there exists language mismatch [21, 22]. [21] and [22] provide an
in-depth analysis of the impacts of language mismatch on the performance of cross-lingual speaker adaptation. It
shows that language mismatch introduces unwanted input-language-specific information when estimating multiple
transforms for an output language, thus making these transforms detrimental to cross-lingual adaptation perfor-
mance. As a result, it is necessary to separate speaker characteristics from language characteristics in order to
effectively utilize multiple transforms for cross-lingual speaker adaptation improvement.

In [3], a mapping between triphone and full-context models is established via a two-stage decision tree con-
struction method. The triphone models may then be used to recognise unlabelled speech, enabling unsupervised
adaptation of HMM-based synthesis models. It is further demonstrated that this method may be applied in both
intralingual and cross-lingual scenarios.

[20] proposed a voice conversion method using multiple model structures. [10] formulated speaker adaptation
method based on a non-linear spectral transform, and compared the conventional linear transform method with
the proposed non-linear transform method. [25] proposed an improved cross-lingual speaker adaptation technique
considering the differences between language-dependent average voices in a speech-to-speech translation system.

For showing the impact of speaker adaptation, we demonstrated the thousands of voices for HMM-based speech
synthesis that we made from several popular ASR corpora such as the Wall Street Journal (WSJ0, WSJ1, and
WSJCAM0), Resource Management, Globalphone and SPEECON databases [40]. This paper also presented the
results of associated analysis based on perceptual evaluation, and discussed remaining issues.
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Within the many voices, there are typically a few speakers whose synthetic speech sounds worse than that
of other speakers who have the same amount of adaptation data and are from the same corpus. [41] presented
an investigation into this fluctuation in quality which found that, as mel-cepstral distance from the average voice
becomes larger, the MOS naturalness score generally becomes worse. Although the negative correlation found is
not that strong, we believe it gives a sufficient basis for developing improved training and adaptation strategies for
average voice models. Furthermore, we have drawn comparisons with work on “vocal attractiveness” and have
identified an area worthy of further investigation: the attractiveness of average voice-based synthetic speech. [1]
reports our follow-up work on this topic. Perceptual experiments focused on attractiveness, using average voices
and speaker-dependent voices without model transformation, and showed that using several speakers to create a
voice improves smoothness (measured by Harmonics-to-Noise Ratio), reduces distance from the average voice in
the log F0-F1 space of the final voice and hence makes it more attractive at the segmental level. However, this
effect was weakened or overridden at supra-segmental or sentence levels, presumably as prosodic effects take over.

2.5 Speech synthesiser

The foundation required for the adaptation techniques presented above is a collection of high-quality models for
HMM-based speech synthesis. The whole project has depended on average voice models trained from large-scale
corpora originally intended for speech recognition research. The training procedures for the adaptable average
voices vary somewhat from the more straightforward task of training speaker-dependent synthesis voice models,
and therefore many publications in the project deal with the challenges of improving average voices. This work has
impact well beyond the scope of EMIME’s immediate goals.

Core publications

• K.Kazumi, Y.Nankaku, and K.Tokuda: Factor analyzed acoustic models representing various voice charac-
teristics for HMM-based speech synthesis, ASJ 2010 [15]

• S.Takaki, Y.Nankaku, and K.Tokuda: Spectral modeling with contextual additive structure for HMM-based
synthesis, ASJ 2010 [34]

• K.Kazumi, Y.Nankaku, and K.Tokuda: Factor analyzed voice models for HMM-based speech synthesis,
ICASSP 2010 [14]

• K.Hashimoto, Y.Nankaku, and K.Tokuda: Bayesian speech synthesis integrating training and synthesis pro-
cesses, ASJ 2010 [7]

• K.Hashimoto, Y.Nankaku, and K.Tokuda: Bayesian speech synthesis framework integrating training and
synthesis processes [6]

• S.Takaki, Y.Nankaku, and K.Tokuda: Spectral modeling with contextual additive structure for HMM-based
speech synthesis, SSW7 [33]

• S.Takaki, K.Oura, Y.Nankaku, and K.Tokuda: An optimization algorithm of independent mean and variance
parameter tying structures for HMM-based speech synthesis, ICASSP 2011 [35]

• H.Kawai, and K.Tokuda: Multi-language speech synthesis, The Journal of The Institute of Electrical Engi-
neers of Japan, 2010 (in Japanese) [13]

• K.Oura, H.Zen, S.Sako, and K.Tokuda: Construction of speech synthesis systems using HTS, IEICE Infor-
mation & Systems 2010 [24]

• K.Oura, H.Zen, Y.Nankaku, A.Lee, and K.Tokuda: A covariance-tying technique for HMM-based speech
synthesis, IEICE Information & Systems 2010 [23]

• K.Hashimoto, H.Zen, Y.Nankaku, A.Lee, and K.Tokuda: Bayesian context clustering using cross validation
for speech recognition, IEICE Information & Systems 2011 (accepted) [9]
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• Yong Guan, Jilei Tian, Yi-Jian Wu, Junichi Yamagishi and Jani Nurminen: An Unified and automatic Ap-
proach of Mandarin HTS System, SSW7 2010 [4]

[15] and [14] proposed factor analyzed voice models for realizing various voice characteristics in the HMM-
based speech synthesis. The proposed model generates speech utterances with various voice characteristics directly.
[34] and [33] investigated a spectral modeling technique based on additive structure of context dependencies. To
overcome the computational complexity problem, covariance parameter tying and a likelihood calculation algo-
rithm using matrix inversion lemma were applied. [7] and [6] proposed the Bayesian speech synthesis framework
integrating training and synthesis processes. By using the synthesis data as training data, the posterior distrubutions
were optimized for the test sentences. [35] investigated an optimization algorithm of independent mean and vari-
ance parameter tying structures. [13] introduced recent techniques and research trends of multi-language speech
synthesis. [24] described the outline of methods for construction of HMM-based speech synthesis system using
HTS. [23] investigated a technique for reducing the footprints of HMM-based speech sytnesis systems by tying
all covariance matrices of state distributions and a technique for clustering mean vectors while tying all covari-
ance matrices. [9] proposed context clustering method based on Bayesian approach using cross validation. This
technique was used in Bayesian speech synthesis framework integrating training and synthesis processes [7, 6].

In [4], phoneme-based Mandarin HTS systems are proposed and evaluated by comparing with a conventional
initial/final system, with promising results, particularly when using Mandarin models in conjunction with phoneme-
based models for other languages, via CSLA. We have also investigated a flat-start training scheme, which is able
to port HTS systems to a new language without dependency on an existing ASR system.

Other publications

• M.Shannon and W.Byrne: Autoregressive clustering for HMM speech synthesis, Interspeech 2010 [31]

• O. Watts and J. Yamagishi and S. King: The role of higher-level linguistic features in HMM-based speech
synthesis, Interspeech 2010 [37]

Autoregressive clustering [31] extends previous work on the autoregressive HMM ([30], as detailed in D2.2) by
using autoregressive output distributions during decision tree clustering. The autoregressive HMM is a generative
model for speech which produces high-quality synthesis, allows efficient training using expectation-maximization,
and does not suffer from the inconsistency between training and synthesis that is present in the standard approach
to HMM-based speech synthesis [30].

In [37], we analyse the contribution of higher-level elements of the linguistic contexts to the naturalness of the
synthetic speech which it generates. The system is trained using various subsets of the full feature-set, in which
features relating to syntactic category, intonational phrase boundary, pitch accent and boundary tones are selectively
removed. Utterances synthesised by the different configurations of the system are then compared in a subjective
evaluation of their naturalness.

3 Conclusions

Our results indicate that S2ST systems can be personalized when ASR and TTS systems use the same HMM-
based framework. Like supervised and unsupervised speaker adaptation for TTS, our unsupervised CLSA methods
also increase speaker similarity compared to an unadapted average voice. Despite this positive result, the main
problem that remains is that CLSA currently produces results that are slightly less natural and intelligible. The
future challenge is to maintain these qualities, whilst improving speaker similarity. However, our studies have also
illustrated some difficulties in judging and measuring voice similarity across languages.

D3.3 : page 9 of 11



Work Package 3 : D3.3
Cross-lingual adaptation EMIME

[1] S. Andraszewicz, J. Yamagishi, and S. King. Vocal attractiveness of statistical speech synthesisers. In Prioceedings of the IEEE
International Conference on Acoustics, Speech and Signal Processing (ICASSP), Praque, Czech Republic, May ICASSP 2011. To
appear.

[2] Adria de Gispert, Sami Virpioja, Mikko Kurimo, and William Byrne. Minimum Bayes risk combination of translation hypothesis
from alternative morphological decompositions. In Proceedings of the 2009 Annual Conference of the North american Chapter of the
association for Computational Linguistics, NAACL 2009, Boulder, CO, May 31 - June 5 2009.

[3] Matt Gibson and William Byrne. ”unsupervised intralingual and cross-lingual speaker adaptation for hmm-based speech synthesis
using two-pass decision tree construction. IEEE Transactions on Audio, Speech, and Language Processing, Accepted, to appear.

[4] Yong Guan, Jilei Tian, Yi-Jian Wu, Junichi Yamagishi, and Jani Nurminen. A unified and automatic approach of Mandarin HTS
system. In Proc. SSW7, Kyoto, Japan, September 2010.

[5] Yong Guan, Lin Zheng, and Jilei Tian. Real-time speaker adapted speech to speech translation system in mobile environment. In
Signal Processing (ICSP), 2010 IEEE 10th International Conference on, pages 577 –580, October 2010.

[6] K. Hashimoto, Y. Nankaku, , and K. Tokuda. Bayesian speech synthesis framework integrating training and synthesis processes. In
Proceedings of SSW7, pages 106–111, 2010.

[7] K. Hashimoto, Y. Nankaku, , and K. Tokuda. Bayesian speech synthesis integrating training and synthesis processes. In Proceedings
of Autumn Meeting of the ASJ 2010, pages 243–244, 2010(in Japanese).

[8] K. Hashimoto, J. Yamagishi, W. Byrne, S. King, , and K. Tokuda. An analysis of machine translation and speech synthesis in speech-
to-speech translation system. In Proceedings of ICASSP 2011, 2011(accepted).

[9] K. Hashimoto, H. Zen, Y. Nankaku, A. Lee, , and K. Tokuda. Bayesian context clustering using cross validation for speech recognition.
IEICE Information & Systems, E94-D(3), 2011(accepted).

[10] T. Hayashi, Y. Nankaku, A. Lee, , and K. Tokuda. Speaker adaptation based on nonlinear spectral transform for speech recognition.
In Proceedings of Interspeech 2010, pages 542–545, 2010.
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