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Executive summary 
This report describes a method for modeling weathers impact on traffic, as well as the 
results obtained when applying that method. The analysis contains preprocessing, a me-
thod for visualizing the effect of weather on traffic parameters (velocity and speed per 
time of day) and also model building via a decision tree classifier. 
 
The visualization is applied to build a dataset with classified samples; “traffic disturbed 
by weather” or “normal traffic”. A decision tree classifier is used to train models to rec-
ognize the combinations of weather parameters that lead to disturbed traffic.  
 
The visualization shows a distinct correlation between precipitation and changes in traffic 
pattern and the decision tree models have a good/useful performance. 
 
Tree external sections are included in the appendix, all dealing with fusions of weather 
and traffic: 
Route planning is focused on the user interface and performance, but do not go into 
detail on the analysis. 
Inclusion of weather data into general regression model is a continuation of the 
analysis from D3.2. Here the effect of precipitation is included in the general regression 
analysis. 
Alternative classifiers show how the main analysis can be changed by the two use of 
supplementary classifiers and also presents the results of the corresponding models. 
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1. Introduction 
The main objective of work package 3 “WP3 - Method and model development” is to 
convert data into information; to use data from work package two as input and by mod-
els/data fusion produce valuable and correct information as an output.  
In order to achieve this, methods for filtering input data from errors have to be devel-
oped and implemented, as well as models to extract information from the filtered data. 
Methods to quantify and estimate their performance also play an important role.  
This document is a report (deliverable) of sub-package 3 of WP3 “WP3.3 Data fusion -
road weather”. The focus of this sub package is on the inclusion of weather in the analy-
sis. It will deal with the question: How is weather affecting traffic pattern? This analysis 
is relevant because more accurate traffic forecasts may be obtained if the present 
weather forecasts are taken into account. 
The analysis will be performed in an innovative backwards fashion. Backwards in the 
sense that we focus on the effect (slow traffic) and go backwards to see what kind of 
weather that tend to cause the effect. 
 
An illustration of a practical application of the weather-traffic impacts is also included. 
We will demonstrate how combining route information with rainfall forecasts can help 
making better travel decisions in a route rainfall prediction demonstration. This section is 
put in appendix and an independent analysis from the main one. 
 
The general regression analysis from D3.2 is extended with weather and can be fund in 
the appendix. This analysis applies a simpler way of classifying the weather than in the 
main article.  
 
Finally two examples of alternative classifiers, for determent of weathers impact on traf-
fic, are presented. These use the same input data and pre classification as in the main 
section. The output of the models produced by the classifiers is presented and can be 
compared with the decision tree models in the main section. 
 
 

1.1 Background 
Methods for filtering incoming data from noise and erroneous values were developed in 
sub package 3.1. Sub package 3.2 presented building blocks and methods for modeling 
traffic. General regression was used to model traffic intensity (traffic flow) as a function 
of time of day and day of week. In the present report weather and traffic samples will be 
fused, in order to determine the impact of weather on traffic pattern. Some of the pre-
processing methods from work package 3.1 will be used on the raw data.  
 

1.2 Objectives 
Sub package 3.3 aims to fuse weather- and traffic data. There are many ways to perform 
this operation. This report will explain how to make a classifier that is able to tell how 
the weather will affect the traffic pattern.  
The objectives are: 

• To see if it is possible to indicate that weather affects the traffic pattern. 
• If so; to be able to tell the combinations of weather parameters, which disturb 

road traffic in a negative way, at one static point along the road, by the use of a 
classifier.  
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The aim is to meet these objectives in such a way that a general method is presented. In 
this report the method is exemplified on the traffic data, but the concept may, by small 
changes, be used to process many kinds of data from work package 2. For example the 
Hamburg port pilot data or economic navigation (deliverable 2.3). 
 

1.3 Method 
• Get a picture of the weather- and traffic datasets by visualization. 
• Select a training dataset containing weather fused with corresponding traffic. 
• Find a method to tell the reaction of traffic patterns for known bad weather con-

ditions. 
• Find all similar traffic patterns and class them as traffic disturbed by weather. 
• From the classified fused weather- traffic data, build a classifier that is able to tell 

whether or not traffic will be disturbed from a given weather. 
• Test the performance of the classifier via test on “never seen” data (cross valida-

tion) 
 
Efforts will be made to make the presentation self-contained, so that implementation 
can be made in straightforward fashion, with other selections of input-output.   

2 The data 

 
Figure 1. Geographic view of the data. Locations in the Göteborg area Sweden. 
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The given data is taken from 3 positions during 2 years. At each of the positions traffic 
behaviour and weather parameters are recorded. The traffic data at each position is di-
vided into separate lanes according to figure 1, while the weather is common for each of 
the 3 positions. 
 

2.1 Data attributes and preprocessing 
The attributes of both types of data are described in deeper detail below. 

2.1.1 Weather data from weather station 
The weather data is collected at 3 RWIS-stations (Road Weather Information System) 
The weather data is reported and logged every 30 minutes.  
Following are the parameters that characterize weather: 

1. Measurement Time [from years, down to a resolution of seconds] 
2. Surface temperature [°C] 
3. Dew Point Temperature (°C] 
4. Air Temperature [°C] 
5. Maximum wind during 30 minutes [m/s] 
6. Mean wind during 30 minutes [m/s] 
7. Relative Humidity [%] 
8. Wind Direction [No values] 
9. Type of precipitation1 
10. Amount of precipitation2 [mm/30 minutes] 
11. Amount of rain3 [mm/30 minutes]    
12. Amount of snow3 [mm/30 minutes]  
 
1 The type of precipitation is defined according to this system: 

1. Dry 
2. Rain 
3. Super cooled rain 
4. Snow 
5. not used 
6. Mix of snow and rain 
7. not used 
8. not used 
9. Indefinable type or amount 

 
2 Amount of precipitation is measured in mm for both snow and rain. For snow, the 
amount is in solid form, so it is not recalculated to liquid water equivalent.  
 
3 These variables have been extracted using variable 9 and 10. 
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Figure 2. The attributes of the weather data for one of the three weather stations (close 
to Bäckebol) where the temperature for the road surface, type and amount of precipita-

tion is shown for the whole period of two years. 

There are 3 things worth mentioning regarding figure 2. Fist notice the 2 time gaps in 
data; they are not indications of lack of precipitation, but the result of shut down of the 
weather station during summer periods. Secondly notice indication of -10 (mm / 30 mi-
nutes) precipitation. This is an error code (see “3.2.3-Error Codes” deliverable 3.1). 
These values were simply omitted (erased from the dataset).  
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Figure 3. Preprocessing of traffic data via linear interpolation. Error codes (-100°C) are 

substituted with the green values. 

Thirdly notice the error codes on temperature. Temperature is presumed to be more 
continuous than precipitation Also the time gaps where always small. Therefore it can be 
linearly interpolated as described in “3.4.1-Linear Interpolation” deliverable 3.1. 
This operation is also carried out on all other temperatures and humidity.   
 

2.1.2 Traffic sensor data 
The traffic data set spans the same time period as the weather data, but has a higher 
resolution in time. One sample is taken and logged every minute that contains: 

1. Measurement Time [from years, down to a resolution of seconds] 
2. Average velocity of the cars during a minute [km/h] 1 
3. Number of cars that passed during a minute. This variable is also referred to as 

intensity or flow [cars/minute]    
 
1 If no cars passed, velocity is undefined and will have the value 0. 
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Figure 4. The entire traffic information at 1 of the 15 lanes (lane 6 in figure 1). 

The traffic data covers the same time span as did the weather data and also the summer 
seasons. It is worth noticing the glitches between day 400 and 500 which can be seen in 
higher resolution below in figure 5. 
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Figure 5. Errors in the dataset. 

Both of the errors are probably caused by a malfunctioning data acquisition system.  
If the amounts of data had been large they could both have been detected and corrected 
via general regression (described in detail in “4.4 Completion and correction of data by a 
model” deliverable 3.2). Since later analyses do not require that data is time continuous, 
the completion step is not performed here. The erroneous parts are few and obvious, so 
they are here detected manually and simply erased/omitted. 
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3 Analysis 
The aim of the analysis is: 

• To see if it can be indicated that weather affects the traffic pattern. 
• If so; to be able to tell what combinations of weather parameters that disturb 

road traffic in a negative way (according to some classification), at one static 
point along the road, by the use of a classifier. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 6. The analysis. Basic idea. 

 
The basic path to the goal is: 

1. Determine how traffic samples recorded during known bad weather circums-
tances differs from the traffic samples in common.  

2. The characteristics of the traffic during bad weather (if any can be found) will be 
used to find all other traffic samples with similar characteristics. These will be 
presumed to be situations where weather has disturbed traffic in a negative way.  

3. Last step will be to go “backwards” and try to characterize the weather that 
causes disturbance in traffic.  

 
See schematic in figure 6 above and also detailed plan for analysis below. 
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3.1 Plan for analysis 
Short version of the plan for analysis is presented above. Below is a more detailed de-
scription of every step of the process: 
 

 
 
 

 
 

 

Divide dataset into 2 
subsets where one contains 
the samples taken during rain 
and snow, and the other the 
remaining ones. Precipitation 
is here assumed to cause 
evident disturbance in traffic.  

Fuse the two datasets. 
Find the weather parameters 
(both current and fairly re-
cent) for all the traffic sam-
ples.   

Determine where traffic 
attributes differs the most 
between the two subsets, 
and where to draw limits be-
tween disturbed and normal 
traffic. 

The whole dataset is now 
divided into 2 subsets with 
the limit in traffic attribute 
space. The weather is still a 
part of every sample, but not 
used to separate the subsets. 
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At this stage we have a classifier that is trained to, for a given weather, classify the traf-
fic situation in two categories; disturbed or normal traffic. It is important to realize that 
classifier we expect to emerge do not only make a difference between if we have precipi-
tation or no precipitation (which we used in step two above). In that case all the work 
had been in vain and we would end up with what we had from start. The decision tree 
(also called classification tree) will have the ability to recognize non beneficial weather in 
a wider sense. 
 

Both the disturbed and the 
normal subset will contain 
samples with precipitation 
and no precipitation, but the 
concentration of samples with 
precipitation is higher in the 
subset which represents the  
disturbed traffic class.  
The two piles constitute our 
training dataset. 

Train a model that 
sorts the samples into 
disturbed traffic and 
normal traffic, depending 
on weather with history 
(not only precipitation). 
We will aim for a “deci-
sion tree classifier” 
where questions succes-
sively are asked to divide 
the dataset into smaller 
and purer groups. Asking 
will stop when groups 
are “pure enough”. 
To decide the structure 
of the tree a heuristic 
algorithm will be used. 
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Last step will be to test the performance of the classifier on new data that was not used 
to for training. The result will be the decision tree as well as the performance of the de-
cision tree. 

3.2 Fusion of weather station and traffic sensor data 
The basis for the analysis is the assumption that weather affects traffic. Therefore every 
traffic sample is assumed to be dependent on current and previous weather, no previous 
traffic is taken into account. The attribute (variable) that lets us fuse the traffic with 
weather is time. 
 
 
 
 
 
 
 
 
 
 
 

Figure 7. Traffic data and weather data gets fused. Every traffic report gets weather with 
history is attached to it. Weather reports are delivered every 30 minutes. 

The process of fusing weather and traffic data is really simple; for each traffic sample 
find the latest (RWIS) Road Weather data. The weather at this point in time will be con-
sidered current weather marked “Now” in figure 7 above. Illustrated above is also the 
process of fusing historic weather. This can be important in order to feed the classifier 
(model building algorithm) with information like accumulated precipitation. The historic 
data is averaged and the illustration shows examples of averaging of last hour, last 6 
hours and last 24 hours. The time span between each RWIS-data is 0.5 hours, so for ex-
ample the 6 hours average is extracted from last 12 RWIS-samples, while the 24 hours 
average is extracted from last 48 samples.1 
 
The classifier will be able to sort important information from the unimportant one. That is 
weather information that have high correlation with the traffic classes (disturbed and 
normal traffic) will be chosen to build the decision tree, by the algorithm. So our job at 
this point will be to build a palette of data that we think is potentially relevant. In this 
case the one below in figure 8 was chosen. Notice that this selection can be altered to 
improve the performance of the classification tree. This can be done in an automatic 
way, but has not been a part of this analysis. 

                                            
1 Of course it can be argued that the average of last hour should consist of 3 weather 
samples and not 2. It depends if you consider the weather data to be valid for past or 
coming 0.5 hours. 
 

avg. -24h 
avg. -6h 

Now 
avg. -1h 

RWIS data 

-20h -15h -10h -5h Now 
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Time for start of averaging  ↓ Type of information  

from RWIS 
↓ -24h -12h -6h -3h -2h -1h Now 

× × × × × × √ Road temperature 

× × × × × × √ Dew point 

× × × × × × √ Air temperature 

× × × × × × √ Air humidity 

√ √ √ √ √ √ √ Number of dry (no pre-
cipitation) samples 

√ √ √ √ √ √ √ Amount of rain 

√ √ √ √ √ √ √ Amount of super cooled 
rain 

√ √ √ √ √ √ √ Amount of snow 
 

√ √ √ √ √ √ √ Amount of mix of snow 
and rain 

 Figure 8. Selected weather data to fuse.  

The result of the data fusion is that each one of the 800000 traffic samples will contain 
information of current and previous weather according to figure 8. 

3.3 Visualization of traffic data 
First step of the analysis was made in section 3.2 where traffic and weather data where 
fused. The fusion makes it possible for us to divide the dataset into two subsets; one 
with traffic samples collected during precipitation and one with traffic samples taken dur-
ing no precipitation. 
In order to be able to get a grip of what happens to the traffic pattern, when precipita-
tion is present, it has to be visualized. This section will describe the visualization and the 
next will describe how the visualization is used in order to see changes in pattern during 
rain. 
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Figure 9. Traffic intensity for different times of the week. 

Figure 9 above shows a part of the raw data (same as figure 4, but in higher time resolu-
tion). In deliverable 3.2 (section 3) it was shown that traffic intensity is highly dependent 
of time of the day and also day of the week. We want to visualize this time dependence. 
Each dot represents the intensity and the time for every one minute sample. We can 
suspect that in the dense parts of the diagram, many dots end up on top of each other. 
This makes the actual dot density hard to distinguish (a solution for this will be pre-
sented further on in this section). 
Notice the repetitive pattern; all the weekdays have fairly the same pattern Saturday and 
Sunday have their own characteristics. To visualize the pattern for one weekday, all of 
them (from winters of two years at one sensor) are plotted on top of each other (super 
positioned) by looking at the intensity versus only the “time-of-the-day-component” of 
the time attribute. See figure 10 below. 
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Figure 10. All traffic samples are plotted according to intensity and time of the day.  

Not surprisingly the “dot density” becomes even harder to observe. We only se the areas 
covered at least once, but have no chance to get a picture of the distribution. The solu-
tion is as simple as it is elegant. We use “Parzen’s window function” or “Kernel density 
estimation”.[2] 
The method is used to smooth out the distinct dots to a continuous distribution. 
The density of the distribution is directly proportional to the probability density; probabili-
ty to find a sample depending on time of the day and intensity in this case. 
The mathematic explanation below will be followed with one verbal that makes things 
even clearer. 
 

1

1( , ) ( , )
N

estim e e n
n

f z w z z
N

σ σ
=

= −∑r r r
 

Formula 1 

…where 

estimf = the estimated probability density at position vector ezr  (in the example the 
values for time and intensity) 

ezr can have any number of dimensions (=number of coordinate components) 1,2,3,4…. 
(above 2 dimensions) 
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σ  = the standard deviation or “sharpness”  of the smoothening function (explained 
below). 
 

1 2, ... ...n Nz z z zr r r r
 = the vectors (positions) for all N points or samples. 

 

( , )w z σr  is the Gaussian distribution function for distance vector zr  
 

2

22
1( , )

2

D Z

w z e σσ
π σ

⎛ ⎞−⎜ ⎟
⎜ ⎟⎜ ⎟
⎝ ⎠

⎛ ⎞= ×⎜ ⎟×⎝ ⎠

r

r

 
Formula 2

 
Z
r

is so called norm of Z
r

which is the (Euclidian) length of the vector 

For example norm of vector [ ], , ,x y q r  

[ ] 2 2 2 2, , ,x y q r x y q r= + + +   

D =  number of dimensions (=number of coordinate components) 1,2,3,4…. 
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Figure 11. Probability estimation is performed using kernel density estimation for 2 sam-

ples in 1 dimension with σ=1. 
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The operation is illustrated in figure 11. Verbally the operation would correspond to the 
following: 

• For every sample (dot) make an equally Gaussian bell with std. dev.=σ of choice. 
• Sum the curves (green and blue in figure 11) to get the red smoo-

thened/estimated curve. 
• Norm the red curve so that the area below is = 1. 
 

The estimated red curve corresponds to the probability density find all samples. 
Notice that when σ is close to 0 we end up with the mathematical interpretation of the 
discrete distribution we started with, namely P(z)=0.5 exactly at each of the two sam-
ples, and P(z)=0 everywhere else. 
 
As example we insert the values (used for the 2 samples in figure 11) in formula 3 

1σ = , 1 0.5z = − , 2 1z =  
…and obtain… 

2 2

2 2
( ( )) ( )

2 2
1 1( , )
2 2

e ez z

estim ef z e eπ

⎛ ⎞ ⎛ ⎞− − − −
⎜ ⎟ ⎜ ⎟⎜ ⎟ ⎜ ⎟× ×⎝ ⎠ ⎝ ⎠

⎛ ⎞
= × +⎜ ⎟⎜ ⎟× ⎝ ⎠

-0.
1

1
1

5

1
1

r r
r

 

Formula 3. Implementation of kernel density estimator, for 2 samples. 

 
 
Figure 12 below describes what happens when std. dev.=σ changes. A good rule of 
thumb is that σ should be roughly the same as σ for the whole dataset. 
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Figure 12: Density estimations dependence on σ. 

As formulated by formula 1, the kernel density estimation can be used in any number 
of dimensions. When lifted into 2 dimensions the Gaussian curve simply becomes a 
Gaussian surface like shown in figure 13 below for 2 samples. 
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Figure 13. Gauss curves in 1 dimension corresponds to “Gauss bumps” in 2 dimensions. 

Do not mind about the units of the axises. 
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In 2 dimensions the process can be thought of as having a flat surface upon for every 
sample (pair of x and y) you place a pile of sand. If there are already sand where you 
want to place it you just add to the existing. After a while you have built a surface of 
sand that will correspond to the probability density function of your “sand placement” 
depending on position x and y.  
 
This is process is performed (mathematically) for approximately 400000 samples from 
figure 10 containing traffic data with pairs of intensity and time of the day. The result 
can be seen in figure 14 below: 
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Figure 14. Probability density surface for combinations of intensity and time of day, for 
all weekday samples no matter what velocity or weather.  

σtime=0.2 hours, σintensiy=0.5 cars/minute. 

 
As with the 1 dimensional case the, where the total area under the estimated curve was 
equal to 1, the total volume under the estimated surface is equal to 1. Here the time axis 
is thought of as having 24 units and the intensity axis having 32 units. 
 
Notice that every pair of time and the intensity (or flow) generates a probability density. 
If we take an arbitrary sample, the probability that it will have a combination of 
attributes so that its time is between t1 and t2 and its intensity is between i1 and i2, is 
given by the volume that is contained under the surface of that rectangle shaped area. 
Mathematically described:[3] 

2 2

1 1

1 2 1 2(   ) ( , ) di dt
t i

estim
t i

P t t t and i i i f t i≤ ≤ ≤ ≤ = ∫ ∫  

Since every pair of time and intensity corresponds to exactly one value, the  
time-intensity-plane can be seen from above, with equal-probability-density-level- curves 
like below in figure 15. 
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Figure 15. Probability density for combinations of intensity and time of day, for all week-

day samples no matter what velocity or weather.  
σtime=0.2 hours, σintensiy=0.5 cars/minute. 

 
Since the traffic data has 3 attributes there are 3 combinations of attributes (figure 16) 
that can be visualized in 2 dimensions. 

 
Figure 16. Pairs of attributes. 
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So the same procedure was performed for combinations of velocity and time. The result 
can be seen below in figure 17. 
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Figure 17. Probability density for combinations of velocity and time of day, for all week-

day samples no matter what intensity or weather. σtime=0.2 hours, σvelocity=1 km/h. 

One thing is important to remember; samples are taken every minute and some of them 
(often at night time) will have an intensity of 0 cars/minute. This is totally correct, but 
the same sample will have an average speed that is undefined and set to 0. These re-
ports have to be removed, which results in fewer samples where the 0-intensity is dense 
(figure 18). To overcome this problem the probability density have been normalized for 
every instant of time. That is divided with the height of the curve in figure 18. 
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Figure 18. Sample density depending on time of day, when all 0-intensity-sampels have 
been removed. The y-values have been normalized so that the average over the day is 

equal to 1. 

The third pair of attributes is velocity and intensity. The result can be seen in and figure 
19 below. 
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Figure 19. Probability density for combinations of velocity and intensity, for all weekday 

samples no matter what time of day or weather. σvelocity=0.5 km/h, σintensiy=1 cars/h. 
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3.4 Influence of weather on traffic 
This section will explain how visualization is used to determine the disturbance in traffic 
pattern when a non favorable weather is present. 
 
The traffic data, used for the analysis in section 3.4, is taken from Bäckebol lane 6 
(shown in figure 4) and consists of approx. 400000 samples. The weather data used is 
taken from a weather station close by (part of it shown in figure 2). 
As mentioned in section 3.1 precipitation is assumed to cause evident disturbance in traf-
fic. The data fusion makes it possible to see during which traffic circumstances the preci-
pitation-samples are more probable in the following way. 
 

3.4.1 Precipitation per velocity 
First we take a look at the 1 dimensional case, to explain the principle. 
Two attributes were looked upon to make this analysis; velocity and type of precipitation 
during acquisition, in other words the time of day or intensity was not taken into ac-
count. The distribution of all samples as well as precipitation-samples were smoothened 
using the method presented in figure 11. The fraction of precipitation-samples depending 
on velocity is then calculated using: 
 

.
.

( )
( )

( )
prec

prec
all

f velocity
Fraction velocity

f velocity
=

  

 
A graphical presentation can be found in figure 20 below. 

. ( )precf velocity and ( )allf velocity are the probability density functions (describ-

ing the probability to find a sample depending on velocity), but not exactly; they have 
been normalized to fit the 0 to 1 scale for the black curve below. 
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Figure 20. The blue, red and green curves all show the amount of samples collected dur-
ing 2 different weather circumstances. They are all normalized by dividing with the same 
value. This value gives the blue curve (samples collected during all weathers) a mean of 
0.1. The black curve shows the proportion of samples collected during rain divided by all 

depending on velocity.  

The result shows that the probability to find samples taken during precipitation increases 
as the velocity decreases. For example traffic slower than 20 km/h has more than 70% 
chance for precipitation. In other words the statistics implies that drivers tend to slow 
down during rainy or snowy conditions.  
The result should not be interpreted as “precipitation is more probable at low velocities 
than high velocities”, but “the probability to find precipitation among samples given a 
certain velocity is higher if that velocity is low.” 
The proportion of precipitation-samples of all (averaged no matter speed) is 14.75%. 
This analysis was performed at 3 other lanes (both at Bäckebol and Delsjön). They all 
give the same general result. 
 

3.4.2 Precipitation per velocity and time of day 
Now that the reader is familiar with the procedure in 1 dimension, the analysis will be 
lifted into 2 dimensions; the time-of-the-day-component will be taken into account, so 
that we have the situation shown in figure 17. The same procedure that produced the 
probability density (per time and velocity) there, is used to produce the probability densi-
ty (per time and velocity) but for samples taken only during precipitation. 
Then the probability density for the precipitation samples is divided with the probability 
density for all samples (operation known as normalization). The operation corresponds 
directly to what was done above in figure 20, where the red curve was divided with the 
blue one to obtain the black. The result is shown in figure 21. 
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Figure 21. Probability density for precipitation-samples divided by probability density for 
all samples. Both are per combination of velocity and time of the day, no matter what 

intensity. The white areas are present where no samples are located. 

Mathematically the operation can be expressed: 
 

.
.

( , )
( , )

( , )
prec

prec
all

f v t
Fraction v t

f v t
=

 

 

where . ( , )precf v t and ( , )allf v t are the probability density functions depending on 

velocity and time of the day. 
 
The result will be commented in section 3.5, section 5 and section 6. 
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3.4.3 Precipitation per traffic intensity and time of the day 
Same procedure as in previous section (3.4.2) is performed and the result can be seen in 
figure 22 below. 
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Figure 22. Probability density for precipitation-samples divided by probability density for 
all samples. Both are per combination of intensity and time of the day, no matter what 

velocity. The white areas are present where no samples are located. 

Mathematically the operation can be expressed: 
 

.
.

( , )
( , )

( , )
prec

prec
all

f i t
Fraction i t

f i t
=

 

 

where . ( , )precf i t and ( , )allf i t are the probability density functions depending on 

traffic intensity and time of the day. 
 
The result will be commented in section 3.5, section 5 and section 6. 
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3.4.4 Precipitation per velocity and traffic intensity 
Also for this the same procedure as in section 3.4.2 is performed and the result can be 
seen in figure 23 below. 
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Figure 23. Probability density for precipitation-samples divided by probability density for 
all samples. Both are per combination of velocity and traffic intensity, no matter what 
time of the day. The white areas are present where no samples are located. The pink 
lines with corresponding “d=xxx” indicates iso-lines for traffic density in [cars/km].  

Mathematically the operation can be expressed: 

.
.

( , )
( , )

( , )
prec

prec
all

f v i
Fraction v i

f v i
=

 

 

where . ( , )precf v i and ( , )allf v i are the probability density functions depending on 

traffic intensity and time of the day. 
 
 
The Traffic density can be derived directly from traffic intensity and velocity via. 

intensityintensity flow velocity density density
velocity

= = × ⇔ =  

 
The result will be commented in section 3.5. section 5 and section 6. 
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3.5 Distinguishing classes  
The aim with section 3.4 was to see how evident bad weather affects traffic. This 
enables us to classify samples with similar traffic attributes, as disturbed by weather. 
Compare with the diagonal line that splits samples in section 3.1. 
The task here will be to determine where to draw the limits between traffic-attribute-
areas with low contra high concentration of precipitation. This can be done automatical-
ly, by optimization, but will be done manually here.1 

• In figure 22 no obvious pattern can be detected. Which means precipitations ef-
fect on the traffic intensity’s variation during the day cannot be detected by this 
analysis (if any). 

• In figure 21 we detect a distinct pattern; high concentrations of precipitation- 
samples are found below 80 km/h. But not during the busy times of the day 
(6:00-9:00 and 15:00-19:00). One explanation for this is that the traffic pattern 
during the busy parts of the day is affected by so many other factors, that the ef-
fect of the weather is obscured. 

• In figure 23 we have also a distinct pattern; as seen in the previous observation, 
the velocity will be below 80 Km/h. Also the traffic density seems to be roughly 
below 15 cars/km (which equals more than 67 metres/car). 
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Figure 24. Areas (in traffic attribute variables) where traffic is disturbed by weather are 
marked in pink. The normal traffic is marked in green in the left figure. In the right figure 

the normal traffic constitute everything that is not disturbed traffic. 

Since all the observations above seem to make sense, we use them to classify the sam-
ples for the training dataset and continue. The selection of traffic-disturbed-by-weather-
samples (called “disturbed samples” from now on) is also graphically represented in fig-
ure 24 above. The other class will be called normal traffic. 
 

                                            
1 This means that subjective thinking has to be introduced in the analysis part of the report. This 
kind of reasoning should belong in the discussion part, but since the human brain here is used as 
a component of the analysis, on which succeeding sections build. Therefore we allow ourselves to 
sidestep this rule. 
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3.6 Use a classifier to build a model 
In previous section a method was developed to discriminate the samples according to 
whether or not they represent a situation where the traffic is disturbed by weather. See 
illustration in section 3.1. 
Now we are at the point where a classifier is to be used to build models. The task for the 
classifier is to detect patterns in the set of attributes, in order to be able to build a model 
that as well as possible classify samples correctly (order them according to class).  
What could be confusing is here the linguistic usage of the word “classifier”, since this 
would be a more suitable name for the models, as they classifies the samples. 
  
In present case the attributes are the weather parameters with history (which are de-
scribed in section 3.2) and classes are disturbed or normal traffic (the ones determined 
in section 3.5). 
 

 
Figure 25 illustrates how samples are processed. 

 
So in other words:  

• The classifier takes samples with weather attributes and corresponding classes as 
input and produces models as output.  

• The models take weather data as input and produce guesses of traffic classes as 
output (disturbed or normal). 

 
Each of the models can be fed with the weather data used by the classifier (training da-
ta) or data it has never seen before, either for testing/validation or real use. When used 
for testing the correct corresponding traffic classes are known, so that the performance 
is apparent. In this case the data is known as “validation data” and the process is known 
as “cross validation”. 
The classifier can be of many kinds such as neural networks, Bayesian classifiers or 
nearest neighbor classifiers. Here a so called “decision tree classifier”, will be used. The 
reasons for this are: 
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• It is straight forward to construct, use and explain. 
• The models it produces are the easiest to interpret once they are built.  

 

3.6.1 How the models work 
The decision tree works as shown in figure 26. When a model is used, the weather 
attributes of one sample is presented. In order to classify the sample into disturbed or 
not disturbed, the model starts to ask one yes/no question for one of the sample 
attributes; for example “is the air temperature above -1.3°C?”. Depending on the answer 
the model will ask new different questions, until it is certain enough about how to classi-
fy the sample. The process works exactly like the game 20 questions. 
 
Since the answer to the questions depends on the sample given, the model consists of a 
map of questions that corresponds to any sequence of answers. The shape of this map 
looks like an upside down tree thereof the name “decision tree”. Every leaf of the tree 
will correspond to a unique sequence of questions and answers and every sample that 
ends up in this leaf is considered to belong to the same class. 
 

 
Figure 26. Example of a decision tree model, where validation-data is used. The red 

crosses represent disturbed traffic and the green crosses represent normal traffic. The 
red rings indicate what the model considers disturbed traffic and the green rings indicate 

what the model considers normal traffic.  

Figure 26 shows what happens when a model is fed with validation data containing 20 
samples. Every cross symbolizes a sample containing weather parameters and class iden-
tity. The class of each sample (indicated by the color of cross) is known, but not accessi-
ble for the model. 
At the top node all samples are considered. Depending on what the answer to the ques-
tion “is present road temperature over -1.3°C?”, the samples will be separated into two 
subsets. All the samples that had a yes answer to that question will have to answer the 
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question “is precipitation present now?”. Those with answer no will reach a leaf and are 
classified normal (that is, not disturbed). The model makes 5 correct classifications and 
one incorrect here. Those with answer yes will have one additional question asked about 
present air temperature. 

3.6.2 How the classifier works 
Now that we know how a model works once we got one, the obvious question is how to 
make one. This is the job of the classifier.  
One possible way to create an optimal decision tree would be to build every tree possible 
and after evaluation pick the best one (brute force method). Since the number of possi-
ble trees grows exponentially with the number of attributes given1,  we have to use a 
more sophisticated approach. We will apply a so called Heuristic algorithm2, called Hunt’s 
algorithm[1]: 
 
The Idea is to grow the tree top down recursively, so that the total dataset is successive-
ly divided into smaller and purer subsets like in figure 26. 
The algorithm is very straight forward and is constructed by the following procedures: 
 
1. Start at the top where the root node contains the entire training dataset. For every 

sample the weather parameters and also the class identity is known. We have to find 
the question that (by some definition) divides the dataset (by the weather parame-
ters) in the most beneficial way.  
This means the maximum decrease in impurity has to be reached when representing 
the parent node with its children nodes. (Let’s assume that impurity can be defined. 
It will be below). 

2. Statement 1 will lead to 2 new, purer and smaller datasets. For each of those we do 
exactly the same procedure as we did from start with the whole dataset. That is: per-
form procedure 1 for each one of them. 

3. In order to stop the algorithm we introduce a “base case”, by checking each node for 
size (number of samples) and purity, before split. If the node is pure or small enough 
it will not be spitted. It will become a leaf node with a class label that corresponds to 
its majority class of the samples. 

 
Example: 
The algorithm will be exemplified on the dataset, with 
which the classifier built the model in figure 26. The co-
lored circles in figure 26 do not belong to the nodes, but 
are actually separate leaf nodes, so the trees structure is 
equivalent to the one seen in figure 27.  
 
 
 
 
 
 

                                            
1 This behavior is called Ordo(cn) or O(cn), and means that the computational time grows relative 
to cn, where c is a constant and n is the number of attributes.[4] 
2 Heuristic means that common sense says it is quite good, but it is not optimal. 
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Figure 27. Example of deci-
sion tree model. 
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I. First perform procedure 3 on 
the root node A. The check consi-
dered node A large and impure 
enough to split. Perform proce-
dure 1. The average impurity of B 
and E is compared to A. The max-
imum impurity decrease that can 
be found with one question for 
one of the weather parameters is 
found and the split is performed. 

II. According to procedure 2 the 
algorithm continues with the child-
ren nodes. It starts with node B and 
leaves E for later. First perform 
procedure 3 above. The check con-
sidered node B large and impure 
enough to split. Procedure 1 per-
forms the optimal split and creates 
purer children nodes C and D. 

III. According to procedure 2 the 
algorithm continues to look at 
the children nodes. It starts with 
node C, and performs procedure 
3. C was found pure and/or 
small enough to become a leaf. 
Continue with the next node D. 
This was also (via 2) found to be 
a suitable leaf. 

 

 
 

IV. Now it is time for dealing with 
node E that was left in step II. 
The check (procedure 3) is per-
formed and E passes. An optimal 
split is performed via procedure 1 
and the samples in E get passed 
to F or I.  

V. According to procedure 2 the 
algorithm continues to look at the 
children nodes F and I. It starts 
with F and leaves I for later. F is, 
via procedure 3, considered pure 
and large enough to split. The 
samples get passed to nodes G and 
H.  

VI. Again according to procedure 
2 the children have to be treated 
one by one. Both G and H gets 
turned into leafs by procedure 3. 

 

VII. Now the next reference in line 
is I that was left in step V. Proce-
dure 3 finds it small and pure 
enough to become a leaf and it 
gets the corresponding class identi-
ty. There are no more loose refer-
ences. The classifier has done its 
work and the model (in figure 26 
and figure 27) is ready. 
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It is important to realize that the samples are just used by the classifier to build the 
model and will not be a part of the model. The model will consist of  

• The tree structure 
• The questions in each non-leaf node. 
• The class identity at each leaf node. 

No more, no less. 
 
One question was left to be answered… 
How is the optimal split performed? 
 
As mentioned the idea behind the algorithm is to successively divide the training dataset 
into smaller and purer subsets. When a split is performed all weather parameters are 
checked one by one to find the optimal question. That is the parameter with correspond-
ing value (called decision boundary) that gives the maximum decrease in impurity ac-
cording to. 
 

( )
parameter_sort
paramerer_value

Split(samples)= max Impurity_loss(parameter_sort, parameter_value)  

Formula 4 

…which is equivalent to:  

• Look in the pile of given samples. Run through all values for the boundary for 
every parameter to test how the pile of samples will be split.  

• The split will be done for the parameter and value where the maximum impurity 
loss is found. 

 
The process is illustrated in figure 28. 
 
The parameter sort and the parameter value will correspond to the question for that 
node. For example:  
-is present road temperature over -1.3°C?. 
 
Impurity loss is defined according to the difference in impurity for the parent node and 
the weighted average of the impurity for the 2 children nodes: 
 

1 2

1

child s  fraction of child s  fraction of 
parens number of samples parens number of samples

  ( )  (
            

( 1 2N(child ) N(child )Impurity_loss = I(parent)  - I child I chi
N(parent) N(parent)

× + ×
1442443 1442443

2

weighted average of childrens impurity 

))ld

1444444444442444444444443
 

Formula 5

 

…where ( )N  is the number of samples in a node. 

 
 



  

 

33 

 
 
 

 

  ( )  ( )N(B) N(E)Impurity_loss = I(A)  - I B I E
N(A) N(A)

⎛ ⎞
× + ×⎜ ⎟

⎝ ⎠  

Figure 28. Illustrates the process of finding the optimal split which is equivalent of find-
ing the optimal question to ask. Parameter sort #1 is here considered (for example air 

temperature). The curves illustrates the density of positively respective negatively classi-
fied samples depending on the value of parameter 1. For example: the number of posi-
tive samples ending up in node E, with current decision boundary is represented by the 

red area under the curve to the right of the decision boundary.     

In order to define the impurity ( )I  we introduce the concept of positive and negative 
class (this notation is also consistent with existing literature). “Positive class” and “nega-
tive class” are just words that define two different classes. By convention the one that is 
important, interesting and rare is selected as positive: 
disturbed traffic = positive class  

A

EB 

parameter sort #...

parameter sort #2

parameter sort #1

decision boundary = value 
for param. of sort #1 

Npos(E)  ppos(E) ppos(B)  Npos(B) 

Nneg(E)  pneg(E) pneg(B)  Nneg(B) 

I(E)=I(ppos(E), pneg(E)) I(B)=I(ppos(B), pneg(B)) 

What sort of parameter 
at what value gives op-
timal split? 



  

 

34 

normal traffic = negative class. 
We define the fraction of each class in a node like: 

posN (node_x)
( _ )

N(node_x)posp node x =
 

 
 
 
 
 

…where… 

posN (node_x)=number of samples of positive class in node_x  

negN (node_x)=number of samples of negative class in node_x  

 
Impurity for a node is derived from the fraction of positive samples (=1-negative frac-
tion) of that node. It is not affected by the actual number of samples. It can be defined 
in a number of ways and they all have in common that impurity is highest when the frac-
tion of each of the two classes 0.5pos negp p= =  and lowest which equals 0 

when 1 0     or     0 1pos neg pos negp p p p= ⇔ = = ⇔ = . 

 
Here 3 common definitions of impurity are presented: 
 

( )
( )

( )

2 2

2 2

Entropy: ( )    ( ) log ( ( ))  ( ) log ( ( ))

Gini: ( )    1 ( )  ( )

Miss Classification Error: ( )    1 max ( ) , ( )

entropy pos pos neg neg

gini pos neg

MCE pos neg

I node n p n p n p n p n

I node n p n p n

I node n p n p n

= = − × + ×

= = − +

= = −
 

Formula 6. Different types of impurity definitions. 

 
In the end the choice of impurity measurement does not make a big difference [1]. For 
our analysis entropy is chosen. 
 
 
 
 

negN (node_x)
( _ )

N(node_x) negp node x =
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4 Evaluation 
In this section methods for comparing the performance of the models will be presented, 
the outcome of the evaluation when used on existing models will also be given. 
Cross validation will be used, where never seen data is given to the models to retrieve 
result. The result will be given as key values for performance and will also be presented 
as graphs. 
Also a way to tune the judgment of the classifier toward positive or negative classifica-
tion will be given.    
 

4.1 Quantifying performance of models 
 
When performance is to be evaluated for a model, it is fed with samples for which the 
class is known (calculated like in section 3.5), but not visible for the model. The model 
only sees the weather attributes, like in real use. It makes guesses of traffic class for 
each of the samples. Since we know the correct answer to each sample we can estimate 
the performance of the model and therefore compare it to other models. 
The procedure is known as cross validation and the used data is known as validation da-
ta. 
 
The actual correct class for each sample can either be positive=“disturbed traffic” or 
negative=“normal traffic”. The classification made by the model has the same 2 states, 
which means we end up with 4 situations in total: 
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False Negative 
(FN) 

neg. False Positive 
(FP) 

True Negative 
(TN) 

Figure 29. Table of situations for a sample when cross validation is performed.  
Known as “Confusion matrix”. This matrix and its derived key values will have a central 

part in the following part of the report. 

Every sample will end up in one of the four alternatives in figure 29. The total number of 
samples in each square means something unique and also acts as a basis for key values 
that express the performance of the model. 
True Positive means that the important (often rare) event or class was correctly classi-
fied. 
False Positive means “false alarm” the positive class is thought to be detected but the 
class was actually negative. In our analysis this means that a weather situation led the 
model to think that the traffic should be disturbed, but it was not. 
False Negative is the opposite situation where the rare class actually was present, but 
the classifier did not detect it. This is a bad square to end up in, with many samples. 
True Negative occurs when the model correctly classifies a sample that has negative 
class identity. 
 
All key values below are normalized to the interval [0,1] (can be given in percent).  
Key value  Abbr.  Description  Formula  Formula (graph)  

Σ red / Σ green 
Accuracy Acc. Accuracy tells the fraction of 

samples correctly classified 
of the total number. 

TP TN
TP TN FP FN

+
+ + +

 

Precision p Precision tells the fraction of 
positively classified samples 
that actually where positive. 
If our model thinks that traf-
fic is disturbed, what is the 
probability that it actually 
was disturbed? 

TP
TP FP+

 
 

Recall 
True Positive Rating 

r  
TPR 

Recall or True Positive Rat-
ing tells the fraction of ac-
tual positive samples that 
were classified correctly. 
If the traffic actually is dis-
turbed, what is the probabili-
ty that the model will be 
correct? 

TP
TP FN+

 
 

False Negative Rating FNR False Negative Rating is the 
compliment to TPR and 
gives the fraction of actual 
positive samples that was 
classified as negative. 

1FN TPR
TP FN

= −
+

 
FP

FNTP

TN

FP 

FN TP 

TN 

FP 

FN TP 

TN 

FP

FN TP 

TN
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False Positive Rating FPR False Positive Rating is the 
compliment to TNR and tells 
the fraction of actual nega-
tive samples that was mis-
classified as positive by the 
model. 

1FP TNR
FP TN

= −
+

 

 

True Negative Rating TNR True Negative Rating tells 
the fraction of actual nega-
tive samples that is correctly 
classified as negative. 

TN
FP TN+

 

 

4.2   The produced models and their performance 
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Figure 30. Key values at self validation and cross validation, depending on number of 
levels in the tree model. So it goes from generalization (left) to specification (right).     

O=Accuracy, +=Precision, *=Recall  
Black curves show output performance when the model is tested on the same 2 years of 
data as created it (lane 1 in figure 1). Blue curves show output performance at cross va-

lidation with lane 6 in figure 1.  

Figure 30 shows the result, in form of key values, when the two set of data are tested on 
the model. One set created the model and the other is new to it. The data sets have 
been selected so that the sites and weather stations are not the same. 
The tree is complete with 13 levels at the right part of the diagram and the model can be 
seen in figure 31. This is a specialized model which fits the creation data well, but not to 
the same degree, the cross validation data, due to over fitting. According to the diagram 
the over fitting starts at 9 levels and continues. 
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Figure 31. Classification tree made from lane 1 in figure 1 with all 13 levels. The model in 
the figure is not meant for the reader to interpret, but just meant to give a picture of its 

structure. 

At the other end of the diagram the complete models have been pruned. Pruning is the 
process where lower branches are cut off in order to receive a smaller and more general 
tree. Branches are cut of so that the ones that gives lowest reduction is accuracy are 
pruned first. In figure 32 the model, cut down to level 4 is illustrated. As can be ob-
served in the diagram (figure 30), the precision on never seen data is approx. 70% 
which means that, of all weathers that the model think will result in disturbed traffic, 
70% did.  
 
Further it can be seen that of all traffic that is actually disturbed the model spotted ap-
prox. 3.5% (recall). This is a low value. It is caused by the fact that only 2.6% of the 
total dataset is considered disturbed by the correct classification made in section 3.5. 
The model expects that; since the positive samples are 2.6%, classification of positive 
samples should also be around 2.6%, with a low recall as a result. If a model classified 
2.6% of the samples randomly as disturbed, the recall would be 2.6%, so the classifier 
still does a significant work. More on this topic is will be explained in section 4.3. 
 



  

 

39 

 
Figure 32. Same model as in figure 31, but pruned till level 4. 

The accuracy seems to be steady high, no matter the generalization (number of levels) 
of the tree. The black accuracy-line cannot be seen in figure 30. This is because it is ob-
scured by the blue. How the accuracy depends on model size can be seen in better accu-
racy-resolution in figure 33. As expected the accuracy of the data that created the model 
increases steadily with number of levels, while the validation output decreases when the 
model becomes specific enough. Also notice that all accuracy values are very high and 
that the changes are small.  
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Figure 33. Accuracy of the model output depending on the pruning level. 

The concept of accuracy is deceptive, since the class identity of the correct dataset is 
distributed: 97.6% normal and 2.4% disturbed. This means that a classifier that says 
that “every sample is normal” reaches an accuracy of 97.6%. As the matter of fact the 
classifier with only 1 level to the very left does exactly this. So the measurement of accu-
racy should be interpreted critically. In the case of uneven class distribution, precision 
and recall are more suitable. 
It should be mentioned that it is usually wise to limit the complexity of a model is no sig-
nificant gain is obtained by complexifying it. This rule is known as the parchimony prin-
ciple or Occam’s razor.  
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4.3 Solving the class imbalance problem 
As discussed in section 4.2, we encounter a problem when classes are not distributed 
50%/50%. The classifier is designed to produce models with optimal accuracy. This 
means that: 
“samples ending up at true positive are as good as samples ending up at true negative” 
and 
“samples ending up at false positive are as bad as samples ending up at false negative” 
see confusion matrix in figure 29.  
When dealing with uneven distributions the result is that the recall tends to get low. We 
therefore have to find a way to tell the classifier to become less skeptical; to classify 
more samples as positive at the expense of also classifying more negative as positive. In 
other words we want to increase recall and have to pay with precision. 
For this purpose a cost matrix is introduced. 
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pos. cost (TP) cost (FN) 

neg. cost (FP) cost (TN) 

Figure 34. Cost Matrix. 

The cost matrix (figure 34) has the same situations represented as the confusion matrix. 
It adds weights to each of the four situations and the total cost is simply calculated as: 
 
Total cost = TP cost(TP) + FP cost(FP) + TN cost(TN) + FN cost(FN)× × × ×   
 

For example the matrix means that it is equally bad to miss 1 positive 
sample as it is to make 10 false alarms. 
 
Instead of striving to maximize the accuracy the classifier will strive to minimize the cost. 
This achieved by:  
 

• At the leaf nodes, choose the class that generates lowest cost. 
The cost for a node that was assigned positive would be: 

pos pos negtotal cost =p (node_x)×cost(TP) + p (node_x)×cost(FP)  

…and the cost for a node that was assigned negative would be: 

neg pos negtotal cost =p (node_x)×cost(FN) + p (node_x)×cost(TN)  

 
• When building the tree, altering the measurement of impurity so that the most 

expensive proportions of classes also give impurest estimation I( )  in formula 6. 
 
The effect is that the decision boundary for the whole model is moved so that more posi-
tive (and also negative) samples get classified as positive. 
 

0 

0

10

1 



  

 

41 

 
Figure 35. Decision boundary is moved via cost matrix. The red respective green curves 

indicate probability density for samples depending on weather. 

 
To exemplify the effect of the cost matrix, a cross validation is made, with the same da-
tasets as above, for creation of model respective validation of model. Different models 
with 6 levels will be created for the cost matrix: 

 
The cost for all false negative (FN) samples will be multiplied with an integer from 1 to 
20 (the other values will be static). This causes the decision boundary to move so that 
the positive class includes more samples. Figure 36 illustrates the effect when a cross 
validation if performed while the cost matrix changes and the trees are pruned down to 
6 levels. 
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Figure 36. Two key values and their harmonic mean as a function of the cost for false 

negative classified samples. 

The light blue line in the diagram is the harmonic mean between the 2 key values and is 
calculated like: 

2
Harmonic mean(a,b)= 1 1

a b
+

 

This value is used to tell were the best combination of the two key values is located. 
That is what cost(FN) that gives the best model. The harmonic mean tends to get closer 
to the smaller value, which is an important property since both values are equally signifi-
cant and we cannot forget about the smaller one [1]. In figure 36 a cost(FN) of 8 to 13 
seem to be optimum. 
Of course one can argue that a drop of 50%-units in precision does not justify a gain of 
10%-units in recall. This all depend on the purpose for which the model is intended. 
Lower cost(FN) gives a more careful model, which is less eager to give alarms. 
 
As can be seen in figure 30 and figure 36 the performance of the models is dependent 
on 2 important degrees of freedom; number of levels (via pruning) and the tuning of the 
decision boundary (via the cost matrix). 
 
To exemplify a straight forward method to select the best performing model the follow-
ing was done: 
 
Let the classifier make decision trees via the concept presented in 3.6.2, with different 
cost matrixes, by varying cost(FN): 
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For each one of the 20 trees obtained; prune to 12 different levels 12,11…1. 
The classifier has created 240 different models. Each one of the trees is exposed to the 
same, never seen, dataset via cross validation. The recall and precision is plotted for 
each unique model.  
 

cost(FN)

Le
ve

ls
 in

 d
ic

is
io

n 
tre

e

Recall = TPR

 

 

5 10 15 20

2

4

6

8

10

12 0.04

0.06

0.08

0.1

0.12

0.14

0.16

0.18

0.2

cost(FN)

Le
ve

ls
 in

 th
e 

di
ci

si
on

 tr
ee

Precision

 

 

5 10 15 20

2

4

6

8

10

12
0.1

0.2

0.3

0.4

0.5

0.6

0.7

Figure 37. Recall depending on levels and 
cost matrix, checked via cross validation. 

Figure 38. Precision depending on levels 
and cost matrix, checked via cross valida-

tion. 

As can be seen when comparing figure 37 and figure 38, “there is no free lunch”; what 
you gain at one in one of the variables you lose for the other, more or less. 
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Figure 39. Harmonic mean for recall and precision,  

derived from figure 37 and figure 38. 

Finally; in figure 39 we get the harmonic mean for all models. The marked area seems to 
be the best selection, assuming that we do not want any models with 1 level. 
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4.4 Presentation of performance of one particular model 
Especially the model with 3 levels and cost(FN) of 9 (figure 39) seem to have high per-
formance (assuming that we do not want any models with 1 level):  
Recall=11.95% 
Precision=31.0% 
 

 
Figure 40. Decision tree model for cost(FN)=9, cost(TP)=cost(TN)=0 and cost(FP)=1. 

Pruned to 3 levels.  
“Snow-3” = average amount of snow per 30 min over last 3 hrs [mm/30min] 

“tS_now”=temperature of the road surface when the traffic sample was taken [°C] 
“Snow-24”=same as Snow-3, but averaged over last 24 hrs. [mm/30min] 
“tD_now”=dew point temperature when the traffic sample was taken [°C] 

“p” or “n”=samples classifies as positive or negative. 

Below is the confusion matrix when cross validating the tree. 
As above the tree model is built using 2 years of data from lane 1 in figure 1, and tested 
using cross validation with lane 6 in figure 1 with a sample set of 348179 samples. 
 

  Model classification Sum 
Actual class↓   disturbed normal 
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disturbed 964 7102 8066 

normal 2146 337967 340113 

Sum 
classification 

 
3110 345069 348179 

Figure 41. Confusion matrix obtained via cross validation of decision tree model.  

This is what figure 40 expresses, but written: 
 
1  if Snow-3<0.435714 then node 2 else node 3 
2  class = negative 
3  if tS_now<0.15 then node 4 else node 5 
4  class = positive 
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5  if Snow-24<0.124468 then node 6 else node 7 
6  class = negative 
7  if tD_now<-0.6 then node 8 else node 9 
8  class = negative 
9  class = positive 
 
Notice that the model do not correspond to a selection between precipitation or no pre-
cipitation, which was our first discrimination of bad weather. Compare to figure 6. 
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Figure 42 shows the result of cross validation, where the traffic velocity is a function of 
time. The red dots are classified as disturbed by the model and the green dots where 

classified as normal. The time has been selected at an interval where the positive classi-
fied (red) samples are dense.   

At last: to obtain figure 42 following was done: 
1. The fused dataset (containing weather and traffic parameters by time) from lane 

1 was divided into disturbed and normal traffic by differences in traffic velocity, 
density and time of day according to section 3.5. 

2. A tree classifier built many tree models, where differences in weather parameters 
led to the disturbed traffic or normal traffic class, according to section 3.6. The 
tree models differed in rewarding system and number of levels according to sec-
tions 4.2 and 4.3. 

3. All the models were exposed to, never seen, fused (traffic and weather) data 
from lane 6 (section 4.3). The output was observed and the best model by defi-
nitions made in 4.1. and 4.3, was selected. 

4. Traffic velocity versus time for lane 6, was plotted in the figure with the color giv-
en by the class selected in step 3. 
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5 Results 
The objectives were: 

• To see if it can be indicated that weather affects the traffic pattern. 
• If so; to be able to tell the combinations of weather parameters, which disturb 

road traffic in a negative way, at one static point along the road, by the use of a 
classifier. 

 
To meet objective 1, methods to visualize the impact of rain on traffic patterns were de-
scribed and implemented. The resulting visualizations are shown in figure 21 , figure 22 
and figure 23. They indicate that distance between cars will increase and velocity of cars 
will decrease during periods where precipitation is registered. During the rush hours 
(6:00-9:00 and 15:00-19:00) no effect of the precipitation on traffic could be indicated. 
 
To meet objective 2, a decision tree classifier was described and used. Its performance 
and ways to determine the performance were described in section 4. The model that was 
produced, performed way above random guessing, but was far from ideal. The signifi-
cant results here are the methods presented to produce the models, not the models 
themselves.  
It can be mentioned that via cross validation of a data set containing approx 350000 
samples of which in forehand 2.3% where considered as situations where traffic had 
been disturbed by weather, a model managed to distinguish 12% of the “disturbed” 
samples, by classifying just 0.9% of the samples as disturbed in total. Of the total 0.9% 
that were classified as disturbed 31% actually were. This is explained in deeper detail in 
section 4. 

6 Discussion 
The resulting performance of the model might seem low at first: 
Recall=11.95% (fraction of actually disturbed samples that were found by model) 
Precision=31%  (fraction of classified disturbed samples that were actually disturbed) 
A recall of 11.95%, means that many more samples are falsely classified than correctly. 
Maybe one think that 50% is the least you could ask for, but this way of putting things is 
deceptive. The proportions of actual classes have to be taken into account: The valida-
tion dataset contains just 2.4% disturbed samples. When the model makes guesses so 
that only 0.9% of the total dataset is considered disturbed, it finds 11.95% of the dis-
turbed samples (called recall). The case with random guessing would have been 0.9%, 
which is way lower. 
The precision with random guessing would have been 2.4% instead of 31% which the 
classifier reaches. 
 
The result shows not only that it is possible to visualize the impact of precipitation on 
traffic pattern, but also that it is possible to build a model which is able to classify the 
traffic situation from weather.  
 
The result of the visualization is probably the more distinct one. If further analysis is 
done, the suggestion is to keep this first part more or less intact and improve the suc-
ceeding model building.  
 
Improvements could include running the same analysis on larger amounts of data. The 2 
years of data contains many samples, but not so many situations with bad weather. One 
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could also experiment with the weather parameters and their history. Also the classifier 
could be changed to another kind such as support vector machine or minimum-distance 
classifier. These two alternative classifiers are explained in appendix 9.3.  
Another expansion would be to look at many points along a road or a road network in 
order to discover the impact of weather. 
 
The models can be used as they are, to indicate where traffic will be disturbed or they 
can be used together with general regression (as it is described in deliverable 3.2), so 
that two different general regression models are built; one for normal traffic and one for 
disturbed, analogous to the selection of weekdays or weekends in deliverable 3.2. This is 
done, but with a different classification of non beneficial weather, in appendix 9.2.  
For development of future road weather information systems these findings are of great 
value. 

7 Summary and Conclusions 
We have developed and used a visual method to determine the impact of weather on 
traffic pattern, which includes velocity of vehicles, intensity of vehicles and time of the 
day for those. The proportion of the number of samples collected during precipitation 
was compared to the number of all samples collected, depending on the 3 traffic para-
meters. A distinct pattern emerged and this seems to be a fruitful approach.  
The pattern was used to find samples with similar traffic characteristics as the ones col-
lected during precipitation. 
 
The pre classified samples where then used to “train” a decision tree classifier. The clas-
sifier was tested via cross validation and a palette of models was produced with varying 
number of levels and varying tendency to classify samples as disturbed. The perfor-
mance of the best model was good, but far from ideal. 
 
The analysis shows that weather has an obvious impact on traffic and also that it is poss-
ible to build a model with the ability to recognize the weather (with weather history), 
which affects traffic in a negative way. 
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9 Appendix 

9.1 Route planning 
An example of a readymade tool is here included. This tool aims to help pedestrians, bi-
cyclists, motorcyclists, etc in deciding when to start their journey to avoid predicted rain-
fall as much as possible.  
The focus of the presentation of the tool will not be on the calculations, like above, but 
on the usage and performance. 
 

9.1.1 The data 
Below is a description of the used input data.  

9.1.1.1 Weather forecast data 
 
In order to use the modeling results in traffic prediction one needs weather forecast da-
ta. In general these are available either as point data or as raster data. In the route rain-
fall prediction demonstration the type of rainfall forecast data needed is a raster that 
predicts rainfall intensity per grid cell over a time period in the future. In this section just 
as an example we describe the raster rainfall prediction made available for the ROADI-
DEA project by the Royal Dutch Meteorological Institute (KNMI). 
 
The KNMI operates two Doppler Radars, one in De Bilt and one in Den Helder, which are 
used for measurement of precipitation over The Netherlands and the surrounding area. 
The radars emit and receive radio waves that can be used in two ways. First as a con-
ventional Radar where the intensity of the received, scattered Radio-waves is measured 
(based on Radar reflectivity). Second the radars can be used as a genuine Doppler Ra-
dar where the velocity distribution of the scattering particles is measured.  
 
The Radar reflectivity delivers a view of the three-dimensional distribution of reflectivity in 
the atmosphere. The Radars of the KNMI perform a small scan over just 4 low elevations 
every 5 minutes and a large scan over 14 elevations up to 12 degrees every 15 minutes. 
The well-known radar precipitation images (as shown in figure 4) are just a horizontal 
cross-section at constant altitude above the earth surface through the three-dimensional 
data of the small scan. 
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Figure 43  Example of a precipitation image 

For a more detailed technical discussion of the radar measurement and precipitation de-
termination we refer to [5], [6], [7] and [8]. After the projection of KNMI radar images [5] 
the precipitation data results in 1-by-1 kilometre grids containing rainfall intensity values. 
These measured base values are used in the KNMI rainfall prediction method to deter-
mine precipitation forecasts for every 5 minutes for the next two hours. 
 
The currently applied KNMI method for rainfall prediction uses the current (last meas-
ured) status of rainfall intensity as described above. The method extrapolates the values 
of the rainfall for the next two hours based on the wind direction and wind strength [6] for 
5 minute intervals. This method does not yet take the trends of changes in rainfall inten-
sity into account. 
 
KNMI plans for future modelling (amongst other improvements) to determine the rain in-
tensity incorporating the trend of the precipitation intensity, in addition to the wind direc-
tion and speed. This extension is planned for September 2009, possibly including a veri-
fication of rainfall values for both methods. 
 

9.1.1.2 Road Network Data 
To tie in weather predictions to sections of a road one needs road network topology and 
data, in other words which road lies where and how do roads connect to each other to 
form a road network. The source data for that vary from commercial providers such as 
Teleatlas, NAVTEQ, Falkplan-Andes and so on, to national (government) network data 
providers, to open source data providers such as www.openstreetmap.org. 
 
Without network data there can be no road/route specific predictions, so in the route 
rainfall prediction demonstration we have used a freely available network for the Nether-
lands from www.openstreetmap.org: the open source WIKI world map OpenStreetMap. 
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A sample screenshot of that network as provided through Demis on-line GIS network to-
pology and data editor is given in the next figure. 

 

 
Figure 44 Screenshot of road network data for the Netherlands 

9.1.2 Analysis 
In the analysis provided in the main part of the report, influence of road weather on traf-
fic has been analyzed. It was shown that there is a correlation between traffic velocity 
and the road weather. As a practical demonstration of how this kind of fused road-
weather data can help journey planning we developed the Route Rainfall Prediction 
demonstration. This planner helps the user to decide which departure time is best to 
avoid rainfall along the chosen route. 
 
The route planner with rainfall prediction works on the basis of finding the shortest / opti-
mal route between a start, end and optionally intermediate points and applying the rain-
fall forecast data to the calculated route. The user has the possibility to assign some in-
put values, both before and after the calculation of the route and corresponding rainfall. 
The route planner part is based on existing software for bicycle journey planning in the 
Netherlands. The planner provides the journey coordinates (the route) as well as a time 
stamp for each coordinate. This forms the basis for the rainfall determination on the 
route. 
 

9.1.2.1 Rainfall determination on a given route 
For determining the amount of rainfall (both average and maximum intensity) on the net-
work links, the complete trajectory of the route with nodes and link points is passed on 
from the route planning algorithm to the rainfall determination algorithm. These nodes or 
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link points contain both a place (map coordinates) and time denomination (a 5 minute 
time frame).  
 
In the next figure a link is drawn (the red points being nodes and the purple intermediate 
points being the link points that determine the link’s trajectory). 
 

 
Figure 45 Example of a network link in the network editor 

For each link the rainfall algorithm determines: 
• The link is divided in segments that fall within the same (5-minute) time frame; 
• For each time series of link segments: 

o What grid cell(s) do the segments pass through? Acquire the rainfall val-
ues for each grid cell within the time frame; 

o Determine the average and maximum rainfall over the grid cells. The av-
erage is the non-weighted average of the grid cell rainfall values, so in 
dependant of the distance travelled within a grid cell; 

• For each link (when subtotals are determined for the link segments): determine 
average and maximum intensity values on the link; 

• Return the values for the links to the route planner algorithm. 
 
This current algorithm works fairly well when applied specifically to bicyclists with a con-
stant and relatively low speed, but may need revision when applied to motorized vehicles 
with varying (due to different types of road) and higher speeds. In that case a journey 
time weighed average of rainfall cell values would be more applicable. 
 

9.1.2.2 The route rainfall prediction planner in action   
The planner can be found at the following url: http://www3.demis.nl/roadideaplanner/. 
 
Before the user can determine his route, he must select a start and end point and can 
assign intermediate points optionally, that will be traversed in the numbered order. In the 
figure below the starting point (green flag), end point (red flag) and intermediate points 
(pins 1 and 2) are assigned by the user. 
 
When the user has assigned the points that the route should conform to, he may select a 
transport mode (by default set to bicycle). In this version of the Route Rainfall Prediction 
planner there are no additional parameters that can be set to define the optimal route. 
Then the user can start the planner by hitting the ‘Calculate route’ link.  
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Figure 46 inputting the route points for the planner 

 
After having determined the route, the planner will show a detailed description and map 
of the route chosen, including the rainfall prediction data. In the figure below the result is 
shown. The [-] and [+] buttons next to the “Departure time” allow the user to vary this 
moment to check whether it influences the amount of rainfall during the trip using 5 min-
utes intervals. The departure time is limited to the point where no more rainfall data is 
available (time of arrival in 2 hours from now). 
 

 

Figure 47 Example of results of the Route Rainfall Prediction planner 

 
The Route Rainfall Prediction planner also contains the following additional features: 

• Check route points: route points may be checked for street recognition; 
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• Round trip: planning a round trip from the begin- to endpoint and back using a dif-
ferent route; 

• Download as GPS route: download the planned route to a .gpx format that can be 
used in GPS devices. 

 
The current version of the Route Rainfall Prediction planner is a basic demonstration 
version that will need some improvements and further development to be practically use-
ful. These limitations are mostly due to missing data for the underlying road network: 
• The road network does not (yet) contain any vehicle limitations, i.e. any vehicle can 

travel over any kind of road. This is highly undesirable, because it for instance has 
the effect that a bicycle route can include (a part of) the highway; 

• The road network does not contain any road speed limitations, such as maximum 
speed limits for highways and secondary roads. This means that the assumed speed 
of a selected transport mode cannot be determined from the road characteristics, but 
must be chosen as a default (constant) value. Although this may be reasonably real-
istic for bicycles (at the current default of 18 kph), for motorized vehicles it cannot be 
applied to the same extend. 

 
Because of these limitations, there is currently only one transport mode connected, 
namely the bicycle. The motorcycle option is available, but will not yield results on plan-
ning a route.  
 

9.1.3 Summary 
The application of fused road-weather data was illustrated in the route rainfall prediction 
demo, where the user could decide which departure time is best to avoid rainfall along 
the route. Of course similar decisions can be made better with reliable predicted traffic 
flow data, taking into account weather forecasts. For example should the user take 
another route, or should user change the departure time. 
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9.2 Inclusion of weather data into general regression model 

9.2.1 Background 
In the 1st Annual report about AMANOVA research work in the project Roadidea we have 
shown how a non-parametric statistical modeling can be utilized in creation of new in-
formation related to traffic data. There are generally two basic problems that could be 
solved by this approach: the first is related with completion of data that are missing in 
extensive data-bases and the second is related to forecasting of future traffic data. Both 
problems can be solved by the same statistical method in which given data about past 
traffic flow and environmental conditions are used to create a dynamic model that is 
subsequently utilized to predict the missing or future data.  As an optimal statistical es-
timator applicable for this purpose we employ the conditional average. In this report we 
demonstrate the application of the proposed method to forecasting of the traffic flow on 
the roads network of Slovenia. With this aim we first briefly describe fundamentals of the 
non-parametric statistical modeling of dynamic fields and then show the results of fore-
casting in two characteristic cases that either take into account the weather data or ig-
nore them. We validate the performance of our method by the correlation coefficient be-
tween predicted and measured data.  
   
Fundamentals of non-parametric modeling 
As the basic variable for description of traffic we consider a time series of rate q of ve-
hicles passing an observation point at time t. The traffic is generally comprised of several 
categories of vehicles moving on several lanes, therefore the flow is more generally de-
scribed by a multi-component vector Q = (q1, q2, …). This vector depends on time t and 
a point of observation r, therefore the traffic flow generally represents a dynamic sto-
chastic field Q(t, r).[9,10] We next describe variables influencing the traffic by a vector 
V=(v1, v2,…). Its components represent calendar, population activity, weather condi-
tions, etc. Similarly as the variable Q also V represents a dynamic stochastic filed: 
V=V(t,r). In our approach the traffic is then treated as a non-autonomous phenomenon 
that can be characterized by the generating equation:  
 

Q(t, r) = G(Q(t’, r’), V(t’,r’)) 

Formula 7  

Here (t’, r’) represent values in the neighborhood of (t, r). For the sake of simplicity we 
further utilize just the quasi-static approximation of this equation:  
 

Q(t, r) = G(V(t,r)) 

Formula 8  

Since Q and V are stochastic variables this equation is further interpreted as an expres-
sion of a statistical mapping relation, while the traffic generating function G is considered 
as a statistical estimator.[10] In its modeling we apply non-parametric approach.[10-12] 
For this purpose we assume that the traffic observation system has provided a set of N 
joint statistical samples: {Zn = (Qn, Vn) ; n = 1, 2, … , N} that can be applied to express 
the function G of the mapping relation.[10] From the theory of optimal statistical estima-
tors it follows that G can be interpreted as the conditional average of variable Q at given 
condition V: Qp = G(V) = E[Q|V]. After expressing this estimator by statistical samples 
we get the following predictor model: [10,13] 
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Formula 9 

In this equation the kernel function g(V-Vn) represents some approximation of the delta 
function, such as a Gaussian one with the width equal to the mean distance between da-
ta points.  
The description of variable Q by the predicted Qp is generally not exact. Their agreement 
is most simply described by the correlation coefficient r . In order to determine it we 
need two sets of data called modeling {Zm = (Qm, Vm) ; m = 1, 2, … , M} and testing da-
ta {Zk = (Qk, Vk) ; k = 1, 2, … , K}. The model Eqs.(3) is built by the first ones and after 
that its performance is evaluated using the second ones. From the sets of actually ob-
served and corresponding predicted data: { (Qk, Qp) ; k = 1, 2, … , K} the correlation 
coefficient between is components of Q is then calculated by the standard formula from 
statistics. 
 

9.2.2  Accounting weather conditions in the prediction of traffic 
flow  

In order to carry out the non-parametric modeling of traffic we have to provide a data 
base of joint statistical samples of traffic rate and influencing variable: {Zn = (Qn, Vn) ; n 
= 1, 2, … , N}. In the most simple case the components of the vector V represent just 
the hour H, the day-code D and season variable S. As has been described in the 1st An-
nual report of the Roadidea Project the corresponding model of traffic flow on the roads 
network of Slovenia renders possible prediction with the mean correlation coefficient of 
approximately 0.95. Our aim in this report is to examine if the prediction accuracy could 
be increased by taking into account the influence of weather conditions. For this purpose 
we include a variable Cw representing the weather condition into the influencing variable: 
V = (H, D, S, Cw). If we are interested in the traffic rate Q at a given time t in the future, 
we first determine the corresponding variables: H(t), D(t), S(t), Cw(t) and apply them in 
formula 9 to predict the corresponding traffic rate: Qp(H, D, S, Cw). 
For our examination we first created joint samples {Zn = (Qn, Hn, Dn, Sn Cw n) ; n = 1, 2, 
… , N} using data measured in one hour time intervals over the year 2007.  To simplify 
the complete treatment we use as a time unit a day. In this case the data measured in 
one hour intervals have to be represented either by a vector of 24 components or by 
some proper indicator adapted to them.  
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Figure 48. Distribution of the amount of precipitation W, its average value <W>,  

and the weather condition indicator Cw over the year 2007.  

 
The weather data have been specially prepared for this analysis by the Environmental 
Agency of the Republic of Slovenia and include beside the day and the hour also the 
temperature, relative humidity, wind speed and amount of precipitation.  As the most 
influencing weather variable W we here consider just the amount of precipitation. This 
variable is then converted to an indicator of rainy day Cw having value 0 (or 1) if the 
amount of precipitation W at a selected day is below (or above) its average value <W> 
detrmined over a year. Figure 48 shows the corresponding record for an arbitrary se-
lected point of observation.  
Data about traffic flow rate were collected by automatic counters on Slovenian roads and 
published by the Slovenian Roads Agency on a CD: ISSN-1580-3864. In this analysis we 
consider data from the network of 444 observation points. As a representative example 
for presentation of traffic properties we here arbitrary use the data recorded at 444th 
point. Each record present data about physical time of measurements t and flow rate of 
various categories of vehicles. The time was first transformed to a periodic hour variable 
H that is uniformly increasing from 0 to 24 over each day. More demanding is the trans-
formation of time to a proper day-variable D. Since the traffic is a result of population 
activity which essentially depend on the character of the day, we introduce as the varia-
ble D the day-code defined by the following rule: Monday – 1, day after holiday or week-
end – 2, normal working day – 3, Friday – 5, day before holiday or weekend – 6, Satur-
day – 7, Sunday – 9, holiday – 10. The resulting distribution of the day-code D over the 
year 2007 is shown in figure 49 together with seasonal variable S that uniformly increas-
es and has a period of one year.  
Among various categories of vehicles we consider the category personal cars since it is 
the most numerous. A year long record of its flow rate the is shown in Fig. 3, while in 
Fig. 4 the dotted line shows the distribution of the flow rate over the arbitrary selected 
25th week. 

 
 



  

 

58 

 
Figure 49. Distribution of the day-code D (black) and seasonal variable S (blue line) in 

the year 2007. 

            
 

Figure 50. Record of the traffic flow rate Q(t) from the counter 444 in the year 2007. 

 
The record in figure 50 reveals a weak seasonal variation of flow rate over the year that 
is accounted in the model by the inclusion of seasonal variable. In addition to the sea-
sonal variation, the record exhibits quite regular variation of traffic flow in normal work-
ing days and rather irregular variations in days around holidays. To take into account this 
property we use different codes for holidays and days around them than for normal 
working days or days around weekends.  
Since we apply as a time unit a day we represent the traffic flow the traffic-day vector Q 
having 24 components. Since the indices of its components coincide with the hour of 
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measurement, the variable H may be further omitted so that the model comprises just 
the variables characterizing a complete day: Z=(Q,D,S,Cw). Based upon the samples Zn 
extracted from the records of the length 1year-1day, we have created the model of the 
relation: Q=G(D,S,Cw) as indicated by Eq.(3). The model was then used to predict the 
traffic flow day-vector from a given condition (D,S,Cw) corresponding to the missing 
1day. The complete procedure was repeated with changing the position of the missing 
1day over the complete year. Figure 4 shows by a solid red line the result of the predic-
tion corresponding to 7 days in the 25th week at the observation point with index 444. 
The time and position were arbitrary selected for this presentation. In order to analyze 
the influence of weather on the traffic flow we performed modeling two times: first with-
out considering the weather (A) and second with accounting it (B). Comparison of both 
pictures reveals that the inclusion of weather indicator causes changes that are smaller 
than the discrepancy between predicted (solid-red) and actually measured (dotted-blue) 
data. In order to verify if this is just a local property we proceed with the examination of 
the correlation coefficient. 
 

A B 
 

Figure 51. Traffic flow rate Q(t) from the counter 444 in the 25th week of the year 2007.  

dotted line – original, solid line – predicted ; A - without, and B - with weather accounted 
 

A    
B 
 

Figure 52.  Correlation plot of predicted Qp versus original Qo flow rate corresponding to 
the model: A - without,  and B - with weather indicator included. 

 
The agreement between predicted and original records of traffic flow rate at point 444 
over the complete year 2007 is quantitatively demonstrated by the correlation plots in 
figure 52 for both cases. The horizontal and vertical axes represent original Qo and pre-
dicted Qp flow rate components respectively. To each hour of the year there corresponds 
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a point (Qo,Qp) in the graph. From the distribution of points the correlation coefficient r 
and the linear regression line (solid) were determined. The dotted line represents an 
ideal agreement between original and predicted data. The value of correlation coefficient 
r and the agreement between regression and dotted line indicates the accuracy of fore-
casting. The value r = 0.98 corresponds to the normal week, while for a week with in-
cluded holidays this value is for about 0.1 lower. The main reason for a worse prediction 
in the week with embedded holidays is an absence of a similar holiday in the data-base 
used in modeling of the flow generator. Research of energy consumption has shown that 
the prediction during holidays could be improved by using records from various past 
years [16].  
It is a bit surprising, that the value of correlation coefficient estimated from the data of 
the complete year 2007 when the weather indicator is accounted is for dr=-0.0013 
smaller than the value obtained without accounting the weather. Beside this, the value 
r=0.98 itself is surprisingly high and indicates that the traffic model at the selected loca-
tion performs extremely well.  

 

A   B 
 

Figure 53. Correlation coefficient corresponding to the model: A – without, and B - with 
weather indicator included. 

 
In order to examine if the last mentioned property holds for the traffic model on the 
complete network we have determined the correlation coefficients for all observation 
points and estimated the mean correlation coefficient. The results are presented in figure 
53. The mean correlation coefficient is in both cases approximately <r>~0.96. As at the 
observation point 444 it is also on the average smaller (d<r>=-0.0045) in the case when 
the weather is accounted than when it is not. But the difference is an order of magnitude 
smaller the variation of the correlation coefficient from point to point (0.047).  
The properties of the correlation coefficient can be explained by considering properties of 
weather in Slovenia during year 2007. In this year there was extraordinary mild climate, 
with practically no frost or snow in the winter seasons. It is well known that rain by itself 
does not influence the traffic since it mainly follows the activity of population. Accounting 
of the weather indicator, that is determined from stochastic precipitation, therefore 
mainly acts as a weak disturbance in the model. Consequently, the correlation coefficient 
is on average decreased if the weather indicator is accounted. However, in the years 
with severe winter conditions caused by frost, we expect opposite influence of weather 
indicator.  Unfortunately, we still have not obtained data to verify this conjecture. 
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9.2.3  Displaying the traffic flow field to a user 
The predicted traffic flow on the complete network of observation points in the country 
can be simply presented to a user by using standard graphic methods. Figure 54 shows 
the distribution of the predicted traffic flow field Q(t, r) in Slovenia at an arbitrary se-
lected time. The activity is indicated by the radius of the dot. Such a distribution renders 
possible to predict the traffic load met when traveling along a predetrimend path. For 
this purpose the variable Q has to be intergrated over the selected path and time of 
traveling. Figure 55 shows a result of such calculation as a function of the starting time 
of travelling. The value of activity integral essentially depends on the starting time and is 
applicable when optimizing a journey. The corresponding information is valuable for 
drivers, since one can compare it with the capacity of the road in order to estimate the 
possibility to get into congestions. Transmission of the created information to travellers 
can be performed over mobile telephones or internet. The corresponding garphic user 
interface is now in the phase of testing.  
 
 

 
 

 

Figure 54. Distribution of the traffic flow field in Slovenia at a certain time. The value of 
the flow rate Q at a particular point is represented by the radius of the dot. 
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Figure 55.  Integral of traffic activity along a selected route (blue) and road capacity 
(red). 

 
 

3.3.3 Conclusions  
In this chapter of the report the focus is on the description of the inclusion of weather 
indicator into a non-parametric statistical model of traffic flow field in Slovenia. The ad-
vantage of the proposed method is that it renders possible a simple joining of weather 
and traffic data in modeling. Our examination shows that during a year with a mild cli-
mate conditions, such as was for example the year 2007, the influence of weather is 
practically negligible; even more, it weakly disturbs the performance of the model. This 
property makes feasible long term prediction of traffic activity under hypothetically weak-
ly changing weather conditions. However, quite opposite effect is expected for years with 
hard winter conditions, where accurate weather forecast data cud support forecasting. 
Application of the same method to data provided by road services in Sweden has already 
shown that it could transform weather data into estimator of road slipperiness. Similarly, 
its application to forecasting of pollution concentration from the climate data provided by 
ARPV in Italy has also been successful. Examination of various other examples [11-15] 
has confirmed that this method can be simply utilized in prediction of traffic field distribu-
tion and related variables such as traffic load on a selected path. Consequently, it has 
been applied in a development of a graphic user interface by which predicted data can 
be transmitted to participants in the traffic over existing communication devices such as 
mobile telephones or internet.  
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9.3 Alternative classifiers 
In this appendix we discuss two models that map weather related data to the classes 
corresponding to disturbed/non-disturbed traffic conditions. The models are based on 
the two well-known classification algorithms, namely Minimum-Distance Classifier (MDC) 
and Support Vector Machine (SVM).  
 
The main difference between these two classifiers is that, unlike decision tree classifier, 
they use the complete input vector (having 39 dimensions in this study) for the classifi-
cation at once. This causes a challenge to MDC that employs Euclidean distance between 
data points in the feature space directly. The Euclidean distance performs quite poorly in 
large dimensional spaces and therefore we apply a feature selection method, Sequential 
Forward Selection (SFS) with the MDC.  SVMs perform generally well with high-
dimensional problem instances. 
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9.3.1 Methodology 
In this section, we briefly introduce the methodology used in the study.  
 

9.3.1.1 Minimum-Distance Classifier 
Perhaps the simplest way to do classification of samples is to calculate a distance from a 
sample to the ideal elements that represent classes in the best possible way and then 
select the class to which the distance is the smallest. If the samples are represented in 
an N-dimensional vector space then there will be N-1 dimensional hyperplanes separat-
ing each class. In that case, it would be natural to use the mean value as the ideal ele-
ment of each class.  
 
More rigorously, the whole classification procedure can be expressed as follows: consider 
a  classification task where we have to associate an N-dimensional sample s  to one of 
the C classes. For each class Cj ,,1K= we have jI example samples jj

i Iix ,,1, K= . 

Further, let jc represent the ideal vector for the class , i.e. 
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Now, the classification of the sample s to the class *j  can be accomplished as follows: 
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where ⋅ is a norm, e.g. Euclidean norm. 

 
In reality the data is rarely linearly separable and therefore linear classifiers lead to the 
suboptimal performance. However, in this study we have used SFS feature selection 
method that selects a subset of features that maximises the linear separativity of the 
classes and hence makes it as suitable for MDC as possible. 
 

9.3.1.2 Support vector machines 
The basic idea behind SVM is to map original data to a high dimensional  space, typically 
much higher dimensional than the original space and then classify it with a linear classi-
fier. With an appropriate mapping, two classes of data can always be linearly separated 
in a sufficiently high-dimensional space [Duda, Hart, Stork, 2001]. A hyperplane separat-
ing the classes is selected so that it has the maximum distance from the training samples 
representing different classes. Figure 56 illustrates the optimal hyperplane separating 
two classes. 
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Figure 56. Optimal hyperplane separating two classes. An illustrative example of SVM. 

Finding the optimal separating hyperplane in the high dimensional space requires a solu-
tion to the quadratic optimization problem.  In addition, a non-linear mapping from the 
original feature space to a higher dimensional space should be selected and the per-
formance of the classifier depends on this selection. In this paper we use radial-basis 
function as the non-linear mapping.  
 

9.3.1.3 Sequential forward selection 
The SFS-algorithm is very commonly used for feature selection in many application do-
mains. It is originally proposed by Whitney in [Whitney, 1971]. The key idea in the SFS-
algorithm is to add a feature that increases the classification result best to the current 
pool of features at each time step. In other words, the SFS-algorithm performs the 
greedy optimization in the feature space. SFS is very easy to implement but the major 
drawback is that it easily gets stuck on the local maxima of the feature space. In this 
study we use SFS with MDC. As the classes are highly unbalanced, we use a confusion 
matrix  related to a set of features to evaluate the performance of the feature set. We 
summarize the confusion matrix representation of the classification result by using the F-
measure, i.e. harmonic mean of the precision ( P ) and the recall ( )R  values. Mathemati-
cally, this is: 
 

RP
PRF
+

= 2  

 

9.3.2 Analysis 
In this section we provide results for both MDC and SVM. In both cases we show exact 
confusion matrices and respective F-values. With Minimum-Distance Classifier we also 
discuss the optimal feature set found by the SFS-method.  We also study how the num-
ber of features affects to the results. 
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9.3.2.1 Minimum-distance classifier 
 
MDC attained the results presented in Table 1. The accuracy is good, 96.82%, The preci-
sion is 22.23% and the recall 14.83%. Corresponding F-score is 0.1779. These figures 
show the similar performance as the decision tree based classifier.  
 
 

Table 1 Confusion matrix of MDC classifier. 

  Model classification 
  pos. neg. 

Ac
tu

al
 c
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ss

 
 

pos. 1196 6870 

neg. 4185 335928 

 
The effect of the number of features to the performance is depicted in Fig. 2. The classi-
fier attains its maximum performance already with 4 features. However, it remains the 
same until more than 18 features are used. The exact set of features is shown in the fol-
lowing list: 
 

1. average of super cooled rain since time -2h 
2. average of super cooled rain since time -3h 
3. average of super cooled rain since time -1h 
4. super cooled rain  [ mm / 30minutes ] 

 
It seems that the amount of rain in the near past is the most important feature in decid-
ing whether or  not the traffic is disturbed due to the bad weather. 
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Figure 57. A curve depicting how F-score depends on the number of features. 
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9.3.2.2 Support vector machine 
 
The SVM implementation used was that of LibSVM [Chang and Lin, 2001] and its Matlab 
interface by the same authors. Default parameters were used, i.e. a radial basis function 
and parameter γ = 0.07. Two experiments were carried out, in which the 39 features 
were used without feature selection. 
 
In the first experiment, all the training samples from both classes were used, leading to 
class imbalance in the training phase. Indeed class 2 (non-disturbed traffic) was over 
represented (340113 samples) compared to 8066 samples from the class 1 (disturbed 
traffic conditions). The results show a good accuracy (97.85%) but this is misleading be-
cause of class imbalance. The confusion matrix (Table 2) reveals that most of the sam-
ples from class 1 are classified as class 2 (false negatives). Precision is comparable to the 
analysis obtained with decision trees, but the F-score and recall are slightly better. 
 

Table 2. SVM trained on all samples, 39 features. Accuracy=97.85%, precision=72.83%, 
recall=11.47%, F-score=0.1982. 

  Model classification 
  pos. neg. 

Ac
tu

al
 c
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ss

 
 

pos. 925 7141 

neg. 345 339768 

 
In the second experiment, the number of samples of the non-disturbed traffic class was 
reduced to the same number of samples than in the disturbed traffic class. This was 
done by random selection of samples among all available samples of the non-disturbed 
traffic class. This solved the problem of class imbalance, but did not use the whole data-
set available. Results (Table 3) show a significant improvement of recall up to 58.12%, 
at the cost of a dropped accuracy, precision and F-score. 
 
 

Table 3. SVM trained on equal number of samples for both classes, 39 features. Accura-
cy=83.7%, precision=8.07%, recall=58.12% and F-score=0.1418. 

  Model classification 
  pos. neg. 

Ac
tu

al
 c
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pos. 4688 3378 

neg. 53384 286729 

 
Depending on the mis-classification costs (i.e. what kind of error is more acceptable, 
mis-detection of bad traffic conditions or false detection of bad traffic conditions), either 
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approach could be more suitable. Tuning of SVM parameters such as kernel type, kernel 
parameters or the parameter C, as well as more refined training approaches (cross-
validation, feature selection) could further improve the results. 
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