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1 INTRODUCTION 

1.1 Scope 

This deliverable is an update of Deliverable D3.1.1 presenting the full OpenIoT 
Ontology: (a) to model and represent Internet-connected objects and further required 
concepts – e.g., from the Cloud domain, service domain – within the OpenIoT 
platform, (b) to enable the semantic interoperability between Internet-connected 
objects for IoT applications in the Cloud-based settings, and (c) to enable the 
application of reasoning algorithms for the seamless automated information 
exchange between networks of Internet-connected objects. For the OpenIoT 
ontology, we bootstrap from existing efforts towards the ontological descriptions of 
concepts, such as sensors, services, etc. relevant for the OpenIoT platform.  
A first version of the OpenIoT ontology has been introduced in Deliverable D3.1.1. 
There, we focused on the core vocabularies used within the ontology. This 
particularly included the Semantic Sensor Network (SSN) ontology to semantically 
describe all aspects of sensors, i.e., their capabilities, physical properties, 
observations, network characteristics, etc. Further core vocabularies included (a) the 
DOLCE+DnS Ultralite (DUL) ontology to describe general knowledge that is 
independent from any specific domain or application, (b) the Provenance Vocabulary 
to describe to provenance of sensor data, for example, the manufacturer or the 
owner of the sensor deployment, (c) the LinkedGeoData and WGS84 to represent 
geographic locations, and  (d) the LSM vocabulary featuring well-defined units and 
reference metrics for the collection, transformation, analysis, and presentation of 
sensor data. We refer to these vocabularies as core vocabularies since they provide 
the basic concepts required for the description of the OpenIoT use cases. 
This deliverable complements D3.1.1 by extending the OpenIoT ontology with 
additional vocabularies relevant for the more specific parts of the OpenIoT use 
cases. This includes, for example, concepts from the social domain for the 
descriptions of user groups or communities as required for the "KITCampusGuide" 
and "Silver Angel" application as part of the Ambient Assisted Living use case. 
Furthermore, the core vocabularies don’t cover cloud-based related concepts such 
as for the description and formulation of services on the Cloud and their delivery. An 
extension such as the SPITFIRE ontology provides two main benefits. Firstly, it 
provides natural extensions to the SSN vocabulary in terms of further sensor-relevant 
concepts. And secondly, the SPITFIRE ontology already aligns various other 
ontologies that are considered for OpenIoT. 
 

1.2 Audience 

This deliverable particularly addresses the following audiences: 
• Researchers, developers and integrators within the OpenIoT consortium, 

which will use this deliverable and the therein-defined ontology as shared 
conceptualisation, i.e. shared vocabulary and taxonomy of the OpenIoT domain. 

• Researchers and members of other Internet-of-Things (IoT) projects 
(including projects of the IERC cluster) will benefit from this deliverable, firstly, 
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by reviewing basic concepts and terminology in the area of semantics and formal 
language representations providing a comprehensive overview to existing 
ontologies in the context of IoT, and secondly, by proposing an ontology that 
covers a broad spectrum of IoT-related use cases and particularly landed on the 
OpenIoT project scenarios as a first approach to condensate the necessaries 
semantic representations.  

• Standardisation bodies. As a public document, this deliverable will be 
accessible by any groups listed above and including standardization bodies. The 
content of this deliverable is also part of some extensions towards standardization 
activities around the semantic representation, which standard organizations and 
its individuals can also benefit from the content introduced. 

 

1.3 Summary 

In terms of data management, OpenIoT is about (sensor) data integration, sharing 
and discovery, i.e. to deal with the heterogeneity of sensor data from different 
sources and the support the interoperability between these sources. As such, 
OpenIoT can leverage from existing efforts. This includes, firstly, the Linked Data 
principles and the involved technologies (RDF, SPARQL, etc.) to provide a common 
data model, and secondly, the notion of an ontology to add semantics / meaning to 
data, particularly for the support of data discovery and reasoning. Ontologies are 
conceptual representations consisting of ontological terms of data and of their 
relationships, in order to eliminate heterogeneities. In a nutshell, an ontology typically 
refers to (a) a controlled vocabulary, i.e. a set of terms with informal natural language 
definitions that specify meaning, (b) a taxonomy, i.e. a basic hierarchical organisation 
of the terms of the vocabulary, and (c) additional types of relationships between the 
terms to specify the meaning of these relationships. 
In general, ontologies are created for a specific domain to ensure a rather 
manageable size of the vocabulary. When developing a new ontology it is desirable 
to reuse existing ontologies as much as possible. This simplifies the development 
since one can focus at the domain or application-specific knowledge only, the 
integration between applications in the future since defined parts of ontologies will be 
shared. Further, application scenarios cover the domain multiple ontologies, requiring 
various operations on ontologies, such as the alignment of ontologies. The 
deliverable, therefore, describes the basic mechanisms for modular reuse of multiple 
ontologies, and features a comprehensive list of exiting ontologies whose covered 
domain overlaps with application scenario of OpenIoT. 
This deliverable introduces the OpenIoT ontology. The ontology derives from (a) the 
requirements resulting from the use case description, i.e. the involved concepts and 
relationships between concepts, and (b) the set of ontologies relevant to OpenIoT. 
Here, “relevance” refers to the overlap between the concepts and relationships of the 
OpenIoT use cases and the ones described by the existing ontologies. With that, the 
first step towards the definition of the OpenIoT ontology is the selection minimum set 
of available ontologies that allow for the description of the OpenIoT uses cases. The 
second step, then, refers to the alignment of these different ontologies. 
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1.4 Structure 

Section 2 outlines the background knowledge to understand the major topics 
addressed in this deliverable. The first part covers the notion of Linked Data (Section 
2.1) unifying principle for sharing and linking data from different sources; the second 
part introduces ontologies (Section 2.2), the state of the art concept to add semantics 
to data to enable data discovery and reasoning over the annotated data. Section 3 
reviews related work. This mainly includes existing works towards adding semantics 
to the Internet-of-Things, as well as an overview to existing IoT platforms together 
with a brief outline how interoperability and heterogeneity are addressed in these 
platforms. Section 4 represents a crucial part of the deliverable, introducing the 
OpenIoT ontology. The rationale is that OpenIoT follows the recommended best-
effort practice to reuse existing, popular ontologies/vocabularies as much as 
possible. For each included vocabulary, the corresponding subsection highlights the 
basic defined concepts and relationships between concepts, and argues the 
ontologies’ potential relevance for OpenIoT. Section 5 outlines the ontological 
requirements derived from the OpenIoT use cases and relates them with the 
OpenIoT ontology/vocabulary. Section 6 is related to the End User Support. Section 
7 outlines standardisation issues, and Section 8 concludes. 
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2 BACKGROUND  

 

2.1 Linked Data 

Until recently the landscape of data on the Web was comprised of a plethora of self-
contained data repositories. Basically each Web application or platform maintained 
its own repository, even if there was a significant overlap between these datasets 
and the data was publicly accessible. From a knowledge and information retrieval 
perspective, however, the integration of different kinds of data sources yields 
significant added values. The use of different format and different technologies 
makes such an integration challenging.  
These challenges spurred the development and success of concept of Linked Data. 
This concept describes a method of publishing not only documents but also all kinds 
of structured data so that it can be interlinked and become more useful. It builds upon 
standard Web technologies such as HTTP and URIs, but rather than using them to 
serve web pages for human readers, it extends them to share information in a way 
that can be read automatically by computers. This enables data from different 
sources to be connected and queried.  

2.1.1 Basic Principles 

The term Linked Data refers to a set of best practices for publishing and interlinking 
structured data on the Web. These best practices were introduced by Tim Berners-
Lee in his Web architecture note Linked Data (Heitmann et al, 2009) and have 
become known as the Linked Data principles. These principles are the following: 
 

1) Use URIs as names for things. 
 This principle advocates using URI references to all things, i.e. extending the 

scope of the Web from online resources to encompass any object or concept 
in the world. Thus, things are not just Web documents and digital content, but 
also real world objects and abstract concepts. These may include tangible 
things such as people, places and cars, or those that are more abstract, such 
as the relationship type of knowing somebody, the set of all green cars in the 
world, or the colour green itself.  

 To publish data on the Web, the things need to be uniquely identified. As 
Linked Data builds directly on Web architecture (Jacobs and Walsh, 2004), the 
Web architecture term resource is used to refer to these things of interest, 
which are, in turn, identified by HTTP URIs. Linked Data uses only HTTP 
URIs, avoiding other URI schemes such as Uniform Resource Names (URN1) 
and Digital Object Identifier (DOI2). The benefits of HTTP URIs are: (a) they 
provide a simple way to create globally unique names in a decentralised 
fashion, and (b) they serve not just as a name but also as a means of 
accessing information describing the identified entity. 

                                            
1 http://tools.ietf.org/html/rfc2141 
2 http://www.doi.org/handbook_2000/DOIHandbook-v4-4.1.pdf 
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2) Use HTTP URIs, so that people can look up those names. 

 The HTTP protocol is the Web’s universal access mechanism. In the classic 
Web, HTTP URIs are used to combine globally unique identification with a 
simple, well-understood retrieval mechanism. Thus, this Linked Data principle 
advocates the use of HTTP URIs to identify objects and abstract concepts, 
enabling these URIs to be dereferences (i.e., looked up) over the HTTP 
protocol into a description of the identified object or concept. As a result, any 
HTTP client can look up the URI using the HTTP protocol and retrieve a 
description of the resource that is identified by the URI. This applies to URIs 
that are used to identify classic HTML documents, as well as URIs that are 
used in the Linked Data context to identify real-world objects and abstract 
concepts. 

 In case of URIs identifying real-world objects, it is essential to distinguish 
these objects themselves from the Web documents that describe them. It is, 
therefore, common practice to use different URIs to identify the real-world 
object and the document that describes it, in order to be unambiguous. This 
practice allows separate statements to be made about an object and about a 
document that describes that object. For example, the creation date of a 
person may be rather different to the creation date of a document that 
describes this person. Being able to distinguish the two through use of 
different URIs is critical to the coherence of the Web of Data (see also Section 
2.1.4). 

 

3) When someone looks up a URI, provide useful information, using the standards. 
 In order to enable a wide range of different applications to process Web 

content, it is important to agree on standardised content formats. The 
agreement on HTML as a dominant document format was an important factor 
that made the Web scale. The third Linked Data principle therefore advocates 
use of a single data model for publishing structured data on the Web – the 
Resource Description Framework (RDF). 

 RDF provides a graph-based data model that is extremely simple on the one 
hand but strictly tailored towards Web architecture on the other. RDF itself is 
just describing the data model, it does not address the format in which the 
data is eventually stored and transferred. To be published on the Web, RDF 
data can be serialised in different formats. The two RDF serialisation formats 
most commonly used to publish Linked Data on the Web are RDF/XML and 
RDFa. Section 2.1.2 will give an overview to the RDF data model as well to 
the most popular serialisation techniques. 

 

4) Include links to other URIs, so that they can discover more things. 
 This Linked Data principle advocates the use of hyperlinks to connect not only 

Web documents, but also any type of thing. For example, a hyperlink may be 
set between a person and a place, or between a place and a company. 
Hyperlinks that connect things in a Linked Data context have types, which 
describe the relationship between the things. For example, a hyperlink of the 
type “friend-of” may be set between two people, or a hyperlink of the type 
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“based-near” may be set between a person and a place. Hyperlinks in the 
Linked Data context are called RDF links in order to distinguish them from 
untyped hyperlinks between classic Web documents. 

 The fourth Linked Data principle is to set RDF links pointing into other data 
sources on the Web. Such external RDF links are fundamental for the Web of 
Data as they are the glue that connects different data repositories into a 
global, interconnected data space. This, in turn enables applications to 
discover additional data sources by following RDF links between different data 
sources, for example to navigate through the Web of Data using Linked Data 
browser or to crawl data as input for Linked Data search engines. 

 

2.1.2 RDF: Data Model & Serialisation Formats 

Linked Data is based around describing real world things using the Resource 
Description Framework (RDF). The following paragraphs introduce the basic data 
model, and then outline existing formats to serialise date modelled in RDF. 
  
2.1.2.1 RDF Data Model 
RDF is a very simple, flexible, and schema-less to express and process a series of 
simple assertions. Consider the following example: “Sensor A measures 21C.” Each 
statement, i.e. piece of information, is represented in the form of triples (RDF triples) 
that link a subject (“Sensor A”), a predicate (“measures”), and an object (“21C”). The 
subject is the thing that is described, i.e. the resource in question. The predicate is a 
term used to describe or modify some aspect of the subject. It is used to denote 
relationships between the subject and the object. The object is, in RDF, the “target” 
or “value” of the triple. It can be another resource, or just a literal value such as a 
number or word. 
In RDF, resources are represented by Uniform Resource Identifiers (URIs). The 
subject of RDF triples must always be a resource. The typical way to represent a 
RDF triple is a graph, with the subject and object being nodes and the predicate a 
directed edge from the subject to the object. So the above example statement could 
be turned into an RDF triple illustrated in 

 
Figure 1. RDF triple in graph representation describing “Sensor A measures 21.8°C.” 
 
Since objects can also be a resource with predicates and objects on their own, single 
triples are connected to a so-called RDF graph. In terms of graph theory, the RDF 
graph is a labelled and directed graph. As illustration we extend the previous 
example, replacing the literal “21C” by a resource “Measurement” for the object in the 
RDF triple in Figure 1. The resource itself has two predicates assigning a unit and the 
actual value to the measurement. The unit is again represented by a resource and 
the value is numerical literal. The resulting RDF graph looks as follows: 
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Figure 2. Simple RDF graph including the example RDF triple. 
 
2.1.2.2 Serialisation Formats.  
The RDF data model itself does not describe the format in which the data, i.e. the 
RDF graph structure, is stored, processed, or transferred. Several formats exist that 
serialise RDF data; the following overview lists the most popular formats, including a 
short description about their main characteristics and examples. Figure 2 shows a 
simple RDF graph to serve as basis. 
 

2.1.2.2.1 RDF/XML.  

The RDF/XML syntax3 is standardised by the W3C and is widely used to publish 
Linked Data on the Web. On the downside, however, the XML syntax is also viewed 
as difficult for humans to read and write. This recommends consideration of (a) other 
serialisation formats in data management and control workflows that involve human 
intervention and (b) the provision of alternative serialisations for consumers who may 
wish to examine the raw RDF data. The RDF/XML syntax is described in detail as 
part of the W3C RDF Primer. The MIME type that should be used for RDF/XML 
within HTTP content negotiation is application/rdf+xml. The listing shown in 
Table 1 below shows the RDF/XML serialisation for the RDF graph in Figure 2. 
 

Table 1: RDF/XML Serialisation Example 
<?xml version="1.0"?> 

<rdf:RDF xmlns:ex="http://www.example.org/" 

<rdf:Description rdf:about=" http://www.example.org/Sensor_A"> 

  <ex:title>21.8°C</ex:title> 

</rdf:Description> 

</rdf:RDF> 

 

2.1.2.2.2 Turtle 

Turtle4 (Terse RDF Triple Language) is a plain text format for serialising RDF data. It 
has support for namespace prefixes and other shorthands, making Turtle typically the 
                                            
3 http://www.w3.org/TR/rdf-syntax-grammar/ 
4 http://www.w3.org/TeamSubmission/turtle/ 
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serialisation format of choice for reading RDF triples or writing them by hand. A 
detailed introduction to Turtle is given in the W3C Team Submission document 
Turtle. It was accepted as a first working draft by the World Wide Web Consortium 
(W3C) RDF Working Group in August 2011, and parsing and serialising RDF data is 
supported by a large number of RDF toolkits. The MIME type for Turtle is 
text/turtle;charset=utf-8. The Table 2 shows the serialisation listing for the 
example RDF graph in Figure 2 in Turtle syntax. 
 

Table 2: Turtle Serialisation Example 
@prefix : <http://www.example.org/> . 

:Sensor_A :measures “21.8°C” 

 

2.1.2.2.3 N-Triples 

The N-Triples syntax5 is a subset of Turtle, excluding features such as namespace 
prefixes and shorthands. Since all URIs must be specified in full in each triple, this 
serialisation format involves a lot of redundancy, typically resulting in large N-Triples 
particularly compared to Turtle but also to RDF/XML. This redundancy, however, 
enables N-Triples files to be parsed one line at a time, benefitting the loading and 
processing of large data files that will not fit into main memory. The redundancy also 
allows compressing N-Triples files with a high compression ratio, thus reducing 
network traffic when exchanging files. These two factors make N-Triples the de facto 
standard for exchanging large dumps of Linked Data. The complete definition of the 
N-Triples syntax is given as part of the W3C RDF Test Cases recommendation. The 
following listing in Table 3 represents the N-Triples serialisation of the example RDF 
graph (see Figure 2). 
 

Table 3: N-Triples Serialisation Example 
<http://www.example.org/Sensor_A> 

     <http://www.example.org/measures> 

          “21.8°C”@en-UK . 
 

2.1.2.2.4 RDFa 

RDFa6 allows embedding RDF triples directly in (X)HTML documents using a set of 
attributes of the (X)HTML elements. The RDF data is not embedded in comments 
within the HTML document but interwoven within the HTML Document Object Model 
(DOM). This means that existing content within the page can be marked up with 
RDFa by modifying HTML code, thereby exposing structured data to the Web. It 
doesn’t require separate documents, but instead allows people to add structure to an 
existing content. A detailed introduction into RDFa is given in the W3C RDFa Primer. 
RDFa is popular in contexts where data publishers are able to modify HTML 

                                            
5 http://www.w3.org/TR/rdf-testcases/#ntriples 
6 http://www.w3.org/TR/xhtml-rdfa-primer/ 
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templates but have relatively little additional control over the publishing infrastructure. 
The RDFa serialisation shown in the example RDF graph is shown in the listening 
below as Table 4. To ease presentation, all examples used throughout this document 
are written in the Turtle syntax. This includes the usage of the following namespaces. 
 

Table 4: RDFa Serialisation Example 
@prefix ssn:<http://www.w3.org/2005/Incubator/ssn/ssnx/ssn#> . 

@prefix spitf:<http://spitfire−project.eu/ontology/ns#> . 

@prefix dul :<http://www.ontologydesignpatterns.org/ont/dul/DUL.owl#> . 

@prefix f:<http://events.semantic-multimedia.org/ontology/2008/12/15/model.owl#> . 

@prefix rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#> . 

@prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#> . 

@prefix owl:<http://www.w3.org/2002/07/owl#> . 

@prefix xsd:<http://www.w3.org/2001/XMLSchema#> . 

@prefix:<http://www.example.org/ns#> . 

@prefix muo:<http://purl.oclc.org/NET/muo/muo#> . 

@prefix ucum-unit:<http://purl.oclc.org/NET/muo/ucum/unit/> . 

@prefix unit:<http://www.w3.org/2007/ont/unit#> . 

@prefix foaf:<http://xmlns.com/foaf/0.1/> . 

@prefix dbpedia:<http://dbpedia.org/ontology> . 

@prefix ao:<http://purl.org/ontology/ao/associationontology.html#> . 

@prefix sweet:<http://sweet.jpl.nasa.gov/2.2/sweetAll.owl#> . 
 

2.1.3 SPARQL: Querying Linked Data 

SPARQL7 (SPARQL Protocol and RDF Query Language) is the most popular query 
language to retrieve and manipulate data stored in RDF, and became an official W3C 
Recommendation in 2008. Depending on the purpose, SPARQL distinguishes the 
following for query variations: 

• SELECT query: extraction of (raw) information from the data 
• CONSTRUCT query: extraction of information and transformation into RDF 
• ASK query: extraction of information resulting an True/False answer 
• DESCRIBE query: extraction of RDF graph that describes the resources found 

 
Given that RDF forms a directed, labelled graph for representing information, the 
most basic construct of a SPARQL query is a so-called basic graph pattern. Such a 
pattern is very similar to a RDF triple with the exception that the subject, predicate or 
object may be a variable. A basic graph pattern matches a subgraph of the RDF data 
when RDF terms from that subgraph may be substituted for the variables and the 
result is RDF graph equivalent to the subgraph. Using the same identifier for 
variables also allow combining multiple graph patterns. To give an example, the 

                                            
7 http://www.w3.org/TR/rdf-sparql-query/ 
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SPARQL query returns the name of all pairs of people where ?person1 knows 
?person2 (note that foaf:knows is not defined as symmetric relation) 
 

PREFIX foaf: <http://xmlns.com/foaf/0.1/> 
SELECT ?name1  ?name2 
FROM <http://example.org/foaf> 
WHERE {  
      ?person1 foaf:knows ?person2 . 
      ?person1 foaf:name  ?name1 . 
      ?person2 foaf:name  ?name2 . 
} 

Figure 3. Simple SPARQL query utilising basic graph patterns 
 
Besides aforementioned graph patterns, the SPARQL 1.0 standard also supports the 
sorting (ORDER BY), and the limitation of result sets (LIMIT, OFFSET), the 
elimination of duplicates (DISTINCT), the formulation of conditions over the value of 
variables (FILTER), and the possibility to declare a constraint as OPTIONAL. As an 
illustration, we modify the example query in Figure 3. The query in Figure 4 retrieves 
all persons that Alice knows including, if available, the URL of their homepages. The 
results are sorted with respect to the name of known persons, and finally limited to 
the first 20 entries. 
 

PREFIX foaf: <http://xmlns.com/foaf/0.1/> 
SELECT ?name ?hpage 
FROM <http://example.org/foaf> 
WHERE {  
      ?person1 foaf:knows ?person2 . 
      ?person1 foaf:name  “Alice” . 
      ?person2 foaf:name  ?name . 
      OPTIONAL { ?person2 foaf:hompage ?hpage } 
} 

ORDER BY ?name 

LIMIT 20 

Figure 4. Example SPARQL 1.0 query 
 
The SPARQL 1.1 standard significantly extended the expressiveness of SPARQL. In 
more detail the new features include 

• Grouping (GROUP BY), and conditions on groups (HAVING) 

• Aggregates (CONT, SUM, MIN, MAX, AVG, etc.) 
• Subqueries to embed SPARQL queries directly within other queries 
• Negation to, e.g., check for the absence of data triples 
• Project expression, e.g., to use numerical result values in the SELECT clause 

within a mathematical formulas and assign new variable names to the result 
• Update statements to add, change, or delete statements 
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• Variable assignments to bind expressions to variables in a graph pattern 

• New built-in functions and operators, including string functions (e.g., CONCAT, 
CONTAINS), string digest functions (e.g., MD5, SHA1), numeric functions (e.g., 
ABS, ROUND), or date/time functions (e.g., NOW, DAY, HOURS) 

 
Again, to give a short example, the query in Figure 5 counts for each person the 
number of contacts, i.e. the number of others each person knows. Note that we can 
use a blank node (_:a), i.e. generic placeholder, since one was not interested in any 
additional information about contacts. The results are sorted with respect to the 
number of contacts in a descending manner. 
 

PREFIX foaf: <http://xmlns.com/foaf/0.1/> 
SELECT ?name COUNT(*) AS ?numberOfContacts 
FROM <http://example.org/foaf> 
WHERE {  
      ?person foaf:knows _:a . 
      ?person foaf:name  ?name . 
} 

GROUP BY ?name 

ORDER BY DESC(COUNT(*)) 

Figure 5. Example SPARQL 1.1 query 
 

2.1.4 Web of Data 

The Web of Data, or the Semantic Web, is the continuously growing result of Linked 
Data idea and goals. A large and increasing number of individuals, organisations, 
public bodies, etc. publish their data in line with the principles of Linked Data, instead 
of just putting them on the Web as content of traditional websites. Due to the links 
between resources of different data sources, the Web of Data can be seen as giant 
RDF graph forming a unified, global data space. At the time of writing, this RDF 
graph contains billions of triples spanning all kinds of knowledge domains. The Web 
of Data can before be described by the following characteristics: 
 

1)  Generic: The simple data model of RDF can contain any type of data, and 
enables the implementation of generic tools for data access and discovery 
as well as the implementation of generic optimisation techniques. 

2)  Open: There are no access restrictions to the Web of Data. Anyone can 
publish data as Linked Data, create links to other data sources, and so 
contribute to the Web of Data RDF graph. 

3)  Unconstraint: The Web of Data can contain statements that represent a 
disagreement or a contradiction about described resources. 
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4) Flexible: The Web of Data does no constrain or limit data publishers to a 
specific set of vocabularies with which to represent the data. Publishers can 
choose their own vocabulary, combine or extend them. 

5)  Self-describing: If an application consuming Linked Data encounters data 
described with an unfamiliar vocabulary, the application can dereference 
the URIs that identify vocabulary terms in order to find their definition. 

6)  Standardised: All underlying technologies of the Web of Data, including 
RDF for modelling the data and HTTP for accessing the data, are 
standardised. This simplifies the data access and processing compared to 
Web APIs that rely on heterogeneous data models and access interfaces. 

 

The origins of this Web of Data lie in the efforts of the Semantic Web research 
community and particularly in the activities of the W3C Linking Open Data (LOD) 
project8, a grassroots community effort founded in January 2007. The founding aim of 
the project, which has spawned a vibrant and growing Linked Data community, was 
to bootstrap the Web of Data by identifying existing data sets available under open 
licenses, convert them to RDF according to the Linked Data principles, and to publish 
them on the Web. As a point of principle, the project has always been open to 
anyone who publishes data according to the Linked Data principles. This openness is 
a likely factor in the success of the project in bootstrapping the Web of Data. 
 

2.1.5 Data Integration 

The main aspired benefit of the Linked Data idea lies in the interlinking of data 
between different sources, eventually resulting in the Web of Data. On the 
“traditional” Web, the user can browse information without any knowledge of the 
underlying technical structure, and the browsing experience is seamless even when 
linking from one website to another. Similarly, with Linked Data, it should be possible 
to browse datasets, and link from one dataset to another, even if they are stored in 
different places and in different formats. The applied technologies and the resulting 
characteristics (see Section 2.1.4), however, involve several changes when it comes 
to integrate different data sources 

1)  The flexible modelling of information, in general, involves that the same kind 
of information can be modelled in more than one way. For example, the 
home of a person can be modelled by linking the resource describing the 
person to literal nodes containing the street name, house number, etc., or 
linking the resource to a dedicated address resource which itself than links 
to the specific address information. 

2)  If two different data sources contain information resources referring to the 
same real world concepts, these resources are typically identified via 
different URIs. Thus, in different data sources the same real world concept 
is often represented differently. There is not inherent connection between 
the corresponding resources. 

                                            
8 http://esw.w3.org/topic/SweoIG/TaskForces/CommunityProjects/LinkingOpenData 
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3)  Publishers of Linked Data might user different vocabularies, i.e. speak a 
different language. For example, a contact relationship between persons 
can be named as “has-contact”, “knows”, “is-acquainted-with”, or similar. 
Although the semantics between these notions is the same – and is 
understandable for humans – the different syntax makes the integration of 
this information difficult on a machine level. 

Given these challenges, basic best-practice techniques have been formulated and 
are promoted. Firstly, while anyone is free to provide their own ontology, Linked Data 
publishers are encouraged to use existing ontologies as much as possible. In a 
nutshell, ontologies define the basic terms (i.e. the vocabulary) and relations of a 
domain of interest, as well as the rules for combining these terms and relations. 
Ontologies are used for communication between people and organisations by 
providing a common terminology over a domain. They provide the basis for 
interoperability between systems. The idea of reusing existing ontologies resulted in 
the definition of ontologies typically addressing terms of a specific domain. Often their 
definition is done not by data publishers but by ontology maintainers as third party 
among the data publishers and data consumers. And secondly, even when data 
publishers use the same ontology, different data sources still might contain 
equivalent resources, i.e. referring to the same real-world concept, but featuring 
different URIs. This raises the need to interconnect these resources, i.e. to explicitly 
connect resources via relations that indicate that both resources represent the same 
real-world concept. We address the important notion of an ontology in more detail in 
the following Section 2.2. 
 

2.2 Ontologies  

As outlined in Section 2.1.5, ontologies aim to add semantics, i.e. meaning, to 
information to allow for reasoning over the data to derive further knowledge. 
 

2.2.1 Basic Concepts 

The notion of ontology originated in philosophy and is now a common concept and 
various fields including computer science. This includes that the meaning behind the 
term ontologies varies among these fields. In this section we give a concise 
introduction to the notion of ontology and related concepts. For this, we first give a 
short overview of the most relevant concepts in the context of semantics. 
 
2.2.1.1 Vocabulary 
A (controlled) vocabulary is a set of terms with informal natural language definitions 
that specify meaning. A controlled vocabulary is typically more about the terms than 
the underlying concepts, i.e. the terms’ definition does not include any specific order. 
The emphasis on “controlled” mainly refers to the requirement that there should be 
some kind of governance, or agreed-upon procedures in case the vocabulary needs 
to be changed (either by adding or removing terms). Between the terms of a 
vocabulary there are no relationships defined. Thus, pure vocabularies, as simple list 
of words with no relationships, do not allow for reasoning. 
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2.2.1.2 Taxonomy 
A taxonomy is a controlled vocabulary that is organised into a hierarchy. Each term 
names a category, kind or class. Compared to vocabularies, taxonomies introduce 
relationships between terms. However, taxonomies utilise only one type of 
relationship: it means “is-a” or “is-a-kind-of” and corresponds to a subclass 
relationship. According to its strict definition each term in a taxonomy has exactly one 
parent term. Thus, taxonomies typically have a tree-like structure. In general, 
however, the term “taxonomy” often refers to hierarchies with multiple parents. (It is 
also sometimes loosely used to refer to networks with more than one kind of 
relationship between terms.) If the strict definition of taxonomy is used, subclass 
reasoning is supported. This mainly includes that all information associated to a 
parent class can also be associated with all its ancestor classes. 
 
2.2.1.3 Ontology 
An ontology features terms that name classes. This set of classes is organised into a 
network with arbitrarily many kinds of relationships. This set of relationship types 
typically also includes a subclass relationship, which as outlined above, forms a 
taxonomy often representing the backbone of an ontology. The relationships 
themselves have properties that are used for inference. For example, a relationship 
“same-as” can be defined as symmetric, while relationship “contains” cannot. The 
meaning of type of relationship between two classes is formal and well defined. That 
allows for automated reasoning beyond the limited subclass reasoning within 
taxonomies. For example, the information that “Holland contains Amsterdam” and 
“Holland is the same as the Netherlands” allows deriving the knowledge that “the 
Netherlands contains Amsterdam”. 
In terms of its expressiveness; ontologies are the most powerful concepts. 
Particularly for adding semantics to the Web of data, vocabularies or taxonomies are 
too limited in their expressiveness and the included support of reasoning. This makes 
ontologies the concept of choice for the Web of data. An ontology is a description 
(like a formal specification of a program) of the concepts and relationships relevant in 
the abstract model of some domain-specific knowledge agreed by a group. This 
conceptualisation describes knowledge about the domain rather than particular 
states, thus it changes very rarely. A conceptualisation can be defined as an 
intentional semantic structure encoding the implicit knowledge that constrains the 
structure of part of a domain. An ontology is a partial specification of the whole 
intentional semantic structure of a domain, in which the possible use of constructs is 
restricted. It is usually a logical theory that expresses the conceptualisation explicitly 
in some language. In this sense, ontologies are important for the purpose of enabling 
knowledge sharing and reuse. 
An ontology is a specification used for making ontological commitments, i.e., 
agreeing on the usage of a vocabulary in a way that is consistent (but not complete) 
with respect to the theory specified by an ontology. Every knowledge base (or 
corresponding agent) is committed to some conceptualisation. We can describe the 
ontology of a program by defining a set of representational terms. In such an 
ontology, the names of entities in the universe of discourse (i.e., set of objects that 
can be represented, e.g., classes, relations, functions) are associated with both 
descriptions of what the names mean and formal axioms. In particular, such axioms 
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constrain the interpretation and well-formed use of the corresponding terms. Agents 
commit to ontologies and ontologies are designed so that the knowledge can be 
shared among agents. 
Currently, ontologies are commonly used for data integration, i.e., using a conceptual 
representation consisting of ontological terms of data and of their relationships, in 
order to eliminate heterogeneities. So far, ontologies have been applied to several 
fields, for example, search engines (e.g. Yahoo! categories), on-line shopping (e.g., 
Amazons product catalogue), life sciences (e.g., UMLS9 and Gene Ontology10). 
Additionally, an online lexicon database, WordNet11 is widely used for discovery of 
semantic relationships between concepts (e.g., homonyms, synonyms, subconcepts, 
etc.) 
Ontologies are expressed using a formal representation in order to be machine-
processable. There exist several formal languages for this purpose, each 
characterised by different levels of expressivity. A specification is considered formal 
when at least one relation is defined between terms in a formal language, so that 
new conclusions can be inferred. As already mention, the “is-a” relation can be 
represented in a formal way to express a hierarchical classification, expressing 
subsumption. For instance, A subsumes B meaning that everything that is in A is also 
in B. More expressive formal languages are those providing a set of constructs to 
describe classes, instances, relations and constraints. The most formal and 
expressive ones are those that use full logics. On the other hand, the expressiveness 
of a language directly affects the performance of subsequent reasoning over the 
data. Simply speaking, the more expressive a language is in describing classes, 
relations, etc., the higher the resulting reasoning complexity, and vice versa. During 
the ontology development it is usually better to choose an expressive language. 
Afterwards, in case the performance is not acceptable, the ontology can be reduced 
to a subset for some levels of automatic processing. The following Section 2.2.2 
addresses this issue in more detail by giving an overview to the commonly used 
languages for the definition of ontologies for the Web. 
 

2.2.2 Semantics for the Web of Data 

The Semantic Web is an effort supported and started by the W3C to make all 
information available on the Web, “understandable” and processable by machines. 
Thus humans would be able to easily find required knowledge rather than just web 
documents in which the knowledge is hidden and sparse. Like the Web is a 
distributed hypertext system, the Semantic Web is a distributed knowledge base 
system. Consequently ontologies are needed to unambiguously define meaning and 
relations of such distributed heterogeneous data items, and they must be 
represented in a proper machine-understandable formalism. The W3C recommends 
RDF, the Resource Description Framework, for this purpose. RDF has been 
extended by other formalisms but it is still the core framework. In particular, we used 
the “Full Owl extension”, described below.  

                                            
9 http://www.nlm.nih.gov/ research/umls/ 
10 http://www.geneontology.org 
11 http://www.cogsci.princeton.edu/∼wn/ 
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2.2.2.1 RDFS.  
RDF Schema (RDFS)12 is a set of primitives to describe lightweight ontologies in 
RDF, i.e., it uses the RDF model and syntax, and for RDF, i.e., the ontologies are 
used to type resources and relations. RDFS adds classes, subclasses and properties 
to resources, supporting the description of taxonomies of classes and properties. An 
RDFS vocabulary defines the allowable properties that can be assigned to RDF 
resources within a given domain. RDFS also allows you to create classes of 
resources that share common properties. Using the same triples paradigm defined by 
RDF, RDFS triples consist of classes, class properties, and values that define the 
classes and relationships between the resources within a particular domain. More 
specifically – but not exhaustive – RDFS allows 

• to name and declare a vocabulary, i.e., to name resource types and binary 
relation types called properties), 

• to specify the signature of properties, including the type of the domain 
(rdfs:domain), i.e. type of the subject, and type of the range (rdfs:range), 
i.e. type of the object), 

• to specify the (multiple)-inheritance links between the types of classes 
(rdfs:subClassOf), 

• to specify the (multiple)-inheritance links between the types of properties 
(subPropertyOf), and 

• to provide labels (rdfs:label) and comments (rdfs:comment) in natural 
language to document and display these primitives. 

 
2.2.2.2 OWL.  
The Web Ontology Language (OWL)13 extends RDF and RDFS with the goal to 
enhance the expressiveness and reasoning power. Essentially, it defines more 
classes that let creators of ontologies define more of the meaning of their predicates. 
For example, it allows defining relations between classes (e.g. disjointedness), 
cardinality (e.g. "exactly one"), equality, richer typing of properties, characteristics of 
properties (e.g. symmetry), and enumerated classes. Like RDFS, OWL utilises the 
RDF triple paradigm for the definition of ontologies. As mentioned above, an increase 
of expressiveness potentially leads in an increase of complexity when it comes to 
reasoning over the described data. Therefore OWL comes in three different flavours 
– OWL Lite, OWL DL, and OWL Full – that entail clear boundaries with respect to 
their expressiveness to:  

1)  OWL Lite 
OWL Lite supports those users primarily needing a classification hierarchy 
and simple constraints. For example, while it supports cardinality constraints, 
it only permits cardinality values of 0 or 1. It should be simpler to provide tool 
support for OWL Lite than its more expressive relatives, and OWL Lite 

                                            
12 http:// www.w3.org/ TR/ rdf-schema 
13 http:// www.w3.org/ TR/ owl-ref 
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provides a quick migration path for thesauri and other taxonomies. Owl Lite 
also has a lower formal complexity than OWL DL. 

2)  OWL DL 
OWL DL supports those users who want the maximum expressiveness while 
retaining computational completeness (all conclusions are guaranteed to be 
computable) and decidability (all computations will finish in finite time). OWL 
DL includes all OWL language constructs, but they can be used only under 
certain restrictions. For example, while a class may be a subclass of many 
classes, a class cannot be an instance of another class. OWL DL is so 
named due to its correspondence with description logics, a field of research 
that has studied the logics that form the formal foundation of OWL. 

3)  OWL Full 
OWL Full is meant for users who want maximum expressiveness and the 
syntactic freedom of RDF. For example, in OWL Full a class can be treated 
simultaneously as a collection of individuals and as an individual in its own 
right. OWL Full allows an ontology to augment the meaning of the pre-
defined (RDF or OWL) vocabulary. On the other hand, OWL Full, is not a 
description logic.  It is, therefore, unlikely that any reasoning software will be 
able to support complete reasoning for every feature of OWL Full. 

Each of these sublanguages is an extension of its simpler predecessor, both in what 
can be legally expressed and in what can be validly concluded. The following set of 
relations hold. Their inverses do not. The choice of the language eventually depends 
on the needs of an ontology developer. While OWL Lite is typically not expressive 
enough, the choice between OWL DL and OWL Full mainly depends on the extent to 
which users require the meta-modelling facilities of RDF Schema, and on the extent 
to which users require fully predictable reasoning support. 
 

2.2.3 Modularisation of Ontologies 

The purpose of authoring ontologies is also reusing of knowledge. Once an ontology 
is created for a domain, it should be (at least to some degree) reusable for other 
applications in the same domain. To simplify both ontology development and reuse, a 
modular design is beneficial. The modular design uses inheritance of ontologies - 
upper ontologies describe general knowledge, and application ontologies describe 
knowledge for a particular application, as illustrated in Figure 6. 

 

 
Figure 6. Modularisation of ontologies depending on the scope and partial ordering 

defined by inheritance 
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With respect to Figure 6, ontologies can be classified according to their scope. The 
resulting four classes of ontologies are defined as follows: 

• upper / generic / top-level ontology 
Upper ontologies describe general knowledge that is independent from any 
specific domain or application. Typical examples are ontologies describing the 
concepts of space and time. 

• domain ontology 
Domain ontologies cover concepts of broader areas of interest, e.g., the 
medical domain or electrical engineering domain, or narrower one, e.g. sensor 
network domain. 

• task ontology 
Task ontologies describe knowledge that refer to a general or more specific 
task or process. Such a task can be the assembling of individual parts or the 
observation of events. 

• application ontology 
Application ontologies are the most specific ontologies describing the 
knowledge that is specific to a given application. To derive from previous 
example, an application ontology can address the observation of 
measurements in a sensor network. 

 
Figure 6 represents the highest level of modularisation. However, modularisation can 
be used at each lower level as well. For example, an upper ontology may consist of 
modules for real numbers, topology, time, and space (these parts of the upper 
ontology are usually called generic ontologies). Ontologies at lower levels import 
ontologies from upper levels and add additional specific knowledge. Task and 
domain ontologies may be independent and are merged for application ontology, or it 
is possible that for example task ontology imports domain ontology.  
The upper ontologies are the most reused ones while application ontologies may be 
suitable for one application only. When developing new ontology it is desirable to 
reuse existing ontologies as much as possible.  
The new ontology should be started by importing upper level ontologies when 
another appropriate ontologies exist. This will simplify the development since one can 
focus at the domain or application specific knowledge only. It will also simplify 
integration between applications in the future since defined parts of ontologies will be 
shared. 
 

2.2.4 Operations with Ontologies 

It is possible that one application uses multiple ontologies, especially when using 
modular design of ontologies or when we need to integrate with systems that use 
other ontologies. In this case, some operations on ontologies may be needed in order 
to work with all of them. There are various operations on ontologies defined, such as 
the merging, the unification, or the refinement of ontologies. In the context of this 
deliverable, however, we focus on the following two operations particularly relevant 
for the definition of the OpenIoT ontology. 
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2.2.4.1 Mapping of ontologies 
The mapping from one ontology to another is the expression of the way to translate 
statements from one ontology to the other. Often it means translation between 
concepts and relations. In the simplest case it is a mapping from one concept of the 
first ontology to one concept of the second ontology. Such a straightforward mapping 
is not always possible. Some information can be lost in the mapping. This is typically 
acceptable. However, a mapping may not introduce any inconsistencies. 
2.2.4.2 Alignment of ontologies 
Alignment is a process of mapping between ontologies in both directions. If such 
mappings are no directly possible, an alignment requires the modification of one or 
both original ontologies to ensure that such bidirectional mapping exists, without 
losing any information during the mapping. Thus it is possible to add new concepts 
and relations to ontologies that would form suitable equivalents for the mappings. 
The specification of alignment is called articulation. Alignment, as well as mapping, 
may be partial only. 
2.2.4.3 Ontology inheritance 
Inheritance means that an Ontology A inherits everything from Ontology B. It inherits 
all concepts, relations and restrictions or axioms and there is no inconsistency 
introduced by additional knowledge contained in ontology A. This term is important 
for modular design of ontologies (see Section 2.2.3) where an upper ontology 
describes general knowledge and lower application ontology adds knowledge 
needed only for the particular application. Inheritance defines partial ordering 
between ontologies. 
 

3 RELATED WORK 

 

3.1 Semantics for the Internet of Things 

The Open Geospatial Consortium’s (OGC) Sensor Web Enablement (SWE; Botts et 
al., 2007) project has defined a framework, Sensor Observation Service (SOS; Na et 
al., 2007) to publish and access sensor data using XML-based protocols and 
application programming interfaces (APIs). The usage of XML means that ad-hoc 
mapping of different schemas are needed to integrate data. Here, neither semantic 
interoperability is enabled nor reasoning is supported. As an attempt to account for 
that issue, a semantic extension to SOS, SemSOS (Semantic Sensor Observation 
Service; Henson et al, 2009), has been developed.  
Semantic Web technologies address such weaknesses by using machine-
understandable descriptions of resources, which do not require any ad-hoc schema. 
The de-facto standard as a representation model is RDF and the meaning of each 
term can be determined automatically by checking the corresponding vocabulary 
definition. The Semantic Sensor Web (Sheth et al., 2008) studies the application of 
these technologies to enable the Sensor Web. The OGC defined a vocabulary for 
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sensors, SensorML14, which has also been included into the SSN-XG ontology 
(Compton et al., 2012) of the W3C Semantic Sensor Network Incubator Group. That 
ontology aims at providing cross-domain concepts for sensors, inspired by several 
domain-specific ontologies that existed before. It supports annotating sensor-related 
features such as deployment, observations and measurement capabilities, thus 
enabling the automation of further tasks like fine-grained discovery (e.g., search for 
sensors which are observing wind direction with a specific accuracy level) and 
maintenance scheduling. 
Several research projects have followed the Semantic Sensor Web vision and are 
currently using the W3C SSN-XG ontology, e.g. SENSEI (Tsiatsis et al., 2010), the 
Spanish Meteorological Agency15, Sensor Masher (Le-Phuoc and Hauswirth, 2009), 
the work done by the Kno.e.sis Center16, CSIRO17 and in the 52 North projects18, 
SemSorGrid4Env19, and Exalted20. 
 

3.2 IoT Platforms 

Recently, there has been a wave of online IoT systems that enable users to attach 
their sensors/devices to a cloud-based infrastructure, while at the same time 
providing the means (usually APIs) for using those devices in applications. Prominent 
examples of such online systems include COSM21 (formerly Pachube.com), 
ThingSpeak22 and Ubidots23.  
A main advantage of all these platforms is their simplicity, which allows end users 
(even users with very limited IoT knowledge) to add their sensors and devices to 
those systems (using a simple GUI (Graphical User Interface).  The information 
added is based on simple name and value pairs, signifying the property of the device 
and their value. This information is accordingly structured and managed on the basis 
of simple XML and/or JSON formats, which can be flexibly parsed. Although we have 
no insights on the internal implementations of these systems, it is highly likely that 
they do not use any ontologies, since they provide very simple (and quite poor) 
semantics.  
OpenIoT could not therefore benefit from the semantics of these systems, yet it has 
to take into account the need to provide simple interfaces for adding or managing 
sensors and devices through the OpenIoT system. Such simplicity could boost the 
adoption and penetration of the system within potential end-user communities. To 
                                            
14 http://www.opengeospatial.org/standards/sensorml 
15 http://aemet.linkeddata.es 
16 http://knoesis.wright.edu/ 
17 http://www.csiro.au/science/Sensors-and-network-technologies.html 
18 http://52north.org/ 
19 www.semsorgrid4env.eu/ 
20 http://www.ict-exalted.eu/ 
21 http://cosm.com 
22 https://www.thingspeak.com/ 
23 http://www.ubidots.com/ 
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this end, OpenIoT could seek ways of hiding the complexity of its semantically rich 
structures (i.e. structured based on SSN enhanced ontologies) from end users of the 
OpenIoT middleware system and tools. 
 

3.2.1 Global Sensor Network (GSN).  

The Global Sensor Networks (GSN)24 middleware platform is one of the core 
background platforms for OpenIoT, which will provide readily available functionalities 
for interfacing with the underlying physical sensors, while allowing the definition and 
management of virtual sensors (Salehi and Aberer, 2007). The realisation of the 
OpenIoT service delivery model will require several enhancements to the GSN 
platform. GSN will be a core element of the OpenIoT platform, through acting as a 
proxy/gateway from the OpenIoT infrastructure to the virtual world. 
GSN provides (through almost zero-programming time) the way to publish sensor 
data directly from physical sensors connected to a workstations; Figure 7 shows the 
basic architecture. This is done using common interfaces such as USB, Bluetooth, 
UDP, TCP/IP, etc. More specifically, the data streams that come from the physical 
sensors are processed and then stored according to XML specification files.  

 
Figure 7. Basic architecture of GSN 

 
The streams of the physical sensors can be combined in order to form a new sensor. 
These sensors are called virtual sensors representing new data sources created from 
live data. These virtual sensors can filter, aggregate or transform the data.  Data is 
stored in a database system and is then accessed through an HTTP interface, which 
provides the client with querying parameters or programmatically using an API. Two 
options are available: HTTP requests and SOAP Web services. Both options offer a 
high flexibility to access data. Some of the available features include: getting the list 
of sensors deployed on a given server, the data structure of a sensor, geographical 
information, direct access to latest measurements, measurements for specific 
periods, and more complex queries with aggregations.  
The OpenIoT service delivery model will rely on the capabilities of the GSN for 
interfacing to physical sensors and for composing virtual sensors. In this way, the 
OpenIoT sensor cloud will not have to deal with the low-level capabilities of the 
sensing devices. 

                                            
24 http://sourceforge.net/projects/gsn/ 
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3.2.2 EPCGlobal.  

The EPCglobal organisation (http://www.gs1.org/epcglobal/) has introduced an 
architecture framework (EPCglobal Architecture 2007), which specifies information 
flows, business flows and computer applications comprising supply chains that 
operate through the use of Electronic Product Codes (EPCs). Note that the 
framework specifies business and information flows that are facilitated on the basis of 
a number of core services that can be operated by EPCglobal, its delegates or third 
party providers in the marketplace.   
The EPCglobal architecture specification includes several hardware, software and 
data standards, which comprise related data schemas. In particular, there are 
schemas specifying the structure of the EPC codes, the structure of commands for 
managing RFID readers, the structure of the information exchanged with readers, the 
structure of application level events (derived from RFID/barcode information 
streams), as well as the structure of EPC-related data (along with data signifying the 
business context) that can be shared across supply chain participants.  
The EPCglobal data schemas are specified as part of respective standards i.e. the 
reader management protocol (EPCglobal RM 2007), the reader protocol (EPCglobal 
RP 2006), the application level events specification (EPCglobal ALE 2009), as well 
as the EPC-IS (Information Sharing) standard (EPCglobal EPCIS 2007). The latter 
standard is the most important for the development of distributed interoperable 
applications across the supply chain, since it enables participants in the EPCglobal 
Network to gain a shared view of the disposition of EPC-bearing objects within a 
relevant business context. While the EPC-IS includes detailed structures enabling the 
description of business context, the descriptions are based on XML schemas rather 
than ontologies. As a result, the semantics are rather poor, yet they allow for user-
defined extensions. Furthermore, there have been efforts towards semantically 
enhancing EPCglobal structures (see for example Ruta et al., 2007). 
In the scope of the OpenIoT project, the manufacturing application will make use of 
EPCglobal EPC-IS structures/events. Furthermore, as listed in deliverable D2.1 
compatibility with EPCglobal systems will be pursued through integrating EPCglobal 
compliant systems in OpenIoT in the form of virtual sensors. Nevertheless, the 
attributes of the EPCIS schema focus on supply chain management, logistics and 
related automatic identification applications (barcode, RFID). The same holds for 
other standards (e.g., EPCglobal ALE 2009), which focus on the processing of RFID 
and barcode information streams, yet they allow for some sensor extensions. Overall, 
OpenIoT could not benefit from direct reuse of EPCglobal information structures, 
since the project needs to cover a wider set of semantics pertaining to more sensors 
and a wider scope of potential applications.  
 

3.2.3 Linked Sensor Middleware (LSM).  

LSM (Le-Phouc et al., 2011b) is a platform developed at the Digital Enterprise 
Research Institute (DERI) at National University of Ireland Galway, Ireland, that 
brings together the live real world sensed data and the Semantic Web in a unified 
model. This is an example of a large scale sensor platform that if combined with 
Social Web data could provide a comprehensive insight into the domain of citizen 
sensor data.  
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A sample LSM deployment is available at http://lsm.deri.ie and currently displays 
data from over 100,000 sensors around the world (Figure 8). The interface uses a 
map overlay to query and display sensor data information. Several types of sensor 
data are available, such as flight status, weather, train/bus arrival times, street 
cameras, sea level monitors, etc. The history of the data produced by a particular 
source is available and downloadable in RDF. 
 

 
Figure 8. Sample LSM Deployment 

  
The LSM architecture, as shown in Figure 9, is divided into four layers:  
The Data Acquisition Layer provides three wrapper types: Physical Wrappers that are 
designed for collecting sensor data from physical devices; Linked Data (LD) 
Wrappers that expose relational database sensor data into RDF; and Mediate 
Wrappers, which allow for collection of data from other sensor middleware such as 
Global Sensor Networks (GSN), Cosm (aka Pachube), and the sensor gateway/Web 
services from National Oceanic and Atmospheric Administration (NOAA)25.  
The Linked Data Layer allows access to the Linked Sensor Data created by the 
wrappers but links to the Linking Data cloud.  

                                            
25 http://www.noaa.gov 
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The Data Access Layer provides two query processors, a Linked Data query 
processor and the Continuous Query Evaluation over Linked Streams (CQELS) 
engine (Le-Phuoc et al., 2011a), and exposes the data for end users or machine 
users.  
The fourth layer, the Application Layer, offers a SPARQL endpoint, a mashup 
composer, linked sensor explorer, and streaming channels. 
 

 
Figure 9. Architecture of LSM 

 
The LSM system is of interest in the area of citizen sensing because it implements an 
architecture that could be used for large-scale citizen sensing projects. As mentioned 
before, over 100,000 sources are available to the current running implementation of 
LSM. Scalability and reliability are important factors when designing any system; but 
when collecting real-time stream data (i.e., from Twitter and other social media feeds 
or from sensor feeds), uptime of a system becomes critical and so does its graceful 
scaling up to process the data in real time. Transforming the sensor data into a 
standard format such as RDF also allows for standard sensor descriptions using the 
SSN ontology.  
 

4 THE OPENIOT ONTOLOGY 

The OpenIoT project proposes an innovative bridge between cloud computing and 
IoT systems. We are going to expose cloud services whose functionalities rely on 
sensor readings from a highly heterogeneous network of Internet-connected objects 
(ICO). Our pipeline, as well as the one of the Future Internet, relies on sensor 
networks which need to be spanned for analysing linking sensor data and making a 
more comprehensive sense out of them.  
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Assuming that objects were accessible via IP on a large scale – as indirectly already 
achieved by the Constrained Application Protocol (CoAP) – and that we have a 
uniform network interface, we still have to deal with the heterogeneity of the 
underlying network in terms of resource constraints and hardware limitations. For this 
reason, our first priority consists in providing lightweight means to communicate 
constraints and operating conditions that characterise each of the different sensors 
attached to the ICOs of interest. The ontology will then be extended according to the 
future necessities that will eventually arise.  
For this initial development phase of the OpenIoT infrastructure, we have not yet 
encountered the necessity to extend the already existing vocabularies. Thus, we are 
reusing them, as a recommended best practice, to contribute to the shared 
agreement principle, which is the basis of the ontology definition itself. We also 
present semantic annotation samples that show specifically which information we are 
currently annotating, by using the description of already existing vocabularies. 
 

4.1 Existing Vocabularies 

4.1.1 Upper-Level Ontology: DOLCE+DnS Ultralite 

The DOLCE+DnS Ultralite (DUL) ontology26 stems from the alignment of the 
Descriptive Ontology for Linguistic and Cognitive Engineering (DOLCE) and the 
Descriptions and Situations ontology. DUL It is a simplification of some parts of the 
DOLCE Lite-Plus library27.  Main aspects in which DUL departs from DOLCE Lite-
Plus are the following: 

• the names of classes and relations have been made more intuitive 
• the DnS-related part is closer to the newer 'constructive DnS' ontology28 
• temporal and spatial relations are simplified 
• axiomatisation makes use of simpler constructs than DOLCE Lite-Plus 
• the architecture of the ontology is pattern-based: DUL is also available in 

modules, called 'content ontology design patterns', which can be applied 
independently in the design of domain 

The final result is a lightweight, easy-to-apply foundational ontology for modelling 
either physical or social contexts. Several extensions of DUL are being designed, for 
example, the extensions for information objects29, for systems30, and others. 
The original purpose of DOLCE is the negotiation of meaning. It enables to sort the 
particulars (also called entities) encountered in the domain of interest into categories. 
Categories are understood as cognitive artefacts, which are more or less dependent 

                                            
26 http://ontologydesignpatterns.org/ont/dul/DUL.owl 
27 http://www.loa-cnr.it/ontologies/DLP397.owl 
28 http://www.loa-cnr.it/ontologies/cDnS.owl 
29 http://www.loa-cnr.it/ontologies/IOLite.owl 
30 http://www.loa-cnr.it/ontologies/SystemsLite.owl 
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on human perception, cultural imprints and social conventions. Categories in DOLCE 
reflect concepts and the concepts in turn provide the meaning to terms used in 
information systems. Figure 10 shows the hierarchy of categories of the DOLCE.  

 

 
 

Figure 10. Category hierarchy of DOLCE 
 
 
4.1.1.1 DOLCE Lite-Plus library 
The DOLCE Lite-Plus library consists of  

1) DOLCE-Lite, which is an encoding of most predicates formalised in DOLCE-
Full, 

2)  two sets of temporal relations defined over the defined time duration, which 
are adapted from Allen's temporal calculus, and of spatial relations that 
simplify the expression of places and locations from particulars to regions, 

3)  the DnS (Descriptions and Situations) ontology, which provides a vocabulary 
to talk of reified (social) entities such as relations, roles, contexts, situations, 
parameters, etc. Appropriate relations link DnS reifications to DOLCE-Lite 
non-reified entities. The reification ontology of DnS includes a minimal 
vocabulary for action and process theory, following the main assumptions in 
situation and action theories, like Situation and Attitudes, BDI, etc. The 
backbone has a stratification, so that temporal relations, spatial relations, and 
extended DnS all inherit the DOLCE-Lite ontology, 
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4)  an ontology of information objects, based on semiotics, which provides a 
vocabulary to talk of languages, expressions vs. meaning, logical vs. physical 
documents, reference, etc., 

5)  a well-developed ontology of plans and tasks, containing also a set of 
individual tasks that provide grounded primitives to specify process types, 

6)  a preliminary ontology of functional participation relations, which provide a 
vocabulary for event-oriented relations encoded by linguistic verbs (in 
Western languages), like  'performs' or 'makes', 

7)  an ontology for collections and collectives,  

8)  a set of common sense mappings, introduced to support a mapping to            
WordNet31.   

Besides these basic extensions (4-8), which are currently exploited in several            
application domains, and are actively under development, there are also some less 
developed ontologies, all basing on the backbone, but still at a preliminary and 
debatable stage. They are included here as placeholders, and are used by some 
applications, but they are not yet stable.       
The lite versions of DOLCE are maintained for several reasons. Firstly, they allow the 
implementation of DOLCE-based ontologies in languages that are less expressive 
than FOL. Secondly, they allow for a description-logic-like naming policy for the 
DOLCE signature. Thirdly, they allow the extensions of DOLCE that do not have a 
detailed axiomatisation yet, and modularising them. And lastly, they take benefit of 
the services of certain implemented languages, especially the classification services 
provided by description logics in order to support domain applications. 
 
4.1.1.2 Relevance for OpenIoT 
As outline in Section 2.2.3, upper ontologies describe general knowledge that is 
independent from any specific domain or application. Typical examples are 
ontologies describing the concepts of space and time. Such concepts are also 
important with the OpenIoT uses cases. For example, a user might be interested in 
sensor values observed in a specific time interval and/or region. Additionally, several 
other ontologies we aim to reuse for the OpenIoT ontology (outlined in subsequent 
section) are already aligned to DUL. This particularly includes the Semantic Sensor 
Network Ontology. 
 

4.1.2 Sensor Domain: Semantic Sensor Network Ontology (SSN) 

Representing sensor data on the Semantic Web requires all aspects of sensors to be 
described, i.e., capabilities, physical properties, observations, network 
characteristics, etc. To overcome common limits of pre-existing XML-based formats 
(Sheth et al., 2008) and the fragmentation of sensor ontologies into specific domains 

                                            
31 http://wordnet.princeton.edu/ 
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or applications, the W3C Semantic Sensor Network Incubator Group (SSN-XG) – 
with the two OpenIoT project partners CSIRO and DERI/NUIG as contributing 
members – developed a semantic sensor network ontology (Compton et al., 2012). 
This ontology describes sensors and observations, and related concepts. It does not 
describe domain concepts, time, locations, etc. These are intended to be included 
from other ontologies via OWL imports.  
The two main objectives of the SSN-XG were (a) the development of ontologies for 
describing sensors, and (b) the extension of the Sensor Model Language 
(SensorML), one of the four Sensor Web Enablement (SWE) languages32, to support 
semantic annotations. The SWE project is part of the Open Geospatial Consortium 
(OGC) activity, towards enabling Web access to sensors. Regarding the first 
objective, ontologies for sensors provide a framework for describing sensors. These 
ontologies allow classification and reasoning over the capabilities and measurements 
of sensors, the provenance of measurements and the connection of a number of 
sensors as a macro-instrument.  
Following W3C recommendation, OWL2 DL is the selected language for the ontology 
specification. The sensor ontologies, to some degree, reflect the OGC standards 
and, given ontologies that can encode sensor descriptions, mapping between the 
ontologies and OGC models is an important topic addressed by the SSN-XG. The 
second objective – the semantic annotation of sensor descriptions and services that 
support sensor data exchange and sensor network management – serves a similar 
purpose to that offered by the semantic annotation of Web services. 
The SSN-XG formulated four classes of use cases that should be covered by the 
resulting ontology. Each use case class yields specific requirements on the design of 
the ontology. The following list briefly summarises the major topics of each use case 
class and highlights the effect on the design of the SSN ontology: 
 

1)  Data Discovery 
Data discovery covers all uses cases that address finding all observations 
that meet certain criteria, and possibly link them to other external data 
sources. The user may use different criteria to select the spatial area, 
temporal window, and types of observations to be found. For example, a user 
may want to find all the observations related to weather conditions and tide 
information available in a specific bounding box (or in a specific region) 
obtained in the last 24 hours, and link them to the economic assets that could 
be affected by a potential flood. 
Impact on ontology design: Sensor and other data assets are described 
with respect to the SSN ontology, particularly measurements and 
observations, with less attention paid to the descriptions of the sensor 
hardware from which these measurements and observations are made. 
Geospatial and temporal coverage of the overall sensor network is important 
since this must be aligned and linked with the regions identified by the users 
of the use case. And finally, spatial and temporal information is also added in 
order to facilitate the data discovery process. 

                                            
32 http://www.opengeospatial.org/projects/groups/sensorwebdwg 
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2) Device Discovery 
In analogy to data discovery, device discovery focuses on finding all the 
devices that meet certain criteria, i.e. the structure and capabilities of the 
sensor or the sensor network. The criteria may include type, geographic 
region, measured phenomenon, range of measurement, availability, owner or 
responsible party, and manufacturer, or combinations of those. 
Impact on ontology design: The ontology should capture information about 
sensor capabilities, performance, and the conditions in which it can be used. 
It should include the most common metrological definitions like accuracy, 
precision, drift, sensitivity, selectivity, measurement range, detection limit, 
response time, frequency and latency. 

 

3)  Provenance and Diagnosis 
This class of use cases aims to provide extra information about the 
instruments to better evaluate or process the data. Organisations deploying 
sensors need to monitor their assets to detect the possible occurrences of 
faults and the degradation in the quality of measurement over time (drift), 
possibly caused by changes in the operating conditions. Provenance data is 
important for the users of sensor networks wishing to evaluate the fitness of 
the data for their purpose. Provenance also enables data citations, which will 
be a critical incentive to encourage the sharing of data, especially when it is 
produced by government or scientific organisations. 
Impact on ontology design: The ontology needs to provide information 
about the sensor that is used to derive measurement data. It needs to 
describe the physical property being observed, and properties of the sensor's 
measuring capability such as frequency, accuracy, measurement range, and 
precision. The ontology should describe the physical structure on which the 
sensor is deployed and its location, the custodian responsible for the sensor, 
the maintenance schedule for the device and the environmental conditions 
under which the sensor is expected to operate. 

 

4)  Device Operation Tasking and Programming  
The use case class covers tasks to command a device's operation using its 
description and information on its conditions of use. The device operation 
tasking and programming use case is presented in the context of the 
Phenonet sensor network for agricultural microclimate monitoring. It is 
required to offer agricultural scientists, as end users, the ability to change the 
data collection method taking into account the capability of the sensor 
network.  
Impact on ontology design: The ontology should capture sufficient 
information about the capability of sensor devices and about the current state 
of the devices to support a palette of options for selection by the user. It 
should be possible to extend the ontology to capture command language 
templates sufficient for device drivers to translate a completed template to an 
executable device-specific program. The ontology should also be able to 
provide capability documentation and a vocabulary of instructions. 
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4.1.2.1 Overview 
The SSN ontology is based around concepts of systems, processes and 
observations. It supports the description of the physical and processing structure of 
sensors. Sensors are not constrained to physical sensing devices: rather a sensor is 
anything that can estimate or calculate the value of a phenomenon. Thus, either a 
device or computational process or a combination of them could play the role of a 
sensor. The representation of a sensor in the ontology links together what it 
measures (the domain phenomena), the physical sensor (the device) and its 
functions and processing (the models).  
The ontology is available as a single OWL file: SSN ontology and a semi-
automatically generated documentation derived from it are also provided as a 
standalone document. Additional annotations have been added to split the ontology 
into thematic modules, which are introduced, in the following paragraphs. Figure 11 
shows the several conceptual modules that have been built on top of the Stimulus-
Sensor-Observation pattern to cover key sensor concepts. Relationships between 
them are illustrated in Figure 12, which contains an overview of the main classes and 
properties inside the ontology modules. 
 

 
 

Figure 11. Overview to module of SSN ontology 
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Figure 12. Overview to SSN ontology classes and properties 
 
The ontology can be used for a focus on different perspectives – or a combination of 
different perspectives: 

• a sensor perspective, with a focus on what senses, how it senses, and what is 
sensed, 

• a data or observation perspective, with a focus on observations and related 
metadata, 

• a system perspective, with a focus on systems of sensors, or 
• a feature and property perspective, with a focus on features, properties of 

them, and what can sense those properties. 
 

The modules as described here allow further refining or grouping of these views on 
sensors and sensing. The description of sensors may be detailed or abstract. The 
ontology does not include a hierarchy of sensor types; these definitions are left for 
domain experts, and, for example, could be a simple hierarchy or a more complex set 
of definitions based on the workings of the sensors. 
The development of the SSN ontology includes an alignment of the ontology with the 
Dolce Ultralite (DUL) upper ontology on the basis of some preliminary alignment work 
done by one of the group participants, using a the Stimulus-Sensor-Observation 
(SSO) ontology design pattern.  
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The rationale behind this proposal was to facilitate reuse and interoperability. In fact, 
while the initially developed SSN ontology can already be used as vocabulary for 
some use cases; other application areas require a more rigid conceptualisation to 
support semantic interoperability. Therefore, SSN-XG introduced a realisation of the 
pattern based on the classes and relations provided by Dolce Ultralite. This ontology 
can be either directly used, e.g., for Linked Sensor Data, or integrated into more 
complex ontologies as a common ground for alignment, matching, translation, or 
interoperability in general. 
 
4.1.2.2 Core Modules 
Skeleton module. The core Skeleton module (also referred to as ontology design 
pattern) represents the initial conceptualisation as a lightweight, minimalistic, and 
flexible ontology with a minimum ontological commitment. It is built around the 
Stimulus-Sensor-Observation (SSO) ontology design pattern, illustrated in Figure 13, 
which aims at all kind of sensor- or observation-based ontologies and vocabularies 
for the Semantic Sensor Web and, especially, Linked Data. The pattern is developed 
by following the principle of minimal ontological commitments to make it reusable for 
a variety of application areas. It is not aligned to any other top-level ontology and 
introduces a minimal set of classes and relations centred on the notions of stimuli, 
sensor, and observations. Based on the work of Quine, the skeleton defines stimuli 
as the (only) link to the physical environment. Empirical science observes these 
stimuli using sensors to infer information about environmental properties and 
construct features of interest. 

 
Figure 13. The Stimulus-Sensor-Observation ontology design pattern 

 
The core concepts of the SSO ontology design pattern are defined as follows: a 
stimulus is a detectable change in the environment. It is the starting point of each 
measurement as it acts as triggers for sensors. A stimulus can either be directly or 
indirectly related to observable properties and, therefore, to features of interest. It can 
also be actively produced by a sensor to perform observations.  
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The same types of stimulus can trigger different kinds of sensors and be used to 
reason about different properties. A sensor is a physical object that performs 
observations. It is not restricted to a technical device but also include humans as 
observers. A clear distinction needs to be drawn between sensors as objects and the 
process of sensing. We assume that objects are sensors while they perform sensing, 
i.e. while they are deployed. Furthermore, it also needs to be distinguished between 
the sensor and a procedure, i.e., a description, which defines how a sensor should 
be realised and deployed to measure a certain observable property. Similarly, to the 
capabilities of particular stimuli, sensors can only operate in certain conditions. These 
characteristics are modelled as observable properties of the sensors and include 
their survival range or accuracy of measurement under defined external conditions. 
An observation acts as the nexus between incoming stimuli, the sensor, and the 
output of the sensor. Therefore, observations are regarded as social, not physical, 
objects. Observations can also fix other parameters such as time and location. These 
can be specified as parts of observation procedure. The same sensor can be 
positioned in different ways and, hence, collect data about different properties. In 
many cases, sensors perform additional processing steps or produce single results 
based on a series of incoming stimuli. Therefore, observations are rather contexts for 
the interpretation of the incoming stimuli than physical events. 
Figure 14 illustrates the changes applied to the Stimulus-Sensor-Observation (SSO) 
ontology design pattern to include the classes and relations already present in the 
SSN ontology. In particular, several shortcut properties have been added to provide 
users with more options to create links between the main classes i.e., 
ssn:Observation, ssn:Sensor, ssn:Stimulus, ssn:Property and 
ssn:FeatureOfInterest. 

 
Figure 14. Implementation of the Stimulus-Sensor-Observation design pattern in the 

SSN Ontology 
 
Additionally, a few class names have been changed to match the choices previously 
made for the SSN ontology: “Result” has been replaced by ssn:SensorOutput,  
“Procedure” has been replaced by ssn:Sensing, “SensorInput” has been kept as a 
class equivalent to ssn:Stimulus. 
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Measuring module. The class ssn:Sensor in the SSN ontology provides the 
structure to represent a concrete sensing object. The ontology defines several 
properties for instances of the class ssn:Sensor as follow:  

• ssn:observes points to a property observed by a sensor (e.g., temperature, 
acceleration, wind speed). An object of this property must be an instance of 
the class ssn:Property.  

• ssn:hasMeasurementCapability points to the description of the sensor's 
measurement capability expressed as an instance of the class. 

• ssn:MeasurementCapability represents the description of a 
measurement capability includes such parameters as frequency, accuracy, 
measurement range, etc.  

The class ssn:Sensor can represent any object with the sensing capability (e.g., in 
some cases a human observer can be a sensor). In most scenarios the sensors are 
implemented as devices. The ssn:Device is described in the device module (see 
below). An instance of the class ssn:SensingDevice represents one concrete 
physical object. It is possible that a use case deals with many sensors sharing 
common attributes, e.g., sensors measuring a specific property or sensing devices of 
the same model, which have the same measurement capabilities. In order to 
describe such groups of sensors with common properties, it is possible to define 
subclasses of the class ssn:Sensor with restricted property values. 
 
Measuring capability module. The measurement capabilities of a sensor are 
collected using the class ssn:MeasurementCapability. Each instance of the 
class ssn:MeasurementCapability describes a set of measurement properties 
of a sensor in specific conditions. Possible measurement properties of a sensor are 
represented as subclasses of the class ssn:MeasurementProperty. The ontology 
defines four types of measurement properties as listed in the Table 5. 

Table 5: Measurement Properties for the SSN Ontology 

ssn:Drift, ssn:Sensitivity, ssn:Selectivity,  

ssn:Accuracy, ssn:MeasurementRange, 

ssn:DetectionLimit, ssn:Precision, sn:ResponseTime,  

ssn:Frequency, ssn:Latency, ssn:Resolution 

 
One instance of ssn:MeasurementCapability can describe a set of 
measurement properties linked by the property ssn:hasMeasurementProperty 
and connected to a property using ssn:forProperty (a sensor can observe a 
number of properties and this allows measurement capabilities to be defined for each 
property). The conditions in which these measurement properties are valid are 
specified using the property ssn:inCondition and expressed using an instance of 
the class ssn:Condition. The sensor ontology defines conditions as 
ssn:Property (i.e. observable conditions that affect the operation of the sensor), 
but as with all properties does not define any further structure: an imported domain 
vocabulary must be used for this purpose. A sensor can have different measurement 
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capabilities depending on conditions. In this case, one instance of ssn:Sensor can 
have multiple values for the property ssn:hasMeasurementCapability. 
In order to describe the measurement properties of one specific sensor, it is 
necessary to define one or several instances of the class 
ssn:MeasurementCapability and use the property 
ssn:hasMeasurementCapability to link the sensor with its measurement 
capabilities. Note that an instance of the class ssn:MeasurementCapability 
describes measurement properties of a specific physical sensor object. If it is 
necessary to describe measurement capabilities of a class of sensors, then it is 
necessary to define a restriction on the property 
ssn:hasMeasurementCapability for a particular subclass of ssn:Sensor 
which describes sensors of a specific type. If all sensors of the same class have 
exactly the same measurement capabilities, then it is sufficient to define one instance 
of the class ssn:MeasurementCapability. Sometimes it is necessary to describe 
a range of possible measurement capabilities. In this case, one needs to define a 
subclass of the class ssn:MeasurementCapability where certain properties are 
restricted.  
 
Observation module. The class ssn:Observation in the ontology provides the 
structure to represent a single observation. An observation is a situation that 
describes an observed feature, an observed property, a sensor and method of 
sensing used, and a value observed for the property – that is, an observation 
describes a single value attributed to a single property by a particular sensor. 
Observations of multiple features or multiple properties of the one feature should be 
represented as either compound properties, features and values or as multiple 
observations, grouped in some appropriate structure. The SSN ontology defines 
several properties for instances of the class ssn:Observation as follow: 

• ssn:featureOfInterest points to the observed feature of interest. A 
feature of interest can be any observed real-world phenomenon (e.g., 
geographic entity, etc.) 

• ssn:observedProperty points to the specific quality (properties in the 
ontology are qualities that can be observed by a sensor) of the feature of 
interest which was observed (e.g., temperature, acceleration, or speed). 

• ssn:observedBy points to a sensor which produced the observation (an 
instance of the class ssn:Sensor). 

• ssn:sensingMethodUsed points to a method used to produce the 
observation (an instance of the class ssn:Sensing). This could describe, for 
example, a particular way in which the sensor is used to make the 
observation. 

• ssn:observationResult points to a result of the observation expressed as 
an instance of the class ssn:SensorOutput. 

• ssn:qualityOfObservation points to the adjudged quality of the result. 
This is complementary to the measurement capability information expressed 
for the sensor itself. 
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• ssn:observationResultTime points to the time when the observation 
result became available. 

• ssn:observationSamplingTime points to the time when the observation 
result applies to the feature of interest. 

The result of an observation is expressed by an instance of the class 
ssn:SensorOutput. A result or sensor output is defined as a symbol representing 
a value as outcome of the observation. Results can act as stimuli for other sensors 
and can range from counts and Booleans, to images, or binary data in general. The 
ontology defines the following properties applicable to the ssn:SensorOutput: 

• ssn:isProducedBy points to a sensor which produced the output (an 
instance of the class ssn:Sensor). 

• ssn:hasValue points to the actual value of the observation, e.g., ”30°C”, 
”60mph”, etc. This is expressed as an instance of the class 
ssn:ObservationValue. 

The ontology does not restrict the format of an observation value: the actual 
properties can be defined by the user or imported from a third-party ontology. 
Information about the time at which the observation has been made, known has the 
sampling time and the time at which the result is available, can be attached to the 
ssn:Observation class, using the ssn:observationSamplingTime and 
ssn:observationResultTime properties. In order to describe an observation 
made by a sensor, an instance of the class ssn:Observation should be used.  
 
Deployment module. The ssn:System class is an abstraction for parts of a 
sensing infrastructure. The ssn:Sensor class in the ontology provides the structure 
to represent a concrete sensing object. Sensor can represent any object with the 
sensing capability (e.g., in some cases a human observer can be also a sensor). 
However, in many scenarios the sensors are devices. The ssn:Device class 
describes a device and inherits all the properties of the ssn:System class. The 
following main classes are related to a deployment of a network of sensors in the 
ontology: 

• ssn:DeploymentRelatedProcess  groups various processes related to a 
deployment. For example, it includes installation, maintenance and 
deployment features. 

• ssn:System covers all parts of a sensing infrastructure. A system has 
components, its subsystems, which are other systems. A system is deployed 
on a platform. 

• ssn:Platform includes different components that can be attached to 
sensors and also different features such as measurement properties, 
operating properties and system settings. 

The main properties related to a deployment are: 
• ssn:deployedOnPlatform points to platform on which the system is 

deployed. 
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• ssn:deployedSystem provides relation between a deployment and a 
deployed system. 

 
Platform site module. The SSN ontology defines relationships between classes 
such as deployment, system and platform. However, it does not provide some 
aspects such as spatial attributes for the platform class. There are three options to 
represent locations. 

1) When the DOLCE Ultralite alignment is enforced, a platform is a 
dul:Physical:Object and as such may have a dul:hasLocation 
relation to a dul:PhysicalPlace location. A physical place is an 
abstraction of a real-world place.  

2)  Besides relative locations, DOLCE Ultralite also allows absolute locations. 
The location of an entity is an observable aspect of the entity and is thus a 
ssn:Property, properties have values (ssn:hasValue), represented as 
regions, in this case a dul:SpaceRegion.  

3)  The third option is to define or import a further method for representing 
locations. 

 
Operating restriction module. The operational and survival restrictions can be 
described for ssn:System. The operational properties are referred to by using 
ssn:hasOperatingRange, which in turn utilise ssn:hasOperatingProperty 
such as ssn:MaintenanceSchedule and ssn:OperatingPowerRange. The 
survival properties are referred to by using ssn:hasSurvivalRange and include 
properties (ssn:hasSurvivalProperty) such as ssn:BatteryLifeTime and 
ssn:SystemLifeTime. The main classes and properties to describe the operating 
restrictions for a system are shown in Figure 15. 
 

 
Figure 15. Main classes and properties of the Operating Restriction Module. 
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Process module. The ssn:Process class in the SSN ontology is defined as the 
specification of the procedure implemented in a sensor. It may be specified as a 
known principle or method or, if a computer science approach is followed, as a 
function which has an output and possibly some inputs. 
 
System module. A system is a unit of abstraction for pieces of infrastructure for 
sensing. A system has components, its subsystems, which are other systems. In the 
SSN ontology a system is modelled as an instance of the class ssn:System. The 
relationship between an ssn:System instance and other subsystems it eventually 
contains, is established by the predicate ssn:hasSubSystem. 
 
Energy module. This module is a placeholder for possible extensions for SSN 
ontology users wishing to model the energy management aspects of a sensor 
network. The module contains the two classes ssn:BatteryLifetime and 
ssn:OperatingPowerRange. 
 
Device module. In most scenarios, the sensors are implemented as devices. The 
class ssn:Device describes an abstract device and inherits all the properties of the 
class ssn:System (subcomponents, platform to which a system is attached, 
deployment in which a system participates, operating and survival range). All 
physical sensor devices are represented by the class ssn:SensingDevice in the 
ontology. Instances of this class possess all properties of the classes ssn:Sensor 
and ssn:Device.  

 
 
4.1.2.3 Alignment with Dolce Ultralite 
To ease the interpretation of the used primitives as well as to boost ontology 
alignment and matching, the SSO pattern has been aligned to the Ultralite version of 
the Dolce foundational ontology, and refined to match the content of the SSN 
ontology. Note that for these reasons new classes and relations are introduced 
based on subsumption and equivalence. For instance, the first pattern uses the 
generic relation, while the Dolce-aligned version distinguishes between events and 
objects and, hence, uses dul:includesEvent and dul:includesObject, 
respectively. 

Each class of the SSN ontology is then defined as a subclass of an existing dul 
class and related to other SSN and dul classes. New types of relations are only 
introduced when the domain or range have to be changed, in all other cases the 
relations from dul are reused.  

The aim of the resulting extension to dul is to preserve all ontological commitments 
defined before. Figure 16 depicts a module-centred overview of the alignment of all 
the SSN concepts with Dolce Ultralite. Figure 17 shows a more detailed on the 
alignment highlighting the main classes of the SSN and Dolce Ultralite ontologies. 
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Figure 16. Module-centred view on the alignment of the Semantic Sensor Network 

ontology to DOLCE Ultralite 
 

 
Figure 17. Detailed view on the alignment of the Semantic Sensor Network ontology 

to DOLCE Ultralite 
 
In particular, sensors are defined as subclasses of physical objects 
dul:PhysicalObject. Therefore, they have to participate in at least one 
dul:Event such as their deployment. This is comparable to the ontological 
distinction between a human and a human’s life. Sensors are related to their sensing 
method and observations using the dul:implements and 
dul:isObjectIncludedIn relations, respectively. 

The class ssn:Observation is specified as a subclass of dul:Situation, which 
in turn is a subclass of dul:SocialObject. The required relation to stimuli, 
sensors, and results can be modelled using the dul:includesEvent, 
ssn:observedBy and ssn:observationResult relationships, respectively. 
Observation procedures can be integrated by dul:sensingMethod. 
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ssn:ObservedProperty is defined as a subclass of dul:Quality. Types of 
properties, such as temperature or pressure should be added as subclasses of 
ssn:Property instead of individuals. A new relation called ssn:isPropertyOf is 
defined as a subrelation of dul:isQualityOf to relate a property to a feature of 
interest. 
Features of interest can be events or objects but not qualities and abstracts to avoid 
complex questions such as whether there are qualities of qualities. The need to 
introduce properties for qualities is an artefact of reification and confuses qualities 
with features or observations. For instance, accuracy is not a property of a 
temperature but the property of a sensor or an observation procedure. 
The ssn:SensorOutput class (“result” in the SSO pattern) is modelled as a 
subclass of dul:InformationObject. The management of the concrete data 
value is introduced through a ssn:hasValue relationships to a dul:Region and 
then through the data property dul:hasRegionDataValue in conjunction with 
some XML Schema  data type. 
 
 
4.1.2.4 Relevance for OpenIoT 
Sensors – or sensing devices in general – are the most relevant instances of 
Internet-connected objects in the focus of OpenIoT. Further, the four use case 
classes of the SSN ontology are also reflected in the OpenIoT uses cases. As a 
consequence, the OpenIoT ontology will adopt the SSN ontology as its core 
component, and extend it, if needed, by missing concepts required for the OpenIoT-
specific requirements. In more detail, the benefits of adopting the SSN ontology are 
as follows: 

• completeness: all the basic aspects of sensor-related and sensor data are 
taken into consideration, and the ontology allows the user to further describe 
them by integrating external ontologies 

• alignment with Dolce+DnS Ultralite: ontology alignment with foundational 
ontologies ensures robustness of the ontology hierarchy structure and 
supports future interoperability with other ontologies 

• likeliness to be integrated by other domain-specific external ontologies, and 
subsequently to make the integration process easier 

• community within W3C: potential further standardisation opportunities and 
practical impact (Section 7) 

In summary the SSN ontology is a very comprehensive and robust basis to describe 
the majority of sensor-related information. However, since it has been defined to be 
cross-domain, it lacks specific information that is required within OpenIoT to cover all 
defined project use cases. Consequently, as a next step we outline further existing 
and well-known ontologies that provide additional vocabularies and relations to 
model the necessary concepts within OpenIoT. 
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4.1.3 Provenance Vocabulary33  

For the purpose of this specification, provenance is defined as a record that 
describes the people, institutions, entities, and activities, involved in producing, 
influencing, or delivering a piece of data or a thing in the world. In particular, the 
provenance of information is crucial in deciding whether information is to be trusted, 
how it should be integrated with other diverse information sources, and how to give 
credit to its originators when reusing it. In an open and inclusive environment such as 
the Web, users find information that is often contradictory or questionable: 
provenance can help those users to make trust judgments.  
PROV-DM is the conceptual data model that forms a basis for the W3C provenance 
(PROV) family34 of specifications. PROV-DM distinguishes core structures, forming 
the essence of provenance information, from extended structures catering for more 
specific uses of provenance. The Provenance Ontology (PROV-O) encodes the data 
model; see Figure 18 for the main classes and relations. 

 
Figure 18. Main classes and relations of Provenance Ontology (PROV-O) 

 

                                            
33 http://www.w3.org/TR/prov-o/ 
34 http://www.w3.org/2011/prov/ 
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4.1.3.1 PROV-DM Vocabulary Modules 
The PROV data model, and thus the PROV ontology, have a modular design and are 
structured according to six components covering various facets of provenance:  

1)  Entities and Activities 
This component covers entities (prov:Entity)  and activities 
(prov:Activity), and the time at which they were created 
(prov:startedAtTime), used (prov:used), or ended 
(prov:endedAtTime). Entities are all “things” that one may ask the 
provenance for, e.g., a web page, a chart, and a spellchecker. Activities are 
how entities come into existence and how their attributes change to become 
new entities, often making use of previously existing entities to achieve this. 
For example, a web page was updated by adding new content. 

2)  Derivations 
A derivation is a transformation of an entity into another, an update of an 
entity resulting in a new one, or the construction of a new entity based on a 
pre-existing entity (prov:wasDerivedFrom). For an entity to be 
transformed from, created from, or resulting from an update to another, 
there must be some underpinning activities performing the necessary 
actions resulting in such a derivation. A derivation can be described at 
various levels of precision. In its simplest form, derivation relates two 
entities. Optionally, attributes can be added to represent further information 
about the derivation.  

3)  Agents 

An agent (prov:Agent) is a type of entity that takes an active role in an 
activity such that it can be assigned some degree of responsibility for the 
activity taking place. An agent can be a person (prov:Person), a piece of 
software (prov:SoftwareAgent), or an organisation 
(prov:Organization). Several agents can be associated with an activity. 
Since agents are a kind of entity, it is therefore possible to associate 
provenance records with the agents themselves. 

4) Bundles 
Bundles (prov:Bundle) represent a mechanism to support provenance of 
provenance. A bundle is a named set of provenance descriptions, and is 
itself an entity, so allowing provenance of provenance to be expressed. 

5)  Collections 

A collection (prov:Collection) is an entity that provides a structure to 
some constituents, which are themselves entities. These constituents are 
said to be members of the collections (prov:hadMember). Many different 
types of collections exist, such as sets, dictionaries, or lists. Using 
collections, one can express the provenance of the collection itself in 
addition to that of the members. 
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6)  Properties 
Properties link entities that refer to the same thing. It is concerned with 
relations specialisation (prov:specializationOf), alternate 
(prov:alternateOf), and mention (prov:mentionOf) between entities. 
Two provenance descriptions about the same thing may emphasise 
different aspects of that thing. 

 
4.1.3.2 Relevance for OpenIoT 
A major goal of OpenIoT is that provider can make their sensor deployment easily 
accessible for others over the Cloud. End users use services to discover sensors and 
sensor deployments that match their requirements. Besides technical requirements 
(e.g. temperature sensors with a minimum accuracy in a specific area), this might 
also include requirements towards the provenance of the sensor data, for example, 
the manufacturer of the hardware or the owner of the sensor deployment. 
 

4.1.4 LinkedGeoData Vocabulary35  

LinkedGeoData is an effort to add a spatial dimension to the Web of Data / Semantic 
Web. It uses the information collected by the Open Street Map project and makes it 
available as an RDF knowledge base, according to the Linked Data principles, thus 
interlinking this data with other knowledge bases in the Linked Open Data (LOD) 
cloud. The LinkedGeoData ontology has been developed during the knowledge base 
creation, in order to annotate the OpenStreetMap information. It provides classes and 
properties necessary to annotate spatial details. 
 
4.1.4.1 LinkedGeoData Overview 
Spatial data is crucial for multiple applications in order to interlink geographically 
linked resources. Many real-life information integration and aggregation tasks 
are impossible without comprehensive background knowledge related to spatial 
features of the ways, structures and landscapes surrounding us. 
The OpenStreetMap project collects, organizes and publishes geo data in the form of 
a wiki. Currently the 80.000 Open Street Map users collected data about 
22.000.000km ways (roads, highways etc.) on earth. 25.000km are added daily. 
The Open Street Map database also contains a vast amount of structured information 
about points-of-interest such as for example shops, amenities, sports venues, 
businesses, touristic and historic sights. The aim of LinkedGeoData project is to 
publish OSM geo data, interlink it with other data sources and provide efficient 
means for browsing and authoring. We aim at working as closely as possible with 
both the OSM and LOD communities. 
The project currently consists of three components: a) The Open Street Map data 
extraction currently works on the basis of OSM database dumps. A live-sync module 
keeps the data in our SPARQL endpoints up-to-date. B) The LinkedGeoData browser 

                                            
35 http://linkedgeodata.org/ontology 
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is based on Javascript widgets, which can display the data from the Linked Geo Data 
SPARQL endpoints. Support for endpoints of other projects in the works, and c) 
A Server providing a Linked Data Interface and a REST API, that grant access 
to RDFized data based on a (relational) OSM database. 
 
4.1.4.2 Relevance for OpenIoT 
The real-world scenarios that OpenIoT is targeting involve points of interest. The 
location itself is, together with time, one of the fundamental features that characterise 
sensor readings. Consequently, it is relevant to semantically describe the points of 
interest and location of a sensor, as it constitutes a part of its surrounding context. 
 

4.1.5 WGS84 Vocabulary36  

The WGS84 vocabulary, (also known as Basic Geo) is a basic RDF vocabulary that 
provides the Semantic Web community with a namespace for representing lat(itude), 
long(itude) and other information about spatially-located things, using WGS84 as a 
reference datum. It is getting significant usage, both (as intended) within RDF 
documents, but also as a namespace used within non-RDF XML documents, such as 
RSS 2.0. 
 
4.1.5.1 WGS84 Overview 
This vocabulary begins an exploration of the possibilities of representing 
mapping/location data in RDF, and does not attempt to address many of the issues 
covered in the professional GIS world, notably by the Open Geospatial Consortium 
(OGC). Currently it defines only a very minimalistic set of terms for describing points 
with latitude, longitude, and altitude properties from the WGS84 reference datum 
specification. It defines a class 'Point', whose members are points.  
Points can be described using the 'lat', 'long' and 'alt' properties (Figure 19) as well 
as with other RDF properties defined elsewhere. For example, one might use an 
externally defined property such as 'bornNear' or 'withinFiveMilesFrom', or perhaps 
other properties for representing lat/long/alt in non-WGS84 systems. 
The 'lat' and 'long' properties take literals (i.e. textual values), each in decimal 
degrees. The 'alt' property is a decimal value in metres. The string representation of 
lat and long should follow the rules for XML Schema float, and it should avoid any 
whitespace. 
 

@prefix geo: <http://www.w3.org/2003/01/geo/wgs84_pos#>. 

_:bnode2128061440 a geo:Point; 

 geo:lat "55.701"; 

 geo:long "12.552". 

Figure 19. Simple SPARQL query utilising basic graph patterns 
                                            
36 http://www.w3.org/2003/01/geo/wgs84_pos 
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4.1.5.2 Relevance for OpenIoT 
The location of sensors matters as explained in the previous section. The most 
accurate indication of such location, is given by latitude and longitude, thus justifying 
– together with the already broad uptake gained by the WGS84 vocabulary – the 
reuse of this vocabulary. 
 

4.1.6 LSM Vocabulary 

As described in Section 3.2 the LSM is a platform that brings together the live real 
world sensed data and the Semantic Web. LSM contribution is limited to the 
necessity of overcoming small lacks of the other already existing vocabularies listed 
so far. This vocabulary defines terms to annotate units of measurement, raw sensor 
values and points of interest at some specific levels of granularity that were missing 
in other vocabularies. 
 
4.1.6.1 LSM Data Management Overview 
The way data is acquired by the system is via wrappers. As there are variety of 
interfaces for accessing sensor readings such as physical connections, middleware 
APIs, and database connections, the LSM middleware provides different wrappers to 
cover a wide range of input formats. Each wrapper is pluggable at runtime so that 
wrappers can be developed to connect new types of sensors into a live system on 
when the system is running. The wrappers output the data in a unified format, 
following the data layout described in the SSN ontology. Figure 20 illustrates the 
modular view of the SSN Ontology as per reference.  

 
Figure 20. Semantic Sensor Network Ontology Representation. 
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The Data Acquisition process collects raw stream data and transforms it into triples 
for making the data compassable. Global identifiers are added to the data items, 
following the Linked Data publishing principles, and by using ontology terminology, 
that captures the data model, is then used in the triple-based data representation, 
more specifically, LSM Semantic Sensor Network (SSN) Ontology. 
The Data Composition or linked data is done by using global identifiers, which are 
added to the collected data by following the triple-based data representation (Triple 
Store). We represent the generated Linked Stream Data in a layered graph layout, 
using the vocabulary provided by the ontology. The layout serves as a guideline for 
the annotation process in the Data Acquisition Layer. An example is provided in the 
following section.  
The Data Access is done by declarative queries on top of the composed data. 
Queries over Linked Stream Data can be executed either in a pull-based or push-
based fashion. For that, LSM provides two query processors as described below. 
Apart from the online data access, both sensor metadata and stream data can 
optionally be archived in a triple storage, facilitating access to historical information, if 
required. The triple storage also provides a Linked Data query processor that 
supports traditional pull-based queries via the SPARQL 1.1 query language. Spatial 
and temporal queries are also supported as an extension of SPARQL 1.1. Moreover, 
the local storage can be integrated with remote SPARQL endpoints via the federation 
extension of SPARQL 1.1. This facilitates the integration of the sensor datasets 
available in our middleware with other datasets in the Linked Open Data Cloud. 
Standard query processing techniques for Linked Data cannot be directly applied for 
processing Linked Stream Data, due to its dynamic nature: While traditional Linked 
Data queries are executed once over the entire collection and discarded after the 
results are produced, queries over Linked Stream Data are continuous. Continuous 
queries are first registered in the system, and continuously executed as new data 
arrives, with new results being output as soon as they are produced. An example is 
given provided in the following section. 
The SPARQL endpoint, through the SPARQL endpoint LSM enables application 
development support. It offers a SPARQL Endpoint. Sensor metadata and historical 
sensor readings (if configured to be recorded) can be accessed/queried via the 
SPARQL endpoint. Continuous queries over combinations of static and dynamic data 
can be registered in the system, and their outputs are sent to the user-defined 
notification or streaming channels. Notification channels such as email, Twitter, and 
SMS create messages based on the new query results. 
 
4.1.6.2 Relevance for OpenIoT  
As one of the main objectives for OpenIoT, is to integrate different sensor information 
from variety of sources and enable service delivery, utility management and 
presentation of the data. In order to achieve this objective, the data has to be 
collected, transformed analyzed and presented by using specific and well-defined 
units and reference metrics. LSM enable the necessary annotation of units for 
measurement, raw values and other specific levels of granularity that are not 
considered/present in other introduced and studied vocabularies. 
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4.1.7 SPITFIRE Ontology37 

The SPITFIRE Ontology is based on the alignment among Dolce+DnS Ultralite, the 
W3C Semantic Sensor Network (SSN) ontology and the Event Model-F ontology. 
Composed of the modules Network Component, Energy, SensorProject, Context and 
Sensor Network, it focuses on (a) energy saving in building automation thus allowing 
to monitor and describe both the structure and the performances of sensor networks 
and their components; (b) modelling any kind of activity / event that has been sensed 
together enriched by descriptions of the surrounding environment. Figure 21 shows 
the different modules of the ontology, including main concepts and predicates, and 
the relations between the modules. The SPITFIRE ontology enables a full and rich 
description of, not only sensor data but also the sensed event, its structure, what 
triggered it and its relation with other activities. An activity can be also a Presence 
somewhere or a Status (either online or offline). The following modules represent the 
core of the SPITFIRE ontology: 
 

 
Figure 21 Modules of the SPITFIRE ontology with the main concepts, main 

predicates, and its relations with the other modules are depicted 
 
4.1.7.1 Sensor Network Module 
The sensor network module includes a representation of a sensor network 
(spitf:SensorNetwork) with its topology and eventual corresponding layers. A 
sensor network consists of spatially distributed sensors (established through the 
predicate spitf:belongsToNetwork), which cooperatively monitor physical or 
environmental conditions, and are interconnected by each other. The type of 

                                            
37 http://spitfire-project.eu/ontology/ns/ 
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interconnection is a link that can be either wired as a link or wireless. Since a network 
would not exist without its components, it can also be seen as a set of descriptions of 
certain nodes and links which communicate with each other.  
A network topology is the layout of the connections of a network. Topology control is 
fundamental to solve scalability and capacity problems in large-scale ad-hoc and 
sensor networks. The forthcoming multi-hop networks will allow network nodes to 
control the communication topology by choosing their transmitting ranges or 
scheduling node to sleep. In order for this to happen, such topology has to be 
unambiguously described in a machine-understandable format as by using the 
concept spitf:NetworkTopology. The network layout unless it consists in a 
point-to-point type of layout, delineates subsets in which the whole set of network 
components can be divided, according to either their physical or their logical inter-
relationship. In the SPITFIRE ontology a Model Layer is modelled as an instance of 
the spitf:ModelLayer class.  
 
4.1.7.2 Network Component Module 
The network component module includes representations of all the components of a 
sensor network and their role in the network, according to the implemented Network 
Topology. The network topology, by specifying the data transmission paths among 
network components, delineates specific roles for these components. For instance all 
the data that need to be routed will reach a node whose role is routing. In SPITFIRE, 
a network component role is modelled as either an instance of the 
spitf:SensorRole class or an instance of the spitf:DeviceRole class, 
depending on the component being a sensor or a device, as defined by the SSN 
ontology. The relationship between a spitf:DeviceRole or spitf:SensorRole 
instance and the device or sensor on which the specified role applies, is established 
through the predicate spitf:hasNetworkRole. 
The SPITFIRE vocabulary allows describing a point-to-point link in a sensor network. 
A point-to-point link is a dedicated link that connects two communication facilities 
e.g., two sensor nodes. It can be also intended as an information transmission path. 
In the SPITFIRE ontology a Network Layer is modelled as an instance of the 
spitf:NetworkLink class. The relationship between a spitf:NetworkLink 
instance and the two facilities that it connects, is established through the predicate 
spitf:isLinkOf, while the relationship between each node and the link is 
established through the predicate spitf:hasLink. 
 
4.1.7.3 Sensor Project Module 
Behind the deployment of a sensor Network, there exist different purposes at 
different levels of granularity, and the deployment itself is part of a broader project. 
Usually a main overall topic leads this project and by unambiguously specifying it, 
several further conclusions can be inferred. For instance, the same sensor network 
that includes temperature sensors can be used by three different projects focusing 
respectively on device maintenance, weather forecasts and building automation. In 
case the topic is weather forecast then we can infer that the context of the 
deployment is an outdoor one, while if it is building automation we can infer that 
actuators are involved and building facilities are the main feature of interests. In 
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SPITFIRE, the topic of a project, in which sensors are involved, is modelled as an 
instance of the spitf:SensorProjectTopic class. The relationship between any 
either network component or set of network components and a 
spitf:SensorProjectTopic instance to which they take part, is established by 
the SPITFIRE predicate spitf:partOfProjectTopic, whose inverse is the 
predicate spitf:isProjectTopicOf. 
 
4.1.7.4 Energy Module 
The Energy module includes representations of all the concepts related with Energy. 
This SPITFIRE Module directly matches with the SSN Energy Module, as this was 
meant, to be a plug-in point to facilitate the extension of the SSN ontology. The 
SPITFIRE vocabulary allows to describe the amount of energy that has been saved 
in a network (spitf:SavedEnergy). The relationship between a 
spitf:SavedEnergy instance and the sensor network whose components’ energy 
has been considered during its calculation, is established by the SPITFIRE predicate 
spitf:savedEnergy; whose inverse is isSavedEnergyOf. 
 
4.1.7.5 Context Module 
Sensors react to stimulus coming from the occurrence of an event, i.e., something 
happening somewhere. Such occurrence can be of any kind and in any format, either 
in the digital or in the real world, e.g., vibration, sound, log-in, user-status. In the SSN 
ontology, such events are modelled as instances of the ssn:Stimulus class which 
triggered a record of it, that is the ssn:Observation. Although this rationale is valid 
and consistent, the same causality, participation, mereology features that 
characterise an event and enrich the description of its surrounding environment, 
could usefully structure the record of this event. The structure of the real-world event 
that has been sensed is not reflected in the structure of the records of such event. In 
SPITFIRE, an event is modelled as an instance of the spitf:Activity class. 
 
4.1.7.6 Relevance for OpenIoT:  
The SPITFIRE ontology aligns all the previously listed ontologies – whose relevance 
has been already motivated – with SSN according to a well-defined Linked Sensor 
Data model. Network component and energy concepts are also aligned to support 
energy saving issues both outside and inside a network. Since in OpenIoT resource-
constrained devices like sensors are the main information source, this is relevant to 
the project for an energy-wise usage of the ontologies. 
 

4.1.8 Event Model-F38 

The Event Model-F ontology (Scherp et al., 2009) is based on the upper level 
ontology Dolce+DnS Ultralite, and provides comprehensive support for both all the 
structural aspects of events, e.g., mereological, causal, and correlational 

                                            
38 http://events.semantic-multimedia.org/ontology/2008/12/15/model.owl 
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relationships, and non-structural ones, e.g., time and space, objects and persons 
involved. The ontology provides flexible means for both event composition, modelling 
of event causality and correlation. It also enables representing different 
interpretations of the same event. The foundational Event Model F is developed in a 
pattern-oriented approach, modularised in different ontologies, and can be easily 
extended by domain specific ontologies. The six patterns are: 
 
4.1.8.1 Participation pattern 
The participation pattern enables to formally express the participation of objects in 
events. Participation is expressed by an f:EventParticipationSituation that 
satisfies an f:EventParticipationDescription. The situation includes the 
dul:Event being described and the dul:Object(s) participating in this event. The 
f:EventParticipationDescription classifies the described event and its 
participants by using the concepts f:DescribedEvent (specialised from 
dul:EventType) and the object role f:Participant (specialised from 
dul:Role). The concept f:DescribedEvent classifies the dul:Event that is 
described by the participation pattern. Likewise, instances of f:Participant 
classify objects as participants of the event. Instances of f:Participant can be 
roles defined in some domain ontology. The parameter f:LocationParameter 
describes the general spatial region where the objects are located. It 
dul:parametrizes a dul:SpaceRegion and defines a property 
dul:isParameterFor to the participant role. The dul:Object that is classified by 
the f:Participant has a dul:Quality with the property dul:hasRegion of a 
dul:SpaceRegion. Thus, using the f:LocationParameter we can define the 
location(s) represented by space regions that are relevant for describing the event in 
a given context. The f:TimeParameter describes the general temporal region 
when the event happened. It parametrises a dul:TimeInterval and defines a 
property dul:isParameterFor to the f:DescribedEvent role.  
 
4.1.8.2 Mereology pattern 
Events are commonly considered at different abstraction levels depending on the 
view and the knowledge of a spectator. The mereology pattern enables expressing  
mereological relations as composition of events. The composite event is the “whole” 
and the component events are its “parts”. Formally, a 
f:EventCompositionSituation includes one instance of an event that is 
classified by the concept f:Composite and many events classified as its 
f:Component(s). An f:EventCompositionSituation satisfies a 
f:CompositionDescription that defines the concepts Composite and 
Component for classifying the composite event and its component events. Events 
that play the component role may be further qualified by temporal, spatial, and 
spatio-temporal constraints. As events are formally defined as entities that exist in 
time and not in space, constraints including spatial restrictions are expressed through 
the objects participating in the component event. Depending on its objects, a 
Component event may also happen in a certain spatial region. Finally, events and the 
objects bond to it may be qualified by a spatio-temporal quality. Any such constraints 
are formally expressed by one or multiple instances of the 
f:EventCompositionConstraint. Thus, with the composition pattern, events 
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may be arbitrarily temporally related to each other, i.e., they might be disjoint, 
overlapping, or otherwise ordered. 
 
4.1.8.3 Causality pattern 
Causality is the philosophical problem investigating the existence of any special “tie” 
binding causes and effects together. Events are the most natural concept to serve for 
defining causal relations. In fact, causes and effects are two specific types of events. 
A causal relationship is always justified by some (maybe implicit) underlying causal 
theory. The pattern defines two dul:EventType called f:Cause and f:Effect 
which classify events. It further defines a dul:Description, which is classified by 
a f:Justification. By this, the pattern explicitly expresses the causal 
relationship between the cause and the effect under the justification of some theory. 
A theory might be an opinion, a scientific law, or not further specified. For example, 
during a heavy storm, a power outage might occur caused by a snapped power pole. 
The justification of this causal relationship is the laws of physics.  
 
4.1.8.4 Correlation pattern 
A set of events is called correlated if they have a common cause. However, there 
exists no causal relationship between the two events. The common cause may 
originate from a single or a chain of multiple preceding cause-effect relationships. 
Correlation also differs from co-occurrence where two or more events just (randomly) 
happen at the same time and do not have a common cause. Correlation is not of 
metaphysical interest as it is a property that can be derived from causality, i.e., the 
common cause. In the Event Model F ontology, correlation is explicitly modelled as in 
many cases the (correlating) effects of some common cause may be known, while 
the cause itself is not. The correlation pattern role f:Correlate to classify the 
events that are correlated. The f:Justification role classifies some 
dul:Description, which explains the correlation in terms of a (mathematical) law 
or some theory.  
 
4.1.8.5 Documentation pattern 
Documentary evidence for an event may be given by arbitrary objects, e.g., some 
sensor data or media data, or by other events. Formally, this relation is expressed by 
the documentation pattern. It defines the concept f:DocumentedEvent that 
classifies the documented event and the concept f:Documenter that classifies the 
documentary evidence for that event. This evidence can be expressed by any 
specialisation of an object, e.g., a digital photo taken with a cell phone during an 
incident, or a specialisation of dul:Event. For example, digital media data like 
images and videos can be classified as f:Documenter and precisely described 
using the Core Ontology for Multimedia39. Objects are documented via the events in 
which they participate. 
 
 
                                            
39 http://comm.semanticweb.org/multimedia-ontology.owl 



Deliverable 3.1.2 – Doc.id: OpenIoT-D312-130325-Draft    

Copyright  2013 OpenIoT Consortium  60 

4.1.8.6 Interpretation pattern 
The perception of events as occurrences in the real world heavily depends on the 
context and point of view of the observer. Such different, context-dependent event 
interpretations can be described formally by instantiating the different Event-Model-F 
patterns presented so far and binding them together with the interpretation pattern. 
Each pattern models a single, specific interpretation of an event by associating 
participations, mereological, causal, and correlative relationships, as well as 
documentations relevant in the context of a specific interpretation. Formally, the 
interpretation pattern defines a f:Interpretant that is specialised from 
dul:EventType and classifies the interpreted Event. The interpretant might be 
defined in some domain ontology and determines how an event is interpreted. Within 
each interpretation, we classify the f:RelevantSituations, namely the situations 
satisfying the participation, mereology, causality, correlation, and documentation. 
These are defined as specialisations of f:RelevantSituations. 
 
4.1.8.7 Relevance for OpenIoT 
With sensors typically streaming data into the Cloud, not only one-shot queries (e.g. 
“What is the current temperature at Sensor A?”) are of relevance but particularly 
continues queries, for example, the observe the development of a temperature value 
over time. In these cases, typically not the stream of each individual measurement is 
of interest for end users, but the event when the value, for example, exceeds a 
predefined threshold. Events in turn can fire other events, leading to complex 
relations between events, following specific design patterns. The Event Model-F 
ontology allows describing such complex events. 
 

4.1.9 Cloud Domain: Ontology for IT Services delivered via the Cloud40 

The Ontology developed for IT service lifecycles on the Cloud integrates all the 
processes and data flows that are needed to automatically acquire, consume and 
manage services on the Cloud. An IT service lifecycle on a Cloud is divided into five 
phases. In sequential order of execution, they are requirements, discovery, 
negotiation, composition, and consumption. Figure 22 depicts the processes and 
data flow of the five phases. 
 

                                            
40 http://ebiquity.umbc.edu/ontologies/itso/1.0/itso.owl 
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Figure 22 The five phases of an IT service life cycle on the Cloud in sequential order: 

requirements (blue), discovery (red), negotiation (green), composition (brown), 
consumption (yellow) 

 
4.1.9.1 Requirements:  
In this phase, the consumer details the technical and functional specifications that a 
service needs to fulfil and also non-functional attributes such as characteristics of the 
providing agent, constraints and preferences on data quality and required security 
policies for the service. Service compliance details like required certifications, 
standards to be adhered to etc. are also identified. Functional specification describe 
in detail what functions/tasks should a service help automate The technical 
specifications lay down the hardware, software, application standards and language 
support policies to which a service should adhere. The two top classes of this phase 
are the co:Specification and co:Request_For_Service. The specification 
class consists of six main classes that define the functional specifications 
(co:Functional_Specs), technical specifications (co:Technical_Specs), 
human agent specifications (co:Human_Agent_Specs), security policies 
(co:Security_Policy), service compliance (co:Service_Compliance) policies 
and data quality (co:Quality_of_Service) policies. The technical specifications 
contain information about the hardware (co:Hardware), operating system 
(co:Operating_System) and other compatible services/applications that the 
desired service should conform to. Human agent specifications also list the technical 
(co:Technical_expertise) expertise as well as domain expertise 
(co:Service_domain_expertise) that the service providing agent should have. 
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4.1.9.2 Discovery 
Service providers (co:Service_Provider) are discovered by comparing the listed 
specifications. The discovery is constrained by functional and technical attributes 
defined, and also by the budgetary, security, compliance, data quality, and agent 
policies of the consumer. One critical part of this phase is service certification, in 
which the consumers will contact a central registry to get references for providers 
that they narrow down to. This phase uses co:Request_For_Service from the 
requirements phase to search for service providers and generate a list of providers 
with which to begin negotiations. The class Service certification 
(co:Service_Certification) validates the provider’s credentials. If the 
consumers find the exact service within their budgets, they can begin consuming the 
service immediately upon payment. However, often the consumers will get a list of 
providers (co:Provider_List) who will need to compose a service to meet the 
consumer’s specifications. The consumer will then have to begin negotiations with 
the service providers. Each search result will return the primary provider who will be 
negotiating with the consumer. 
 
4.1.9.3 Negotiation:  
The service negotiation phase covers the discussion and agreement that the service 
provider and consumer have regarding the service delivered and its acceptance 
criteria. Service acceptance is usually guided by the Service Level Agreements (SLA) 
[9] that the service provider and consumer agree upon. SLAs 
(co:Service_Level_Agreement) define the service data, delivery mode, agent 
details, quality metrics and cost of the service. While negotiating the service levels 
with potential service providers, consumers can explicitly specify service quality 
constraints (data quality, cost, security, response time, etc.) that they require. This 
phase uses co:Request_For_Service from the requirements phase and 
co:Provider_List from the discovery phase to negotiate the contracts between 
consumer and primary provider and between the various component providers 
themselves. The key deliverable of this phase is the service contract between the 
service consumer and service provider. The SLA is a key part of this service contract 
(co:Service_Contract) and will be used in the subsequent phases to compose 
and monitor the service. Another deliverable of this phase are the service sub 
contracts (co: Dependent_Service_Sub_contract) between the service 
provider and component (or dependent services) providers. The QoS 
(co:Quality_of_Service) are the essential part of the service subcontracts and 
are used in the consumption phase to monitor service performance.  
 
4.1.9.4 Composition 
In this phase one or more services provided by one or more providers are combined 
and delivered as a single service. Service orchestration determines the sequence of 
the service components. The main class of this phase is the service class that 
combines the various components into a single service. The Cloud ontology includes 
the OWL-S Composite Process class ontology41. The Service class takes inputs from 

                                            
41 http://www.w3.org/Submission/OWL-S/ 
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the specification, service contracts and Service Level Agreement classes defined in 
the earlier phases to help determine the orchestration of the various components. 
 
4.1.9.5 Consumption 
The service is delivered to the consumer based on the delivery mode 
(synchronous/asynchronous, real-time, batch mode etc.) agreed upon in the 
negotiation phase. After the service is delivered to the consumer, payment is made 
for the same. The consumer then begins consuming the service. Administrating, 
managing and monitoring the service lies with the provider. Consumers will require 
tools that enable service quality monitoring and service termination if needed. The 
service monitor measures the service quality and compares it with the quality levels 
defined in the SLA.  
 
4.1.9.6 Relevance for OpenIoT 
Within OpenIoT, end users access/use the platform by requesting services. With the 
Cloud as central component of the aspired OpenIoT platform, ontologies that allow 
modelling Cloud-related concepts, particularly the life cycle of services, represent an 
integral part for the OpenIoT ontology. 
 

4.1.10 SIOC42 

The SIOC initiative (Semantically-Interlinked Online Communities) aims to enable the 
integration of online community information.  It provides methods for interconnecting 
discussion methods such as blogs, forums and mailing lists to each other. It consists 
of the SIOC ontology, an open-standard written in RDF/OWL for expressing the 
information contained both explicitly and implicitly in Internet discussion methods, of 
SIOC metadata producers for a number of popular blogging platforms and content 
management systems, and of storage and browsing/searching systems for 
leveraging this SIOC data. Figure 23 depicts the main classes and relations within 
the SIOC core ontology. 
 

 
Figure 23 SIOC core ontology 

                                            
42 http://rdfs.org/sioc/spec/ 
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SIOC modules are used to extend the available terms and to avoid making the SIOC 
Core Ontology too complex and unreadable. At present, SIOC has three modules: 
the Access module, the Services module, and the Types module. 
 
4.1.10.1 SIOC Access module 
Sites often have a need to express information about access rights such as users' 
permissions and status of content Items. SIOC Access module contains classes and 
properties that allow expressing this information. User access rights are modelled 
using roles (sioc:Role) assigned to a user account (sioc:UserAccount) and 
permissions on content items associated with these roles. The classes defined within 
this module are Permission, Status. A full definition of these classes and related 
properties can be found in the namespace of the SIOC Access module at 
http://rdfs.org/sioc/access. 
 
4.1.10.2 SIOC Types module 
During the development of the SIOC ontology, the addition of multiple subclasses for 
different types of forums (sioc:Forum), posts (sioc:Post), containers 
(sioc:Container), and items (sioc:Item) were starting to become unwieldy. 
Therefore, it was decided to move these subclasses and subproperties into a "Types" 
module of SIOC. Some of the SIOC Core Ontology classes and corresponding SIOC 
Types Module sub-classes include:  

• Container: AddressBook, AnnotationSet, EventCalendar, ImageGallery, 
SubscriptionList, Wiki 

• Item: Poll 
• Forum: ArgumentativeDiscussion, MailingList, MessageBoard 
• Post: BlogPost, BoardPost, Comment, WikiArticle 

Full descriptions for the identified types are given in the SIOC Types Module at 
http://rdfs.org/sioc/types. Rather than restrict users to our predefined types, flexibility 
is encouraged whereby people can define their own subtypes of SIOC classes. 
 
4.1.10.3 SIOC Services module 
Community sites typically publish web service interfaces for programmatic search 
and content management services (typically SOAP and/or RESTian). These services 
may be generic in nature (with standardised signatures covering input and output 
message formats) or service specific (where signatures are unique to specific 
offerings, à la current Web 2.0 API usage patterns). 

A sioc:Service allows us to indicate that a web service is associated with (located 
on) a sioc:Site or a part of it. This class and its properties are defined in the SIOC 
Services Module at http://rdfs.org/sioc/services. This module provides a simple way 
to tell others about a web service, and should not be confused with web service 
definitions that define the details of a web service. A sioc:service_definition 
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property can be used to relate a sioc:Service to its full web service definition 
(e.g., in WSDL). 
 
4.1.10.4 Relevance for OpenIoT 
Cloud computing inherently involves the implicit and explicit formation of online 
communities. The Cloud is a common platform where different parties provide 
resources, such as data or services, and other parties consume these resources. For 
participation, users have to register an account, create and establish a user profile, 
and can exchange messages, and so on. SIOC aims to model interactive products – 
in the context of OpenIoT: data from Internet-connected devices and related services 
– around which communities can grow and feedback can be collected. 
 
 

4.1.11 Association Ontology43 

The Association Ontology (AO) specification provides basic concepts and properties 
for describing specific association statements to something, e.g. an occasion, a 
genre or a mood, and enables furthermore, a mechanism to like/rate and feedback 
these associations in context to something on or for the Semantic Web. The 
Association Ontology combines features of the Similarity Ontology44, the Review 
Vocabulary45 and DCMI Metadata Terms46. The intend behind this ontology is to 
provide a mechanism to append (personal) association statements 
(sim:Association) to something by using the relation sim:association. This 
step of indirection is necessary to enable: 

• reusable association statements, and 
• voting, rating and reviewing of association statements in a specific context. 

Therefore, the sub class ao:LikeableAssociation was created, which combines 
the concepts of sim:Association and rev:Review. Simple voting (the "like 
button") can be realised by using the property ao:likeminded, which creates a 
relation between an association statement and an individuum (foaf:Agent). 
Ratings and reviews can be realised by using the features of the Review Ontology, 
e.g. rev:rating or rev:Feedback. To address associations of a specific domain, 
e.g. genre, mood or occasion, new sub properties based on dcterms:subject 
were created. These are: 

• ao:genre, for genre descriptions of all kind, e.g. a music or movie genre 

• ao:mood, e.g. happy or sad 

• ao:occasion, e.g. a birthday or Christmas 

                                            
43 http://purl.org/ontology/ao/core# 
44 http://purl.org/ontology/similarity/ 
45 http://purl.org/stuff/rev# 
46 http://dublincore.org/documents/dcmi-terms/ 
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• ao:activity, e.g. dancing, sleeping, driving 

• ao:application, e.g. a software music player playing back a music track 

• ao:device, e.g. a CD player playing back a CD 

• ao:location, e.g. the persons’ house, country, or current whereabouts 

They are intended to be an abstract and general hook into their specific domains 
(genre, mood, and occasion). Furthermore, new, more specific sub properties based 
on these properties should be created to provide a hook in more specific domains, 
e.g. mo:genre for music genres/styles (this sub property relation isn't currently the 
case). To enable voting, rating and reviewing of a reusable association statements in 
a specific context, the property ao:included_association was created. By using 
this relation one can include a reusable association statement into another 
association statement (preferable based on ao:LikeableAssociation). 
 
4.1.11.1 Relevance for OpenIoT 
Besides SIOC, the Association Ontology provides additional features from the 
social/community context. It associates any kind of comment or feedback from each 
community member, with any other kind of artefact. In OpenIoT such artefacts can be 
individual sensors, complete deployments, services, other users, etc. 
 
 

4.2 OpenIoT Vocabulary 

The previous section outlines existing vocabularies to be used with OpenIoT. Here, 
we follow the common and desired approach to reuse existing ontologies as much as 
possible, simplifying the development since one can focus at the domain or 
application-specific knowledge only, and, the integration between applications in the 
future since defined parts of ontologies will be shared. In this section we present the 
vocabulary that could not be covered by the existing ones but is required in the 
OpenIoT context. To ease the definition of the vocabulary we will use the following 
namespace abbreviations: 
 

@prefix ssn:< http://purl.oclc.org/NET/ssnx/ssn#> . 
@prefix spt:<http://spitfire−project.eu/ontology/ns/> . 

@prefix dul :<http://www.ontologydesignpatterns.org/ont/dul/DUL.owl#> . 

@prefix rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#> . 

@prefix rdfs:<http://www.w3.org/2000/01/rdf-schema#> . 

@prefix owl:<http://www.w3.org/2002/07/owl#> . 

@prefix xsd:<http://www.w3.org/2001/XMLSchema#> . 

@prefix ex: <http://www.example.org/ns#> . 

@prefix: openiot:<http://www.openiot.eu/ontology/ns> 
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4.2.1 Virtual Sensor 

The Semantic Sensor Network (SSN) ontology, providing the most important core 
vocabulary, defines the notion of sensor and physical devices in general. OpenIoT 
however, further involves the concept of virtual sensors. Virtual sensors – the basic 
concept in GSN which is one core element of the OpenIoT platform – represent new 
data sources created from live data. These virtual sensors can filter, aggregate or 
transform the data. We therefore require to distinct between virtual and physical 
sensor. On the other hand, from an end-user perspective, both virtual and physical 
sensors are very closely related concepts since they both, simply speaking, 
measured data. We therefore define the concept of a virtual sensor as a subclass of 
the sensor concept as defined in the SSN ontology 
 

Openiot:VirtualSensor rdfs:subClassOf ssn:Sensor ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

4.2.2 Utility Metrics 

In the scope of the OpenIoT, utility metrics will be used in a variety of utility-based 
algorithms will be designed and deployed, notably regarding resource management, 
utility-driven privacy and utility-driven security mechanisms. In addition to resource 
management, optimization, privacy and security, utility metrics will serve as a basis 
for accounting and management of SLAs (Service Level Agreements) between the 
OpenIoT cloud services providers and end users. These utility metrics will be 
recorded as part of the implementation of the Utility Manager component of the 
OpenIoT platform, while they will be also used to drive the utility based mechanisms 
of the project in WP5. 
The definition of the different utility metric follows closely the classification of the 
metrics as presented in Deliverable D4.2.1. Hence, in the following we distinguish 
between utility metrics for single sensors (both physical and virtual ones), metrics for 
to sensor networks and on application levels. A detailed description of all utility 
metrics can be found in Deliverable D4.2.1. 
 
4.2.2.1 Utility Metrics For Physical Sensors 
As outlined above, virtual and physical sensor share common characteristics that 
also reflects in the definition of utility metrics. The following metrics have been 
formulated for physical sensors in D4.2.1; they essentially cover the typical metrics 
derived from a technical perspective, such as quality, energy consumption, and 
bandwidth. 
 

Quality: determines the accuracy and sensitivity of the measurements provided by a sensor and it 
may also influence energy consumption 
ssn:Accuracy a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> .  
 

ssn:Sensitivity a owl:Class ; 
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   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Energy consumption: associated with the lifetime of the sensor network and therefore this metric can 
be used for functions like accounting, resource optimization and billing. 
spt:Energy a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Bandwidth: refers to a bit-rate measure, representing the available or consumed data communication 
resources expressed in bits per second or multiples of it (bit/s, kbit/s, Mbit/s, Gbit/s, etc.) 
openiot:Bandwidth rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Data volume: volume of data (amount of data) produced by a sensor. 
openiot:DataVolume rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Trustworthiness: measure specifying that a sensor will deliver true measurements on time within the 
scope of its technical parameters. 
openiot:Trustworthiness rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

 
4.2.2.2 Utility Metrics For Virtual Sensors 
The utility metrics above can be used for accounting with physical sensors in the 
scope of the OpenIoT platform. Often, however, several physical sensors will be 
integrated with the OpenIoT sensor cloud infrastructure as virtual sensors rather than 
physical ones. Most of the sensors are likely provided by third-party providers of 
sensing infrastructures (instead of the OpenIoT cloud service provider) and 
integrated through the GSN middleware. Therefore, OpenIoT typically has to deal 
with virtual sensors that announce themselves to the semantic directory service, and 
accordingly stream their data to the cloud (database). Furthermore, it is likely that 
OpenIoT will have to deal with virtual sensors, without knowing or controlling the 
composition of the physical sensors that contribute to the production and streaming 
of the virtual sensor data.  For this reason, OpenIoT will have to keep track of the 
utility of virtual sensors, which bear several differences associated from physical 
sensors. For example, while energy models and metrics are important for physical 
wireless sensor networks, they cannot be directly associated with virtual sensors 
since the information about which physical sensors comprise the virtual sensors 
might not be generally available to the OpenIoT platform. On the other hand, there 
are also utility metrics that are common to both physical devices and virtual sensors, 
such as the volume of the transmitted data and the bandwidth consumed. The 
following paragraph attempts a discussion of utility metrics that are applicable to 
virtual sensors. Hence, we define the vocabulary for the set of utility metrics that can 
be used for virtual sensors. 
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Data volume: (as defined above) 

 

Bandwidth: (as defined above) 

 

Time of the usage session: time during which a sensor has been used 

openiot:SessionTime rdfs:subClassOf ssn:observationResultTime ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Virtual sensor location: location of a sensor 

openiot:VirtualSensorLocation rdfs:subClassOf dul:Location ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Virtual sensor task: part of a business process a sensors serves for 

openiot:VirtualSensorTask rdfs:subClassOf dul:Process  ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Number of physical sensors: number of physical sensor which together represent a virtual sensor 

openiot:subSensorsCount a owl:DatatypeProperty ; 

   rdfs:domain :VirtualSensor ; 

   rdfs:range xsd:integer ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> .  

 

Type of physical sensors: 
Each new type of physical sensor will be defined as a subclass of 
ssn:Sensor as need be. 

openiot:WindSensor rdfs:subClassOf ssn:Sensor; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> .  

 

User-defined costs: cost or utility value defined assigned to a sensor assigned by a user 

openiot:SensorUtility rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

 
 
4.2.2.3 Utility Metrics for a Sensor Network and Application Service Level 
IoT applications and services typically comprise a large number of connected 
sensors. Therefore, at the sensor network and application service level, the utility 
metrics combine utility metrics related to the sensors and the network itself.  Thus, 
the utility of sensor network and the application service level can be measured based 
on the following parameters: 
 



Deliverable 3.1.2 – Doc.id: OpenIoT-D312-130325-Draft    

Copyright  2013 OpenIoT Consortium  70 

System lifetime: determines the longevity of sensors 

ssn:SystemLifetime a owl:Class; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Latency: measures the time delay experienced in a system 

ssn:Latency a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Quality: quality of a sensor network determined by the quality of the data 

spt:NetworkQuality a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Delay and delay variation: refer to delay in data collections from sensors 

openiot:Delay rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
 

openiot:DelayRange rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Bandwidth, capacity, throughput: basic parameters determining the performance of sending data 
over a link within a given time 

openiot:NetworkBandwidth rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
 

openiot:NetworkCapacity rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
 

openiot:NetworkThroughput rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Hop count: costs of a communication path 

openiot:LinkCost rdfs:subClassOf spt:LinkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Ease of deployment:  
openiot:EaseOfDeployment rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Reliability: ability of the system or components to perform its functions 

openiot:Reliability rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
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Survivability: abilty of a system or subsytime to continue to function during and after disturbances 

openiot:Survivability rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Scalability: ability of the system accommodate growth in the noumber of sensors 

openiot:Scalability rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Resource optimization and cost efficiency: ability of the system to optimize resource utilization. 

opeiot:ResourceOptimization rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
 

openiot:CostEfficiency rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

Relevance: usefulness of an answer to a specific query 

openiot:Relevance rdfs:subClassOf 

 

Confidentiality: ability of a system to protect privavcy 

openiot:Confidentiality rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

 
 

4.3 Full OpenIoT Ontology 

Having motivated in defined the various concept of the OpenIoT vocabulary, this 
section summarizes all definitions in both a graph representation and OWL listing. 
 

4.3.1 Graph Representation 

To ease presentation Figure 24 shows the OpenIoT ontology as graph on a high 
level, i.e. not all defined subclasses. All subclasses for MeasurementProperty, 
NetworkProperty and OperatingProperty are shown in Figure 25. 
 
 



Deliverable 3.1.2 – Doc.id: OpenIoT-D312-130325-Draft    

Copyright  2013 OpenIoT Consortium  72 

 
Figure 24 High-level graph representation of OpenIoT ontology 

 

 

 

 

Figure 25 Graph representation of MeasurementProperty, NetworkProperty 
and OperatingProperty subclasses 
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4.3.2 Listing of Definitions 

The following listing represents all definitions of concepts of the OpenIoT vocabulary 
which, together with existing vocabularies as outlines in Section 4.1, forms the 
OpenIoT ontology. 
 
 

@prefix : <http://openiot.eu/ontology/ns/> . 

@prefix spt: <http://spitfire-project.eu/ontology/ns/> . 

@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> . 

@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> . 

@prefix xsd: <http://www.w3.org/2001/XMLSchema#> . 

@prefix owl: <http://www.w3.org/2002/07/owl#> . 

@prefix ssn: <http://purl.oclc.org/NET/ssnx/ssn#> . 

@prefix dul: <http://www.ontologydesignpatterns.org/ont/dul/DUL.owl#> . 

@base <http://openiot.eu/ontology/ns/> . 

 

 

<http://openiot.eu/ontology/ns> rdf:type owl:Ontology ; 

   rdfs:comment " Please report any error to 
myriam.leggieri_at_deri.org"^^xsd:string ; 

   <http://purl.org/dc/elements/1.1/creator> 
<http://myr.altervista.org/foaf.rdf#me> ; 

   rdfs:comment "OpenIoT ontology"^^xsd:string ; 

   <http://purl.org/dc/elements/1.1/rights> "Copyright 2010 - 2013 
OpenIoT." ; 

   rdfs:seeAlso "http://openiot.eu" ; 

   <http://purl.org/dc/elements/1.1/title> "OpenIoT Ontology"@en ; 

   <http://purl.org/dc/elements/1.1/identifier> 
"http://openiot.eu/ontology/ns" ; 

   <http://purl.org/dc/terms/license> 
<http://www.w3.org/Consortium/Legal/2002/copyright-software-20021231.html> 
. 

 

 

################################################################# 

# 

#    Annotation properties 

# 

################################################################# 

 

<http://purl.org/dc/elements/1.1/creator> rdf:type owl:AnnotationProperty . 

rdfs:seeAlso rdf:type owl:AnnotationProperty . 
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rdfs:isDefinedBy rdf:type owl:AnnotationProperty . 

<http://purl.org/dc/elements/1.1/identifier> rdf:type 
owl:AnnotationProperty . 

<http://purl.org/dc/elements/1.1/source> rdf:type owl:AnnotationProperty . 

rdfs:label rdf:type owl:AnnotationProperty . 

rdfs:comment rdf:type owl:AnnotationProperty . 

<http://purl.org/dc/elements/1.1/title> rdf:type owl:AnnotationProperty . 

<http://purl.org/dc/elements/1.1/rights> rdf:type owl:AnnotationProperty . 

 

 

#    /////////////////////////////////////////////////////////////// 

#    // 

#    // Classes 

#    // 

#    /////////////////////////////////////////////////////////////// 

 

:VirtualSensor rdfs:subClassOf ssn:Sensor ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

ssn:MeasurementCapability a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

ssn:Accuracy a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> .  

 

ssn:Sensitivity a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
 

spt:Energy a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:Bandwidth rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:DataVolume rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:Trustworthiness rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:SessionTime rdfs:subClassOf ssn:observationResultTime ; 
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   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:VirtualSensorLocation rdfs:subClassOf dul:Location ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:VirtualSensorTask rdfs:subClassOf dul:Process  ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:SensorUtility rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

ssn:SystemLifetime a owl:Class; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

ssn:Latency a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

spt:NetworkQuality a owl:Class ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:Delay rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:DelayRange rdfs:subClassOf ssn:MeasurementProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:NetworkBandwidth rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:NetworkCapacity rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:NetworkThroughput rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:LinkCost rdfs:subClassOf spt:LinkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:EaseOfDeployment rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
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:Reliability rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:Survivability rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:Scalability rdfs:subClassOf spt:NetworkProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:ResourceOptimization rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:CostEfficiency rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:Confidentiality rdfs:subClassOf ssn:OperatingProperty ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

 

#    /////////////////////////////////////////////////////////////// 

#    // 

#    // Object properties 

#    // 

#    /////////////////////////////////////////////////////////////// 

 

:subSensor a owl:ObjectProperty ; 

   rdfs:subPropertyOf ssn:attachedSystem ; 

   rdfs:domain :VirtualSensor ; 

   rdfs:range ssn:Sensor ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

:forVirtualSensor a owl:ObjectProperty ; 

   rdfs:subPropertyOf ssn:attachedSystem ; 

   rdfs:range :VirtualSensor ; 

   rdfs:domain ssn:Sensor ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 

 

 

#    /////////////////////////////////////////////////////////////// 
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#    // 

#    // Data properties 

#    // 

#    /////////////////////////////////////////////////////////////// 

 

:subSensorsCount a owl:DatatypeProperty ; 

   rdfs:domain :VirtualSensor ; 

   rdfs:range xsd:integer ; 

   rdfs:isDefinedBy <http://openiot.eu/ontology/ns> . 
 

 
 

4.4 Usage Examples 

We distinguish between the semantic annotation of sensor observations and of 
sensor-related information. Figure 26 shows an example of a semantically annotated 
sensor observation about the air temperature. In the annotation, the sensor which 
originated the observation, the time at which it was generated and the observed 
property are specified, following the W3C SSN’s definitions. In the example, the LSM 
vocabulary is also mentioned to specify value and unit of measurement. 
 

<http://lsm.deri.ie/resource/o1> a ssn:Observation; 

 lsm:observedBy <http://lsm.deri.ie/resource/s1>. 

<http://lsm.deri.ie/resource/01> ssn:observationResultTime  

 "2011-12-12T16:49:39.368Z"^^xsd:dateTime. 

<http://lsm.deri.ie/resource/t1> a lsm:AirTemperature; 

 lsm:isObservedPropertyOf http://lsm.deri.ie/resource/o1>; 

 lsm:value "10"^^xsd:double; 

 lsm:unit "F"; 

 ssn:observedProperty http://lsm.deri.ie/resource/5395423154665>; 

 ssn:observationResultTime "2011-12-12T16:49:39.368Z"^^xsd: dateTime. 

Figure 26. Semantic annotation of a sensor reading. 
 
A description of the sensor location at different level of granularity and provenance 
information, are part of the sensor-related data annotation, as depicted in Figure 27. 
In particular, in this example, a traffic sensor is described as observing a webcam 
snapshot, in London. 
 

<http://lsm.deri.ie/resource/s1> a ssn:Sensor ;  

 prov:PerformedAt  "2012-10-14T13:52:56.779+01:00"^^xs:dateTime; 

 prov:PerformedBy <http://www.tfl.gov.uk/../cctv/546502.jpg> ; 
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 lsm:hasSourceType "london traffic camera"; 

 rdfs:label "Trafalgar Square"; 

 lsm:hasSensorType <http://lsm.deri.ie/resource/t1> . 

<http://lsm.deri.ie/resource/t1> rdfs:label "traffic". 

<http://lsm.deri.ie/resource/s1> lsm:isAddedBy  <http://lsm.deri.ie/resource/m1>; 

 ssn:observes <http://lsm.deri.ie/resource/5395402809934>;  

 dul:hasLocation <http://lsm.deri.ie/resource/l1>.  

<http://lsm.deri.ie/resource/s1> a <http://lsm.deri.ie/ont/lsm.owl#WebcamSnapShot>. 

<http://lsm.deri.ie/resource/l1> a <http://www.loa-cnr.it/ontologies/DUL.owl#Place>; 

 a wgs84:SpatialThing; 

 wgs84:lat "51.507354"^^xsd:decimal; 

 wgs84:long 

 "-0.12765919"^^xsd:decimal; 

 rdfs:label "London,United Kingdom"; 

 lsm:is_in_city <http://lsm.deri.ie/resource/city1>. 

Figure 27. Semantic annotation of sensor-related data. 
 
Finally, such annotated data can be accessed by using SPARQL queries. In Figure 
28 the query allows to retrieve the latest sensor readings. 

select ?s ?p ?o 

where{ 

 { 

  select ?x where 

   { 

    ?x ssn:observedBy <http://lsm.deri.ie/resource/r1>. 

    ?x ssn:observationResultTime ?time. 

   } order by desk(?time) limit 1 

 }  

 ?s lsm:isObservedPropertyOf ?x. 

 ?s ?p ?o. 

} 

Figure 28. SPARQL query that selects the latest sensor observations. 
 
Figure 29 depicts a SPARQL query that retrieves historical data related to a specific 
sensor in a specific range of time. 

select ?s ?p ?o 

where{ 

 { 
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  select ?observation where 

   { 

    ?observation ssn:observedBy  <http://lsm.deri.ie/resource/r1>. 

    ?observation ssn:observationResultTime ?time. 

    filter( ?time > "2012-01-11"^^xsd:date && 

    ?time < "2012-01-13"^^xsd:date). 

   } limit 2 

 }  

 ?s lsm:isObservedPropertyOf ?observation. 

 ?s ?p ?o. 

} 

Figure 29. SPARQL query that selects sensor historical data. 
 

In real-world scenarios, it is often useful to retrieve, given only the location of a 
subject, all the latest sensor reading within a specific radius. A SPARQL query can 
be defined for this task, as depicted in Figure 30. 

select ?temp ?value ?times 

where{ 

 { 

  select ?sensorId  

  from <http://lsm.deri.ie/metadata#> 

  where{ 

   ?sensorId  dul:hasLocation ?p.  

   ?p geo:geometry ?geo. 

   filter (<bif:st_intersects>(?geo,<bif:st_point>(-2.900,47.5499),5)). 

  } order by <bif:st_distance>(?geo,<bif:st_point>(-0.1271,51.5063))  

   limit 1 

 }  

 ?obs ssn:observedBy ?sensorId. 

 ?temp lsm:isObservedPropertyOf ?obs. 

 ?temp a lsm:AirTemperature. 

 ?temp lsm:value ?value. 

 ?temp ssn:observationResultTime ?time 

} order by desk(?time) limit 1 

Figure 30. SPARQL query that selects the latest sensor readings in a specific area. 
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5 ONTOLOGICAL ANALYSIS FROM OPENIOT USE CASES 

 

5.1 Smart City Services 

A city represents a first class infrastructure provider for OpenIoT. The basic scenario 
we are going to refer is the Smart City one. We will study how OpenIoT will be used 
to integrate in-door (e.g., buildings) and out-door (e.g., roads and bridges) 
environments in a unified cloud infrastructure. The focus lies on the provision of 
services associated with collaborative decision support processes for communities 
and authorities, enhanced situational awareness during untypical situations (such as 
alarms in fires, outages, earthquakes). Within this scenario two more refined 
particular use cases have been described: the Campus Guide use case and the 
Assistant Ambient Living use case. The overall of both uses cases is reinforcing 
resilience through enhancing the redundancy and diversity of sensor information and 
strengthening the collaborative intelligence and awareness of the communities. 
 

5.1.1 Campus Guide 

The Fraunhofer IOSB, in cooperation with the Karlsruhe Institute of Technology 
(KIT), will use the existing infrastructure project HERO for the KIT campus in order to 
evaluate the requirements and develop the technical specification for the OpenIoT 
platform within such an application field. The project “Human Enabled 
EnviRonmental Observation“ (HERO) of the research group Cooperation & 
Management of the Karlsruhe Institute of Technology (KIT) aims at providing a set of 
reusable software services to support everyday activities of university students, 
lecturers, employees and guests. In order to achieve this goal, environmental data is 
to be observed and processed by the services and presented to service users to 
provide personalised guidance and assistance to specific tasks. 
 

5.1.1.1 Use case description summary.  
As an example application in the context of HERO, a service-oriented smart campus 
application named KITCampusGuide was developed to provide navigation support 
across the campus (Figure 31). It enables the search for points of interest (POI) on 
the campus including rooms and buildings as well as person‘s offices, addresses and 
events, such as lectures. The appropriate data to be searched for is provided by 
software services of different university units such as facility management, human 
resources and event management units. The searched POIs and relevant information 
are presented to the user graphically using a map of the campus and floor plans of 
buildings. Additionally the application allows the routing across the campus and 
inside a building by calculating a route from a start position to the requested 
destination. 
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The KITCampusGuide is to be extended with additional functionality targeted 
specially at students to allow them to search for and reserve free workplaces for 
single or group work, which is a prominent requirement. As such workspaces can be 
distributed across the campus; a decentralised approach is to be taken to manage 
the free workspace resources. Therefore the workspaces should self-manage their 
allocation status and additional features, such as available tools at the workspace, 
e.g., beamer, whiteboard, tables, chairs, etc., as well as environmental information, 
such as location on campus, etc. This information should be made available to 
students through the KITCampusGuide interface so that for the work task adequate 
workplaces can be found and rented for a specific period of time. If a group reserved 
a workplace, group participants who later join a group at the workplace should be 
able to search for the names of the other group participants and find them using the 
existing routing functionality of the KITCampusGuide. 
 

5.1.1.2 Ontological representations.  
The KITCampusGuide use case scenario will mainly deal with three different types of 
data: 

• live data derived from sensor information, 
• real world things and electronic assets  

(describing the environment and workspace elements), and 
• collaboration situations within different events involving persons and locations. 

As an initial approach and for a local run test development proof of concept, the 
Fraunhofer IOSB already put efforts in modelling data in the context of the 
KITCampusGuide. For the live data derived from the sensor information, IOSB 
reuses the SSN ontology (see Section 4.1.2). This particularly modelling approach 
include that an observation in the CampusGuide domain is modelled as an 
ssn:Observation and related elements within the SSN Ontology. Many assets 
describing the environment and workspace elements within the KITCampusGuide will 
be either physical world objects or electronic information elements. 
For this particular proof of concept approach assets describing the environment and 
workspace elements within the KITCampusGuide will be either physical world objects 
or electronic information elements. Both are modelled with the DOLCE+DnS Ultralite 
extension of the SSN. Assets from the facility management domain will be described 
as dul:PhysicalObject. Assets from workplace and workgroup applications will 
be described as dul:Objects and dul:InformationEntities. Collaboration 
situations involve (groups on) persons in terms of KITCampusGuide user accounts 
potentially aggregated in user groups. Among others, collaborations between users 
include the ad-hoc communication.  To model this setting, i.e. the associated data, 
the KITCampusGuide ontology utilises the SIOC ontology. 
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Figure 31. Envisioned ontology representation of KITCampusGuide use case. 
 

For example an office door may be described as a ssn:FeatureOfInterest with 
a sensor for the door lock status, can be observed with an 
ssn:ObservationValue. It also may associated with an dul:Event, like a 
lecture. This lecture may be visited at specific dates as dul:Situation by several 
people described by the their sioc:UserAccount which may take part in an ado 
discussion assigned to the sioc:Site. Common lecture material may be associated 
to the event by adding dul:InformationElement instances.   

5.1.2 Ambient Assisted Living 

This “Ambient Assisted Living” scenario fits into the overall “Smart City” vision 
described in D2.1. It integrates situation awareness in outdoor and indoor 
environments, in a unified cloud infrastructure. It mainly addresses needs of elderly, 
for convenience and security.  
 
5.1.2.1 Use case description summary 
The concrete application for experimentation and evaluation is called "Silver Angel" 
and is developed by AcrossLimits Ltd. The Silver Angel service consists of a "Silver 
City" map and an at-home "Silver Home" security assistant.  
Silver City shows where other people are in the city in a manner that ensures privacy. 
It indicates the density of human presence in different city areas and the general 
activity levels, so that busy areas can be sought or avoided according to personal 
preference. This will promote elderly maintaining an active social life. All users of the 
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system anonymously contribute their location as basis for the visualising the human 
density. However, users can also authorise other users in their close social network 
to be able to see when they are near a number of known locations (like home, day 
centre, etc.). This is especially important to elderly who tend to feel insecure when 
they do not know when are relatives coming to visit them, or when are their children 
going to pick them up for some doctor appointments. It gives them more knowledge 
of what is happening around them, setting their minds at rest. Human activity levels 
in terms of noise and personal movement can also be factored into the "busy-ness" 
visualised by the Silver City map. Complementary information layers can be overlaid 
on the basic Silver Map, for example indicating areas of traffic congestion, air 
pollution (from municipality operated public sensors) and human-reported issues like 
flooding, pollen problems and accidents. 
Silver Home helps bring assurance to the elderly that the home is secure (doors and 
windows). It consists of a warning system that can generate alerts to a smart phone 
(or touchpad). When a door or window is left open or unlocked for too long, an 
immediate alert is generated for the user. AcrossLimits already put efforts in 
modelling a permission structure, with permissions for per-app authorisation, and for 
limiting access based on social media groups (Figure 32). 

 
Figure 32. Core modules derived from the Ambient Assisted Living use case. 
 
5.1.2.2 Ontological Representations 
We will need to represent the above permission model, and also to recognise that we 
will be using sensors in mobile phones that belong to individual users (including 
using the mobile for manual entry of issues or data, “humans as sensors”). We 
expect to build upon the Smart Campus ontology, see above. 
 
Specific requirements for Ambient Assisted Living: 

• OpenIoT::MobileSensorNode – Has a SIOC::UserIdentity as its owner, and 
Has 0…n SSN::Sensors – it is assumed that there is a 
ssn:MeasurementProperty specifying the current location – either for each 
sensor (if mandated by SSN), or within OpenIoT::MobileSensorNode 

• SIOC::Usergroup will need specialisations, for example 
“OpenIoT::FacebookGroup”, since the “members” list attribute will not be 
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enough – the members list should be regularly updated. Added attribute: 
FaceBookGroup (URI). 

• OpenIoT::DensityMap – We suggest a new class with attributes MeasureLabel 
and  Nodes (list of <location, radius, measureValue>) – The MeasureLabel 
can be for example number of people, noise level, air quality, number of taxis, 
units-in-production, crop volume estimates, presence of locusts etc. 

• OpenIoT::Crowd – We suggest a new class with attributes Location (polygon), 
Size, Duration, ObservationTime, Growth, and that has 0…n 
OpenIoT::DensityMap. 

• OpenIoT::LocatedGroup – isA OpenIoT::Crowd, hasA SIOC::Usergroup. 
Added attributes: Speed (current movement). 

• OpenIoT::MicroBlog - We propose various service layer “data flows” (or micro-
blogs as introduced by DERI Sacco), identified by URIs, for example 
“acrosslimits.com/doors” for notifications about door status, or 
“lulea.se/crowds” for notifications about people-dense areas in the city. 
Attributes: Name (URI) and Authorisation (list of <SIOC::Usergroup, period>). 
 

The specific OpenIoT::MicroBLogs will be specified by each use case, and reported 
in D6.3 Proof-of-Concept Validating Applications. 
 

5.2 Intelligent Manufacturing and Logistics 

This use case revolves around the creation of a holistic framework enabling the 
dynamic formulation and delivery of IoT services in the manufacturing and logistics 
supply chain. The goal is the on the on-demand formulation of structures of Internet-
connected objects, which will be able to dynamically provide business services 
across the supply chain. Manufacturers, logistics companies and retails sense, 
maintain and store parameters associated with the status of the products, the 
disposition of the products, as well as the business processes and steps entailed in 
the manufacturing, logistics and retail processes. Services could involve multiple 
geographically and administrative dispersed Internet-connected objects, while also 
entailing interaction with enterprise systems and corporate databases. 
  
5.2.1.1 Use case description summary 
The specific implementation and demonstration of the IoT manufacturing use case 
concerns the packing industry, and more specifically a company producing folded 
medicine boxes. The company deploys a number of sensors modules (e.g., laser 
sensors, barcode verification cameras, weight sensors, etc.) in order to facilitate 
production line automation and quality control checks. Furthermore, production lines 
are usually connected to actuators (buzzers, kickers, etc.) so that the system can 
respond to events or alerts. 
In this environment, the goal of this use case is to enable the dynamic on-demand 
formulation, calculation and visualisation of Kips (Key Performance Copyright 
Indicators). OpenIoT will allow the on-the-fly calculation of Kips (including Kips that 
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are not known beforehand) based on the intelligent selection of devices and filtering 
of their information. Interesting Kips include, for example, the rate of consumption 
and how much scrap is produced, how fast a machine is working, how much time is 
spent setting up or repairing a machine, or how much time machines spend in their 
various modes. 
 
5.2.1.2 Ontological representations 
The ontology to be used in the manufacturing scenario could be based on the SSN 
ontology. The scenarios involve the selection of data and sensors, from a set of 
virtual sensors that can be modelled with the ssn:Sensor class. The use of the 
virtual sensor will aim at exploiting high-level events (compliant to events of the 
EPCIS specification), which will be built from several low level sensors. These low-
level sensors can be modelled on the basis of the ssn:SensingDevices class 
installed at a geo-location (modelled based on dul:SpaceRegion). Low level 
sensors are typically used to monitor a particular asset (machine, dock door etc.), 
which can be modelled as a dul:PhysicalObject. See Figure 33 for details. 

The virtual sensor configuration (all calculation parameters) is modelled as 
ssn:MeasurementCapabilities. The outputs of the virtual sensor can be 
modelled based on the ssn:Observations class containing ssn:SensorOutput 
of ssn:ObservationValues. In the scope of the application, virtual sensors will be 
configured to produce output about a particular ssn:FeatureOfInterest.  

Based on this ontology mapping, and after setting up the system, different sensors 
will advertise their capabilities and semantics to the OpenIoT system’s directory 
services i.e. denoting that a new sensor can measure specific attributes/parameters 
in terms of features of interest. In this way, requests for monitoring manufacturing 
performance parameters would discover the sensors that can provide the required 
values. In order to add more dynamism in the scenario, SENSAP’s S-BOX product 
could generate and deploy on-demand (via GSN middleware) required sensors that 
are not found at the ontology.  

 
Figure 33: SSN Classes to be used in the scope of the manufacturing use case 
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5.3 E-Science Phenonet Large-Scale Collaborative Experiments 

With the current data stream management systems for sensor networks, sensor data 
are made available to local scientists along with extensive data analysis that are 
performed through local data processing algorithms. OpenIoT aims to enable the 
creation of an effective collaboration platform among scientists including shared 
access to online sensor data repositories. Collaboration involves remote sensing, 
sharing of sensor network data, access to digital repositories, communication, and 
decision making for scientific experiments. Such collaboration makes use of 
distributed sensor networks, high performance computing infrastructure, scientific 
instruments and communications technologies to enable scientists to perform their 
research independent of time and geographic location. 
 
5.3.1.1 Use case description summary 
The Phenonet project uses state-of-the-art sensor network technology to gather 
environmental data for crop variety trials at a far higher resolution than conventional 
methods and provides high performance real-time online data analysis platform that 
allows scientists and farmers to visualise, process and extract both real time and 
long-term crop performance information from the acquired sensor measurements. 
Using Phenonet, plant breeders and farmers are able to compare and evaluate the 
performance of different wheat varieties using real time measurements for a variety 
of remote sensors. By combining these measurements with each plant’s genetic 
profile and performance, plant scientists can deconvolve the effects of microclimate 
and genome, thus improving the accuracy and speed of plant breeding. This will let 
to better food quality and increased agricultural production in Australia. 
Phenonet uses wireless sensor network consisting of sensors measuring (a) local 
environmental data including: solar radiation, air temperature, relative humidity, 
rainfall and wind speed and (b) crop performance data including: soil moisture, soil 
temperature, and an infrared sensor measuring leaf (crop canopy) temperature. The 
sensors are linked by short-range digital radio to a base station that can return the 
results in real time to a server 3G wireless networking. Sensor data have to be 
normalised, integrated, correlated and visualised in real time across a variety of 
observation dimensions. These data analysis and visualisation steps are not trivial 
and require a combination of expertise ranging from computer to plant phenomics 
sciences. In Phenonet’s architecture, the platform updates various phemomics data 
models. The result of the updates is then cached. Using this approach most of the 
requests from the external clients (e.g., plant scientists) to our system are address 
simultaneously as in most cases there is no processing required and cached result 
set is sufficient enough to address the requests. In case the request is about 
something that is not yet calculated such a applying a plant growth model using 
different initial parameters, the system creates a task, which is then processed by 
one of the workers and then severed and cached for future use. 
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5.3.1.2 Ontological representations 
While Phenonet does not require OpenIoT ontologies for its own operation, the 
integration of Phenonet into OpenIoT requires the capability to describe the sensors, 
domain and experiments of Phenonet. The three main categories of data are about: 

• sensors, including measurement capabilities, 
• networking, devices and power usage and requirements, and 
• domain concepts, environmental and plant science, including conceptual and 

computational models and experiments. 
The data itself is either live streaming or historical.  Often sensor calibration, sensor 
accuracy and other metadata is used as ‘first class’ data in computational models, or 
at least in the calibration of such models, so the provenance of measurements is as 
important as the measurement values themselves. 
As the historical aspect in the Phenonet experiments is pivotal to the researchers 
involved, we need to abstract the data into aggregated slices, similar to OLAP cubes 
in data warehousing. The RDF Data Cube vocabulary is a possible ontology for 
achieving that. It is a vocabulary for the publication of statistical data in RDF 
published by the W3C Government Linked Data working group. In the Phenonet use 
case we will require the data to be sliced in at least four dimensions, one for each 
sensor and/or sensor site, and one for each time period of the observation (i.e. year, 
month, day, hour etc.). Each observation will contain several measurements. For this 
purpose, we will need a time interval ontology, for example, we can use the 
CalendarInterval class from the UK interval ontology. The Data Cube itself 
should be divided into slices using the site id first, and then the year and month of the 
observation. All the slices need to be compound observations enriched with some 
extra statistical attributes.  
Using the Data Cube we also need a coupling of the SSN ontology with the SSN 
ontology. This can be done at multiple levels. One approach is to link a cube:Slice 
slice to an ssn:Observation. The links between observations and sensors can not 
only be defined for time periods, but also for individual data points. Doing that has 
strong implications on the performance, because it will increase the size of the 
database considerably and also the query performance. 
Largely, domain models, such as those for plant phenomics, are beyond scope for 
OpenIoT and not considered further here.  
Sensors, measurement capabilities, even Phenonet deployments can be modelled 
with the capabilities of the SSN ontology, though the exact modelling of Phenonet 
deployments and experiments will require additional ontology infrastructure as the 
SSN ontology modelling of these is minimal. 
The modelling would be as suggested for the SSN ontology, with sensors modelled 
as usual with ssn:Sensor, ssn:MeasurementCapability, etc, while 
observations, linking back to sensors, etc, would be modelled as 
ssn:Observation.  Domain concepts, plants, test plots, plant characteristics 
under observation, etc., would be modelled using ssn:Property and 
ssn:FeatureOfInterest.  
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Networking, devices, energy usage and the like could be modelled with the OpenIoT 
ontology, based on the SSN one.  This combination may also cover metadata about 
a device/sensor’s operating conditions and restrictions. 
The modelling of scientific models, experiments and scientific knowledge and 
collaboration is less certain.  Further important aspects such as times, locations, 
device and hardware properties and types would need to be modelled. 
 

6 END USER SUPPORT 

Normal users and IoT experts are usually not familiar with semantic annotations and 
ontologies. To simplify this process for end users, we developed the LD4Sensors47 
web service. It provides a GUI, which allows users to generate semantic annotations 
following our best practices by filling in a simple Web form; Figure 34 shows a 
screenshot of the website. Also, it provides the user with suggestions about where 
the returned sets of semantic annotation should be stored and explanations for the 
underlying rationale of the recommendations. The service also offers a RESTful API, 
so that it can be used as a service in other software. 

 
Figure 34 The LD4Sensors Linked Data annotation provider for sensors and sensor-

related data 

                                            
47 LD4Sensors has been developed by DERI/NUIG in the SPITFIRE project; the service is available 
under the following URL: http://spitfire-project.eu/incontextsensing/ld4sensors.php 



Deliverable 3.1.2 – Doc.id: OpenIoT-D312-130325-Draft    

Copyright  2013 OpenIoT Consortium  89 

Currently, applications based on Linked Data create links according to domain-
specific criteria and only on a small subset of predefined datasets while users of the 
same application, might need to use these links in different contexts. We worked 
based on this assumption towards the creation of dynamic and customizable links 
with LOD entities. The semantic annotation provided by LD4Sensors, follows the 
Linked Data principles and includes links to the LOD cloud, which are created 
through custom and dynamic data linking. 
 

6.1 Usage of LD4Sensors within OpenIoT 

LD4Sensors eases the annotation process without losing in quality and external data 
integration, is crucial to actually carry out the necessary and massive annotation of 
devices and data in a cost-efficient way. On one side, the annotation has to be 
performed by different people, in different locations, and then archived on different 
platforms. This asynchronous, different and distributed work, can easily lead to 
incoherency. On the other side, since our partners’ domains of expertise are not 
related with semantic technologies, it is likely that those people, who will have to 
annotate the sensors, will also need to learn: 

• what is RDF and how to both serialize and parse it, 
• what is an ontology and how to use it, 
• what is Linked Data and how to choose proper URIs, 
• how to create links and to which resources. 

These constitute adoption barriers for semantic technologies, in particular for what 
regards the usage of the ontology. In fact since every ontology has different data 
model, topic and terms, learning how to use it in the most efficient way and 
coherently to the ontology definitions, can be challenging and time consuming even 
for semantic data experts. LD4Sensors indeed, allows users – including the project 
partners – to get both sensor information and observations, automatically annotated 
as Linked Data. Then they can either use such descriptions as templates for similar 
data still left to be annotated or iterate the requests forwarding for each resource they 
need to represent as Linked Data. In either way, they will be able to get Linked Data 
annotation as needed, and without bother about how it has been created. The 
LD4Sensors target audience goes beyond the project partners, spanning from 
machines to developers and average users. The access interfaces have been 
differentiated in order to reach an audience as broad as possible, so that the 
OpenIoT ontology usability and uptake can be enhanced. 
 

6.2 Main modules of LD4Sensors 

The LD4Sensors architecture comprises several modules, each providing distinct 
functionality the overall service: 

• Core module: provides the basic functionalities to communicate with clients 
from the Internet; applies a proper serialization to the response and 
distributing the incoming requests to the other appropriate components.  



Deliverable 3.1.2 – Doc.id: OpenIoT-D312-130325-Draft    

Copyright  2013 OpenIoT Consortium  90 

• Linked Data module: responsible for creating semantic (sensor and sensor-
related) annotations using RDF, the OpenIoT ontology and links with external 
resources from the LOD cloud; based on raw JSON data provided by the 
clients via REST API.  

• Discovering module: enables the inference of new facts for a given annotation, 
based on the ontological structure it refers to; an inference model here is 
bound to a reasoner.  

• Storage and Search module: dispatches the storage of triples between one or 
multiple SPARQL endpoints and sensor nodes (as long as an RDF broker is 
installed on them) directly. Triples are distributed among the available storage 
systems in order to save as many resources as possible on resource- 
constrained devices. All the LD4S functionalities can be accessed by any 
HTTP client via REST API. 

• Search and Annotation module: suggests an automatic annotation, in case an 
end user has no information about a sensor stream, by comparing the new 
data with already available an annotated ones 

• Global Search and Annotation module: enables the distributed nature of this 
architecture by coordinating activities between the multiple fuzzy sets. 

• Semantic Entity module: supports the provision of semantically similar 
measurements if the specific ones request by a user are not directly available 

 

6.3 RESTful Implementation 

6.3.1 API Resources 

The REST API provided by LD4Sensors 
• Intrinsic and Intrinsic-sider resources: An Intrinsic resource contains all 

<subject, predicate, object> triples that should be stored on the sensor node 
itself. This particularly include the observed property, the location of the 
sensor, it’s raw sensor reading, and the sampling time. The rationale behind 
the choice of such relationships is that they are all that is required to enable a 
plug-and-play scenario inside Sensor Networks i.e., as an unknown sensor 
(e.g., a mobile sensor) enters a new Network, the other Network components 
can immediately know, by mean of its intrinsic description (a) which sensor it 
is, (b) what it is sensing, (c) which is the proper interpretation of time and value 
of its observations, and (d) which unit of measurement it is using. 

• Node-dependent resources: A Node-dependent resource contains all the 
<subject, predicate, object> triples that can be stored anywhere and whose 
changes depend on changes in the device brand production. Relevant data 
include the stimulus the sensor can detect, the measurement capabilities and 
hardware documentations. Additionally it is possible to define restrictions on 
the sensor capabilities and corresponding conditions that are necessary for 
them to be valid. For a sensor node capability consists in a Battery Life Time 
that ranges from 2 till 3 hours, as long as both the Temperature ranges from -
40 till -35 Fahrenheit, and the Humidity ranges from 40% till 70%. It is possible 
to specify multiple capabilities and multiple conditions for each of them. In our 
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example Accuracy of the measurement is another capability, ranging from 0.5 
till 0.8 meters whenever both the wavelength ranges between 380 and 740 
nanometres, the speed ranges between 300000 and 400000 kilometres per 
second and the frequency ranges between 30 and 40 Hertz. 

• Owner-dependent resource An Owner-dependent resource contains all the 
<subject, predicate, object> triples that can be stored anywhere and whose 
changes depend on changes in the device owner’s decisions, including the 
owner of a sensor or device, the publisher of the dataset, or the system a 
sensor is attached to. 

 

6.3.2 Architecture and Implementation 

LD4Sensors is implemented in PHP, using the ARC2 library48 to parser and serialize 
RDF. This library also supports RDF storage and SPARQL endpoint creation, for 
future improvements. The overall architecture of the LD4Sensors web application is 
depicted in Figure 35. 

 
Figure 35 Overall architecture of LD4Sensors implementation. 

Two access scripts are dedicated to routing the API requests and the graphical 
interface ones, respectively. Resource classes construct the resources provided by 
the LD4Sensors service, by coordinating the creation of triples and the entity 
resolution performed by Business Logic classes. 
The architecture consists of the following three main components: 

• Access scripts. Two PHP scripts are in charge of communicating with clients. 
Specifically the router script receives API client requests and validates them 
by checking both whether the targeted resource exists and whether it supports 
the specified HTTP method. Afterwards it routes the client to the proper 
resource class which will return a result to the script, that will be routed itself 

                                            
48 https://github.com/semsol/arc2 
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back to the client. The GUI script indeed, displays a graphical user interface 
built up using PHP, XHTML and Javascript, mainly targeting human users. 

• Resource classes. There exist one class for each resource provided by the 
service, i.e., IntrinsicResource class, IntrinsicSider class, 
NodeDependentResource class and OwnerDependent class. They are in 
charge of handling the HTTP requests directed to the corresponding resource, 
thus creating proper responses. These classes inherit all from the 
AbstractResource class, where data about the ontologies used and the 
request for entity resolution, is shared. 

• Logics to create Linked Sensor Data. The creation of Linked Sensor Data is 
performed by both creating proper RDF triples in which URIs are used, and 
identifying external entities that can be somehow related with the ones created 
locally. This last process is called entity resolution. The Resource classes first 
re solve the received entities by using the methods provided by the 
ConceptHandler class, and then use them to create triples by using the 
methods provided by the TripleCreator class, as shown in Figure 35. 

The entity resolution logics then, is contained in the ConceptHandler class. Currently 
it is just a basic implementation, since only a subset of the data are resolved, and the 
search is run only against a small number of predefined datasets, such as: 

• DBpedia:49 dataset built by extracting structured content from the information 
available in Wikipedia. It contains over 1 billion RDF triples. 

• GeoNames:50 geographical database that contains over 10 million 
geographical names and 8 million features boiled down to 9 main categories. 
All the data is accessible free of charge through a number of web services and 
a daily database export. 

• FOAF profiles indexed by foaf-search.net:51 Friend of a friend (FOAF) is a 
decentralized social network using semantic web technology to describe 
persons and their relations in a machine-readable way. The FOAF vocabulary 
can also be used to describe groups and organisations. 
 

7 STANDARDISATION 

We have participated in the standardisation effort of the Semantic Sensor Network 
Incubator Group (Compton et al., 2012) (SSN-XG). The SSN-XG has worked on 
defining a comprehensive cross-domain sensor network ontology, in addition to 
studying and recommending methods for semantically enable applications developed 
using other existing standards. In particular the Open Geospatial Consortium’s 
(OGC) Sensor Web Enablement (SWE) standards have been targeted because of 
their robustness and uptake. Some of the SSN group members were leader of 
OGC’s subcommittees.  

                                            
49 http://dbpedia.org 
50 http://www.geonames.org/ 
51 http://www.foaf-search.net/ 
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The Sensor and Sensor Network ontology realised by the group, the so-called SSN-
XG ontology, addresses the need for a domain-independent and end-to-end model 
for sensing applications by merging sensor-focused (e.g., SensorML), observation-
focused (e.g., Observation and Measurement) and system-focused views. Although 
the ontology leaves the observed domain unspecified, domain semantics, units of 
measurement, time and time series, and location and mobility ontologies can be 
easily attached when instantiating the ontology for any particular sensors in a 
domain. 
Several OpenIoT members have been active members of the recently ended 
Semantic Sensor Network W3C Incubator Group. The group has published the 
ontology and a final report of the activity. Currently the Incubator Group has evolved 
into a Community Group in which we are still member, besides contributing to the 
Sensor Web Community Group. The SSN ontology is also the base of the OpenIoT 
ontology as described in Section 4. As we proceed with the OpenIoT framework 
implementation, we will provide the results and detect eventual issues that might 
arise while using the SSN-XG ontology and, then, feed this back into the new W3C 
group, so that those changes that we believe are necessary from the OpenIoT 
perspective, will be applied to the ontology. 
 

 

8 CONCLUSIONS 

In recent years, the convergence of Internet technologies for communication, 
computation and storage networks and services has been a clear trend in the 
Information and Communications Technology (ICT) domain. Information coming from 
resource constrained devices in the Internet-of-Things (IoT) is growing exponentially, 
thus needs to be accessed and integrated in a systematic, standardised and cost-
efficient way. Web technologies to directly access the IoT devices, would make them 
readily useful while solving the scalability issue. Consequently, remarkable efforts, 
has been invested to enable Internet-connected objects (Ices), so that they could be 
plugged in into the Web infrastructure, directly exposing their own services. Here the 
cloud-computing solutions come into force. The Ices’ services will be easier 
discovered if exposed in utility-driven integrated applications based on cloud 
enterprise services, e.g., Sensing-as-a-Service (SaS), Location-as-a-Service (LaS), 
Traceability-as-a-Service (TaS); especially considering the increasing amount of 
companies that are subsidising their services in the Cloud, to reduce administration, 
maintenance and management cost, e.g., Amazon and Google App Engine. 
By introducing semantic technologies, OpenIoT provides the much needed 
lightweight means to communicate constraints and operating conditions of Ices on 
the IoT side. This constitutes also the first step of the OpenIoT pipeline, i.e. gathering 
semantically annotated data from sensors attached to the Ices of interest. In this 
deliverable, we have described how OpenIoT would benefit from Linked Data and the 
best practice in the ontology building process. 
Following such semantic practices, we analysed the already existing ontologies that 
can be reused for our purposes in the bottom-phase of our development efforts. The 
main ontology which we are going to rely on is the W3C SSN, because it is 
specifically focused on both sensor metadata and sensor measurements, cross-
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domain and an effort towards standardisation. This ontology is extensively described 
in this deliverable. As a cross-domain ontology, it is meant to be plugged by other 
domain specific vocabularies. For this reason, and according to the initial 
requirements of the OpenIoT infrastructure development, we also presented other 
vocabularies specifically related to provenance and spatial characterisation, that we 
reuse in OpenIoT. Finally, we showed how to use a combination of all the presented 
vocabularies, to annotate both sensor metadata and sensor measurements. 
 
As update of D3.1.1, this deliverable extends the OpenIoT ontology to allow the 
annotation of other information likely required to describe in the context of the project. 
The extension is two-fold. Firstly, we reviewed and add further existing vocabularies, 
particularly from the social domain and the cloud domain. And secondly, we defined 
and added new concepts, denoted as OpenIoT ontology, which were not covered by 
existing ontologies. Most importantly, these concepts include the notion of a virtual 
sensor and the utility metrics as introduced in Deliverable D4.2. As a result, this 
deliverable presents the full OpenIoT ontology. Note that we do not consider the 
ontology as “finalized”. Ontologies are designed to be easily extendable if needed, 
i.e., if an application scenario requires additional concepts to be described. This is 
particularly true for OpenIoT as an initiative that covers multiple core domains – 
mainly the sensor (network) and the cloud domain – and various domains derived 
from the different uses cases. However, we deem the OpenIoT ontology complete in 
terms of covering the basic aspects of the OpenIoT infrastructure. 
 

9 REFERENCES 

Botts, M., Percivall, G., Reed, C. and Davidson. J. OGC Sensor Web Enablement: 
Overview and High Level Architecture. Technical report, OGC, December 2007. 

 

Compton, M., Barnaghi, P., Bermudez, L., Castro, R. G., Corcho, O., Cox, S., 
Graybeal, J., Hauswirth, M., Henson, C., Herzog, A., Huang, V., Janowicz, K. 
Kelsey, W. D., Phuoc, D. L., Lefort, L., Leggieri, M., Neuhaus, H., Nikolov, A., 
Page, K., Passant, A., Sheath, A. and Taylor, K. The SSN Ontology of the 
Semantic Sensor Networks Incubator Group. Journal of Web Semantics: 
Science, Services and Agents on the World Wide Web, ISSN 1570-8268, 
Elsevier, 2012. 

 

EPCglobal RS 2006: Reader Protocol Standard, Version 1.1, 3 Ratified Standard, 4 
June 21, 2006 

 

EPCglobal RS 2009: The Application Level Events (ALE) Specification, Version 1.1.1 
Part I: Core Specification, EPCglobal Ratified Standard, 13 March 2009 

 

EPCglobal AS 2007: The EPCglobal Architecture Framework, EPCglobal Final 
Version 1.2 Approved 10 September 2007 

 

EPCglobal AS 2007: EPC Information Services (EPCIS) Version 1.0.1 Specification 
Approved September 21, 2007 

 



Deliverable 3.1.2 – Doc.id: OpenIoT-D312-130325-Draft    

Copyright  2013 OpenIoT Consortium  95 

EPCglobal RMS 2007: Reader Management Standard 1.0.1, 3 May 31, 2007 
 

Heitmann, B., Kinsella, S., Hayes, C. and Decker, S. Implementing Semantic Web 
Applications: Reference Architecture and Challenges. In International Workshop 
on Semantic Web enabled Software Engineering, collocated with the 8th 
International Semantic Web Conference (ISWC2009), 2009. 

 

Henson, C. A., Pschorr,  J. K., Sheth, A. P. and Thirunarayan,  K. SemSOS: 
Semantic sensor observation service. Collaborative Technologies and Systems, 
International Symposium on, 0:44–53, 2009. 

 

Jacobs, I. and Walsh, N. Architecture of the World Wide Web, Volume One, World 
Wide Web Consortium, Recommendation REC-webarch-20041215, 2004. 

 

Le-Phuoc, D., Dao-Tran, M. Parreira, J. X. and Hauswirth, M. A Native and Adaptive 
Approach for Unified Processing of Linked Streams and Linked Data. 
Proceedings of the 10th International Conference on The Semantic Web 
(ISWC’11), Springer, 2011 

 

Le-Phuoc, D., Nguyen Mau, H., Parreira, J. X. and Hauswirth, M.. The Linked Sensor 
Middleware – Connecting the Real World and the Semantic Web. Proceedings of 
the 10th International Conference on The Semantic Web (ISWC’11), Springer, 
2011 

 

Le-Phuoc, D. and Hauswirth, M. Linked open data in sensor data mashups. 
Proceedings of the 2nd International Workshop on Semantic Sensor Networks 
(SSN09) in conjunction with ISWC 2009 

 

Priest, A. Na, M., Niedzwiadek, H. and Davidson, J. Sensor observation service. 
Technical Report OGC 06-009r6, October 2007. 

 

Ruta, M. , Noia, T. Di, Scioscia, F., Di Sciascio E. Semantic-enhanced EPCglobal 
Radio-Frequency IDentification. SWAP 2007 

 

Salehi, A., Aberer, K. «GSN, Quick and Simple Sensor Network Deployment», 
European conference on Wireless Sensor Networks (EWSN), Netherlands, 2007 

 

Scherp, A., Franz, T. Saatho, S. Staab. F–a Model of Events Based on the 
Foundational Ontology DOLCE+DnS Ultralight. In: International Conference on 
Knowledge Capturing (K-CAP), Redondo Beach, CA, USA., 2009. 

 

Sheth, A. Henson, C., Sahoo. S.  Semantic Sensor Web. IEEE Internet Computing 
12 (4), 2008. 

 

Tsiatsis, V., Gluhak, A., Bauge, T., Montagut, F., Bernat, J., Bauer, M., Villalonga, C.,  
Barnaghi, P.M., Krco,  S. The SENSEI Real World Internet Architecture. Future 
Internet Assembly, IOS Press, 2010. 

 
OpenIoT 2013 


