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1 INTRODUCTION 

1.1 Scope 

This deliverable describes the different channels of communication and underlying 
protocols within the OpenIoT middleware platform, notably the protocols and 
interfaces that support the interactions between people and objects (including 
devices, physical sensors and virtual sensors). The deliverable distinguishes 
between object-to-object and people-to-object communication. Object-to-object 
communication encompasses all data exchanges between objects without further 
intervention from users, including end users, service/data providers, platform 
administrators etc. Here, the term object refers to all distinct components within the 
OpenIoT infrastructure. As such, not only physical devices are considered objects but 
also central software components of the OpenIoT architecture including the Global 
Sensor Networks (GSN) middleware, the Linked Sensor Middleware (LSM), the 
Global Scheduler, and more. On the other hand, people-to-object communication 
addresses the various interfaces for different user classes, i.e., the different types of 
stakeholders within OpenIoT. This includes, for example, the service definition and 
result presentation for service consumers, annotation of sensor data by service/data 
providers, or performance monitoring and network management tools for platform 
administrators. 
 

1.2 Audience 

The target audience of the deliverable includes groups within and outside the 
consortium, in particular: 

• Researchers, developers and integrators of the OpenIoT consortium: The 
communication between objects is particularly relevant for task of integrating the 
different components of the OpenIoT platform as well as the integration of 
physical devices into the infrastructure. The people-to-object communication is 
particularly of interest for the different stakeholders addressed by OpenIoT 
(service consumers, service/data provider, and platform administrators).  

• Researchers within other IERC projects working on IoT: The deliverable will 
be also of interest to broader groups of IoT researchers, since particularly the 
people-to-object communication defines and describes the minimum set of 
interfaces required to deploy an IoT solution based on the OpenIoT platform. The 
object-to-object communication focuses on the senor data delivery chain from the 
physical devices to the architecture components responsible for the presentation 
and delivery of results. As a public document, the deliverable will be accessible to 
such groups. 

• Open source community: OpenIoT intends to build an open source community 
based on the OpenIoT middleware infrastructure. This deliverable provides, most 
notably, the overview to the used communication channels and protocols. This, in 
turn, allows developers to design and implement new or alternative components 
and connect them with the connecting infrastructure. Community developers and 
integrators can indeed consult this document in order to understand how they 
could connect and integrate the various elements of an IoT solution. 
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1.3 Summary 

The whole OpenIoT infrastructure and setting comprises both multiple stakeholders 
and distinct hardware and software components. While different stakeholders 
(service consumers, service providers, platform providers) require different means to 
access the OpenIoT middleware platform, a lot of internal communication is required 
between the different hardware and software components. On the highest level, this 
deliverable distinguishes between object-to-object communication and people-to-
object communication. 
Object-to-object communication covers a broad spectrum. Most basically, object-to-
object communication refers to the autonomous communication between software 
and/or hardware components without further external influence from users. In order 
to illustrate the notion of object-to-object communication in the context of OpenIoT, 
this deliverable introduces a taxonomy of objects. In short, objects are not only 
physical devices but also other distinct components of the OpenIoT infrastructure 
(including software components). In OpenIoT, object-to-object communication does 
not primarily refer to the negotiation between components – often the first association 
when talking about object-to-object or communication. Rather it addresses the 
delivery chain of sensor data originating from physical devices over the components 
of OpenIoT including the presentation of results. Based on this taxonomy of objects, 
the different types of object-to-object communication reflecting the sensor data 
delivery chain are presented. This includes the communication between physical 
devices and GSN, between GSN and LSM, and between LSM and overlying 
components. 
People-to-object communication, on the other hand, addresses the communication of 
users with the OpenIoT platform. Here, “users” refers to all types of stakeholders 
within the project, i.e., service consumers, service providers and platform 
providers/administrators. Each stakeholder class requires specific means for 
communication with the platform. Service consumers need to be able to discover 
sensors eligible for their service and define service requests. They further benefit 
from built-in components to display/visualise the results of service provision (as 
alternative to customised implementation for the presentation of results based on the 
resulting sensor data). Service providers require support to simplify the integration of 
their sensors and sensor data into the OpenIoT platform – preferably by using (near) 
zero-programming techniques. Platform providers and administrators require the 
means for service administration, network management and tools to monitor the 
performance of individual services and the overall platform. Such different types of 
people-to-object communication are enabled by means of various (graphical) user 
interfaces. The GUIs for people-to-object communication presented in this 
deliverable are proof-of-concept implementations. Knowledge about the APIs and 
applied communication protocols allows open source developers to design and 
implement alternative and more sophisticated and/or customised interfaces. This 
deliverable provides the required information for third-party developers. 
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1.4 Structure 

Following the introduction, Section 2 reviews related work to put this deliverable into 
context. Section 3 covers object-to-object communication, starting with the definition 
of a taxonomy of objects used throughout the deliverable (Section 3.1). The rest of 
this section is structured into the communication between physical devices and GSN 
(Section 3.2), between virtual sensors (created by GSN) and LSM (Section 3.3), and 
between LSM and overlying components of the OpenIoT middleware platform 
(Section 3.4). The object-to-object communication between mobile devices is 
addressed in Section 3.5. Section 4 covers people-to-object communication; its 
subsections derive from the perspectives of the different stakeholders addressed in 
OpenIoT. Section 4.1 outlines sensor discovery as well as request definition and 
discovery for service consumers. Section 4.2 outlines sensor annotation, linked 
sensor discovery and service registration for service providers. Section 4.3 outlines 
service administration, network management and performance monitoring for 
middleware providers/administrators. Finally, Section 5 concludes this deliverable. 



D3.2 Semantic Communication Protocols (Object/Object and People/Object)   

Copyright  2013 OpenIoT Consortium  9 

2 BACKGROUND  

2.1 Standardisation 

Currently three standardisation actions related to the area of Internet of Things (IoT) 
are taking place in parallel. Three major standardisation bodies are involved in 
standardising communication protocols and related data formats for IoT and 
Machine-to-Machine (M2M) services: 1) The European Telecommunications 
Standards Institute (ETSI) is standardising the M2M architecture and related 
protocols. 2) The Internet Engineering Task Force (IETF) has defined the Constraint 
Application Protocol (CoAP) which is adequate for nodes with limited resources, and 
can operate in constrained networks (i.e. networks with high packet error rates and 
low throughput). 3) The third work in progress focuses on standardising the Message 
Queue Telemetry Transport (MQTT) protocol, an open message protocol that 
enables the transfer of data from sensing devices to a server through constrained 
networks. The Organization for the Advancement of Structured Information 
Standards (OASIS) initiated the procedure to standardise MQTT as a protocol for 
communication between M2M devices. 
Note that Internet of Things (IoT) and Machine to Machine (M2M) are similar 
concepts, but are not synonyms. M2M is a set of wireless and wired technologies 
that allows machines to autonomously communicate with each other without human 
intervention. The M2M communication can be over IP, but also over non-IP protocols 
such as ZigBee. On the other hand, IoT communication is exclusively based on IP. 
Moreover, IoT is a much broader concept then M2M, since it considers interacting 
with all kind of objects around us, including both the intelligent machines and static 
and non-intelligent objects such as RFID tags. These non-intelligent/non-connected 
devices can be brought into an IoT via a gateway (e.g. smartphone) connected to the 
Internet. In the future we can expect the integration of M2M into the IoT when IP-
based protocols replace non-IP protocols for M2M communication.  
ETSI has launched a special Technical Committee with the goal to define an end-to-
end architecture for M2M communication. The functional architecture defined in 
[ETSI 2012] describes the entities of this architecture and their capabilities. Figure 1 
depicts the M2M high-level architecture that includes M2M Device, M2M Area 
Network, M2M Gateway, Access and Core network, M2M Service Capabilities and 
M2M Applications. M2M Device is a device that runs M2M Applications using M2M 
Service Capabilities. M2M Area Network (e.g. Zigbee, Bluetooth) provides the 
connectivity between Devices and Gateways. M2M Gateway serves as a proxy 
between devices and the network, while it also performs processing on behalf of 
M2M Applications. Access Network (e.g. xDSL, W-LAN) is a network that allows 
M2M Devices and Gateways to communicate with Core Network. Core Network 
provides IP connectivity, roaming and interconnection with other networks. M2M 
Service Capabilities provide various M2M functions that are available to be shared by 
different applications, while an M2M Application is a process that is executing some 
service logic. M2M Network Management Functions are a set of functions required to 
manage Access and Core Networks. M2M Management Functions consist of all the 
functions that are required to manage M2M Service Capabilities.  
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Figure 1. High-level M2M architecture (ETSI 2012) 

 
ETSI is adopting the RESTful architectural style for all procedures in M2M. The 
Representational State Transfer (REST) enables a simple and efficient transfer of 
representations of uniquely addressable resources. The REST architecture uses four 
basic methods that can be invoked on a resource: create (to create a resource), 
retrieve (to read a representation of the resource), update (to write the content of the 
resource) and delete (to delete the resource). For M2M purpose it is useful to define 
two additional actions: notify (to indicate a change of a resource) and execute (to 
execute a management command). A resource is a uniquely addressable entity that 
has a representation that can be transferred and transformed with methods. A meta-
data of the resource is written in the form of resource attributes. 
Protocol CoAP is being standardised by the Constrained RESTful Environments 
(CoRE) workgroup, and is available as an active (IETF) Internet-draft. CoAP is based 
on a request/response communication model between entities (e.g. a sensing node 
and server), including key concepts found on the Web, thus enabling easy integration 
with the standard Web services [Shelby 2013]. The CoRE workgroup aims to reuse 
the REST architecture of the Web as enabler of services provided by constrained 
nodes or environments. CoAP natively supports discovery of services or resources 
as well as multicast and asynchronous messaging.  
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The main features of CoAP are the following:  

• web protocol designed for M2M requirements  

• UDP binding with options for reliability, unicast or multicast  

• asynchronous message exchange 

• small size of a message header 

• URI support 

• simple mapping with HTTP 

• security binding to Datagram Transport Layer Security (DTLS) 
 
CoAP can be viewed as a composition of two sub-layers: the Messaging layer and 
the Request/Response layer. The Messaging layer deals with UDP and 
asynchronous nature of communication (sending an acknowledgment if requested), 
while the Request/Response layer is responsible for processing the method or 
response code. CoAP uses four bytes header followed by various options and a 
payload. 
CoAP implements simple semantics of a request by defining a method code while a 
response semantics is defined by a response code. CoAP uses the GET, PUT, 
POST and DELETE methods in a similar manner to HTTP, while keeping the support 
for adding new methods if necessary. The GET method retrieves a representation of 
a resource that is defined by the request URI. The POST method processes the 
representation of a resource enclosed in the request. Usually it means that a new 
resource is being created or an identified resource is updated. The PUT method 
requests that the resource identified by the request URI is updated or created with 
the enclosed representation. The DELETE method deletes the resource identified by 
the request URI. Response codes are also similar to those defined for HTTP. CoAP 
defines three classes of response codes: a code starting with the number 2 means 
that the request was successfully received, understood and accepted; a code that 
starts with the number 4 is an answer to a request that cannot be fulfilled or has bad 
syntax, while a response code starting with the number 5 means that a server cannot 
fulfil a valid request. Both response codes and methods can be extended by 
additional definitions.  
CoAP uses the coap and coaps (if DTLS is used as the security layer) URI schemes 
for identifying CoAP resources and providing means of locating the resource. 
Resources are organised hierarchically and governed by a potential CoAP origin 
server. A generic CoAP URI has the following format: 

coap-URI = "coap:" "//" host [ ":" port ] path-abempty [ "?" query ] 

CoAP URI elements are in accordance with a generic URI syntax. A generic URI 
syntax is defined in the IETF document RFC 3986 (Berners-Lee 2005).  
Service discovery by using CoAP is defined in the main document, which defines the 
protocol [Shelby 2013], while resource discovery on a node using CoAP is done in 
accordance with RFC 6690 [Shelby 2012]. 
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MQTT is a simple and lightweight messaging protocol designed for constrained 
devices and low-bandwidth, high-latency and unreliable networks [MQTT 2010]. It 
uses the publish/subscribe model of communication. The protocol minimises network 
bandwidth and device resource consumption while keeping the reliability and 
assurance of delivery. It is mainly used in M2M services. MQTT was invented by Dr 
Andy Stanford-Clark of IBM and Arlen Nipper of Arcom in 1999. In March 2013, 
OASIS started the standardization process based on the 3.1 specification of MQTT. 
MQTT has a small transport overhead, since messages have a 2 byte header. MQTT 
has 14 message types, each indicating a request or a completion of previous 
request. Basic requests are the following: connect (a client requests a connection to 
the server), publish (publish a message), subscribe (a client expresses an interest for 
some information), unsubscribe (a client deletes the subscription), pingreq (ping 
request) and disconnect (a client disconnects from a server). Other messages 
indicate request completion. 
In the context of the OpenIoT Project, OpenIoT leverages M2M/IoT techniques above 
(such as CoAP), but also adds richer semantics to the inter-object communication. 
Furthermore, it provides user-friendly service interfaces for people to object 
interactions. 
The OpenIoT internal communication between sensors within a deployed network is 
considered as a “black box”. The input for OpenIoT sensor data delivery chain solely 
results from the data as provided by the gateway node. The applied communication 
protocols and routing algorithms to establish the multihop communication between 
sensor nodes themselves and between the sensor nodes and the gateway node are 
not within the scope of OpenIoT. Thus, the OpenIoT architecture can be mapped 
onto the high level M2M architecture defined by ETSI (Figure 1) that includes a 
gateway to the network domain hosting applications. 
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3 OBJECT-TO-OBJECT COMMUNICATION 

Object-to-object communication covers a broad spectrum. Most basically, object-to-
object communication refers to the autonomous communication between software 
and/or hardware components without further external influence from users. It is thus 
comparable to M2M communication that is defined as a two-way communication 
between machines or a machine and application (running on a machine) without user 
intervention. Depending on the application context, object-to-object communication 
can involve complex processes such as the negotiation between objects or reaction 
of one object to the behaviour or data received from a set of other objects. In 
contrast, in OpenIoT the object-to-object communication is generally limited to the 
transfer of data over established communication channels. This includes periodic 
sending of sensor data and, if required and as such defined within a service, the 
delivery of senor data or processing results on higher levels. 
To clarify the notion of object-to-object communication in the context of OpenIoT, this 
section features a taxonomy of objects as used in the context of OpenIoT. Based on 
this taxonomy of objects, different types of object-to-object communication reflecting 
the sensor data delivery chain are presented. This includes the communication 
between physical devices and GSN, between GSN and LSM, and between LSM and 
overlying components. 
 

3.1 Taxonomy of Objects 

From a processing perspective, the delivery chain for sensor data and service results 
can be seen as a set of four types of objects: physical sensors, virtual sensors, linked 
data components and high level components. This distinction follows roughly the 
high-level infrastructure of OpenIoT as shown in Figure 2. 

 
Figure 2. High-level architecture of OpenIoT. 
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3.1.1 Physical Sensors 

Sensors are the type of objects that are most intuitively associated with object-to-
object communication. Typically, sensors are physical devices deployed to observe a 
natural phenomenon (e.g., temperature, passing cars) in their close vicinity. In 
principle, sensors may also be computational methods, a laboratory setup with a 
person following a method, or any other thing that can follow a sensing method to 
observe a property or phenomenon. However, in the context of the OpenIoT use 
cases and thus throughout this deliverable, sensors refer to physical devices. 
Many applications or services are based on the data coming from one or more 
wireless sensor networks, i.e., in which sensors communicate via a radio. Wireless 
sensor networks typically share the same basic settings; see Figure 3: Sensor nodes 
are physically distributed over an area of interest and can typically only communicate 
with a limited set of other sensors. As a result, transferring data from one sensor to 
another, in general, involves a multihop communication, i.e., the transfer of data over 
intermediate sensor nodes. Furthermore, wireless sensor networks feature a 
dedicated node or component (often referred to as base station, sink node or 
gateway node) that represents the access point for retrieving all required data from 
the network (as illustrated in Figure 3). 
 

 
Figure 3. Common layout of a wireless sensor network. 

 
OpenIoT, as a middleware platform for arbitrary sensor data coming from arbitrary 
sensor networks or individual sensors, only interacts with a dedicated gateway node 
to access a sensor network. Internal communication between the nodes of a sensor 
network is left to the network provider. This can include arbitrary complex object-to-
object communication protocols between the sensors. For example, a provider might 
implement such a procedure that propagates new temperature values to the gateway 
node only if at least three adjacent sensors observe the same or similar change in 
the temperature. 
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3.1.2 Virtual Sensors 

A virtual sensor is a concept from the Global Sensor Network (GSN) to abstract from 
the heterogeneities of physical sensors – that is, higher level components or 
applications access sensor data via virtual sensors such that they do not have to deal 
with any device-specific characteristics. GSN assumes a similar architecture as the 
basic one of wireless sensor networks (cf. Figure 3). The major difference is a 
dedicated component, e.g., a PC, that runs an instance of GSN, receives the input 
from physical sensors, translates the data into output from virtual sensors, and 
makes those data accessible for external services or applications (see Figure 4).  
 

 
Figure 4. Basic architecture of GSN. 

 
A virtual sensor is defined by implementing a wrapper that allows feeding raw data 
into the system – or by reusing an existing wrapper. Wrappers are used to 
encapsulate the data received from various data sources into the standard GSN data 
model, called a Stream Element representing a single row in the GSN data store. 
Usually, a wrapper initialises a specialised third-party library in its constructor. It also 
provides a method that is invoked each time the library receives data from a 
monitored device. This method extracts the interesting data from received raw data, 
optionally parses it, and creates one or more Stream Element(s) with one or more 
columns. From this point on, the received data has been mapped to an SQL data 
structure with fields that have a name and a type. GSN is then able to filter this using 
its SQL-like syntax. 
Apart from encapsulating raw sensor data from physical devices, a virtual sensor can 
also encapsulate the data coming from other, already existing virtual sensors. This 
allows for the formulation of aggregated sensor results. For example, given multiple 
virtual sensors, each representing an individual physical sensor, e.g., temperature 
sensors in a manufacturing hall, one can define an additional virtual sensor that 
provides the average temperature in the hall (moving the complexity of calculating 
the average from the, e.g., an application down into GSN). 
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3.1.3 Linked Data Components 

Regarding the processing and provisioning of sensor data, a central component of 
the OpenIoT architecture is the Linked Sensor Middleware (LSM). In the context of 
sensor data delivery chain in OpenIoT, LSM considers virtual sensors as input data 
sources. Data coming from virtual sensors are transformed into a Linked Data 
representation, i.e., RDF, and annotated according to the supported ontologies. 
Figure 5 shows the overall architecture of LSM. There are two basic ways to 
import/stream data into LSM: pull-based and push-based. In the pull-based 
approach, LSM periodically polls a data source similar to a data feed. In contrast, the 
push-based approach enables data sources (e.g., GSN) to actively send data to 
LSM. Both mechanisms are used within the OpenIoT infrastructure, featuring 
different advantages and disadvantages depending on the actual use case. 
 

 
Figure 5. Architecture of LSM. 

 
Similar to the data import from sensor readings into GSN, both the pull-based and 
push-based methods require the formulation of wrappers. Here, wrappers specify 
how the collected sensor readings (in case of pulling) or the received sensor 
readings (in case of pushing) are transformed according to the Linked Stream Data 
layout of LSM. Each wrapper is pluggable at runtime so that wrappers can be 
developed to connect new types of sensors into a live system when the system is 
running. The wrappers output the data in a unified format, following the data layout 
described in the ontologies supported by LSM, which in the context of the project is 
the OpenIoT ontology in particular (see Deliverable 3.1.2 for full details). 
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3.1.4 High-Level Components 

Since LSM provides all sensor data in their “final” format, i.e., as Linked Data, we 
group all software components accessing the data via LSM as high-level 
components. These particularly include the Service Delivery & Utility Manager, the 
Global Scheduler as core components of the OpenIoT infrastructure accessing the 
data of LSM; see Figure 6. 

 
Figure 6. OpenIoT architecture with core components. 

 
Apart from the OpenIoT core components, a high-level component can also refer to 
any software component or application of third party directly accessing LSM. This 
can be for example, customised solutions for retrieving and presenting service results 
in terms of streams of Linked Data provided by LSM. 
 
 

3.2 Physical Devices to Virtual Sensors 

Dealing with the heterogeneity of sources of raw sensor data – typically physical 
sensors but generally all kinds of sources (e.g., software components yielding 
observational data) – GSN has to consider a broad spectrum of protocols to establish 
the definition of virtual sensors. To ease the formulation of wrappers, GSN already 
provides a comprehensive library for different communication protocols. The 
following overview lists the most commonly used GSN wrappers that already exist, 
and can thus be reused and customised, if needed. 



D3.2 Semantic Communication Protocols (Object/Object and People/Object)   

Copyright  2013 OpenIoT Consortium  18 

• Local wrapper: A local wrapper is used for communication between two 
different virtual sensors in the same GSN instance. It is mainly parameterised 
with an SQL query sent to perform filtering at the source. 

• Remote wrapper: The remote wrapper is used for communication between 
two different GSN instances (both instances should run exactly the same 
revision of GSN). Besides the SQL query, the remote wrapper features further 
parameters including authentication credentials and the address of the GSN’s 
streaming URL. 

• TinyOS wrapper: The TinyOS wrapper can receive data from both version 1.x 
and 2.x TinyOS based networks. This wrapper can interact with any TinyOS 
compatible Base Station and any type of TinyOS Packet Source. 

• UDP Wrapper: This wrapper allows receiving arbitrary data on a UDP port of 
the machine on which it is running. There is only the port number as 
parameter for the UDP wrapper. 

• HTTP GET wrapper: This wrapper polls a sensor data from a web server 
using HTTP GET requests. It can be used with any kind of sensor providing 
access to its sensor data via a web server. As a sample, we provide a netcam 
virtual sensor that uses this wrapper to interact with a networked camera. The 
parameters for this wrapper are the URL of the online resources and the 
polling interval in milliseconds. 

• RSS wrapper: This wrapper allows extracting an RSS feed from a given URL. 
Due to the close relationship to HTTP GET wrapper, the two parameters of the 
RSS wrapper are also a URL and the polling interval in milliseconds. 

• Serial Wrapper: This wrapper reads and sends data on the serial port (RS-
232 port), real or virtual (e.g., Serial Port Profile over BlueTooth wireless link). 
The main parameters of this wrapper are the port (e.g., COM1, COM2, … on 
Windows systems or /dev/ttyS0, /dev/ttyS1, … on Unix/Linux systems) and the 
baud rate, i.e., the speed at which the data is arriving on the port. 

A full list of available wrappers is available on the GSN project web site1 and in 
Deliverable 3.3.1. Both sources also discuss in detail the process of writing new 
wrappers. 
 
 

3.3 Virtual Sensors to Linked Sensor Middleware 

From both the implementation and logical perspective, GSN and LSM represent two 
distinct components. As a result, we can distinguish between the data provisioning 
methods offered by GSN, and the data retrieval methods used by GSN. 
 

                                            
1 http://sourceforge.net/apps/trac/gsn/wiki/Documentation 
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3.3.1 Data Provisioning Methods of GSN 

The raw sensor data collected by GSN is stored in a database system and can be 
accessed through an HTTP interface. This interface provides clients with querying 
parameters or programmatically using an API. Two options are available:  

• HTTP requests: The Hypertext Transfer Protocol (HTTP) is the standard 
protocol for the exchange of hypertext, i.e., structured text with links between 
nodes containing text. 

• SOAP Web services: SOAP (Simple Object Access Protocol) is a protocol 
specification for the exchange of structured information and the 
implementation of web services. It uses XML as message format and typically 
uses HTTP for message negotiation and transmission. 

Both options offer a high flexibility to access data. Some of the available features 
include: getting the list of sensors deployed on a given server, the data structure of a 
sensor, geographical information, direct access to latest measurements, 
measurements for specific periods, and more complex queries with aggregations. 
 

3.3.2 Feeding data into LSM 

There are two principle ways to feed data into LSM – particularly data as output from 
GSN in the context of OpenIoT: pull-based and push-based. Both mechanisms are 
used within the OpenIoT infrastructure, featuring different advantages and 
disadvantages depending on the actual use case. 

• Pull-based data import. Here, LSM periodically polls a data sources by 
fetching the data from GSN via HTTP. Based on defined wrappers, the data is 
transformed into Linked Data, enriched with semantic information, and stored 
into an RDF storage system. In case of data stemming from GSN, wrappers 
apply data transformation rules to map the data in a given format into RDF. 
For example, sensor data in XML can be transformed to RDF using XSLT 
transformations2 and the meanings of the sensor readings contained in the 
XML tags are annotated with concepts in the ontology via an XSLT 
transformation rule. Polling is a suitable approach if the expected update times 
of sensor readings are known a priori. It is less suitable for application 
scenarios that have to be immediately triggered by alarms or notifications.  

• Push-based data import. The push-based approach enables data sources 
(e.g., GSN) to actively send data to LSM. For that, LSM provides an API for 
adding and deleting sensors as well as updating, retrieving and deleting GSN 
sensor data from the LSM triple store. The API is programmatically accessible 
is via the lsmlibs3 Java library. Further libraries required are dom4j4 and jena5.  

 

                                            
2 http://www.w3.org/TR/xslt. 
3 http://deri-lsm.googlecode.com/files/lsmlibs.jar 
4 http://sourceforge.net/projects/dom4j/ 
5 http://ftp.heanet.ie/mirrors/www.apache.org/dist/jena/ 



D3.2 Semantic Communication Protocols (Object/Object and People/Object)   

Copyright  2013 OpenIoT Consortium  20 

Both the pull-based and push-based mechanisms are used within the OpenIoT 
infrastructure. In general, sensor data are requested via polling from GSN. The push-
based data import into LSM is typically used for tasks such as the registration of new 
virtual sensors in LSM. 
 
 

3.4 Linked Sensor Middleware to Overlying Components 

3.4.1 SPARQL Interface 

LSM features for experienced users a SPARQL endpoint, allowing them to directly 
issue SPARQL queries over the archived data. This includes a query page – 
accessible at http://lsm.deri.ie/sparql – to formulate and execute queries in an ad-hoc 
manner. The endpoint is a service provided by the underlying triple store Virtuoso 
and implements the SPARQL Protocol for RDF (W3C Working Draft 15, March 20086 
and 21 March 20137) providing SPARQL query-processing for RDF data available on 
the open Internet. As such, the SPARQL endpoint is limited to execute queries over 
archived data but not over active input streams. Formulating and evaluating queries 
of streams requires the CQELS [LePhuoc2011b] components of LSM  [LePhuoc 
2012] [LePhuoc 2011b]. The endpoint allows user to choose from different output 
formats. Besides HTML to display query results directly in the browser on the query 
page, results can also be returned in common formats such as XML, RDF/XML, 
CSV, JSON, and others. There are two main categories of tasks for making use of 
the SPARQL interface: 

• One-shot queries over archived sensor data. Retrieved and transformed 
sensor data are stored in the RDF storage back end of LSM. This storage can 
directly be queried using SPARQL. SPARQL queries are one-shot queries, 
i.e., each queries is executed only once and the result depends on the 
currently available data stored in the back end. 

• Querying metadata. The storage back end of LSM stores not only sensor 
data in terms of measurements but also all information about the sensors 
(location, manufacturer, accuracy, etc.). Thus, essential tasks within the 
OpenIoT workflow, such as sensor discovery, translate into the generation of 
SPARQL queries by, e.g., the Global Scheduler to retrieve the required data. 

There are various client libraries for different programming languages available to 
ease the programmatic access of SPARQL endpoints. 
 

3.4.2 Streaming Protocols 

In contrast to snapshot queries over archived data, queries over data streams are 
typically long-running and continuous queries – that is, such queries are registered in 
the system for specified time and potentially generate and return results depending 

                                            
6 http://www.w3.org/TR/rdf-sparql-protocol/ 
7 http://www.w3.org/TR/sparql11-overview/ 
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on the incoming data. To provide and distribute new result, LSM features different 
streaming channels based on popular protocols, as listed below 

• WebSockets. WebSockets [Fette 2011] represent a standard for bi-directional 
real-time communication between servers and clients. WebSockets allow a 
long-held single TCP socket connection to be established between the client 
and server which allows for bi-directional, full duplex, messages to be instantly 
distributed with little overhead resulting in a very low latency connection. Both 
the WebSocket API and the WebSocket protocol are standardised that means 
the web now has an agreed standard for real-time communication between 
Internet clients and servers. Compared to HTTP, communication via 
WebSockets has several significant advantages in the context of dynamic 
applications. Firstly, each message has only a very small overhead in terms of 
number of required bytes. Secondly, since WebSockets establish a permanent 
connection between clients and servers, no overhead for frequently 
establishing new connections is involved. And lastly, in contrast to polling, 
messages are only sent if there is indeed something to send. 

• PubSubHubbub. PubSubHubbub is an open protocol for distributed 
publish/subscribe communication on the Internet. It extends the Atom (and 
RSS) protocol to avoid a periodic polling of subscribers for new updates from 
publishers. PubSubHubbub is push-based, enabling a near-instant notification 
of updates. In the terminology of PubSubHubbub, the hub is a server acting as 
mediator between the publisher and subscriber. In terms of implementation, 
the software component of the hub is not required to run on a dedicated 
machine but may, for example, run on the a publisher’s hardware. In essence, 
a publisher sends an update notification to the hub, which in turn fetches the 
update and sends it to all subscribers. PubSubHubbub is designed with large-
scale distributed environments in mind featuring big hubs, many small hubs 
and a very large number of publishers and subscribers. While initially 
conceived for a publish/subscribe communication of Atom and RSS feeds, the 
protocol is expected to support any kind of arbitrary content, effectively 
allowing the subscription to any web resource. 

• XMPP. The eXtensible Messaging and Presence Protocol is an open standard 
based on XML for the near-instant exchange of messages and presence 
notifications. The main units of transferred information are called stanzas, 
which, in the context of XMPP, are self-contained XML snippets, for example, 
including the source and target of a stanza. The essential task of a XMPP 
server is to route stanzas from the source to their destination, whether they 
are internal from one user to another or from local user to a user on a remote 
server. XMPP client connects and communicates with the XMPP server 
according to the protocol. Many XMPP servers can also be extended via plug-
ins. These plug-ins are usually written in the same programming language as 
the server itself and run inside the server’s processes and access internal 
server data structures and change core server behaviour. 

 
Streaming channels are particularly interesting for the development of third-party 
applications for the customised representation of results. For example using 
WebSockets, an overlying application only has to specify an URL to which new 
sensor data or results are sent by LSM. 
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3.5 Object-to-object communication in mobile environments 

In OpenIoT, mobile environments (where physical sensors are mobile and wearable) 
are considered as a crucial part in the design process of IoT services. Mobile devices 
are used as gateways to collect the raw data pre-processing it and forwarding the 
data to the cloud, as depicted in Figure 7.  
Moreover, mobile devices are used as user interfaces where users can continuously 
receive the data of interest in real-time. Example applications used in such 
environments are within the domain of mobile community crowdsensing where 
sensors and mobile devices jointly collect and share data of interest to observe and 
measure phenomena over a larger geographic area.  
Applications like environmental monitoring or crowdsourced traffic monitoring, involve 
numerous individuals that on the one hand continuously contribute sensed data to 
application servers, and on the other hand consume the information of interest to 
observe a phenomenon typically in their close vicinity.  
Other important aspects in mobile environments are the energy-efficient and the 
context-aware orchestration of the sensing process with data transmission. Those 
aspects are highly influenced by well identified data exchange processes a) from 
sensors through mobile devices into the cloud, b) as well as from the cloud to mobile 
devices such that the information of interest is served to users in real-time. In mobile 
environments these processes are essential due to the battery limitations of both 
mobile devices and wearable sensors. In addition, the latency of data propagation 
represents their key quality measure from the user's perspective.  
 

 
Figure 7. A mobile IoT environment. 

 
Publish/subscribe middleware offers the mechanisms to deal with those challenges: 
It enables selective real-time acquisition and filtering of sensor data on mobile 
devices, efficient continuous processing of large data volumes within the cloud, and 
near real-time delivery of notifications to mobile devices. Moreover, it defines the 
methods and communication style for push-based communication between Mobile 
Internet-Connected Objects (MIO). Hereafter we define the publish/subscribe 
communication style and system components. 
 

Cloud   

Wearable Sensor 
Mobile Gateway 
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The system comprises a set of publishers, Pi, and a set of subscribers, Sj, that 
interact over a hierarchical two-tier publish/subscribe network composed of mobile 
brokers, MBk, and cloud brokers, Bl. An example model is shown in Figure 8. 
Publishers, e.g., wearable or built-in sensors, publish data items and send them 
either to mobile brokers or directly to cloud brokers. Subscribers, e.g. processes on 
mobile devices, can activate and dismiss subscriptions (i.e. continuous queries) by 
sending messages subscribe and unsubscribe to mobile or cloud brokers, which in 
turn use the message notify for push-style delivery of matching data items, i.e., items 
that satisfy subscription constraints, to subscriber processes.  
Brokers are responsible for efficient matching of data items to active subscriptions as 
well as their subsequent delivery to either subscribers, mobile brokers, or other cloud 
brokers, i.e., components that have defined matching subscriptions. Cloud brokers 
share the processing load to enable scalable system performance, and exchange 
subscriptions as well as matching data items. Subscribers and mobile brokers may 
connect to any cloud broker, or the cloud-based implementation may be centralised 
such that the initial connection to the cloud is established through a single proxy 
broker.  
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Figure 8. Mobile publish/subscribe interaction 

 
The Mobile Publish/Subscribe (MoPS) middleware implements the previously defined 
communication style which can be used to collect and transmit sensor data from 
mobile sensors through mobile devices in the cloud, and, in addition, to send the data 
of interest back to mobile devices with low propagation times.  
Mobile brokers running on mobile devices are used as gateways to the cloud 
infrastructure. They represent the main novelty of the MoPS implementation 
compared to existing publish/subscribe solutions because they can perform local 
filtering of sensor data to reduce the energy-consumption on mobile devices by 
reducing number of data transmissions into the cloud. Mobile brokers introduce an 
additional method to announce the type of data that they are able to transmit into the 
cloud enabling thus sensor discovery.  
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Let us explain the communication flow through an example: P2 in Figure 7 is, e.g., a 
wearable gas sensor detecting levels of nitrogen dioxide (NO2) and ozone (O3). After 
MB1 detects P2 because they exchange signalling information over a Bluetooth 
connection, MB1 can define the type of data items to transmit to its cloud broker B2 in 
the future. MB1 sends a message announce(NO2, O3, x, y), where x=45.81302 and 
y=15.97781 represent MB1's current geographical latitude and longitude. The reason 
for creating the announce message is the following: We need to activate 
subscriptions from cloud brokers on MB1, but only those that can potentially match 
future publications created by P2. Obviously, as it is not desirable to activate all 
subscriptions from the cloud on a single mobile device, the announce message is 
compared to existing subscriptions on B2. For example, B2 identifies subscription 
si=[NO2>40µgm-3 AND 45.81<lat<45.82 AND 15.96<long<15.98] as a subscription 
potentially matching future publications of P2. Thus, B2 sends a message subscribe 
to activate si on MB1. Further on, MB1 publishes P2 data items into the cloud, but only 
those that match si. 
A mechanism for pushing messages from the cloud to mobile devices is the one 
which creates most problems to programmers. In addition, it can incur large energy 
costs since a recent study shows that periodic transfers in mobile application which 
account for only 1.7% of the overall traffic volume contribute to 30% of the total 
handset radio energy consumption. Thus hereafter we briefly report three solutions 
that we have implemented and tested to enable delivery of notify messages in the 
MoPS system: 1) persistent TCP connection, 2) connection-less communication over 
HTTP where a REST web service is running on a mobile phone, and 3) REST web 
service with Google Cloud Messaging.  
Persistent TCP connections are the simplest mechanism to implement, but can 
cause significant overhead as keep-alive messages are needed to maintain an active 
connection which prevents the processor from going into a sleep mode.  
Connectionless REST-based communication between a mobile device and the cloud 
is an alternative to permanent TCP connections. Both the mobile device and server 
need to run a REST service: Whenever they want to communicate, they send HTTP 
messages to the REST service entry-point. In comparison to TCP connections, this 
mechanism is one step closer to push-based communication where situations of 
temporary connection losses and failed handover do not affect the communication 
mechanism. This mechanism does not allow a power save mode, but reduces the 
generated traffic over wireless interfaces and reduces the number of open 
connections. REST-based mechanism allows a mobile service to use a single entry 
point for all incoming messages, regardless of the sender, while the previous 
approach uses separate TCP connections for each sender.  
For a fully implemented push-based message delivery mechanism in mobile 
environments we have used the Google Cloud Messaging (GCM) service. GCM is a 
service provided by Google running as an intermediary between application servers 
(cloud-based brokers in case of our prototype) and mobile devices running the 
Android OS. GCM uses a simple format for messages limited to 4 KB. A mobile 
service does not need to be in active state to receive such notifications: The Android 
OS will start or wake up the service upon a received message.  
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The mechanism does not create, handle or destroy any additional connections, which 
makes it a true push-based communication mechanism without additional overhead. 
Since the support for the GCM service is an integral part of the Android operating 
system, GCM only requires that a radio interface is online, and allows the processing 
unit to go to power save mode. The GCM mechanism is used by various Google 
applications on mobile devices and reuses the same connection for the delivery of all 
messages, thus reducing the communication overhead to a minimum. The main 
drawback is limited availability (only for AndroidOS) and dependency on a third party 
solution. 
We have performed an initial evaluation of energy consumption on Android phones 
running mobile brokers. In our test scenario, a mobile broker uses either a WiFi or 3G 
interface for communication with the cloud. Measurements were performed on a 
Nexus S Android phone with PowerTutor. Table 1 shows the power and energy spent 
on a mobile phone to receive 1000 notifications that were sent sequentially to a 
mobile phone. 
 

Table 1. Measuring the energy footprint of 1000 pushed messages 
 WiFi 3G 
 TCP REST GCM TCP REST GCM 

Power [mW] 948 871 763 1450 N/A 995 

Energy [J] 1.0 K 925 797 1.6 K N/A 1.1 K 

 
 
As expected, 3G interface requires more energy for all communication modes. TCP 
has shown to consume the most energy, while REST is a viable solution when GCM 
cannot be applied, but one has to ensure that the mobile interface acquires a public 
IP address.  
In general, the GCM service shows the best results regarding energy consumption 
with both 3G and WiFi interfaces because no additional network connections are 
needed while the processor can go to the power save mode. However, further 
measurements are needed to assess the messaging latency of this approach as it 
directly influences one of the key quality measures perceived by end users. 
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4 PEOPLE-TO-OBJECT COMMUNICATION 

 

4.1 Service Consumer Perspective 

OpenIoT enables service consumers to interact with sensors and internet-connected 
objects (ICO), as well as with their services. The term service consumer in this 
context refers to service and solution integrators using the OpenIoT platform in order 
to build their solutions, as well as to end-users interacting with sensors and ICOs via 
the OpenIoT platform. The interaction is empowered by visual (GUI) tools developed 
as part of the OpenIoT platform. However, the interactions can be also realised by 
using the APIs that support the function of the tools. The detailed description of the 
APIs is performed in the scope of WP4 deliverables of the project and is out of the 
scope of this document. In following paragraphs we describe the interaction of 
service consumers with ICOs of the OpenIoT platform, focusing on sensor and 
sensor data discovery, specification of a service based on sensor data and the 
presentation of these data to the service consumer. 

4.1.1 Sensor (Data) Discovery 

The OpenIoT middleware platform maintains a directory service (empowered by 
OpenIoT’s LSM component), where sensors and ICOs are registered. Service 
consumers can interact with registered sensors and ICOs via the scheduler 
component of the OpenIoT architecture. A GUI is also provided in order to enable the 
filtering and selection of sensors/ICOs residing in the directory. The primary 
capabilities provided by the GUI include:  

• Filtering sensors/ICOs according to the sensor class/type, which allows 
consumers to select and interact with specific types of sensors  

• Discovery of sensors on the basis of their spatial properties using location-based 
queries. The parameters of the query include the specification of latitude and 
longitude (signifying the center of the area) and a radius (specifying the scope of 
the area) (Figure 9). In this way service consumers can interact with sensors 
residing in a specific location. 

In addition to these basic selection/filtering capabilities, OpenIoT provides more 
options for selecting sensors as part of the request definition process which is 
described in the following paragraph. 
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Figure 9. Sensor Selection GUI. 

 

4.1.2 Request Definition 

Service consumers can use the OpenIoT platform to define/request services over 
collections of sensors/ICOs. This type of interaction with the ICOs is called request 
definition in the sense that it allows the consumer to formulate an IoT service request 
to the OpenIoT system. The request definition process is empowered by a GUI, and 
is modeled in the form of a graph (Figure 10). The GUI enables the definition of a 
service on the basis of: 

• Sensors/ICOs, which are selected/filtered as defined in the previous paragraph. 
Sensors are the sources of the graphs. 

• Sinks i.e. dashboards, which eventually terminate the graph. The implemented 
sink types include: (a) Line charts, (b) Pie charts, (c) Meter gauges (i.e. for 
plotting single aggregated values), (d) maps, and (e) passthroughs (i.e. enabling 
the service consumer to bypass the request presentation). The specification of 
each dashboard is accompanied with a number of display properties. 

• Aggregators (i.e. MIN, MAX, AVG, COUNT) defined over the sensor data. 

• Selection and grouping filters, which are applied over the sensors and their data. 
In particular: (a) Selection filters allows the consumer to filter sensors by 
predicates, in a way similar to SQL WHERE statement, and (b) Grouping Filters, 
enable the grouping of attributes by time (i.e. day, month etc.) 

• Comparators, enabling the specification of selection filters over the sensors e.g., 
on the basis of attributes such as time and date. 
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Figure 10. Sample Graph in the scope of a Request Definition Process. 

4.1.3 Request Presentation 

For a given service request presentation refers to the display of sensor data to the 
service consumer. It is assumed that the service has been specified using the 
request presentation GUI (or corresponding API) outlined above. In this context 
OpenIoT provides the means of automatically generating dashboards for displaying 
sensor data. Dashboards are selected from the mashup library of the system 
according to the widget presentation attributes specified during the definition of the 
request. A data polling mechanism ensures that whenever new data is available (at 
the service level) it is pushed to the clients using/subscribing to the dashboards. 
Based on this polling mechanism the specified clients update their widget views. 
 
 

4.2 Service Provider Perspective 

4.2.1 Sensor Data Annotation 

LD4Sensors is a RESTful Web server implemented using Java with the Jena library 
and the Jena Triple DB, leveraging on the OpenIoT GUI. The API allows to access, 
store, update, and delete specific resources that are typically involved in sensor 
measurements and sensor networks, after having semantically annotated them. Data 
can be accessed by querying a SPARQL endpoint, in addition to the REST API.  
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The semantic annotation is inspired by best practices that follow the Linked Data 
principles and the benefit of the OpenIoT ontology. 
  
Architecture. The overall architecture, depicted in section 3.1 (Figure 2), enables the 
storage, update, search, access and deletion of semantically annotated data about 
sensors, their measurements and their surrounding environment.  
Clients can interact with the REST API either directly or through a user interface 
managed by the OpenIoT GUI. 
The interface leverages on the Bridge Pattern. Clients can also access the data 
stored in the Triple Database by using the provided SPARQL endpoint. Content 
negotiation is performed in order to return RDF triples to the client, serialised in the 
preferred RDF serialization language. All the existing languages are supported. 
Figure 11 depicts the LD4Sensors components and their interactions. 
 

 
Figure 11. Overall architecture of the LD4Sensors Web Service. 

 
The components associated with different shades of the same colour represent 
clients and server that are able to communicate with each other because of shared 
protocols. Each component is described in the following. 
 
Core. The Core component provides the base functionalities to communicate with 
Internet clients, applying a proper serialization to the response and distributing the 
incoming requests to the responsible component. The Core component includes: 

• a RESTful HTTP server that constitutes the interface to the Internet to accept 
common HTTP requests according to RESTful principles; 

• a Payload Formatter that formats the outgoing HTTP responses according to 
the Accept Header of the related HTTP request; 
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• a Request Dispatcher that forwards incoming HTTP requests to the 
responsible component. 

HTTP PUT, POST, DELETE and GET requests are forwarded to respectively store, 
update, delete and access data. The data is submitted to the service as either HTML, 
JSON or Java serialised object payload and will be semantically annotated as Linked 
Data before being stored in a Triple Database (TDB). The TDB can be either the 
local one or a remote one, accessible through a SPARQL endpoint. 
 
Linked Data. The Linked Data component provides all the functionalities to create 
semantic (sensor and sensor-related) annotations using RDF, the OpenIoT ontology, 
ontological inference and links with external resources. The Linked Data component 
includes: 

• a Triple Creator that creates semantic annotations using RDF and the 
OpenIoT ontology; 

• an LD Search / Creator that adds triples that link to external resources and 
can be rated and commented on. It also dispatches proper searches for 
external resources to link with the local ones;  

• an HTTP Client that constitutes the network interface for outgoing traffic to 
LOD (Linked Open Data8) datasets and semantic search engines. 

The semantic annotation is performed by the Triple Creator component and enriched 
by the Linked Data enrichment component by searching for external links. This 
search is run on the LOD resources indexed by Sindice9 by creating a query 
according to criteria specified by the user either in the payload in case of PUT or 
POST requests, or in the URI itself in case of GET request. These criteria consist of 
domain and/or context (time, space, thing) specifications which the retrieved 
resources to be linked are required to match. According to the specific criteria 
matched by each of the first retrieved resources, a different type of link (e.g., 
sameDomain, spt:sameThing, spt:sameTime, spt:sameSpace) is created with the 
resource of interest. 
In fact, we believe that for the links with external data to be useful, they must change 
dynamically according to the specific use case of interest. Consequently, we allow 
users to define custom criteria (Figure 12) to search for these links in the Web of 
Data, i.e., 

• domains of the datasets to be included in the search for links;10 

• at which level the external resource should share the same context, (i.e., 
same thing of interest, time or space) with the local ones for a link to be 
created. 
 

                                            
8 http://linkeddata.org/ 
9 http://sindice.com/ 
10 
http://www.w3.org/wiki/TaskForces/CommunityProjects/LinkingOpenData/DataSets/CKANmetainform
ation 



D3.2 Semantic Communication Protocols (Object/Object and People/Object)   

Copyright  2013 OpenIoT Consortium  31 

 This linking system is an improvement of previous work and available online11. 

 
Figure 12. Screenshot of the LD4Sensors wen interface. 

 
The LD Search/Creator component is called by the Triple Creator one whenever the 
link criteria requested by the user are not yet stored in the TDB. While, in case of 
links that do not match the requested criteria being stored in the TDB, they are 
filtered out from the returned linked data, by the Link Filter component. The 
resources provided by LD4Sensors are abstracted by following the Abstract Factory 
Design Pattern. 
The Triple Creator and LD Search/Creator component implementations follow the 
Command Pattern and communicate with the Domain Model that includes, in 
particular, Link and LinkReview.  
 
Discovering. The Discovering component provides all the functionalities to discover 
new facts, binding an inference model to a reasoner. In particular, it includes: 

• a Reasoner Binder that, given an ontology and specific features of its 
predicates (e.g., transitivity), bounds it to a reasoner, i.e., an engine able to 
infer logical consequences from ontology-defined inference rules; 

• an Inference Executer that uses the reasoner to create an inference model; it 
executes proper queries on it to discover new facts. 

 
Storage & Search. The Storage & Search component provides all the functionalities 
to dispatch the storage of triples between triple store(s) exposing a SPARQL 
endpoint and sensor node(s) directly, according to best practices. It includes: 

• a Triple Filter that filters the RDF triples composing a semantic annotation so 
that they are dispatched to the correct external storage systems according to 
the resource availability of these systems and best practices. Its 
implementation follows the Interceptor Design Pattern; 

• a SPARQL client that constitutes a network interface for outgoing traffic to 
forward SPARQL queries to external SPARQL endpoints; 

                                            
11 http://spitfire-project.eu/incontextsensing 
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• a CoAP client that constitutes a network interface for outgoing traffic to 
forward CRUD (create, read, update, delete) requests to tuple stores on 
sensor nodes. 

4.2.2 Linked Sensor Discovery 

In the typical workflow of OpenIoT, sensors are discovered during the process of the 
formulation of services. This process involves the formulation of SPARQL queries 
that identify suitable devices according the requirements defined by the services. For 
example, a service might require temperature sensors with a certain level of 
accuracy or located in a specific region. The resulting SPARQL query/-ies are issued 
to LSM which executes each query over the available data, i.e. data and metadata 
(annotations) about the registered Internet-connected devices. 
Apart from this SPARQL interface, LSM also provides an ad-hoc way to search for 
registered devices. This is represented by a web-based, graphical user interface. A 
detailed description of all features can be found in the LSM User Manual12. Figure 13 
shows a screenshot of the GUI; a demo deployment with a current access to over 
110,000 sensors is available at http://lsm.deri.ie. The GUI does not only show 
registered devices but also allows requesting the latest data coming from those 
devices. 
 

 
Figure 13. Linked Sensors Explorer. 

 

                                            
12 http://deri-lsm.googlecode.com/files/lsmmanual_v1.1.pdf 



D3.2 Semantic Communication Protocols (Object/Object and People/Object)   

Copyright  2013 OpenIoT Consortium  33 

The main part of the GUI is a map for displaying the location and type of registered 
sensors. The example deployment distinguishes between different categories of 
publicly available sensors (e.g., weather sensors, webcams, flood sensors, trains, 
flights, etc.) and allows for a selective presentation of sensors of different categories. 
A sensor is displayed on the map as marker using an appropriate clipart reflecting 
the sensor’s category. Depending on the current zoom factor of the map, several 
sensors of the same category are grouped together and represented by a single 
marker. 
Each marker is clickable, revealing different detailed information about the sensors 
(or sensors in case of grouping). Firstly, user can view the latest and historical data in 
RDF and can download them as RDF in the N3 format. Secondly, the GUI can show 
historical sensor data within graph representation. The actual representation of the 
data depends on the category of the corresponding sensor. For example, for 
webcams, the provided information is the latest picture. For weather sensors, charts 
summarizing the latest reading are available. 
The GUI also features various means to search for locations and sensors. For the 
basic search, users select a type of sensor and a location – identified by a city name 
or geo-coordinates. The advanced search provides further options such as temporal 
and spatial filters on the sensor data. As most flexible option for more experienced 
user, the Linked Sensor Explorer includes a query interface to a SPARQL endpoint. 
Query results are displayed in an overlying window and can additionally be 
downloaded as serialised RDF data using the N3 notation. 
 
 

4.3 Middleware Provider Perspective 

“People” will communicate with OpenIoT platform through the services that the 
Scheduler and the SDUM (Service Delivery & Utility Manager) provides. The 
provided services require storing data related with the User and his interaction with 
the system. These data include but are not restricted to: 

• the User defined registered Service description 
o SPARQL query 
o Widgets attributes 
o Widgets definition 
o Query execution schedule 

• status of the Service 

• the User info 

• the resource usage related to sensors 

• User access control 

• registered Service status 
 The relationship of the data listed above is depicted in Figure 14 below. 
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Figure 14. Relationships between the main OpenIoT data entities. 

 
To facilitate the User interaction with the OpenIoT platform and to enable the platform 
to fulfil the service requests submitted to the cloud, an OpenIoT functional ontology 
was described. This ontology is in line with the sematic “world” that the OpenIoT 
architecture is governed and is capable to host the information and all the required 
data that are listed above. 
Table 2 below provides the description of the main entities depicted in Figure 14 
above. 

Table 2. Main data entities within the OpenIoT sensor cloud and their types 

Data Entity Description 

serviceDescription 
Holds the description and properties of all the 
services that are executed through the OpenIoT 
system. 

queryRequest Holds the description of the SPARQL query that 
will serve a Service. 

widgetPresentation 
Holds the widget type that a service is using as 
long as the user preferences regarding the widget’s 
instance appearance at the runtime. 

widget Provides the description of the available widget 
types. 
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serviceSubscription Holds user preferences regarding a specific service 
subscription.  

serviceStatus Maintains a list with the status of the services in 
order to provide relevant feedback to end users  

sensorServiceRelation 

Maintains the (many-to-many) associations of the 
services to the various sensors and ICOs available 
in the system (i.e., information about which sensors 
are used in the scope of a given services). 

utilityUsageHistory 
Used to record utility/usage-related parameters, in 
order to boost accounting, billing and (utility-based) 
resource optimization 

serviceSensorUsage Used to record sensor usage from a service. 

User Used to store the available users profile. 

accessControl Used to store User’s access rights to implement 
access control mechanisms. 

 
The above entities are used by the various components of the OpenIoT system as 
described in the sequel: 

• Scheduler: As already described in previous deliverables the Scheduler 
processes all the requests for on-demand deployment of services. It undertakes 
the task of parsing the service request and accordingly discovering the sensors 
that can contribute to its fulfilment. The Scheduler interacts with the following 
entities (depicted in Figure 14 above) for the services it provides to the User: 

o retrieving the available sensors from the GSN nodes through the 
“availableSensors” entity 

o indirectly informing Virtual Sensors (GSN nodes) which of them are used 
for the service that is being registered/updated with the 
“sensorServiceRelation” entity 

o Stores the User defined service (register) request to the 
“serviceDescription” entity. The service registration also provides info for 
the following entities (described in Table 2 above) 

§ “queryRequest” 

• “namedGraphURIs” 

• “defaultGraphURIs” 
§ “widgetPresentation” 

• “widgetAttrs” 
§ “widget" 
§ “serviceSubscription” 

• “querySchedule” 
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o Update and notifying the user regarding the status of a processed 
(registered/updated/enabled/disabled) service through the “serviceStatus” 
entity  

o implementing access control mechanisms with the help of the “user” and 
“accessControl” entities 

• Service Delivery & Utility Manager: The SD&UM performs a dual role. On the 
one hand, it combines the data streams as indicated by service workflows within 
the OpenIoT system in order to deliver the requested service. On the other hand, 
it acts as a service metering facility, which keeps track of utility metrics for each 
individual service. So the SD&UM interacts with the following entities (depicted in 
Figure 14 above) for the services it provides to the User: 

o It provides results to the request presentation module by retrieving 
SPARQL scripts that the Scheduler has provided from the 
“serviceDescription” entity 

o It retrieves data, provided from the GSN nodes, by executing the retrieved 
SPARQL scripts to the “virtualSensorsDataStorage” entity 

o It keeps history of the resources used by each service at the 
“serviceSensorUsage” entity 

o It stores resource usage history for accounting, metering and billing 
purposes at the “utilityUsageHistory” with the help of 
“serviceSensorUsage” entity 

• Configuration Console: The Configuration/Monitoring console is the system 
administrators’ tool, which enables administrators to deploy, configure and 
manage the OpenIoT platform. It interacts directly with several other modules 
(Scheduler, SD&UM and GSN nodes) for monitoring purposes. Finally, it is also 
capable to set up RDF schemas for new virtual sensors. So it interacts with the 
following entities (depicted in Figure 14 above) for the services it provides: 

o The schemas are stored within the “virtualSensorsRdfSchemata” entity and 
enable GSN nodes to access this information during their configuration 

o It is able to define new widgets with the “widget” entity 

• X-GSN: The X-GSN collects, filters and combines data streams stemming from 
virtual sensors or physical devices. It acts as a hub between the OpenIoT 
platform and the physical world, since it enables the access to information 
stemming from the real world. X-GSN interacts with the following entities 
(depicted in Figure 14above) for the services it provides: 

o  For providing the available sensors to the Scheduler module through the 
“availableSensors” entity  

o Retrieves information regarding the virtual sensor that are being used 
based with the help of the “sensorServiceRelation” entity 

o Retrieving new virtual Sensors RDF schemas from the 
Configuration/Monitor Console through the “virtualSensorsRdfSchemata” 
entityProviding sensor data to the SD&UM through the 
“virtualSensorsDataStorage” entity 
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5 CONCLUSIONS 

Within the overall OpenIoT framework we distinguish between two types of 
communications: firstly, the communication between objects, where ‘object’ refers to 
both physical devices and dedicated components of the OpenIoT middleware, and 
secondly, the communication between users with the middleware via the provided 
interfaces. 
In essence, the communication between objects describes the delivery chain from 
sensor data to users through OpenIoT. We distinguish four types of objects. On the 
lowest level are individual sensors or whole sensor networks that make their 
observation public using a specific protocol (e.g., via HTTP, Bluetooth). Next in the 
delivery chain is GSN, which retrieves the sensor data from the physical objects. To 
accomplish this, GSN uses wrappers to access the data as specified by the 
underlying devices. GSN provides a common interface to all data sources by 
abstracting physical devices to so-called virtual sensors. On top of GSN sits LSM, 
which retrieves the data from GSN to translate them into Linked Data and to 
semantically annotate them. Again, this process is done via the definition of a 
wrapper for each virtual sensor. At the highest level of the sensor data delivery chain 
lie the high-level components. Such high level components can be any applications 
directly accessing the data managed by LSM or core components of the OpenIoT 
middleware such as the Service Delivery & Utility Manager, the Global Scheduler. 
Given the Linked Data format of the data, high-level components access the data via 
SPARQL. 
The communication between users and the middleware, simply speaking, covers all 
the interfaces (currently) provided by OpenIoT. From a service consumer 
perspective, OpenIoT provides graphical user interfaces for the discovery of sensor 
data, the definition of requests and the presentation of results. Service providers can 
use graphical user interfaces for semantically annotating sensor data and for 
discovering linked sensor data directly by accessing LSM. Finally, middleware 
providers will communicate with OpenIoT platform through the services that the 
Scheduler and the Service Delivery & Utility Manager) provides. All graphical user 
interfaces access the required components of the OpenIoT components via well-
defined APIs. This allows for the straightforward implementation of alternative or 
more customised solutions. 
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