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Executive Summary

In WP4 of the transLectures project, we focus on intelligent interaction methods. Starting from
initial transcriptions and translations produced automatically, these methods take advantage
of user interaction to improve the accuracy of the automatically generated material. We focus
on empowering the users of VideoLectures.NET and poliMedia to efficiently provide feedback
on existing transcriptions and translations, and on using this feedback effectively to rapidly
improve their quality. In this deliverable we present our progress in this direction during the
first year of the project.

Firstly, we introduce algorithms which make possible the fast search for better transcriptions
and translations based on constraints established by the user, such as by marking particular
sequences of words as correct or incorrect. Secondly, we present an interactive ASR approach
which directs the attention of the user to a subset of words that were difficult to transcribe
automatically, and uses this information to re-train a system so that the subsequent transcrip-
tions are improved. Thirdly, we discuss novel developments on active learning techniques for
interactive translation, which we intend to use in transLectures. Finally, we contribute work
that allows the incremental improvement of translation models, by integrating ‘lazy’ feedback
solicited from casual users of the two video lectures websites.
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1 Introduction

The transLectures project is committed in the development of innovative, cost-effective so-
lutions for producing accurate transcriptions and translations for two major video lectures
websites: VideoLectures.NET and poliMedia. One key pillar of the project involves deploying
and advancing the state-of-the-art in automatic speech recognition and machine translation
methods. The methods we develop and implement will be providing a gradually improving
set of automatic transcriptions and translations of acceptable quality, providing considerable
time-savings in comparison with a fully manual approach to produce the same content. The
second key pillar of the project involves the development of intelligent interaction methods.
Crucially, these will allow to take advantage of the feedback provided by users of the two video
lectures websites, to bridge the gap between the acceptable-quality content that is automatically
generated on the one side, and accurate transcriptions and translations on the other.

This deliverable documents the progress registered in developing and improving intelligent
interaction methods during the first year of the transLectures project. Our work explores four
directions: The development of fast, constrained-search algorithms for efficiently improving the
initial automatic transcriptions and translations based on user feedback, intelligent interaction
methods for both transcription and translation, as well as incremental training techniques to
integrate user supervisions in the trained models.

Firstly, for ASR, we focused on prefix-constrained search, involving both initial as well as
internal prefixes of a sentence. Initial prefixes are words at the beginning of a sentence while
internal prefixes denote the start-words of a sub-sequence inside a sentence. This allows the
user to correct a recognized word sequence from left to right, with unknown words added online
into the lexicon and the language model. Additionally, a constrained version of the well-known
Viterbi algorithm allows the user to feed two types of constrains back to the system: a set of
words that must appear in the transcription (by substituting a word), or a set of words that
must not appear in the transcription (by erasing a word). For translation, we developed an
algorithm that allows taking advantage of user feedback in the form of either an unordered set
of words (bag-of-words) or an ordered sequence of words to guide the translation process. The
software can make use of the user feedback either as a hard constraint or as a soft constraint.
To avoid search failures, the soft constraint is used in the experiments. Further, we tackle the
main challenge of handling user input of words unknown to the translation model by adding
these entries on-the-fly.

Secondly, for interactive transcription, we developed an interactive ASR approach that bal-
ances the user effort while attempting to maximize system performance. More specifically, the
user is required to transcribe a certain percentage (e.g. 20%) of automatically selected words for
each lecture. Once these words are corrected, the resulting transcriptions are used to re-train
the system so that the subsequent recognitions are improved. We have performed several user
simulated experiments to assess the performance of this approach with the poliMedia corpus.

Thirdly, for interactive translation, the intelligent interactive approach proposed for ASR
that balances the user effort has been adapted to the SMT task. In the SMT task, there is an
additional challenge with respect to ASR, since the input and output are not monotonously re-
lated. In this case, we have required the user to translate some automatically selected sentences.
We have performed several experiments to assess this approach with a mixture of corpora.

Finally, on incremental training methods, we focused on the goal of improving MT models
based on ‘simple’ feedback provided by casual users. We start by addressing an ‘acceptance’
interaction. In this interaction, given a source text and its translation, the user only has to
decide whether the translation is ‘good-enough’ or not. This can be realized, for example, in the
form of a ‘like’ button to convey that the translation is acceptable or a ‘dislike’ button if it is
not. Alternatively, the user may ignore the source-target pair altogether providing no feedback.
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We developed a method that, given a user’s feedback, tracks the phrases that participated in
the translation. This information is used to direct the translation system towards using the
entries that received positive feedback, and can be used to re-train the SMT model whenever
‘enough’ feedback has been collected.

In the following four sections of this document, we describe in detail our contributions along
each of the four axes presented above. Section 6 summarizes the work in WP4 and concludes
the document.
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2 Fast Constrained Search

Fast constrained search algorithms have been developed and evaluated by RWTH and UPV for
both ASR and MT. For fast constrained search in ASR, two different approaches are proposed
in this section. While RWTH has started developing a prefix-constrained search algorithm,
UPV has built a recognition system with generalized constraints. RWTH also developed a
constrained search approach for machine translation.

2.1 ASR

Current state-of-the-art ASR systems automatically transcribe a given speech input into a rec-
ognized sentence. In the transLectures project, recognized transcriptions are supposed to be
continuously improved by collaborative users. These users will interact in different ways such
as modifying or validating single words. Aside from the interactions themselves, additional
automatic improvements can be assessed by wisely exploiting user feedback. Specifically, a new
transcription process can be performed taking into account the last user interaction. This con-
straint helps to produce better transcriptions since automatically recognized words are related
in a chain-like dependence. Consequently, it is expected that some previously misrecognized
words are now correctly recognized in a chain reaction.

In this subsection, we present two different approaches for fast constrained search. On the
one hand, the method of RWTH uses a prefixed based search; while on the other hand, the
approach of UPV employs a generalized constraint scheme. These methods are also analyzed
under simple use cases.

2.1.1 Prefix-constrained search

For ASR, RWTH focused on a prefix-constrained search, which would allow the user to correct
a recognized word sequence from left to right. The user marks until which point all words have
been recognized correctly and changes one or more following words. The search is then repeated
using the annotated prefix-sequence of words as hypothesis. Unknown words are added online
into the lexicon and the language model. The process is repeated iteratively until the whole
sentence is recognized correctly.

The recognition system used is based on the freely available open source speech recognition
system RASR [Rybach et al., 2009]. Given a sequence of features xT1 = x1, . . . , xT extracted
from an audio stream, the system searches for an unknown sequence of words wN1 = w1, . . . , wN
for which the sequence of features xT1 best fits the learned models (see Fig. 1). To this end, the
posterior probability over all possible word sequences wN1 with unknown number of words N is
maximized. Using Bayes’ decision rule,

xT1 → ŵN1 (xT1 ) = argmax
wN1

{
p(wN1 |xT1 )

}
(1)

= argmax
wN1

{
p(xT1 |wN1 ) · p(wN1 )

}
(2)

where p(xT1 |wN1 ) is the acoustic model and p(wN1 ) is the language model, containing the a-priori
probability for the word sequence wN1 .
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ŵN1 (xT1 )

p(xT1 |wN1 )

p(wN1 )

Figure 1: RASR Recognition Architecture

The RASR system uses hidden Markov models (HMMs) for acoustic modeling. An HMM is
a stochastic finite state automaton, representing a word by a fixed number of states. Each state
has three outgoing state transitions: A loop transition (0-transition) to stay in the current state,
a forward transition (1-transition) to the next state and a skip transition (2-transition) to the
state after the next one. The probability p(xT1 |w) of observing the feature sequence xT1 given
the word w is defined as the marginal distribution with respect to all possible state sequences
sT1 = s1, . . . , sT for this word:

p(xT1 |w) =
∑
sT1

p(xT1 , s
T
1 |w) (3)

The acoustic model p(xT1 |wN1 ) is then cast as the marginal over the HMM state sequence sT1
for word sequence wN1 ,

p(xT1 |wN1 ) =
∑
sT1

p(xT1 , s
T
1 |wN1 ) (4)

Assuming a first order Markov dependency, the right-hand side of Equation (4) is simplified to

p(xT1 , s
T
1 |wN1 ) =

T∏
t=1

p(xt|st, wN1 ) · p(st|st−1, wN1 ) (5)

Using a maximum approximation over all possible state sequences, the best word sequence is
found:

xT1 → ŵN1 (xT1 ) = argmax
wN1

{
p(wN1 ) · max

sT1

{
T∏
t=1

p(xt|st, wN1 ) · p(st|st−1, wN1 )

}}
(6)
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Together with the first order Markov assumption and the Viterbi maximum approximation this
can be rewritten as:

p(xT1 |wN1 ) ≈ max
sT1

{
T∏
t=1

p(xt|st, wN1 ) · p(st|st−1, wN1 )

}
(7)

leading to the final recognition equation:

xT1 → ŵN1 (xT1 ) ≈ argmax
wN1

{[
N∏
n=1

p(wn|hn)

]
· max

sT1

{
T∏
t=1

p(xt|st, wN1 ) · p(st|st−1, wN1 )

}}
(8)

where the probability p(wN1 ) has been decomposed left to right into individual word probabilities
p(wn|hn) depending on the previous context hn.

Now, for prefix-constrained search the first M words to be recognized are marked by the
user and recognition is performed again. It is enforced that those M words are chosen during
the recognition by maximizing their probabilities. Recognition of the remaining N −M words
is then performed using the history of the prefix-word sequence ŵM1 . This way Equation (8)
becomes:

xT1 → ŵN1 (xT1 ) ≈ argmax
wN1 , w

M
1 = ŵM1

{[
N∏
n=1

p(wn|hn)

]
(9)

· max
sT1

{
T∏
t=1

p(xt|st, wN1 ) · p(st|st−1, wN1 )

}}

The prototype of RWTH is not finished yet, so no experimental results can be presented
here. An evaluation of the proposed system will be done as soon as possible.

2.1.2 Generalized ASR constraints

UPVLC has focused on a generalized scheme for ASR. It is assumed that the user feeds back
to the system a set of constraints for the current sentence or segment, C = {c1, . . . , cC}. The
specific form of such constraints will be afterwards detailed. Constraints can be included in
the system as either soft or hard constraints. Hard constraints require the system to yield a
transcription that is compabible, i.e. verifies, the specified constraints. On the other hand,
soft constraints allow the system to produce a transcription that does not to include any of
these constraints, but at the expense of being penalised. Despite that for ASR UPVLC has
implemented hard constraints, we introduce the constraints as if they were soft constraints. In
this way, we get a simpler formalization as well as a more general one that will allow for future
improvements.

Soft constraints are introduced in the Bayes’ decision rule as follows

xT1 → ŵN1 (xT1 ) = argmax
wN1

{
p(wN1 |C, xT1 )

}
(10)

= argmax
wN1

{
p(C) p(wN1 |C) p(xT1 |wN1 , C)

}
(11)

= argmax
wN1

{
p(wN1 |C) p(xT1 |wN1 , C)

}
(12)
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where, firstly, the Bayes’ theorem has been applied together with a left-to-right decomposition
of the joint probability; and lastly the probability of the constraints is disregarded since it does
not depend on the argmax argument, i.e., the transcription wN1 .

UPVLC has focused on two different kinds of feedback constraints,

• a set of words, vm1 , that must appear “within” a speech segment, (b, e); which is denoted
by ci = (vm1 , b, e, 1); and

• a set of words, vm1 , that must not appear within a given speech segment, (b, e); which is
denoted by ci = (vm1 , b, e, 0)

The segmentation boundaries (b, e) can be either supervised by the user or provided by an
ASR system. However, these boundaries are most often not included in the user feedback and,
hence, they are automatically computed as a byproduct of the automatic transcription process.
For this reason, the segmentation boundaries specified in the first type of constraints are not
assumed to be exact. Specifically, when transcribing a speech segment taking into account
a constraint of the first type, (vm1 , b, e, 1), the specified boundaries (b, e) and the boundaries
obtained while recognising the sequence of words vm1 , i.e. (b̂, ê), must either be equal or the
latter must include the former, mathematically b̂ ≤ b and ê ≥ e.

The proposed constraints cover typical user supervisions of recognized words, such as replace-
ment, deletion, or insertion. A very similar approach was previously tested on a Handwritten
Text Recognition (HTR) task in which slight improvements were reported [Serrano et al., 2010].

The UPVLC has implemented this technique on top of the freely available open source
speech recognition system AK toolkit [AK, 2012]. The AK toolkit implements both training
and decoding. The system is based on the Bayes’ decision rule in Equation (2) and, similarly
to RASR, the acoustic models in the AK system are also HMMs. For the decoding process, AK
also uses the widespread Viterbi approximation which yields the decoding rule in Equation (8).

As previously described, each constraint, c ∈ C, is a quadruple (vm1 , b, e, i) where vm1 is the
sequence of words; and b and e are the segment boundaries in which the feedback words must
either occur (i = 1) or not occur (i = 0). Since the proposed constraints are specified with time
boundaries, the language model dependency on the constraints is dropped in Eq. (12), yielding

xT1 → ŵN1 (xT1 ) = argmax
wN1

{
p(wN1 )p(xT1 |wN1 , C)

}
(13)

The previous equation, together with the first order Markov assumption and the Viterbi
maximum approximation, can be rewritten as

ŵN1 (xT1 ) ≈ argmax
wN1

{[
N∏
n=1

p(wn|hn)

]
· max

sT1

{
T∏
t=1

p(xt|st, wN1 ) · p(st|st−11 , wN1 , C)

}}
(14)

where p(st|st−11 , wN1 , C) is given by

p(st|st−11 , wN1 , C) =


p(st|st−1,wN

1 )∑
s′∈St

p(s′|st−1,wN
1 )

if stβ is compatible with Ct
0 otherwise

(15)

with St being the set of all the HMM states that are compatible with Ct, which is the set of
constraints active for instant t, i.e. (vm1 , b, e, i) ∈ Ct if and only if t ∈ [b, e]; and β is the minimum
starting point among the constraints in Ct, i.e. β = min(vm1 ,b,e,i)∈Ct{b}. Finally, a sequence of
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Table 1: Main statistics of poliMedia corpus

set partition sentences words vocabulary

training
all 39K 948.2K 27.0K

1st Block 5.6K 136.5K 8.1K
2nd Block 5.5K 134.7K 8.0K

dev all 1, 4K 35.4K 4.7K

test all 1, 1K 30.7K 4.2K

states stβ “is compatible with” Ct, if it does not break any constraint in Ct. For instance, if a
word w is not allowed to for a given segment, any state sequence that can generate this word is
not compatible with Ct at a given time stamp of such segment.

Despite the apparently non-Markovian dependency in the constrained state transition prob-
ability p(st|st−11 , wN1 , C), the model is in fact Markovian, but within constraint boundaries.
Within a constraint, the decoding process must ensure that the state sequence is compatible
with the given constraint, which can be implemented efficiently.

Typically, there are no overlapping constraints, and so Ct only contains one single constraint.
As expected, different user supervision cases may occur in the same transcription and UPVLC’s
constrained search combines them all into the automatic decoding process. It must be noted
that the consideration of deletion operations is a minor refinement in the proposed constrained
search. Deletion operations slightly reduce uncertainty within the supervised segment, since
all words except the one deleted can be recognized. Moreover, users delete words most often
as a part of a reemplacement, and in this case, it is not considered a deletion operation but a
reemplacement.

Experiments In order to assess to what degree UPVLC’s constrained search can fix unsu-
pervised errors within a supervised speech segment, preliminary experiments were performed
on the poliMedia corpus (see Table 1). These experiments simulate the continuous supervi-
sion of automatically generated transcriptions. In order to do so, the poliMedia training set
was divided in 7 blocks of similar duration. With this segmentation, we simulated a sequential
transcription of the corpus, in which automatically generated transcriptions are supervised, and
then used to continuously improve the system models.

It is assumed that before the user starts transcribing the corpus, there is already an au-
tomatic transcription obtained using initial ASR models. We used the first block to simulate
these initial models, which were also tuned on the development set, i.e. the initial models used
this first block as training data. This initial model was then used to recognize the second block.
The transcription quality of this second block was calculated in terms of WER. At this point,
the user supervises an amount of automatically selected words. These supervised words are
stored in order to improve transcription quality, as well as to define constraints for recognizing
the supervised transcriptions once more. Supervised transcriptions were assessed in order to
measure user supervision improvements. Finally, constrained search is performed on the same
block taking into account the constraints obtained from the supervision. The quality of final
transcriptions is then evaluated in order to measure the improvement achieved by the applica-
tion of the constrained search. In this experimental context, the user is simulated by reference
transcriptions.

This experiment was repeated with different criteria for automatically selecting which words
a human annotator has to supervise. In the first approach, words are selected at random.
The second criterion selects the misrecognized speech segments associated with the longest
recognized word. In this case, an oracle is used to determine whether a word is correct or not.
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Table 2: Transcription quality in terms of WER calculated in the second block of the poliMedia
training set. The columns “Random”, “Least Confident” and “Incorrect longest word” stand
for the random, the least confident word and the longest incorrect word criteria, respectively.

Supervised Words Recognition User Supervision Constrained Search

Random 37.5 34.2 33.2
Least Confident 37.5 29.7 28.4

Incorrect longest word 37.5 25.6 24.8

More specifically, among all misrecognized speech segments, those which had been transcribed
as long words were selected to the detriment of short ones. Note that these two approaches
span from a non-informative scenario to the best case (and unrealistic) scenario. The last
criterion selects the least confident words according to their confidence measures calculated as
indicated in [Sanchis et al., 2012]. It must be noted that in the case of the random approach,
the experiment was repeated 10 times, in order to reach conclusions unaffected by sampling
noise.

The proposed selection criteria give an indication as to the improvements that UPVLC’s
constrained approach can potentially achieve in different scenarios. Constrained search on ran-
domly selected words determines the performance of this technique in any kind of supervision
independently from the correctness of the word. Alternatively, constrained search on the longest
and incorrectly recognized words characterizes the performance when the worst errors are cor-
rected by the user. This last approach is unrealistic since an oracle is consulted to establish the
incorrectly recognized words. Finally, the confidence measure criterion depicts the performance
of UPVLC’s constrained search in a real scenario, since confidence measures are intended to
detect incorrect words.

Table 2 reports the results of the described experimental setup, where the amount of super-
vised words is 10% of the second block (13, 5K running words). Note that since the reference
is unknown, the total number of reference words for the second block has to be estimated. In
order to do so, the average ratio of recognized words to reference words is calculated on the
development set, and then, used to estimate the total number of reference words per block. The
“Recognition” column stands for the WER baseline. The acoustic component of the baseline
system is modeled using Gaussian HMMs trained with the AK toolkit [AK, 2012]. Specifically,
a HMM with a mixture of 64 components for emission probabilities was trained for each tri-
phone. The triphones were computed using the CART algorithm applied to a phoneme-based
HMM. On the other hand, the language model corresponds to a 3-gram made up of a linear
interpolation of 3-gram language models, trained on several resources, namely, poliMedia and
9 external resources. In the Section 3, a more detailed explanation of this baseline is available,
and a complete presentation of the training method can be found in report D3.1.1. The WER
for the baseline column remains constant since no user supervision has yet been performed.
Note that the WER is high mostly due to the size of the training data, which is only a seventh
part of the whole training set. The “User Supervision” column reports the transcription WER
once the user has supervised the selected 10% of the words. As expected, randomly supervising
words is the worst strategy. Conversely, correcting the longest incorrect words contributes the
most to reducing the WER, by 11.9 points to be precise. In summary, the confidence measure
criterion is better than the random approach but worse than the oracle-based criterion.

The right-most column of Table 2 assesses the WER resulting by the constrained search
of the UPVLC. It is observed that in spite of the selection criterion for supervision, UPVLC’s
constrained search reduced the WER by about 1 point. Note that the improvement of the con-
strained search is caused by a reduction in the complexity of the decoding space, independently
from what supervised words were supervised in the previous step.
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The work developed by UPVLC for this first deliverable places emphasis on the constrained
search in the interactive transcription of the poliMedia corpus. UPVLC’s main focus is to study
the improvement (if any) in the quality of the transcriptions resulting from the aforementioned
constrained search. Being our first approach to interactive transcription, special emphasis was
placed on quality, which resulted in non real-time processes. Although Task 4.1 deals with fast
constrained search, preliminary results for this technique were necessary in order to adapt the
technique to real-time scenarios.

Over the next year, we expect to see slight improvements to the baseline through the inclu-
sion of some modules developed for Task 3.1, which were excluded from these experiments, as
their implementation was not ready at the time these experiments were performed.

2.1.3 Comparison of the approaches

RWTH and UPV developed two different strategies for fast constrained search in ASR. While
RWTH focused on a prefix-constrained search, UPV proposed the usage of generalized con-
straints during the recognition process.

The prefix-based approach requires the user to read and correct a text linearly from the
beginning to the end. Prefix-constrained search can be efficently implemented into the existing
ASR systems in generally, and into RASR system in particular. In addition, this approach
seems rather intuitive to the user. However, this linear interaction is a very restrictive workflow
that does not allow to replace single words inside the text. In contrast, the generalized method
by integrating infix constraints, allows for a more efficient investment of user effot.

A hybrid solution is also conceivable, where the search is broken down into multiple prefix-
constrained searches, or by implementing both methods in a single framework. This method
would require to estimate the time index of each annotated word based on a precomputed time
alignment to insert it at the right point during search. The annotated words would then be used
as fixed hypotheses when their time index is reached. Moreover, for better adaptation, not only
the exact time index would be used but it should also be shifted by some milliseconds left and
right. However, this approach would be much more complex and require more computational
time, since a lot of estimations have to be done during search.

Which approach or combination of approaches is more effective can not be decided without
further research. In terms of computational time, no method is usable in real-time at this
point. Prefix-constrained search can be implemented efficiently into existing systems, since no
modifications of the search algorithm have to be made. The generalized approach requires the
search to include additional constraints, but those can also be implemented efficiently.

In the end, only the usability in the transcription process can decide, which method is better
suited for the task. Hence, the needs of transcribers should be investigated in terms of workflow
and interface design to evaluate which approach is more useful and should be focused upon.

2.2 Machine translation

2.2.1 Overview

RWTH has developed efficient constrained search algorithms for their open source statistical
machine translation (SMT) toolkit Jane. Two scenarios are considered:

1. The user inputs an unordered set of words (bag-of-words) to guide the translation process.

2. The user inputs an ordered sequence of words to guide the translation process.
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Different from ASR, translation is not a monotone task. For a single source sentence, there
may be several correct translations containing the same words, but in different orders. This is
why interpreting the user input as a bag-of-words may be more suitable for the translation task
than enforcing the order in which the target words are given.

The implementation is based on the search algorithm used to force-align bilingual data. In
this method, the search for phrase-based SMT is forced to yield a given target sentence. For user
interaction, the fast constrained search can be viewed as a relaxed version of this algorithm.
Rather than having to produce the exact target sentence, the search is now constrained to
contain the given target words, either as an ordered or an unordered set.

The above techniques have been integrated into the open source software framework Jane,
which is capable of running as a translation server. In this way, it is possible to couple them
with a web service or user interface.

2.2.2 Phrase-based translation

In the following, we describe the phrase-based translation paradigm. We use the open source
translation framework Jane ([Vilar et al., 2012]). The preprocessing (tokenisation, transforma-
tion of numbers, categorisation) is done using simple shell and python scripts. The training
corpora are word-aligned using the GIZA++ toolkit. 1

In phrase-based statistical machine translation, lexical phrases, i.e. contiguous phrases which
are consistent with the word alignment are extracted. Consistency with the word alignment
means that source words within the phrase are only aligned to target words within the phrase
and vice versa. An example of a lexical phrase can be seen in Figure 2. Different features
which capture particular aspects of a translation, such as fluency of the output or the accurate
translation of individual words and phrases, are integrated into a log-linear framework: For a
given source sentence f , the system chooses that translation ê which maximizes the sum over
the m different features hm, weighted by some scaling factors λm:

ê(f) := argmax
e

{∑
m

λmhm(e, f)

}
. (16)

The features hm used in the phrase-based translation system are phrase- and word trans-
lation probabilities in both directions, a standard n-gram language model, word-, phrase- and
distortion penalties. The scaling factors of the log-linear model are optimised with Och’s Min-
imum Error Rate Training [Och, 2003a], which is a variation of Powell’s method working on
n-best translations.

2.2.3 Constrained search algorithm

In search, our goal is to find the maximizing argument of the Bayes decision rule (Eq. 16). We
have to decide on:

• the number K of phrases

• the segmentation of the source sentence into phrases

• the permutation of the phrases

• the phrase translation ẽ for each source phrase f̃

1http://www.htlpr.rwth-aachen.de/˜och/software/GIZA++.html
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Figure 2: Example of a valid lexical phrase. Words inside a phrase are not aligned to words
outside the phrase.

To find the best hypothesis, we make use of dynamic programming [Bellman, 1957]. As
enumeration of all target language sentences is infeasible, approximations have to be made
which are realized by the beam search technique [Jelinek, 1997].

We can interpret the search as a sequence of decisions (p̃k, bk, jk), k = 1 . . .K. The hypothe-
ses are generated step by step by choosing a source phrase f̃k with start position bk and end
position jk and its translation ẽk. To ensure that there are no gaps or overlaps in the produced
target sentence, we keep track of the source positions we have already visited in the coverage
set C ⊆ {1, . . . , J}.

The search space can be represented as a graph, where the states are labeled with coverage
sets C and the arcs are labeled with the decisions (ẽk, bk, jk). The hypothesis translations are
paths through the graph, starting in the initial state C = ∅ and terminating in the goal state
C = {1, . . . ,K}.

In our log-linear framework, we can compute the score of the decision sequence by summing
the scores of the individual decisions. For the phrase model, the word-based model and the word
and phrase penalties, these scores are solely dependent on the chosen phrase pair (f̃k, ẽk). For
the language model and reordering model score we require some information on the decisions
taken previously. Therefore we introduce additional labeling for the states, namely the end
position of the previous source phrase and the language model history. If we use an n-gram
language model, the language model history is defined as the last (n − 1) words of the target
sentence generated up to the current state. Thus, each state is identified by a triple (C, ẽ, j),
where C denotes the coverage set, ẽ the language model history and j the end position of the
previous source phrase. We call the computation of the successor states of a given state (C, ẽ, j)
hypothesis expansion. An example for this search graph is shown in Figure 3.

The search problem is equivalent to finding the optimal path within the described search
graph. As each state is assigned a score which can be computed from its predecessor states,
this allows us to apply dynamic programming to find the solution. The size of the search graph,
however, is exponential in the source sentence and it has been shown in [Knight, 1999] that the
search problem is NP-hard.

Beam search is a feasible method to find a good approximation for the solution. The idea
is to expand only the most promising hypotheses at each point during search. The process of
discarding the other hypotheses is called pruning. In this work we apply histogram pruning
[Steinbiss et al., 1994] for lexical and coverage hypotheses.
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Figure 3: Illustration of the search. German input sentence: ’Wenn ich eine Uhrzeit vorschlagen
darf?’. English translation: ’If I may suggest a time of day?’ In each node, we store the coverage
(as a bitvector), the end position of the current phrase and the language model history (here:
bigram). Dashed edges are recombined. The best path is marked in red. Scores are omitted.
Taken from [Zens, 2008].

[Wuebker et al., 2010] present a constrained version of this search algorithm to force a given
target sentence as the translation result. This is done by discarding all partial hypotheses that
do not match the target sentence. In this work, we relax this constraint and allow the decoder
to produce additional target words in between the words that are passed to it. Here, we can
either enforce that the words specified by the user remain in their original order, or that the
decoder can visit them in any order (bag-of-words). Due to the non-monotonous nature of the
translation problem, we believe that the bag-of-words paradigm is more suitable for this task.

RWTH’s implementation is capable of interpreting the user input as either a soft or a hard
constraint. A hard constraint means, that all words specified by the user must be present in
the final translation. In the algorithm, this can be done by discarding all hypotheses that have
translated the full source sentence without producing all specified target words. The disad-
vantage is, that due to pruning or unknown words the algorithm might not find a translation
satisfying the constraint and the search fails. To avoid this, the software also allows to specify
the user input as a soft constraint. Here, the decoder can ignore parts of the user input, but is
discouraged to do so by applying a fixed penalty for each word that does not appear in the final
translation. The value of this penalty is a system parameter, which can be chosen to meet the
requirements of the specific task. The experiments below are carried out with the soft constraint
setup.

One main challenge in this task is for the software to make sense of unknown words. If the
target words specified by the user are not contained in the lexicon in combination with any
word in the source sentence, it can usually not appear in the translation. RWTH’s solution is
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Table 3: Slovenian→English translation results.

System
Development Test
BLEU TER BLEU TER

Baseline 21.6 59.5 15.7 65.2

+ target constraint: 5% of reference 22.0 59.1 16.1 64.9
10% of reference 22.3 59.1 16.6 64.5
20% of reference 23.1 58.6 17.3 63.9

that these unknown target words are added on-the-fly to the translation lexicon in combination
with each word from the source sentence. In addition to a fixed penalty, these artificial phrase
pairs are scored with a general lexical model. The RWTH software can be configured to either
add these backoff phrases for all possible source phrases or only for those, which have no entries
in the phrase table. Further, the maximum source and target lengths for backoff phrases can
be specified.

2.2.4 Experiments

RWTH ran experiments with the bag-of-words constraint for the search algorithm. To simulate
user input, we randomly selected 5, 10 or 20 percent of the words in the reference translation
for each sentence. This was tested on the Slovenian→English development and test data sets
extracted from VideoLectures.NET. The translation results are measured in BLEU and TER.
From the results in Table 3 can be seen that by constraining the system to a randomly selected
subset of the reference translation improves translation quality. The more input is given by the
user, the higher the BLEU score.

17



3 Intelligent Interaction for Transcription

In the transLectures project, the process of automatically recognizing VideoLectures.NET and
poliMedia is expected to be improved by collaborative users. Given that user supervisions are
limited and time-consuming, the transLectures project has a special emphasis on intelligent
interaction between the user and the system. This intelligent interaction is aimed at efficiently
managing user effort in order to maximize improvement to transcription quality. The complete
set of transcriptions is not intended to ever be fully revised since only sporadic user supervision
is expected.

3.1 User interaction

For this task, UPVLC has developed a comprehensive approach for the efficient transcription
of documents based on limited user effort. In this approach, the user supervises only a limited
number of speech segments that have been wisely selected by the system. Following this su-
pervision, the system will be adapted with these newly annotated speech segments. In an ideal
scenario, the interaction procedure can be summarized in the following steps:

1. An ASR system recognizes all speech segments for which there is no human transcription
available.

2. In order to optimize user effort, the system selects a speech segment according to a pre-
defined selection criterion.

3. The selected speech segment is passed to the human annotator for supervision.

4. The system is adapted using the resulting partially supervised transcriptions.

5. The transcriptions are updated by the adapted system.

6. Back to step 2 until there is no user effort left for supervision.

User supervision is an essential step because the initial transcriptions are not error free. Re-
call that current state-of-the-art ASR systems are still far from obtaining perfect transcriptions.
The criterion used by the system to select the speech segments to be supervised is designed to
optimize the adapted model obtained in step 4. Hopefully, the selection criterion will improve
the system which will in turn produce transcriptions with better quality.

This process represents an ideal situation in which the time required to adapt the models
is negligible. Although the best set of transcriptions would be obtained by repeating step 4
(the system adaptation) and 5 (update transcriptions) each time a segment is supervised, this
fine-grained approach is unfeasible due to the high computational cost it would require. In
practice, a video is sequentially transcribed and the model is adapted or re-trained only after
a number of speech segments have been supervised. Afterwards, the remainder of the video is
transcribed once again using the adapted model. Note that this is the equivalent of dividing
the video in fixed-size blocks and processing them one after another.

Figures 4, 5, and 6 show the input widget of a possible front-end for the proposed interactive
approach. The widget is extracted from the current transLectures webplayer prototype. It is
divided into two parts: the current speech segment wich is higlighted in grey; and the following
speech segments (or preceding speech segments as in Fig. 6). Words are depicted in different
colors depending on different properties. The part of the transcription that a user has supervised
is colored in green, while the words colored in brown are low confidence words, i.e., words that
the system finds difficult to recognize. Finally, words that the user is required to supervise are
depicted in red.
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Selected word before supervision Selected word after supervision

Figure 4: A possible front-end for the proposed interactive approach where the user is requested
to supervise the spanish word “hace” in a poliMedia video.

Selected word after supervision Selected word after constrained search

Figure 5: A word corrected by a constrained search applied after a user supervises the spanish
word “hace” in a poliMedia video.
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Selected word before supervision Selected word after supervision

Figure 6: A possible front-end for the proposed interactive approach where the user is requested
to correct the spanish word “desorden” in the same poliMedia video than that of Figures 4 and 5.

In Figure 4, the system selects, according to a criterion, the second low confidence word in
the first line, which is the spanish word “hace” (make in english), as the word to be supervised
by the user (see right screen capture in Figure 4). Note, that the system could have chosen
any other word from the current segment or any other speech segment in the current video. In
fact, it decides to skip the first low confidence word “hemos” (we have in english). Afterwards,
the user listens to the speech segment associated to the selected (red) word/words, and corrects
it/them if necessary. For listening the words, the user can click on the words themselves, or
press a predefined key. In the example shown in Fig. 4, the user reemplaces the red word “hace”
(make, in english), with “hecho” (made, in english) in the right screen capture of Figure 4.

If the systems implements a generalised constrained search as discussed in section 2.1.2,
then the user supervision can be introduced as a constraint in the search and a new hypothesis
can be generated. This process is depicted in 5, where after the user supervision (in the left
screen capture of Fig. 5), the constrained search fixes the low confidence word “equivalencia”
(equivalency in english) into “referencia” (reference in english) in the right screen capture of
Fig. 5. The final recognised phrase “hemos hecho referencia al” is the actual transcription,
and can be translated as we have referred to. Note tha the words that the constrained search
changes are colored in orange.

Afterwards, the system selects another word, in this case, three speech segments after the
first word (see Figure 6). Note that the system skips several low confidence segments because,
according to its criterion, it is more important to supervise “desorden” (disorder in english).

In any case, please note that the screen captures in Figures 4 and 6 are only examples of a
possible front-end prototype and have not been extracted from an actual working prototype.
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3.2 Experiments

UPVLC has performed experiments to study the effectiveness of the described interactive tran-
scription approach. Experiments simulate the transcription process of the poliMedia training
corpus, see Table 1. All user interactions in these experiments were simulated since real user
experiments are expensive. The experiments aim to assess the user effort with respect to the
quality of the transcriptions. In order to do so, we used the percentage of supervised reference
words, while for transcription quality, WER is used instead. WER is computed using the final
transcriptions generated after the entire supervision process is complete.

Two approaches are compared: the supervised and the interactive approach. The supervised
approach is a non-interactive approach in which user effort is spent in supervising all words from
the beginning of the video or document. For instance, if the user is required to transcribe 10%
of the training corpora, this effort will be spent transcribing the first 10% of words sequentially.
For the remaining words, a system is trained and adapted with the help of the transcribed
speech segments.

Conversely, the second approach is the interactive approach proposed by UPVLC and de-
scribed in Section 3.1. In order to simulate this scenario the poliMedia training set is divided
into 7 blocks of similar size (statistics for first two blocks are depicted in Table 1). The number
of blocks defines how many times the system is fully re-trained and adapted. The first block
is manually transcribed to train the initial models that are tuned on the development set. For
blocks two to seven, each block is automatically recognized, confidence measures are extracted
and the required audio segments are passed to the user for their supervision. Obviously, the
amount of words to be supervised depends on the user effort left after the first block is tran-
scribed. In our experiments, this remaining user effort is divided evenly in the remaining blocks.
The confidence measures computed from the transcribed words are used for defining the selec-
tion criterion. The selection criterion selects for supervision the speech segment with the lowest
confidence measure computed as indicated in [Sanchis et al., 2012].

The ASR system is fully retrained with the words supervised in the current block, and then,
the subsequent blocks are recognized once more. The quality of the final transcriptions is then
measured in terms of WER.

In addition, UPVLC has also assessed how the generalized constrained search, which is
discussed in Section 2.1.2, behaves in a simulated intelligent interaction framework. This was
done by applying the generalized constrained search after the user had supervised each block.
The constraints for each sentence were generated from the user feedback for that specific sentence
(if any).

The supervised approach was repeated for different user effort requirement which were
parametrized as the percentage of total words in the corpora to be supervised. Specifically,
user efforts were chosen to match the sizes of each block, for simplicity’s sake. More precisely,
in the first experiment the user is required to supervise only the first block; afterwards, they are
required to supervise the first two blocks, and so on. Conversely, for the interactive approach,
three different values of user effort were tested: the first block plus a percentage of the remaining
words chosen from the range {10, 20, 30, 40}.

The language models were computed for both approaches from several external corpora
(see Table 4) and Google counts [Michel et al., 2010]. The lexicon is made up of the 50K most
frequent words from the external resources plus all words appearing in the training set. For each
corpus an n-gram language model is estimated using the SRILM toolkit [Stolcke, 2002b]. These
models are combined in a linearly mixed language model whose weights were optimized for the
poliMedia development set. This weight optimization is carried out including an additional
language model computed from supervised blocks each time the system is retrained.
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Table 4: Basic statistics of corpora used to generate the LM

corpus sentences words vocabulary

EPPS 132K 0.9M 27K
news-commentary 183K 4.6M 174K

TED 316K 2.3M 133K
UnitedNations 448K 10.8M 234K

Europarl-v7 2 123K 54.9M 439K
El Periódico 2 695K 45.4M 916K
news (07-11) 8 627K 217.2M 2 852K

UnDoc 9 968K 318.0M 1 854K
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Figure 7: Transcription results for both the supervised and interactive approach. For the latter
approach, we also plot the results when constrained search is used.
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The results obtained in the previous set up are plotted in Figure 7. User effort is measured
in terms of % of supervised words (horizontal axis) and the quality of the transcriptions is
measured in terms of WER (vertical axis). Results show that the interactive approach improves
both transcription accuracy and supervision effort with respect to the baseline approach. In
terms of transcription quality, for a supervision effort of 23.7%, the supervised approach obtains
a transcription quality of 29 WER points, while the interactive approach yields a transcription
quality of 26.1 WER points with the same user effort requirements. A similar improvement is
achieved for a supervision effort of 30%. However, the improvement is drastically reduced when
the 40% user effort mark is reached. This effect is strongly related to the selection criterion which
in this case is the confidence measure. After the least confident words have been supervised,
most of the remaining words for supervision are likely to be correct. Consequently, the adapted
model starting from 40% of supervision is not really trained from newly corrected data. The
improvement obtained is mainly due to better acoustic models, since the language models are
mainly trained on external resources, such as Google N-grams [Michel et al., 2010].

Finally, the generalized constraint search defined in Section 2.1.2 improves the result by
about 1% point of WER, independently of the user effort spent. These results complement
those of Section 2.1.2.

In terms of transcription quality, it can be observed that to achieve the same WER, the
supervised approach requires more user effort than the interactive approach with and without
constrained search. For instance, the proposed interactive approach obtains transcriptions of
25% WER employing a user effort of 26%, while for the supervised case, it requires a user effort
of nearly 30%. The most significant saving is achieved with a user effort of 30% , which provides
transcriptions of 22.5% WER. Consequently, the supervised approach needs 5% more user effort
than the interactive approach.

In conclusion, the proposed interactive approach is very well-suited for applications in which
user effort is limited and has to be optimized, as is the case with transLectures. Next year, bet-
ter confidence measures will be incorporated into the proposed approach. Real user experiments
also remains as future work on the horizon.
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4 Intelligent Interaction for Translation

In the transLectures project, in addition to the automatic transcription of VideoLectures.NET
and poliMedia, a full set of translations for these transcriptions is produced. Similarly to the
transcriptions, translations are intended to be improved by collaborative users. The task of
supervising translations is even harder than that of supervising transcriptions for several reasons.
Firstly, the transcription that reaches the translation system or user may still contain errors.
In addition, given the peculiarities of the translation task, it is a much more time-consuming
process than transcription. For these reasons, the emphasis on intelligent interaction in the
transLectures project is not only focused on transcription but also on translation.

As with automatic transcriptions, the main objective of intelligent interaction for translation
is to get the best possible set of translations in exchange of a fixed amount of human effort. In
the case of translations, the system faces similar problems to those posed in the transcription
process. For instance, the system has to detect the errors in the current set of translations
and intelligently select those errors whose supervision by the users will have the most impact.
However, in the case of translation, the context of a word or even a sequence of words becomes
very important. Usually, it is found to be very difficult to translate a word (or a sequence
of words) without knowing its context. Conversely, for transcription the context of a word is
relatively unimportant, due to monotonicity and the lack of ambiguity. In translation, and
with the exception of extremely long sentences, it is necessary in most cases to know the whole
sentence in order to achieve the correct translation of a single word. Hence in the case of
translation, the UPVLC has decided to choose the sentence as the interaction unit, rather than
individual words, as with transcription (see Section 3).

Therefore, the process of interactive translation is summarized in the following steps:

1. A baseline system trained using out-of-domain and small in-domain corpora produces a
first translation of the whole lecture.

2. The system selects the sentence according to a predefined criterion.

3. The selected sentence is passed to a human translator.

4. The human translator supervises the selected sentence by correcting it if needed.

5. The system is retrained on the corrections in order to avoid making the same mistakes.

6. Back to step 2 as long as there is no user effort left for supervision.

Unfortunately, the ideal system described above cannot be implemented as is and, in practice,
some concessions have to be made. For instance, instead of adapting the model each time a
sentence is corrected, we need to wait for a certain amount of corrections before adapting the
model, in a similar fashion to Section 3; we achieve this by dividing the training set into several
blocks. As experiments with real users are expensive and limited, it is necessary to confirm
the usefulness of the process using a simulated user. Fortunately, each user supervision can
be easily simulated by simply substituting the sentence marked for supervision by its reference
translation.

Another issue arises when considering the criterion for selecting the sentences that the user
will supervise. Provided that, in the case of translation, we intend to score a sentence in the
basis of how confident the system is about its correctness, we have used the sentence posterior
probability as proposed in [Ueffing and Ney, 2005, Sanchis et al., 2007]. Assuming that E is the
set of all possible translations for a given source sentence f , and e is the translation hypothesis
generated by the system, we define the confidence of the translation as follows,

C(e) =
P(e|f)∑

e′∈E P(e′|f)
(17)
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Sentences are selected prioritizing the least confident hypothesis. Note that although calculating
the posterior probabilities would require computing the scores of all possible translations of f ,in
practice, the probability of most translations is nearly zero and they can be overlooked. There-
fore, the computation of C(e) is approximated using a relatively small set of best translation
hypotheses.

In order to get a competitive and realistic baseline for the experiments, we used a state of
the art statistical machine translation system, Moses [Koehn et al., 2007a]. Moses implements
a log-linear model as described in section 2.2.2.

Finally, the systems must remain as small as possible without hurting performance, so that
the retraining process, among other subprocesses, is kept fast enough to allow interaction.
The sentence selection technique introduced in [Gascó et al., 2012] has been proved to be very
competitive for selecting a reduced training set from a large pool of training samples, which can
be composed of several datasets. The selection is performed to fit a given set of source sentences
to translate. When selecting sentences from the pool it is important to choose sentences that
contain n-grams that have never been seen (or have been seen just a few times) in the training
dataset. Such n-grams, the so-called infrequent n-grams, are characterized by occurring less than
a given threshold T in the current training data. If the sentences to be translated are known
beforehand, the set of infrequent n-grams can be reduced to those present in such sentences.
In this case, the technique is reduced to select from the pool those sentences which contain
infrequent n-grams obtained from the source sentences.

4.1 Experiments

Experiments performed by UPVLC are aimed at assessing the utility of the proposed interactive
framework when translating the poliMedia repository. Unfortunately, in the case of translation,
the poliMedia corpus is too small to obtain significant results since the user can only be sim-
ulated in the translated portion of the corpora which accounts for only 1.5K sentences. In
order to amend this problem, we decided to concatenate a similar available corpus to compose
the so-called supervision corpus. Specifically, three corpora were concatenated, namely TED,
VideoLectures.NET and poliMedia training set. These three corpora together play the role
of the repository to be translated and partially supervised by the user, which is simulated by
the available references. Although the supervision corpus is made up of 3 corpora, it is worth
noting that their domains are very similar, i.e. they all three are some kind of video lecture
transcription. In all cases, UPVLC focused the experiments on the translation between Spanish
(es) and English (en). The main statistics of the supervision corpus in Table 5 show that the
size is sufficient for the proposed experimentation.

As discussed above, in order to train an initial and competitive model, sentences were se-
lected from a pool of bilingual sentences made up of the Europarl-v7 and the United Nations
corpora, according to the method proposed in [Gascó et al., 2012]. The most important statis-
tics of the proposed pool are shown in Table 6. In order to tune the parameters of the log-linear
interpolation, the development partition of the poliMedia corpus was used. Finally, an esti-
mation of system performance in poliMedia was obtained using the poliMedia test set. The
statistics of the final corpora used for the baseline training, tuning and testing are summarized
in Table 7.

One of the requirements of transLectures is to measure performance using standard error
measures and, in this case, UPVLC has used 2 standard measures: BLEU [Papineni et al., 2001]
(multiplied by 100) and TER [Snover et al., 2006]. For clarity’s sake, it should be noted that
BLEU is an accuracy measure (the higher the better) and TER is an error measure (the lower
the better). All the translation models, including the baseline model, were trained with the
state-of-the-art translation toolkit Moses [Koehn et al., 2007a]. As for the language model,
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Table 5: Properties of the supervision corpus.

Words Vocabulary
Corpus Sentences

en es en es

TED 144K 2.6M 2.45M 46.4K 67.9K
VL 4.52K 123K 115K 6.23K 8.37K

PM training 1529 40.2K 40.3K 3.86K 4.71K

Table 6: Statistics of corpora that compose the pool of sentences from which sentence selected
for the baseline model.

Words Vocabulary
Corpus Sentences

en es en es

Europarl 1.73M 40.6M 42.3M 98.4K 149K
UN 11M 298M 340M 55.6K 57.1K

which is a very important feature function of the log-linear interpolation, n-gram language
models were trained with the SRILM toolkit [Stolcke, 2002a].

Similarly to transcription, the main objective of intelligent interaction for translation is to
get the best possible set of translations in exchange for a fixed amount of human effort, say 20%
of data. In order to assess to what degree the intelligent interaction described above is effective,
UPVLC compared two different approaches: supervised and interactive. As with transcription,
the supervised approach is a non-interactive approach in which user effort is spent supervising
consecutive sentences starting from the beginning of the document. For instance, where the
user is required to supervise 20% of words, user effort will be spent translating the first 20%
of the transcribed words sequentially. Afterwards, the corrected translations will be used to
retrain the models which will automatically translate the remaining transcriptions. Figure 8
shows system performance when translating from Spanish into English in terms of both BLEU
and TER with respect to user effort for the supervised approach. Note that, although the unit
used to interact with the user is the sentence, measuring user effort in terms of sentences would
introduce a bias. This is because sentences vary from 1 to 100 words, or more. For this reason,
user effort is measured in terms of the number of supervised words.

In order to get a perfect translation, a human translator has to supervise all of the sen-
tences, as shown in Figure 8. However, this is not feasible given the vastness of transLectures
repositories. For this reason, we have focused on scenarios in which 20% of the corpus is to be
supervised.

The second criterion proposed by UPVLC is the interactive approach described above. In
this approach, the system is designed to optimize user effort taking the sentence as the basic
interaction unit. Ideally the system has to be trained after each interaction. However, for

Table 7: Main figures of the translation corpora.

Sentences Words Vocabulary
Corpora en es en es

Eu+UN (Selected corpus) 155K 5.03M 5.44M 65.1K 86.3K
poliMedia Dev 1401 38.7K 37.8K 3.67K 4.51K

poliMedia Test 1139 32.1K 32.2K 3.26K 4.08K
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Figure 8: Translation system performance (BLEU and TER) for increasing user efforts mea-
sured in terms of percentage of supervised words (Spanish → English).

efficiency, we simulate this scenario by dividing the supervision corpus into seven blocks. The
first 5 blocks were equally obtained from TED and VideoLectures.NET. Each block contains
approximately 544K English words. The remaining 2 blocks were obtained from the poliMedia
training corpus, and contain approximately 20K words each. Given that there is little data
available in the poliMedia training set, these last two blocks were designed specifically for the
purposes of assessing this interactive approach in poliMedia.

Table 8 reports the results obtained by the UPVLC interactive approach with a user effort
of 20%. Following the supervision of each block, an adapted system was trained by adding
the supervised sentences to the initial training set. This system was then used to update
the translations of the subsequent blocks. Then, BLEU is computed for the current set of
translations. Note that for a user supervision of 20%, the non-interactive approach yields a
BLEU of 44.2 points (see Figure 8), while intelligent interaction sees BLEU increase by around
7 points. It is worth recalling that, although user effort is measured in translated words, the
interaction unit is the sentence. This means that the exact number of words supervised by users
in each block may insignificantly vary, depending on the number of words in the final selected
sentence.

Additionally, after the supervision of each block, the sentences that have not been supervised
in the current block can be retranslated (see column “Total 2nd step” in Table 8. This approach
never hurts performance and even improves BLEU by about 0.3 points.

Finally, the last column in Table 8 reports translation quality achieved by translating poli-
Media with the model obtained after each block is processed. A steady increase in performance
is observed. However the importance of this improvement is small, since most of the data is
from a similar, but not the same, domain.

Results in Table 8 are reported in terms of BLEU, however the same conclusions apply for
TER. Therefore, we will not report TER results in order to avoid repetition.

The experiments carried out by UPVLC show that intelligent interaction significantly im-
proves system performance. In addition, the information provided by the human translation
is useful when translating the sentences of the current block. From the UPVLC experiments
several directions for future research emerge. Firstly, we will study the effect of improved confi-
dence measures in overall performance. Moreover, we will study alternative criteria for selecting
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Table 8: BLEU results (multiplied by 100) for a user effort of 20% for each block. The percent-
age of supervised words is computed for each block accumulatively in the second column. The
column “Total” denotes BLEU obtained after translating subsequent blocks with the retrained
system. The column“Total 2nd step” denotes BLEU obtained after translating the current and
subsequent blocks. Finally, the column “poliMedia test” reports BLEU for poliMedia test set
translations.

Block % supervised words Total Total 2nd step poliMedia test

baseline 0.0 27.5 27.5 22.4
1 3.9 34.1 34.3 22.7
2 7.9 36.9 37.2 22.8
3 11.8 42.3 42.6 22.9
4 15.8 47.0 47.3 22.8
5 19.7 51.7 51.9 22.9

PM1 19.8 51.8 52.0 23.1
PM2 20.0 51.9 52.3 23.4

sentences. Secondly, the proposed interaction has been carried out taking the sentence as the
interaction unit, which may not be optimal in terms of system performance. Clearly, any other
kind of interaction needs to have a very well defined framework that correlates with real human
effort. Recall that using smaller interaction units will probably incur in high human supervi-
sion times. Along this line, we have measured user effort in terms of supervised words, though
this model does not necessarily correlate with the user effort. Naturally, the time it takes to
supervise a correctly translated sentence as opposed to an incorrectly translated sentence can
greatly diverge. In our future endeavors, we will work on improving the analysis and modeling
of user effort on this basis.
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5 Incremental Training from Interactive Supervisions

5.1 Introduction

Incremental training algorithms allow updating an SMT model based on new data without
retraining the model from scratch. They enable reflecting incoming data in newly generated
translations without work interruption, and are therefore of major importance for interactive
translation systems. In the context of transLectures, newly provided data is based on user
supervisions, i.e. feedback provided through interaction of the users with the translation system.
The types of feedback may vary, and greatly depend on the users supplying the feedback and
the interaction tools available for them.

The two types of users we consider, the prosumers (editors) and the consumers (casual
users) are expected to provide us with different types of feedback. Generally speaking, from
an editor we expect to address the more time consuming feedback-requiring tasks, such as
corrections of translations generated by the SMT system; from a casual user we may expect
to get, if anything, only the simplest kind of feedback. In the latter case, we may rely on the
larger number of expected simple feedbacks to make up for the more limited information that
this kind of feedback carries.

In this work package we are set to address incrementally updating SMT models using these
two types of feedback. In the current work XEROX has focused on the goal of improving
MT models based on simple feedback provided by casual users. To address feedback from
editors, we integrated into our workflow an incremental training SMT module which enables
model updates based on new pairs of parallel sentences. Concerning casual user feedback, we
start by addressing an acceptance interaction. In this interaction, given a source text and its
translation, the user only has to decide whether the translation is “good-enough” or not. This
can be realized in the form of a ‘like’ button to convey that the translation is acceptable or a
‘dislike’ button to convey that it isn’t. The user may ignore the source-target pair altogether
providing no feedback. In fact, this would probably be the most common case.

XEROX has developed and implemented a method that, given positive or negative user
feedback, updates the SMT model by tracking the phrases that participated in the translation
of a sentence that received the feedback. In turn, this information is implicitly used to direct
the decoder towards preferring those phrases that received positive feedback. Such update
may be applied at predefined times or whenever “enough” feedback has been collected. Our
implementation, using a pair of translation servers, is geared to enable uninterrupted work while
updates are taking place behind the scenes.

At this stage we did not collect feedback from human users. Instead, we simulated the
acceptance interaction using a bilingual dataset, where reference translations serve as a means
to determine whether a translation should be awarded or punished. So far, our experiments show
only minor improvement in some settings with respect to a baseline SMT model. Our analysis
suggests that the simulation process itself may have been a crucial factor in this outcome, and we
plan to investigate this issue in future steps by replacing the simulation with human feedback.

The rest of Section 5 is organized as follows: In Section 5.2 we describe the work we have
done to employ simple user feedback. We provide details about the experiments we conducted
in Section 5.3, as well as their results and some analysis. Finally, in Section 5.4 we shortly
discuss the initial steps we made for addressing feedback from editors.

5.2 Exploiting simple feedback

In this section we describe the methods XEROX has used for exploiting acceptance feedback
from users. As mentioned, in this scenario, the user is presented with a source sentence and its
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Figure 9: An example for a user interface enabling acceptance feedback.

translation and can provide feedback for the translation in the form of ‘like’, ‘dislike’, or just
give no feedback at all. A simple example for a user interface that enables this interaction is
shown in Figure 9.

5.2.1 Feedback collection

To capture user’s acceptance feedback, we add a single new feature to the phrase table to
designate the feedback (hereunder we refer to the feedback feature as ff). We employ the
backoff model feature of the Moses translation system [Koehn et al., 2007b], in order to use two
phrase tables simultaneously: a smaller feedback phrase table and a larger main phrase table.
The feedback table contains only phrase pairs whose source side has received some positive
or negative feedback. It may start empty or be initialized with feedback collected in previous
steps, and is being filled by entries with feedback as we proceed. In the backoff arrangement,
the feedback table is checked first by the decoder. If search for a source phrase in the feedback
table returns no results, phrase pairs that received no feedback can be retrieved from the main,
backoff table.

Given a corpus to translate, we go over its sentences and for each source sentence apply the
following procedure:

1. Translate the source sentence.

2. Present the source and its translation to the user.

3. Get user’s acceptance feedback. If no feedback: move on to the next sentence; continue
otherwise.

4. Retrieve from the SMT system the aligned source-target phrase-pairs that participated in
a translation that received the feedback.

5. Update the ff scores in the feedback phrase table:

(a) If the feedback is positive: (i) increase the score of the phrase table entries that
correspond to the pairs that participated in the accepted translation; (ii) decrease
the ff score for all other phrase table entries with the same source phrase (the
‘competitors’). Formally, let (s, ti) be a phrase-pair that participated in a successful
translation and {(s, tj)} all entries in the main phrase table with the same source
phrase s. We increase the ff score for the phrase-pair (s, ti) and decrease the score
for all (s, tj), s.t. j 6= i.

(b) If the feedback is negative, decrease the ff score of the phrase table entries that
correspond to the pairs that participated in the poor translation.

The reason competing phrases are added to the feedback table and not only the specific
entries that received positive feedback is that we do not wish to strictly enforce the usage of
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certain target phrases based on the feedback, but rather to “encourage” their usage. Since
we use the Moses backoff model, storing in the feedback table just the target language phrase
translations that received feedback will prevent the competing entries to be considered at all by
the decoder. Instead, we let the decoder choose from among all the translation options, based
on the trained model and the feature scores of all competing entries. We note though that
this is a parameter in our implementation that can be turned on and off depending on whether
we want to enforce the usage of a certain phrase-pair or leave it for the decoder to make the
decision. In contrast to positive feedback, we do not add feedback to competitors based on
negative feedback, as we consider that a weaker evidence for each phrase-pair.

Figure 10 shows a snippet of the feedback phrase table after feedback has been collected.
As seen in the figure, an additional sixth feature score has been added to the table (relative to
the five default features Moses is using), as well as an additional attribute that is not read by
the decoder directly, but allows computing the feature score when feedback is being collected
over several sessions.

agreements , ||| accord , ||| 0.004 0.004 0.011 0.014 2.718 0.000 ||| feedback-occurs 18.0

agreements , ||| accords , ||| 0.654 0.618 0.305 0.532 2.718 0.222 ||| feedback-occurs 18.0

agreements , ||| accords , ( ||| 0.078 0.618 2.1E-4 7.1E-4 2.718 0.000 ||| feedback-occurs 18.0

agreements , ||| des accords , ||| 0.566 0.309 0.047 0.053 2.718 0.055 ||| feedback-occurs 18.0

Figure 10: A snippet of the Moses phrase table with collected feedback. The Feedback Feature
scores and the additional phrase table attributes are highlighted in red. Features scores have
been rounded for display.

Feedback feature score The function used to determine the ff score is an important factor
of the feature’s utility. Ideally, the more useful entries (at least for the test domain) would get
a high score, while the less useful ones, a lower score. In our experiments we used the ratio
of positive feedbacks that the phrase pair has received. For instance, an entry that received 3
positive feedbacks and 2 negative ones (e.g. when being a competitor) would have an ff score
of 0.6, and the recorded number of feedback occurrences would be 5. Hence, the score is in the
range of [0− 1], covering the range from phrases that received only negative feedbacks (scoring
0), to phrases that received only positive ones (scoring 1).

Tuning the feature weight After some feedback has been collected, we use the standard
Minimum Error Rate Training (MERT) procedure [Och, 2003b] to re-tune feature weights based
on the development set. This includes the ff weight but also the weights of the other features
associated with the feedback phrase table and the main phrase table, as well as the features of
the other models used by the decoder (e.g. language model and distortion model). Using these
tuned weights we can run the test set. This step represents a periodical batch update of the
model, which now includes, besides the parallel data, also feedback information.

5.2.2 Simulating user feedback

At this stage of the work we had no access to human feedback. We therefore developed and as-
sessed our approach using a simulation of human interactions. When user feedback is simulated,
deciding whether the feedback should be positive, negative or neutral is done by measuring, us-
ing an automatic MT-evaluation metric, a sentence-level score between the system’s translation
and a reference translation, taken from a bilingual corpus. We used the Smooth BLEU metric
implemented within the Stanford Phrasal SMT system [Cer et al., 2010]. In comparison to the
BLEU metric [Papineni et al., 2002], which computes a single score for an entire corpus, this
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metric enables computing also sentence-level scores, which is more suitable for our interactive
setting.

Two thresholds are defined, γ1 and γ2, where 1 ≥ γ1 > γ2 ≥ 0. Any score above γ1 is
considered a positive feedback and any score below γ2 is considered a negative feedback. A
translation whose score is in the range between the two thresholds simulates a translation for
which the user has not provided any feedback. Note that setting γ2 = 0 means that only positive
feedback is considered.

The acceptance threshold A major difficulty of our simulation process is to obtain enough
high-quality feedback. If we want to reserve the positive feedback only to the better translations
(which can be realized in our method by increasing the acceptance threshold), we are bound to
obtain less feedback. In turn, this means having less data to rely on when tuning the weights
with the ff and less coverage of the test set. Different values of this threshold would result in
different tuning outcomes. We need a value that represents the best trade-off between good-
enough translations and enough feedback. Note that this is an artifact of the fact that we use a
simulation and not real user feedback. At this point of our research we do not know how much
feedback is required to produce improved translations, and we therefore need to experimentally
tune this parameter’s value (see details in Section 5.3.1).

5.2.3 Ongoing feedback collection

Another mode of operation within our simulation is an iterative one, which simulates ongoing
feedback collection during human interaction, and allows updates to occur more frequently.
Here we make use of more than one instance of the Moses Server, as demonstrated below using
two server instances.

We load a Moses server with the model’s phrase table and a feedback phrase table collected
in previous stages. When translating the test set we carry on the feedback collection process by
maintaining a new feedback phrase table that contains new and updated entries based on the
new incoming feedback. In this mode we work with several smaller mini-batches vs. a single one
as presented above. For that purpose, we split the test set into mini-batches, the size of each
representing the amount of information based on which we want to update our models. For each
mini-batch we carry out the same process as in the single batch mode described in Section 5.2.1.
Once the processing of a single batch has been completed, we perform the following steps:

1. Update the feedback phrase table on disk

2. Reload a second server instance with the model’s phrase table and the updated feedback
phrase table

3. Switch to the new server

4. Move on to the next mini-batch

5. Bring down the previously used server instance

Thus, by alternating between two instances of the Moses Server, we can update the system at
shorter intervals. By loading the next server in the background we can let the users continue
their work uninterruptedly, transparently connecting them to the most updated server once it
is ready.2 Once a substantial amount of feedback has been collected, we can re-tune the model
using the entire feedback that has been collected up to that point.

2Feedback collected in the interval between the previous instance’s dump and the next instance’s load can be
considered as part of the feedback of the new mini-batch.
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5.3 Evaluation

5.3.1 Setting

Datasets All our experiments were conducted using Europarl 7 datasets, translating from
English to French. We did not use transLectures data due to the small amount of parallel
corpora available at the time our experiments took place. Below are the details of the specific
datasets we used.

• Training set: We used one million Europarl sentence pairs for training the SMT model.

• Development set: The model was tuned using MERT with 500 sentences from Eu-
roparl devtest2006 3. The same development set was used also for tuning the models when
feedback was collected in advance.

• Test set: Our test set consisted of another set of 500 sentences from the Europarl bilin-
gual corpora, of which, after Moses’ standard cleaning (removal of empty sentences and
sentences longer than 80 words), 498 were left.

• Feedback collection sets: These sets consisted of 5000-25000 other sentence-pairs from
the parallel corpora. We stress that we used the reference only to determine which feedback
the translation should receive. This is a necessity of the simulation and will not be needed
when human users are involved. This data, therefore, cannot be used as additional parallel
data for training the SMT model.

• Acceptance threshold tuning set: Another part of devtest2006, containing 1000 sen-
tences, was used to tune the acceptance thresholds (see below).

Acceptance and rejection thresholds We experimented with 3 different thresholds for
acceptance: 0.71, 0.56, 0.45. These figures correspond, respectively, to the 5, 10 and 20 percent
of the highest scoring sentences from the acceptance threshold tuning set, as determine by the
Smooth BLEU score. At this point we did not tune the rejection threshold, and used a value of
γ2 = 0.0 throughout our experiments. That is, no sentence was considered rejected in this set
of experiments.

5.3.2 Experiments and results

Table 9 lists a subset of our experiments’ results, showing the micro-average score of individual
sentences’ Smooth BLEU score. For the baseline we used the trained Moses model as-is, without
any additional feedback.4

Using Wilcoxon signed-rank test [Wilcoxon, 1945] we tested whether the differences between
the results above and the baseline are statistically significant.5 Unsurprisingly they are not.
Still, while falling behind in some settings, in others the results show a slight improvement over
the baseline. It requires further experimentation to determine whether the improvement can be
made more significant with more data or with an improved configuration.

3http://www.statmt.org/wmt09/translation-task.html
4For reference, the “regular” corpus-based BLEU score of the baseline model is 29.21.
5Pairs for the statistical significance test comprised of sentence translation scores achieved by the model and

by the baseline system.
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Table 9: Results of the simple feedback-based method with different settings. The first two
columns provide details about the feedback collection step – the corpus size and the acceptance
threshold; the third column shows the number of mini-batches used in the experiment. The
first line corresponds to an experiment with ongoing feedback collection, where 5 mini-batches
were used.

Feedback set size Threshold Batches Average score
10K 0.45 5 0.30
10K 0.45 1 0.299

NA (baseline) NA 1 0.298
5K 0.56 1 0.298
10K 0.56 1 0.297
25K 0.56 1 0.296
10K 0.71 1 0.296

Table 10: Coverage of test set source phrases.

Feedback set size Threshold Coverage (%)
10K 0.45 10.7
25K 0.45 13.4
10K 0.56 5.9
25K 0.56 9.8
10K 0.71 2.0

5.3.3 Analysis

Our results show that the way we utilize simple feedback do not make a significant impact on
the quality of the translation. It may be so that the method we chose for incorporating the
feedback into the model does not suffice. There could be several other explanations for the
results we obtained. Among them:

1. The amount of feedback we collected was not enough to make an impact.

2. The fact that we used simulation and not human feedback may have introduced noise into
the data we exploited as translations of poor quality have been used.

3. The scoring function for the ff is not informative enough. A weakness of using the
proportion of positive feedbacks is that it does not take into account the amount of
feedback we received for a given phrase-table entry. This means that an entry that received
a single positive feedback will have the same score as another that received multiple, all-
positive feedbacks. We intend to investigate other metrics for scoring the feature, e.g.
based on confidence-weighted learning, as in [Ha-Thuc and Cancedda, 2011].

Coverage of feedback phrases We checked the coverage of the test-set source phrases
within the feedback set. That is, the percentage of unique source phrases that received some
feedback through the feedback collection process. Table 10 provides these details with respect
to some feedback datasets. As seen, the coverage of most datasets is substantial and should
have probably made an impact on the model performance had the feature provided a clear
distinction between ‘good’ and ‘bad’ phrases. As we stated, it remains to understand whether
the feature is uninformative enough by design or due to the simulation.

The evaluation metric As mentioned, for the simulation we used a smoothed version of
BLEU which is suitable for single sentence evaluation. Like BLEU itself, and other MT eval-
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uation metrics, this metric’s scores often do not correlate well with the actual quality of the
translation, especially when they are dependent on a single reference like in our case.

Consider, for instance, Example 5.3.3 that shows two translations of the source sentence “it is
particularly important for the european commission to be credible .”6 The reference translation
is shown in the example as well. Both translations are valid and are quite similar; yet, since the
first translation is more similar to the reference than the second, its Smooth BLEU score was
much higher. This problem is yet another artifact of the simulation process, and may harm the
reliability of the feedback we obtain.

(5.3.3)

(a) il est particulièrement important que la commission européenne soit crédible .

(b) il est particulièrement important pour la commission européenne d’ être crédible .

(Ref.) il est primordial que la commission européenne soit crédible .

5.4 Deployment of an incremental training module

Previous sections present the utilization of simple feedback from casual users for updating SMT
models. In addition to this work, we have also taken our first steps in addressing editors’ feed-
back and suggested another way for addressing simple acceptance feedback. Moses provides an
implementation of an incremental training algorithm based on the work of [Levenberg et al., 2010].
In this implementation, the entire parallel corpus (aligned source-target sentence pairs) is stored
in memory, allowing translation scores to be computed on the fly. When new sentence-pairs
are introduced, they are added to the corpus without requiring the server to reload the model.7

XEROX has already integrated this implementation within its workflow to enable updating
SMT models based on editors’ feedback – pairs of source and corrected translation. However,
we further wish to use this incremental training algorithm for updating the model based on
acceptance feedback. That is, to update the model with source-output sentence pairs when
the output constitutes a good enough translation, as indicated by users feedback. We are cur-
rently planning to experimentally assess the performance of this module within our simulation
environment, in both of the above two settings.

6All translations were compared to the reference in their tokenized, lower-cased version, and this is how they
are presented here as well.

7http://www.statmt.org/moses/?n=Moses.AdvancedFeatures#ntoc35
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6 Conclusions

In WP4 during the first year of the transLectures project, we have proceeded to lay the
foundations to successfully integrate user feedback on transcriptions and translations in our
processes, in order to further increase the quality of the automatically generated data.

We first considered new algorithms to efficiently improve system output based on user feed-
back. In ASR, we first developed an algorithm on prefix-constrained search, which would allow
the user to correct a recognized word sequence from left to right. We further proposed and
implemented a generelized version of the well-know Viterbi algorithm that is able to work with
generalised constraints. Experimental results show that an improvement is obtained by using
this kind of constraints. For machine translation, the user feedback can be specified as both an
ordered sequence as well as an unordered set of corrected words. The search is implemented as
a relaxed version of a forced-decoding algorithm. The search can interpret the user input either
as a soft or a hard constraint. Target words unknown to the system are added to the lexicon
on-the-fly. Experiments on Slovenian to English translation on VideoLectures.NET data show
that results can be improved by simulated user input.

Furthermore, an intelligent interaction method was proposed for ASR. The proposed ap-
proach is very well-suited for applications in which the user effort is limited and has to be
optimized, such as transLectures. During the following year of the project, the presented ap-
proach will be augmented by including the generalised constrained-search techniques mentioned
above.

Subsequently, the intelligent interaction method proposed for ASR was extended to the
machine translation scenario. Due to the peculiarities of the machine translation task, we
considered sentences instead of words as the interaction unit. The experimentation carried out
show that intelligent interaction significantly improves system performance in terms of BLEU,
for the same user effort. This renders the proposed approach as a very promising interactive
protocol.

For incrementally training SMT models we considered two types of user interactions – a
translation correction by an editor and a simple translation-acceptance by a casual user. The
former type of feedback has been so far addressed by integrating an implementation of an
incremental training algorithm; the latter was addressed by associating a feedback feature to all
phrase-table entries that received feedback, as well as to their competitors, and updating the
model based on this additional information. So far, our experiments, based on a simulation of
user feedback, show only slight improvement in some settings relative to a standard translation
model. Our analysis suggests that the method itself, the simulation process or some of the
settings we used (e.g. the feature scoring function) could all be reasons for these results. We
plan to further investigate it in future work, using transLectures datasets. To determine
whether the simulation was a problematic factor in our experiments, we intend to collect real
human feedback and apply it within our methods. We further plan to investigate other metrics
for scoring the feedback feature and explore other types of simple human feedback, such as the
addition of terminology.
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R., and Ney, H. (2009). The RWTH Aachen University open source speech recognition
system. In 10th Annual Conference of the International Speech Communication Association,
pages 2111–2114.

[Sanchis et al., 2007] Sanchis, A., Juan, A., and Vidal, E. (2007). Estimation of confidence
measures for machine translation. In Proceedings of the Machine Translation Summit XI,
pages 407–412.

[Sanchis et al., 2012] Sanchis, A., Juan, A., and Vidal, E. (2012). A word-based nave bayes clas-
sifier for confidence estimation in speech recognition. IEEE Transactions on Audio, Speech,
and Language Processing, 20(2):565–574.
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A Acronyms

UPVLC Universitat Politècnica de València
XEROX XEROX Research Center Europe
RWTH RWTH Aachen University

ASR Automatic Speech Recognition
BLEU Bilingual Evaluation Understudy
MERT Minimum Error Rate Training
MT Machine Translation
IMT Interactive Machine Translation
SMT Statistical Machine Translation
TER Translation Edit Rate
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