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Executive Summary

This document reports on the development status of the real-time operating system
(RTOS) candidate to run on the manycore processor simulator developed in WP1.
This document follows on from two predecessors, D2.4 (released at M12), and
D2.5 (released at M18), which reported the progress in that development, from
requirements capture, to conception, design and prototype implementation.
Owing to its being based on TiCOS, the time-composable operating system devel-
oped by UPD in the PROARTIS project, precursor to PROXIMA, the candidate
RTOS was dubbed ManyCOS. It is by this name that it is referred to in this
document.
Much like for all RTOSes considered in PROXIMA, whether industrial products
or research artefacts, ManyCOS is primarily intended to allow the user to perform
measurement runs of the application programs of interest without fearing distur-
bance from background activity of the RTOS and perturbation of the processor
status in sensitive resources (especially for parallel contention, which is the highest
area of concern for the manycore processor). This requirement is key to PROX-
IMA’s measurement-based timing analysis approach, which – because of its prob-
abilistic nature – requires a number of measurement runs per program sufficiently
high to become impractical without facilitating automation and the guarantee that
all observation runs would produce valid data (short of infrastructure failures).
The ManyCOS design and implementation did indeed follow those principles. How-
ever, owing to difficulties in the integration of the exceedingly complex software
code base of the processor simulator developed by WP1, with the ManyCOS proto-
type, the implementation could not complete. A few development items fell behind
schedule which prevented the system to be able to boot integrally and therefore
made test-based verification and evaluation impossible.
Although the distance to completion is small in comparison to the intensity of the
effort spent to this end in the project, it exceeded the energy and time available at
UPD, who was the sole actor in this line of action.
Owing to these difficulties, this document reports on the implementation status,
so that the reader can appreciate what remains to be done, and includes a discus-
sion of architectural aspects of the manycore processor, which were consolidated in
the final months of the project, and have important repercussions on how Many-
COS supports the aggregation of collaborative tasks in the system. The variety of
aggregation criteria (partitioned, semi-partitioned, global, per cluster and across
clusters) that the scheduling framework places at the center of ManyCOS is an
extraordinary useful means to perform quantitative evaluation of alternative ap-
proaches as part of the grander research goal of investigating architectural trade-
offs central to the design of new-generation real-time systems running on manycore
processors.
The combined availability of the processor simulator and ManyCOS has extraor-
dinary potential for UPD (and BSC, of course) to enable that research path. For
this reason, UPD are fully committed to complete the ManyCOS implementation
as soon as possible after the end of PROXIMA.
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1 Introduction

1.1 The Processor Simulator

The work performed in PROXIMA on the design, prototyping and evaluation of an
innovative manycore processor has decidedly broken away from classic conservative
deterministic approaches and explored alternative solutions that leverage the capa-
bilities of MBPTA and the opportunities that MBPTA offers to attach (extremely
low) probabilities of occurrence to (inordinately pessimistic) worst-case situations,
with massive benefits in terms of system dimensioning.
This line of work has been carried out primarily in WP1 for all aspects concerning
the architecture of the processor hardware, the analysis of the implementation
viability of those design decisions, and of their execution behaviour and overall
performance. The proceeds of that work, from conception to evaluation, have been
extensively documented in D1.2 (at M12), D1.8 (at M24) and D1.12 (at M36).
For reasons of practicality, WP1 has developed the PROXIMA manycore processor
in the guise of a software simulator, an extremely complex one at that, built on
a combination of components first developed in the PROARTIS project and then
refined in PROXIMA (at core and cluster level), and other parts obtained from
the parMERASA project [5] (at interconnect level, associated with a microkernel
software layer that would allow glueing all clusters together logically)1.

1.2 Design Challenges For the RTOS

WP2 has accompanied that effort with the design and implementation of a real-time
operating system (RTOS) prototype especially apt at using the innovative features
of the underlying processor. WP2 has documented its development process in D2.4
(released at M12), and D2.5 (released at M18), deferring to this report, D2.10, any
update on the actual implementation and the evaluation of its effectiveness.
These combined elements, the processor on the one hand, and the RTOS (and asso-
ciated software build chain) on the other, constitute an extraordinary opportunity
for advanced research in new-generation computer systems for real-time applica-
tions, which has tremendous exploration potential for the actors (BSC and UPD)
involved in it, which they most definitely intend to pursue.
Owing to its extremely innovative slant (for the real-time systems domain), the
product of this effort had no industrial user in PROXIMA and no candidate appli-
cation to try against and to draw requirements from. Furthermore, its belonging
to the extreme end of the research plane of PROXIMA, has caused the assignment
of resources to this task to strictly obey the project contingencies and abide the
priorities that they determined. In the last nine months of the project in particular,
delivering integrated technology solutions to WP4 had become the absolute center
of attention for all the supply-side work-packages (WP1, WP2 and WP3), to feed
the industrial use cases and perform the necessary increments and iterations in the
deliveries. The intensity of that effort and the vastness of its range of processor
targets and tool chains, has largely surpassed all expectations and detracted signif-

1In fact, the parMERASA project developed a full manycore processor, again in the form a
software simulator, whose design has sought maximum determinism, which therefore made it the
perfect point of comparison for the processor design emanating from PROXIMA.
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icantly from the capacity of progress in the manycore RTOS task, which was left
to UPD alone.
This would have been perhaps a tolerable difficulty, if the RTOS integration with
the manycore processor simulator could be smooth and incremental. From a con-
ceptual point of view, in fact, the architecture of the manycore processor conceived
in WP1 can be seen as a hierarchical composition of hardware components: indi-
vidual cores that combine into a multicore; individual multicores that combine into
a cluster; individual clusters that get interconnected among themselves and with
memory (see Figure 4 in Section 3 for an abstraction of the processor architecture
hierarchy).
One might therefore expect that the construction of an RTOS for a processor of
that kind can follow the same principles, so that some part (or instance) of the
RTOS can be built to run on a single core with no regard or need for the rest of
the system, another part on a single multicore, another on a cluster, another on a
fraction of the interconnect, and so forth.
Unfortunately, the software architecture of the PROXIMA processor simulator is
very distant from the elegant (and idealistic) modularity evoked above. In fact,
the PROXIMA processor simulator is the ingenuous integration, adaptation and
enhancement of multiple heterogeneous components, none of which had modularity
(whether elegant or not) high in its priority list.
As a result, the software build process, which includes the processor simulator
and the RTOS (and eventually the application), is not selective, other that out
of a massive re-engineering effort far beyond the scope of this work. Instead, the
RTOS must be compiled against the full processor (with full system configuration,
which it must fully control) and the boot process must encompass the whole system
hierarchy even when the execution should only use a fraction of it.

1.3 Development Status and Achievements

This situation has created a large, frustrating asymmetry in the implementation
of the processor simulator and the RTOS, which was so deeply ingrained in the
nature and role of the corresponding technologies that it could not be remedied.
Ironically, the processor simulator needed the RTOS neither to boot, nor to run
benchmark code that could easily be plugged, by software hard-coding, to the
components of interest. That freedom allowed the implementation to progress
with good pace and arrive at producing the highly interesting results reported in
D1.12. Moreover, execution speed (i.e., the wall-clock time that a trial execution
would take on the software simulator) would not be a factor of concern to the
processor end, as – short of bug-fixing iterations, most of which were discounted
in the first two years of the project – multiple instances of the executable bundle
might be run on separate computers, so that multiple results could be collected.
Conversely, the RTOS needed the full processor simulator to build against, for
debug sessions first, then for verification, and finally for evaluation. Execution
speed for it was of high consequence, especially to the initial bug-fixing phase, where
rapid iterations on one and the same code base are of the essence. But the processor
simulator – not for deficiencies of WP1 but for reasons stemming from the intrinsic
complexity of its software implementation and configuration – was very slow, until
a fix was found – very late in the project – which improved its speed considerably.
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This extreme slowness is where the greatest difficulties were encountered, which
consumed the most part of the human resources available at UPD for this task,
leaving very little residual energy for finalizing the implementation and completing
the evaluation.
As a result of these difficulties, we are unable to present evaluation results for the
RTOS on its whole and some of its key features in this report. We must therefore
limit ourselves to summarizing the development status, so that the reader can gage
the residual distance to completion and, consequently, the value and potential of
the (unfinished) product of this task.
The dialog between WP1 and WP2 on the design of the principal features of the
processor architecture has been rich and profound at all times. As a reflection of
that, we include in this report a section that presents the design decisions made in
WP1 on the cluster interconnect, in the third year of the project, which have very
important repercussions on the model of computation and communication that the
RTOS should support for the application.
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2 ManyCOS Development Status

UPD’s ManyCOS was to be the custom RTOS to support the execution of mixed-
criticality applications on top of the PROXIMA manycore simulator. As we men-
tioned earlier, the RTOS prototyping was carried out in parallel with design and
implementation of the manycore processor, in a constant bi-directional dialog be-
tween their respective architects. The dialog is reflected in the M12 and M24
deliverable reports for WP1 and WP2.
For the reasons explained in Section 1, the development of ManyCOS only just
about neared completion, but did not actually achieve it to an extent sufficient to
enable execution-based evaluation.
On account of this setback, in this section we provide a snapshot of the implemen-
tation status of ManyCOS at the time of this writing and analyse its distance to
completion, for coverage of the high-level and low-level features discussed in D2.4
(released at M12) and D2.5 (released at M18).

2.1 ManyCOS Goals

ManyCOS has been designed with two key principles in mind: (i) support for
mixed-criticality applications, and (ii) time composability.
The respective concerns are discussed extensively in D2.5. Here, it suffices to recall
how they were followed in the ManyCOS development.
Support for mixed-criticality systems was sought by developing a range of schedul-
ing schemes (offering varying degrees of isolation between tasks for preemption and
migration) to the clustered nature of the processor architecture.
As in such a complex processor, observability is of primary importance, an impor-
tant requirement for ManyCOS was to enable some form of non-intrusive run-time
monitoring, which could also help activate system-level mitigation actions in case
of timing violations.
Owing to the experience with the RTOSes developed at UPD for single-core and
multicore processors [1,2] (the former in PROARTIS, the latter in PROXIMA), we
knew how to design and implement ManyCOS so that its internal data structures
and run-time services, timers, including semaphores and barriers, would warrant
time-composable behaviour.
Furthermore, the implementation of ManyCOS had to include a low-level interface
to the ParMERASA microkernel that came along ParMERASA’s interconnect ele-
ment of the processor simulator. The bootstrap logic and procedure of ManyCOS
was therefore strictly dependent on those low-level elements.

2.2 Recap on ManyCOS Design

As described in deliverables D2.4 and D2.5, ManyCOS framework aimed at pro-
viding support to time composability and mixed-criticality while at the same time
taking into account the constraints and requirements coming from the hardware
architecture of the PROXIMA manycore platform.
As a main influence from the hardware side, the cluster-based implementation of
the manycore platform has inspired the design of a modular RTOS where each
cluster (typically comprising 4, 8 or 16 cores) forms an independent scope with
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Figure 1: High-level view of the ManyCOS scheduling framework.

respect to scheduling and inter-task communication framework.
At the cluster level modularity enables a characterizing feature of ManyCOS, that
is the definition of possibly different scheduling approaches [4] within a cluster,
ranging from global schemes to fully partitioned, with intermediate hybrid solutions
(i.e., cluster scheduling). This is described in the form of a plug-in mechanism in
Figure 1. Being able to select a particular scheduling scheme is a strong opportunity
as the appropriateness of each of the above approach depends on the specific task
set and application-level constraint [3, 4]. Within each cluster, it is therefore left
to the user to decide which scheduling scheme better fits its application. The basic
idea is to implement the RTOS layer as a generic framework, equipped with a
plug-in mechanism that allows ManyCOS to assume different personalities.
At a lower level, our design solution is based on the definition of a generic scheduling
entity called scheduling domain (Figure 2) that abstracts away the task scheduling
from the exact hardware configuration on which tasks are to be scheduled.

typedef struct sched_domain_t

{

uint8_t dom_ID;

uint32_t task_num; //number of taks in the domain

task_t* heads[MANYCOS_PRIORITIES]; //Ptr to the first task in the ready queue

task_t* tails[MANYCOS_PRIORITIES]; //Ptr to the last task in the ready queue

struct activation_evt_t* activations; // Periodic task activations

uint64_t* asynch_events; // Queue of user-level timers

task_t* current_thread; // Ptr to the task currenlty executing

} sched_domain_t;

Figure 2: Basic data structure for a scheduling domain.

This allows the same scheduling mechanism (tasks, queues, activations, etc.) to be
deployed into a different set of cores in a cluster, hence realizing different scheduling
schemes: if all tasks are associated to the same scheduling domain than we obtain
global scheduling; if group of tasks are associated to different cores we obtain parti-
tioned scheduling: and finally if we associate group of tasks to group of processors
we have clustered scheduling. The specific scheduling algorithm used within each
domain is implemented by the distinct scheduler mode. Several algorithms can be
defined (FPPS, EDF, etc.).
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The modular framework also affects the way run-time entities are allowed to com-
municate and synchronize. This is because, the way the platform naturally discour-
ages intrusive communication and synchronization mechanisms between entities in
different clusters. The manycore in fact implements a non-uniform memory access
model where the latency of a memory access depends on the physical distance be-
tween the core issuing the request and the location of the accessed memory bank. It
therefore stands to reason that inter-cluster communication is somehow restricted
to a form of message passing paradigm. Pairwise-shared memory areas are defined
for each pair of clusters and used to implement a message passing mechanism based
on communication ports. For the sake of time-composability, ports were expected
to support a restricted set of semantics, starting with the Sampling and Queuing
Ports, as defined by the ARINC-653 standard (Figure 3).

Cluster0 Clusteri

Clustern Clusterm

....

....

..
.

..
.

NoC

Sampling
Port

S
Queuing

Port
Q

Core0 Core1 Core3Core2

Plug-in Scheduler

User applications

Core0 Core1 Core3Core2

Plug-in Scheduler

User applications

Inter-cluster
communication ports

(ARINC-653 semantics)

Figure 3: ManyCOS inter-cluster communication mechanism.

When it comes to intra-cluster communication and synchronization, ManyCOS can
resort to more flexible shared memory paradigm based on low-level atomic opera-
tions, as provided by the manycore platform. Interesting protocols for ManyCOS
to support include state-of-the-art techniques in multiprocessor systems, as well as
simple mechanisms based on ceiling techniques.

2.3 ManyCOS Implementation Status

Although incomplete, the implementation status of ManyCOS reached at M36,
shows considerable advancement in several respects.
The development logic that we followed a bottom-up approach. We first con-
centrated on the low-level functionalities (boot procedure, local and distributed
interrupts, timers), which we coded and unit-tested on the processor simulator.
Subsequently, we implemented the kernel structures and services that provided the
basis for adaptable scheduling regimes. Those, we coded but could not unit-test
until certain features of the processor simulator (for example, support for IPI) be-
came available. What remained in the last few months of the project, was to finesse
the implementation, complete unit-testing and software integration, and bring all
elements together (the processor code base and the equivalent for ManyCOS) into
a user-configurable software package.
The set of services and capabilities we have implemented to completion includes:
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X System boot: to set the processor simulator up and initializing all of its
low-level components, cores, multicores, clusters nd interconnect.

X Communication and synchronization: to initialize all communication
and synchronization mechanisms, including shared memory areas (intra- and
inter-cluster), semaphores and IPI handlers. The message passing paradigm
was initiated but has not been finalized.

X Scheduling framework: to provide a generic scheduling framework cen-
tred on the concept of scheduling domain, which aggregates tasks according
to the way they are assigned to cores and clusters, for scheduling. Each
scheduling domain has its own interrupt handlers and time-composable timer
structures [1], to handle scheduling events. Scheduling domains enable par-
titioned, semi-partitioned and global scheduling within a cluster, where each
cluster can use a different scheduling regime.

X Implementation of FPPS: to provide solid and fully-tested support for
fixed-priority preemptive scheduling (FPPS) fully partitioned across cores
and managed on a per-multicore basis. Owing to the late arrival of IPI
support in the processor simulator, inter-processor interrupt handling within
a multicore and across clusters was only unit-tested but not fully integrated
in the system.

Overall, whereas the foundations are in place in ManyCOS to support a variety of
scheduling algorithms on a per-cluster basis, at M36, the only system configuration
that we were able to verify to completion was limited to one single cluster governed
by fully-partitioned (per-core) fixed-priority preemptive scheduling.

2.4 Outlook and Prospects

In spite of not having achieved full completion, the implementation status of Many-
COS includes the principal constituent of the ManyCOS concept envisioned in the
project. What is missing, at this point, is very little in comparison to what was
done, but sufficiently large to exceed the effort and time available in the project
for UPD.
To bring ManyCOS to completion, the following missing items remain to be ad-
dressed:

- Integration and refinement of the IPI mechanism, which we believe to be of
moderate effort intensity, given the status and stability of the current code
base and execution speed of the processor simulator

- Finalization and integration of the communication port mechanism, which
we consider a short range objective.

- General finesse phase to address feedback, for correction and improvement,
resulting from system-level verification and evaluation. The effort intensity
of this action is somewhat open-ended and dependent on external pressure
and available resources.
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- Packaging into an easily configurable library. This is critical to exploitation,
but also not essential as long as the use is limited to UPD and BSC. The effort
intensity of this action is expectedly high, which defers it into the longer-term
future.

As we mentioned earlier in Section 1, the combined availability of the processor
simulator and ManyCOS has extraordinary potential for UPD (and BSC, of course)
to enable advanced research to be conducted into the architectural trade-offs of
relevance to new-generation real-time systems running on manycore processors.
UPD are therefore fully committed to complete the ManyCOS implementation as
soon as possible after the end of PROXIMA.
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3 Inter-cluster Communications in Clustered Many-
cores

In this section, we recall design trade-offs regarding processor support for inter-
cluster communications, for they have important repercussions on the way Many-
COS views task aggregates (which may have to collaborate, functionally, in per-
forming some application work, and therefore need to communicate).
The manycore processor has been designed following some of the design principles
already identified as recommended in the parMERASA project:

- The design must keep communication costs low. Since contention across all
contenders for access to the communication resources and infrastructure de-
feats this goal if not managed appropriately, the manycore must be organized
into clusters where the cost of contention is low as long as communication
stays within cluster boundaries.

- The processor design must give precedence to reducing the cost of contention
in intra-cluster communication over inter-cluster communication. This notwith-
standing, inter-cluster communication must remain permissible.

- Tasks needing communication (i.e., through buffers in memory) must be
placed preferably in the same cluster to limit the amount of (slow) inter-
cluster communication.

These considerations have evident repercussions on the design and implement of
ManyCOS.
This section provides a quantitative analysis of the timing behavior of intra- and
inter-cluster communication on the processor simulator and relate it to the actual
amount of inter-cluster communication that can be afforded by task aggregates.
The timing behavior that emerges from the experiments reported below poses a
number of constraints and tradeoffs that need to be exploited conveniently by
ManyCOS to consolidate and schedule tasks efficiently.

3.1 Background on the PROXIMA Manycore Design

The PROXIMA manycore has been devised as a set of connected clusters as de-
scribed in D1.8 and shown in Figure 4, where each cluster is a full multicore pro-
cessor with a number of cores, a NoC to connect them to the L2 cache, a L2 cache,
a memory controller and a link to reach other clusters. All networks on chip (NoC)
in the manycore have been implemented with trees since communications are al-
ways of the type N − to− 1 for cores accessing L2 or local/remote memories, and
1 − to−N for sending responses back to the cores.
Local intra-cluster communication is performed by sending the corresponding re-
quest through the local tree so that several arbitration stages need to be traversed
to reach the (local) L2 cache. Conversely, remote communications need first to
traverse the local tree to reach the link to other clusters. Then, the request may
be buffered in a queue together with other remote requests sent from the same
cluster. Eventually, whenever the request reaches the head of the queue, it is arbi-
trated through a tree NoC to reach the destination cluster, where it will be placed
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Figure 4: Example of a 8-core 4-cluster manycore connected with intra- and inter-
cluster tree NoCs.

in a queue together with all remote requests from its own cluster and other clusters
different to the destination one. For instance, if a request is sent from cluster 1
to cluster 4, it will compete with other cluster 1 requests to reach the inter-cluster
NoC, and then it will compete with other cluster 1-2-3 requests to reach the remote
intra-cluster NoC in cluster 4. Finally, the requests will be arbitrated through the
remote intra-cluster NoC until reaching its destination.
Finally, the response will be sent back with almost no contention to the source
core. Note that the network for responses is not shown in Figure 4 for the sake of
readability. No contention can occur for the 1 − to−N communication inside the
remote intra-cluster NoC. Similarly, no contention can occur in the inter-cluster
NoC. However, responses for different cores may arrive simultaneously to the local
intra-cluster NoC. However, since each core is allowed to have only one request in
flight, a request may have to wait for as many cycles as cores (and so requests)
exist in the local cluster to reach the head of the queue. Once in the head, we have
again a 1 − to−N with no contention.

3.2 Inter-cluster Request Delay Analysis

In order to understand the implications in delay of communication in the clustered
manycore design, we have set the processor in analysis mode and have studied the
delay distribution of 10,000 inter-cluster requests in a processor with 4 clusters and
7 cores per cluster. Note that the 8th leaf in the intra-cluster tree corresponds to
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Figure 5: Delay histogram for intra- and inter-cluster requests.

the request queue for remote requests.
In order to obtain time-composable delay measurements, we have placed the task
under analysis (TuA) in core 1 in cluster 1 and requests have been sent to the
memory controller in cluster 4. All remaining cores in all clusters are also constantly
accessing memory in cluster 4, thus creating the maximum contention possible in
all NoCs for the TuA. All arbitration and buffering stages take 1 cycle in all NoCs.
Figure 5 shows the delay histogram for requests sent from the TuA to the destina-
tion memory in cluster 4. For illustration purposes we include the histogram for
intra-cluster communication. Note that inter-cluster delay is much higher than that
shown in D1.8 since D1.8 only studied the delay when only cores in the source and
destination cluster of the TuA were sending requests and only the TuA was per-
forming remote accesses. Those results, therefore, did not include the contention
due to other cores in the source cluster sending remote requests and other clusters
in the NoC sending also remote requests to the destination cluster of the TuA.
As shown, 99.5% of the intra-cluster requests take between 6 and 10 cycles to reach
their local memory. Instead, inter-cluster requests take more than 200 cycles due
to the potential high contention that can be experienced with requests in the local
cluster and in other remote clusters to reach the destination cluster, and due to the
limited bandwidth had in the remote cluster where all remote cores have a single
leaf the in the remote intra-cluster NoC. Therefore, typically inter-cluster requests
experience around a 25x higher delay than intra-cluster requests.

3.3 Impact of Inter-cluster Request Delay

Once characterized the delay of inter-cluster requests, we need to understand how
their delay impacts the execution time of the TuA. In order to perform such a
sensitivity analysis we have built a synthetic kernel varying the fraction of remote
data memory accesses and estimating how much its pWCET increases due to the
increased latency for a fraction of data accesses. Our synthetic benchmarks has
been built so that it accesses homogeneously a memory region, and we have mapped
different fractions of this memory region to the local and remote cluster. Instruc-
tions memory has been assumed always to be stored in the local memory since it is
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Figure 6: pWCET sensitivity to different fractions of remote accesses.

a read-only region that can be placed in the corresponding cluster or, if needs to be
used in different clusters, can be simply replicated to avoid expensive inter-cluster
communication.
We have configured our benchmark to place different fractions of data memory in
the remote cluster, which has a direct impact on the number of remote accesses.
We have placed 0%, 2.5%, 10%, 40%, 60%, 90% and 100% of the data in the
remote cluster, which leads to the following fractions of inter-cluster accesses: 0%,
0.6%, 2.3%, 9.2%, 13.4%, 20.0% and 22.3% respectively since instruction accesses
occur in the local memory and the first level instruction cache (IL1). Note that we
enforce remote accesses to be uncacheable for the sake of memory consistency.
We have collected 1,000 execution times for each setup and have applied MBPTA
to obtain the pWCET estimates in each case. Results are shown in Figure 6
normalized w.r.t. the case where all data is local. As shown, remote communication
may harm performance significantly. If 0.6% of the communication is remote, the
pWCET may degrade around 20%. As the fraction of remote communication grows,
pWCET estimates also grow rapidly. For instance, even if only 2.3% of the memory
accesses are remote, the pWCET grows by a factor of 2.47x.

3.4 Implications

On the light of these results it is obvious that ManyCOS must keep remote commu-
nications in the order of 0.1% at most to make their performance cost negligible.
While this is a strong constraint on the application consolidation and scheduling
decisions that can be taken, it is a requirement to keep performance high since flat
architectures where all tasks contend uniformly everywhere would lead to much
higher pWCET estimates. Therefore, clustered architectures are needed. On the
other hand, as shown in D1.12, clusters with 8 or 16 cores deliver high performance
per core. Hence, ManyCOS can partition tasks conveniently so that inter-cluster
communications (if any) are kept to a minimum.
In fact, safety-related real-time applications have been executed so far in single-
core platforms and just small multicores have been used successfully in this context.
Therefore, it is expected that those applications can be easily consolidated into a
single cluster. Also, few attempts have been done to execute parallel safety-related
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real-time applications as part of some research projects such as parMERASA [5].
Results have also shown limited scalability for those applications. While this trend
may change in the future for some applications, clustered architectures are likely to
be the best fit for many systems so that different applications can be consolidated
in separated clusters with their own task schedulers so that remote communication
may only be needed for synchronization purposes in the access to I/O devices or
other off-chip components. For those applications needing highly parallel archi-
tectures with low-latency communications across many tasks, other architectures
may need to be devised. However, these applications neither match those studied
within PROXIMA nor those considered within parMERASA.

3.5 Summary

Clustered manycores tradeoff between fast intra-cluster communication and slow
inter-cluster communication. In this section we have analyzed those performance
tradeoffs and their implications on the ManyCOS for the scheduling and consolida-
tion of tasks across cores and clusters. Our results show that inter-cluster commu-
nications should not exceed 0.1% of the memory accesses to contribute negligibly
to the pWCET estimates of the tasks run in the manycore.
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Acronyms and Abbreviations

- IPI: Inter-Processor Interrupt.

- MBPTA: Measurement-Based Probabilistic Timing Analysis.

- NoC: Network on Chip.

- pWCET: Probabilistic Worst-Case Execution Time.

- RTOS: Real-Time Operating System.

- TDMA: Time Division Multiple Access.

- TuA: Task under Analysis.

- WCET: Worst-Case Execution Time.
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