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1 Introduction
This document tries to summarize the activities carried out within work package 3 of the 

SCC-Computing  project:  “Tianhe-1A  challenge  with  complex  computing  tasks”.
SCC-Computing  (which  stands  for  “Strategic  Collaboration  with  China  on  super-
COMPUTING  based  on  Tianhe-1A”)  is  a  research  project  funded  by  the  European 
Commission (FP7) which aims to establish a strategic  collaboration with China on super-
computing based on Tianhe-1A, the world's most powerful supercomputer in November 2010.

Activities developed within the work package involve the following milestones:
• Adapt and optimize a selection of scientific codes to be run on Tianhe-1A
• Conduct a performance analysis and an assessment of the experimental results
• Identify limitations  from the application  and computation  points of view and seek 

ideas for further research beyond Tianhe-1A

In accordance to DoW, the effort distribution across partners for this work package is:

Partner: SURREY NCSA UNIZAR TJU UiS TJSC USI

PMs: 1 0.3 3 15 0.3 11 0.5

The work package comprises 6 tasks, each one corresponding to a scientific application, 
except for task 3.6, which corresponds to the meeting held in Spain (see section 3). Find WP3 
task list below:

Task Application Participants

3.1 Spin glass models UNIZAR, TJU, TJSC

3.2 Molecular dynamics (Octopus) UNIZAR, TJU

3.3 3D & lossless video compression SURREY, TJU

3.4 Telescope observation and data set modelling TJU, TJSC

3.5 Bioinformatics processing TJU, SURREY, TJSC

3.6 Research forum organization UNIZAR

The main outcome of WP3 is  this  document,  deliverable 3.1; “Assessment  results  and 
forum discussion report”.

Subsequent sections of this document describe assessment activities (section 2) and report 
the workshop that took place in Zaragoza (section 3), where the work conducted in this work 
package was presented.

2 Assessing Tianhe-1A

2.1 Methodology

In order to evaluate Tianhe-1A, a range of real scientific applications were selected for 
execution  on  the  system.  The  codes,  which  are  mostly  open-source,  belong  to  several 
scientific fields and are representative of different parallel profiles.

Deliverable 2.2, “Introduction of Tianhe-1A” (user manual translated into English), was 
essential for the hands-on work of adapting and submiting applications to Tianhe-1A.

Since the research teams accessing Tianhe-1A through SCC-Computing belong to separate 
organizations  distributed  geographically,  the  work  package  leader  (UNIZAR)  decided  to 
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follow the next work plan. A form to collect application results was prepared by UNIZAR and 
distributed  across  partners  responsible  for  each  application  (3.1-3.5  task  leaders).  The 
questionnaire surveys Tianhe-1A users from both scientific and computational points of view. 
In the latter case, trying to get an assessment of performance, scalability and usability. Partner 
replies can be found in appendix 'A' and are summarized in subsections 2.2-2.6.

Subsection 2.7 tries to make an overall assessment and draw some relevant conclusions.

2.2 Spin glass models

In Theoretical and Statistical Physics, the study of spin glasses has been a challenge not 
solved yet,  allowing the development of new analytical  and numerical techniques and the 
basis  of  what  is  meant  by the  Complex  Systems.  Spin  glasses  are  probably  the  simplest 
systems displaying a slow dynamics in a complex space of states. The literature concentrates 
on Edwards-Anderson's spin glasses (binary spins), although experimental spin glasses are 
described  much  better  with  a  Heisenberg  model  (continuous  spins)  with  small  random 
anisotropies.

O3sgani,  a multi-GPU Monte Carlo implementation of the anisotropic Heisenberg spin 
glass model, was intensively used in this task, with a total consumtion of 110.000 GPU hours 
at production time.

The code presents a multi-level parallel profile, which allowed to obtain relevant results 
about Tianhe-1A performance and scalability, including comparisons with other systems.

From a scientific point of view, although simulations are concluded, analysis  is still  in 
progress. Thanks to the resources granted for this task, it has been possible to thermalize, with 
the Parallel Tempering technique, cubic lattices with up to L³ = 64 spins, over a vast range of 
temperatures.  It  is  expected  that  effort  carried  out  under  this  task  will  lead  to  a  new 
publication on the spin glasses field.

Please, see attached documents in appendix A for details.

2.3 Molecular dynamics (Octopus)

The objective of this task was to examine the capabilities of Tianhe-1A to address the 
excited  states  properties  of  large  biological  molecules  by  first  principles  simulations.  In 
particular, we wanted to address problems such as: (1) the mechanism of absorption of light 
and energy transfer in photosynthetic complexes; (2) highly non-linear processes triggered by 
ultra-fast  and ultra-intense laser pulses;  (3) quantum optimal  control  theory for molecular 
processes driven by laser pulses.

Octopus is a scientific program aimed at the ab initio virtual experimentation on a wide 
range  of  system  types.  Electrons  are  described  quantum-mechanically  within  density-
functional  theory (DFT),  in its  time-dependent  form (TDDFT) when doing simulations  in 
time.  Nuclei  are  described  classically  as  point  particles.  Electron-nucleus  interaction  is 
described within the pseudo-potential approximation.

The overall computational objective was to assess the computational performance of the 
code, with emphasis in the CPU parallelization and GPU usage. Regarding the first issue, 
CPU  parallelization,  it  has  to  be  emphasized  that  Octopus  presents  a  multilevel 
parallelization, although OpenMP was not used in Tianhe-1A. During the simulations, several 
serial bottlenecks were identified and reported to the developer community of the Octopus 
code  for  parallelization/optimization,  resulting  in  some  parts  of  the  software  being 
accelerated.  In  terms  of  scalability,  Octopus  performed  very  well  in  Tianhe-1A,  with  an 
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almost linear speedup (see below pictures depicting the speedup of two of the core operations 
that use most of the CPU cycles).

Scalability for the Laplacian operator and the SCF cycle operation

Regarding the second issue, i.e. GPU usage, we have been unable to exploit the capabilities 
of Tianhe-1A. The GPU framework used in octopus,  OpenCL, could not be employed in 
Tianhe-1A.

From a scientific point of view,  benchmarking involved two kinds of physical problems: 
ground-state runs for a fragment of the chlorophyll complex and irradiation of the hydrogen 
molecule with high-intensity laser fields.

Please, see appendix A for further details.

2.4 Fusion energy (GTC)

The International Thermonuclear Experimental Reactor (ITER) is the crucial next step in 
the quest for the fusion energy. The global gyrokinetic toroidal code (GTC) is a massively 
parallel particle-in-cell code for first-principles, integrated simulations of the burning plasma 
experiments such  as  ITER.  GTC is  currently  the  only  fusion  code  capable  of  integrated 
simulations  of  key  physical  processes  that  underlie  the  confinement  properties  of  fusion 
plasmas,  including microturbulence,  energetic  particles  instabilities,  magnetohydrodynamic 
modes, and radio-frequency heating and current drive.

Within this task, a new version of the GTC code was developed moving two computing-
intensive routines, pushe and shifte, to be executed on Tianhe-1A's GPUs.

The code was run on Tianhe-1A under 4 different parallel configurations (using 1 CPU per 
node, 2 CPUs per node, 1 CPU and 1 GPU per node, and 2 CPUs and 1 GPU per node),  
ranging from 1 to 3072 nodes.

A comprehensive profiling of the main code routines was performed, showing an overall 
2x-3x  “speedup”  when  comparing  two  different  scenarios:  i)  1CPU  vs  1CPU+1GPU  ii) 
2CPUs vs 2CPUs+1GPUs (see picture below).
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Please, check appendix A for more information.

2.5 Telescope observation and data set modelling

Computer  scientists  in  Tianjin University are  used to  collaborate  with observatories  in 
China,  adapting  and  optimizing  scientific  applications  which  face  huge amounts  of  data. 
Tipically they belong to fields like climate change, weather forecasting... etc. For this task, the 
selected  code  was  3PCF,  which  involves  large  scale  astronomical  cross  matching  and 
simulation of universe evolution.

A parallel version of 3PCF based on RCSF, MPI and PThread/OpenMP, was developed 
and executed on Tianhe-1A. The application demonstrates a very good scalability presenting a 
linear speedup with different input matrix sizes (see picture below).

Please, see details in appendix A.

2.6 Bioinformatics processing

In  collaboration  with  the  Life  Science  School  within  the  University  of  Surrey,  the 
computer scientists in Surrey face enormous challenges to analyze the bio-information, such 
as genome sequencing and genome correlation, function identification etc. all of which are 
high-demanding applications.  NAMD is a molecular  dynamics  program designed for high-
performance simulation of large biomolecular systems.
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Under this task, NAMD has been used to test the performance of Tianhe-1A using two 
different biomolecular systems: STMV with 1,066,628 atoms and ApoA1 with 92,222 atoms.

As seen in the chart above, the STMV system shows a reasonable good scalability up to 
the “barrier” of 6144 cores, being able to increase the time simulated almost linearly with the 
number  of  processes  used.  From  that  point  on,  parallel  efficiency  begins  to  degrade 
significantly.

Please, look at appendix A for a thorough explanation.

2.7 Overall assessment and conclusions

A selection of scientific codes from different scientific fields and parallel profiles has been 
adapted and optimized to benchmark Tianhe-1A:

Parallel Profile MPI usage GPU usage

Spin Glasses multilevel yes yes

Octopus
coarse-grained (although 

capable of multilevel)
yes no

GTC multilevel yes yes

3PCF fine-grained yes no

NAMD fine-grained yes no

The performance analysis conducted showed in general an optimal behaviour of Tianhe-
1A, although only a couple  of applications  (Spin glasses,  Octopus)  included measures  or 
comparisons with other HPC systems. In the latter case, Tianhe-1A performed in a similar 
manner or even better than the other systems.

Studies  indicate  that  most  applications  present  a  very  good  scalability  in  the  system, 
reaching in some cases (NAMD) a more than acceptable parallel efficiency up to the range of 
~6-8k cores. On the other hand, some applications (Octopus, 3PCF) weren't granted enough 
resources to find out their “optimal point” in terms of scalability. In one case (Spin glasses), 
the Tianhe-1A's MPI implementation degraded the simulation time by orders of magnitude, 
revealing a problem which left unsolved.

Regarding usability, all task leaders highlight the excellent user support and the sufficient 
and  helpful  documentation.  From  the  European  side,  however,  both  applications  (Spin 
glasses, Octopus)  report long network latencies as a serious issue that hinders the interaction 
with the system. The Octopus app also reports a malfunctioning of the OpenCL library which, 
despite the Tianhe-1A user support team efforts, prevented the usage of the GPUs by the 
code.
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3 Zaragoza workshop

3.1 Meeting summary

As part of the activities covered by work package 3, the organization of a research forum 
was scheduled for November 2012 (task 3.6 in DoW).

To this end, the “International Workshop EU-China on Scientific Computing” was held in 
Zaragoza (Spain) last 26-28 November 2012. This event was used to present the work carried 
out by BIFI-UNIZAR in the SCC-Computing project and also pursued to: (i) foster scientific 
collaboration between Europe and China in the ICT field; (ii) identify research challenges for 
further development of joint research projects in the area of computing systems; (iii) influence 
and  make  contributions  to  strategic  research  planning  on  future  European  Research 
Frameworks (Horizon 2020).

The main topics of the conference were (but not limited to): EU-China cooperation around 
ICT,  HPC  (roadmap  to  exascale  computing),  GPGPU,  FPGAs  and  hybrid  architectures, 
Distributed computing (cloud, grid, volunteer computing...) and Green IT.

The opening ceremony was chaired by Luis Miguel García Vinuesa (UNIZAR vice-rector 
for Scientific Policy), Arturo Aliaga (Aragón minister for Industry and Innovation), Jianmin 
Jiang (SCC-Computing coordinator) and Alfonso Tarancón (BIFI director).

The  conference  included  invited  presentations  by  high-level  experts  from  academia, 
industry, government and hosted a training session about GPU computing. Detailed agenda, 
slides and the rest of materials related to the workshop can be downloaded from the project 
website: www.scc-computing.eu/zaragoza

Participation was extended to researchers and interested parties in all related disciplines 
and specialities, attracting in total 93 participants from both sides, EU and China. Most local 
attendees  were  members  of  the  Spanish  Supercomputing  Network  and/or  the  Spanish 
Network for e-Science. The success of the GPUs training deserves also a special mention, 
with 41 participants.

The event also included several sessions for internal meetings (restricted to members of the 
SCC-Computing consortium), where discussions about project activities and next events took 
place. A meeting of the project Advisory Group together with the members of the consortium, 
was held 27th Nov morning, where different options and strategies for the preparation of future 
EU-China initiatives were analyzed.

The  workshop  got  attention  from  local  media  with  the  main  regional  TV  channel 
(“AragonTV”) and many newspapers covering the event.

3.2 Program

Following is the detailed agenda of the event:

Monday 26th Nov 2012

9:00-9:15 Registration

9:15-9:45 Welcome ceremony
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9:45-10:30
Supercomputers to create wealth (keynote speech)
Mateo Valero (BSC)

  10:30-11:00
European research in advanced computing
Panagiotis Tsarchopoulos (EC)

11:00-11:30 Coffee break   

11:30-12:00
Current status and future plan of SCC-Computing
Jianmin Jiang (SURREY)

  

12:00-12:30

The Institute for Biocomputation and Physics of Complex 
Systems
Javier Sancho (BIFI-UNIZAR)

12:30-13:00
Tianhe-1A: The support of scientific research and application 
Guangming Liu (NSCC-TJ)

13:00-13:30
The Cecam network: modeling matter from first principles in 
Europe
Michel Mareschal (ZCAM-ARAID)

13:30-15:00 Lunch   

15:00-15:30
SCI-BUS gateways for grid and cloud infrastructures
Peter Kacsuk (SZTAKI)

  

15:30-16:00
BigData and Cloud Computing
Chunming Rong (UiS)

16:00-16:30
From past to future (and back): a few ideas about 
supercomputing
Enzo Marinari (UNIROMA)

16:30-17:00 Coffee break   

17:00-17:30
Research topics of HPC in Tianjin University
Jizhou Sun (TJU)

  17:30-18:00
The role of computing in ITER and fusion plasmas
Francisco Castejón (CIEMAT)

Tuesday 27th Nov 2012

9:00-9:30
Computing research area at BIFI
David Iñiguez (BIFI-ARAID)

  

9:30-10:00
Exploitation of GPUs for the discovery of new drugs
Horacio Pérez Sánchez (UM)

10:00-10:30
The road to GPU-CPU multicores
J.L. Briz, E. Torres y R. Gran (GaZ-UNIZAR)

10:30-11:00
Volunteer computing with GPUs
Francisco Sanz (IBERCIVIS & BIFI-UNIZAR)

11:00-11:30 Coffee break   
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11:30-12:00
Spin Glasses with a multi-GPU approach
Marco Baity-Jesi (UCM)

  

12:00-12:30
Octopus: a first principles electronic structure code case for 
supercomputers and GPUs
Alberto Castro (BIFI-ARAID)

12:30-13:00
Parallel Programming Model and Runtime System for Dynamic 
Programming Apps on MPP
Ce Yu (TJU)

13:00-13:30
2D shallow flow simulation using GPU technologies
Asier Lacasta (LIFTEC CSIC-UNIZAR)

13:30-15:00 Lunch   

15:00-16:30

GPUs training:

Practical introduction to GPU programming in bioinformatics
José María Cecilia Canales (UCAM)   

16:30-17:00 Coffee break   

17:00-18:30

GPUs training:

Practical introduction to GPU programming in bioinformatics
José María Cecilia Canales (UCAM)   

Wednesday 28th Nov 2012

9:00-11:00 SCC-Computing internal meeting

  

11:00-11:30 Coffee break   

11:30-13:30 SCC-Computing internal meeting

  

13:30-15:00 Lunch   

• Dr Mateo Valero is professor in the Computer Architecture Department at UPC and 
director of the Barcelona Supercomputing Centre. Among others, he has been named 
Honorary Doctor by the University of Zaragoza (2011). Among other awards, in 2008 
he  was  awarded  the  “Aragón  Award”,  the  most  important  award  given  by  the 
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Government of Aragón. He is member of the Advisory Board of the SCC-Computing 
project.

• Dr Panagiotis  Tsarchopoulos works as project officer for the European Comission, 
Directorate-General  CONNECT  (Communications  Networks,  Content  and 
Technology). He acts as project officer for the SCC-Computing project.

• Dr Jianmin Jiang is professor of Media Computing at the University of Surrey. He is 
the coordinator of the SCC-Computing project.

• Dr Javier Sancho is professor of Biochemistry and Molecular & Cellular Biology at 
the  University  of  Zaragoza.  He  is  the  deputy  director  of  the  Institute  for 
Biocomputation and Physics of Complex Systems (BIFI).

• Guangming Liu  is  the director  of the Chinese National  Supercomputing  Center  in 
Tianjin,  the  host  of  Tianhe-1A,  the  most  powerful  supercomputer  in  the  world  in 
November 2010.

• Professor Michel Mareschal is ARAID researcher and director of the Zaragoza Center 
for Advanced Modeling, one of the European nodes of CECAM (European centre for 
atomic and molecular computations).

• Professor  Peter  Kacsuk  is  the  head  of  the  Computer  and  Automation  Research 
Institute of the Hungarian Academy of Sciences.

• Professor Chunming Rong is the head of the Center for IP-based Service Innovation 
(CIPSI) at the University of Stavanger (UiS) in Norway.

• Dr Enzo Marinari is professor in theoretical physics at the University of Rome "La 
Sapienza".

• Dr. Jizhou Sun is professor in the School of Computer Science and Technology at 
Tianjin University and director of the High Performance Computing Laboratory at the 
same university.

• Dr Francisco Castejón is the head of the Fusion Theory Unit in the Fusion National 
Laboratory  at  CIEMAT  (Center  for  Energy,  Environmental  and  Technological 
research).

• Dr David Iñiguez is ARAID researcher and head of the Computing Area at BIFI.

• Dr Horacio Pérez Sánchez is member of the Parallel Computer Architecture Group at 
the University of Murcia.

• Dr José Luis Briz is a tenured Associate Professor in the Department of Computer and 
Systems  Engineering  at  the  University  of  Zaragoza  and member  of  the  Computer 
Architecture research Group (gaZ) in the same university.

• Francisco  Sanz is  PhD student  in  Mathematics  at  the  University  of  Zaragoza  and 
member of the Ibercivis research project.

• Marco Baity Jesi is PhD student in Theoretical Physics at Universidad Complutense 
de Madrid. He is one of the users selected by the SCC-Computing project, which are 
studying Tianhe-1A.

• Dr Alberto Castro is ARAID researcher and member of the Molecular dynamics and 
electronic structure research group at BIFI. He is one of the users selected by the SCC-
Computing project, which are studying Tianhe-1A.
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• Dr Ce Yu is lecturer in the School of Computer Science and Technology at Tianjin 
University and vice-director of the High Performance Computing Laboratory at the 
same university.

• Asier Lacasta is PhD student in the Computational Hydraulics Group of the University 
of Zaragoza.

• José María  Cecilia  Canales  is  lecturer  and researcher  at  Universidad Católica  San 
Antonio de Murcia.

Slides of all contributions can be downloaded from:

http://www.scc-computing.eu/en/events/zaragoza-workshop/program

3.3 Pictures
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Pictures from the workshop held in Zaragoza

3.4 Survey among guest speakers 

After the meeting, we asked some of the guest speakers to give their opinion about two of 
the main topics of the workshop which are also key objectives for the project. We drew up the 
following two questions:

1) How do you envision HPC and scientific computing in general in the near future (5-10 
years)? Which of today's emerging technologies do you think will be widely adopted?

2) In which way we, Europe and China, can collaborate in the ICT field?
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Following their replies:

Professor Sancho foresees “a need to articulate a tighter collaborative environment where  
computing  engineers  and  scientists  can  jointly  plan  the  best  ways  to  apply  existing  
technologies to solve specific scientific problems and can jointly delineate future needs that  
may help guide subsequent technical development.  Quantitative predictions in Biology will  
likely become a major theme in HPC”. Regarding potential EU-China collaboration he states 
that  “for  the  next  10  years  or  so  China  will  be  in  need  of  additional  expertise  for  fully  
developing scientific skills and Europe will be in need of a younger and motivated scientific  
population to collaborate with.  Besides, joint developments can greatly help both China and  
Europe to consolidate a leadership possition in the ICT market”.

Concerning HPC, ZCAM director, Prof. Mareschal, expects “the exaflop age to occur with 
a lot  of  changes in  the practical  aspects:  operating systems and communications  between  
processors and cores will change and force a lot of users developing codes to adapt. I do not  
think cloud computing will emerge at the HPC level, however it might change intermediate  
levels as well as broader bandwidth will change the connections to HPC centers and  allow  
faster exploitation of results. HPC might be more integrated into the local facilities, easier to  
reach and communicate to”. About future EU-China collaborations around ICT, “the field I  
would suggest concerns the code development and in particular in scientific computing. This is  
a field where Europe has been traditionally strong and where China might be the emerging  
actor. Scientific software is always developing and is needed more than ever before. It will  
affect  thousands  of  researchers  in  computational  sciences,  ranging  from  all  branches  of  
physics to life sciences and medicine; codes need to adapt, need to be developed for new  
algorithms  and  going  beyond  present  approximations.  The  capacity  to  build  teams  with  
mutiple expertises to attack complex modeling problems will be key in success in the coming  
years. One could think of calls open to Europe-China collaborations aiming at doing this  
scientific code development in materials sciences, in societal modeling or in biology”.

Professor Kacsuk states that “HPC will further progress due to two reasons: i) leading  
edge  scientists  always  want  faster  and  faster  computers  to  solve  their  grand  challenge  
problems; ii) large computer manufacturer companies (and super-power countries) always  
consider this area as the territory of prestige race. They want to demonstrate that they can  
produce the fastest machine of the world. This race fertilizes the whole IT area and a kind of  
driving force of technology progress. On the other hand mass scientific work does not require  
such supercomputers. Cluster, grids and clouds many times are sufficient for their needs. So  
we have to maintain a kind of balance between these areas both in research and funding the  
research. I think the map-reduce computation model and the cloud are two important areas  
that will play important role in the future especially in the field of big data”. Concerning the 
opportunities for European-Chinese collaboration, “one obvious way is to organize joint events  
like the workshop organized in Zaragoza was. Mutual invitations for short (week-month) and  
long (3 month-1 year) visits  also could be very useful.  The third instrument could be the  
organization of joint projects finaced either by Europe or China or by both”.

The prediction of  Prof. Marinari for future HPC and scientific computing involves “the 
wide  use  of  GPU hardware.  Effective  use  of  hardware  done  from both  CPU and  GPU.  
Software  is  here  the  real  issue,  and  I  expect  remarkable  advances  in  the  field.  If  better  
programming  software  will  be  available  I  believe  that  the  space  for  dedicated  and  very  
optimized hardware will become larger”. With respect to EU-China collaboration, he thinks 
that it can be carried out “in many ways. The collaboration discussed during the meeting are a  
wonderful starting point. Also I would like to understand the preparation of new programming  
software and compilers I described before. This could be an ideal ground for joint efforts, that  
could bring to real rewards”.
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In the opinion of  Dr. Castejón, “the next future for scientific computation is based on a  
mixture of applications of different size (in terms of computing needs) and on heterogeneous  
technologies. It will be possible to build heterogeneous workflows among applications that run  
on HPC with  the  use  of  MPI  and a  lot  of  processors  and those  that  run  on distributed  
architectures. From my point of view, GPUs are the most promising technology for the short  
term. The key point is the possibility of integrating in the same core more and more CPUs with  
enough memory, in order to diminish the need of communication”. He also adds that “Europe 
and China should collaborate in the development of new architectures as well as in sharing  
applications that can run on the platforms of two partners. Sharing knowledge is a good tool  
to increase the research results”.

Dr. Briz believes that “HPC and scientific computing will keep on facing three challenges:  
energy efficiency, massive data processing and the exploitation of massive parallelism. Energy 
effciency will be mostly addressed following two avenues. On one hand, hardware design,  
encompassing both computing and network elements and converging more and more with the  
strategic  area of embedded systems. On second hand, facility  design,  converging with the  
overarching ICT strategic  area of  data centers.  Scientific  computing is  already facing  an  
exponential  increase  in  the  amount  of  data  to  be  stored  an  processed,  and  this  poses  a  
challenge on new and efficient  storage systems and effective  data mining techniques.  The  
exploitation  of  massive  parallelism  should  see  new  developments  on  two  fields.  Firstly,  
yielding  specific,  highly  optimized  libraries,  covering  the  commonest  types  of  parallelism  
leveraged  in  scientific  programming,  and  usable  from  high-productivity  languages  like  
Python.  Secondly,  producing more powerful  compilers,  runtime systems and programming  
tools.  Of particular interest  will  be the combination between programming languages and  
runtime systems where the programmer only specifies parallelism, and the runtime deploys  
threads  across  a  heterogeneous  hardware  (shared-memory  nodes  connected  by  a  high-
performance network , GPGPUs and FPGAs, for instance). In the mid term, OpenCL could  
consolidate  as  a parallel  programming paradigm if  manufacturers'  current  roadmaps are  
accomplished. That is to say, if they keep pace with the expected increase in the number of  
cores per chip while keeping power and thermal issues under control, and if a true virtual  
unified  space between today's  host and accelerator  sides.  We can also expect  the current  
research trend towards heterogeneous manycores to go further. Dark silicon will materialize  
in  short,  producing  complex  but  low-power  SoCs,  where  different  computing  and  NoC  
resources are activated according to the different computing stages of a program”. Regarding 
potential Europe-China collaborations, “a first stage should include mobility programs at all  
levels  (MSc,  PhD,  post-doctorate  and  mini-sabbaticals  for  seniors),  fostering  internship  
programs in both the industry and the academia. This would help to build or consolidate join  
teams”.

A. Assessment forms
Following are  the  replies  to  the  questionnaire  used to  gather  all  the  information  about 

tasks/applications running on Tianhe-1A through SCC-Computing:
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SCC-Computing WP3 questionnaire
1- Survey overview

Work  package  3  of  the  SCC-Computing project,  “Tianhe-1A challenge  with  complex  computing 
tasks”, covers activities of monitoring and assessment, where a number of computing tasks are to be 
prepared for Tianhe-1A and see if any opportunities can be identified by exposing the limitations from 
both application and computing points of view.
This questionnaire is targeted to task leaders & real users executing the applications on the system. Its 
aim is to gather all the necessary information to produce the deliverable D3.1, “Assessment results 
and forum discussion report”.
One form must be filled out for each task/application.

2- SCC-Computing WP3 task

To which WP3 task does your activity correspond to? (select one):
• T3.1 Spin glass models  
• T3.2 Molecular dynamics
• T3.3 3D & lossless video compression
• T3.4 Telescope observation and data set modelling
• T3.5 Bioinformatics processing
• Other (please specify):

______________________________________________________

3- Research team

Team leader name:   Víctor Martín Mayor
Team leader institution:  Universidad Complutense de Madrid
Team leader e-mail:    vicmarti@ucm.es
Other researchers involved in this task (name, institution and e-mail):
Marco Baity Jesi
Universidad Complutense de Madrid
marcobaityjesi@fis.ucm.es

4- Application description

Name of the code:  o3sgani
Short description:  Multi-GPU Monte Carlo simulations on the Anisotropic Heisenberg Spin Glass  
Model.

License (select one): open source / proprietary / other: Open Source
Project URL (if any): ____________________________________________________________
Scientific area (select one):

• Astronomy, Space and Earth Sciences
• Biomedicine and Health Sciences
• Physics and Engineering  
• Chemistry and Material Science and Technology

http://www.scc-computing.eu/


5- Software stack

List of compilers, numerical libraries and other dependencies required by the application:
mpicc, nvcc, gcc
MPI implementation and version of standard used (if any):
mpich2
OpenMP implementation and version of standard used (if any):
 ________________________________________________________________________
GPU framework used (CUDA/OpenCL...) (if any): cuda 4.0

6- Application profile

Parallel profile of your code (choose one): fine-grained / coarse-grained / embarrassingly parallel
There are all three levels of parallelization.

Number of CPU cores used for each job: 46
Number of GPUs used for each job: 45
Average job duration (hours): 24h
Number of jobs submitted (approx.): 100
Scratch space used for each job (GBs): 1Gb
Total disk space used by your activity (GBs): 150Gb
In case your code uses hybrid parallelization or any other kind of multi-level parallelization, please 
explain here:
Embarassingly Parallel:  We  work  on disordered systems.  We need to  simulate  on many different  
realisations of the disorder, and for each one of those, we launch an independent job.
Coarse-grained:  For  each  realization  of  the  disorder  (sample),  we  simulate  several  replicas  ad  
different temperatures. Those interact sporadically through the Parallel Tempering update scheme,  
for global updates.
Fine-grained: Since the interactions are of nearest neighbors, we can do a black/white division of our  
lattice. All white (black) sites can be updated simultaneously.

For more information see attachment 1.

7- Resources granted

For each partition you had access on Tianhe-1A, please specify:
  Partition name: gpu_test
  Partition features (max number of CPUs & GPUs available): 
  64
  
How long you had access to the partition? This partition was for development and debugging. We had  
access to it from Sept.2012 to April 2013, although there with big time gaps in which the access was  
not granted. This because we needed to ask periodically for the renewal of the authorization, and  
since for development  and debugging it  was easier  to  work on Minotauro (BSC, Barcelona),  we  
worked mainly on this second cluster.

  Partition name: SCC-Computing
  Partition features (max number of CPUs & GPUs available): 
  138 GPUs



  How long you had access to the partition? 5 weeks

Total CPU hours consumed by your activity(“accounting”) (if unknown, please give an estimation): 
110 000 GPU hours at production time.

Total disk quota assigned (GBs): 500Gb

8- Activity objectives

Summarize the calculations you plan to do in Tianhe-1A and the main goals you expect to achieve, 
from a scientific point of view, through the simulations executed under this activity:

Spin Glasses (SGs) are emblematic in Complex Systems, since they gather all their fundamental issues  
in  very  simple  models.  The  literature  concentrates  on  Edwards-Anderson's  SGs  (binary  spins),  
although experimental SGs are described much better with a Heisenberg model (continuous spins)  
with small random anisotropies. This because with continuous spins the transition temperature Tsg is  
much lower (only recently it was confirmed that Tsg > 0), so huge computation times are needed to  
reach thermalization. Also, there are two order parameters, the Chiral and the Spin Glass overlap,  
representing respectively the spins' vorticity and alignment. It is not yet established whether the two  
parameters  order  simultaneously,  or  they  yield  separate  phase transitions.  This  work's  aim is  to  
answer questions on the ordering of the phase parameters, as well as giving a description of the  
phase diagram and critical exponents of this model,giving the possibility to make solid comparisons  
with experiments.

Summarize  the  main  goals  you expect  to  achieve,  from a  computing  point  of  view,  through the 
simulations executed under this activity:

We aim to demonstrate the utility of HPC resources for simulations of Complex Systems. These types  
of models have very long relaxation times, and need huge amounts of computing capability to be  
concentrated  on  the  same  system.  Our  cuda+MPI  code  has  passed  the  test  of  being  extremely  
competitive.

9- Assessment

From a computing point of view, make an assessment of the results obtained in Tianhe-1A by your 
activity, in terms of the following aspects:

1) Performance:
 (when possible, support your statements with diagrams, charts, comparisons with the results in other 
HPC systems etc...)

Benchmarks are shown in attachment 1.

2) Scalability:
 (try to identify bottlenecks and when possible, support your statements with diagrams, charts, etc...)

See attachment 1, and attached figure 1.

3) Usability:
 (assess Tianhe-1A system environment, pros & cons, ease of compiling/running/monitoring apps, 



system interface, VPN & latency issues, user support service, documentation etc...)

The environment is the typical Unix environment, very similar to other European clusters, such as  
Minotauro, in the Barcelona Supercomputing Center. No great difficulties were encountered. The user  
manual  was  quite  clear,  although  we  did  encounter  some  difficulties  that  we  will  mention.  The  
engineers we were assigned were always there when we needed them.

The initial access to the the cluster took very long, because we were not used to their protocol, and it  
has been hard for both counterparts to understand the other. With time we learned to deal with those  
communication problems, and conjunct work became easier.

Latencies  were  a  major  problem,  that  forced  us  to  use  Minotauro  for  code  development  and  
debugging. Adapting the code/scripts to Tianhe-1A took fairly longer than normal.

Access was granted for short, irregular periods, and we had to ask for renewal. Asking for access  
renewal was enough to get it granted very quickly, but we did find ourselves without being able to  
access the cluster unexpectedly.

To access the cluster, we needed a double log-in. After a first VPN through NSCC's webpage, it was  
possible to run a java application that made it  possible to log-in with ssh through terminal.  The  
connection would fall both if the java applet was stopped, and if the webpage was closed. This made  
it a little unconfortable, with respect, for example, to Minotauro, in which a simple ssh is enough.

More information can be found in attachment 1.

From a scientific point of view, sum up the results and main achievements obtained in Tianhe-1A by 
your activity:

Although the simulations are concluded, the analysis is still in progress. We give some preliminary  
results. We characterized the phase diagram of Anisotropic Heisenberg Spin Glasses. Anisotropies  
change  the  universality  class  of  the  transition,  and  according  to  the  Spin-Chirality  Decoupling  
scenario, they are responsible of a recoupling of Spin Glass and Chiral order parameter. Thanks to  
the special resources of which we could dispose, we have been able to thermalize, with the Parallel  
Tempering technique, cubic lattices with up to L³ = 64 spins, over a vast range of temperatures. We  
remark the presence of strong finite-size e ects on the Chiral sector, that we handle with Finite-Sizeff  
Scaling.  While  the  Spin  Glass  dimensionless  correlation  lengths  appear  to  cross  at  a  fixed  
temperature Tsg, the Chiral transition temperature Tcg>Tsg, shifts towards Tsg with increasing L. In  
the large-L limit Tsg and Tcg are compatible.

10- Additional comments

Please use the following space to make any comments you consider relevant to this study:
_______________________________________________________________________________
_______________________________________________________________________________
_______________________________________________________________________________
_______________________________________________________________________________
_______________________________________________________________________________



_______________________________________________________________________________
_______________________________________________________________________________



A case study for Statistical Mechanics

applications on Tianhe-1A:

L = 64 Benchmarks for the simulations on the

Anisotropic Heisenberg Spin Glass Model on

multiple GPUs

Marco Baity Jesi

November 21, 2012

Abstract

Tests of the scaling of our program on multiple GPUs on Tianhe-1A,
in Tianjin, and comparisons with the Minotauro cluster in the Barcelona
Supercomputing Center, with the purpose of initiating an active collab-
oration between Chinese and European scientists, in the context of the
SCC-Computing project.

We find that the bulk of the program is quite faster in Tianhe-1A.
Yet, we encounter parallelization lags when we pass to MPI synchroniza-
tion. Nevertheless, the problem is very specifical and identified, so this
represents an optimal situation for a collaboration with NSCC computer
scientists.

1 Introduction

The report is distributed as follows. In section 1.1 we quickly describe the
physical model we want to simulate. We follow explaining the features of the
program (sec.1.2-1.4.2), and we pass to the benchmarks (sec.2) of the kernels
(sec.2.1-2.4) that give the physical evolution of the system, and constitute the
innermost part in the cycle nesting. Those benchmarks were done using 4 nodes.
We then pass to test the MPI synchronization in section 3, where we analyze
different levels of globality, up to the total simulation (sec. 3.3). Finally, we
give some remarks on the user-friendliness of the cluster (sec. 4), and our
conclusions (sec. 5). In the Appendix we give some details of how we have run
our simulations. The hurried reader may jump to section 3, where the global
performance of the program is shown.

1.1 Brief description of the problem we want to attack

The aim of our simulations is to be able to give a complete description of the
3-dimensional Heisenberg Spin Glasses with Anisotropy. This model describes
alloys of diluted magnetic atoms in a non-magnetic metal. It gives the most
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complete and realistic description of this type of materials, since it takes in ac-
count continuous degrees of freedom instead of the most studied binary d.o.f.,
and it considers the anisotropy in the interactions between the atoms, that af-
fects the properties of the phase transition. Furthermore, spin glasses represent
an excellent platform for the comprehension of a secular problem: the nature of
the Structural Glass Transition.

It takes an extremely long time to reach equilibrium, and this is principally
why there are almost no numerical results on this model.

1.2 Program’s properties

Our problem is particularly suitable for the Tianhe-1A resources. We need to
perform equilibrium measures. This implies that the system has to evolve for a
very long time before we can consider it thermalized. Therefore, we can perform
measures with a logarithmic frequency, and reduce drastically the number of
writes to disk.

A single run simulates 2Nβ replicas of a sample at Nβ different temperatures.
These replicas interact sporadically, and need to exchange only the information
of a single floating point number (with double accuracy), and this makes it
very efficient for what concerns MPI. Moreover, those simulations are adequate
for GPUs because each atom only interacts with its neighbours, hence non-
neighbouring sites can be simulated in parallel by multiple threads.

1.3 Purpose of the present benchmarks, and scheme of
the report

At the last meeting in Tianjin we had a Cuda program that runs on a single
GPU. Tianhe-1A gave us the possibility to be ambitious, so we made an MPI
enhancement of the program, to make it run on several GPUs, reducing sensibly
the thermalization time. In this paper we discuss the two steps of the evolution
of our program. First of all we tested it on Minotauro, the GPU cluster in the
Barcelona Supercomputing Center, that counts 128 nodes with 2 Tesla M2090
GPUs. Later we passed to the large cluster Tianhe-1A, with 7168 computing
nodes with 1 Tesla M2050 GPU. This, in the context of a desired collaboration
with NSCC experts (SCC-Computing).

1.4 Brief description of the program

We make a Parallel Tempering between Nβ temperatures, with 2 replicas per
temperature, Each GPU performs simulations on 2 replicas, and to each we
associate a CPU. The CPUs are connected using MPI. Consequently, the needed
resources for a single simulation are Nβ GPUs and Nβ + 1 CPUs, since we need
to assign one to the master, that controls the interactions between the slaves,
and in which we perform the Parallel Tempering.

Here is an approximate scheme of the program:

1. Initialization (master)

2. Cycles

• do Nwrite times:
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– do Nmeasures times:

∗ do Nsweeps times:

· 1 Heatbath (slaves)

· 64 Overrelaxation (slaves)

· 1 Parallel Tempering (master)

∗ 1 Measures (slaves)

– Output (master)

3. Finalization (master)

In order to have totally reproducible data we use one Random Number Gener-
ator per thread. Notice that the Overrelaxation kernel is called overwhelmingly
more than the other functions, so that is the part of the program we are most
interested in.

The code is compiled on Tianhe-1A by linking different modules compiled
with mpicc, nvcc, gcc, in the latest versions available in the log-in nodes (see
Appendix A).

1.4.1 Update scheme (Overrelaxation)

The system is a cubic lattice with nearest neighbor interactions. The most
computationally efficient update scheme is a chessboard division (if we give
the ”black” label to a site, then all its neighbors have the ”white” label, and
viceversa), where we update simultaneously all the white sites, and then we
synchronize.

1.4.2 Parameters

Everything is aimed to an L = 64 = 26 lattice, i.e. N = L3 = 218 = 262144
spins. Preliminary very simple tests on the overrelaxation scheme revealed that
the best choice was using 1 thread each 2 rows of spins → NThreads = 2048 ↔
N/NThreads = 128 =two rows.

We performed, time ahead, scaling tests in the Minotauro GPU cluster of
Barcelona. It consists of Tesla M2090 GPUs, that have 16 MPs. We wanted
each MP to control an integer number of blocks, with the restriction of at least 2
blocks per MP. For that reason we chose to have 32 blocks, equivalent 64 threads
per block, in order to assign 4 blocks to each MP. Anyway the efficiency change
between having 2,4 or 8 blocks per MP is apparently negligible. Changing to
Tianhe-1A, there is a difference, because it consists of Tesla M2050 GPUs, each
one having 14 MPs. Since all the parameters in the program are equal to some
power of two, it was impossible to obtain an integer number of blocks to assign to
each MP. Therefore we chose to use the same parameters, obtaining surprisingly
good results.
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L 64
Nβ 45
NCPUs 46
NGPUs 45
NThreads 2048
Nblocks 32
NThreads/Nblocks 64
rows per thread 2
blocks per MP 4.57

2 Local Routine Benchmarks

We are interested in comparing the performances of the main kernels. We
examine how much it takes to do the most elementary types of calculation of
our program, i.e. Overrelaxation, Heatbath, Energy calculation, and Parallel
Tempering. We compare these times both with the one of the single-GPU and
the multiple-GPU program in Minotauro.

2.1 Overrelaxation

We perform simulations1 with one cycle of everything, execept the innermost
cycle of Overrelaxation, which is asked to make a large amount Nov of iterations.
With the time function from bash, we see the real performance time, which is the
one we are actually interested in. We measure the total time of the simulation,
and infer the time for a single Overrelaxation spin flip. There is surely a bias
on the measured time, since the program does not perform only Overrelaxation
steps:

ttot = const. +N ittov (1)

For this reason we make two simulations, to eliminate this bias, assuming that
it is constant. To verify this hypothesis, we make a third one and compare the
results. We see in table 1 that this hypothesis is confirmed. With the use of the
two simulations the time for a single overrelaxation step is

tov =
ttot1 − ttot2

N it
1 −N it

2

, (2)

with
N it
i = 2(replicas)× L3 ×Nov ×Nβ . (3)

Table 1 illustrates the results for the three different input valuesNov = 104, 105, 2×
105. The time of an Overrelaxation step decreases when we increase the number
of steps because the initialization time becomes less influent. The hypothesis
of eq.1 is confirmed, since the times tov12, t

ov
13, t

ov
23 coming from that ansatz are

compatible.
On table 2 we show the three steps of evolution of our program, running on

a single NVIDIA Tesla M2090 GPU, on the Minotauro cluster of Barcelona, and
in Tianhe-1A (in the case of the multi-GPU programs we put ourselves in the
worst case of 1 GPU). As we can see, the price of changing the update routine
in order to be parallelizable is reduced to less than a factor 2. Also, although

1These benchmarks were performed with Nβ = 3.
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data set tovT−1A (ns/ov) Nov N it ttot (s)

t1 6.42630± 0.00009 104 219104Nβ 33.6923± 0.0005
t2 5.2641± 0.0008 105 219105Nβ 275.99± 0.04
t3 5.20134± 0.00007 2× 105 220105Nβ 545.40± 0.07
tov12 5.1349± 0.0009 - - -
tov13 5.1369± 0.0007 - - -
tov23 5.139± 0.002 - - -

Table 1: Extrapolation of the time for a single Overrelaxation spin flip if we were
using only one GPU. The system spends most of the time doing Overrelaxation,
so this is the most important routine to optimize. We made 10 tests for each
Nov. IncreasingNov damps the bias given by routines outside the Overrelaxation
kernel. To eliminate completely this bias we used 2-time estimations as shown
in eq.2. We took an extra data set (three instead of two) to prove a posteriori
that the assumption of eq.1 is reasonable.

tovsingle tovMin
tovMin

tovsingle
tovT−1A

tovT−1A

tovsingle

2.82 ns/ov 8.29 ns/ov 2.94 5.137 ns/ov 1.82

Table 2: The overrelaxation times in different environments in the case of having
only one GPU. tovsingle is the time of a spin-flip in a single-GPU simulation.
tovMin and tovT−1A are the times of the algorithm for the multi-GPU variant on
Minotauro and Tianhe-1A. Clearly the most efficient program in this case is
the one explicitly designed for only one GPU. Nevertheless, if we add Graphics
Processing Units the efficiency scales very well. It is to be stressed that those
are intensive amounts: tovMin and tovT−1A are to be divided by the number of
GPUs one will use in some simulation, so for example, if we use ∼ 100 GPUs
tovT−1A is expected to be of the order of 10 picoseconds. The NGPUs-dependent
times are shown in table 3

Minotauro has more recent GPUs, the performance is better in Tianhe-1A. This
good news is probably due to other hardware factors that we do not control.

Table 3 gives more tangible information: how the program’s performance
scales with increasing amount of computing resources.
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time tov/tovsingle
tovsingle (1 GPU) 2.82 ns/ov 1

tovT−1A (1 GPU) 5.137 ns/ov 1.82
tovT−1A (3 GPUs) 1.71 ns/ov 0.61

tovT−1A (45 GPUs [extrapolation]) 0.11 ns/ov 0.039
tovT−1A (100 GPUs [extrapolation]) 0.051 ns/ov 0.018

Table 3: The time for a single overrelaxation spin flip in the case of different
amounts of used resources. 3 is the number of GPUs we used for the benchmarks,
45 and 100 are chosen because 45 . Nβ . 100 (remember Nβ = NGPUs). The
MPI version (tovT−1A) is less effective than the single-GPU one (tovsingle) in the
case of only one GPU, since in this case there is clearly no point in using MPI.
Notice that as soon as we start giving more resources, the efficiency of the
program increases with a very good scaling
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2.2 Heatbath

We repeat the procedure for the Heatbath algorithm, with Nhb indicating the
number of heatbath sweeps. Again we use eq.2 to evaluate the single spin-flip
time. The scaling of the heatbath kernel is not as good as the one we have in the
Overrelaxation, but this is not a big issue, since it is far more important to be fast
during overrelaxation than during heatbath, because the overrelaxation kernel
is called 64 times more often. Table 4 shows the results, with thb/tov = 8.7.
In table 5 we compare the performance on the three platforms we studied.
Once again, remark how the program scales much better on the supercomputer
Tianhe-1A than on Minotauro. Table 6 reports the scaling of the heatbath
kernel’s efficiency for an increasing number of GPUs.

data set thbT−1A (ns/hb) Nhb N it ttot (s)

t1 45.964± 0.002 104 219104Nβ 240.99± 0.01
t2 44.925± 0.008 5× 104 5× 219104Nβ 1177.7± 0.2
thb12 44.67± 0.01 - - -

Table 4: Extrapolation of the time for a single Heatbath spin flip if we were
using only one GPU. We made 10 tests for each Nhb. The situation is the
same as for the overrelaxation: increasing Nhb damps the bias given by routines
outside the Overrelaxation kernel. To eliminate completely this bias we used
2-time estimations as shown in eq.2.

thbsingle
thb
single

tovsingle
thbMin

thb
Min

tovMin

thb
Min

thb
single

thbT−1A
thb
T−1A

tovT−1A

thb
T−1A

thb
single

16.24 ns/hb 5.8 72.0 ns/hb 8.7 4.43 44.67 ns/hb 8.70 2.75

Table 5: The heatbath times in different environments. thbsingle is the time of

a spin-flip in a single-GPU simulation. thbMin and thbT−1A are the times of the
algorithm for the multi-GPU variant. It is to be stressed that those are intensive
amounts: thbMin and thbT−1A are to be divided by the number of GPUs one will
use in some simulation. The NGPUs-dependent times are shown in table 3

time thb/thbsingle
thbsingle (1 GPU) 16.24 ns/hb 1

thbT−1A (1 GPU) 44.67 ns/hb 2.75
thbT−1A (3 GPUs) 14.89 ns/hb 0.90

thbT−1A (45 GPUs [extrapolation]) 0.99 ns/hb 0.061
thbT−1A (100 GPUs [extrapolation]) 0.45 ns/hb 0.028

Table 6: The time for a single heatbath spin flip in the case of different amounts
of used resources. 3 is the number of GPUs we used for the benchmarks, 45 and
100 are chosen because 45 . Nβ . 100 (remember Nβ = NGPUs). The MPI
version (thbT−1A) is less effective than the single-GPU one (thbsingle) in the case of
only one GPU, since in this case there is clearly no point in using MPI. Notice
that as soon as we start giving more resources, the efficiency of the program
increases with good scaling.
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2.3 Energy

Before performing the parallel tempering we need to measure the energy of each
of the replicas. Due to the fact that we have to stack different parallel data in
a single histogram, this GPU version is was done via a reduction: we evaluate
Nblocks = dimGrid partial energies (on for each block) in the kernel, and finish
the task on the CPU. Although more elegant, the reduction was less efficient
than entirely summing up the histogram on the CPU (table 7), so in the end
we opted for the latter.

The gross energy calculation takes about as much as the net overrelaxation
kernel (i.e. neglecting memory copies, cpu calculation, ecc...), therefore the time-
weight of the energy calculation is very small, since it is only done sporadically
(at most once every 64OR+1HB).

data set ten (ns/spin) Nen N it ttot (s)

Data on Minotauro (performing reduction)

t
(1)
Min 173 102 219102 9.081s

t
(2)
Min 22.8 103 219103 11.962s
tenMin 6.1 - -

Data on Tianhe-1A (performing reduction)

t
(1)
T−1A 151± 26 102 219102 7.9± 1.4

t
(2)
T−1A 38.7± 0.1 103 219103 20.28± 0.06

t
(3)
T−1A 29.28± 0.01 104 219104 153.51± 0.06

t
(12)
T−1A 26.1± 2.9 - -

t
(13)
T−1A 30.8± 0.3 - -

t
(23)
T−1A 28.23± 0.02 - -

Data on Tianhe-1A (without reduction)

t
(1)
T−1A 3.789± 0.008 104 219104 19.87± 0.04s

t
(2)
T−1A 2.65± 0.04 105 219105 139± 2

t
(12)
T−1A 2.52± 0.04 - -

Table 7: Per-spin energy calculation. We show 2-point benchmarks (i.e. done
by following eq. 2)of the whole energy-calculation process in table 7. The first
part of the table yields the results that were obtained on Minotauro with a re-
duction algorithm, the second one shows the performance of the same algorithm
on Tianhe-1A. The third subtable has the results of the same algorithm, but
entirely summing the histogram on CPU, instead of performing the reduction.
The last is the fastest, and is therefore the variant we adopted.
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2.4 Parallel Tempering

The Parallel Tempering routine, once the energies are calculated and passed to
the master, is practically free (tab.8). The real cost of the parallel tempering re-
sides in the energy calculation, MPI communication, and other side operations,
therefore it’s weight is only visible through the overheads that will be shown
later on. Table 8 proves the cheapness of the Parallel Tempering.

data set tptT−1A (ns/spin) Npt ttot (s)

t1 15± 4 103 8± 2
t2 0.15± 0.04 105 8± 2

tenT−1A 0.00± 0.06 -

Table 8: Per-spin Parallel Tempering update time. The first two lines are not
significative: since PT takes so little, the measures are strongly biased by the
initialization time. As usual, we do 2-point benchmarks to eliminate this bias.
The resulting time is so little that we cannot distiguinsh it from zero.
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3 Global Routine Benchmarks

We now give a more global vision of the times. Summing up the previously
calculated times would not give a realistic vision of how much the simulation
takes, since there are appreciable overheads due principally to the communica-
tion between nodes, and with the GPUs.

3.1 Elementary Monte Carlo Step (EMCS)

We want to see how much it takes to perform an EMCS, consisting usually in
64OR, 1HB, 1EN sweeps 2, and 1PT (sometimes we choose to do more OR and
HB).

This time is Nβ-dependent, so we can not use Nβ = 3 as before. From now
on we would have performed all the benchmarks with 45 betas, i.e. a plausible
number of betas for a real simulation. Nevertheless, we had to restrict ourselves
to Nβ = 12, since simulations with Nβ = 45 would stay in queue forever without
being launched 3.

Table 9 resumes the time it takes to perform a single EMCS.
The time it takes to perform an EMCS on Minotauro is

temcsMin = 0.38s (measured with Nβ = 45), (4)

while the one needed by the single GPU algorithm is

temcsMin = 4.99s (measured with Nβ = 45). (5)

We can compare the measured time with the net time

temcsnet = 2L3(64tov + 1thb + 1ten + 1tpt) = 0.20s, (6)

the time it would take to perform an EMCS in the ideal case of a complete
absence of overheads.

The net time for an EMCS is significantly smaller in Tianhe-1A than in
Minotauro:

temcsnet,TH−1A = 0.20s, (7)

temcsnet,Min = 0.32s, (8)

2With sweep we mean the operation on all the spins of both replicas.
3We have only one simulation for each input-parameter set because it takes very long to

get the simulation submitted.

data set temcsT−1A (s/emcs) Nemcs ttot (s)

t1 131.62 100 13165
t2 131.511 1000 131511

temcs
12 131 - -

Table 9: 2-point benchmark of the time for an elementary Monte Carlo Step
on Tianhe-1A. This time is huge, compared to the one we expected. There is
a communication latency that suppresses the speed by several orders of magni-
tude.
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As it can be seen from tables 9 and 10, the overhead is huge when we
use MPI. It is clear as the Sun that something is wrong, and it looks like it
concerns some launch/compile parameter (see Appendix A), since in Minotauro
this problem is not encountered. We are confident that with the help of the
Tianhe-1A support the problem with MPI will be solved.

temcsMin
temcs
Min

temcs
net,Min

temcsT−1A
temcs
T−1A

temcs
net,TH−1A

0.38 s/emcs 1.19 131 s/emcs 655

Table 10: Overhead for one EMCS both on Minotauro and on Tianhe. We are
comparing measured time with the net time (eq. 6) that we would have in the
ideal case of absence of overheads. In the case of Minotauro the overhead factor
is acceptable, since it is near to one. On the other side, on Tianhe-1A its value
is of several hundreds. This overhead is too large to make us think it is due
to Tianhe-1A properties, therefore we ask the help of experts from NSCC. We
believe this factor should be very similar to the one of Minotauro, since the
program is exactly the same.

Assuming that once the problem is solved, the overhead is the same as in
Minotauro, we can estimate how much time it would take to perform an EMCS:

temcsest,Min = 0.24. (9)

In table 11 we compare the extrapolated time with the time a single-GPU
algorithm needs to perform an Elementary Monte Carlo Step, and show that
once we overcome the solvable MPI-latency problem, it would take the program
less than the 5% of the time it takes with a single GPU.

temcssingle temcsMin
temcs
Min

temcs
single

temcsest,T−1A

temcs
est,T−1A

temcs
single

4.99 s/emcs 0.38 s/emcs 0.076 0.24 s/emcs 0.048

Table 11: We compare temcssingle the single-GPU performance on an EMCS with the
one we measured on Minotauro (temcsMin ), and with the one we expect we should
have on Tianhe-1A assuming that the two clusters have the same overhead on
this algorithm temcsest,T−1A. We see that once we manage to match the overheads,
the time for a single EMCS reduces to under the 5% of the single-GPU time.
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3.2 Single Bin

Knowing how much it takes to simulate a single bin is important if we want to
be able to tune wisely the frequency of the backups. To measure this amount
we wanted to be sure we did not take in account the backup time and other
biases, so launching many bins would not have been effective. What we did was
launching simulations with a single bin 10 and 30 times larger than a normal
bin. We used the input parameters of a plausible simulation (table 12), and

L 64
measures per block (Nmeasures,itmax) 4

measure frequency (Nsweeps,mesfr) 20 cycles/measure
NHB 1
NOV 64
NMC 1
NPT 1
Nβ 45

lower β 0.862
higher β 1.0

intensity of the anisotropy D 1.0
intensity of the field h 0.0

Table 12: Parameters of the simulation for a single bin, according to the de-
scription on section 1.4.

the resulting real time duration of a single bin (time between two backups) is
shown in table 13.

We can compare the measured time with the net time

tbinnet,TH−1A = 80temcsTH−1A = 10480s. (10)

to see if there are further latencies when we pass from the Elementary Monte
Carlo Step to the full Bin.

The measured times (table 13) for a single bin were very large, as we could
expect, due to the problem encountered in the previous section. Nevertheless
the benchmarks of this section are very encouraging, since the ratio between the
real and theoretical times is practically one (table 13, col.5). We can say that in
the actual conditions the overhead from EMCS to Bin is neglectable, and this
is good news.

data set tbin (s) Nextra ttot tbin

tbinnet

t1 10520.6 10 105206s 1.004
t2 - 30 > 3 days -

Table 13: Time for a single bin on Tianhe-1A. Nextra is the positive multiplica-
tive factor to the number of operations in a bin of simulations, used for the
benchmark. Simulations lasting more than 3 days were not taken in account.
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3.3 Estimations of Achievable Performance

Since at the actual state it takes about 1 days to simulate a bin, we decided
there was no point on benchmarking the whole simulation, consisting of 4200
bins. Yet, it is interesting to show projections based on what we obtained on
Minotauro.

With Nβ = 45, the total simulation time (4200 bins) on Minotauro is around
47.5 hours. We get

tsimMin = 47.5h = 2855min = 171300s (11)

and
temcsreal,Min = 0.51s/emcs, (12)

tbinreal,Min = 41s/bin, (13)

where tbinreal ≡ tsim/Nbins is the time a to perform a single bin in a real simulation,
where we are taking account of all the spurious effects between one bin and the
other. The definition of temcsreal is analogous.

To extrapolate how much time Tianhe-1A would employ to make an entire
simulation, we start from temcsest,Min. In Minotauro tsimMin = 450789temcsMin . By using
the same scaling factor we can estimate the time it will take to perform an entire
simulation on Tianhe-1A:

tsimest,TH−1A = 450789temcs
est,TH−1A = 108189s = 1803min = 30h. (14)

We would be extremely satisfied if we were able to achieve this result. The
time of a single simulation would fall from several weeks, to only one and a half
day. We are confident that this result is obtainable through a combined effort
with the NSCC support team.
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4 Remarks on code development and job sub-
mission

I discuss some points that may be of interest for the staff of Tianhe-1A.

4.0.1 Submission system

The slurm submission system is different with respect to the ones we have
already treated with. The submission parameters are interactive, instead of
fixed. This flexibility allows to script many more orders, controlling much better
the launching of the programs.

4.0.2 Queues

The queues have been a problem. We asked, time ago, to get access to a larger
amount of GPUs, in order to make larger simulations, more similar to those we
want to perform in our research. We indeed obtained this permission, but in
practice, we did not take profit of them, because parallel simulations on several
nodes remained in queue forever, and were finally never run.

4.0.3 Latencies

The command-prompt latencies have been the most frustrating factor in our
experience. It can take more than 30 seconds to execute simple commands as
mkdir or ls on small directories. File browsing has a cursor delay that forces to
count lines, and wait for the cursor to get there, blind writing. Obviously, in
these conditions code developing is impossible, and depuration and enhancement
are disappointing. We do not know whether this is only due to the distance
between Europe and China, or to some other factor, but it is fundamental to
solve it.

4.0.4 Access

At the beginning we had some problems accessing the cluster, but once we
learned it was not hard at all. Only, having to stop the ssh daemon implies
that we can not access Tianhe-1A if our computer belongs to a local cluster.
Moreover, it may be convenient to adjust permissions in order to be able to
connect to the cluster also from outside the University, for example to work
from home.

4.0.5 Support

The support, as far as we have experienced, has been very effective. Answers to
our doubts were given straight away, and their e-mails were written in perfect
English.
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5 Conclusions

At the local level (without information exchange between nodes) Tianhe-1A is
extraordinarily efficient. We compared its performances with the ones of the
Minotauro node, and found a much better scaling with respect to the single-
GPU algorithm, with a< 2 scaling factor: passing from Minotauro to Tianhe-1A
accelerates heavily the bulk of the program.

On a wider scale we encountered some problems. It looks like there are
huge latencies with MPI, that increase simulation time by orders of magnitude.
Since this problem is not encountered on Minotauro, we believe it is due to some
launch/compile protocols that we are not aware of. We are confident that with
the help of the support, the problem will be quickly solved.

This gives a wonderful occasion to collaborate with NSCC Computer Scien-
tists, since we believe the issue belongs to their area of expertise, and the prob-
lem is localized. We trust they will achieve excellent results, since specialized
staff will probably be able to increase performances (although it is important
that the physics of the program stay unchanged).

Since the aim of the present project is to strengthen the interaction between
Europe and China, we see the code-enhancement and the parallelization debug-
ging as a clear occasion of combining efforts to achieve a common objective.

Two more to-solve issues are a discussion of the priority of the queues, since
we only nominally have access to 60 nodes, but in practice can not go over 10,
and the extreme command-prompt latencies that make online work substantially
impossible.

Last point, the most important factor, the estimated simulation time is quite
low, making Tianhe-1A an excellent platform for our research.
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6 Appendix A - Run procedure

Since one of the most important points of this collaboration, is the help we may
get from the Tianhe-1A support, it is important that they get to know exactly
how we were working. Also because most probably it is a small mistake in the
running/compiling procedure, that implied the huge latencies of the MPI.

6.1 Compiling

Compilation was done using:

• For the cuda module kernel.cu: nvcc, cuda 4.0

• For MPI module main.c: mpicc based on gcc 4.6.1

• For the other modules: gcc 4.6.1 (passing to intel compiler would certainly
speed up the program)

Objects were linked with mpicc. We show the exact syntaxis of our compilation:

DEFINES = ”-DL=64 -DbitsL=6 -DNB=3 -DSI MPI -DSI CUDA -DnumBlocks=64”
(those are for program options)
MPIFLAGS= ”-Wall -O2 -funroll-loops ”
GCCFLAGS= ”-Wall -O2 -funroll-loops ”
CUDAFLAGS= ”-arch=sm 20 –ptxas-options=-v -O2”
MPILIBS=”-L/usr/local/cuda/cuda-4.0/lib64 -L/vol-th/cudalib/cuda-4.0/”
CUDALIBS=””
LINKLIBS=”-lm -lstdc++”
CUDALINKLIBS=”-lcudart”
MPIINCLUDES=”-I /usr/local/cuda/cuda-4.0/include”
CUDAINCLUDES=””
EJECUTABLE=”executable”

mpicc $MPIFLAGS $DEFINES -c main.c $MPILIBS $MPIINCLUDES
gcc $GCCFLAGS $DEFINES -c io.c
gcc $GCCFLAGS $DEFINES -c cpu.c
nvcc $CUDAFLAGS $DEFINES -c kernel.cu
mpicc $MPIFLAGS $DEFINES main.o kernel.o cpu.o io.o -o $EJECUTABLE
$MPILIBS $LINKLIBS $CUDALINKLIBS

6.2 Running

The programs were run by launching the script cola.sh:

yhbatch -N 4 -n 4 -p gpu test cola.sh

Where the script contained the following code:

#! /bin/bash

time yhrun -N 4 -n 4 -p gpu test executable ”<arguments>”
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SCC-Computing WP3 questionnaire
1- Survey overview

Work  package  3  of  the  SCC-Computing project,  “Tianhe-1A challenge  with  complex  computing 
tasks”, covers activities of monitoring and assessment, where a number of computing tasks are to be 
prepared for Tianhe-1A and see if any opportunities can be identified by exposing the limitations from 
both application and computing points of view.
This questionnaire is targeted to task leaders & real users executing the applications on the system. Its 
aim is to gather all the necessary information to produce the deliverable D3.1, “Assessment results 
and forum discussion report”.
One form must be filled out for each task/application.

2- SCC-Computing WP3 task

To which WP3 task does your activity correspond to? (select one):
• T3.2 Molecular dynamics

3- Research team

Team leader name: Alberto Castro
Team leader institution: ARAID Foundation and Institute for Biocomputation and Physics of Complex 
Systems (BIFI), University of Zaragoza
Team leader e-mail: acastro@bifi.es
Other researchers involved in this task (name, institution and e-mail): None.

4- Application description

Name of the code: octopus
Short description: 

octopus is a scientific program aimed at the ab initio virtual experimentation on a wide range 
of  system  types.  Electrons  are  described  quantum-mechanically  within  density-functional 
theory (DFT), in its time-dependent form (TDDFT) when doing simulations in time. Nuclei 
are described classically as point particles. Electron-nucleus interaction is described within the 
pseudo-potential approximation.

License (select one): open source / proprietary / other: open source (GPL)
Project URL (if any): http://www.tddft.org/programs/octopus
Scientific area (select one):

• Astronomy, Space and Earth Sciences
• Biomedicine and Health Sciences
• Physics and Engineering  
• Chemistry and Material Science and Technology

5- Software stack

List of compilers, numerical libraries and other dependencies required by the application:
• Compilers: Fortran 95, C.

http://www.scc-computing.eu/


• Interpreters: m4, perl.
• Numerical libraries (required): FFTW, GSL, BLAS, LAPACK
• Numerical libraries (optional): SCALAPACK, SPGLIB, SPARSKIT, ARPACK, PFFT, 

PNFFT
• Other libraries (required): LIBXC
• Other optional libraries (optional): NETCDF, ETSF_IO, METIS

MPI implementation and version of standard used (if any):
MPI Standard 2.0. In TIANHE-1A, we have used the local implementation.
OpenMP implementation and version of standard used (if any):

Although the code can use OpenMP, we have not used this possibility in TIANHE-1A.
GPU framework used (CUDA/OpenCL...) (if any):

Unfortunately, we have not been able to run the code with OpenCL, and therefore we could not 
make use of the GPUs.

6- Application profile

Parallel profile of your code (choose one): fine-grained / coarse-grained / embarrassingly parallel
There  are  several  parallelization  modes,  depending on the  type  of  calculation  and system 
studied. The parallelization in these modes vary from fine grained to almost embarrassingly 
parallel.  In  particular,  the  testing  in  TIANHE-1A has  been  done  using  real-space  domain 
decomposition,  which  for  the  type  of  physical  systems  modeled  in  this  project,  can  be 
considered a coarse-grained parallelization mode.

Number of CPU cores used for each job: 1-64
Number of GPUs used for each job: 0
Average job duration (hours): 1h
Number of jobs submitted (approx.): 1000
Scratch space used for each job (GBs): Up to 10Gb
Total disk space used by your activity (GBs): Up to 50Gb
In case your code uses hybrid parallelization or any other kind of multi-level parallelization, please 
explain here:

The  code  can  use  hybrid  MPI/OpenMP parallelization,  but  this  feature  was  not  used  in 
TIANHE-1A

7- Resources granted

For each partition you had access on Tianhe-1A, please specify:
  Partition name: TH_NET
  Partition features (max number of CPUs & GPUs available): up to 64 CPU cores, no GPUs.
  How long you had access to the partition? (days): 100

Total CPU hours consumed by your activity(“accounting”) (if unknown, please give an estimation): 
Estimate: around 50000hours

Total disk quota assigned (GBs): unknown, but sufficient.

8- Activity objectives

Summarize the calculations you plan to do in Tianhe-1A and the main goals you expect to achieve, 
from a scientific point of view, through the simulations executed under this activity:



The  objective  of  this  task  is  to  examine  the  capabilities  of  the  new  high  performance 
computing facilities such as the TIANHE-1A system to address, the excited states properties of 
large biological molecules by first principles simulations. In particular, we want to address 
problems  such  as:  (1)  the  mechanism  of  absorption  of  light  and  energy  transfer  in 
photosynthetic complexes; (2) highly non-linear processes triggered by ultra-fast  and ultra-
intense laser pulses; (3) quantum optimal control theory for molecular processes driven by 
laser pulses.

The modeling of this phenomenon is a challenging task from the theoretical point of view: for 
bio-molecules,  a mixed quantum / classical scheme is needed (e.g.  ``quantum mechanics / 
molecular  mechanics'',  QM/MM).  However,  in  many  cases,  it  is  required  a  quantum 
mechanical treatment of a big portion of the photosynthetic unit, that contains thousands of 
atoms. Also, highly non-linear processes are very challenging and computationally intensive, 
since the large electronic excursions (including ionization) requires the use of large simulation 
boxes. Finally, the inclusion of the effects of molecular dynamics induced by light is also a  
very demanding task as it requires simulation times on the order of picoseconds.

The base for this task is the Octopus code, a scientific software package for the calculation of 
electronic  properties.  The theoretical  framework  for  the  simulations  is  the  time-dependent 
density functional theory formulation of quantum mechanics. The main quantities to represent 
are three dimensional functions: the density and the single particle orbitals. The main equation 
to solve is the time dependent Kohn-Sham equation. The initial condition is typically given by 
solution ground state density functional theory problem, also obtained by Octopus.

In Octopus the functions are represented in a real space grid. The differential operators are 
approximated by high-order finite differences. The propagation of the time-dependent Kohn-
Sham equation is done by approximating the evolution operator by symplectic schemes.

In this project, we have concentrated in assessing the computational feasibiliy of two types of 
calculations: (a) ground state calculations for moderately large biological units (up to a few 
hundreds  of  atoms),  necessary as  a  first  step  for  the  absorption  studies  mentioned  in  the 
objective (1) above, and (b) time-dependent propagations of small molecules in the presence of 
high-intensity laser pulses, necessary for the objectives (2) and (3) mentioned above.

Summarize  the  main  goals  you expect  to  achieve,  from a  computing  point  of  view,  through the 
simulations executed under this activity:

Every  time  a  code  such  as  octopus  is  ported  to  a  new  environment,  new  computational 
bottlenecks  and  challenges  are  found.  The  overall  computational  objective  is  therefore  to 
assess  the  computational  performance  of  the  code,  with  emphasis  in  (1)  the  CPU 
parallelization  and  (2)  the  GPU  usage,  in  a  new  platform  such  as  the  TIANHE-1A 
supercomputer.

Regarding the  first  issue,  (1)  CPU parallelization,  we recall  that  octopus  has  a  multilevel 
parallelization. There are three levels that are relevant for the kind of systems we want to 
study:

• First,  the  processor  are  divided in  groups,  each  of  one  gets  assigned  a  number  of 
orbitals. This is a very efficient scheme, since the propagation of each orbital is almost 



independent. The limitation to scalability is given by the number of available states, but 
this number increases linearly with the system size.

• Then, the real space is divided in domains assigned to different processors. For the 
application of differential operators the boundary regions have to be communicated. 
This is done asynchronously, overlapping computation and communication. The scaling 
of this strategy is limited by the number of points in the grid, that as in the previous 
case, also increases linearly with the system size.

• Finally each process can run several OpenMP threads.  The scalability is  limited by 
regions of the code that do not scale due to limited memory bandwidth.

Within this project, we have concentrated on the second level, which is the real-space domain 
parallelization. This is in fact the most challenging and critical. Therefore, we have examined 
the behavior of the code with respect to this parallelization scheme, for modest number of CPU 
cores, since we have access to a 64 cores queue. However, this has been sufficient to identify 
and correct some weaknesses, and therefore we feel this part of the task has been very helpful. 
Some of the possible lines of enhancement that were identified during the design of the project 
were:

• Improve the scalability of the memory when running in parallel. We found no need to 
work on this problem.

• Given the topology of  the interconnection,  improve the mapping pf processes onto 
physical processors to reduce the communication cost. We also found no special need 
to improve on this problem in the runs performed in TIANHE-1A.

• Optimize  the  distribution  of  mesh  points  to  improve  the  load  balancing  in  the 
communication.  We have worked on this,  and some code improvements have been 
performed following the benchmark runs in TIANHE-1A.

• Optimize or parallelize serial  parts  of the code that can become a bottleneck when 
scaling to thousands of processors. The code has improved in this respect during the 
duration of the project.

• Optimization  of  memory  access  patterns  to  improve  OpenMP  parallelization  and 
increase single processor performance. We have not used OpenMP, and therefore this 
task was not necessary.

Regarding the second issue, i.e. (2) GPU usage, we have been unable to exploit the capabilities 
of TIANHE-1A. The GPU framework used in octopus, OpenCL, could not be employed in 
TIANHE-1A. In fact, a big fraction of the time employed in this project has been devoted to 
attempting to correct this problem (compiling, linking, and correctly running with the OpenCL 
library).

9- Assessment

From a computing point of view, make an assessment of the results obtained in Tianhe-1A by your 
activity, in terms of the following aspects:

1) Performance:
 (when possible, support your statements with diagrams, charts, comparisons with the results in other 
HPC systems etc...)

Regarding the serial performance, we have found the behavior of the TIANHE-1A satisfactory, 



similar to a “mirror” machine (obviously a miniature copy, named “TESLA”), purchased at the 
BIFI prior to the workshop, with the purpose of having a local easy and early access to the  
architecture (Intel(R) Xeon(R) CPU X5650 @ 2.67GHz).

We have used the opportunity given by the benchmarks used both in TESLA and in TIANHE-
1A to identify serial bottlenecks and report them to the developer community of the octopus 
code, in order to improve. As a result, the following parts of the code have been accelerated:

• “Optimal control” runs. Without going into details, these type of runs consist in essence 
in the maximization of a function of a number of variables, which is performed by 
making use of any of the standard non-linear optimization algorithms. Each evaluation 
of the function (or of the gradient of the function must be performed by propagation the 
model equation of motion for the system. This evaluation is affected by a numerical 
error, which theoretically must be second order in the time discretization step used for 
the propagation. The maximization algorithm will be affected by this error, and will 
necessitate more propagations if this error is big. In the course of the benchmarking, we 
observed that this error was in fact scaling linearly with the time step, and therefore the 
number of propagations was much larger than needed. We have corrected this error.

• Parallelization of the construction of the Hamiltonian operator. A previously serial part 
of the calculation, the construction of the Hamiltonian operator, was done in serial. We 
observed that this fact strongly affected the scalability, and in collaboration with the 
octopus  developing  team  we  have  corrected  the  fact  by  introducing  a  new 
parallelization scheme, that allows to construct this operator in parallel.

2) Scalability:
 (try to identify bottlenecks and when possible, support your statements with diagrams, charts, etc...)

In order to benchmark the code, it has a self-contained profiling monitor system that isolates 
core operations that use most of the CPU cycles, and outputs the time and memory used in 
those core calculations (number of those operations performed during the run, average time-
spent on those, memory allocated at those benchmarking points, etc).

Out of these key operations, we have selected two for showing benchmarking results in this 
report:

1. Computation of the Laplacian of a function. In octopus, functions are represented in a 
real space grid, and the computation of the Laplacian of a function is a key operation 
inasmuch as it is essentially the quantum mechanics kinetic operator. In real space, it is 
computed by performing a local averaging of the function values, and therefore some 
communication is required when using real space decomposition.

2. Computation of a “self-consistent step”. Without entering into details, this amounts to 
the solution of a linear  system, where the operator  is  a sparse one with dimension 
ranging of roughly 1 to 10 million points for the problems benchmarked here.

The  systems  and  problems  studied  are  described  in  the  following  section  of  this  report 
(“Assessment  from a  scientific  point  of  view”):  “Ground-state  runs  for  a  fragment  of  the 
chlorophyll  complex”  (Problem I),  and  “Irradiation  of  the  Hydrogen  molecule  with  high-
intensity laser fields” (Problem II).

The  next  plots  are  selected  runs  showing  the  scalability  obtained  for  those  systems  and 



operations. Up to the 64 cores we had access to, the scalability is very good.

3) Usability:
 (assess Tianhe-1A system environment, pros & cons, ease of compiling/running/monitoring apps, 
system interface, VPN & latency issues, user support service, documentation etc...)

The main usability problem encountered was the malfunctioning OpenCL library.  This has 
prevented  the  realization  of  one  of  the  objectives  of  the  task,  namely  the  performance 
assessment  for  GPU-enabled  runs.  Since  the  code  has  successfully  executed  in  other 
supercomputers with OpenCL (in particular, it has performed rather efficiently on our TESLA 
computer), we suspect that the problem is due to a compatibility issue between OpenCL and 
system libraries installed in TIANHE-1A. The main conclusion of this task is to recommend to 
the TIANHE-1A system maintenance team to continue investigating this issue.

In  fact,  we had the  support  of  the  technical  staff  of  the  supercomputer,  but  this  was  not  

Illustration 1: Scalability for the SCF cycle 
operation, in Problem I

Illustration 2: Scalability for the Laplacian 
operator in Problem I

Illustration 4: Scalability for the Laplacian 
operator in Problem II

Illustration 3: Scalability for the SCF cycle 
operation, in Problem II



sufficient to solve this problem. Other problems faced during the porting phase of the project 
were satisfactorily solved by the system support team.

The second usability issue that we wish to report is the long latency time for the remote use of 
the machine. This varied from day to day, but in any case it was rather uncomfortable to type 
in instructions and edit files. We do not know whether this is an insurmountable problem due 
to the long distance between user and system, or it could be fixed in any way.

The system documentation was sufficient and helpful.

The access was through the VPN was perhaps a little more cumbersome than the simple ssh 
access employed in other supercomputer facilities.

Finally, the software present in the computer (compilers, libraries, etc) was appropriate, recent, 
and sufficient for our purposes, with the only exception of the OpenCL support mentioned 
above. For this task, we did not use any special monitoring/profiling tool, and therefore we do 
not have an opinion regarding these tools.

From a scientific point of view, sum up the results and main achievements obtained in Tianhe-1A by 
your activity:

We have performed in TIANHE-1A benchmarking for two kinds of physical problems:

1) Ground-state runs for a fragment of the chlorophyll complex.

The  results  discussed  above  for  Problem  I  refer  to  a  fragment  of  441  atoms  of  the 
photosynthetic complex, depicted in Illustration 5. This study belongs to an ongoing effort to 
make  of  octopus  a  suitable  platform  for  the  computation  of  response  properties  of  bio-
molecular complexes ranging in the thousands of atoms (still, a full quantum simulation of 
realistic  conditions may perhaps be impossible,  since it  should include solvent effects  and 
membranes, etc.) Computational infrastructures such as TIANHE-1A are suitable to achieve 
this target, even using relatively modest number of cores such as in this case.

2) Irradiation of the Hydrogen molecule with high-intensity laser fields.

Illustration 5: Fragments of the 
chlorophyll compound used for 
benchmarking



In  some  circumstances,  it  is  not  the  number  of  electrons  and  nuclei  that  determines  the 
computational feasibility, but the simulation box that is required (in abstract terms, the “basis 
set” required to describe the electronic wave functions). This may be huge in situations in 
which one wants to describe the interaction of a high-intensity external field (a super-intense 
laser, for example) with the system. 

In this context, we have used TIANHE-1A to benchmark and fine tune the runs needed for a 
project regarding the controlled photo-dissociation of the Hydrogen molecule, irradiated with 
intense and ultra-fast (few femtoseconds) laser pulses [A. Castro, ChemPhysChem 14, 1488 
(2013)]. Illustration 6 shows the main result obtained in this work, namely showing how for 
sufficiently  high-intensities,  our  algorithms  may  find  optimal  lasers  pulses  capable  of 
dissociating the molecule.

10- Additional comments

Please use the following space to make any comments you consider relevant to this study:

Illustration 6:  Internuclear distance (left) and relative 
forces (right ) for several runs performed at different 
laser intensities. In the left panels, the total charge N(t) 
contained in the simulation region is also shown (thin 
lines, scale of the y axis on the right side of each plot). 
In the right panels, the relative force computed with 
clamped nuclei is also displayed (lighter curves).The 
gray region marks the time during which the pulse is 
acting on the system.



SCC-Computing WP3 questionnaire
1- Survey overview

Work  package  3  of  the  SCC-Computing project,  “Tianhe-1A challenge  with  complex  computing 
tasks”, covers activities of monitoring and assessment, where a number of computing tasks are to be 
prepared for Tianhe-1A and see if any opportunities can be identified by exposing the limitations from 
both application and computing points of view.
This questionnaire is targeted to task leaders & real users executing the applications on the system. Its  
aim is to gather all the necessary information to produce the deliverable D3.1, “Assessment results 
and forum discussion report”.
One form must be filled out for each task/application.

2- SCC-Computing WP3 task

To which WP3 task does your activity correspond to? (select one):
• T3.1 Spin glass models
• T3.2 Molecular dynamics
• T3.3 3D & lossless video compression
• T3.4 Telescope observation and data set modelling
• T3.5 Bioinformatics processing
• Other (please specify): _Particle-in-cell code, Burning plasma simulation 

3- Research team

Team leader name: _  Xiangfei Meng  _  
Team leader institution: National Supercomputer Center in Tianjin  , China   _  
Team leader e-mail:  mengxf@nscc-tj.gov.cn   _  
Other researchers involved in this task (name, institution and e-mail):
Xiaoqian Zhu  , National University of Defense Technology,     zhu  _  xiaoqian@sina.com  ;      PengWang,   

NVIDIA,   penwang@nvidia.co  m  ; Yang Zhao, National Supercomputer Center in Tianjin,   
zhaoyang@nscc-tj.gov.cn  ; Yong Xiao,     Zhejiang University,   yxiao@zju.edu.cn  ; Wenlu Zhang,   
University of Science and Technology of
China,   wzhang@iphy.ac.cn  ; Zhihong Lin,   zhihongl@uci.edu     

4- Application description

Name of the code: _G  yrokinetic   T  oroidal   C  ode     
Short description: The global gyrokinetic toroidal code (GTC) is a massively parallel particle-in  -  cell   
code  for  first-principles,  integrated  simulations  of  the  burning  plasma  experiments     such  as  the   
International Thermonuclear Experimental Reactor (ITER), the crucial next step in the quest for the 
fusion  energy.  At  present,  GTC is     the only fusion  code capable  of  integrated simulations  of  key   
physical  processes     that  underlie  the  confinement  properties  of  fusion  plasmas,  including   
microturbulence, energetic particles instabilities, magnetohydrodynamic
modes, and radio-frequency heating and current drive.
License (select one): open source / proprietary / other:    open source     
Project URL (if any): _http://phoenix.ps.uci.edu/GTC_

mailto:zhihongl@uci.edu
mailto:wzhang@iphy.ac.cn
mailto:yxiao@zju.edu.cn
mailto:zhaoyang@nscc-tj.gov.cn
mailto:penwang@nvidia.com
mailto:xiaoqian@sina.com
http://www.scc-computing.eu/


Scientific area (select one): Physics and Engineering
• Astronomy, Space and Earth Sciences
• Biomedicine and Health Sciences
• Physics and Engineering
• Chemistry and Material Science and Technology

5- Software stack

List of compilers, numerical libraries and other dependencies required by the application:
_  mpif90, nvcc,   ADIOS  , PETSc   
MPI implementation and version of standard used (if any):
_  mpif90, Tianhe-1A  ’  s autonomous mpi version or other version of standard mpi implementation   
OpenMP implementation and version of standard used (if any):
_  openMP 2.0   
GPU framework used (CUDA/OpenCL...) (if any): _  CUDA  _  

6- Application profile

Parallel profile of your code: embarrassingly parallel
Number of CPU cores used for each job: _  up to 36864 CPU cores  _  
Number of GPUs used for each job: _  up to 3072 GPUs   
Average job duration (hours): _  0.19  _  
Number of jobs submitted (approx.):   37   
Scratch space used for each job (GBs): _  36870  _  
Total disk space used by your activity (GBs): _  3993.6  __  
In case your code uses hybrid parallelization or any other kind of multi-level parallelization, please 
explain here:
   We used CUDA C to realize hybrid parallelization and mpi + openMP + CUDA to realize three-level   
parallelization.

7- Resources granted

For each partition you had access on Tianhe-1A, please specify:
  Partition name: _  gpu_test  _  
  Partition features (max number of CPUs & GPUs available): 
  _  Max number of CPUs is 7510  _  and max number of GPUs is     3755.   
  How long you had access to the partition? (days): _  90  _  

Total CPU hours consumed by your activity(“accounting”) (if unknown, please give an estimation):  
_  4878470   _  
Total disk quota assigned (GBs): _  1000000  _  

8- Activity objectives

Summarize the calculations you plan to do in Tianhe-1A and the main goals you expect to achieve, 
from a scientific point of view, through the simulations executed under this activity:
   As known, for  fusion simulation,  it  will  be time-consuming when the problem gets large.  After   
analyzing the code we found that pushe and shifte routines of the code are computation-intensive and 
they are much more suitable to perform on GPU. So we decided to develop one GPU version of the 



code. 

Summarize  the  main  goals  you  expect  to  achieve,  from a  computing  point  of  view,  through the 
simulations executed under this activity:
_As far  as  we know, this  is  the  first  work to  demonstrate  the advantage  of  GPU     for  large-scale   
production fusion simulations. We showed that the texture cache     specific to the GPU architecture,   
combined with some data reorganization, is     particularly suitable for the data locality pattern of the   
PUSH operations, which     led to significant kernel speedup. We also presented new hierarchical scan-  
based     implementation of the SHIFT operation on GPU, which is faster than the CPU     version.  
_To  further  advance  our  understanding  of  the  microphysics  of  burning  plasma,     larger  scale   
simulations will be needed whose computational requirements far exceed     the capabilities of today’s   
petascale machines. This work shows that GPU     has the great potential to enable those next generation   
large scale fusion simulations.     Our experience with GTC-GPU demonstrates again the implications of   
the large-scale  heterogeneous cluster  computing:  both  the CPU and GPU parts     need  to  get  good   
performance and scaling in order to get good overall application     performance and scaling.   

9- Assessment

From a computing point of view, make an assessment of the results obtained in Tianhe-1A by your 
activity, in terms of the following aspects:

1) Performance:
 (when possible, support your statements with diagrams, charts, comparisons with the results in other 
HPC systems etc...)
   T  he  GPU version  of  the  GTC code  was  benchmarked     on  up  to  3072  nodes  of  the  Tianhe-1A   

supercomputer, which     shows about 2x  –  3x overall speedup comparing NVIDIA M2050 GPUs to     Intel   
Xeon X5670 CPUs. 

   T  he   figure above     shows the GTC GPU speedup on Tianhe-1A in two sets under strong scaling test.   
The blue line is comparing 1 CPU + 1 GPU to 1 CPU per node while the red line is comparing 2  
CPUs + 1 GPU to 2 CPUs per node.



   The figure above also shows the GTC GPU speedup on Tianhe-1A in two sets under weak scaling   
test. 

2) Scalability:
 (try to identify bottlenecks and when possible, support your statements with diagrams, charts, etc...)
   Strong and weak scaling studies have been performed     using actual production simulation parameters,   
providing insights     into GTC  ’  s scalability and bottlenecks on large GPU supercomputers.  
The table below shows the detailed profiling for the 1 CPU vs 1 GPU set at 3072 nodes. From the 
speedup column, it can be seen that the GPU speedup factor is about the same for PUSHE, as 
expected from a weak scaling study. 

As shown in the table above, the speedup factor for SHIFTE decreases from 1.6x to 1.2x. This is 
primarily because MPI communication takes a larger percentage of SHIFTE time at larger node count 
and thus the effect of GPU acceleration is smaller. The CPU profiling result shows that PUSHE + 
SHIFTE decreases from 86% at 128 nodes to 61%, which leads to a lower GPU speedup because of 
Amdahl  ’  s law. Thus   for weak scaling, CPU scaling is the main reason for the reduced GPU speedup at   
a large node count.
The profiling details of the 512 nodes in strong scaling case are shown in the table below. It can be 
seen that with the smaller problem per MPI processes, the PUSHE speedup indeed decreases from 
8.3x to 7.5x. However, larger node also leads to more computation in SHIFTE and correspondingly 
SHIFTE speedup increases from 1.6x to 1.8x. Those two effects slightly offset each other. As a result, 
GPU acceleration in PUSHE + SHIFTE drops from 4.7x     to 4.2x. On the other hand, the percentage of   
PUSHE + SHIFTE decreases from 86.3% to 80%. This is mainly because the Poisson and electron 
charge deposition part  do not  scale  as well  as  PUSHE. With those data,  we can do two thought 



experiments. First, if PUSHE + SHIFTE was still 86.3% of the total time and GPU speedup is 4.2x, 
the overall  GPU speedup would  be  2.9x.  Second,  if  GPU speedup was still  4.7x and PUSHE + 
SHIFTE is 80% of the total time, the overall GPU speedup would be 2.7x. This analysis shows that 
for strong scaling, both reduced GPU acceleration and CPU scaling contribute to the reduced GPU 
speedup at large node counts but the CPU scaling plays a bigger role.

3) Usability:
 (assess Tianhe-1A system environment,  pros & cons, ease of compiling/running/monitoring apps, 
system interface, VPN & latency issues, user support service, documentation etc...)
_All the benchmark runs in the following sections were performed on the Tianhe-1A     supercomputer.   
T  he Tianhe-1A supercomputer is a hybrid massively parallel     processing (MPP) system with CPUs and   
GPUs.Tianhe-1A is the host computer system of National Supercomputer Center in     Tianjin (NSCC-  
TJ).
The  hardware  of  Tianhe-1A  consists  of  five  components:  computing  system,     service  system,   
communication system, I/O storage system, monitoring and diagnostic     system. Its software consists of   
operating  system,  compiling  system,  parallel     programming  environment  and  the  scientific   
visualization system. Tianhe-1A     includes 7168 computing nodes. Currently, each computing node is   
equipped with     two Intel Xeon X5670 CPUs (2.93 GHz, six-core) and one NVIDIA Tesla    “  Fermi  ”   
M2050 GPU (1.15 GHz, 448 CUDA cores). The GPU offers 3 GB GDDR5 memory     on board, with   
the bus width of 384 bits and peak bandwidth of 148 GB/s.     The total memory of Tianhe-1A is 262 TB,   
and the disk capacity is 4 PB. All     the nodes are connected via a fat tree network for data exchange.   
This communication     network is constructed by high-radix Network Routing Chips (NRC) and     high-  
speed  Network  Interface  Chips  (NIC).  The  theoretical  peak  performance  of     Tianhe-1A was  4.7   
PFlops, and its LINPACK test result reached 2.566 PFlops.     Moreover, the power dissipation at full   
load is 4.04 MW and the power efficiency     is about 635.1 MFlops/W, which was ranked the fourth   
highest according to the     Green 500 list released in 2010. The whole system power of Tianhe-1A is   
4.04     MW with 7168 nodes.   

From a scientific point of view, sum up the results and main achievements obtained in Tianhe-1A by 
your activity:
   W  e  use  the  latest  version  of  GTC  including     new  important  features  for  a  realistic  turbulence   
simulation,  such  as  kinetic     electrons  and  general  geometry.  We  also  employ  a  set  of  realistic   
experiment  parameters     suitable  for simulating plasma turbulence containing both kinetic  ions     and   
kinetic electrons. As a result, our version contains more routines, especially     the computing-intensive   
module for the electron physics. We also designed     new GPU parallel algorithms for the PUSH and   
SHIFT operations,  which are  the     two     most  dominant  operations  in  our  profiling.     The     GTC-GPU   

shows a 2x  –  3x overall     speedup comparing NVIDIA     M2050 GPUs to Intel Xeon X5670 CPUs on up   



to     3072 nodes of the Tianhe-1A supercomputer.  

10- Additional comments

Please use the following space to make any comments you consider relevant to this study:
   As for future development, we have seen that the primary reason for reduced     GPU speedup at large   
node counts is the CPU scaling. Thus further work is     needed to improve the performance and scaling   
of  the  other  CPU  part.  Furthermore,     after  electron  part  is  ported  to  GPU,  the  next  most  time-  
consuming     module is ion, which will be our next porting target. Finally, with OpenACC     and CUDA   
Fortran becoming mature recently,  we are also evaluating reporting     PUSHE using OpenACC and   
CUDA Fortran. As the main difficulty of porting to     GPU is choosing the proper parallelization scheme   
and optimization techniques,     which are solved in this work, using OpenACC and CUDA Fortran will   
be  just     applying  those  techniques  with  a  different  syntax.  So  we  expect  the  performance     to  be   
basically the same as the CUDA C version as reported.     However,  OpenACC and CUDA Fortran   
should make the GPU code easier to     maintain as GTC  ’  s CPU code is Fortran-based.  



SCC-Computing WP3 questionnaire
1- Survey overview

Work  package  3  of  the  SCC-Computing project,  “Tianhe-1A challenge  with  complex  computing 
tasks”, covers activities of monitoring and assessment, where a number of computing tasks are to be 
prepared for Tianhe-1A and see if any opportunities can be identified by exposing the limitations from 
both application and computing points of view.
This questionnaire is targeted to task leaders & real users executing the applications on the system. Its 
aim is to gather all the necessary information to produce the deliverable D3.1, “Assessment results 
and forum discussion report”.
One form must be filled out for each task/application.

2- SCC-Computing WP3 task

To which WP3 task does your activity correspond to? (select one):
• T3.1 Spin glass models
• T3.2 Molecular dynamics
• T3.3 3D & lossless video compression
• T3.4 Telescope observation and data set modelling  
• T3.5 Bioinformatics processing
• Other (please specify):

______________________________________________________

3- Research team

Team leader name: __Ce Yu__________________________
Team leader institution: __Tianjin University______________________
Team leader e-mail: _____yuce@tju.edu.cn______________________
Other researchers involved in this task (name, institution and e-mail):
__Jizhou Sun, TJU, jzsun@tju.edu.cn_________________
__Chao Sun, TJU, schsch321@tju.edu.cn_______

4- Application description

Name of the code: ______________npsf.c  ____  ______________
Short  description:  __We  parallel  the  3PCF  based  RCSF  on  multiple  processes  to  improve  the 
computation efficiency and accuracy  _  ________

_____________________________________________________________________________
_____________________________________________________________________________
License (select one): open source / proprietary / other: __  open source  __  ________
Project URL (if any): ____________________________________________________________
Scientific area (select one):

 Astronomy, Space and Earth Sciences
• Biomedicine and Health Sciences
• Physics and Engineering
• Chemistry and Material Science and Technology

http://www.scc-computing.eu/


5- Software stack

List of compilers, numerical libraries and other dependencies required by the application:
_____  gcc 4, mpich2 1.5, fftw-3.3.2  _  _______________________________________
MPI implementation and version of standard used (if any):
 _______ mpich2 1.5_______________________________________________________
OpenMP implementation and version of standard used (if any):
 ________________________________________________________________________
GPU framework used (CUDA/OpenCL...) (if any): _____________________________________

6- Application profile

Parallel profile of your code (choose one): fine-grained / coarse-grained / embarrassingly parallel
Number of CPU cores used for each job: __  128  _  _
Number of GPUs used for each job: __0__
Average job duration (hours): _It  _  depends on job volume  __
Number of jobs submitted (approx.): __240__
Scratch space used for each job (GBs): __0.5  _  __
Total disk space used by your activity (GBs): __120  _  _
In case your code uses hybrid parallelization or any other kind of multi-level parallelization, please 
explain here:
_______________________________________________________________________________

7- Resources granted

For each partition you had access on Tianhe-1A, please specify:
  Partition name: ______TH_NET_____________
  Partition features (max number of CPUs & GPUs available): 
  ___________  128  ____  CPUs  __  _______________________________________
  How long you had access to the partition? (days): _7 days  _  

Total CPU hours consumed by your activity(“accounting”) (if unknown, please give an estimation): 
__  9000  __  ___
Total disk quota assigned (GBs): _200_     __  

8- Activity objectives

Summarize the calculations you plan to do in Tianhe-1A and the main goals you expect to achieve, 
from a scientific point of view, through the simulations executed under this activity:
_____  From a scientific point of view, the main goals I expect to achieve are to accelerate the 3PCF   
and improve its accuracy.  _______  ____________________________
________________________________________________________________________________
________________________________________________________________________________

Summarize  the  main  goals  you expect  to  achieve,  from a computing  point  of  view,  through the 
simulations executed under this activity:
____ F  rom a computing point of view,   the main goals I expect to achieve are to test our parallel   
algorithm based on RCSF has good efficiency and scalability, then scientists can use our algorithm to 



handle 3PCF fast.  ___________  ___________
________________________________________________________________________________

9- Assessment

From a computing point of view, make an assessment of the results obtained in Tianhe-1A by your 
activity, in terms of the following aspects:

1) Performance:
 (when possible, support your statements with diagrams, charts, comparisons with the results in other 
HPC systems etc...)

______  Here is the speedups changing with the number of processes on TianHe-1A. we can see it’s   
roughly a linear change.   _  The three lines donates three cases.  _     Here is the speedups changing with the   
number of processes on TianHe-1A. we can see it’s roughly a linear change. _The three lines donates 
three cases where m = 20,30,50 respectively,  that is,  the size of a matrix  is  set  to be 20*20*20, 
30*30*30     , 50*50*50. Here m is a parameter which donates the size of a matrix we compute. And the   
matrices in three cases are all divided into 5^3     sub-blocks__  

2) Scalability:
 (try to identify bottlenecks and when possible, support your statements with diagrams, charts, etc...)



______Here is the speedups changing with the number of processes. The two lines are donated two 
different cases. We can obtain a approximately linear change.  _  Our algorithm has good scalability.  _   
Here is the speedups changing with the number of processes. The two lines are donated two different 
cases. We can obtain a approximately linear change._So our algorithm has good scalability._Here we 
divide the matrices 54*54*54     in two cases into 2^3     and 6^3     sub-blocks respectively which means we   
divide each dimension of a matrix into 2, 6 slices._________________________________________
_______________________________________________________________________________

3) Usability:
 (assess Tianhe-1A system environment, pros & cons, ease of compiling/running/monitoring apps, 
system interface, VPN & latency issues, user support service, documentation etc...)
______  Tianhe-1A system environment has good stability and perfect performance. The compiling and   
running environments our algorithms used are all supported. And the networking environment is also 
great.  The  data  transfer  within  nodes  is  fast  enough  that  it  takes  little 
time.  ______  ________________________________________

From a scientific point of view, sum up the results and main achievements obtained in Tianhe-1A by 
your activity:
______We know that our parallel algorithm has good scalability in MPP environment. And scientists 
can  use  our  algorithm  to  accelerate  3PCF  and  obtain  a  higher 
accuracy.  ______  ________________________________________________________________
_______________________________________________________________________________

10- Additional comments

Please use the following space to make any comments you consider relevant to this study:
______  .  ________________
_______________________________________________________________________________



SCC-Computing WP3 questionnaire
1- Survey overview

Work  package  3  of  the  SCC-Computing project,  “Tianhe-1A challenge  with  complex  computing 
tasks”, covers activities of monitoring and assessment, where a number of computing tasks are to be 
prepared for Tianhe-1A and see if any opportunities can be identified by exposing the limitations from 
both application and computing points of view.
This questionnaire is targeted to task leaders & real users executing the applications on the system. Its 
aim is to gather all the necessary information to produce the deliverable D3.1, “Assessment results 
and forum discussion report”.
One form must be filled out for each task/application.

2- SCC-Computing WP3 task

To which WP3 task does your activity correspond to? (select one):
• T3.1 Spin glass models
• T3.2 Molecular dynamics
• T3.3 3D & lossless video compression
• T3.4 Telescope observation and data set modelling
• T3.5 Bioinformatics processing
• Other (please specify):

___  T3.5 Bioinformatics processing   ___  __________________________________________

3- Research team

Team leader name: ___   Xiangfei  _  Meng   _  ___________
Team leader institution: _  National Supercomputing Center in Tianjin  _                    
Team leader e-mail: ____  mengxf@nscc-tj.gov.cn  ___  ______          ____________
Other researchers involved in this task (name, institution and e-mail):
Xiaodong Jian, National Supercomputing Center in Tianjin, jianxd@nsc-tj.gov.cn 

4- Application description

Name of the code: ______   NAMD           _______________
Short description: NAMD is a molecular dynamics program designed for high-performance simula-
tion of large biomolecular systems. TH-1A, installed in National Supercomputer Center in Tianjin, is 
the first petaflops supercomputer of China. We test performance of two biomolecular systems of 
NAMD respectively on TH-1A in this study: one is STMV simulation with 1,066,628 atoms and the 
other is ApoA1 with 92,222 atoms. _
License (select one): open source / proprietary / other: _open source     
Project URL (if any): ____________________________________________________________
Scientific area (select one):

• Astronomy, Space and Earth Sciences
• Biomedicine and Health Sciences
• Physics and Engineering
• Chemistry and Material Science and Technology
    Biomedicine and Health Sciences      

http://www.scc-computing.eu/


5- Software stack

List of compilers, numerical libraries and other dependencies required by the application:
_  Intel icc Inter ifort Intel MKL  _  _____
MPI implementation and version of standard used (if any):
 __  Charmm++  & TH-MPI  _  __________________________________________________
OpenMP implementation and version of standard used (if any):
 ________________________________________________________________________
GPU framework used (CUDA/OpenCL...) (if any): _  cuda  ____________________________

6- Application profile

Parallel profile of your code (choose one): fine-grained / coarse-grained / embarrassingly parallel
Number of CPU cores used for each job: _ 1024        __  
Number of GPUs used for each job: _      ___
Average job duration (hours): _  48        ___
Number of jobs submitted (approx.): __  10      __
Scratch space used for each job (GBs): _  100  ___
Total disk space used by your activity (GBs): __  1024      __
In case your code uses hybrid parallelization or any other kind of multi-level parallelization, please 
explain here:
_______________________________________________________________________________
_______________________________________________________________________________
_______________________________________________________________________________

7- Resources granted

For each partition you had access on Tianhe-1A, please specify:
  Partition name: ___TH_NET_______________
  Partition features (max number of CPUs & GPUs available): 
  ___ __  1024 CPU cores  ___  ___________             __
  How long you had access to the partition? (days): __

Total CPU hours consumed by your activity(“accounting”) (if unknown, please give an estimation): 
_  1 million  __  _____
Total disk quota assigned (GBs): _1024___

8- Activity objectives

Summarize the calculations you plan to do in Tianhe-1A and the main goals you expect to achieve, 
from a scientific point of view, through the simulations executed under this activity:

Although the STMV crystal structure has revealed a great deal of information about STMV, some 
unresolved questions remain regarding this virus.     By simulating STMV, the results will help to better   
understand the STMV possible assembly channel and decomposition   process  .

Summarize  the  main  goals  you expect  to  achieve,  from a computing  point  of  view,  through the 
simulations executed under this activity:

In the project  ,    We test NAMD performance on TH-1A   with STMV   biomolecular systems  .   With   
the  high-speed  interconnected  communication  and  powerful  computing  capabilities  of  TH-1A 
supercomputer,  NAMD program can  scale  up  to  10,240 cores  and  achieve  a  very good  parallel 



efficiency and scalability. 

9- Assessment

From a computing point of view, make an assessment of the results obtained in Tianhe-1A by your 
activity, in terms of the following aspects:

1) Performance:
 (when possible, support your statements with diagrams, charts, comparisons with the results in other 
HPC systems etc...)

Figure  1   shows the simulate-time-per-day of STMV up to 10,240 cores on TH-1A. The results   
illustrate that TH-1A can simulate million-atom system with tens of thousands of cores and can 
simulate million-atom system for about 20ns per day.

Fig. 1. The performace on TH-1A

2) Scalability:
 (try to identify bottlenecks and when possible, support your statements with diagrams, charts, etc...)

From Table  1  we  know  that  the  parallel  efficiency  and  scalability  of  NAMD  have  a  close 
relationship  with  the  length  of  simulation  time.  The  result  indicates  that  as  the  simulation  time 
increases,  the  parallel  efficiency correspondingly increases  on  TH-1A.  When the  simulation  time 
reaches 5ns, the efficiency is 93.80%, 86.47%, 79.91% in 2048, 3072, 4096 cores, respectively.

Table 1.  The scalability and parallel efficiency at different simulation time

1024 2048 3072 4096 6144 8192 10240

5ps 100% 63.10% 45.56% 35.50% 22.29% 16.90% 12.61%
50ps 100% 87.18% 71.21% 68.90% 42.02% 31.37% 24.36%

500ps 100% 90.28% 84.28% 77.38% 54.86% 38 .12% 29.09%
5ns 100% 93.80% 86.47% 79.91% 56.66% 42.87% 31.54%

3) Usability:
 (assess Tianhe-1A system environment, pros & cons, ease of compiling/running/monitoring apps, 
system interface, VPN & latency issues, user support service, documentation etc...)

Tianhe-1A system environment   is very good, We are easy to operate and use. If it can continue to   
improve the bandwidth of the network access, so much the better. 
VPN is also very easy to use  .Besides,  Tianhe-1A   has a good user technical support team and a detailed   
user manual 



From a scientific point of view, sum up the results and main achievements obtained in Tianhe-1A by 
your activity:

In most cases, with the increase of the number of cores, speedup doesn’t always exist and the 
parallel  efficiency will  become more and more low, but TH-1A can keep up with higher parallel 
efficiency and speedup.

Several reasons have contributed to the result. 1) Communication network: TH-1A using a self-
intellectual high performance interconnection system with bi-directional bandwidth 160Gbps and the 
latency 1.57µs, which helps to improve the parallel efficiency. 2) Optimization technology: we use a 
lot of compiling optimization technology to improve NAMD running performance on TH-1A. 3) TH-
1A MPI and Charm++ parallel libraries provide better productivity: Charm++ play an important role 
to load balancing, NAMD is built on the Charm++ execution and runtime framework, which is being 
built on TH-1A MPI libraries. TH-1A MPI can provide higher performance over other MPI. 

10- Additional comments

Please use the following space to make any comments you consider relevant to this study:
According to the results of our tests,  we can simulate large biomolecular systems, and these 

systems always maintain a good parallel efficiency on the petaflops supercomputer TH-1A.


