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Abstract 

This document presents the LIGHTNESS Data Centre Network (DCN) architecture that aims at addressing the 

requirements and challenges coming from the emerging data centre and cloud distributed applications, 

mainly in terms of ultra-high bandwidth, high performance, flexibility, scalability, programmability and low-

complexity. 

The main goal of LIGHTNESS is the development of an advanced and scalable data centre network 

architecture for ultra-high bandwidth, low-latency, dynamic and on-demand network connectivity that 

integrates Optical Circuit Switching and Optical Packet Switching technologies inside the data centre. On top 

of this hybrid optical DCN, an enhanced network control plane is conceived to support dynamic and on-

demand procedures to provision, monitor and optimize the data centre network resources. 

This document presents the proposed DCN architecture by focusing on the functional specification at both 

data plane and control plane layers, also providing a description of their architecture models, procedures and 

interfaces. 

 

 

  



 

3 

 

Table of Contents 

0. Executive Summary 7 

1. Introduction 8 

1.1. Motivation and scope 8 

1.2. Structure of the document 9 

2. Current solutions and LIGHTNESS innovation 10 

2.1. Current Data Centre Network architectures 10 

2.2. LIGHTNESS use cases 13 

2.2.1. Data Centre Network Self-Optimization 14 

2.2.2. Data Centre Service Continuity and Recovery 16 

2.2.3. Scheduled Content Replication for High-availability and Disaster Recovery 18 

2.3. LIGHTNESS reference architectural model 19 

3. Requirements for intra data centre network architecture 22 

3.1. Application requirements 23 

3.2. Control plane requirements 29 

3.3. Data Plane requirements 34 

4. LIGHTNESS data plane functional specification 39 

4.1. TOR switch architecture 39 

4.2. OPS switch design 41 

4.3. OCS switch design 43 

4.3.1. Existing OCS architectures 43 

4.3.2. Proposed Architecture on Demand OCS Node 45 

5. LIGHTNESS control plane functional specification 47 

5.1. Potential control plane approaches for intra-DC networks 47 

5.1.1. Distributed GMPLS/PCE approach 48 

5.1.2. Centralized SDN approach 50 

5.1.3. GMPLS/PCE vs. SDN: a qualitative comparison 52 

5.2. LIGHTNESS control plane solution 53 

5.2.1. Functionalities offered by the LIGHTNESS control plane 58 

6. DCN architectures benchmarking 60 

6.1. Overview of the simulators 60 

6.1.1. Dimemas model 60 

6.1.2. Dimemas configuration 62 



 

4 

 

6.2. Simulation setup 62 

6.3. Preliminary simulation results 65 

6.3.1. Validation of the model 65 

6.3.2. Results 65 

6.4. Fine-grained simulation roadmap 72 

7. Conclusions 74 

8. References 75 

9. Acronyms 78 

 

 

  



 

5 

 

Figure Summary 

Figure 2.1 Traditional data centre network architecture .................................................................................... 11 
Figure 2.2 Cisco GCI 2012: a) 2011-2016 DC traffic growth, b) DC traffic by destination (Source: 

www.cisco.com) .......................................................................................................................................... 12 
Figure 2.3: Overall LIGHTNESS DCN architecture ................................................................................................ 20 
Figure 4.1: Hybrid ToR Switch hardware Platform .............................................................................................. 40 
Figure 4.2: FPGA-based Design Architecture ....................................................................................................... 40 
Figure 4.3 OPS switch architecture: Block diagram ............................................................................................. 42 
Figure 4.4 Illustration of Broadcast and Select OCS architecture. ...................................................................... 43 
Figure 4.5 Spectrum routing OCS architecture .................................................................................................... 44 
Figure 4.6 Switch and Select architecture ........................................................................................................... 44 
Figure 4.7 Architecture on Demand node. .......................................................................................................... 45 
Figure 4.8 (a) Interconnection of intra and inter-cluster TOR switches and OPS using AoD-based OCS, (b) 

Example on-demand topology with multiple TOR switches. ...................................................................... 45 
Figure 5.1: GMPLS/PCE approach for LIGHTNESS unified control plane ............................................................. 48 
Figure 5.2: GMPLS over OPS: An overlay approach ............................................................................................. 49 
Figure 5.3: SDN approach for the LIGHTNESS unified control plane ................................................................... 51 
Figure 5.4 SDN based control plane solution adopted in LIGHTNESS ................................................................. 54 
Figure 5.5 LIGHTNESS control plane positioning in cloud service orchestration architecture............................ 58 
Figure 6.1: Dimemas model – A machine composed of several nodes ............................................................... 61 
Figure 6.2: MILC traces, as shown in Paraver: real run (top) and predicted run on MareNostrum (bottom) .... 65 
Figure 6.3:DT benchmark – black-hole graph with 21 nodes .............................................................................. 66 
Figure 6.4:DT – increasing number of tasks, T .................................................................................................... 67 
Figure 6.5:HYDRO – increasing number of tasks, T ............................................................................................. 68 
Figure 6.6: PTRANS – increasing number of tasks, T ........................................................................................... 68 
Figure 6.7: MILC – increasing number of tasks, T ................................................................................................ 69 
Figure 6.8:Latency and bandwidth – increasing number of tasks, T ................................................................... 69 
Figure 6.9:DT – 85 tasks mapped to an increasing number of nodes, N ............................................................. 70 
Figure 6.10: HYDRO – 128 tasks mapped to an increasing number of nodes, N ................................................ 70 
Figure 6.11:PTRANS – 128 tasks mapped to an increasing number of nodes, N ................................................ 71 
Figure 6.12:MILC – 128 tasks mapped to an increasing number of nodes, N ..................................................... 71 
Figure 6.13:Latency and bandwidth – 128 tasks mapped to an increasing number of nodes, N ....................... 72 
Figure 6.14Roadmap of the simulation framework ............................................................................................ 73 

 

  



 

6 

 

Table Summary 

Table 2.1 Summary of DCN optical architectures ................................................................................................ 13 
Table 2.2 Template LIGHTNESS use cases ........................................................................................................... 13 
Table 2.3 UC#1: Data Centre Network Self-Optimization ................................................................................... 15 
Table 2.4 UC#2: Data Centre Service Continuity and Recovery .......................................................................... 17 
Table 2.5 UC#3: Scheduled Content Replication for High-availability and Disaster Recovery ............................ 19 
Table 3.1 Severity levels for LIGHTNESS requirements. ...................................................................................... 23 
Table 3.2 LIGHTNESS requirements description template. ................................................................................. 23 
Table 3.3 Application-01: Automated service provisioning ................................................................................ 24 
Table 3.4 Application-02: Service constraints and characteristics invariant ....................................................... 24 
Table 3.5 Application-03: Service provisioning scheduling ................................................................................. 25 
Table 3.6 Application-04: Dynamic service adaptation ....................................................................................... 25 
Table 3.7 Application-05: Dynamic service adaptation options .......................................................................... 26 
Table 3.8 Application-06: Automated service de-provisioning ........................................................................... 26 
Table 3.9 Application-07: Data centre network resources discovery ................................................................. 27 
Table 3.10 Application-08: Service accounting ................................................................................................... 27 
Table 3.11 Application-09: HPC Latency .............................................................................................................. 28 
Table 3.12 Application-10: HPC Bandwidth ......................................................................................................... 28 
Table 3.13 Application-11: Collective support .................................................................................................... 29 
Table 3.14 Control-01: Dynamic on-demand network connectivity ................................................................... 29 
Table 3.15 Control-02: Support and integration of multiple optical switching technologies ............................. 30 
Table 3.16 Control-03: Scheduled connectivity services ..................................................................................... 30 
Table 3.17 Control-04: Dynamic on-demand network connectivity modification .............................................. 31 
Table 3.18 Control-05: Optimization of resource utilization ............................................................................... 31 
Table 3.19 Control-06: Dynamic re-optimization of network services ................................................................ 32 
Table 3.20 Control-07: Control plane scalability ................................................................................................. 32 
Table 3.21 Control-08: Network connectivity service recovery .......................................................................... 33 
Table 3.22 Control-09: Monitoring ...................................................................................................................... 33 
Table 3.23 Control-10: Inter data centre connectivity services .......................................................................... 34 
Table 3.24 Data plane-01: Data rate OPS and OCS .............................................................................................. 35 
Table 3.25 Data plane-02: Interfaces between OPS/TOR.................................................................................... 35 
Table 3.26 Data plane-03: Interfaces between OCS/TOR ................................................................................... 36 
Table 3.27 Data plane-04: Port count of OPS and OCS ....................................................................................... 36 
Table 3.28 Data plane-05: Latency ...................................................................................................................... 37 
Table 3.29 Data plane-06: Reconfiguration time ................................................................................................ 37 
Table 3.30 Data plane-07: Non-blocking network ............................................................................................... 38 
Table 5.1: GMPLS/PCE and SDN: A qualitative comparison ................................................................................ 52 
Table 5.2 SDN based control plane features and benefits .................................................................................. 55 
Table 5.3 SDN based control plane interfaces ..................................................................................................... 56 
Table 5.4 LIGHTNESS control plane functionalities: high-level description ........................................................ 59 
Table 6.1: Latency and bandwidth – values averaged over 10 measurements on Marenostrum ...................... 63 
Table 6.2: Parameters for Dimemas configuration files ...................................................................................... 64 

 



 

7 
 

0. Executive Summary 

Data centre and cloud service operators are at the crucial point to innovate their infrastructures in order to 

face the challenges arising from the emerging applications and services they provide. Legacy multi-tier Data 

Centre Network (DCN) architectures are unable to provide the flexibility, scalability, programmability and low-

complexity that are required to delivery new applications and services in an efficient and cost-effective way, 

while matching their requirements.  

The main aim of this deliverable is the design of the DCN architecture in future data centres. To properly 

identify functional requirements for data and control plane and to provide inputs for the architectural choices, 

a set of use cases for future data centres has been firstly defined.  

Regarding the DCN data plane, LIGHTNESS relies on all-optical technologies to overcome the performance 

limitations of current hierarchical infrastructures; the combination of both optical circuit (OCS) and optical 

packet switching (OPS) has been identified as the proper technological solution to provide ultra-high 

bandwidth, low latency and scalable connectivity services among servers. In particular, OCS nodes support 

long-lived traffic flows while OPS nodes support short-lived flows. As part of the DCN data plane, a novel 

design of the Top of the Rack (TOR) switch properly interfaced with both OCS and OPS nodes is also proposed. 

The LIGHTNESS DCN architecture is complemented with a unified control plane to implement automated 

procedures for the setup, monitoring, recovery and optimization of the network connections, in line with the 

requirements of the provisioned IT services and applications. A comparative analysis among control plane 

solutions has been performed in order to select the technology able to support the hybrid data plane and to 

provide the identified requirements. Software Defined Networking (SDN) control framework has been finally 

identified as the most promising solution to implement the LIGHTNESS control plane solutions; the functional 

modules and interfaces has been designed as part of the unified control plane. 

Finally, to preliminarily evaluate the performance of the LIGHTNESS DCN architecture, the results of a 

simulation study carried out to on top of the MareNostrum HPC infrastructure implemented at Barcelona 

Supercomputing Centre are also reported. For this evaluation, different types of interconnect networks have 

been considered, namely, a) the MareNostrum physical interconnect network, b) an interconnect network 

based on the LIGHTNESS OPS switch, c) an ideal interconnect network where all bandwidths are considered as 

infinite. 
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1. Introduction 

1.1. Motivation and scope 

Today, traditional internet and telecom data centres are facing the rapid development of ICT markets, which 

include a broad range of emerging services and applications, such as 3G, multimedia and p2p. In this context, 

next generation data centres are required to provide more powerful IT capabilities, more bandwidth, more 

storage space, slower time to market for new services to be deployed, and most important lower cost. The 

trends of future data centres are towards resource virtualization and cloud computing, with converged IT and 

network resources management to design and implement practicable and easily maintainable data centres 

which fully meet these requirements. 

Next generation data centres are expected to provide high flexibility and scalability, not only in terms of 

computing and storage resource utilization, but also in terms of network infrastructure design and operation, 

including disaster recovery and security functions. In particular, flexibility is critical in today’s data centre 

environments and will be imperative for their businesses in the near future. IT and network demands 

fluctuate depending on the specific deployed services and customer workloads, with different patterns during 

the day (e.g. peaks during business hours), the day of the week (e.g. banks’ Friday paydays) or specific 

business cycles (e.g. streaming of big sports events). Data centres also have to cope with more long-term 

variations such as customers growth and deployment of new IT services. In other words, future data centres 

need to be dynamic environments with flexible IT and network infrastructures to optimize performances and 

resources utilization. The optimization of converged IT and network resources infrastructures will also allow 

next generation data centres to provide business continuity to their customers. 

Focusing on the network infrastructure, the huge amount of highly variable data centre traffic that will be 

generated by the next generation IT services and applications will require data centre network infrastructures 

able to scale up and down without compromising performances or adding complexity. At the same time, 

minimization of end-to-end latency and maximization of bandwidth capacity and throughput will become ever 

more fundamental requirements for future data centre networks. In addition, current static and manual 

management and control functions of data centre networks will need to evolve to more flexible and 

automated solutions to provide high availability and dynamic provisioning of network resources, able to 

efficiently treat failure conditions as well. Moreover, the deployment of optical flat-fabrics inside the data 

centre is also expected to overcome the performance limitations of current layered and hierarchical 

infrastructures, as well as to better accommodate the ever increasing east-west data centre traffic (i.e. server-

to-server) generated by highly distributed cloud applications.  
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LIGHTNESS proposes an advanced and scalable data centre network architecture for ultra-high bandwidth, 

dynamic and on-demand network connectivity that integrates Optical Circuit Switching (OCS) and Optical 

Packet Switching (OPS) technologies inside the data centre. A unified network control plane on top of this 

hybrid optical data centre fabric provides dynamic and flexible procedures to provision and re-configure the 

data centre network resources. This document presents the LIGHTNESS data centre network architecture, 

focusing on data and control plane functional specifications. It also includes some preliminary simulation 

studies for data centre network performance evaluation carried out on the HPC platform implemented at BSC. 

1.2. Structure of the document 

This document is structured as follows. 

Chapter 2 provides a brief description of network architectures currently implemented and deployed by data 

centre operators, focusing on their limitations and identifying potential routes of innovation to be followed in 

the LIGHTNESS research. A set of use cases is also presented and the LIGHTNESS reference architectural 

model provided. 

Chapter 3 describes the requirements identified in LIGHTNESS for intra data centre network architecture. 

Three different requirement categories are presented: Application, Control Plane and Data Plane 

requirements. 

Chapter 4 presents the architecture and functional specification of the LIGHTNESS data plane. In particular, 

the architecture model of TOR, OPS and OCS switches are provided.  

Chapter 5 focuses on the LIGHTNESS control plane. After the description of a set of potential control plane 

approaches for data centre environments, the high-level architecture of the unified network control plane is 

provided, focusing on functionalities, interfaces and support of inter data centre connectivity. 

Chapter 6 provides the results of preliminary simulation activities carried out on the HPC infrastructure 

implemented by BSC for the evaluation of data centre network performances and metrics. 
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2. Current solutions and LIGHTNESS innovation 

This chapter provides an overview of the current data centre network architectures and solutions, briefly 

analyzing their limitations according to emerging requirements of data centre and cloud applications, and 

introducing the steps and actions to be carried out in order to fill the gap and meet such requirements. A set 

of use cases is also provided to motivate the need of a novel data centre network infrastructure based on the 

LIGHTNESS solution and concept. The main purpose is to drive the identification of the main requirements 

coming from the data centre environments and enable the specification of the LIGHTNESS data centre 

network architecture. Finally, the LIGHTNESS reference architectural model is briefly presented as an 

introduction to the next chapters, with focus on data and control plane functional specification. 

2.1. Current Data Centre Network architectures 

Rapid advances in information technology are radically impacting and changing applications and services 

offered by data centre and cloud operators. Cloud computing, server virtualization and highly distributed 

applications are imposing novel data centre network architectures and management frameworks to cope with 

the increasing performance demands bound to heterogeneous and ultra high bandwidth data centre traffic 

flows. As a consequence, this is introducing new network engineering challenges for data centre and cloud 

operators. 

Today, most legacy data centre networks are based on over-provisioned, hierarchical (multi-tier) architecture 

designs (Figure 2.1). A typical data centre network is composed of an access tier, an aggregation tier and a core 

tier. The access tier is commonly composed by low cost Top of the Rack (TOR) Ethernet switches that 

interconnect rack servers and storage devices. On the other hand, the access switches are connected (via 

Ethernet) to a set of expensive aggregation switches, which in turn are connected to a layer of core switches 

which give access to the Internet. Such hierarchical solutions are not suited to accommodate the huge data 

exchanges between servers inside the data centres, which are requiring ultra-large capacity, high throughput, 

very low latencies for parallel and concurrent distributed application tasks. This is mainly because hierarchical 

data centre networks are too complex, costly and rigid for today converged cloud environments: they do not 

scale linearly and when the network expands (due to the increase of the number of servers/racks), additional 

tiers need to be layered on, therefore increasing the number of expensive aggregation switches. 

In addition, hierarchical data centre network architectures also natively affect the performances of emerging 

cloud applications. They were conceived to accommodate conventional client-server (i.e. north-south) traffic 
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that flows in and out of the data centres, to and from clients. On the other hand, they are not suited at all for 

the current bandwidth intensive, delay sensitive distributed traffic flows (i.e. east-west) that dominate the 

modern data centre. Indeed, today data centre workloads are divided into smaller tasks and processed in 

parallel on separate physical or virtual machines: these virtual machines can also migrate from server to 

server in response to changing demands or conditions. Moreover, in a recent study from Cisco [cisco-gci], data 

centre traffic is expected to quadruple in the next few years, reaching 6.6 zettabytes by 2016 (Figure 2.2a). The 

large majority (about 76%, see Figure 2.2b) of the traffic is forecasted to stay within data centres, while the 

rest to leave the data centre network (for either data centre to data centre or data centre to users purposes). 

As a consequence, modern data centres require fundamentally new networking models and architectures to 

cope with these emerging requirements. 

 

Figure 2.1 Traditional data centre network architecture 

 

All these limitations mentioned above highly affect the performances of current data centre network 

infrastructures, and have renewed the research for the introduction of ultra-high bandwidth and low-latency 

optical technologies in the data centre networks. Indeed, harnessing the power of optics promises to enable 

data centre and cloud operators to effectively cope with the forecasted workload growth generated by 

emerging distributed applications and cloud services. In this direction, LIGHTNESS is proposing a flat optical 

data centre network architecture where the combination of OPS and OCS switching technologies promises to 

provide ultra-high throughput, ultra-low latency, and greatly enhanced connectivity, also eliminating the need 

for multiple layers of devices, switch-to-switch interactions, and heterogeneous network protocols. 

TOR TOR TOR TOR TOR TOR

core

aggregation

access
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Figure 2.2 Cisco GCI 2012: a) 2011-2016 DC traffic growth, b) DC traffic by destination (Source: www.cisco.com) 

Optical data plane has drawn dramatic attention recently due to its potential of providing high-bandwidth and 

low latency with a flattened architecture. Helios [helios] and c-Through [cthrough] are the two major 

representatives of hybrid optical/electrical switching networks. Proteus [proteus] is an all-optical architecture 

that is based on Wavelength Selective Switches (WSS) switching modules and Micro Electro-Mechanical 

Systems (MEMS), which use direct optical connections between TOR switches for high-volume connections 

and use multi-hop connections in case of low volume traffic. The architectures of LIONS (previously named as 

DOS) [lions], Petabit [petabit], and IRIS [iris] are all based on Arrayed Waveguide Grating Routers (AWGR) and 

tuneable wavelength converters for the switching. LIONS is based on a single stage AWGR with multiple fast 

tuneable transceivers at each input port. It uses the electrical loopback buffer or optical NACK technologies to 

handle the packet contention. The Petabit and IRIS projects are all based on multistage AWGR switching 

architectures. Petabit adopts a three-stage Clos network, where each stage consists of an array of AWGRs that 

are used for the passive routing of packets. The IRIS three-stage switching network consists of two stages of 

partially blocking space switches and one stage of time switches that contains an array of optical time buffers. 

Both Petabit and IRIS are reconfigurable non-blocking switches. In additional, the 448 x 448 OXC prototype 

and the 270 x 270 OXC with cascaded AWGRs that are bridged by DC (Delivery and Coupling)-switches and 

WDM couplers shows the feasibility of modularizing AWGR switches. Another category is based on 

Semiconductor Optical Amplifier (SOA) devices. The OSMOSIS [osmosis] switch is based on Broadcast-and-

Select (B&S) architecture using couplers, splitters and SOA broadband optical gates. The B&S architecture is 

very power inefficient since the majority of the signal power is broadcasted and blocked. The Bidirectional 

[bidirectional] and Data Vortex [datavortex] are both based on the SOA 2x2 switching elements and are 

connected in a Banyan network. The Bidirectional project uses k-array and n trees to support kn processing 

nodes. The Data Vortex topology is a fully connected, directed graph with terminal symmetry. The major 

advantage of Data Vortex is that the single-packet routing nodes are wholly distributed and require no 

centralized arbitration. 

Architecture Year Elect./Opt. Circuit/Packet Scalability Cap. Limit Prototype 

c-Through 2010 Hybrid Hybrid Low Tx/Rx Yes 

Helios 2010 Hybird Hybrid Low Tx/Rx Yes 

Proteus 2010 All-optical Circuit Medium Tx/Rx Yes 

a) b)
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LIONS 2012 All-optical Packet Medium twc, awgr Yes 

Petabit, IRIS 2010 All-optical Packet Medium twc, awgr No 

Cascaded AWGRs 2013 All-optical Circuit High twc, awgr Yes 

OSMOSIS 2004 All-optical Packet Low soa Yes 

Data Vortex 2006 All-optical Packet Low soa Yes 

Table 2.1 Summary of DCN optical architectures 

2.2. LIGHTNESS use cases 

A set of use cases has been identified to motivate the main concepts implemented in LIGHTNESS. These use 

cases have the main purpose of feeding the identification of both functional and non functional requirements, 

as well as representing a fundamental input for the architectural choices to be done in LIGHTNESS (mainly in 

terms of control and management plane functions). In addition they also provide inputs for the overall 

LIGHTNESS system validation activities to be carried out in the context of WP5. 

The LIGHTNESS use cases are described in the following sub-sections. All of them follow the template 

structure of Table 2.2. 

Use Case 

Number <use case number> 

Name <use case name> 

Description <brief description and rationale of the use case> 

Goals <main achievements of the use case> 

Actors <main actors involved in the use case> 

Innovation <technical innovation of the use case> 

Preconditions <description of the system condition before the use case execution> 

Postconditions <description of the system condition after the use case execution> 

Steps <step-by-step description of the use case execution> 

Picture < figure to visualize the use case > 

Table 2.2 Template LIGHTNESS use cases 
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2.2.1. Data Centre Network Self-Optimization 

Use Case 

Number UC#1 

Name Data Centre Network Self-Optimization 

Actors Data centre operator 

Description 

The data centre operator deploys a data centre infrastructure able to optimize 
network connectivity within the data centre, and automatically change 
configurations to improve the overall efficiency of network resources usage while 
without impacting per-customer performances. The objective of the data centre 
operator is to operate its infrastructure in a cost effective way and with the degree 
of dynamicity required by the cloud services while also delivering and maintaining 
appropriate levels of performance and quality of service. 

Goals 
 Automated optimization of data centre network resource utilization 

 Avoid data centre network resource over-provisioning 

Innovation 

 Provisioning of data centre services with guaranteed level of performance for 
customers and end users 

 Enhanced network monitoring functions for automated computations of data 
centre network resource utilization statistics 

 Mitigation of risks associated to manual re-configurations of complex data 
centre network infrastructures 

Preconditions 

 A set of data centre services, comprising both IT resources (e.g. VMs, storage, 
etc.) and network services for their interconnection, is provisioned by the Data 
centre operator for a set of given customers 

 Statistics for data centre network resources utilization and availability are 
automatically computed and monitored 

Postconditions 
 A subset of the previously established connectivity services are re-configured 

and the overall data centre network resource utilization is optimized 

Steps 

1. The data centre operator provisions a set of services upon requests from 
customers, by configuring IT resources (e.g. VMs, storage, etc.) and the 
associated network connectivity for their interconnection 

2. The status and performance of data centre network resources and provisioned 
network services is actively and continuously monitored 

3. A degradation of performances for a network service is detected (e.g. high 
packet loss, augmented latency, etc.), for instance due to new services 
provisioned in the data centre which unexpectedly cause congestion in the 
data centre network 

4. A self-optimization of the data centre network is computed, with the aim of re-
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configuring network services to restore an efficient data centre network 
resource utilization 

5. A set of network services is automatically re-configured and the data centre 
network utilization and performances are self-optimized 

Picture  

 

A performance degradation is discovered for a network service, e.g. after a new data centre service 
establishment 

 

Data Centre Network resource usage is self-optimized through the automated re-configuration of 
network services 

Table 2.3 UC#1: Data Centre Network Self-Optimization 
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2.2.2. Data Centre Service Continuity and Recovery 

Use Case 

Number UC#2 

Name Data Centre Service Continuity and Recovery 

Actors Data centre operator 

Description 

The Data centre operator provides highly-resilient data centre services to its 
customers and assures them a continuity for the usage of their resources and 
applications. The continuity of data centre services is a fundamental aspect of 
business resilience and recovery which have emerged as top priorities for data 
centre and cloud providers in the recent years. The objective of the Data centre 
operator is to deploy an infrastructure that implements highly efficient automated 
network recovery mechanisms inside the data centre with the aim of limiting the 
scope of human actions to failures and breakdowns fix up. In case of network 
failures that affect data centre services, the associated network connectivity is 
automatically and transparently re-configured. 

Goals 

 Improve and enhance continuity of data centre business and services 

 Reduce the complexity of manual procedures for network recovery inside the 
data centre 

Innovation 

 Dynamic monitoring of data centre network resources 

 Automated re-configuration of network services inside the data centre with 
limited human actions 

 Avoid static data centre management functions 

Preconditions 

 A data centre service, built by a composition of IT resources (e.g. VMs, storage, 
etc.) and network services that interconnect them, is provisioned by the Data 
centre operator for a given customer 

 A network failure condition that affects such service occurs in the data centre 
network fabric 

Postconditions 

 The data centre network services affected by the network failure are 
automatically re-configured. The new network connectivity still meet the 
quality of service requirements of the original data centre service 

 The data centre operator is able to fix up the failure condition without 
affecting any running service inside the data centre 

Steps 

1. The data centre operator provisions a service for a given customer, by 
allocating a set of IT resources (e.g. VMs, storage, etc.) in the data centre and 
configuring the associated network connectivity to interconnect them and 
guarantee the requested quality of service 

2. During the service lifetime, a network failure condition occurs affecting a set of 
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network resources involved in the data centre service. The network failure is 
automatically detected through the monitoring system. 

3. The connectivity services affected by the failure are automatically re-
configured. The new network services do not use anymore the failed resources 
in the data centre, and the QoS performances of the original connectivity are 
maintained in the new service. 

4. The data centre operator can proceed with the offline investigation and fixing 
of the failure condition (i.e. with human actions if necessary) 

5. Once the network failure is fixed, the resources are again available to be used 
by other data centre services 

Picture  

Network failure affects a network service associated to a customer data centre application 

 

The network service is automatically re-configured with a new resource allocation 

Table 2.4 UC#2: Data Centre Service Continuity and Recovery 
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2.2.3. Scheduled Content Replication for High-availability and 

Disaster Recovery 

Use Case 

Number UC#3 

Name Scheduled Content Replication for High-availability and Disaster Recovery 

Actors Data centre operator 

Description 

The data centre operator wants to schedule connectivity services inside the data 
centre to accommodate traffic for data replication associated to special applications. 
Either periodical or single content replications may be performed. The selection of the 
destination server/rack in charge of the data centre operator is out of the scope of 
this use case. The objective of the data centre operator is to provide high-availability 
of specific data centre contents (e.g. VMs, databases, etc.) related to particular 
applications or customers. As an example, for customers like Content Delivery 
Network (CDN) service providers, the data centre operator may want to offer 
dedicated data replication and synchronization services (on multiple servers/racks) to 
overcome potential disaster conditions (such as a server or rack breakdown or 
outage), while efficiently utilizing the data centre network resources and not affecting  
performances of other installed network services.  

Goals 

 Improve the resiliency capabilities of the overall data centre infrastructure  

 High-availability for data centre applications with critical data 

 Ease the procedures for recovery from disaster conditions such as server or racks 
breakdown 

Innovation 

 Automated configuration of network services inside the data centre for scheduled 
events 

 Efficient combination, integration and shared resource usage of scheduled and on-
demand data centre network connectivity services 

Preconditions 

 A data centre service for applications with critical data, composed by the 
allocation of IT resources (e.g. VMs, storage, etc.) and network services to 
interconnect them, is provisioned by the data centre operator 

 The data centre operator schedules the replication of a set of contents for this 
established data centre service (e.g. a storage resource) 

Postconditions 

 The scheduled network connectivity service has been automatically setup and torn 
down at the requested time, and the critical content is replicated inside the data 
centre 

Steps 

1. The data centre operator configures its infrastructure to accommodate 
applications with critical data (e.g. for CDN customers), allocating a set of IT 
resources (e.g. VMs, storage, etc.) in the data centre and provisioning suitable 
network connectivity services to interconnect them and guarantee the requested 
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quality of service 

2. The data centre operator decides to schedule the replication of a certain critical 
content (e.g. a storage resource) for the established data centre service, with 
specific time constraints (e.g. start time and duration) and end-points (i.e. source 
and destination server/rack) 

3. At the given time the network connectivity service is automatically provisioned in 
the data centre network with optimal and efficient resource allocation: the critical 
content replication can be performed 

4. After the pre-determined duration time, the scheduled connectivity service is 
automatically torn down and the freed network resources are again available for 
other purposes and applications  

5. The creation and deletion of scheduled services for critical data replication could 
also be set as periodic (e.g. on a daily basis) by the data centre operator, 
depending on the requirements of the given data centre applications 

Picture  

 

Table 2.5 UC#3: Scheduled Content Replication for High-availability and Disaster Recovery 

 

2.3. LIGHTNESS reference architectural model 

Figure 2.3 reports the picture of the overall LIGHTNESS Data Centre Network (DCN) architecture, including the 

optical technology-based data plane, the unified control plane (with potential network applications running 

on top of it) and the DC management and cloud orchestration functions . 

In the DC environment, applications generating long-lived data flows among servers coexist with applications 

exchanging short-lived data flows with tight latency requirements.  

With regards to the DCN data plane, employing a single optical switching technology to handle both long-lived 

and short-lived traffic would result in a complex trade-off among scalability, throughput, latency and QoS 

figures (e.g., packet losses). As a consequence, LIGHTNESS DCN data plane relies on a flattened architecture 

integrating both Optical Packet Switching (OPS) and Optical Circuit Switching (OCS) technologies. This 
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flattened network infrastructure overcomes the disadvantages of current hierarchical (multi-tier) data centre 

networks. More specifically, the OPS switches are employed for switching short-lived packet flows in order to 

target low latency flow requirements; conversely, OCS switches handle long-lived data flows. Computing 

servers are interconnected to the hybrid OPS/OCS DCN via the TOR switch, which performs traffic aggregation 

and application-aware classification to either short- or long-lived traffic. OPS and OCS switches are also 

connected to a dedicated intra to inter DC network interface responsible to connect the given DCN to metro 

or core network domains for inter-DC connectivity when required. 

 

 

Figure 2.3: Overall LIGHTNESS DCN architecture 

The LIGHTNESS DCN architecture comprises a unified network control plane, whose aim is to overcome the 

limitations of current DCN management and control solutions. The control plane interacts with the data plane 

switches through the southbound interfaces in order to perform the proper configuration and monitoring of 

the data plane switches. 

Basically, the unified control plane implements automated mechanisms and procedures for the dynamic setup, 

recovery and (re-)optimization  of high-capacity and high-scalable connectivity services, encompassing the 

diverse data plane optical technologies, in order to match the QoS requirements of cloud services and 

applications. The control plane is also in charge of collecting the information gathered from the data plane 

switches for network resources monitoring purposes in order, for example, to quickly react to failure events. 

The control plane interacts through the northbound interface with the DC management, that is responsible 

for requesting the network connectivity services. The northbound interface is also used to expose to the DC 

OPS/OCS ToR

OPS/OCS ToR

OPS/OCS ToR
OPS/OCS ToR

In
tra-in

te
r D

C
 

in
te

rface

OPS node

OCS node

CP-Agent

CP-Agent

CP-Agent
CP-Agent

CP-Agent

CP-Agent

CP-Agent

Southbound Interface

Unified LIGHTNESS Control Plane
Inter-DC CP Interface

D C 
Management 

& 
Orchestration

Northbound Interface

Cloud 
Management 

System

Network 
applications

Northbound APIs



 

21 

 

management the current status of the DCN resources. In this way, a joint optimisation or orchestration can be 

performed by the DC management, taking into account both the application requirements and the DCN status 

and performances.  
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3. Requirements for intra data centre network 
architecture 

This chapter provides the requirements for the LIGHTNESS data centre network architecture: in particular the 

needs of data centres, cloud services and applications are analyzed and the related functionalities expected 

by the network control plane and hybrid OPS/OCS data plane are detailed. Three types of requirement have 

been identified and are described in the following sub-sections: application requirements, control plane 

requirements and data plane requirements. All of them derive from the architectural discussions and 

agreements that took place in the context of the WP2 activities.  

All the LIGHTNESS requirements reported in this chapter are classified in two main groups, i.e. functional and 

non functional. Functional requirements refer to what the LIGHTNESS architecture must do and support, or 

the actions it needs to perform to satisfy some specific needs in the data centre environment. On the other 

hand, non functional requirements are related to system properties such as performance, reliability, usability 

or operating environment. This latter type of requirements does not affect the basic functionalities of the 

LIGHTNESS system. 

In addition, the LIGHTNESS requirements are classified considering three different severity levels, as explained 

in Table 3.1. 

 

Severity Level Description 

Essential 
It identifies those requirements related to mandatory functionalities to 

be supported by the LIGHTNESS system. 

Preferred 

If these type of requirements are not met, the LIGHTNESS system is still 

able to operate but providing a reduced set of functionalities. The 

fundamental system functions are therefore not affected if the system 

does not fully meet the preferred requirements. 

Nice-to-have It is used for optional requirements. When these requirements are not 

met, the LIGHTNESS system is not affected at all in its fundamental 
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operation. If the nice to have requirements are met, the system is able 

to support additional and not essential features and functions. 

Table 3.1 Severity levels for LIGHTNESS requirements. 

 

Table 3.2 shows the template for the description of the LIGHTNESS data centre network architecture 

requirements. All the requirements provided in the following sub-sections (either application, or control plane, 

or data plane ones) follow this template for sake of uniformity. 

Req. No. <Application/Control/Data>-xx 

Name <requirement name> 

Description <requirement short description> 

Rationale <requirement rationale and short consideration on the overall LIGHTNESS system> 

Success Criteria <description of the fit criterion to verify that the requirement is met> 

Type <Functional/Non-Functional> 

Severity <Essential/Preferred/Nice-to-have> 

Table 3.2 LIGHTNESS requirements description template. 

3.1. Application requirements 

Data centres are currently the largest closed loop systems in IT and networking worlds, continuously growing 

toward multi-million node clouds. Data centre operators manage and control converged IT and network 

infrastructures to offer a broad range of services and applications to their customers. In this context, data 

centre and cloud service sites are commonly interconnected to customer sites by means of some connectivity 

services, to let each customer have access to its resources in the data centre. This is commonly achieved by 

data centre operators either by offering directly such services to the customers, or by relying on third party 

services (e.g. offered by network operators). Intra, inter and user to data centre network connectivity services 

need therefore to be combined and orchestrated to be used by the data centre and cloud applications. In 

other words, what data centre and cloud operators expect from future data centre infrastructures is a 

converged ecosystem where storage, computing and network resources can be seamlessly managed and 

controlled, enabling highly flexible, on-demand and dynamic operation of the whole data centre system. 

The following tables provide a set of requirements for the network connectivity services to be supported by 

the LIGHTNESS architecture and imposed by data centre and cloud services and applications. 
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Req. No. Application-01 

Name Automated service provisioning 

Description 

The LIGHTNESS system must provide procedures and mechanisms to setup 

network connectivity services in the data centre network on-demand and 

without any human action for network resource provisioning. 

Rationale 

Non-static and flexible data centre network connectivity provisioning 

mechanisms are still not widely deployed in the data centre environment. The 

automatic service provisioning allows data centre and cloud providers to 

improve the time-to-market of their services and applications by reducing the 

overhead for network configuration. 

Success Criteria 

Upon a received request for a network service setup , the LIGHTNESS system is 

able to automatically provision the service and configure accordingly the data 

centre network. 

Type Functional 

Severity Essential 

Table 3.3 Application-01: Automated service provisioning 

 

Req. No. Application-02 

Name Service constraints and characteristics invariant 

Description 

The LIGHTNESS system must assure that the requested network service 

performances and constraints (e.g. in terms of quality of service) have to be met 

at any stage during the whole service lifetime. 

Rationale 

When current data centre networks are under congestion, the quality of service 

and the user experience degrade due to the lack of system intelligence. By 

assuring an invariant quality of the provisioned service through automated 

monitoring and optimization procedures, the LIGHTNESS system is expected to 

encompass the limitations of current data centre infrastructures. 

Success Criteria 
The network services provisioned by the LIGHTNESS system meet the defined 

constraints and performance during the entire lifetime. 

Type Non Functional 

Severity Essential 

Table 3.4 Application-02: Service constraints and characteristics invariant 
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Req. No. Application-03 

Name Service provisioning scheduling 

Description 

According to the specific data centre applications needs regarding timing, the 

LIGHTNESS system must provision either immediately (i.e. on demand) or in a 

planned schedule (i.e. advance reservation) the network connectivity service. 

Rationale 

The ability to schedule the provisioning of data centre network resources is 

essential for any data centre and cloud operator business, since it allows to 

improve the sharing capabilities of their infrastructure and therefore to enhance 

their revenues as well as efficiently plan periodical maintenance actions. In 

addition, this eases the application of pay-per-use resource usage accounting 

schemas. 

Success Criteria 
The provisioning of network connectivity takes place according either to the 

planned schedule or immediately. 

Type Functional 

Severity Essential 

Table 3.5 Application-03: Service provisioning scheduling 

 

Req. No. Application-04 

Name Dynamic service adaptation 

Description 

LIGHTNESS should support the dynamic and transparent adaptation of network 

services according to changed data centre application demands (e.g. in terms of 

bandwidth, latency, etc.). 

Rationale 

Dynamic up and down scaling of connectivity services represents a key point of 

innovation for data centre and cloud applications; it is driven by the 

continuously growing demand for cloud based solutions that natively need a 

dynamic usage of resources. Therefore this represents an essential selling point 

of the LIGHTNESS system. 

Success Criteria 
The LIGHTNESS system is able to adapt network services characteristics and 

performance according to dynamic application requirements. 

Type Functional 

Severity Preferred 

Table 3.6 Application-04: Dynamic service adaptation 
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Req. No. Application-05 

Name Dynamic service adaptation options 

Description 

The LIGHTNESS system should be able to provide a set of options (in the 

provisioning request phase) for dynamic adaptation of network services inside 

the data centre (e.g. amount of bandwidth to be upscaled/downscaled, 

maximum fluctuation of quality of service parameters, etc). 

Rationale 

Offering a set of dynamic adaptation options during the provisioning phase 

allows data centre and cloud operators to differentiate their product portfolio, 

providing heterogeneous per-user solutions and accounting types depending on 

the customer needs.  

Success Criteria 

The LIGHTNESS system offers a network service provisioning interface that 

allows to select among different options for dynamic adaptation of the service 

performances and characteristics. 

Type Functional 

Severity Nice-to-have 

Table 3.7 Application-05: Dynamic service adaptation options 

 

Req. No. Application-06 

Name Automated service de-provisioning 

Description 
The LIGHTNESS system must provide procedures and mechanisms to on-demand 

teardown network services in the data centre in a consistent and efficient way. 

Rationale 

Data centre and cloud providers aim at using their heterogeneous resources as 

efficiently as possible: their interest is therefore focused in releasing and freeing 

resources (for other customers usage) as soon as they are no more used by data 

centre applications. 

Success Criteria 
The LIGHTNESS system releases the network resources and they are no longer 

available for the given application 

Type Functional 

Severity Essential 

Table 3.8 Application-06: Automated service de-provisioning 
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Req. No. Application-07 

Name Data centre network resources discovery 

Description 

The LIGHTNESS system should provide network resource discovery mechanisms to 

ease the provisioning of new services and applications as well as their dynamic 

modification. 

Rationale 

The discovery of potentially available data centre network resources (i.e. in terms 

of status and capabilities) allows to better define new data centre services and 

applications requirements in terms of network performances and characteristics.  

Success Criteria 
Data centre network resources are exposed by the LIGHTNESS system through a 

dedicated interface. 

Type Functional 

Severity Preferred 

Table 3.9 Application-07: Data centre network resources discovery 

 

Req. No. Application-08 

Name Service accounting 

Description 

The LIGHTNESS system should provide accounting information for the network 

resources involved in data centre services and applications in order to facilitate 

the billing procedures. 

Rationale 

The LIGHTNESS on-demand, flexible and dynamic data centre network resource 

usage concepts are conceived to enable a pay-per-use accounting paradigm and 

let the data centre and cloud operators bills the actual usage of their resources. 

Success Criteria 
The LIGHTNESS system is able to expose data centre network resources 

accounting records. 

Type Functional 

Severity Nice-to-have 

Table 3.10 Application-08: Service accounting 
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Req. No. Application-09 

Name HPC Latency 

Description 
The LIGHTNESS system should provide mechanisms to establish intra data centre 

network services guaranteeing a maximum interconnection network latency. 

Rationale 

This requirements refers to the guarantees for the minimum time that a packet 

takes from any node to any other node in the LIGHTNESS network. The success 

criterion is defined taking into account the latency showed on current HPC 

systems based on electronic switches. 

Success Criteria Network latency below 2 microseconds. 

Type Non-Functional 

Severity Essential 

Table 3.11 Application-09: HPC Latency 

 

Req. No. Application-10 

Name HPC Bandwidth 

Description 
The LIGHTNESS system should provide mechanisms to establish intra data centre 

network services guaranteeing a minimum network bandwidth.  

Rationale 

This requirements refers to the minimum bandwidth to be guaranteed on 

interconnections among any node  in the LIGHTNESS network. The success 

criterion is defined considering the bandwidth showed on current HPC systems 

based on electronic switches. 

Success Criteria Network bandwidth at least 7GB/s 

Type Non-Functional 

Severity Essential 

Table 3.12 Application-10: HPC Bandwidth 

 

Req. No. Application-11 

Name Collective support 

Description 
The LIGHTNESS system should provide mechanisms to support collective 

communications operations such as barrier, multicast, and broadcast. 

Rationale 

HPC applications are often using collectives communication operations besides 

the point-to-point operations. Providing some support to speed up these 

operations is desirable in order to scale up the performance. 
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Table 3.13 Application-11: Collective support 

3.2. Control plane requirements 

This section presents the requirements related to the functionalities to be supported by the LIGHTNESS 

architecture for on-demand, flexible and dynamic connectivity services provisioning inside data centres. In 

particular, the aim of this section is to detail the LIGHTNESS network control plane requirements and feed the 

WP4 activities for control plane architecture and functional decomposition specification. 

The LIGHTNESS network control plane requirements are listed and analyzed in the tables below. 

 

Req. No. Control-01 

Name Dynamic on-demand network connectivity 

Description 

The LIGHTNESS control plane must implement procedures to allocate the network 

resources in the data centre dynamically and on-demand, providing the QoS 

guarantees required by the given data centre application. 

Rationale 

The deployment of a control plane for automated provisioning of data centre 

network resources is itself a key innovation in the data centre environment. The 

LIGHTNESS control plane will provide unidirectional and bidirectional point-to-

point connectivity services, as well as point-to-multipoint connectivity services. 

The unidirectional services are conceived for asymmetric traffic between servers 

in the data centre (i.e. transfer of a large amount of data for replication purposes). 

Bidirectional services are instead used for symmetric traffic between servers.  

Success Criteria Successful dynamic data centre network resource provisioning 

Type Functional 

Severity Essential 

Table 3.14 Control-01: Dynamic on-demand network connectivity 

 

 

 

Success Criteria Switches should provide support  for collective communications in hardware. 

Type Functional 

Severity Preferred 
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Req. No. Control-02 

Name Support and integration of multiple optical switching technologies 

Description 

The LIGHTNESS control plane must operate the hybrid OPS/OCS data centre 

network and provide mechanisms to integrate different optical switching 

technologies in the supported connectivity services. 

Rationale 

The control and operation of multiple optical switching technologies by a single 

and unified control plane entity allows the data centre and cloud operators to 

overcome the complexity and allocate network resources efficiently on their 

infrastructures. 

Success Criteria Successful network resource provisioning in the hybrid OPS/OCS DCN 

Type Functional 

Severity Essential 

Table 3.15 Control-02: Support and integration of multiple optical switching technologies 

 

 

Req. No. Control-03 

Name Scheduled connectivity services 

Description 

The LIGHTNESS control plane must support the scheduling of connectivity service 

provisioning inside the data centre by processing time constraints like service 

start, stop time and duration. 

Rationale 

Advance resource reservation is an important feature for data centre and cloud 

environments since it provides an additional function to efficiently control the 

network resource sharing inside data centres. Its support therefore brings a 

valuable additional function to the LIGHTNESS data centre infrastructure.  

Success Criteria 
Successful reservation of data centre network resources in fixed and pre-

determined time slots 

Type Functional 

Severity Essential 

Table 3.16 Control-03: Scheduled connectivity services 
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Req. No. Control-04 

Name Dynamic on-demand network connectivity modification 

Description 

The LIGHTNESS control plane should implement dedicated mechanisms for 

dynamic modification of pre-established network connectivity services with the 

aim of adapting them to dynamically changed requirements of data centre and 

cloud applications. 

Rationale 

The dynamic connectivity  modification is a key concept for data centre and cloud 

environment and allows the LIGHTNESS data centre infrastructure to support the 

dynamicity and flexibility of emerging distributed data centre services and 

applications. 

Success Criteria Successful modification of the allocation of the resources involved in a service. 

Type Functional 

Severity Preferred 

Table 3.17 Control-04: Dynamic on-demand network connectivity modification 

 

Req. No. Control-05 

Name Optimization of resource utilization 

Description 

The LIGHTNESS control plane must provide path computation mechanisms and 

procedures to provide a global optimization of network resource utilization inside 

the data centre. 

Rationale 

The deployment of a network control plane in a data centre infrastructure allows 

to define and implement dedicated routing procedures and algoritms to satisfy 

different objective functions (e.g. selection of path with minimum load, or with 

minimun cost, etc.) for network resource optimization. This represents a key point 

in the advance provided by the LIGHTNESS solution with respect to the current 

data centre network management frameworks. 

Success Criteria 

Computation of optimal routes for data centre network services taking into 

account constraints and performance requirements associated to the given data 

centre application 

Type Functional 

Severity Essential 

Table 3.18 Control-05: Optimization of resource utilization 
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Req. No. Control-06 

Name Dynamic re-optimization of network services  

Description 

The LIGHTNESS control plane should implement automated procedures to 

dynamically and autonomously re-configure established network services with the 

aim of re-optimizing the usage of resources in the DCN. 

Rationale 

The support of dynamic and automated control plane mechanisms for re-

optimization of the DCN allows data centre and cloud operators to avoid the 

implementation of mostly rigid and static monitoring and modification actions on 

their infrastructures 

Success Criteria 
The LIGHTNESS control plane is able to autonomously trigger the adaptation of 

network services in the DCN to re-optimize the resource usage 

Type Functional 

Severity Nice-to-have 

Table 3.19 Control-06: Dynamic re-optimization of network services 

 

 

Req. No. Control-07 

Name Control plane scalability 

Description 

The LIGHTNESS control plane should scale in terms of number of controlled 

devices and data flows in the DCN, so that the network service provisioning and 

recovery performances are not affected by the dimension of controlled network 

Rationale 

The control plane scalability is a typical requirement in any kind of network 

deployment and infrastructure. This is also valid, and of huge importance, for data 

centre and cloud environments where the number of data flows and connectivity 

services to be handled is extremely high. 

Success Criteria 
Measured in terms of maximum number of controlled devices and concurrent 

network connectivity services to assure a good performance 

Type Non Functional 

Severity Essential 

Table 3.20 Control-07: Control plane scalability 
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Req. No. Control-08 

Name Network connectivity service recovery 

Description 

The LIGHTNESS control plane must provide automated mechanisms and 

procedures to detect and recover failure conditions in established network 

services. 

Rationale 

The automated recovery of network services upon failure conditions is extremely 

important for data centre and cloud applications in order to reduce as much as 

possible the service interruption. In this context both protection and recovery 

strategies are expected to be supported by the LIGHTENSS control plane 

Success Criteria 
The LIGHTNESS control plane provides recovery efficiency and fault tolerance for 

the supported connectivity services 

Type Functional 

Severity Essential 

Table 3.21 Control-08: Network connectivity service recovery 

 

Req. No. Control-09 

Name Monitoring 

Description 

The LIGHTNESS control plane should provide mechanisms to gather monitoring 

information about performances and status of the established network services in 

the DCN. 

Rationale 

The escalation of monitoring information allows data centre management and 

orchestration entities in the upper layers to supervise the behaviour of the data 

centre infrastructure and, when needed, request for service modifications or 

adaptation. 

Success Criteria 
LIGHTNESS control plane able to expose monitoring information to the upper 

layers. 

Type Functional 

Severity Preferred 

Table 3.22 Control-09: Monitoring 
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Req. No. Control-10 

Name Inter data centre connectivity services 

Description 

The LIGHTNESS control plane must support dedicated interfaces to request for 

inter data centre connectivity services, enabling the communication among 

remote data centres. 

Rationale 

Even if today most of the data centre traffic resides inside the data centre (about 

75%), some data centre and cloud applications generates traffic among multiple 

geographically distributed data centres, e.g. to support scheduled virtual machines 

migrations or databases synchronization for disaster recovery purposes. By 

supporting inter data centre connectivity services, the LIGHTNESS architecture 

broadens its support to a wide range of data centre applications. 

Success Criteria The LIGHTNESS connectivity services can span across multiple data centres. 

Type Functional 

Severity Essential 

Table 3.23 Control-10: Inter data centre connectivity services 

3.3. Data Plane requirements 

This section presents the requirements related to the data plane network of the LIGHTNESS data centre. In 

particular, the aim of this section is to detail the LIGHTNESS data plane network requirements and feed the 

WP3 activities for designing and implement the TOR, OPS, OCS and the interfaces as the main building blocks 

of the data plane network.  

The LIGHTNESS data plane network requirements are listed and analyzed in the tables below. 

 

Req. No. Data plane-01 

Name Data rate OPS and OCS 

Description The OPS and OCS should operate at data rates up to 100 Gb/s. 

Rationale 

The OPS and OCS operation at the reported data rates allows the data network to 

handle the traffic loads predicted in the data centres and to optimize the dynamic 

usage of the data centre network resources. 

Success Criteria 
OPS and OCS prototypes in LIGHTNESS operate at the data rates as described in 

the “severity” field. 
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Type Functional 

Severity 

10 Gb/s: Essential 

40 Gb/s: Preferred 

100 Gb/s: Nice-to-have 

Table 3.24 Data plane-01: Data rate OPS and OCS 

 

Req. No. Data plane-02 

Name Interfaces between OPS and TOR 

Description 
The interconnections and communications between OPS and TOR must guarantee 

a given data rate. 

Rationale 
TOR has some interfaces to be connected to OPS for handling flexible and small 

flows for short-live DC traffic. 

Success Criteria 
Interconnection of the TOR and OPS node prototyped in LIGHTNESS operate at the 

data rates as described in the “severity” field. 

Type Functional 

Severity 

10 Gb/s: Essential 

40 Gb/s: Preferred 

100 Gb/s: Nice-to-have 

Table 3.25 Data plane-02: Interfaces between OPS/TOR 

 

 

Req. No. Data plane-03 

Name Interfaces between OCS and TOR 

Description 
The interconnections and communications between OCS and TOR must guarantee 

a given data rate. 

Rationale 
TOR has some interfaces to be connected to OCS for handling static and large 

flows for long-live DC traffic. 

Success Criteria 
Interconnection of the TOR and OCS node prototyped in LIGHTNESS operate at the 

data rates as described in the “severity” field. 

Type Functional 
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Severity 

10 Gb/s Essential 

40 Gb/s: Preferred 

100 Gb/s: Nice-to-have 

Table 3.26 Data plane-03: Interfaces between OCS/TOR 

 

 

 

Req. No. Data plane-04 

Name Port count of OPS and OCS 

Description 
The OPS and OCS architecture should be scalable to thousands of input/output 

ports, each operating at the data rate as requested.  

Rationale 

The OPS and OCS architectures with thousands of ports are essential to implement 

a flat and high performance data centre network interconnecting the TORs. The 

flat architecture allows low latency (ideally one-hop connection), fix and 

predefined delay between all connections, reduced hardware and therefore 

power consumption and cost.  

Success Criteria Design and validate OPS and OCS architectures with scalable input/output ports. 

Type Functional 

Severity 
4x4 OPS and 100x100 OCS: Essential 

16x16 OPS and 512x512 OCS: Nice-to-have 

Table 3.27 Data plane-04: Port count of OPS and OCS 

 

 

Req. No. Data plane-05 

Name Latency 

Description The data plane network latency for short and long data flows   

Rationale 

The diverse applications described in section 3.1 demand the data plane network 

to interconnect the TORs, and then the servers within a specific end-to-end 

latency value. There are applications that require sub-microseconds latency, while 

other applications have much less stringent latency requirements. As results, most 

of the traffic that has to be delivered with sub-microseconds latency will be 

handled by the OPS, while long flow will be handled by OCS. As results, OPS 

latency should be in the order of hundreds of nanoseconds, while OCS can operate 
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with time scale of milliseconds. Different OPS and OCS architectures should be 

scalable to thousands of input/output ports, each operating at the data rate as 

requested. 

Success Criteria 
Design and validate OPS with sub-microseconds latency, and OCS with 

milliseconds latency. 

Type Functional 

Severity 
100’s ns OPS and 100 ms OCS: Essential 

<200 ns OPS and 1 ms OCS: Nice-to-have 

Table 3.28 Data plane-05: Latency 

 

Req. No. Data plane-06 

Name Reconfiguration time 

Description The reconfiguration time of the OPS switching fabric   

Rationale 

The requirements on the data plane network latency demand that OPS 

reconfiguration time is a fractional of the total end-to-end latency for short lived 

flow. This results in a reconfiguration time in the order of tens of nanoseconds. In 

most of the centralized architecture currently employed, the reconfiguration time 

is proportional to the port count. Scaling the port count results in a larger 

reconfiguration time. Therefore, novel architectures with the reconfiguration time 

independent on the port count should be investigated. 

Success Criteria 
Design and validate OPS architecture with port count independent reconfiguration 

time. 

Type Functional 

Severity 
10’s ns OPS: Essential 

<20 ns OPS: Nice-to-have 

Table 3.29 Data plane-06: Reconfiguration time 

 

Req. No. Data plane-07 

Name Non-blocking network 

Description 
The data plane network should be able to interconnect all TORs to allow full 

connectivity.  
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Rationale 

Several applications as described in the section 3.1 demand for a data plane 

network with full connectivity and point-to-point and point-to-multipoint 

operation. To fulfil those requirements, non-blocking OPS and OCS architectures 

supporting point-to-(multi) point should be designed. 

Success Criteria 
Design and validate non-blocking OPS and OCS architectures supporting point-to-

point and point-to-multipoint operation.  

Type Functional 

Severity 
Non-blocking network: Essential 

Any-cast and multi-cast: Preferred 

Table 3.30 Data plane-07: Non-blocking network 
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4. LIGHTNESS data plane functional specification 

In the LIGHTNESS data centre environment, we aim to support diverse applications generating long-lived data 

flows and those exchanging short-lived data flows with tight latency requirements. An optical technology-

based data plane is adopted, which relies on a flattened architecture integrating both optical packet switching 

(OPS) and optical circuit switching (OCS) technologies. OPS switches are used for handling short-lived flows 

with low latency requirements, while OCS switches are for long-lived traffic flows. Servers are interconnected 

to the hybrid OPS/OCS data centre networks via TOR switches, which aggregate traffic and also classify short-

lived and long-lived traffic. OPS and OCS switches are also connected to the intra/inter DC interface for inter-

DC communications. The switches (OCS, OPS, TOR) in the LIGHTNESS data plane interact with the control 

plane through the southbound interfaces by using proper protocols (e.g. OpenFlow) to perform configurations, 

monitoring and actions on the data flows. 

4.1. TOR switch architecture 

One of the objectives for the LIGHTNESS data plane is to design and prototype hybrid TOR switch operating at 

100Gbps data rate, interfacing the servers to the hybrid OPS/OCS interconnect network by efficient 

aggregation, and mapping the traffic into long-lived data flows (to be transported by OCS) or short-lived 

packet flows (to be transported by OPS). The other main objective is to realize <1 us low latency. 

To achieve these objectives, the FPGA-based development platform needs to be employed in the TOR switch, 

and it should be capable of carrying 100Gbps traffic, supporting hybrid OCS/OPS, and ultra-low latency.  

The hardware platform is shown in Figure 4.1. It includes three parts. The main board, HTG-V6HXT-100G 

platform, is based on the latest FPGA technology from Xilinx, it is featured with Virtex-6 HX380T device, 32 

GTX serial transceivers (maximum speed 6.5Gbps), and 24 GTH lanes (maximum speed 11.3Gbps). It provides 

a simple user interface for connecting to higher layer data processing as well as optical interfaces to connect 

to emerging 100G and 40G modules. The left side connected with AirMax interface is a daughter card that 

mates with the main board. This SFP+ extender card is designed for hosting12 SFP+ optical transceiver ports 

and it is supported by re-timers with Electrical Dispersion Compensation Puma AEL2006.  The right side 

connected with AirMax interface is also a daughter card that mates with the main board. This CFP 

extender/carrier card is designed for hosting 100Gbps CPF Multi-Source Agreement (MSA) hot-pluggable 

optical transceiver form factor to enable 100Gbps networking applications. 
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Figure 4.1: Hybrid ToR Switch hardware Platform 

With this FPGA-based platform, the hardware can achieve the required 100Gbps transmission. The FPGA-

based design architecture is shown in Figure 4.2. 

 

Figure 4.2: FPGA-based Design Architecture 

There are four interfaces in the FPGA-based architecture design: interface with control plane through 1Gbps 

SFP, interface with Switch Module FPGA for OPS label transmission through SMA, interface with servers 

through 10Gbps SFP+, and interface with optical devices through 100Gbps CFP. 

The control plane sends the look up table information and commands to the FPGA, the Microblaze is 

employed here as the head/switch controller of the whole FPGA system. The Microblaze processes all the 

data and updates the relevant registers. These registers are used to update each blocks in the FPGA to 

perform OPS or OCS. The control plane interface also makes it possible to enable OpenFlow to add or remove 

flow entries remotely. 

The servers send and receive Ethernet frames through 10Gbps link to and from FPGA. The Ethernet frames 

received from the servers will be passed to 10Gbps Ethernet MAC, which will delete the preambles and FCSs, 

check whether the frames are good or bad, and then forward these Ethernet frames to the three stages FIFOs. 

Introducing three stages FIFO here are to pipeline the traffic and minimize the latency. Then based on the 

control plane’s information, the traffic will either be sent to OPS data path or OCS data path. Either path will 
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be sent out through 100Gbps CFP to the optical devices in the TOR. For OPS path, the packets’ labels need to 

be extracted and sent to the label buffers. For OCS path, the traffic needs to be processed by 100Gbps PCS 

and 100Gbps Ethernet MAC, and then sent out.  

The Switch Module FPGA communicates with the TOR FPGA though SMA interface. When the traffic is 

transmitted in OPS mode, the label of each packet is extracted and sent to the Switch Module FPGA that 

sends back an ACK signal indicating whether the label needs to be resent or deleted. 

When the packet is received from the 100Gbps CFP, it will be processed and checked whether it is OPS packet 

or OCS packet. Then based on the control plane information, it will be sent out to the dedicated server 

through SFP+.  

To minimize the latency, the whole design is to minimize the stages of processing and buffering. Only the 

necessary synchronization FIFOs or storage FIFOs will be used. 

4.2. OPS switch design 

The expected features of the OPS fabric prototyped in LIGHTNESS are high port count, over thousand ports, 

operating at 40 Gb/s with low end-to-end latency (< 1 µs) and high throughput. Scaling OPS switches over 

1000 ports with low latency becomes challenging. Indeed, most of the OPS switches experimentally 

demonstrated so far are based on centralized control, with reconfiguration times raising up with the number 

of ports. Most of the switch architectures are based on architecture with centralized control such as Beneš, 

Banyan or Omega. A Beneš architecture is a rearrangeable non-blocking architecture that allows any input to 

be connected to any output. However, at any time slot in which the input state of the switch changes, the 

entire switch matrix needs to be reconfigured to establish a new connection map. The computation time on a 

single processing core of the best known algorithm for reconfiguring the switch scales with Nlog(2N), where N 

equals the number of inputs/outputs of the switch (this is the well-known looping algorithm, [opferman-

looping]). Nlog(2N) implies that in principle, scaling up the switch by a factor of 1000 will increase the 

computation time by a factor of 10000. While small improvements and multi-core implementations have 

been considered, all implementations scale at least linearly with N. Assuming that a single clock-cycle takes 1 

nanosecond, it turns out that a 1024-port Beneš architecture with a scheduler employing a looping algorithm 

requires more than 10 microseconds to be configured. During the reconfiguration time, the switch is unable 

to handle data, thus incoming packets are either lost or need to be stored in electronic buffers, increasing the 

link latency and limiting the throughput of the system. Assuming that the network allows a maximum latency 

of 1 microsecond, it can be concluded that if the number of switch ports exceeds a critical threshold, the 

switch is no longer capable of handling the incoming switching requests within the maximum latency allowed 

in the system. 
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Figure 4.3 OPS switch architecture: Block diagram 

LIGHTNESS investigated a scalable switch architecture with a control time that is port-count independent. The 

form of distributed control that we describe below allows for fast (few nanoseconds) reconfiguration of the 

switch matrix and on timescales that are independent of the number of ports. The OPS architecture with 

highly distributed control for port-count independent reconfiguration time proposed in LIGHTNESS is shown in 

Figure 4.3. This architecture, applied in short links with flow control, is able to provide a flattened 

interconnected network with sub-µs latency. Moreover, it allows high load operation while scaling to over 

thousand ports. The proposed modular Wavelength Division Multiplexing (WDM) OPS Spanke-type switch 

architecture with distributed control is shown in Figure 4.3. In the figure, the OPS switch has a total number of 

input ports N=FxM, where F is the number of input fibers, each one carrying M wavelength channels. Each of 

the M ToR switches has a dedicated electrical buffer queue and is connected to the OPS switch by optical 

fibres. Packets at each queue are Electrical-Optical (E-O) converted using burst mode opto-electronic 

interfaces. The switch of Figure 4.3 has WDM demultiplexers (multiplexers) at the input (output) to separate 

(combine) the wavelength channels indicated by 1 to M. The OPS processes in parallel the N input ports by 

using parallel 1xF switches, each of them with local control, and parallel Fx1 wavelength selector contention 

resolution blocks (WSs), also with local control, enabling highly distributed control. Contentions occur only 

between the F input ports of each Fx1 WS. This is true since wavelength converters at the WSs output 

prevents contentions between WS outputs destined to the same output fibre. Output fibres of the switch 

reach destination TOR switches through optical links, and positive flow control signal acknowledge the 

reception of packets.  

It is important to mention that monolithically integrated 1x16 and 1x100 optical space switches to implement 

the 1xF optical switches that support such architecture have already been demonstrated in [ops-

monolithic][photonic-monolithic]. The 1x16 (1x100) switches have been shown to operate almost penalty free 

for different data-formats at bit-rates up to 160 (10) Gb/s per channel, whereas the time to reconfigure the 

switch (~ 5 ns) is independent of the number of output ports. The WS consists of an Mx1 AWG with SOAs 

gates at each of its inputs. Devices with this functionality have already been demonstrated in [awg-

monolithic]. 
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Introducing WDM technique in the architecture is a necessity. Consider for example that we want to realize a 

1024-port optical switch based on a single wavelength architecture: it will require the employment of 1024 

1x1024 optical packet switches, which are not feasible with current technologies. Alternatively, a 1024-port 

optical switch based on 32 wavelength channels architecture will require again 1024 1xF switches, but now 

with F equal to 32. We already mentioned that 1xF optical switches where F is larger than 32 have been 

presented in [photonic-monolithic]. Preliminary numerical and experimental results on the realization of the 

presented WDM OPS switch are reported in [ops-results]. 

4.3. OCS switch design 

4.3.1. Existing OCS architectures 

Broadcast-and-Select (B&S) Architecture 

The classic B&S architecture using spectrum selective switches (SSS) may be used for the realization of elastic 

optical nodes. As shown in Figure 4.4, it is implemented using splitters at the input ports that generate copies 

of the incoming signals that are subsequently filtered by the SSS in order to select the required signals at the 

output. The add/drop network may implement colorless, directionless, and contentionless elastic add/drop 

functionality. Although this is a simple and popular architecture, the loss introduced by the power splitters 

limits its scalability to a small number of degrees.  

 

Figure 4.4 Illustration of Broadcast and Select OCS architecture. 

Spectrum Routing Architecture 

The spectrum routing (SR) architecture is a variant of the wavelength routing architecture, implemented 

typically with AWGs and optical switches. Here, the switching and filtering functionalities are both realized by 

the SSS, which makes the optical switches redundant. Figure 4.5 illustrates an elastic SR node of degree N − 1. 

The basic advantage of this architecture with respect to the BS architecture is that the through loss is not 
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dependent on the number of degrees. However, it requires additional SSS at the input fibers, which makes it 

more expensive to realize. 

 

Figure 4.5 Spectrum routing OCS architecture 

Switch and Select With Dynamic Functionality 

In this architecture an optical switch is used to direct copies of the input to a specific SSS or to a module (OPS) 

that provides additional functionality, e.g., OPS switching, amplification, etc. The module’s outputs connect to 

the SSS where the required signals are filtered through to the output fiber. Although Figure 4.6 shows a single 

module of P ports per degree, several independent modules may be deployed, each providing a different 

functionality. The added dynamic functionality comes at the price of the new large port count optical switch 

and larger SSS port count. The number of ports dedicated to providing a specific functionality, hence the 

number of modules, may be calculated from its expected demand. 

 

Figure 4.6 Switch and Select architecture 
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4.3.2. Proposed Architecture on Demand OCS Node 

As illustrated in Figure 4.7, the AoD architecture consists of an optical backplane, e.g., a large port count 3D 

MEMS, connected to several signal processing modules, such as SSS, OPS switch, erbium-doped fibre amplifier 

(EDFA), etc., and the node’s inputs and outputs. With this architecture different arrangements of inputs, 

modules, and outputs can be constructed by setting up appropriate cross connections in the optical backplane. 

It provides greater flexibility than the previous architectures as the components used for optical processing, 

e.g., SSS, power splitters, other functional modules, are not hardwired like in a static architecture but can be 

interconnected together in an arbitrary manner. In fact, it is possible to provide programmable synthetic 

architectures according to requirements. AoD canal so provide gains in scalability and resiliency compared to 

conventional static architectures. 

 

Figure 4.7 Architecture on Demand node. 

(a) 

 

(b) 

 

Figure 4.8 (a) Interconnection of intra and inter-cluster TOR switches and OPS using AoD-based OCS, (b) Example on-demand 
topology with multiple TOR switches. 
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As shown in Figure 4.8, TORs that connect to an AoD node can be interconnected together to form arbitrary 

topologies, while providing additional network services where required. An example of on-demand topology 

implementation with an AoD node is presented in Figure 4.8 (b). TOR switches with different number of 

interfaces are connected to the AoD OCS, which can link a pair of interfaces that belong to two different 

routers/servers either directly or through one or several systems, such as OPS switch or flexible DWDM 

system. An example on-demand topology connecting TOR switches from the same and different clusters is 

shown in Figure 4.8 (b). Other topologies may be implemented, e.g. bus, ring, mesh, involving also the OPS by 

reconfiguring the backplane cross- connections. The flexibility to implement arbitrary topologies between TOR 

switches and systems (e.g. OPS, flexible DWDM) as well as to provide additional functionality on demand can 

be used to enhance the efficiency and resiliency of intra data centre networks. 
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5. LIGHTNESS control plane functional specification 

The control and management platforms deployed in current data centres basically aim to provision 

protected connectivity services; additionally, monitoring of the DCN fabrics is also performed in order to 

detect performance degradation and failures. The connectivity services are provisioned by deploying 

static or semi-automated control and management procedures with human supervision and validation. 

However, the bandwidth provisioning process in current DCNs is too complex, costly and lacks of the 

dynamicity required to meet the needs of the new emerging applications and their requirements, as 

highlighted in the previous sections. This results in a lack of network data centre resources efficient 

utilisation and optimisation. To efficiently cope with future traffic growth, data centres will need flexible 

and highly scalable control and management of intra-data centre server-to-server (east-west) 

connectivity services. The automatic provisioning of such connectivity services can be realized by means 

of a control plane, conveniently interfaced with the data centre management to also fulfil the 

requirements of the applications running in the servers.  

The aim of this chapter is to introduce the control plane architecture able to fulfil the requirements 

discussed in section 3. 

5.1. Potential control plane approaches for intra-DC networks 

The unified control plane arises as a mean to implement automated procedures for setup, monitoring, 

recovery and optimise the network connections spanning multiple optical technologies (e.g., OPS and 

OCS), matching the QoS requirements for IT services and applications. The ultimate objective of the 

control plane is to provide dynamic and flexible procedures to provision and re-configure DCN resources, 

as well as to implement re-planning and optimization functions according to performances and network 

usage statistics, gathered from the DCN data plane. The DCN control plane needs to integrate 

functionalities offered by current DCN management frameworks to support on-demand provisioning of 

connectivity services, so as to substitute human actions and validations with automated procedures. 

In the following subsections, the potential approaches that could be adopted for the LIGHTNESS unified 

control plane are discussed, namely a distributed Generalized Multi Protocol Label Switching (GMPLS) / 

Path Computation Element (PCE) approach and a centralised Software Defined Networking (SDN) 

approach, respectively. The benefits and drawbacks of the deployment of each of the solutions in the 

intra-data centre scenario are also highlighted and summarised. 
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5.1.1. Distributed GMPLS/PCE approach 

Among the control plane architectures developed for the multi-service telecommunications systems, 

Internet Engineering Task Force (IETF) GMPLS is considered an efficient solution for bandwidth 

provisioning for Telecom service providers [RFC3945]. 

The GMPLS architecture has been designed to provide automatic provisioning of connections with 

traffic engineering capabilities, traffic survivability, and automatic resource discovery and management. 

The core GMPLS specifications extend the MPLS procedures, and are fully agnostic of specific 

deployment models and transport environments. Procedures and protocol extensions have been 

defined to allows GMPLS protocols to control diverse transport networks technologies, such as 

SDH/SONET, DWDM-based Optical Transport Networks (OTNs), and Ethernet. 

On the other hand, the IETF has defined the PCE architecture for the path computation. The PCE 

framework includes two main functional entities: the Path Computation Client (PCC) and the Path 

Computation Element (PCE) [RFC4655]. The PCC triggers the path computation request, and the PCE is 

the entity in charge of computing network paths; the computed path is then signalled through the 

GMPLS protocols (e.g., RSVP-TE). 

In the last years, huge effort has been devoted to provide optical circuit-switching networks with a 

standardized GMPLS-based control plane, able to dynamically establish optical circuits with full 

wavelength granularity. Connectivity services (e.g., Label Switched Paths - LSPs) in the framework of 

GMPLS architectures can be provisioned in a fully distributed way, also leveraging some centralized and 

hierarchical path computation procedures defined in the context of the IETF PCE, suitable to be also 

applied in the intra data centre scenario. 

Figure 5.1 depicts a GMPLS/PCE based solution to implement the unified control plane for intra data 

centres scenarios. It consists on a dedicated GMPLS controller running the entire GMPLS protocol set 

(OSPF-TE, RSVP-TE and LMP) for each data plane node (OCS, OPS and TOR switches). The path 

computation for the provisioning of the connectivity service is delegated to a centralized PCE which 

stores network resources availability in the whole network domain, as properly disseminated through 

the routing protocol (OSPF-TE). 

 

Figure 5.1: GMPLS/PCE approach for LIGHTNESS unified control plane 
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In the GMPLS framework, the optical circuit establishment typically relies on a distributed two-way 

reservation procedure (implemented through the RSVP-TE protocol) thus introducing a high signalling 

overhead as well as increasing the connection setup time, typically in the order of milliseconds/seconds. 

This is one of the drawbacks that may arise by using a pure GMPLS/PCE control plane for intra data 

centre network. 

The LIGHTNESS DCN data plane relies on the combination of OCS and OPS switching capabilities. While 

the GMPLS/PCE framework is already mature and deployed for optical circuit switching, current 

protocols stacks do not support OPS switching technology. As a consequence, extensions of GMPLS 

protocols to manage connectivity service provisioning involving OPS nodes would be thus required. 

Moreover, the GMPLS concepts (signalling procedures and network resources usage dissemination) and 

protocols should be re-elaborated in order to cope with the OPS time scales (typically much faster than 

GMPLS ones and OCS as well). However, an overlay approach for the usage of GMPLS control 

framework for OPS-based networks can be considered, as depicted in Figure 5.2. 

 

Figure 5.2: GMPLS over OPS: An overlay approach 

The main rationale behind this overlay approach is to apply two cooperating layers of control. The 

upper control layer uses GMPLS/PCE protocols to compute the route and a set of wavelengths for the 

LSPs that will be then used by traffic flows delivered by OPS nodes; at this stage, the LSPs are 

established only at the GMPLS/PCE control plane level, without any reservation of physical resources at 

the OPS data plane. The LSP information is then used to configure the forwarding tables that the OPS 

node controller (i.e. the lower control layer) looks up to forward the incoming packets belonging to that 

LSP. Indeed, the OPS node controller is in charge to commit data plane resources for the incoming 

packet according to the forwarding table maintained at the controller. In this way, the statistical 

multiplexing benefit of OPS is preserved. The size of the wavelength set can be tightly dimensioned, in 

order to match the application requirements in terms of packet losses. The main advantage of this 

approach is that it is based on the usage of the standard GMPLS procedures without the need for 

substantial GMPLS protocol extensions (the signalling of set of wavelengths in the form of labels is 

already available from the current standards). Moreover, QoS guarantees can be provided as well as 

other network functionalities, such as recovery.  

Nevertheless, in this approach two cooperating control plane layers must be deployed (GMPLS/PCE 

control layer for LSPs computation and OPS control layer for wavelength allocation upon packets arrival); 

this makes complex its adoption as the unified control plane framework for intra DCNs. 
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Current GMPLS/PCE standard does not support any Northbound (NB) interface with application layer 

and data centre management to: 1) optimise the allocation of network and IT resources from data 

centre applications; 2) quickly react to traffic/requirements changes or failures by properly re-allocating 

the available resource; and 3) allow application and data centre management to efficiently monitor the 

network behaviour and usage. Very recently, IETF started discussing the Application-Based Network 

Operations (ABNO) architecture to enable the cooperation between application and network layers 

[draft-farrkingel]. More specifically, the ABNO controller interoperates with the PCE for network service 

provisioning and optimization, to manage the network resources according to real-time application 

requirements. 

Additionally, native GMPLS/PCE framework lacks of “abstraction” functionalities; as a consequence, it is 

hard to adopt it in the data centre scenario, where data plane abstraction and virtualization are key 

characteristics. On the other hand, the adoption of a GMPLS/PCE control plane would facilitate the 

integration with neighbour GMPLS controlled core networks for the inter data centre network 

connectivity service through the adoption of the hierarchical PCE (H-PCE) architecture defined by the 

IETF [RFC6805]. 

Moreover, GMPLS is designed to control the core part of carriers' networks, where the number of 

(optical) devices is relatively small, the bandwidth to be provisioned is very high and the network only 

requires occasional reconfiguration. As a consequence, the adoption of GMPLS in intra data centre 

scenarios characterized by very high number of devices, frequent traffic fluctuations requiring more 

dynamic and fast reconfiguration becomes very hard and complex. 

Summarizing, the LIGHTNESS hybrid data centre with the co-existence of OCS and OPS switching 

technologies makes hard and complex the adoption of GMPLS as the control plane technology for the 

unified control plane. As an alternative, LIGHTNESS control plane architecture could rely on the 

emerging SDN paradigm. The next section discusses the benefits and drawbacks of the implementation 

of SDN concepts as the unified control plane for intra-data centre network. 

5.1.2. Centralized SDN approach 

SDN [onf-sdn] is an emerging architecture paradigm where programmable network control 

functionalities are decoupled from the forwarding plane. In a SDN based architecture, the intelligence is 

(logically) centralized into the SDN controller, which maintains a global view of the abstracted 

underlying physical network. The controller, therefore, can enable end-to-end service management and 

automate the setup of network paths, on the basis of the actual requirements of the running 

applications. Through the integration with the SDN controller performed through the northbound 

interface, applications will monitor and interact with the network to dynamically adapt network paths, 

capacity, QoS parameters (e.g., latency) to the application needs. 

In Figure 5.3, the SDN based control plane architecture for adoption in LIGHTNESS is depicted. 



   

51 

 

 

Figure 5.3: SDN approach for the LIGHTNESS unified control plane 

In such architecture, the underlying infrastructure (composed by TOR, OCS and OPS switches in the 

LIGHTNESS scenario) can be abstracted at the Southbound interface for applications and network 

services running on top of the SDN controller; therefore, applications are able to treat the network as a 

logical/virtual entity, over which different data centre network slices can be built, enabling multi-

tenancy, which is one of the key requirements in future data centres. This can be easily enabled by the 

adoption at the Southbound interface of the OpenFlow (OF) [openflow] protocol, an open standard, 

vendor and technology agnostic protocol and interface standardized by the Open Networking Forum 

(ONF) that allows separating data and control planes. OpenFlow is based on flow switching and allows 

to execute software/user-defined flow based routing in the SDN controller. 

Flows can be dynamically analysed at the TOR switch and, according to some criteria (e.g. the flow size), 

they can be served using either OCS (typically long-lived flows) or OPS (typically short-lived flows). Once 

the flows are set up, their information can be stored in the data bases in the centralised controller. In 

order to optimize the usage of the data centre resources, flows can be routed applying routing 

algorithms with specific features, such as load-balancing, energy efficiency and so on. The usage of SDN 

allows to significantly simplify the network design and operation. 

However, the adoption of an SDN/OF based architecture for the LIGHTNESS control plane requires the 

definition of the proper OpenFlow protocol extensions for flow traffic switching. Some extensions for 

OCS-based networks are already available in the literature (e.g., in the latest OpenFlow 1.4.0 

specification still under ratification [of-1.4]), while the extensions to manage OPS nodes need to be 

designed. 

A potential issue that arises in such architecture is the scalability of the centralised controller, once 

multiple (data plane) network elements must be managed. A distributed or peer-to-peer control 

infrastructure (e.g., deployment of multiple SDN controllers) can reduce the problem; however, the 

communication among controllers via east/westbound interfaces is therefore to be managed. In case of 

multiple controllers, another issue would be the consistency of the network information available at 
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each controller that may trigger an important amount of “control” information to be exchanged among 

the controllers. 

5.1.3. GMPLS/PCE vs. SDN: a qualitative comparison 

The GMPLS framework has been designed to control the core part of carriers' networks, where the 

number of (optical) devices is relatively small, the bandwidth to be provisioned is very high and the 

network only requires occasional reconfigurations. The GMPLS routing and signalling protocols are 

characterized respectively by high convergence and end-to-end signalling time intervals. As a 

consequence, they are not suitable for the adoption in intra data centre scenarios with many multi-

technology optical devices and frequent traffic fluctuations that require more dynamic and fast 

reconfiguration. 

On the other hand, SDN attain several architectural benefits, including: 

 Openness: multi-vendor interoperability through the decoupling of the services and control 

plane functions from the data plane and support for a standard abstraction layer. 

 Modularity: a scalable and economical software architecture for networking, centred on the 

notion of a clean demarcation between the control layer (which is logically centralized and 

which maintains a global view of the network) and the data plane, which may be comprised of 

multiple vendors.  

 Programmability and common abstraction: rapid provisioning of new services with fine granular 

flow control based on flexible match-action rules and a standard interface to packet forwarding 

such as that enabled by the OpenFlow protocol. This unleashes more innovation as new 

features and services can be more rapidly introduced into the network, without reliance on 

vendor-specific enhancements. 

The following Table 5.1 summarizes whether GMPLS and SDN control technologies support the 

functionalities that have been identified as essential for the efficient management of the DCN resources 

as well as to match the application requirements. 

 

 Functionalities 

Control Plane 
approaches 

NB 
interface 
support 

Inter data 
centre 

provisioning 

OCS 
support 

OPS 
support 

Data plane 
abstraction 

Network control 
functions 

programmability 

NB API 
availability 

Service 
provisioning/ 

reconfiguration 
time 

Network 
slicing 

support 

Service and 
network 

monitoring 

GMPLS/PCE No Yes
1

 Yes No No No No High No No 

SDN Yes 
To be 

designed Yes
2

 No Yes
3

 Yes 
To-be-

designed 
Low Yes

4
 Yes 

1
H-PCE architecture applied for the interconnection among geographically distributed data centres through GMPLS-based operator (backbone) networks 

2
OF protocol extensions for OCS networks are available 

3 e.g., for OF switches, FlowVisor performs abstraction 
4 Particularly important for multi-tenancy support in the data centre 

Table 5.1: GMPLS/PCE and SDN: A qualitative comparison 
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In conclusion, on the basis of Table 5.1, it can be concluded that SDN allows to better match the 

requirements of future data centre networks. Starting from this conclusion, the next sections detail the 

SDN control framework that will be implemented in LIGHTNESS. 

5.2. LIGHTNESS control plane solution 

Based on the comparative analysis of the potential control approaches carried out in section 5.1, a 

centralized SDN based solution has been identified as the most suitable for the LIGHTNESS control plane 

architecture. The qualitative comparison of centralized and distributed approaches highlighted the 

natively limitations of traditional distributed control solutions mainly in terms of lack of agility and 

flexibility when compared with the extremely dynamic data centre environments. In addition, the rapid 

growth of cloud applications and services, combined with server virtualization, played a fundamental 

role for the introduction of highly dynamic resource sharing and east-west (i.e. server to server) traffic 

distribution inside data centres. This impacts the control and management of all the data centre 

resources, i.e. storage, computation and above all the network. As a consequence, data centre 

operators need to operate their network infrastructures with highly flexible and agile mechanisms and 

procedures able to support this new dynamicity imposed by emerging cloud services. 

The LIGHTNESS SDN based control plane solution aims at fulfilling these requirements. Indeed, SDN 

[onf-sdn] is an extensible and programmable open way of operating network resources that is currently 

emerging in both industry and research communities as a promising solution for network control and 

management in data centre environments. What SDN can provide is an abstraction of heterogeneous 

network technologies adopted inside data centres to represent them in a homogeneous way. The goal is 

to maintain the resource granularities of each specific technology while providing a vendor independent 

uniform resource description to the upper layers and entities, such as data centre management and 

orchestration functions, cloud management systems, etc. In this context, an SDN approach is therefore 

perfectly suitable to control the LIGHTNESS hybrid optical data centre fabric, where OPS and OCS 

technologies are mixed. SDN programmability and flexibility allow to fully exploit the benefits of this 

multi-technology DCN to efficiently control short and long lived traffic flows of data centre applications 

and services. 

Figure 5.4 shows the LIGHTNESS control plane SDN based solution. It is composed by an SDN controller 

conceived to provide a software abstraction of the physical DCN, and to allow the network itself to be 

programmable and therefore closely tied to the needs of data centre and cloud services. The general 

idea is to have a generic, simplified and vendor independent SDN controller implementing a reduced 

minimum set of control plane functions for provisioning of connectivity services inside the data centre. 

The basic control plane functions offered by the SDN controller, as depicted in Figure 5.4 are: network 

service provisioning, path and flow computation, topology discovery, monitoring. The combination of 

these minimum functions allows the SDN controller to expose towards external functions, through its 

Northbound APIs, mechanisms to request the provisioning of network connectivity services. These 

services are then enforced by implementing some internal procedures and algorithms for basic path and 

flow computation. The discovery of the underlying DCN capabilities and availabilities (and its abstraction) 

allows to offer, again through the Northbound APIs, views of the topology to be used by the other 

applications for enhanced control functions. These additional functions can be implemented as network 
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applications running on top of the SDN controller, such as recovery, network optimization, enhanced 

path computation functions (and algorithms), etc.. The detailed specification of the LIGHTNESS control 

plane high-level architecture, in terms of functional decomposition, procedures and interfaces is 

provided in the deliverable D4.1 [del-d41]. 

 

Figure 5.4 SDN based control plane solution adopted in LIGHTNESS 

The SDN based solution provides a generalized control framework that aims at improving the flexibility 

and programmability of the LIGHTNESS control plane architecture. The list of main features and benefits 

provided by the SDN based control plane is summarized in Table 5.2. 

 

SDN feature Description 

Abstraction 

The SDN controller implements a resource abstraction at the Southbound 

interface that aims at describing the heterogeneous data network 

resources in a uniform way. The specific technology capabilities and 

resource granularities are therefore maintained at the SDN controller, 

while details about vendor dependant interfaces or information models 

are hidden. This allows the LIGHTNESS control plane to be adopted for any 

data centre environment, and in principle support multiple network 
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technologies and physical devices. 

Programmability 

The core functions implemented by the SDN controller are maintained as 

simple as possible. They include network service provisioning, path 

computation, monitoring and topology discovery. Additional and 

enhanced network functions can be programmed through the open 

Northbound APIs, e.g. for dynamic network service optimization, recovery, 

enhanced path computation. As a consequence, data centre operators are 

able to implement their own customized network functions and 

applications according to their specific requirements and needs. 

Interoperability 

The SDN based control plane can benefit from well-defined network 

functions and algorithms from the PCE framework standardized in the IETF 

[RFC4655], deployed as network applications on top of the SDN controller 

for enhanced routing functions. On the other hand, the openness of the 

Northbound APIs enables a potential interaction with Cloud Management 

Systems, such as OpenStack [openstack] and CloudStack [cloudstack], for 

cloud services orchestration. 

Interfacing 

The LIGHTNESS SDN controller is equipped with open and flexible 

interfaces to interact with other actors in the LIGHTNESS architecture. The 

Northbound APIs enhance the control plane flexibility and 

programmability since they enable ad-hoc network control functions to be 

implemented as network applications on top of the controller. On the 

other hand, the Southbound interface, along with its abstraction 

functions, is conceived to support (and extend if needed) multiple open 

and standard protocols (e.g. Openflow [openflow], Simple Network 

Management Protocol - SNMP – [snmp], etc.) to let the SDN controller be 

generic and independent from the specific technologies and network 

devices deployed in the DCN. In addition, a further interface, the East-

West interface, can be used in large data centres where multiple SDN 

controllers may be necessary for scalability purposes (i.e. with each 

controller dedicated to control a given cluster of servers). The East-West 

interface is therefore conceived to let these SDN controllers exchange 

network resources information and updates, as well as converge and 

synchronize in case of inter-cluster network services provisioning. 

Table 5.2 SDN based control plane features and benefits 

 

The LIGHTNESS SDN based control plane exposes a set of external interfaces to communicate with the 

rest of entities in the LIGHTNESS architecture. A high-level description of these interfaces is provided in 

Table 5.3. The specification of procedures and mechanisms, information models and functionalities 

supported at these interfaces is still under investigation in the LIGHTNESS project and will be provided 

with deliverable D4.3 [del-d4.3]. 
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Interface Description 

Northbound 

It implements the LIGHTNESS Cloud-to-Network interface, which is 

responsible to provide APIs, procedures and mechanisms to provision on-

demand and flexible network services in the data centre. These APIs also 

allow abstracted data centre network topology information to be exposed 

for monitoring and data centre orchestration purposes.  

In addition, this is an open interface that enables the implementation of 

additional network control functions in the form of network applications 

on top of the SDN controller.  

Through the Northbound interface, the LIGHTNESS SDN controller can also 

be integrated with Cloud Management Systems, like OpenStack 

[openstack] and CloudStack [cloudstack],for cloud services orchestration. 

Southbound 

This is the interface responsible for the communication with the network 

devices deployed in the DCN. In the specific LIGHTNESS scenario it will 

interact with the OPS, OCS and hybrid TOR switches. The Southbound 

interface implements procedures and mechanisms to discover, configure, 

and monitor the status of the data centre network resources. Preliminary 

investigations have identified OpenFlow as a potential standard protocol 

to be adopted (and properly extended) for the Southbound interface 

purposes. OpenFlow [openflow] is an open standard, vendor and 

technology agnostic protocol based on flow switching: it natively enables 

the implementation of software/user defined flow based routing, control 

and management functions in an SDN controller. However, the 

Southbound interface is conceived to be flexible and able to support 

multiple standard control and management protocols beyond Openflow 

(e.g SNMP [snmp]) with the aim of providing the data centre operator a 

generic control framework capable to be interfaced to any network 

technology and device in the DCN.  

East-West 

The East-West interface main purpose is to allow the communication 

among multiple SDN controllers. The need for controller communication 

arises in a scenario where, for scalability purposes, large-scale data 

centres could be designed to partition their resources in different clusters 

and assign the management of each cluster to a single SDN controller. In 

such a scenario, the East-West interface allows the cooperation among all 

SDN controllers deployed in the data centre infrastructure, enabling the 

exchange of information between multiple clusters, such as network 

resources capabilities and updates with the final aim of reaching a global 

network resources convergence, also supporting inter-cluster service 

provisioning.  

Table 5.3 SDN based control plane interfaces 
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Although the focus of the LIGHTNESS control plane is the implementation of enhanced functions and 

procedures to provision dynamic, flexible, on-demand and resilient network services in intra data centre 

scenarios, it is designed to also support connectivity services spanning multiple geographically 

distributed data centres. This is enabled by a cooperation with network control planes providing inter 

data centre connectivity on the one end, and with external cloud management entities responsible for 

orchestrating the end-to-end services on the other. Figure 5.5 provides an high-level view of how the 

LIGHTNESS control plane may be deployed and used in an inter data centre cloud orchestration 

architecture where connectivity services are provisioned across multiple data centres to serve 

applications running in distributed sites. The end-to-end physical infrastructure in Figure 5.5 is 

composed by the hybrid OCS/OPS DCN inside the data centres, and legacy switching technologies (e.g. 

Wavelength Switched Optical Network - WSON) for the inter data centre network. While the data 

centre network segments are operated by the LIGHTNESS control plane (following the approach 

describe above in this section), the inter data centre network, likely comprising multiple domains and 

multiple switching technologies, is handled by a multi-domain and multi-layer GMPLS control plane. A 

supervising cloud service orchestration layer is responsible for end-to-end cloud and network resource 

provisioning, taking care of allocation, up-/downscaling, re-configuration according to the live 

requirements of cloud applications. It cooperates with the underlying control entities through the 

LIGHTNESS Northbound interface and a dedicated Service-to-Network interface to provision the intra 

and inter data centre segments of the end-to-end connectivity. 

Focusing on the LIGHTNESS control plane, the cooperation with the end-to-end cloud orchestration is 

enabled at the Northbound interface, that will need to allow the establishment of dedicated intra data 

centre connectivity (as requested by the upper layer in terms of end-points and QoS constraints) 

stitched to specific services available and provisioned in the inter data centre network. At the same time, 

the Southbound interface will need to provide dedicated mechanisms to properly configure the 

resources at the DCN edge to actually enable such stitching (e.g. through the configuration of GMPLS 

labels, MPLS VPNs, etc.). Moreover, the adoption in the LIGHTNESS control plane of the IETF PCE 

framework (either as internal computation module or external network application) would enable the 

direct cooperation with control planes operating the inter data centre network (dotted arrow in Figure 

5.5), enabling abstracted resource capabilities information exchange. 

A more detailed description of the LIGHTNESS control plane deployment and roles in inter data centre 

scenarios is provided in the deliverable D4.1 [del-d41], while the actual procedures and semantics for 

inter data centre connectivity support will be defined in deliverable D4.3 [del-d43]. 
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Figure 5.5 LIGHTNESS control plane positioning in cloud service orchestration architecture. 

5.2.1. Functionalities offered by the LIGHTNESS control 

plane 

The LIGHTNESS control plane is one of the key component in the overall DCN architecture defined in 

this document, and it is responsible for the on-demand, dynamic and flexible provisioning of network 

services in the hybrid optical DCN. While the detailed analysis and specification of the LIGHTNESS 

control plane architecture is carried out in deliverable D4.1 [del-d4.1], this section presents the network 

control functionalities supported by the SDN based control plane solution described in the previous 

section, which aim at fulfilling the requirements described in section 2.2. 

The high-level description of the main functionalities offered by LIGHTNESS control plane is provided in 

the following table. 

 

Functionality Description 

Network service setup 

& tear-down 

On-demand provisioning of immediate or scheduled network services 

within the data centre network, compliant with a given set of QoS 

constraints (e.g. maximum latency, packet loss, and jitter, minimum 

bandwidth). The following types of services are supported: 

 Point-to-point (P2P): connections between two end-points (e.g. 

TOR or server ports) 

 Point-to-multi-point (P2MP): connections between a single 

source end-points and multiple destination end-points 

Network service 

modification 

On-demand modification of already established network services. The 

following type of modifications are supported: 
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 QoS constraints (e.g. request for additional bandwidth); 

 Modification of the destination end-points in P2MP network 

services (e.g. deletion of an existing destination, request for an 

additional destination); 

 Modification of the type and frequency of monitoring 

information to be exchanged for the given service. 

Network service 

recovery 

Automated procedures to detect failures in the physical DCN and to 

react guaranteeing the recovery of all the involved network services, 

using disjoint paths. Depending on the service type, either protection or 

restoration procedures can be applied.  

In case of impossible recovery of the network service (alternative 

network paths not available), the failures are notified to the upper-layer 

data centre management system, so that recovery strategies can be 

applied at the service layer, e.g. moving the processing towards back-up 

VMs.   

Network services 

optimization 

Automated procedures to re-organize the traffic in the DCN, taking into 

account the real-time or the predicted data centre network load, with 

the final objective of dynamically optimizing the resource utilization in 

the whole data centre, according to the characteristics of the running or 

expected cloud services. 

Data centre network 

monitoring 

Procedures to collect monitoring information about status and 

performance of DCN physical resources and established network 

services. Monitoring data can be used internally within the LIGHTNESS 

control plane to trigger recovery or re-optimization procedures or 

forwarded to the external and upper-layer data centre management 

system for further elaboration. 

Table 5.4 LIGHTNESS control plane functionalities: high-level description 
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6. DCN architectures benchmarking 

This chapter reports the results of the preliminary simulation studies that have been carried out to on 

top of the MareNostrum HPC infrastructure implemented at Barcelona Supercomputing Centre to 

evaluate the performances of different types of interconnect networks: a) the actual MareNostrum 

interconnect network, b) an interconnect network based on the OPS switch defined in chapter 4, c) an 

ideal interconnect network (i.e. all bandwidths considered to be infinite). 

6.1. Overview of the simulators 

Dimemas is a performance analysis tool for message-passing programs. It enables the user to develop 

and tune parallel applications on a workstation, while providing an accurate prediction of the 

performance on a target parallel machine. The supported target architecture classes include networks 

of workstations, distributed memory parallel computers, and even heterogeneous systems. Dimemas 

supports several message-passing libraries, such as PVM [Geist1994], MPI [Foster1995] and PARMACS 

[Lusk1988]. The tool generates trace files that are suitable for manipulation with other visualization 

tools, e.g. Paraver [paraver], Vampir [vampir], which further enable the user to conveniently examine 

any performance problems indicated by a simulator run. 

6.1.1. Dimemas model 

In this section we give a brief overview of the main modelling concepts in Dimemas [Dimemas]. 

The basic modelling unit in Dimemas is the node. A node is composed of several CPUs which share a 

local memory and are interconnected through a number of intra-node buses and intra-node 

input/output links with a given bandwidth. In order to model the intra-node contention, the intra-node 

links limit the number of messages that a CPU can receive or send simultaneously, while the buses 

represent the number of concurrent messages that can be in flight in the node memory. 

Moreover, several nodes can be grouped together to form a machine, as illustrated in Figure 6.1. The 

interconnection network between the nodes is represented by the number of inter-node input/output 

links and the number of buses. The inter-node links and buses are used for modelling inter-node 
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contention, in a similar way to the contention inside the node, explained above. Additionally, the user 

can specify several other parameters for each node, such as intra-node startup and inter-node startup, 

which account for the delay to start the communication between two processors belonging to the same 

node (intra-node) andbetween two processors from different nodes (inter-node), respectively. 

 

 

Figure 6.1: Dimemas model – A machine composed of several nodes 

Finally, more complex architectures can be modelled by using several machines interconnected through 

an external network and/or through a number of dedicated connections. However, for the scope of our 

analysis, we only consider one machine composed of several nodes. 

6.1.1.1. Point-to-point communication 

For point-to-point communications, the transmission time for a message M within a node   is calculated 

as follows: 

               
       

    
 

where     is the startup time for intra-node communication,    represents the time waiting for the 

required resources to become available, and the fraction gives the transmission time through the link. 

For inter-node communication, the transmission time is computed in a similar way, taking into account 

the corresponding parameters (i.e.    , BW). 
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6.1.2. Dimemas configuration 

In order to carry on an analysis with Dimemas, the user has to describe a “target architecture” for the 

simulation, by specifying exact values for the Dimemas model, in a configuration file. The main 

parameters are the number of total tasks or MPI processes T, the number of nodesN, the number of 

processors per node p, the network bandwidth, etc.  

Moreover, the user needs to specify the mapping information between the tasks and the nodes, i.e. 

which tasks run on each node. This information is relevant for the application performance, as for a 

small number of tasks which can be mapped to a single node, the latency will typically be different than 

that in the case when the tasks are spread across multiple nodes, and communications would go 

through a switch.  

A sample configuration file is given in Appendix A, together with a complete list of all parameters and a 

brief explanation for each of them.  

6.2. Simulation setup 

We analyze traces for the scientific applications described in report [D2.1] as representative of the HPC 

workload, namely: HPCC PTRANS, HPCC Latency and bandwidth, NAS Data Traffic (DT), HYDRO, and 

MILC. For each application, we take into account the following cases: 

 the real trace collected on the BSC MareNostrum supercomputing machine; 

 Dimemas prediction for the supercomputer, in order to validate the model; 

 Dimemas prediction if the interconnect network would use an optical packet switch, as 

described in Section 4.2; 

 Dimemas prediction for an ideal case. 

For the Dimemas predictions, we make use of the concepts described above to model the 

supercomputing machine, as it is in production currently. Next, we model the same supercomputer (in 

terms of nodes and their communication characteristics etc.) using the LIGHTNESS Optical Packet Switch 

in the interconnect network. 

The applications of interest use MPI blocking communication, therefore we model this behaviour by the 

following settings: each CPU has one input link and one output link, and similarly each node has one 

input and one output link. Further, we set the number of intra-node buses to be equal to the number of 

CPUs, and the number of inter-node buses to be equal to the number of nodes. 

For the MareNostrum prediction, for the communication startup times and bandwidth, we employ real 

measurements from the supercomputing machine in production. To this end, we used the HPCC Latency 

and bandwidth benchmark to measure the latency and bandwidth among processes communicating 

inside the same node (i.e. tasksare assigned to processors belonging to the same node) and two 

processes assigned to different nodes. The results reported by the benchmark are presented in Table 

6.1, as average values over 10 measurements. 
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 Min Avg Max 

Intra-node 

Latency (us) 2.8191 3.237 3.6447 

Bandwidth (MByte/s)  4351.517 6810.32 9550.994 

Inter-node 

Latency (us) 2.867 3.7722 4.637 

Bandwidth (MByte/s) 3870.751 5441.12 9090.93 

Table 6.1: Latency and bandwidth – values averaged over 10 measurements on Marenostrum 

For the latency measurements, the HPCC benchmark uses non-simultaneous ping-pong communications 

between pairs of processors, therefore the processors are not contending for access to resources. 

Additionally, the messages used in this case are short, of only 8 bytes, which results in a transmission 

time through the link close to 0. Taking into account these facts, the equation in Section 

6.1.1.1becomes         , and consequently we approximate the intra-node startup     andsimilarly 

the inter-node startup     in the analysis with the maximum latencyvalues measured by the HPCC 

benchmark, as these represent worst-case values.For inter/intra-node bandwidth, we use the minimum 

values reported by the benchmark. 

For the OPS prediction, we model the intra-node latency and bandwidth with the same values as for the 

MareNostrum prediction. Next we consider the inter-node bandwidth to be equal to 5000 MBps, which 

corresponds to the bandwidth per wavelength from Section 4.2. Note that for the inter-node startup for 

the OPS, we take into account the configuration time for the OPS (which is 30 ns, as reported in Section 

4.2) and the overhead introduced by the MPI library. We approximate the second term as the difference 

between the average latency reported by the HPCC benchmark for the inter-node case and the latency 

measured on the supercomputing machine directly sending packets between nodes. 

Finally, for the prediction in an ideal case, we consider all bandwidths(inter/intra-node) to be infinite 

and the startup times to be zero. 

In Table 6.2we list a summary of the parameters used for the Dimemas configuration files in our 

analysis. (For the DT benchmark, the number of tasks and the number of nodes have different values, as 

explained in the corresponding section.) For some of the parameters we keep their value constant, 

while for others we vary their values across experiments in order to perform parametric studies. 
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Name Value (Marenostrum) Value (Optical) 

Mapping Information  

Number of tasks T={16,32,64,128} T={16,32,64,128} 

Environment Information  

Number of nodes N={2,2,4,8} N={2,2,4,8} 

Network bandwidth (MByte/s) BW = 3870.751 BW = 5000 

Number of buses on network N N 

Node Information  

Number of processors   
 

 
   

 

 
 

Intra-node startup (us)    =3.6447    = 3.64470.331 

Intra-node bandwidth      = 4351.517      = 4351.517 

Intra-node buses p p 

Intra-node input links 1 1 

Intra-node output links 1 1 

Inter-node startup(us)     =4.637     =2.6270.280 

Inter-node input links 1 1 

Inter-node output links 1 1 

Table 6.2: Parameters for Dimemas configuration files 
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6.3. Preliminary simulation results 

In this section we present the results of the coarse-grain simulations carried on so far in the project. 

6.3.1. Validation of the model 

In order to validate our Dimemas model, we compare the trace of a real run for the MILC application 

with the trace obtained by Dimemas prediction. The real trace has been collected on MareNostrum 

using 16 MPI processes, mapped on two nodes. For the prediction, we used Dimemas configured with 

the parameters given in Table 6-2 (MareNostrum column). 

In Figure 6.2 we show the two traces, as seen with Paraver [paraver] for the MPI calls view. The blue 

colour in the figures represents computing phases (outside MPI),while the other colours represent MPI 

operations (e.g. green for MPI Waitall, red for MPI Wait, pink for MPI Irecv, etc). 

As seen from the figure, the computation and communication phases are similar for the two traces. 

Moreover, the real run is 1.726 seconds long, while the predicted run takes approximately 1.595 

seconds, which accounts for a time difference of 7.5%. 

 

 

Figure 6.2: MILC traces, as shown in Paraver: real run (top) and predicted run on MareNostrum (bottom) 

6.3.2. Results 

In this section we present a comparison of the predictions for the MareNostrum, the Optical Packet 

Switch and the ideal case. For each prediction we focus on the following metrics: 

 average communication time, per process; 

 total execution time; 

 average throughput, as the sum between the sending and receiving rates, per process; 
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 average time waiting for resources to become available, per process. 

Note that for the ideal case, the last metric is always zero because the nodes never have to contend for 

resources when transmitting their data. 

6.3.2.1. Varying number of tasks 

For this set of results, we vary the total number of tasks, T, across experiments. For each number of 

tasks, we use at least two nodes and map at most 16 processes to the same node. 

For the Data Transfer (DT) benchmark, T = {5, 11, 21, 43, 85}. This benchmark consists of sending 

randomly generated data across a graph composed of source nodes, intermediate nodes (comparators) 

and sinks. The graph could be white-hole, black-hole or binary shuffle tree.. 

We collect traces for the black-hole communication graph, which consists of one sink node, several 

source nodes, depending on the class of the problem, and several intermediate nodes. The maximum 

incoming degree for each node (except sources) is 4. An example black-hole graph with 21 nodes is 

illustrated in Figure 6.3. 

 

Figure 6.3:DT benchmark – black-hole graph with 21 nodes 

As we can see in Figure 6.4, all predictions yield similar performance for a number of tasks up to 43. For 

T = 85 tasks, using the OPS achieves higher bandwidth, while spending about 25% less time waiting for 

resources to become available, as compared to MareNostrum prediction. 

For the rest of the applications, the number of tasks is T = {16, 32, 64, 128}. 

The HYDRO application and the PTRANS benchmark exhibit similar results, as illustrated in Figure 6.5 

and Figure 6.6. Since both of them have small requirements in terms of bandwidth (in the order of 

KBytes), we notice that the performance does not change with the number of tasks. The time waiting 

for resources increases exponentially with T, but since it is significantly lower than the total execution 

time, it does not affect the overall results. 

For the MILC application which consumes higher bandwidth (hundreds of MBytes/s), the Optical 

prediction seems to be slightly better than the prediction on MareNostrum, with small differences as 

the number of tasks increases. The time waiting for resources is higher with the number of tasks, but it 
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is several orders of magnitude lower than the execution time, thus it does not have any influence on the 

performance (see Figure 6.7). 

The Latency and bandwidth benchmark is the most communication-intensive of the run tests and the 

benefits of using the OPS are more clear, as shown in Figure 6.8. Using the OPS, the available bandwidth 

is higher and the time to perform the inter-node communication is shorter, thus the nodes are able to 

send their data with up to 20% faster as compared to the MareNostrum prediction. Note that in this 

case the time waiting for resources is higher than for the other applications (which had less 

requirements in terms of bandwidth), and it can be up to 8% of the total communication time. 

6.3.2.2. Varying number of nodes 

In this case, we keep the number of tasks constant and vary the number of nodes in the system: for DT, 

T = 85 and N = {6, 11, 22, 43,85}, while for the rest of the applications, T = 128 and N = {8, 16, 32, 64, 

128}. 

The results for all applications show similar trends for all predictions, see Figure 6.9, Figure 6.10, Figure 

6.11, Figure 6.12 and Figure 6.13. The main finding for this situation is that the communication among 

the processes assigned to the same node is a bottleneck for the system. This fact is clearly illustrated by 

the plots for the waiting time, which decreases exponentially as the number of nodes in the system 

grows. 

 

Figure 6.4:DT – increasing number of tasks, T 
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Figure 6.5:HYDRO – increasing number of tasks, T 

 

Figure 6.6: PTRANS – increasing number of tasks, T 
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Figure 6.7: MILC – increasing number of tasks, T 

 

Figure 6.8:Latency and bandwidth – increasing number of tasks, T 
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Figure 6.9:DT – 85 tasks mapped to an increasing number of nodes, N 

 

Figure 6.10: HYDRO – 128 tasks mapped to an increasing number of nodes, N 
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Figure 6.11:PTRANS – 128 tasks mapped to an increasing number of nodes, N 

 

Figure 6.12:MILC – 128 tasks mapped to an increasing number of nodes, N 
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Figure 6.13:Latency and bandwidth – 128 tasks mapped to an increasing number of nodes, N 

6.4. Fine-grained simulation roadmap 

This section describes the planed fine-grained simulation roadmap of the LIGHTNESS network. In order 

to gather these simulations it is necessary to develop a network simulator that models the behaviour of 

the LIGHTNESS network. Specifically, ultimately it will have to accurately model the TOR, OPS and OCS 

switches as well as the Control plane.  Also, for comparison purposes it will be desirable to model the 

behaviour of current electrical networks. 

Figure 6.14 shows the planed fine-grained simulation roadmap over the duration of the project. It starts 

on M9 which is the time of this deliverable where the proposed performance of the LIGHTNESS network 

will be assessed by simulation using the Dimemas system simulator. This is a simulation tool already 

developed at BSC in order to replay the behaviour of the scientific applications running on a real 

production system. This will provided some upper bound estimations of performance benefit of the 

LIGHTNESS network based on the primary performance features of the LIGHTNESS network that is the 

latency and the bandwidth. Next, it will be provided at month M24 an extended simulation that will be 

used to get accurate performance information about the impact of the proposed DC network. This 

extended simulation framework will consist on developing two network simulations one that model the 

OCS and TOR devices in LIGHTNESS and the other that model only the current DC networks based on 

electrical switches for comparison purposes. These network simulations will be linked to the well-known 

Dimemas simulator that replays the behaviour of scientific applications.  During this period, we will also 
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develop a framework to extract from Big Data applications the information necessary to feed Dimemas 

simulator in order to evaluate also the behaviour of this kind of applications. 

After that on Month 34 it will be provided a detailed evaluation of the application infrastructure 

management using the proposed DCN network architecture. It will describe how the application 

management infrastructure could maximize the application performance by distributing dynamically 

packets among the OPS and OCS. For this purposes, it will be necessary to model the behaviour of the 

OCS and the control plane in order to configure and distribute application packets properly in network 

at runtime. 

And finally, at month 36when the projects ends it will be provided scalability studies of the proposed 

network architecture in order to predict performance at large scale. It might be considered for this 

purpose multiple OCS and OPS switches in the network. Right now, LIGHTNESS only consider one OCS 

and one OPS. However, it could be extended the network to several OCS and OPS in order to 

accommodate more nodes. How applications will be impacted by this network extension will be 

analysed on this planed study. 

 

Figure 6.14Roadmap of the simulation framework 

 



 

74 
 

7. Conclusions 

This document has presented the Data Centre Network (DCN) architecture proposed in LIGHTNESS, 

by providing a comprehensive description of both data plane and control plane functional 

specifications, as driven by the requirements for intra DCNs also identified in the document. This 

deliverable is the result of the research activities carried out in the context of Task 2.1, and in 

particular of the two architecture task forces that have been set up to design the LIGHTNESS 

architecture: the data plane task force and the control plane task force. 

At the data plane side, the functional specification of the flattened architecture that integrates both 

Optical Packet Switching (OPS) and Optical Circuit Switching (OCS) technologies has been provided. 

In particular, the design and architectural models for the OPS, OCS and hybrid switches has been 

provided. 

At the control plane side, a set of potential network control approaches for data centre 

environments have been presented and qualitatively compared. As a result, a Software Defined 

Networking (SDN) based control plane architecture has been selected as the most appropriate for 

the LIGHTNESS scenario. The enhanced functionalities and procedures supported by this SDN control 

plane has been also briefly introduced. 

Preliminary simulation results for the evaluation and benchmarking of DCN architectures have been 

finally reported. These simulation studies have been carried out on the HPC infrastructure 

implemented by BSC, and they considered, in this preliminary version, the deployment of the 

LIGHTNESS OPS switch in the HPC interconnect network. A simulation roadmap, including next steps 

for evaluation of other LIGHTNESS architecture components, has been also provided. 
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Appendix A Dimemas Configuration File 

In this section we present an example of a Dimemas configuration file. 

SDDFA 
/* 
 * "Dimemas Configuration Format:" "Version 3.99"  
 * "Last update"  "2012/03/31"  
 */ ;; 
 
 
#0: 
"wide area network information" { 
 // "wan_name" "name of the wide area network simulated"  
 char "wan_name"[]; 
 // "number_of_machines" "number of machines in wan"  
 int "number_of_machines";  
 // "number_dedicated_connections" "number of dedicated connections between machines 
in the simulated system"  
 int "number_dedicated_connections"; 
 //"function_of_traffic" "function that models influence of traffic in the non dedicated 
network"  
 // "options: 1 EXP, 2 LOG, 3 LIN, 4 CT"  
 int "function_of_traffic"; 
 // Maximal value of traffic in the network 
 double "max_traffic_value"; 
 // "external_net_bandwidth" "external net bandwidth in MB/s"  
 double "external_net_bandwidth"; 
 // "1 Constant, 2 Lineal, 3 Logarithmic"  
 int "communication_group_model";  
};; 
 
 
#1: 
"environment information" {  
 char "machine_name"[]; 
 int "machine_id"; 
 // "instrumented_architecture" "Architecture used to instrument" 
 char    "instrumented_architecture"[]; 
 // "number_of_nodes" "Number of nodes on virtual machine" 
 int     "number_of_nodes"; 
 // "network_bandwidth" "Data tranfer rate between nodes in Mbytes/s" 
 // "0 means instantaneous communication" 
 double  "network_bandwidth"; 
 // "number_of_buses_on_network" "Maximun number of messages on network" 
 // "0 means no limit" 
 // "1 means bus contention" 
 int "number_of_buses_on_network"; 
 // "1 Constant, 2 Lineal, 3 Logarithmic" 
 int "communication_group_model"; 
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};; 
 
 
#2: 
"node information" {  
 int "machine_id";  
 // "node_id" "Node number"  
 int     "node_id";  
 // "simulated_architecture" "Architecture node name"  
 char    "simulated_architecture"[];  
 // "number_of_processors" "Number of processors within node"  
 int     "number_of_processors";  
 // "speed_ratio_instrumented_vs_simulated" "Relative processor speed"  
 double  "speed_ratio_instrumented_vs_simulated";  
 // "intra_node_startup" "Startup time (s) of intra-node communications model"  
 double  "intra_node_startup";  
 // "intra_node_bandwidth" "Bandwidth (MB/s) of intra-node communications model"  
 // "0 means instantaneous communication"  
 double  "intra_node_bandwidth";  
 // "intra_node_buses" "Number of buses of intra-node communications model"  
 // "0 means infinite buses"  
 int     "intra_node_buses";  
 // "intra_node_input_links" "Input links of intra-node communications model"  
 int     "intra_node_input_links";  
 // "intra_node_output_links" "Output links of intra-node communications model"  
 int     "intra_node_output_links";  
 // "intra_node_startup" "Startup time (s) of inter-node communications model"  
 double  "inter_node_startup";  
 // "inter_node_input_links" "Input links of inter-node communications model"  
 int     "inter_node_input_links";  
 // "inter_node_output_links" "Input links of intra-node communications model"  
 int     "inter_node_output_links";  
 // "wan_startup" "Startup time (s) of inter-machines (WAN) communications model"  
 double  "wan_startup";  
};;  
 
 
#3: 
"mapping information" { 
 // "tracefile" "Tracefile name of application" 
 char    "tracefile"[]; 
 // "number_of_tasks" "Number of tasks in application" 
 int     "number_of_tasks"; 
 // "mapping_tasks_to_nodes" "List of nodes in application" 
 int     "mapping_tasks_to_nodes"[]; 
};;  
 
 
#4:  
"configuration files" {   
 char       "scheduler"[];   
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 char       "file_system"[];   
 char       "communication"[];   
 char       "sensitivity"[];   
};;   
 
 
#5:   
"modules information" {   
 // Module type   
 int     "type";   
 // Module value   
 int     "value";   
 // Speed ratio for this module, 0 means instantaneous execution   
 double  "execution_ratio";   
};;   
 
 
#6:   
"file system parameters" {   
 double     "disk latency";   
 double     "disk bandwidth";   
 double     "block size";   
 int        "concurrent requests";   
 double     "hit ratio";   
};;   
 
 
#7:   
"dedicated connection information" {   
 // "connection_id" "connection number"   
 int "connection_id";   
 // "source_machine" "source machine number"   
 int "source_machine";   
 // "destination_machine" "destination machine number"   
 int "destination_machine";   
 // "connection_bandwidth" "bandwidth of the connection in Mbytes/s"   
 double "connection_bandwidth";   
 // "tags_list" "list of tags that will use the connection"   
 int "tags_list"[];   
 // "first_message_size" "size of messages in bytes" int "first_message_size";   
 int "first_message_size";   
 // "first_size_condition" "size condition that should meet messages to use the connection"   
     // "it can be <, =, > and its is referent to message_size 
 char "first_size_condition"[];   
 // "operation" "& AND, | OR"   
 char "operation"[];   
  // "second_message_size" "size of messages in bytes"   
 int "second_message_size";   
 // "second_size_condition" "size condition that should meet messages to use the 
connection"   
 // "it can be <, =, > and its is referent to message_size"   
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 char "second_size_condition"[];   
 // "list_communicators" "list of communicators of coll. Operations that can use the 
connection"   
 int "list_communicators"[];   
 // Latency of dedicated connection in seconds   
 double "connection_startup";   
 //Latency due to distance in seconds   
 double "flight_time";   
};;  
 
 
"wide area network information" {"", 1, 0, 4, 0.0, 0.0, 1};;  
 
 
"environment information" {"", 0, "", 2, 5000, 2, 1};; 
 
 
"node information" {0, 0, "", 6, 1.0, 0, 0, 8, 1, 1, 2.8e-07, 1, 1, 0.0};; 
"node information" {0, 1, "", 2, 1.0, 0, 0, 8, 1, 1, 2.8e-07, 1, 1, 0.0};; 
 
 
"mapping information" {"traces/ptransTrace.dim", 8, [8] {0,0,0,0,0,0,1,1}};; 
 
 
"configuration files" {"", "", "", ""};;  
 
 
"file system parameters" {0.0, 0.0, 8.0, 0, 1.0};; 

 

 


