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Abstract 

The LIGHTNESS control plane is conceived to provide on-demand and flexible connectivity services 

inside the optical data centre network with the heterogeneous data plane devices. With the aim of 

meeting the requirements of data centre applications, LIGHTNESS control plane will be implemented 

with a SDN based approach, where the heterogeneous data plane devices are abstracted and 

presented in a generic way to the control plane. 

This document starts from a brief review of the software defined networking control plane 

architecture and focuses on the northbound and southbound functionalities and procedures 

supported in LIGHTNESS. Also, the inter data centre interface and procedures are presented.  

Together with D4.1 (The LIGHTNESS network control plane architecture) and D4.2 (The LIGHTNESS 

network control plane extensions), this document will drive the LIGHTNESS control plane 

implementation in WP4. 
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0. Executive Summary 

This deliverable describes the LIGHTNESS network control plane interfaces specification, as a result of 

the architectural investigations and control plane interfaces design activities carried out in the context 

of Task 4.3. Together with control plane functionalities description in D4.1 and detailed protocol 

extension in D4.2, the architecture and interfaces specified in this document will drive the control plane 

implementation in Task 4.4. 

LIGHTNESS is conceived to develop a flat optical data centre network (DCN) infrastructures, where 

heterogeneous optical devices are employed to support automatic provisioning of flexible connectivity 

services inside the data centre. Specifically, LIGHTNESS control plane abstracts the heterogeneous 

physical layer technologies (e.g., features and configuration of devices) employed in the DCN data plane 

and exposes them in a generic way for network control/management purpose (e.g., topology 

management) or to the northbound application realm (e.g. network optimization, resiliency, etc.). So, 

first, a technology agnostic protocol is needed for communication between the SDN controller and the 

devices in the data plane. Then, a generic information model to describe the features and behaviours of 

the different data plane devices need to be defined. And with this technology independent information 

model, the features/behaviours of data plane network elements would be abstracted and exposed to 

the control plane in a uniform way. In addition, a network abstraction layer is introduced in the 

LIGHTNESS control plane, in order to expose decomposed physical device as multiple virtual entity or 

integrated capability of data plane subsystem as a single virtual entity. This network abstraction could 

improve the flexibility of control plane with the necessary levels of network isolation, and reduce the 

configuration complexity through hiding the data plane details from the control plane.  

Also, the northbound interface exposed by the LIGHTNESS control plane enables network applications 

and resource orchestration systems to program the underlying network and to request services. It is 

indeed composed by Application Programming Interfaces (APIs) that present a programmable 

abstraction interface to the applications and orchestration systems at the top of the LIGHTNESS control 

plane. On the other side, a southbound interface is acting as a uniform interface responsible for the 

communications between the control plane and the data plane, and OpenFlow protocol is extended for 

the LIGHTNESS purposes to support different data plane optical devices. 
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In this context, as a summary, this deliverable focuses on the detailed modules and functionalities in 

LIGHTNESS control plane, as well as the northbound/southbound interfaces specification and 

procedures. This deliverable follows this structure: 

• Chapter 1 first provides an overview of the Software Defined Networking (SDN) control plane 

architecture adopted in LIGHTNESS in support of the heterogeneous (optical) technologies and 

their specific requirements. 

• Chapter 2 describes the LIGHTNESS control plane northbound interface specification, in terms 

of northbound interface requirements and functionalities to be supported to satisfy the data 

centre applications and services needs. 

• Chapter 3 describes the LIGHTNESS control plane southbound interface specification, in terms 

of southbound interface functionalities with detailed features to be supported and exact 

procedures. 

• Chapter 4 presents the LIGHTNESS inter data centre control interface, as well as the detailed 

workflows for inter data centre connectivity provisioning. 

• Chapter 5 summarizes the main conclusions and achievements of this document. 
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1. LIGHTNESS control plane architecture 

This chapter describes the designing principle and specification of LIGHTNESS control plane to lay the 

foundation for the implementation activities. The exact high-level requirements for data centre services 

and applications have already been specified in D4.1 [del-d41], so this chapter focuses on the detailed 

modules and functionalities in LIGHTNESS control plane to satisfy these requirements. The LIGHTNESS 

control plane architecture is designed based on the Software Defined Networking (SDN) control plane 

implementation supporting heterogeneous (optical) technologies which will be described first in this 

chapter. Then, the LIGHTNESS control plane architecture is elaborated following the SDN control plane 

designing principle, as well as considering the specific requirements of LIGHTNESS data plane scenario. 

1.1. SDN Control Plane Architecture Design for Optical 

Interconnected Data Centre 

The main rationale behind the deployment of a SDN network control plane in a data centre environment 

is to overcome the limitations of the existing DCN management and control frameworks. For example, 

instead of providing semi-automated or static procedures to provide connectivity for the data centre, 

automated connection establishment, service/devices monitoring, on-line optimization of network 

connections spanning multiple optical technologies, and matching QoS requirements for data centre 

services and applications. Specifically, the separation of control plane and data plane makes the SDN a 

suitable candidate for an integrated control plane supporting heterogeneous technologies within data 

centres. As depicted in Figure 1.1, SDN control plane would abstract the heterogeneous physical layer 

technologies (e.g., features and configuration of devices) employed in the DCN data plane and expose 

them in a generic way for network control/management purpose (e.g., topology management) or to the 

northbound application (e.g. network optimization application). So, first, a technology agnostic protocol 

is needed for communication between the SDN controller and the devices in the data plane. Then, a 

generic information model to describe the features and behaviours of the different data plane devices is 

needed to be constructed. The features/behaviours of data plane network elements would be 

abstracted with this technology independent information model and exposed to the control plane. In 
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addition, a network abstraction layer (NAL) would be introduced in the SDN control plane, in order to 

expose decomposed capability of physical device or integrated capability of data plane subsystem as a 

single virtual entity. This NAL could improve the flexibility of control plane with the necessary levels of 

network isolation, and reduce the configuration complexity through hiding the data plane details from 

the control plane.  

 

Figure 1.1 Software Defined Network Control Plane Function Module 

So, this section introduces the SDN control plane architecture for optical interconnected DCN by 

describing the adopted SDN functional decomposition in Table 1.1.  

Functionality Description 

OF Agent 

A technology agnostic protocols and interfaces are needed for the 

communications (including data plane devices capability/features 

exposing and their configuration) between the SDN controller and 

the devices in the data plane. OpenFlow (OF) [openflow] is an open 

standard, vendor and technology agnostic protocol that enables 

data and control plane separation and therefore it is a suitable 

candidate for the realization of SDN. It is based on flow switching 

with the capability to execute software/user-defined flow based 

routing, control and management in the SDN controller which is 

located outside the data path [SDON-OFC13]. So, in order to have 

OF enabled data plane optical devices, we need an OF agent for 

each devices and extend the OF protocols: 

 OF agent: it is necessary for each data plane device to have 

an OF agent, which utilizes an internal API to communicate 
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with the data plane devices and extended OF protocols 

with the controller. Please refer to the section 3.3 in this 

deliverable for more OF agent design details (including its 

function decomposition). 

 Extended OF protocol: the standard OF protocols should 

be extended to describe the specific features of the 

devices (e.g., extension for optical circuit switching). Please 

refer to D 4.2 for OF protocol extensions. 

Network Wide Information 

Model 

The standard abstraction information model is employed to expose 

a uniform representation of all devices in the control plane. So, this 

technology agnostic information model should be able to describe 

all the features/capability/peer information of the data plane 

devices. Since OF protocol is employed to support communication 

between the SDN controller and the data plane devices in the 

current scenario, this information model is implemented based on 

the extended OF protocol and includes following two approaches: 

 Features/Capability/Peer information collection and 

specification definition: the feature/capability of different 

optical devices employed in DCN data plane should be 

collected/analyzed first and then define the generic 

specification considering all the attributes of different 

optical devices. 

 OF message extension and information mapping: with the 

defined specification, all the information model should be 

implemented in the corresponding OF message through 

proper information mapping and protocol extension 

DC Network Abstraction 

DC network abstraction layer is proposed to further improve the 

DCN abstraction capability and flexibility. Specifically, while some 

new features/capabilities are introduced in DCN by optical 

technologies (e.g., tunable bandwidth connection provision), in 

order to expose these features to the control plane but hiding the 

implementation details of data plane, the optical switches would 

be exposed as a virtual switch with abstracted and specific 

capabilities which could be recognized/called by control plane. 

Furthermore, some optical devices could be decomposed as 

multiple virtual network elements to provide service/network 

isolation in device level, while data plane subsystem could also be 

integrated and abstracted as a single virtual entity which would 

ease the configuration complexity of control plane through hiding 
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the technology detail. 

DC Network Control and 

Management Library 

The SDN control plane implements some basic network control 

and management functions in order to simplify the service 

provision and network control/management approach. 

Furthermore, these basic functions expose their programmable 

interface which could be called by the external application to 

implement more complex and intelligent control and management 

purpose. Following are some fundamental control and 

management functions: 

 Topology manager: discovery/maintain the topology which 

employed by path computation  

 Path computation: calculate path for virtual data centre 

considering both constraints from application and network 

resources 

 Statistics manager: collect statistics information from the 

data plane network elements which is important to the 

DCN network optimization application  

 Switch manager: maintain the connection between 

controller and data plane network elements, collect data 

plane network element feature and configure them 

 Forwarding rules manager: install the flow forwarding rules 

(e.g., flow entry or connection configuration) to the 

network elements through interface between control 

plane and network elements (e.g., openflow southbound 

plugin) 

North Bound API 

The SDN control plane expose standard interface to various data 

centre applications, such as enhanced network functions for DCN 

optimization and resiliency. The requests from management and 

orchestration entities will be sent to the control plane through this 

Northbound interface, specifying the requirements such as the 

required resources and/or SLA/QoS, etc. In the other direction, 

DCN services (e.g., basic control and management functions) will 

be provisioned through this interface to the applications.  

Table 1.1 SDN Function Modules and Functionalities 
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1.2. Reference Open Standard Controller 

An investigation and analysis of a set of open source SDN controllers available in the state of the art is 

presented in this section. The aim of this analysis has been the selection of a solid reference baseline for 

the LIGHTNESS control plane development, as a starting point of work to be properly extended in 

support of the specific LIGHTNESS needs and requirements for dynamic, programmable and on-demand 

control of hybrid optical data centre ecosystems. In addition, this investigation work has been a first 

crucial step towards the selection of the reference SDN controller baseline for software development 

activities in WP4. 

The analysis of open source SDN controllers’ capabilities has been performed in two sequential phases. 

First, a wide set of controllers has been selected, including most of the currently available open source 

SDN frameworks, and qualitatively evaluated at a very high level in order to reduce this set to a reduced 

number (i.e. three) of controllers and then move to a subsequent phase dedicated to a more detailed 

comparison of these candidate SDN controllers. 

The complete set of open source SDN controllers preliminary evaluated is listed in Table 1.2below.  

SDN controller Brief description 

NOX  [nox] 

Open source OpenFlow controller platform for C++-based SDN network 
applications. 

http://www.noxrepo.org/nox/about-nox/ 

POX  [pox] 

Open source OpenFlow controller platform for Python-based SDN network 
applications. 

http://www.noxrepo.org/pox/about-pox/ 

Ryu  [ryu] 

SDN framework that provides software components with well defined API 
that make it easy for developers to create new network management and 
control applications, with support of OpenFlow, Netconf, OF-config. 

http://osrg.github.io/ryu/ 

Trema  [trema] 

OpenFlow controller framework that includes everything needed to create 
OpenFlow controllers in Ruby and C. 

http://rubydoc.info/github/trema/trema/ 

Maestro  [maestro] 

“Operating system” for orchestrating network control applications and 
achieving automatic and programmatic network control functions using 
modularized applications. 

https://code.google.com/p/maestro-platform/ 

Beacon  [beacon] 

Fast, cross-platform, modular, Java-based OpenFlow controller that supports 
both event-based and threaded operation. 

https://openflow.stanford.edu/display/Beacon/Home 

http://www.noxrepo.org/nox/about-nox/
http://www.noxrepo.org/pox/about-pox/
http://osrg.github.io/ryu/
http://rubydoc.info/github/trema/trema/
https://code.google.com/p/maestro-platform/
https://openflow.stanford.edu/display/Beacon/Home
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OpenDaylight  [odl] 

Industry-led collaborative open source SDN platform hosted by the Linux 
Foundation. 

http://www.opendaylight.org/ 

Floodlight  [floodl] 
Enterprise-class, Apache-licensed, Java-based SDN Controller 

http://www.projectfloodlight.org/floodlight/ 

OpenContrail 
Controller [openc] 

Apache 2.0-licensed project built using standards-based protocols to provides 
all the necessary components for an SDN controller 

http://opencontrail.org/ 

Table 1.2 List of open source SDN controllers. 

The main criteria used for the preliminary comparison of this above controllers included: number of 

contributors/developers in the community; frequency of software commits and releases; available 

applications; openness at the northbound side; native support of Openstack [openstack]; supported 

protocols at the southbound side. The result of this first step of controllers evaluation highlighted that 

most of the selected open source SDN controllers (NOX, POX, Ryu, Trema, Maestro, Beacon) lack of 

native frameworks for the development of open northbound APIs; network applications in these 

controllers are indeed mostly built and customized on top of the internal services and does not rely on 

any extensible common northbound framework. Moreover, none of these six SDN controllers offer a 

modular and extensible internal architecture, ready to be easily enhanced in support of novel functions 

and southbound protocol in addition to OpenFlow. 

For these reasons, this first evaluation phase came up with three open source SDN controllers to be 

further and deeply analyzed in a subsequent phase: OpenDaylight, Floodlight and OpenContrail 

Controller. Indeed, even if substantially different among them, they are all built around a highly modular 

and extensible architecture, that expose a common open northbound framework where new APIs can 

be defined and specialized without the need of tweaking other internal controller services. Moreover 

these three SDN controllers are led by industry communities that are very active in the SDN realm, and 

provide native support and integration with Openstack.  

OpenDaylight, Floodlight and OpenContrail Controller are briefly presented and then compared in the 

next sections, mainly in terms of their northbound capabilities.  

1.2.1. OpenDayLight 

OpenDaylight is an open source platform for network programmability hosted by the Linux Foundation 

[odl], that enables SDN through a combination of components including a fully pluggable controller, 

interfaces, protocol plug-ins and applications. The core part of the project is the modular, pluggable and 

flexible controller: it is implemented strictly in software and is contained within its own Java Virtual 

Machine (JVM) that can run on any platform that supports Java. The northbound and southbound 

http://www.opendaylight.org/
http://www.projectfloodlight.org/floodlight/
http://opencontrail.org/
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interfaces are clearly defined and documented APIs; their combination allows vendors, service providers, 

customers and application developers to utilize a standards-based and widely supported SDN platform. 

 

 

Figure 1.2 OpenDayLight Control Plane Framework (Source: OpenDaylight Hydrogen Virtualization Edition) 

The OpenDaylight SDN platform architecture is composed by three main layers, as shown in Figure 1.2: 

the Network Application Orchestration and Services, the Controller Platform and the Southbound 

Interfaces and Protocol Plugins. 

The Network Application Orchestration and Services is composed by business and network logic 

applications for network control, provisioning and monitoring. In addition, more complex and advanced 

orchestration applications needed for cloud, data centre and virtualization services also reside in this 

layer. These heterogeneous applications use the open northbound API framework exposed by the SDN 

controller platform which is implemented by a set of bidirectional REST interfaces. 

The Controller Platform is the layer where the SDN abstraction happens. It is composed by a collection of 

dynamically pluggable modules to perform a variety of network tasks and services. A set of base 

network services are offered by the SDN controller platform: Topology Manager, Statistics Manager, 

Switch Manager, Shortest Path Forwarding, Host Tracker. Each of these modules exposes its own 

northbound APIs to let network applications and orchestration services program the network and 

controller behaviour. In addition, platform oriented services and other enhanced network services can 

be implemented as part of the controller platform for enhanced SDN functions. 

Multiple southbound interfaces are supported in OpenDaylight through an heterogeneous set of 

dynamically loadable plugins implementing a wide set of southbound protocols, such as OpenFlow 1.0, 

OpenFlow 1.3, BGP Link State (BGP-LS), Open vSwitch Database (OVSDB), PCEP, etc. A newly created 

OpenDaylight project is also providing the implementation of a dedicated OpenContrail plugin to enable 

OpenDaylight to utilize OpenContrail’s networking capabilities [odl-openc-pl]. These modules are 
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dynamically linked into a Service Abstraction Layer (SAL) which actually provides the SDN controller 

platform abstraction capabilities. Below the SDN controller platform, a wide range of physical and virtual 

devices, switches, and routers that provides the actual connective fabric between the network 

endpoints can be controlled. 

In February 2014, the first OpenDaylight official release, Hydrogen, has been launched. In this version, 

OpenDaylight is delivered in three different editions: 

 Base Edition: it is conceived for those users and software developers who are exploring SDN and 

OpenFlow for proof-of-concepts or academic initiatives in physical and virtual environments. 

 Virtualization Edition: it is meant for data centres environments, and it includes all the 

components of Base plus functionality for creating and managing Virtual Tenant Networks and 

virtual overlays. It also includes applications for security and network management. 

 Service Provider Edition: it is the version for providers and carriers who want to manage their 

existing networks in an SDN-enabled way. It includes Base plus protocol support commonly 

encountered in service provider networks (i.e. BGP, PCEP), as well as security and network 

management applications. 

Northbound capabilities 

OpenDaylight offers a wide set of open Northbound REST APIs, mostly conceived to access (and 

configure, monitor and control) the controller base network services depicted in Figure 1.2. It is 

important to highlight that this OpenDaylight Northbound framework is open and flexible to either 

extend already existing APIs, or create new REST APIs to expose new user-defined internal network 

services capabilities.  

The current list of available Northbound REST APIs is summarized in Table 1.3. Full details regarding 

these REST resources and their verbs (description, URI, parameters, responses, and status codes), XML 

schemas, are available in the OpenDaylight wiki [odl-nbi-full]. 

Group Northbound API Description 

Management functions 

Host Tracker REST APIs 

Northbound APIs to track host 
location in a network. The host 
location is represented by host special 
node connector which is essentially a 
logical entity that represents a switch 
or a port. 

Statistics REST APIs 

Northbound APIs that return a wide 
set of statistic information exposed by 
the southbound protocols plugins, 
such as Openflow (i.e. number of 
packets processed, status of ports, 
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tables, flows, etc.) 

User Manager REST APIs 
This Northbound API provides 
primitives to manage users to log into 
the controller 

Connection Manager REST APIs  
This Northbound APIs allows to 
manage the nodes connected to a 
given OpenDaylight controller. 

Tenants, switches and flows 
control 

Container Manager REST APIs 

These APIs provides primitives to 
create, delete and manage tenants 
(i.e. containers) in the network 
controlled by OpenDaylight. A default 
Container is always needed for 
normal operation. 

Topology REST APIs 

These Northbound APIs give access to 
the topology stored in the controller 
and maintained by the Topology 
Manager module.  

Static Routing REST APIs 
Northbound API for the management 
of L3 static routes in the underlying 
network. 

Subnets REST APIs 
REST APIs to manage L3 subnets in a 
given container 

Switch Manager REST APIs 
Northbound REST APIs to access the 
nodes, node connectors and their 
properties. 

Flow Programmer REST APIs 
Northbound API that provides 
capabilities to program flows in the 
underlying OpenFlow network. 

Open vSwitch integration Bridge Domain REST APIs 

This Northbound API gives access to 
some OVSDB protocol primitives in 
order to program an Open vSwitch 
(i.e. manage virtual bridges)  

OpenStack integration 
Neutron / Network 
Configuration APIs 

This Northbound API matches 
precisely the Neutron API v2.0 to 
provide a smart integration with 
OpenStack. 

Table 1.3 OpenDaylight Northbound REST APIs 
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Southbound capabilities 

OpenDaylight supports a wide set of southbound protocols to enable the communication between the 

controller and the different network devices with diverse capabilities. OpenDaylight distributes three 

releases for different purposes with different southbound protocols supported. 

Version Supported Southbound Protocols/Plugins 

Base Edition NetConf, OpenFlow 

Virtualization Edition NetConf, OpenFlow, OVSDB 

Service Provider Edition NetConf, OpenFlow, BGP, PCEP, LISP, SNMP 

Table 1.4 Southbound Protocols Supported by OpenDaylight 

1.2.2. Floodlight 

Floodlight is a Java-based high-performance open source SDN controller, released under the Apache 2.0 

license, and it is the core part of a commercial SDN product from Big Switch Networks. Currently, 

Floodlight implements OpenFlow 1.0 only and works with any switches, routers, virtual switches, and 

access points that also support this version. It provides a number of network applications, in addition to 

the control framework for controlling the OpenFlow-enabled network components. 



 

20 

 

 

Figure 1.3 Floodlight SDN controller architecture. 

Floodlight is built around a highly modular architecture, as shown in Figure 1.3, composed by a core 

controller providing base network functions (e.g. Topology Manager, Link Discovery, Device Manager, 

Performance Monitor, etc.) and by a set of user-defined Java module applications for complex network 

services in support of enhanced SDN functionality. The interfacing between the Floodlight core 

controller and the module applications is done through the westbound Java API depicted in Figure 1.3, 

which allows the development of custom modules and enables the communication with the base 

network functions. These additional modules are loaded via a separate module system when the 

Floodlight controller starts, enabling the deployment of different editions of the controller (e.g. by 

enabling/disabling specific modules). 
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Floodlight offers a number of features and abstractions for controlling an OpenFlow network. Currently, 

OpenFlow 1.0 is the only southbound protocol supported, and no plans are envisaged in the near term 

to extend the support to other protocols, such as OVSDB, NETCONF, PCEP, etc. 

At the northbound side, an open REST API allows the integration of external network applications and 

orchestration systems. Indeed, Floodlight provides native integration with Openstack through a 

dedicated python-based Neutron plugin. Compared to the westbound Java API, however, this 

northbound REST API is relatively slow and does not allow to support real-time functions and 

mechanisms. 

Current Floodlight version is delivered with a set of network applications, including the controller 

Graphical User Interface (GUI), to perform management like actions, and the Circuit Pusher to 

automatically install persistent OpenFlow rules for the connection between two IP end-points. 

Northbound capabilities 

Floodlight exposes an open Northbound REST interface, which provides a set of primitives to access 

some of the base services implemented in the controller, as well as primitives related to module 

application services (i.e. services marked with “R” in Figure 1.3). The Floodlight Northbound REST API 

framework is extensible to support and expose new services and interfaces: to this end, dedicated 

guidelines are provided in the Floodlight webpage to add new REST APIs and the new service modules 

[floodl-nbi-new]. 

The list of available Northbound REST APIs is summarized in Table 1.5, which are also detailed in terms 

of URIs, methods, arguments, etc., on the Floodlight webpage [floodl-nbi-full]. 

Group Northbound API Description 

Management functions 

Device Manager REST API 

This REST API is used to retrieve the 
list of devices tracked by the 
Floodlight controller. The information 
retrieved include MACs, IPs, and 
attachment points. 

Statistics REST API 

This REST API is exposed for 
monitoring purposes and provides 
information about OpenFlow 
counters, controller memory usage, 
status of the APIs, controller 
summary, etc. 

Tenants, switches and flows 
control 

Topology Service REST API 

This REST API gives access to the 
topology maintained by the Topology 
Manager base service, and is used to 
retrieve information about switches, 
clusters, external and internal links. 

Static Flow Pusher REST API This REST API allows to manually 
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insert, delete and update flows into 
the OpenFlow network. 

Virtual Network Filter REST API 

This REST API is used to manage 
multiple tenants in the underlying 
OpenFlow network, and allows to 
create, delete, update virtual 
networks and attach, detach hosts 
and ports.  

OpenStack integration Neutron REST Proxy Plugin 

A dedicated Neutron Plugin is 
available for Floodlight. This plugin 
acts as a translator between the 
Neutron API v2.0 and the Virtual 
Network Filter REST API described 
above. 

Other Firewall REST API 

This REST API is exposed by the 
Firewall Module Application and 
allows to enable/disable the Firewall 
application, as well as to handle (i.e. 
create, delete, update) rules. 

Table 1.5 Floodlight Northbound REST APIs. 

Southbound capabilities 

The Floodlight controller supports OpenFlow 1.0. It does not support any other open standard protocol 

and it is not easy to extend it to support other protocols. 

1.2.3. OpenContrail Controller 

OpenContrail is an open source Apache 2.0 licensed project that is built around standards-based 

protocols and provides flexible, reliable and highly scalable solution for network virtualization, including 

an SDN controller, a virtual router, an analytics engine and a wide set of northbound APIs.  

OpenContrail Controller is the logically centralized but physically distributed SDN controller, responsible 

for the management, control, and analytics functions provided on top of the virtualized networks. For 

high availability and horizontal scaling purposes, OpenContrail Controller is composed by multiple nodes 

(i.e. physically distributed), each of a different type, with different functions, and deployed in multiple 

instances. Therefore, logically centralized means that OpenContrail Controller is deployed as a single 

logical unit, while it is implemented as a cluster of multiple nodes, providing a distributed and highly 

redundant architecture. The OpenContrail Controller architecture is show in Figure 1.4: three types of 

nodes are defined - Configuration nodes, Control nodes and Analytics nodes. 
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The Configuration nodes are responsible for the management functions of the SDN controller, and are 

used to configure the OpenContrail System and gather information about its operational status. These 

nodes expose a wide set of northbound APIs and represent the access point to the system for the 

provisioning of network services, which are represented by dedicated objects in a horizontally scalable 

database. These objects are then transformed into low-level objects and services depending on the 

specific action to be performed on the underlying virtual network. For actual provisioning, the content 

of these low-level services is published to the Control nodes by means of the internal Interface for 

Metadata Access Points (IF-MAP) protocol. 

 

Figure 1.4 OpenContrail SDN controller architecture. 

The Control nodes implement the logically centralized functionalities of the control plane and translate 

the service request and primitives from the Configuration nodes into specific actions of south-bound 

protocols, i.e. to make the actual state of the network equal to the desired state of the network. 

Currently, OpenContrail supports the following southbound protocols: XMPP to control the 

OpenContrail virtual routers, BGP and NETCONF to control physical routers. The Control nodes also 

make use of BGP for synchronization purposes when there multiple instances are deployed for 

scalability and high-availability. 
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The Analytics nodes provides the monitoring functions to the OpenContrail system, and are responsible 

for collecting analytics information and exposing it through dedicated northbound query REST APIs. Each 

component and node of the OpenContrail System generates analytics events and information, which is 

sent to one of the Analytics node instances which store it in a horizontally scalable database. 

Northbound capabilities 

The OpenContrail controller exposes a wide set of northbound REST APIs for integration with external 

network applications and cloud orchestration systems, such as OpenStack via a dedicated Neutron 

plugin. Most of the REST APIs are provided by the Configuration nodes, and are automatically generated 

from the formal high-level data model which describes the top-level objects and services; this allows 

every service to be provisioned and controlled through these REST APIs. 

The OpenContrail controller REST APIs can also be used by other applications and by the operator’s 

OSS/BSS. They are also horizontally scalable and the API load can be spread over multiple configuration 

node instances. Full implementation and usage details for these REST APIs are available in the 

OpenContrail webpage [openc-nbi-full] and summarized in the Table 1.6below. 

Group Northbound API Description 

Configuration functions 

Virtual Networks (L2/L3) 

This REST API is the one used to 
create, delete and update virtual 
networks in support of multi-tenancy 
and network virtualization. A wide set 
of services is available, from MPLS 
VPNs to VXLAN tunnels. 

Security &QoS policies 

This REST API is used to configure the 
network policies and QoS attributes 
for the installed services. Depending 
on the service (MPLS VPNs, VXLAN 
overlays, etc.) different primitives are 
available. 

Operational functions 

vRouter  connected networks 

These REST APIs allow to collect 
information related to virtual 
networks connected to a given 
OpenContrail virtual router 

vRouter statistics 
This REST API is used to gather 
statistics and status for individual 
OpenContrail virtual routers. 

Analytical functions 
Query routing tables 

This REST API provides monitoring and 
status information for L3 and overlay 
routing tables (e.g. for MPLS VPNs or 
VXLAN tunnels). 

Flow records and statistics These REST APIs are used to gather 
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per switch/router (either virtual or 
physical) information about traffic 
flows, in terms of loss of packets, 
retransmissions, etc. 

Aggregated traffic statistics 

This REST API is similar to the previous 
one, but with information collected 
on a cluster basis (i.e. for a set of 
virtual or physical switches/routers). 

OpenStack and CloudStack 
integration 

Neutron API Plugin 
A dedicated Neutron plugin is 
available to bridge OpenStack and 
Virtual Network REST APIs 

CloudStack Network API Plugin 
A CloudStack plugin is available to 
interface with the Virtual Network 
REST APIs 

Table 1.6 OpenContrail Controller Northbound APIs 

Southbound capabilities 

OpenContrail supports XMPP, BGP, NETCONF, and can be extended to support other protocols. As 

shown in Table 1.7, the control nodes are responsible for realizing the desired state of the network as 

described by the low-level technology data model using a combination of southbound protocols 

including XMPP, BGP, and NETCONF. In the initial version of the OpenContrail System these south-bound 

protocols include Extensible Messaging and Presence Protocol (XMPP) [ietf-xmpp-wg] to control the 

OpenContrail vRouters as well as a combination of the Border Gateway Protocol (BGP) and the Network 

Configuration (Netconf) protocols to control physical routers.  

Supported Southbound 
Protocols/Plugins 

Description 

NETCONF 
Extensible Messaging and Presence Protocol (XMPP) is a communications 
protocol for message-oriented middleware based on XML.   

BGP 
BGP is used to exchange routing information between the control nodes 
and the gateway nodes. 

XMPP 

OpenContrail uses XMPP as a general-purpose message bus between the 
compute nodes and the control node to exchange multiple types of 
information including routes, configuration, operational state, statistics, 
logs and events. 

Table 1.7 Southbound Protocols Supported by OpenContrail Controller 
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1.2.4. Qualitative comparison and selection of the reference baseline 

The three open source SDN controllers introduced in the previous sections (OpenDaylight, OpenContrail 

Controller, Floodlight), have been compared by performing a qualitative analysis of their main features, 

pros and cons mainly focusing on their interface capabilities. 

A summary of this qualitative comparison of OpenDaylight, OpenContrail Controller and Floodlight is 

reported in Table 1.8. It is important to highlight that this evaluation has been carried out to also select 

the reference SDN controller for the WP4 software development activities. For this reason, Table 1.8 

also includes some more high-level and generic terms of comparison to ease this twofold selection. 

Feature OpenDaylight OpenContrail Controller Floodlight 

Modular 
architecture 

Yes, highly modular 
architecture with dynamic 
module loading system 

Yes, modular and highly 
distributed architecture 

Yes 

Extensible 
architecture 

Yes, it is one of the main 
properties of the 
controller 

Should be Yes 

Open NB REST 
framework 

Yes Yes Yes 

Available REST 
APIs 

Yes, high number of REST 
APIs available exposed by 
most of internal base 
network services 

Yes, but not much 
details available 

Yes, some core 
controller services and 
external modules 
expose REST APIs 

REST API 
documentation 

Yes, very extensive and 
detailed.  

Yes, but not very 
detailed. Only some 
usage examples are 
provided for the Virtual 
Network REST API 

Yes, but with limited 
information available 

Application 
tutorial 

Yes No 
Yes, very detailed 

OpenStack support 

Yes, straightforward due 
to the direct 
implementation of 
Neutron API 2.0 

Yes Yes 

CloudStack 
support 

No Yes 
No 

Popularity 

Very high. Industry-led 
project with high interest 
and expected impact in 
the SDN/NFV community 

Medium-High. Juniper-
led project  

Medium. It’s a project 
led by Big Switch 
Networks that has 
reduced its popularity 
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after the OpenDaylight 
launch. 

OpenFlow support Yes, v1.0 and v1.3 No Yes, v1.0 

Other SB 
protocols/plugins 

OpenFlow, SNMP, 
NETCONF, PCEP, BGP-LS, 
OVSDB, LISP, and can be 
extended to support other 
protocols 

XMPP, BGP, NETCONF, 
and can be extended to 
support other protocols 

No, and can’t be easily 
extended to support 
other protocols 

Table 1.8 Summary of the qualitative comparison of OpenDaylight, OpenContrail and Floodlight 

According to the comparison summarized above, OpenDaylight has been selected as the reference SDN 

controller for both northbound and southbound interface definition and SDN software implementations. 

The main reason behind this decision is its highly extensible and modular architecture, that natively 

deploys a wide set of services, appliances and northbound API for either data centre or transport 

ecosystems. Also, the variety of southbound protocols and plugins available in OpenDaylight has not 

been encountered for other SDN controllers. And the recently launched effort for the development of a 

dedicated OpenContrail plugin allows in any case OpenDaylight to benefit from OpenContrail’s 

capabilities. 

The high popularity of the industry-led OpenDaylight project in both scientific and industry communities 

has been also considered as a crucial term of comparison: indeed, working on top of a high popular 

open source framework enhances the LIGHTNESS chances to generate a high impact in the community. 

1.3. LIGHTNESS Control Plane Architecture 

The SDN control framework perfectly fits with the requirements of novel optical interconnected data 

centre fabric proposed by LIGHTNESS where OCS and OPS technologies are deployed. In particular, 

LIGHTNESS control plane is conceived to provide an abstraction of the optical technologies that allows 

the network to be programmable and therefore closely tied to the requirements of data centre 

applications and services. In D4.1 [del-d41], a high-level LIGHTNESS control plane architecture is 

presented, as well as its decomposed functionalities. Based on the proposed SDN control plane 

architecture in section 1.1, a more detailed LIGHTNESS control plane framework is presented and 

elaborated in this section, especially for the resource abstraction approach. In addition, an open 

standard SDN controller, OpenDayLight, is selected as the basic framework for LIGHTNESS control plane 

implementation. So, the mapping between LIGHTNESS control plane functionality and the function 

module in OpenDayLight controller is presented, as well as the necessary functionality extension. 
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Figure 1.5 LIGHTNESS Control Plane Architecture 

First, the northbound interface on LIGHTNESS control plane enables data centre applications to program 

the underlying network and request basic control plane functions in the top-down direction. It is mainly 

composed by a collection of Application Programming Interfaces (APIs) that present a network 

abstraction interface to the applications and orchestration systems. The detailed functionalities and 

procedures are elaborated in section 2. 

Then, as depicted in Figure 1.5, optical ToR, AOD, NIC and OPS node are the essential data plane devices 

to build OPS/OCS connection for server-to-server/ToR-to-ToR communication. So, enabled by the 

southbound interface, the control plane collects optical devices attributes, statistics information and 

network status in bottom-up direction, while the data plane devices are enabled to be configured by 

extended OF in top-down direction. Furthermore, an OF enabled agent and properly extended OF 

protocol are crucial to enable the communication between LIGHTNESS SDN controller and the optical 

devices. The functionalities of southbound interface of LIGHTNESS control plane and OF agent design 

approach are elaborated in section 3. The exact OF extension for LIGHTNESS data plane optical devices 

are indeed elaborated in deliverable D4.2 [del-d42]. 

Regarding to the LIGHTNESS control plane, as shown in Figure 1.5, it is composed by an SDN controller 

natively implementing a set of basic network control and management functionalities (including 
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network service manager, path/flow computation, topology manager and network status monitoring 

manager) which are crucial to meet the essential requirements for data centre services and applications 

(i.e. in terms of virtual connection provisioning, topology discovery and path computation). Actually, 

most of the control plane functionalities presented in Figure 1.5 have already been elaborated in D4.1. 

So, in this section, we only focus on some implementation details in the resource manager (which 

follows SDN control plane architecture design introduced in section 1.1). 

Except those basic functionalities described in D4.1, the main innovative functionalities provided by the 

LIGHTNESS control plane can be summarized as follows: 

Functionality Description 

Resource 

Manager 

Network 

information 

model 

Following the description of DC network wide information model for 

SDN control plane, a generic information model would be defined to 

enable presenting the heterogeneous data plane devices in a 

uniform way in the control plane and it needs following approaches: 

 Specification definition to abstract various optical devices: 

including optical ToR, AOD, NIC and OPS node 

 Information mapping to the extended OF protocol 

 DCN Resource DB: features/actions/peer information of 

each data plane devices 

Abstraction 

layer 

Abstraction layer allows another level physical device abstraction in 

order to ease the control complexity. Specifically, according to the 

requirements of data center application, provisioning abstracted 

entity with customized capability/architecture and presented as one 

single virtual switch to the applications. So, the following types of 

services are supported: 

 Combine/abstract several devices together as one virtual 

switch 

 Decompose device into multiple virtual switches 

 Virtual Switch Resource DB: present each virtual switch with 

abstracted capability 

OF Driver 

Extended OF protocol is employed to enable the communication 

between control plane and data plane devices and OF driver is the 

corresponding southbound interface in LIGTHNESS control plane to 

expose the data plane device features and configuring interface to 

control and management function. The following functionalities are 

provided: 

 In the Top-down direction: construct/generate OF message 

to configure the data plane devices 

 In the Bottom-up direction: parse the OF message from OF 
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agent to abstract the features and status of data plane 

devices 

Table 1.9 LIGHTNESS Control Plane Function Modules and Functionalities (supplement to table 4.2 in D4.1) 
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2. LIGHTNESS northbound (cloud-to-network) 
interface and procedures 

The northbound interface on a SDN controller enables applications and resource orchestration systems 

to program the underlying network and to request services. It is indeed composed by a collection of 

Application Programming Interfaces (APIs) that present a network abstraction interface to the 

applications and orchestration systems at the top of the SDN stack. 

The LIGHTNESS SDN control plane for hybrid optical and flat DCN infrastructure exposes a set of open 

northbound APIs to enable a network application ecosystem inside the data centre, which is one of the 

main promises of SDN. These northbound APIs put applications and orchestration systems in control of 

the network, and therefore data centre providers and operators can deploy an SDN-enabled control 

framework that allows applications to dynamically demand the resources they need, rather than 

statically tweaking their infrastructures to get services running properly. 

2.1. Northbound interface requirements 

The LIGHTNESS northbound interface is mainly conceived for provisioning of dynamic, on-demand and 

resilient connectivity services in support of applications running inside the data centre. The 

requirements for the LIGHTNESS SDN control plane have been initially defined in deliverable D2.2 [del-

d22] and further specified in deliverable D4.1 [del-d4.1], based on the work for the control plane 

architecture definition in WP4. Table 2.1 summarizes the subset of requirements and main 

functionalities that are relevant for the definition of the LIGHTNESS northbound interface. 

These requirements, together with the high-level functionalities and procedures identified in deliverable 

D4.1 [del-d41] form the basis for the definition of the LIGHTNESS northbound interface. 
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Requirement/Functionality Description 

Interaction with DC 

management and orchestration 

systems 

The LIGHTNESS SDN control plane has to be able to interact with 

the data centre management and orchestration systems through 

the northbound interface for the provisioning and monitoring of 

services in support of data centre applications. 

Dynamic on-demand network 

connectivity 

The LIGHTNESS northbound interface must provide dedicated 

primitives and mechanisms to allocate network resources inside the 

data centre dynamically and on-demand, providing the QoS 

guarantees required by the applications running in the servers (e.g. 

in terms of latency, delay, packet loss). These QoS requirements 

must be specified at the northbound interface to also leverage the 

hybrid optical capabilities of the LIGHTNESS DCN and accommodate 

the requested services by provisioning packet or circuit switching 

resources according to the specific needs and traffic characteristics.  

Scheduled connectivity services 

The support of advance resource reservations allows data centre 

providers and operators to enable an efficient control and sharing 

of network resources across applications inside the data centre. 

The LIGHTNESS northbound interface must support the scheduling 

of connectivity service provisioning inside the data centre and 

enable the specification of the time constraints like service start, 

stop time and duration. 

On-demand network 

connectivity modification 

The on-demand modification of active and installed services 

enables the LIGHTNESS system to cope with the dynamicity and 

flexibility of distributed data centre applications. To this end, the 

LIGHTNESS northbound interface should allow dynamic 

modifications of pre-established network services for their 

adaptation according to changing needs of data centre applications, 

e.g. in terms of bandwidth, QoS guarantees, recovery strategy, etc. 

Network connectivity service 

recovery 

The automated recovery of DCN services upon failure conditions 

allows to reduce the impact of service interruption for data centre 

applications. Moreover, the LIGHTNESS northbound interface 

should provide mechanisms for detection and escalation of failure 

conditions towards the data centre management and orchestration 

systems, in order to let them implement their own system-wide 
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recovery strategies. 

Monitoring 

The escalation of monitoring information allows data centre 

management and orchestration systems to maintain an up-to-date 

knowledge of status and performances of the system. The 

LIGHTNESS northbound interface should therefore provide 

mechanisms to gather updated monitoring information about the 

DCN behaviour. On the one hand, this allows data centre 

management and orchestration systems to dynamically modify and 

update the network services provisioning according to the DCN 

status. On the other hand, these monitoring information can be 

elaborated by specific network applications for dynamic and 

automated optimization of  

Table 2.1 Summary of LIGHTNESS northbound interface requirements 

2.2. Reference standards for SDN northbound related procedures 

and architectural models 

Multiple vendors are bringing commercial SDN products to market, and lot of SDN controllers are 

currently available, each featuring different northbound capabilities and mechanisms. The main reason 

is that requirements for the northbound APIs vary depending on the needs of the specific applications 

and orchestration systems on top of each SDN controller solution, which in turn are often strictly related 

to the hardware and technology choices at the network level. As a consequence, a reference standard 

for SDN northbound APIs is not yet available. 

This proliferation of SDN controllers, each with unique APIs capabilities at the northbound side creates 

an overabundance of programmatic interfaces that network service providers, orchestration systems, 

application vendors, and software developers at large must implement in order to support diverse SDN 

use cases. This is slowing down the wide spread adoption of SDN in both data centre and transport 

network ecosystems, as well as the usage of its associated protocols and technologies, including, but not 

limited to, OpenFlow [openflow]. 

For these reasons, the Open Networking Forum (ONF) [onf], the industry led consortium dedicated to 

the promotion and commercialization of SDN solutions, recently started a specific standardization 

activity around the northbound interface topics, that is being carried out in two distinct phases. First, a 

preliminary investigation of use cases to motivate the need for a standard northbound APIs specification 

has been carried out, including a compendium study looking at examples of northbound APIs exposed 

by available SDN controllers with the aim of exploring what they do, what they require from applications, 

what they convey about the network and what data models they use. After that, a set of general 
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recommendations have been identified on what needs to be done around the northbound APIs topic to 

help the industry accelerate the adoption of SDN applications. This preliminary ONF standardization 

phase, already concluded, provided fundamental inputs to launch an official ONF NorthBound Interface 

(NBI) Working Group (WG), which is formally established since October 2013 [onf-nbi].  

Starting from the conclusions and recommendations of the ONF investigation group, the NBI WG aims to 

define and subsequently standardize various SDN Controller northbound API interfaces that will be 

chosen by the WG itself. This standardization effort will enable acceleration of SDN innovation by 

allowing significant application portability across SDN controllers, both open source and proprietary. 

The main goals of the ONF NBI WG can be therefore summarized as follows: 

 provide extensible, stable, and portable northbound APIs to controllers, network services, 

network providers and operators, application developers; 

 increase the portability of those network applications designed and implemented to interact 

with SDN controllers. To this end, multiple APIs need to be enabled and defined at differing 

levels of abstraction in support of enhanced programmability and automation for network 

configuration, provisioning and monitoring. In addition to defining a standard northbound API 

for programming the specific OpenFlow wire protocol actions, the NBI WG also plan to develop 

other standards for more abstract northbound APIs not bound to any southbound protocol; 

 encapsulate the complexity and details of the underlying southbound implementations to make 

the northbound APIs available to larger number of application developers (including those who 

are not network equipment and technology experts), and as a consequence to widespread and 

accelerate SDN adoption at large; 

 ensure that the defined and standardized northbound APIs allow SDN controller vendors to 

freely innovate, using specific and customized API extensions, their products and solutions. 

LIGHTNESS is continuously monitoring the ONF NBI WG activity to gather inputs for the project research 

around the northbound API topic, and also to evaluate any potential input to the WG. The University of 

Bristol recently joined ONF as Research Associate and represents the ONF contact point for the 

LIGHTNESS consortium.  

However, no public ONF NBI outputs, results and documents are available yet; therefore, the LIGHTNESS 

northbound interface specification work started from an analysis of currently available open source SDN 

controllers and their northbound capabilities. 
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2.3. Services and API operations 

The LIGHTNESS SDN controller northbound interface is defined in support of the control plane 

procedures identified in the deliverable D4.1 [del-d41], namely: data centre connectivity services (setup, 

teardown, modification, schedule), path and flow computation, data centre network resiliency, dynamic 

data centre network resource optimization and network monitoring. 

As stated in the previous section, the OpenDaylight SDN controller has been selected as the reference 

baseline for the definition of the LIGHTNESS northbound interface. This means that the LIGHTNESS 

northbound interface will support and implement, at least, all the OpenDaylight REST APIs reported in 

section 1.2, as they are defined in the OpenDaylight Hydrogen release [odl-nbi-full]. In addition, with the 

aim to match the northbound requirements listed in section 2.1, to support the LIGHTNESS control plane 

procedures defined in D4.1, some of the OpenDaylight REST APIs are extended and enhanced, as 

described in the next sub-sections. Also, brand new REST APIs are defined where needed. 

In its Hydrogen release, OpenDaylight supports both OSGi framework [osgi] and bidirectional REST for its 

northbound APIs. While the OSGi framework is used for applications that will run in the same address 

space as the controller, the REST API is used for applications that do not run in the same address space 

(or even necessarily on the same machine) as the controller. 

Among the control plane procedures defined in D4.1, only few of them are directly supported and 

implemented at the LIGHTNESS northbound REST APIs, in particular data centre connectivity services 

(setup, teardown, modification, schedule) and network monitoring (intended as collection of statistics 

and network status information). Indeed, data centre network resiliency and dynamic data centre 

network resource optimization are intended in LIGHTNESS as enhanced network applications and 

algorithms that run on top of the controller and leverage the network monitoring capabilities exposed 

by the northbound REST APIs. Therefore, no dedicated REST APIs are defined for these two procedures 

and functions. Moreover, with the selection of OpenDaylight as reference SDN controller, path and flow 

computation procedures (deeply detailed in deliverable D4.1), will be mostly implemented in LIGHTNESS 

as internal controller functions that do not need to be exported through dedicated REST APIs. As 

depicted in Figure 2.1, OpenDaylight natively provides basic IETF enabled Path Computation Element 

(PCE) functions (including a Dijkstra algorithm), through the combination of the base services inside the 

red dotted box and the PCE Protocol (PCEP) southbound plugin. These functions can be enhanced by 

implementing new and more complex algorithms inside the Shortest Path forwarding module, or by 

delegating the computation of paths to external PCEs through the southbound PCEP protocol. These 

IETF enabled PCE functions in OpenDaylight also ease the implementation of the inter-DC path 

computation and provisioning procedures described in section 4. 

The next sub-sections are structured as follows: first a brief introduction of the LIGHTNESS northbound 

interface format, i.e. REST, is provided, then the set of services exposed by the LIGHTNESS SDN 

controller through its northbound REST APIs is detailed, with a definition of resources, operations, 

methods and arguments for each API. 
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Figure 2.1 PCE functions in OpenDaylight 

2.3.1. Format of the northbound interface definition 

The LIGHTNESS SDN controller northbound interface is designed as a RESTful Web Services interface. 

Web Services is a software system designed to support interoperable machine-to-machine interaction 

over a network, with an interface described in a machine-processable format. In other words, it is a Web 

interface for applications, i.e. a Web API that can be accessed over a network, and executed on a remote 

system hosting the requested services. Moreover, Web Services operate reliably at a large scale of 

simultaneous users, clients and applications, therefore providing a very efficient interface framework in 

a data centre environment. 

REST stands for Representational State Transfer [rest], and is a resource-based view of Web Services, 

opposed to the operation-based SOAP or XML-RPC approaches. REST client requests and server 

responses are built around the transfer of representations of resources; a resource can be any 

addressable entity or object, and the representation of a resource is typically a document that captures 

the existing state or intended state of the resource. 

The most important properties of a REST interface may be summarized as follows: 

 All important resources are identified by one Uniform Resource Identifier (URI) 

 Resource access methods (i.e. actions) mean the same for all resources (i.e. universal semantics) 

 Resources are manipulated through the exchange of representations 
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 Hypertext is the engine of application state 

In REST, the resource to be manipulated is therefore specified by a URI and the methods (operations) by 

the HTTP methods: GET (retrieval of data), PUT (update data; sometimes used to create a new resource), 

POST (create a new resource) and DELETE (delete an existing resource). This significantly differs from the 

object-oriented patterns, where an object can support any number of methods and operations, and the 

effect of those operations is not uniform. Moreover, client and server side of a REST interface exchange 

representations of the resource, instead of the resource itself. Resources are decoupled from their 

representation and their content can be accessed in a variety of formats, such as HTML, XML, plain text, 

PDF, JPEG, etc. 

A REST interface is typically defined and composed by two main parts: a list of the URIs that identifies 

the resources, with the methods that they support, and the resource representations (i.e. XML content) 

for the request and response messages. It is important to highlight that REST is an architectural style, 

not a standard. Therefore no universal standard for describing the REST Web Services is defined.  

However, the majority of REST API definitions are documented in human-readable format (e.g. textual 

as the LIGHTNESS northbound REST APIs defined in the following sections), rather than in a machine 

readable format.  

2.3.2. Data centre connectivity services APIs 

As defined in deliverable D4.1 [del-d41], a LIGHTNESS data centre connectivity service is conceived to 

provide data connectivity within the DCN, and involve the configuration and provisioning of the data 

plane devices: OPS, AoD/OCS, optical TOR switches and hybrid NICs. Two types of connectivity services 

have been identified: 

 Point-to-point connectivity: the simplest scenario where the service is established between two 

end-points in the DCN (e.g. two VMs MAC/IP addresses, or two hybrid NICs/servers’ ports) 

 Point-to-multipoint connectivity: a more complex connectivity paradigm where a source end-

point (VMs MAC/IP address, or hybrid NIC/server port) has to be connected to multiple 

destination end-points, to support specific distributed data centre applications (e.g. content or 

data base replication towards multiple servers, gaming applications involving IT resources in 

several servers, HPC, etc.)  

For each of these types of services, the data centre connectivity can be either instantiated immediately 

or scheduled to be provisioned in the future (i.e. performing an advance reservation, for example for 

programmed backup services inside the data centre).  

The LIGHTNESS data centre connectivity services API is defined from scratch (i.e., it is not supported in 

OpenDaylight) and is detailed in Table 2.2, where the allowed methods, the applicable resources/URIs 

and their parameters, and a brief description are provided. The set of actions for the data centre 

connectivity services defined in D4.1 (i.e. setup, modify and teardown) are mapped into the REST 
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methods POST, PUT and DELETE. Moreover, all the data centre connectivity options, i.e. point-to-point 

vs. point-to-multipoint and immediate vs. scheduled provisioning, are implicitly derived by the content 

of the specific REST request body, as detailed in Table 2.3. 

 

Operation URI Description 

GET 
/controller/nb/v2/netservicemanager/{cont
ainerName} 

It returns the list of data centre 
connectivity services provisioned for the 
given container (i.e. for the given tenant, 
e.g. “default”). Each of the element of 
the list includes the attributes and 
parameters detailed in Table 2.3. 

POST 

/controller/nb/v2/netservicemanager/{cont
ainerName}/{name} 

It creates a new data centre connectivity 
service, identified {name}. The request 
body includes the requirements for the 
given service, as detailed in Table 2.3. 

PUT 

It modifies an already provisioned data 
centre connectivity service. {name}  URI 
parameter must identify an existing 
service. The set of service attributes that 
can be modified (and included in the 
request body) is given in Table 2.3. 

DELETE 

It triggers the teardown of a data centre 
connectivity service. {name}  URI 
parameter must identify an existing 
service. 

GET 

It returns the data centre connectivity 
service configuration matching the URI 
parameter {name}, following the 
structure defined in Table 2.3. 

Table 2.2 Data centre connectivity service API operation. 

The request/response body attributes and parameters are provided in Table 2.3.   

Attribute Type 
Allowed 
operations 

Mandatory Description 

name 
UUID 

(string) 
POST, PUT Y, Y, Y UUID representing the service 
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src_end_point string POST Y 

Source end point of the data centre 
connectivity service. It can be a VM 
address (MAC or IP), or the identifier 
of a hybrid NIC 

src_end_point_t string POST Y Type of source end point 

dst_end_point list(str) POST, PUT Y, N 

Destination end point(s) of the data 
centre connectivity service. For 
point-to-point services the list 
contains a single end point (i.e. VM 
address or hybrid NIC identifier). 

dst_end_point_t list(str) POST, PUT Y, N Type of destination end points 

time_setup string POST, PUT N, N 

Setup time of the scheduled data 
centre connectivity service. If 
empty, the service is immediately 
provisioned 

time_down string POST, PUT N, N 

Teardown time of the scheduled 
data centre connectivity service. If 
empty, the service is immediately 
provisioned 

bandwidth string POST, PUT N, N 
Minimum guaranteed bandwidth 
requested for the service 

latency string POST, PUT N, N 
Maximum guaranteed latency 
requested for the service 

pckt_loss string POST, PUT N, N 
Maximum guaranteed packet loss 
rate requested for the service 

class_of_service string POST, PUT Y, N 

It indicates the requested QoS, at a 
coarse level (e.g. best effort, gold, 
silver, etc.). It is needed for POST 
operations. When a best effort 
service is requested, bandwidth, 
latency and pcky_loss must be 
empty. 

recovery_type string POST, PUT N, N 

Recovery strategy to be used for this 
requested service (unprotected, 
protected, on-the-fly). In case of on-
the-fly strategy a dedicated network 
application must run on top of the 
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SDN controller to manage the 
service recovery. 

See D4.1 control procedures for 
more details. 

monitoring_type string POST, PUT N, N 

Monitoring mechanism to be used 
for this requested service (polling, 
asynchronous, synchronous). For 
this LIGHTNESS interface, the only 
polling mechanism is supported and 
implemented. 

See D4.1 control procedures for 
more details. 

path_key string POST N 

For inter-DC services (see section 4), 
it is the opaque path key value that 
indicates to the internal controller 
path computation service the 
already computed route to be used 
for this service 

Table 2.3 Data centre connectivity service API attributes in request/response bodies. 

 

The list of status codes for the data centre connectivity services APIs is provided in Table 2.4. 

HTTP status code Description 

200 OK Service created/updated/deleted successfully 

400 Bad Request 
Failed to create/update the service due to invalid service 
configuration 

401 Unauthorized User not authorized to perform this operation 

404 Not Found The Container Name or service name is not found 

409 Conflict 
Failed to create new service try due to conflicting name or 
configuration 

500 Internal Server Error Failed to create/update the service 

503 Service Unavailable One or more of controller services are unavailable 

Table 2.4 Data centre connectivity service API response status codes. 
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2.3.3. Statistics and network status APIs 

The collection of statistics and network status information through the LIGHTNESS northbound APIs 

make the data centre connectivity services established inside data centres, and the individual network 

resources in the hybrid DCN, a fully manageable set of resources in the overall data centre workflows. 

Indeed, these functions and procedures have been specified in deliverable D4.1 [del-d41] to enable a 

synchronization of the status, performances and availability of services and network resources, and 

therefore allow either the control plane itself or the external applications to run their own enhanced 

procedures on them (i.e., dynamic modification, re-optimization, recovery). 

The statistics and network status information are exported through the northbound APIs at different 

levels and are related to either already established connectivity services inside the data centre, or single 

network resources not associated to any connectivity service. This information is expressed in terms of 

status, utilization and performances of these resources.  

Therefore the LIGHTNESS northbound APIs expose different granularities of statistics and network status 

information, since different applications or entities running on top of the SDN controller may be 

interested in different types of information (i.e. DCN wide service based or single network resource 

based) according to the specific actions (or reactions) to be implemented. In particular, the collection of 

individual network resources (i.e. OPS, AoD/OCS, optical TOR and hybrid NIC nodes and ports) statistics 

and status information is enabled by the LIGHTNESS southbound interface capabilities and procedures 

defined in section 3. 

The complete list of LIGHTNESS northbound REST APIs for collection of statistics and network status 

information is provided in Table 2.5. By now, this version of the LIGTHNESS statistics and network status 

interface only supports the polling monitoring mode defined in D4.1, where network applications 

running on top of the SDN controller, data centre management and orchestration entities poll the 

control plane to asynchronously retrieve the information. It is also important to highlight here that 

OpenDaylight already provides a wide set of statistics APIs at its northbound interface; the APIs detailed 

in Table 2.5 are either new APIs not natively provided by OpenDaylight or extended versions of 

OpenDaylight northbound REST APIs (defined in [odl-nbi-all]) in support of specific LIGHTNESS functions. 

 

Operation URI Description 

GET 
/controller/nb/v2/statistics/{containerNam
e}/netservices 

It returns the list of statistics and status 
information for each data centre 
connectivity service provisioned for the 
given container (i.e. for the given tenant, 
e.g. “default”). Each of the element of the 
list includes the attributes and parameters 
detailed in Table 2.3. Most of this 
information is gathered through the 

https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_flow.html
https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_flow.html
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interaction of OpenDaylight Statistics 
Manager and Network Service Manager with 
the hybrid NICs nodes, that as edge 
switching entities collects service-wide 
performance and status information. 

GET 
/controller/nb/v2/statistics/{containerNam
e}/netservices/ {name} 

It returns the statistics and status 
information of the data centre connectivity 
service that matches the URI parameter 
{name}, following the structure defined in  
Table 2.6. It is similar to the above 
operation, but with the collection of a single 
service information. 

GET 
/controller/nb/v2/statistics/{containerNam
e}/port/node/{nodeType}/{nodeId} 

It returns the list of statistics and status 
information for all the ports in a given node, 
identified by the URI parameters {nodeType} 
(i.e. only OpenFlow in our case) and 
{nodeId}. Each of the element of the list 
includes the port attributes and parameters 
detailed in Table 2.7.  

GET 
/controller/nb/v2/statistics/{containerNam
e}/flow/node/{nodeType}/{nodeId} 

It returns the list of statistics and status 
information for all the flows provisioned in a 
given node, identified by the URI 
parameters {nodeType} (i.e. only OpenFlow 
in our case) and {nodeId}. Each of the 
element of the list includes the attributes 
and parameters detailed in Table 2.8. Each 
per-node flow is associated with a DCN-wide 
data centre connectivity service. Therefore 
this operation returns a lower granular 
information with respect to the above three. 

Table 2.5 Statistics and network status APIs operation. 

 

The request/response body attributes and parameters for data centre network service statistics are 

provided in Table 2.6. 

Attribute Type 
Allowed 
operations 

Mandatory Description 

name 
UUID 

(string) 
GET Y UUID representing the service 

https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_flow.html
https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_flow.html
https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_port_node_-nodeType-_-nodeId-.html
https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_port_node_-nodeType-_-nodeId-.html
https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_flow_node_-nodeType-_-nodeId-.html
https://jenkins.opendaylight.org/controller/job/controller-merge/lastSuccessfulBuild/artifact/opendaylight/northbound/statistics/target/site/wsdocs/resource_StatisticsNorthbound.html#path__-containerName-_flow_node_-nodeType-_-nodeId-.html
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src_end_point string GET Y 

Source end point of the data centre 
connectivity service. It can be a VM 
address (MAC or IP), or the identifier 
of a hybrid NIC 

src_end_point_t string GET Y Type of source end point 

dst_end_point list(str) GET Y 

Destination end point(s) of the data 
centre connectivity service. For 
point-to-point services the list 
contains a single end point (i.e. VM 
address or hybrid NIC identifier). 

dst_end_point_t list(str) GET Y Type of destination end points 

op_status string GET Y 
Operational status of the data 
centre connectivity service (i.e. UP 
or DOWN) 

retransm_rate string GET N 

Percentage of retransmitted packets 
(with respect to the total amount of 
packets for the given service) . This 
information is mainly maintained by 
the hybrid NICs for services 
provisioned on the OPS switch. 

packet_loss_rate string GET N 

Percentage of the lost packets (with 
respect to the total amount of 
packets for the given service) . This 
information is mainly maintained by 
the hybrid NICs. 

duration string GET Y 
Current lifetime (in seconds) of the 
data centre connectivity service 

Table 2.6 Data centre connectivity service statistics API attributes in request/response bodies. 

 

The request/response body attributes and parameters for port statistics are provided in Table 2.7. 

Attribute Type 
Allowed 
operations 

Mandatory Description 

node_id UUID GET Y 
UUID representing the node 
containing the given port 
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node_type string GET Y 
Node type (i.e. OpenFlow in our 
case) of the node containing the 
given port 

Id UUID GET Y UUID representing the port 

op_status string GET Y 
Operational status of the port (i.e. 
UP or DOWN) 

adm_status string GET Y 
Administrative status of the port 
(i.e. ENABLED or DISABLED) 

retransm_rate string GET N 

Percentage of retransmitted packets 
(with respect to the total amount of 
packets for the given service) . This 
information is mainly maintained by 
the hybrid NICs for ports connected 
through AoD with the OPS switch. 

packet_loss_rate string GET N 

Percentage of the lost packets (with 
respect to the total amount of 
packets for the given service) . This 
information is mainly maintained by 
the hybrid NICs. 

collision_count string GET N 

Total amount of contented packets. 
This attribute is mainly used for OPS 
switch ports, that is able to count 
the number of collisions that occurs. 

tx_packets string GET N 
Total amount of transmitted packets 
for this port 

rx_packets string GET N 
Total amount of received packets for 
this port 

load string GET N Individual port utilization load  

optical_power string GET N 
Optical power level of the port. It 
can be gathered for OPS, optical ToR 
and hybrid NIC ports. 

pdl string GET N 
Polarization dependant loss. It is 
valid for the only OPS ports. 
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cross_talk string GET N 
Level of cross-talk for the given port. 
It is valid for the only OPS ports. 

Table 2.7 Port statistics API attributes in request/response bodies. 

 

The request/response body attributes and parameters for node-wide flow statistics are provided in 

Table 2.8. 

Attribute Type 
Allowed 
operations 

Mandatory Description 

node_id UUID GET Y 
UUID representing the node 
containing the given flow 

node_type string GET Y 
Node type (i.e. OpenFlow in our 
case) of the node containing the 
given flow 

table_id UUID GET Y 
UUID representing the flow table 
containing the given flow 

Id UUID GET Y UUID representing the flow 

retransm_rate string GET N 

Percentage of retransmitted 
packets, with respect to the total 
amount of packets for the given 
flow. This information is mainly 
maintained by the hybrid NICs for 
OPS related flows. 

packet_loss_rate string GET N 

Percentage of the lost packets, with 
respect to the total amount of 
packets for the given flow. This 
information is mainly maintained by 
the hybrid NICs. 

tx_packets string GET Y 
Total amount of transmitted packets 
for this port 

rx_packets string GET Y 
Total amount of received packets for 
this port 

duration string GET Y 
Current lifetime (in seconds) of the 
flow 
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idle_timeout string GET Y 
Idle flow timeout before automated 
removal of the flow (implemented 
by the OpenFlow switch itself) 

hard_timeout string GET Y 

Maximum duration of the flow 
before automated removal 
(implemented by the OpenFlow 
switch itself) 

Table 2.8 Node-wide flow statistics API attributes in request/response bodies. 

 

The list of status codes for the statistics and network status APIs is provided in Table 2.9. 

HTTP status code Description 

200 OK Statistics successfully got 

400 Bad Request Failed to get statistics due to invalid URI 

401 Unauthorized User not authorized to perform this operation 

404 Not Found Container name, or node Id, or service name not found 

500 Internal Server Error Failed to get statistics 

503 Service Unavailable One or more of controller services are unavailable 

Table 2.9 Statistics and network status API response status codes. 
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3. LIGHTNESS southbound interface and procedures 

Southbound interface is acting as a uniform interface responsible for the communications between the 

control plane and the data plane. OpenFlow [openflow] is chosen and accordingly extended for the 

LIGHTNESS purposes to support different data plane devices. Specifically, OF messages with different 

purposes (e.g. collection of features/attributes and statistics, network status monitoring, configuration 

and modification) will be exchanged between the control plane and the optical devices in the data plane 

through the Southbound interface. Then, the data plane devices will be configured according to the 

message received and heterogeneous devices will be exposed in the control plane in a uniform way.  

In this section, the detailed functionalities of the southbound interface are elaborated in terms of 

bottom-up information collection approach (attributes, statistics and network status) and top-down 

configuration approach. More exactly, detailed features and parameters of the data plane devices, 

which allow to be abstracted and configured are defined, as well as the exact procedures of these 

functionalities. All the detailed OpenFlow protocol extensions (especially for the information model and 

message) extensions to implement these requirements are described in D4.2 [del-d42]. 

3.1. OpenFlow agent design and functionalities 

In an OpenFlow controlled network, forwarding functions are performed in the OF switch according to a 

flow table, and the controller is responsible for the control plane decisions like routing, path 

computation etc. Since many vendors are still to embrace OF, an OF agent sitting on the network 

element can be used to provide OF abstractions. In the LIGHTNESS control framework, the 

implementation of the optical OpenFlow agent is based on the function module defined in SDN control 

plane requirements. One such modular approach is shown in Figure 3.1 and the functionality is 

decomposed as: 

• Extended OpenFlow API: The API is responsible for establishing and maintaining the 

communication tunnel between LIGHTNESS southbound OF driver and the OF agent with 

extended OF protocol. 
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• Resource Model and Specification: this information model exposes a technology independent 

abstraction over the hardware that simplifies the development of the upper layer software by 

hiding the hardware differences. Also, the resource information should be supported by the OF 

protocol and its messages. 

• Technology Specific Mapping and Translation: this part enables the communication between 

OF agent and data plane devices and different technologies may also be used to implement 

this interface.  

 

Figure 3.1 OpenFlow Agent Design 

This agent utilizes the NE’s management interface (like SNMP, TL1, Vendor API, etc.) to communicate 

with the data plane. A generic Resource Model can be used to maintain NE’s configurations 

(wavelengths, port capabilities and switching constraints). Resource Model and specification deals with 

the complexity of the NEs capabilities and represents them to the controller in a generic way. The OF 

agent also includes the OF channel (extended OF API), which is responsible for the communication with 

OF controller through extended OF protocol.  

Specifically, the extended OpenFlow API and the resource model is the common part to each device 

type included in the LIGHTNESS data plane. It will be constructed by all the partners according to the 

exact requirements of the data plane devices and shared between partners in the LIGHTNESS project 

period.  The technology specific mapping function will be designed according to the interface and 

technologies employed to configure the devices, so this part should be developed by the partner who 

supply the device. 

3.2. Southbound interface functionalities 

First, the functions of each device are introduced in this section in order to provide some further clues 

for the following functionalities description: 

 Optical TOR connects with NIC in server at one side and AoD port in the other side, and it works 

as an optical switch which supports port and wavelength switching (it also may support flex-grid 

switching).  So, its features could be mapped in OpenFlow extensions for circuit switching; if the 
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flex-grid switching is supported, there will be some extensions not just for OF_FEATURES_ REPLY 

but OFPT_CFLOW_MOD message. 

 For AoD node, different devices can be connected together by a large port backplane to provide 

various capabilities according to the connection requirements. The capabilities of this 

interconnected subsystem are abstracted as an entity with circuit switching ports supporting 

different switch types (wavelength, fibre, flexi-grid etc.) in the control plane to hide the 

implementation details, which is helpful to ease the control and configuration complexity. AoD 

features are collect from the AoD agent, and for cross connect configuration, there are two 

steps: (1) control plane sends the cross connection for abstracted/virtual ports of AOD to agent; 

(2) the AOD agent resolve this connection requirement as the configuration for backplane and 

other reconfigurable devices that the virtual connection would transfer (e.g., WSS). 

 Optical NIC is built in server and provides optical transmitting capability to packets received 

from PCI interface. Also, NIC will process the packets received from optical port and forward to 

virtual machine or send out through a different port for intra rack communication. Furthermore, 

packets in NIC have the flexibility to be sent out with optical circuit switching or optical packet 

switching connection. So, NIC is able to adapt the packets to optical circuit switching or optical 

packet switching connections, as well as extract the packets from optical circuit or packet 

connections. To enable such capabilities, the control plane should be able to configure the 

required information in NIC to adapt/extract packets to/from OCS and OPS connection, as well 

set the label value of OPS to synchronize with the OPS switching approach. 

 The OPS node consists of two components, namely the label processor and the switch controller, 

which are the fundamental pieces of each module of the OPS. More specifically, the label 

processor is the responsible element to extract the label associated to a flow, whilst the switch 

controller takes the responsibility of forwarding the optical packets to the output port according 

to their label. A LUT installed in an FPGA board is used to this end. Thus, during operation, the 

optical packets received in an input port pass through the label processor who extracts the label 

and passes it to the switch controller. The switch controller, in turn, forwards the packet to the 

output port associated to that label. To do this, it checks the entries stored in the LUT. 

3.2.1. Collection of attributes 

Physical devices have diverse attributes, including both basic (number of ports, number of channels per 

port, power consumption, etc.) and advanced (nonlinearity, etc.) ones. These attributes/features of 

heterogeneous devices need to be collected and exposed to the control plane with some level of 

abstraction to build a resource and topology databases, to be then used by SDN controller applications. 

Also, the SDN controller protocol plugins (in our case OpenFlow plugin) are extended to resolve the 

requirements of different LIGHTNESS data plane devices. The following table provides attributes and 

capabilities associated with AoD node, optical ToR, OPS node and NIC in the server. 
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Data Plane 
Elements 

Attributes 

AoD 

AoD features:  

• datapath ID,  

• optical switching port number,  

• capabilities (OFPC_AoD is added to show this is an AoD node or not; 

OFPC_FlexGrid is added to indicate supporting flex grid switching or not),  

• supported action types,  

• circuit ports definition; 

Port definition:  

• port number,  

• current port configuration,  

• current port state, 

• features(supported/current/advertised/peer),  

• supported switch type (e.g., MUX/DEMUX, flex-grid switching),  

• port number of peer node,  

• datapath id of peer node,  

• bandwidth; 

Optical ToR 

ToR features:  

• datapath ID,  

• optical switching port number,  

• capabilities (OFPC_FlexGrid is added to indicate supporting flex grid switching 

or not),  

• supported action types,  

• circuit ports definition; 

Port definition:  

• port number,  

• current port configuration,  

• current port state, supported switch type,  

• features(supported/current/advertised/peer),  

• supported switching type (flex-grid switching), 

• port number of peer node,  

• datapath id of peer node,  

• bandwidth; 

OPS OPS features:  



   

51 

 

• datapath ID,  

• supported number of flows (LUT size),  

• port number, capabilities,  

• supported actions type; 

port definition including: 

• port identifier,  

• current port configuration and status,  

• supported switching type,  

• features,  

• modulation format,  

• bandwidth,  

• data rate. 

NIC 

NIC features: 

• datapath ID, 

• maximum packets buffered at once,  

• maximum label number supported,  

• optical switching port number,  

• capabilities,  

• supported actions types (support OFPAT_CKT_OUTPUT, OFPAT_LABEL_SET),  

• optical switching ports definition; 

Port definition including:  

• port number, 

• current port configuration,  

• current port state, 

• supported switching type,  

• features(supported/current/advertised/peer), 

• port number of peer node,  

• datapath id of peer node,  

• bandwidth; 

Table 3.1 Attributes of different devices that would be collected by the control plane 

As shown in Table 3.1,for AoD nodes, except some basic attributes (datapath ID, optical switching ports 

number, etc.) already defined in the OpenFlow specification with circuit switching extension [of-cs 

extension], the supported capabilities and ports definition need further OpenFlow extensions. 

Specifically, AoD node is composed by different devices (e.g., AWG and flex-grid WSS) connected with 

large port backplane, which means that the input signal could be further processed in optical layer 

(MUX/DEMUX, other than just switching). So, these abstracted capabilities (e.g., MUX/DEMUX and 
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flexible bandwidth switching) should be exposed to the control plane properly (here through supported 

switch type of port) and be invoked properly according to application requirements. 

It is worth noting that, the ports of backplane which connected the devices (e.g., AWGs and WSSs) in the 

AoD node will not be exposed to the control plane and these ports are treated as internal ports of AoD. 

The control plane could only see the AoD’s external ports and its embedded/abstracted capabilities, and 

leave the control complexity of AoD node to the AoD agent itself. This is helpful to reduce the control 

plane complexity and would improve the scalability of AoD capability extension. 

Several options have been considered to implement the ToR in the data plane each one having different 

cost efficiency and flexibility perspective. Among them, the solution based on WSS has been chosen as 

the most adequate for the scenario under study. Thus, the devices capability and supported port switch 

type is extended to expose this capability.  

Similar to the AoD, due to the particular architecture of the OPS node [del-d31], which is composed by 

modules, ports and wavelengths, the OpenFlow protocol capabilities require to be extended to support 

the OPS node features. However, most of the attributes needed to operate the OPS (such as the port 

definition, switching type, etc.) are the same as the ones needed by the AoD so the same extensions can 

be used. 

Regarding the NIC, the traffic generated by the server is handled according to the rules installed in the 

NIC board. Specifically, the packets are sorted (by their L2/L3/L4 attributes) to different buffers/queues, 

and sent out through OPS or OCS connection to the TOR switch or other servers in the same rack. So, 

except some basic attributes, such as maximum packets buffered at once (buffer size) and maximum 

label number supported for OPS are exposed to control plane. In addition, since the NIC supports 

sending/receiving packets to/from the circuit port, OFPAT_CKT_OUTPUT/OFPAT_CKT_INPUT (which is 

defined in OF 1.0 extension for circuit switching v0.3 to specify input and output ports of cross-

connections) is included in the supported action type. Also, a new action type has to be defined to 

support the configuration of the label value for OPS packets. 

3.2.2. Configuration 

Through the southbound interface, the SDN controller is able to set and query configuration parameters 

in the underlying physical devices through the configuration and request messages of the OpenFlow 

protocol respectively. The devices respond to a configuration request with a port status reply message 

with the reason of status changing; it does not reply to a request to set the configuration unless an error 

happened. Specifically, the SDN controller can configure not only the state of the devices and their ports 

status (e.g., up or down), but also their behaviors (like packet forwarding rules for the NIC and cross 

connection configuration for the AOD). The following table provides, for each LIGHTNESS data plane 

device, the features and attributes that can be configured through the control plane. 
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Data Plane 
Elements 

Features to be configured 

AoD 

• modify the optical switching port configuration (down, etc.),  

• add/remove/modify the cross connection (the connection between input port 

and output port) configuration. 

Optical ToR 

• modify the optical switching port configuration (down etc.),  

• add/remove/modify the cross connection configuration (flex-grid connection: 

central frequency and bandwidth). 

OPS 
• add/remove/modify entries in the Look Up Table  (LUT, e.g., label matching 

and its forwarding port) 

NIC 

• port switching mode (OPS/OCS),  

• modify the optical switching port  configuration (down,N0_RECVetc.), 

• add/remove/modify entries in LUT (e.g., matching fields and action including 

output port, wavelength, label and time slot). 

Table 3.2 Activities of different devices that could be configured by the control plane 

As shown in Table 3.2, AOD optical switching port configuration could be modified by control plane. 

Specifically, the working state of the port (e.g., down) could be configured by the control plane with 

some special purpose (power saving etc.).With regard to the flow entries installed in the AOD agent by 

the control plane, the connection/configuration of the backplane itself and other attached devices (like 

flex-grid WSS) should be able to be reconfigured according to the connection requirements. 

For the optical ToR, it works as an optical switch to connect the NIC and AOD port. Specifically, 

connection between input and the output ports needs to be configured by the control plane and 

different connection types are supported by TOR (wavelength connection and flex grid connection etc.). 

Also, the optical switching port could be configured (e.g., down).  

The main configuration of the OPS node is related to the LUT, which maintains the information of the 

flows installed via the extended OpenFlow, either in a bottom-up fashion (i.e. first unmatched packet of 

the flow sent up to the controller to create) or top-down fashion (i.e. configured autonomously by the 

SDN controller). Then, from the data transmission perspective, the OPS node switches the optical 

packets (and thus the flows) according to the content of the LUT, that is, the flow table of the OPS node. 

NIC can send and receive packets through optical ports, and it still could process packet header and 

forward packets accordingly. Moreover, the wavelength to be used and even if the label value for OPS 

will be configured according to the LUT. In addition, the working mode of each port can also be modified 
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by the controller for special purpose, since in LIGHTNESS, the working mode of the NIC port can switch 

over between OPS or OCS according to the connection demand.  

3.2.3. Collection of statistics 

The physical devices and their agents can support some useful statistics (e.g. flow statistics, port 

statistics, queue statistics, etc.), which can be helpful and crucial for monitoring the running traffic and 

the utilization of the devices. Furthermore, in LIGHTNESS, one of the basic problems is the decision 

about the technology to use (OPS or OCS) for a given traffic or application request, also based on the 

DCN utilization status. In this case, some statistics could be used at the control plane or at any enhanced 

network application running on top to decide the new connection mode and the handover between OPS 

and OCS. The following table lists the statistic information that can be gathered by the control plane 

from each of the LIGHTNESS devices. 

Data Plane 
Elements 

Statistics  

AoD 

Required: 

 individual connection statistics (in time domain) 

Optional: 

 individual port utilization statistics (in time domain),  

 aggregated AoD port utilization statistics,  

 aggregated connection statistics 

Optical ToR 

Required: 

 individual connection statistics (in time domain) 

Optional: 

 individual port utilization statistics (in time domain),  

 aggregated port utilization statistics, 

 aggregated connection statistics 

OPS 

Required: 

 port utilizations statistics (i.e. received and transmitted packets, as well as 

the number of contentions) 

Optional: 
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 individual and aggregated flow statistics 

NIC 

Required: 

 individual flow statistics (packet statistics matched with one flow entry), 

 individual port statistics 

Optional:  

 aggregate flow statistics (matched with multiple flow entries),  

 aggregated ports statistics 

Table 3.3 Statistics information of different devices that could be collected by the control plane 

The LIGHTNESS control plane uses service APIs implemented by the OpenFlow plugin to send statistics 

requests to all the connected OpenFlow enabled nodes. This module also implements notification 

interfaces to receive statistics responses from the nodes. Once it receives a statistics response, the 

controller augments all the statistics data to the relevant element of the node (like node-connector/port, 

flow) and stores it in the statistics manager. Specifically, for AoD, the required/basic statistics functions 

include individual connection statistics. These statistics give the control plane a view of which port pairs 

have taken more flows. Also, there are some optional functions, aggregate information about AoD port 

utilization and AoD connections, which are helpful for the control plane to measure the traffic from the 

specific TOR and between the given TOR pairs, respectively. 

The statistics information of the optical ToR is the same as AOD. In addition, individual connection 

statistics could be used together with the statistics in AoD to measure the NIC-to-NIC connection. 

The OPS node keeps a set of counters related to the packets received and transmitted by each port of 

each module. Moreover, each module accounts the packet contentions occurred. All this information is 

collected by the controller. 

The NIC works similar to an electrical switch where packets are sent out to different ports with different 

modes (OPS/OCS). So, as in an electrical switch, individual flow and port statistics are the required 

functions. As an optional function, for packets to be sent out through the same output port, their QoS 

demands could be satisfied with queues schemes defined according to the queues statistics. 

The statistics collection mechanism follows these rules: 

 Generally, above mentioned required statistics will be collected at a periodic interval (the length 

of which depends on the requirements of application).  

 Whenever any new device is added to node (like flow, connection, queue), it sends statistics 

request immediately to fetch the latest statistics and store it in the operational data store. 

 Whenever any element is deleted from the node, it immediately removes the relevant statistics 

from operational data store. 
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 Statistics data are augmented to their respective element stored in the configuration data store. 

For example, the controller installed flows are stored in the configuration data store. Whenever 

Statistics Manager receives statistics data related to these flow, it searches the corresponding 

flow in the configuration data store and augments the statistics in the corresponding location in 

the operational data store. A similar approach is used for other elements of the node. 

 The Statistics Manager only entertains statistics response for the request sent by itself. A user 

can write its own statistics collector using the statistics service APIs without affecting the 

functioning of Statistics Manager. 

3.2.4. Collection of monitored network status information 

The main purpose of these control plane monitoring functions is to make the network services 

established inside data centres a fully manageable set of resources in the overall data centre workflows. 

Specifically, monitoring function guarantees the control plane having up-to-date information about the 

data plane, including the network resources status/utilization and topology information. This 

information is used to construct the resource database which is essential for either the control plane 

itself or the external entities to apply their own procedures on the network services (i.e., dynamic 

modification, re-optimization, recovery). 

Data Plane 
Elements 

Network status information 

AoD 

Required:  

 instant utilization of AOD ports, 

 port status change 

Optical ToR 

Required:  

 instant utilization of ToR ports,  

 port status change 

Optional: 

 power level of each port,  

 insertion loss 

OPS 

Required: 

 OPS port utilization and status,  

 optical power 
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Optional: 

 Loss/Gain,  

 Polarization Dependent Loss (PDL),  

 Cross-Talk (XT) per port 

NIC 

Required:  

 Ports instant utilization, 

 Instant buffer utilization, 

 port status 

Optional: 

 power level of port,  

 packet sending speed of each port 

Table 3.4 Monitored Network Status information of different devices 

More specifically for the AoD, while some devices utilization information and port status is monitored 

dynamically as a required function of the control plane, several optical domain parameters (like 

insertion loss and power level of each port) may also be implemented as optional. Based on these 

monitored network level utilization information, northbound resource optimization applications could 

analyze this information to implement an optimal resource allocation. Also, these optical domain 

parameters could be utilized by the northbound enhanced path computation application to implement 

an impairment aware routing strategy.  

For optical the ToR, except the instant utilization of ports which is helpful for the northbound 

applications to get the instant network load, power level of each port is a preferable feature to detect 

devices/ports failures. 

Likewise, the OPS node has information about the status of the ports so current port utilization and 

status can be notified to the controller. In addition, a number of port optical parameters such optical 

power, loss, PDL and cross-talk (XT) can contribute to provide more detailed information of the OPS data 

plane state to the upper levels of the architecture. 

In the NIC side, some network level device utilization and configuration information is monitored as that 

of the AoD. Except that, the instant buffer utilization and packet sending speed of port (as optional) is 

monitored, and this is helpful for the control plane to evaluate the load of a connection. Specifically, in 

LIGHTNESS, if the utilization of an established OCS connection is too low, it could be switched to OPS 

connection in order to improve the network efficiency. 
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3.3. Procedures of Southbound interface functionalities 

The collection of attributes, statistics and network status information collection is triggered by the SDN 

controller through the OpenFlow plugin and is replied by the heterogeneous devices accordingly. So, it is 

worth noting that, although these three features/information collection approach are referred as 

bottom-up functionalities, this does not mean that these functionalities are implemented as 

synchronous notifications. Actually, in order to meet the requirements by various data centre 

applications, LIGHTNESS defines some basic information collection procedures/schemes to be followed. 

In this section, an overview of the procedures of these three bottom-up functionalities is introduced first 

and followed by the defined information collection procedures in LIGHTNESS. At last, the possible 

procedures for each functionality are presented in Table 3.5. 

3.3.1. Procedure of bottom-up functionalities: collection of 

attributes, statistics and network status information 

The functionalities of attributes, statistics and network status information collection are triggered by the 

corresponding function module or southbound OpenFlow plugin itself in the control plane and replied 

by the heterogeneous devices accordingly. So, it is worth noting that, although these three 

features/information collection approach are referred as bottom-up functionalities, this does not mean 

that these functionalities are implemented as synchronous notifications. Actually, in order to meet the 

requirements by various data centre applications, LIGHTNESS defines some basic information collection 

procedures/schemes to follow in order to provide more flexibility to implement the bottom-up 

functionalities. In this section, an overview of the procedures of these three bottom-up functionalities is 

introduced first and followed by the defined information collection procedures in LIGHTNESS. At last, 

the possible procedures for each functionality are presented in Table 3.5. 

As depicted in Figure 3.2, the basic messages cycle used to support the features and parameters defined 

in section 3.1 are presented: 

• Collection of device attributes: Data plane device attributes information is collected by the 

southbound OpenFlow plugin (using extended OFPT_FEATURES_REQUEST and 

OFPT_FEATURES_REPLY) once the data plane device is successfully connected to the controller. 

Then the information received from the given OpenFlow agent is parsed and forwarded to the 

Switch Manager (e.g., capabilities, actions) and the Topology Manager (e.g., peer information) 

within the LIGHTNESS control plane. 

• Collection of statistics information: The statistics supported by the devices is defined by the 

capability of devices. Generally, the statistics collection is triggered by the Statistics Manager 

(e.g. upon a request from the SDN northbound interface) using extended 

OFPT_STATS_REQUEST and OFPT_STATS_REPLY OpenFlow messages.  
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• Collection of network status: As defined in D4.1, the network status collection can be trigged 

by external application through the interface exposed by Network Status Monitoring Manager 

and implemented with OFPT_GET_CONFIG_REQUEST and OFPT_GET_CONFIG_REPLY at the 

southbound interface. Also, the network status update can be triggered by a device event, e.g., 

link failure or port status changing (OFPT_CPORT_STATUS). 

controller
OF-enabled 

devices

Collection of attributes

Collection of statistics

Collection of network status

OFPT_FEATURES_REQUEST

OFPT_FEATURES_REPLY

OFPT_STATS_REQUEST

OFPT_STATS_REPLY

OFPT_GET_CONFIG_REQUEST

OFPT_GET_CONFIG_REPLY

OFPT_CPORT_STATUS

features reading

Port/flow/connection statistics 
reading or calculation

Configuration reading

Port status monitoring, 
if changed

 

Figure 3.2 Procedure of bottom-up functionalities 

However, more flexible information exchanging modes between control and data plane devices are 

defined in LIGHTNESS: 

 Polling:  

o The SDN controller polls the underlying data plane entities to retrieve status and 

performances of DCN resources as required; this includes the messages sending only 

once in the device life cycle, e.g, feature reply. 

 Synchronous notifications:  

o Notifications for devices and services status are received by the LIGHTNESS controller 

from the underlying data plane entities, and processed by the control plane 

functionalities on a periodic basis. 

 Asynchronous notifications:  

o Spontaneous notifications are sent from the data plane entities to the SDN controller 

when failures, changes of status or performance occur in the LIGHTNESS data plane 

devices based on thresholds and conditions as agreed. 
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The following table summarizes the potential approaches to be implemented at the southbound 

interface for each bottom-up functionality. 

Southbound interface 
functionalities 

Supported Procedures 

Attributes collection Polling 

Statistics collection Polling, Synchronous notifications 

Network status 

information collection 
Polling, Synchronous notifications, Asynchronous notifications 

Table 3.5 Possible procedures for each functionality 

3.3.2. Procedure of top-down functionalities: configuration 

The configuration of the LIGHTNESS data plane devices is triggered by the SDN controller (e.g. upon a 

request coming from the northbound interface) to install new connectivity services inside the data 

centre. Regarding the various capabilities of the heterogeneous LIGHTNESS data plane devices, the 

control plane needs to support all the devices configuration capability presented in the previous section, 

as well as the configuration of the port behaviour. 

Specifically, in this section, the basic top-down configuration functionalities are summarized first, 

including flow entry setup and port configuration. Then, procedures of these two top-down actions are 

depicted in Figure 3.3 with the main OpenFlow messages used. 

In LIGHTNESS, as described in section 3.1, the control plane supports the following two types of 

configurations: 

• Setup flow entry: the SDN allocate the network resources to dedicated services by setting up 

flow entries in the data plane devices (NIC, optical TOR, AOD and OPS node). In LIGHTNESS, , 

various types of flow entry need be implemented to support the configuration of the 

heterogeneous data plane devices through OpenFlow 

• Port configuration: LIGHTNESS data plane devices are abstracted to be presented at the control 

plane in a uniform way, which implies that the devices should be configured by controller or 

data centre applications in a generic way without considering the exact data plane 

implementation details. 

It is worth noting that, as shown in Figure 3.3, when the flow entry is sent to the data plane devices, this 

does not necessarily mean that the devices will be successfully configured. For example, if the data 

plane devices are properly configured, a PORT_STATUS (CPORT_STATUS) message is sent back to the 



   

61 

 

controller to confirm this manipulation. If the devices have not been configured correctly, a 

corresponding error message (attached with the exact error reasons) is sent back to the SDN controller. 

Actually, the same approach is developed in the context of port configuration. 

OFPT_SET_CONFIG/OFPT_PORT_MOD

controller
OF-enabled

devices

Setup flow entry

OFPT_FLOW_MOD/OFPT_CFLOW_MOD

OFPT_PORT_STATUS/OFPT_CPORT_STATUS
Success

FailedOFPET_FLOW_MOD_FAILED
/OFPET_CFLOW_MOD_FAILED

Port configuration

OFPET_PORT_MOD_FAILED

Failed

 

Figure 3.3 Procedure of top-down configuration functionalities 

3.4. Protocols Extensions 

Technology agnostic protocols and interfaces are needed to enable the communications between the 

LIGHTNESS control plane and the devices in the data plane. OpenFlow (OF) [openflow] protocol is an 

open standard, vendor and technology agnostic protocol that is a suitable candidate for the realization 

of SDN. So, in order to have OF enabled data plane optical devices, an OF agent is needed for each 

device supporting an extended version of the OF protocol: 

• OF agent: utilizes an internal API to communicate with the data plane devices and extended OF 

protocols with the controller.  

• Extended OF protocol: the standard OF protocol need to be extended to describe the specific 

features and capabilities of the devices (e.g., extension for optical circuit switching). Please 

refer to D 4.2 for detailed LIGHTNESS OF protocol extension. 

In this section, we focus on the OF protocol extension. Current OF version mainly focus on packet 

domains and an addendum was added to address optical domain considering SONET/SDH, Optical Cross 

Connects (OXCs), and Ethernet/TDM convergence as circuit switched technologies. We extend OF 

protocol based on OF version1.0 with extensions supporting circuit switching (addendum v0.3). This 
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current specification does not support more advanced optical network features like flexible DWDM grid 

switching (which is the technology used by optical ToR and in AoD). To address such shortcomings of 

current OF extension to support the heterogeneous optical network technologies employed in 

LIGHTNESS data plane, optical flow specification need to be extended comprehensively. 

According to the requirements of functionalities supported in LIGHTNESS southbound interface, the 

OpenFlow protocol needs to be extended to map and carry all the information 

(features/statistics/status/configuration) provided by the heterogeneous data plane devices. 

Table 3.6 shows the messages that need to be extended according to the requirements defined in 

section 3.1 for each data plane device. All the detailed OF protocol extensions have been elaborated in 

D4.2. 

Southbound interface 
functionalities 

Extended messages 

Attributes collection OFPT_FEATURES_REPLY (including the  attributes defined in Table 3.1) 

Statistics collection OFPT_STATS_REPLY (including the  statistics defined in Table 3.3) 

Network status 

monitoring data 

collection 

OFPT_CPORT_STATUS (including the  status information defined in Table 3.4) 

Configuration 
OFPT_FLOW_MOD, OFPT_CFLOW_MOD, OFPT_CPORT_STATUS  (including 

the  status information defined in Table 3.2) 

Table 3.6 OF messages needs to be extended for specific southbound functionalities 

• Attributes collection: The features and capabilities of the optical devices are sent, upon request, 

to the controller by means of the standard OF_FEATURES_REQUEST/REPLY message pair. 

Hence, once the OF session has been established, the controller sends a FEATURES_REQUEST 

message to the network element which, in turn, replies with a FEATURES_REPLY conveying its 

features, capabilities and peer information. In order to provide the controller with the 

appropriated information about the optical data plane, the extended version of the OF 

protocol including the extensions for OCS [OF-OCS-0.3] needs to be used. However, due to the 

particular characteristics of some devices (e.g., AOD and NIC), additional extensions need to be 

applied to this already extended version of the protocol. 

• Statistics collection: The statistics of the different devices of the optical data plane are 

collected by the controller through the standard STATS_REQUEST/STATS_REPLY message pair. 

In particular, the controller sends to the device a STATS_REQUEST message, that may request 

different kinds of statistics depending on the features of device and, in turn, the device sends 
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back a STATS_REPLY containing the appropriate type of counters according to the received 

request. In LIGHTNESS, according to the specific feature of devices (e.g, NIC and optical devices) 

and data centre application requirements (e.g., network optimization application), more 

statistics of different parameters would be supported by LIGHTNESS data plane devices.  

• Network Status monitoring data collection: Network status monitoring is important to keep the 

control plane updated about the actual status of the data plane devices. To enable this, the OF 

protocol designs an update mechanism based on asynchronous or messages that are sent by 

the data plane devices to the controller. Moreover, [OF-OCS-0.3] extends this feature by 

adding a new asynchronous message to notify the controller about the status of the OCS ports 

(OFPT_CPORT_STATUS). Depending on the scenario of LIGHTNESS, it is desired to have the 

capability to switchover between OPS and OCS connection. To do this, some new monitoring 

parameters (except the port status) are required for the data plane devices in LIGHTNESS to 

meet the LIGHTNESS control plane requirements. 

• Configuration: Heterogeneous optical devices with different capabilities are employed in 

LIGHTNESS and, to properly configure them as required, some new actions need to be added 

to the OF messages to support such actions abstraction. In particular, the AOD and the optical 

ToR use flex-grid optical switching/connection technology, and the NIC supports hybrid 

electrical packet and optical switching. 
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4. LIGHTNESS inter data centre control interface 
and procedures 

LIGHTNESS defines an advanced and novel DCN architecture for, dynamic, flexible and ultra-high 

bandwidth network connectivity inside the DC by integrating OCS and OPS technologies into a flat 

optical fabric. The main focus of LIGHTNESS is certainly concentrated on the intra-DC scenario, and in 

particular on the development of a vertically integrated architecture that spans from the resource 

orchestration at the highest layers, up to the SDN-enabled control plane and the hybrid optical OCS/OPS 

flat fabric. However, the proposed architecture is defined to support the integration and the interfacing 

with core legacy transport networks providing inter-DC connectivity, extending the scope of the project 

(at least at the architecture level) to the inter-DC scenario.  

A typical inter-DC scenario is composed by SDN domains at the periphery (i.e. at the DC level), where 

“mice” traffic flows are mostly provisioned to remain inside the DCs and identified by L2-L3-L4 tuples, 

and by GMPLS/PCE enabled legacy domains in the core transport network segment. This inter-DC part, 

controlled by legacy control planes, provides “elephant” flows, mostly connection oriented and 

identified by Label Switched Paths (LSPs); here, many software defined tools operates in combination 

with well-defined and standard protocol APIs (e.g. SNMP, UNI-RSVP, PCEP, etc.). The inter-DC segment is 

mostly static and configured on a much slower time scale with respect to the intra-DC SDN enabled 

portion (i.e. long-lived “elephant” LSPs vs. short-lived “mice” flows in the DC).  

The last flavours of hierarchical Path Computation Element (PCE) architecture [rfc-6805], which are 

currently in-progress in IETF [ID-pce-stateful-08], which are currently in-progress in IETF [ID-pce-stateful-08], 

can ease the path computation and service provisioning in this heterogeneous inter-DC ecosystem, 

when multiple technologies, control procedures and time scales are integrated. Indeed, the solution 

designed for the LIGHTNESS inter-DC orchestration and interaction exploits the concept of hierarchical 

PCE combined with the latest evolution of the PCE model to enable stateful and active behaviours where 

the PCE itself can trigger the modification of existing paths or even initiate the creation of new LSPs. This 

model is particularly applicable in multi-layer and multi-domain environments which, for example, can 

be composed of legacy GMPLS/PCE domains in the core, interfaced to SDN domains at the edges (see 

Figure 4.1). Such environments are quite similar to the LIGHTNESS scenarios, where the SDN domains at 

the edge of the network represent the internal networks of the Data Centres. Each of them is operated 

through an SDN controller that includes basic path computation functions or acts as Path Computation 

Client (PCC) towards a dedicated child PCE with a detailed view of the internal DCN topology. 
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Figure 4.1 H-PCE model applied to multi-layer scenarios with SDN-based domains at the network edge. 

 

In typical cloud environments, the allocation of the resources within and across DCs is managed through 

a centralized orchestration entity which is in charge of deciding the position of the different Virtual 

Machines (VMs) and, using the cloud platform modules dedicated to the management of computing and 

network resources (e.g. Nova and Neutron in OpenStack), triggers the deployment, provisioning and 

configuration of the cloud infrastructure. In LIGHTNESS we assume a similar solution (see Figure 4.2), 

where the cloud orchestrator is now enhanced with the capability to interact not only with the DC 

segments, but also with the inter-DC multi-layer network to coordinate the end-to-end resource 

allocation and request the provisioning of inter-DC connectivity. 

As shown in Figure 4.2, this interaction is enabled through a parent PCE (the H-PCE represented in the 

orange box) placed within the cloud orchestrator. This H-PCE “helps” the cloud orchestrator to take 

decisions about VM placements with the possibility to adopt algorithms that mix network and cloud 

optimization criteria. In fact, this PCE operates over a high-level topology that is built composing 

abstracted views (typically including just aggregated hosts and inter-domain edge nodes) of DC networks 

and inter-DC network core. Moreover, it could integrate additional cloud-oriented information (e.g. real-

time load or scheduled tasks for the different DCs) that are inherently available at the cloud orchestrator 

level. The acquisition of abstract network topology information can be based on the typical BGP-LS 

mechanisms for what concerns the legacy GMPLS-PCE domains at the core network, while it relies on 

the REST APIs offered by the SDN controller for the DCN topology. 
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Figure 4.2 H-PCE model applied to LIGHTNESS inter-DC scenario. 

 

The end-to-end path computation is performed through the cooperation of the cloud H-PCE with the 

child PCEs placed in the DCN control planes and the PCEs located in the core network, following the 

hierarchical procedures specified in [rfc-6805] with slight adaptations. In particular, in our scenario we 

assume that the Path Computation Client (PCC) originating the request is not a child PCE, but the cloud 

orchestrator itself. Moreover, in order to maintain a more generalized approach, we assume the inter-

DC network as organized in multiple domains, possibly based on different technologies as in a multi-

layer environment. Therefore, the inter-DC network itself may be controlled through its own parent PCE, 

which will be the centralized contact point for the H-PCE at the cloud orchestrator level. This type of 

deployment results in a double level of hierarchy, but still fully compliant with the procedures described 

in [rfc-6805], without requiring any specific extension at the PCEP protocol. Consequently, the 

traditional PCReq and PCRep messages are enough to support end-to-end path computation in inter-DC 

scenarios. The usage of the Path-Keys as described in [rfc-5520] is particularly suitable, since it allows to 

preserve the confidentiality of the different domains and limit the complexity of exchanging complex 

data structures like full Explicit Route Objects (EROs) across the interfaces between cloud platform and 

SDN controllers in the DCN’s control planes.  

The allocation of the resources in the intra-DC and inter-DC segments follows different approaches for 

each specific domain. This choice is motivated by the requirement to identify clear and unique “access 

points” for the resource configuration and avoid possible overlapping of competences and wrong 

synchronization. The configuration of the network resources in the DC is managed through the network 

module of the cloud platform (e.g. Neutron, represented by the generic “Cloud Provisioning” box in 

Figure 4.2). This entity interacts with the SDN controller placed in the DCN control plane using the REST 
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APIs related to provisioning actions. The DCN nodes to be configured, as defined in the end-to-end path 

computed at the H-PCE, are specified through the Path-Key corresponding to the intra-DC path originally 

elaborated by the local Child PCE. The same PCE is invoked to resolve this Path-Key, so that the internal 

provisioning functions at the SDN controller can proceed with the DCN configuration through the 

appropriate drivers. 

On the other hand, the configuration of the inter-DC network resources exploits the stateful and active 

capabilities [ID-pce-stateful-08] of the H-PCE located at the cloud orchestrator, and in particular the 

capability to initiate the LSP setup, as described in [ID-pce-initiated-lsp-00]. Still re-using the Path-Key(s) 

of the end-to-end path, the cloud H-PCE interacts with the PCE(s) responsible for the inter-DC network 

and triggers the creation of the connectivity in the metro-core network through the PCInitiate message. 

It should be noted that this approach requires the support of PCE-initiated LSP setup within all the 

traversed domains of the metro-core network. 

4.1. Workflows for on-demand setup of inter-DC connectivity 

This section describes the detailed procedures and the messages exchanged for the provisioning of on-

demand connectivity services among VMs located in different data-centres. The workflows presented 

here focus on (i) path computation and (ii) resource allocation, while we assume that the TE databases 

in each segment have been already synchronized with the latest updates about network resource 

availability through the mechanisms discussed above. 

The path computation workflow is shown in Figure 4.3 and can be summarized as follows:  

 Step 1: Per-segment PCEP requests - The H-PCE located in the cloud orchestrator identifies a set 

of potential edge nodes between the (source and destination) DCs and the inter-DC network 

and generates PCEP path computation requests (PCReq) addressed to:  

a. the H-PCE located in the Inter-DC network, to request network paths between the 

proposed edge nodes and, 

b. the child PCEs responsible of each DCN, to request network paths between the physical 

servers candidate to host the VMs and the potential DC edge nodes selected as gateway 

towards the external network.  

 Step 2a: Inter-DC path computation - The path computation in the inter-DC network is 

performed through hierarchical procedures. Each child PCE provides intra-domain paths in the 

format of Path Keys, and they are composed into an end-to-end inter-domain path at the H-PCE 

level. This global inter-DC path is returned to the cloud H-PCE in a PCEP path computation 

response (PCRep) with an ERO composed of hops described through the Path Keys related to 

each domain and originated by the child PCEs.  

 Step 2b: Intra-DC path computation - The child PCEs located in the SDN controller at each DC 

network compute their own paths, which are returned to the cloud H-PCE through a PCRep. Also 

in this case, the ERO elaborated internally is described through a path key. Step 2a and 2b are 

performed in parallel through different entities. 
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 Step 3: Inter+Intra-DC path computation - The paths related to the three segments are selected 

and combined at the cloud H-PCE, considering also IT-related criteria when relevant. The 

resulting end-to-end multi-segment path is finally returned to the Cloud Provisioning module 

that will take care of the resource allocation. 

The network service provisioning workflow, where network resources are actually allocated and 

configured across the end-to-end path, is shown in Figure 4.4. 

 Step 1: Per-segment resource allocation requests – The Cloud Provisioning module in the Cloud 

orchestrator coordinates the overall resource allocation, contacting the functional entities 

responsible to manage the resource configuration in each segment:  

a. For the inter-DC path, the cloud H-PCE is triggered through an internal request (Cloud 

Provisioning and H-PCE module are co-located within the cloud orchestrator) 

b. For the intra-DC path, a POST request is sent to the SDN controller through the REST API 

exposed by the Network Provisioning module. 

 Step 2a: Inter-DC provisioning – The inter-DC provisioning is based on the PCE-Initiated LSP 

mechanisms and it is triggered by the H-PCE located in the cloud orchestrator. A PCEP Initiate 

message (PCInitiate) is generated towards the H-PCE responsible of the inter-DC segment. This 

message specifies the end-points and the ERO of the inter-DC path described in term of 

PathKeys, as computed by the child PCEs during the path computation phase. The H-PCE 

elaborates the ERO and determines the domains traversed by the requested path, with the child 

PCEs to contact (their PCE ID is encoded in the PathKeys). Each child PCE is triggered with a 

PCInitiate message and, as initial generator of the PathKey, it is able to resolve the explicit ERO 

that specifies the intra-domain network path. This information is used to determine the source 

node of the path on the local GMPLS domain. The associated PCC is contacted with a PCInitiate 

message, triggering the RSVP signalling for LSP setup. The result of the signalling is reported with 

a PCEP Report message (PCRpt), sent back up to the cloud H-PCE. 

 Step 2b: Intra-DC provisioning – The SDN controllers in each DCN configure the intra-DC 

network, including the gateway towards the external network, as specified by the PathKey 

encoded in the REST message. In order to resolve the PathKey, the Network Provisioning 

module may contact the local PCE through a local request (they are both co-located into the 

SDN controller, so a PCEP message exchange may be not strictly required). The actual network 

configuration is performed via OpenFlow protocol through the related driver.  

 Step 3: Cloud orchestrator synchronization - The cloud orchestrator must be informed about 

the provisioning result. However, while the PCEP protocol provides mechanisms (i.e. PCRpt) to 

notify the results of the provisioning procedures, the SDN controllers must be explicitly queried 

with GET requests related to the network service resources. 
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Figure 4.3 Intra-DC + Inter-DC path computation 
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Figure 4.4 – Intra-DC + Inter-DC service provisioning 
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5. Conclusions 

This document has presented the LIGHTNESS control plane architecture, and above all provided the 

specification of the northbound and southbound interface functionalities and procedures to support the 

dynamic DCN resources provisioning. Also, the inter data centre control interface and procedures have 

been presented as a mean to validate the deployment of the LIGHTENSS control plane solution in a 

widest inter data centre scenario. 

An SDN based solution has been proposed for the LIGHTNESS control plane architecture with the aim of 

abstracting the heterogeneous DCN resources in a generic way, which is crucial to enable the SDN 

control plane and northbound application to easily manipulate the data plane devices. The LIGHTNESS 

control architecture is designed based on the proposed SDN control plane approach, including defining a 

generic information model for the heterogeneous data plane devices and network abstraction to 

combined/decompose the data plane devices. 

Furthermore, the detailed specification of functionalities and procedures for the northbound and 

southbound interfaces has also been identified. For the northbound interface, the LIGHTENSS REST APIs 

have been provided in support of the requirements and functionalities defined in deliverable D4.1. At 

the southbound side, OpenFlow has been selected as the protocol for the communication among the 

LIGHTNESS SDN controller and the data plane devices. Detailed southbound functionalities and 

procedures have been provided in this document. Specific OpenFlow extensions in support of the 

LIGHTNESS data plane devices (AOD, OPS, optical TOR and hybrid NIC) are provided in deliverable D4.2.  

This deliverable represents a fundamental input for the software development activities to be carried 

out in Task 4.4. In this context, this deliverable presented the OpenDaylight SDN controller as the 

reference baseline for the LIGHTNESS control plane software development. 

The LIGHTNESS control plane architecture specification is however still in progress, due to the new 

activities. At the time of writing, data centre network virtualization mechanisms and functions are being 

investigated for adoption in the LIGHTNESS SDN architecture to fully exploit the capabilities of the 

hybrid data plane technologies. To this end, the final version of the LIGHTNESS SDN control plane 

architecture will be released with deliverable D4.6. 
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7. Acronyms 

API  Application Programming Interface 

AOD  Architecture on Demand node 

AWG  Arrayed Waveguide Grating 

DCN  Data Centre Network 

FPGA  Field-Programmable Gate Array 

GMPLS  Generalized Multi-Protocol Label Switch 

HPC  High Performance Computing 

LUT  Look-Up-Table 

MAC  Media Access Control 

NIC  Network Interface Card 

NETCONF Network Configuration Protocol 

OCS  Optical Circuit Switching 

OF  OpenFlow 

ONF  Open Networking Foundation 

OPS  Optical Packet Switching 

OSGi  Open Service Gateway initiative 

PCC  Path Computation Client 

PCE  Path Computation Element 

PCEP  Path Computation Element Protocol 

IETF  Internet Engineering Task Force 

QoS  Quality of Service 

SDN  Software Defined Networking 

https://www.opennetworking.org/
http://www.ietf.org/
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SLA  Service Level Agreement 

ToR  Top-of-Rack 

VM  Virtual Machine 

WDM  Wavelength Division Multiplexing 

WSS  Wavelength Selective Switch 


