
Methods for synchronized, multi-perspective audio and
video recordings

Grant Agreement nr 601166

Project title Performances as Highly Enriched aNd
Interactive Concert eXperiences

Project acronym PHENICX

Start date of project (dur.) Feb 1st, 2013 (3 years)

Document reference PHENICX-D-WP3-OFAI-150115-
D3.10 MethodsForSyncAudioVideo-1.0

Report availability PU - Public

Document due Date 31 January 2015

Actual date of delivery 30 January 2015

Leader OFAI

Reply to Maarten Grachten
( maarten.grachten@ofai.at )

Additional main contributors
(authors name / partner acr.)

Alessio Bazzica / TUD

Document status Final

Project funded by ICT-7th Framework Program from the European Commission

Co-funded by the FP7 Programme of the

EUROPEAN UNION



Table of Contents

1 Introduction 4
1.1 Use case: Focusing attention and switching viewpoints . . . . . . . . . . . . . . . 5
1.2 Use case: Editorial support . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.3 Main objectives and goals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.4 Structure of the document . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2 RCO/Eroica dataset 7
2.1 Keyframe-based face logging . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2 Ground truth . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

3 Visual analysis tasks 9
3.1 Orchestral layout detection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
3.2 Musician diarization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
3.3 Musician activity annotation: playing/non-playing labels . . . . . . . . . . . . . . 15

3.3.1 Exploiting synchronized symbolic scores . . . . . . . . . . . . . . . . . . . 17
3.3.2 Analysis of the visual channel . . . . . . . . . . . . . . . . . . . . . . . . . 17

4 Audio analysis tasks 19
4.1 Score-informed Sound source separation . . . . . . . . . . . . . . . . . . . . . . 19
4.2 Sound source emphasis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

5 Research contributions 21

6 Conclusion and Future Work 22

7 References 23

PHENICX-D-WP3-OFAI-150115-D3.10 MethodsForSyncAudioVideo-1.0 page 2 of 25



EXECUTIVE SUMMARY

A rich concert recording experience, as envisioned in the PHENICX project, involves data in
multiple modalities, and provides multiple perspectives on the same event. In particular audio
and video recordings of a performance typically consist of multiple streams that each capture the
event from a different perspective, or focus on a different part of the performance scene.

In this deliverable, three tentative ways of enhancing a concert recording experience are pro-
posed. The first is automatic point of view selection. This functionality involves the selection
of video streams while a user is watching the concert recording, based on criteria that are
specified in musically meaningful terms (e.g. to switch the camera viewpoint from non-playing
instruments to playing instruments). The second is non-linear browsing, consisting in the ability
to seek to particular moments in the performance, again based on musically meaningful criteria
(e.g. seek to the next tutti passage in the piece). The third proposed functionality is focusing the
attention to a particular instrument or section. By switching to a close-up camera viewpoint, as
well as by acoustic emphasis on the targeted instrument, it becomes possible to pay attention
both to the detailed performance of that instrument, as well as to its role with respect to the rest
of the orchestra.

The purpose of this document is to review the video and audio analysis tasks that are required
to realize the above functionality. A first step to address these tasks has been the creation
of the RCO/Eroica dataset, which conveys manual annotations of musicians and playing/non-
playing labels in multiple camera viewpoints throughout a recorded performance of Beethoven’s
Symphony No. 3 (Eroica), by the Royal Concertgebouw Orchestra (conducted by Ivan Fis-
cher).

In addition to the RCO/Eroica dataset, video analysis methods are presented to identify musi-
cians in video streams (musician diarization), and to estimate for detected musicians whether
they are playing or not at each time point. Furthermore, a preliminary study is presented
that investigates the feasibility of automated orchestra layout detection from a fixed-camera
recording. The audio analysis methods involved in the focusing the attention functionality are
briefly discussed, but are presented in more depth elsewhere (Deliverables D3.6, D3.12, and
D6.2).

We argue that the video analysis methods proposed here are not only expected to be useful for
enhancing concert recording experiences, but also for providing automated editorial support for
post-production of concert registrations. As such, they provide the basis for the development of
both the “focusing attention and switching viewpoints” use case, and the “editorial support” use
case, as defined in Deliverable D2.2.
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1 INTRODUCTION

A typical consumer oriented audio-visual registration of a classical concert is distributed either
on media like a DVD, a BluRay disc, or perhaps as a video on a web service. Such a recording
artifact consists of a single video channel, and two audio channels (left and right). However,
the raw material to create this artifact is almost always a multitude of both video and audio
streams. The process of creating the final recording artifact from this raw audio-visual material
is referred to as post-production. In a traditional audiovisual post-production of a performance,
audio streams from different microphones across the scene are mixed to create a balanced
overall stereo audio image of the recording. This mix is usually constant throughout the perfor-
mance. To create an accompanying video stream, a post-production editor at each point in the
recording selects the most suitable of the available video streams. The editor may for instance
ensure that orchestra members or sections are visible when they play a prominent musical role,
or that an overall shot of the orchestra is shown during a tutti passage.

A practical limitation of this post-production approach is that the post-production process is a
complex task that requires considerable time and effort by professional editors. This implies a
financial cost that, as it grows, reduces the chances that the production of a recorded perfor-
mance will be (commercially) viable.

A more conceptual limitation is that the resulting production is a non-interactive artifact: A user
can watch and listen to the recording, but has no control over what she listens to or looks at.
This is unfortunate, since the raw audio-visual material that is traditionally being condensed into
a single combination of a fixed audio mix and video sequence, potentially allows for a much
richer, interactive experience of the concert.

Both of these limitations have been addressed in use cases defined earlier in the project, and
documented in Deliverable D2.2 [van Tilburg, 2013]. The former is addressed in the editorial
support use case (D2.2, section 3.2.9). The limitation of the user-experience is addressed in
the use case focusing attention and switching viewpoints1 (D2.2, section 3.2.4). Although these
use cases are rather different, to some extent they involve similar functionalities, that can be
provided by common underlying technology.

An exhaustive inventory of the functionalities involved in both use cases, and the technology
required to provide those functionalities, is beyond the scope of this deliverable. It would require
user studies and focus groups to get a clearer view of the specific user needs in each of the
use cases. In the following two subsections, we will give a brief and informal overview of the
functionalities involved in each of the two use cases, respectively. It should be noted that to date,
the emphasis of the work done has been on the focusing attention and switching viewpoints use
case. We elaborate briefly on the editorial support use case to demonstrate that the methods
described in this deliverable are also expected to be instrumental to editorial support, even if
that use case is not specifically addressed in this deliverable.

1The name focusing attention and switching viewpoints should be regarded as a pars-pro-toto for a use case that
may involve various types of functionality to enrich the experience of a recorded performance
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1.1 Use case: Focusing attention and switching viewpoints

This use case involves novel ways to enrich the experience of watching classical music concerts
on digital devices. A multimodal, multiperspective concert recording need not be presented as
a static audio-visual registration, but may offer real-time user control over the perspective on the
concert. All the available synchronized sources, namely multiple video streams of video, audio,
and a symbolic score, are exploited and combined.

The aim is to make the user experience more interactive, and to make better use of the available
raw material of the recording. It is obvious that wielding unrestrained and unaided control over
all available data streams is too complex for a user to be useful. In order to provide a satisfying
concert experience, it is necessary to provide the user with a higher, more meaningful level of
control. We identify three novel types of functionality:

• Automatic point of view selection: Depending on which instruments are playing or not
playing at a particular time, some camera viewpoints may be more interesting than others.
For example, if a particular camera viewpoint captures a timpani player whose only role
in a piece is to play at a brief tutti passage, it is useful to switch to that viewpoint during
that passage, rather than when the timpani player is inactive. Alternatively, a user might
specify a preference for following particular instruments or instrument sections. Camera
viewpoints can then be automatically selected based on that preference.

• Non-linear browsing: Rather than switching camera viewpoints while listening through
the recording linearly, a recording might be browsed according to musically meaningful
events. Such events may be defined in terms of how many, and which instruments are
playing, such as the occurrence of a flute solo, or tutti passages. A list of such events may
be compiled from a concert recording and presented to the user as a form of navigation
through the recording

• Focusing the attention: In addition to chosing camera viewpoints to focus on a particu-
lar instrument or section, the audio recordings may be selected or manipulated to place
acoustic emphasis on the focused instrument or section.

The above functionalities are demonstrated in a video2 by partner TUD, for which a number
of contributions from partners TUD, UPF, OFAI and RCO have been combined. Making this
video was not just an opportunity to demonstrate a novel way of experiencing classical music.
Additionally, we have identified a number of challenging problems to be addressed and also
the limitations of the state-of-the-art computer vision solutions employed to analyze the RCO
dataset videos described in Sec. 2.

The main novelty of the envisioned system is that we exploit instrument-wise and musician-
wise annotations. To the best of our knowledge, new emerging platforms like RCO Editions3,
the Berliner Philharmoniker’s Digital Concert Hall4, and the Philadelphia Orchestra’s LiveNote5

do not exploit yet this type of information.
2https://www.youtube.com/watch?v=6Oj70tvqo9c
3http://www.concertgebouworkest.nl/en/rco-editions/
4http://www.digitalconcerthall.com/
5https://www.philorch.org/introducing-livenote%E2%84%A2-nights
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1.2 Use case: Editorial support

The editorial support use case envisions ways to facilitate the work of post-production editors
in creating an audio-visual production of a concert recording through the use of content-based
audio and video processing. Computational analysis of the audio and video streams can ex-
tract information about the instantaneous content of the streams. Based on this information, the
post-production task may be facilitated, or even partly automatized. For instance, segments of
video streams that show non-playing instrumentalists/sections may be filtered out automatically,
such that a post-production editor can more readily choose appropriate streams for particu-
lar passages. Alternatively, if instrumentalists/sections can be identified automatically in video
streams, a selection of video streams may be made, depending on the instrument or section
playing a prominent role at a given time. Such information may originate from the musical score
when it is aligned to the recorded performance (see Deliverable D4.2 [Grachten et al., 2014]),
or from audio analysis (see Deliverable D3.12 [Carabias et al., 2015]).

1.3 Main objectives and goals

In the description of the use cases above, several types of functionality have been discussed.
This deliverable focuses on the three types of functionality involved in the Focusing attention
and switching viewpoints use case: Automatic point of view selection, non-linear browsing, and
focusing the attention. The emphasis of this document is on the video analysis methods. The
sound analysis methods involved are presented only briefly, since they are discussed in depth
in Deliverable D3.6 [Janer et al., 2013].

The implementation of the functionalities mentioned above requires audio, video, and image
analysis methods beyond the state of the art in the corresponding research areas. Although
the research partners in the consortium are dedicated to contributing novel techniques and
improving existing techniques for content based multimedia processing (see Section 5), the
primary aim of this document is to get a clearer view of what concrete techniques are needed
to realize the Focusing attention and switching viewpoints use case. As such, this deliverable
is intended primarily as a feasibility study, to indicate the limitations of existing computer vision
methods and report limitations of the available data, specifying what kind of recording is most
suitable for the intended use case.

1.4 Structure of the document

The remainder of this document is structured as follows. In Section 2, a newly created dataset is
presented, that can be used as ground truth for training, and testing video analysis techniques.
Section 3 gives an overview of the various video analysis techniques required to implement
the types of functionality referred to in Section 1.3. Section 4 describes the audio processing
techniques required for the focusing attention functionality. The novel contributions reported in
this Deliverable are listed in Section 5. Conclusions and directions for future work are presented
in Section 6.
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Figure 1: Properties and organization of the RCO dataset.

2 RCO/EROICA DATASET

The RCO/Eroica dataset, summarized in Fig. 1, has been created from the audio-visual record-
ing of the Beethoven 3rd Symphony provided by the RCO (see deliverable D3.1). The original
recording is organized into 4 sets of 7 synchronized videos where each set represents the
multiple-camera recording of a movement (6 hours and 40 minutes in total). The number of
performing musicians is 54 and they are organized into 19 instrumental parts and playing 11
different instruments. The recording also captures the audience and the conductor.

2.1 Keyframe-based face logging

From each video file, we extracted 1 keyframe every second producing 24,234 keyframes in
total. For each keyframe, we detect the faces and estimate the head poses combining a number
of off-the-shelf multi-pose face detectors [Zhu and Ramanan, 2012; Viola and Jones, 2001] via
non-maximum suppression (NMS) similarly as done in [Bagdanov et al., 2012]. Overall, 66,380
face have been found.

2.2 Ground truth

We have built the ground truth with which we will evaluate musician diarization solutions and
playing/non-playing annotation systems. The ground truth is also used to demonstrate possible
novel ways of enriching the user experience as discussed in the following sections.

All the 66,380 detected faces have been annotated. They are distributed as follows: 1,716
belonging to the conductor, 4,539 to the audience, 3,844 are false positives and the remaining
56,281 are distributed across the 54 musicians.

The detections belonging to musicians have been also labeled with playing/non-playing (P/NP)
labels derived from synchronized symbolic data. More in detail, we used four MIDI files syn-
chronized to the video files provided by partner OFAI [Grachten et al., 2013], from which we
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extracted the P/NP labels with the method described in [Bazzica et al., 2014]. Each performing
musician has been bound to the corresponding instrumental part (i.e. MIDI track) in order to
build the corresponding ground truth P/NP sequence.
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3 VISUAL ANALYSIS TASKS

In this section, we describe a number of preliminary experiments in relation to several tasks
necessary to provide the functionalities described in the introduction, and demonstrated in our
online video. The experiments were carried out to identify the problems that need to be ad-
dressed when developing computational methods to perform the tasks. Rather than providing a
separate related work section for the experiments, relevant references to state-of-the-art meth-
ods for visual analysis are included in the subsections themselves.

The first experiment, orchestral layout detection (Section 3.1), investigates the question whether
it is possible to detect the layout of the orchestra by tracking the movements of musicians in a
fixed-camera recording over time, and grouping musicians by their movements. An accurate de-
scription of the layout of the orchestra has several purposes. For example, it enables post-hoc
zooming of a fixed-camera recording into instrument sections, and thereby generates additional
video material that can be used when focusing the attention on a particular instrument section.
But in a more general sense, knowing how musicians are positioned with respect to each other
can help the musician diarization step (see below), since it defines constraints on which con-
stellations of musicians can possibly occur in a panned and zoomed camera recording.

The second experiment, musician diarization (Section 3.2), tackles the problem of identifying
which musician is visible at which time in each of the available camera recordings. The focus
here is on panned and zoomed camera recordings, where the orchestra layout cannot be eas-
ily mapped to coordinates in the video frames. This is an essential task for the functionalities
described in the introduction, since they link the identities of musicians, instruments, and instru-
ment sections to temporal segments of video streams. This connection is necessary to be able
to realize any high-level functionality that involves manipulation of video material based on a
symbolic description of instruments, or their activity.

The last experiment, musician activity annotation (Section 3.3), builds on the results of musician
diarization, in order to detect for a given musician if they are playing or not playing at any given
time.

3.1 Orchestral layout detection

When a fixed-camera recording is available, a problem of interest is the automatic detection
of the orchestral layout. More in detail, for each musician appearing in the scene, we want
to know the instrumental section he/she belongs to. A system can either individuate clusters
of musicians corresponding to the various instrumental sections or, in addition, recognize the
instrumental sections by naming them.

Doing this annotation manually may not be trivial for the following reasons. Symphonic en-
sembles are typically large and the manual annotation of a reference keyframe showing the
whole orchestra can be difficult when the scene is crowded. In order to distinguish musicians
playing the same instrument but belonging to different instrumental sections, a single reference
keyframe is likely to be not sufficiently informative. For instance, with no prior knowledge about
the performing ensemble, it is usually impossible to discriminate first violin, second violin and
viola players. By contrast, information over time from each musician may be informative to dis-
criminate certain pairs of musical instruments. Inspecting a whole video is time consuming for
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(a) A reference keyframe (e.g.
the first frame) is extracted from
the video and it will be used to
derive the scene segmentation.

(b) Input for the segmentation
step: manually added markers
(red: musicians, green: choir)
to isolate people in the scene.

(c) Desired output: clusters
of musicians, those performing
the same instrumental part fall
into the same cluster.

Figure 2: Envisioned semi-automatic detection of the orchestral layout based on the analysis of a fixed-
camera video recording.

a human annotator, whereas it is feasible for a computer vision algorithm.

We therefore carried out a preliminary experiment which aims at assessing whether motion
over time can be exploited to cluster the musicians by instrumental part. Given a fixed-camera
recording, a reference keyframe, like the one in Fig. 2a, is used to segment the scene according
to the position of each musician (e.g. by exploiting manually added markers like in Fig. 2b).
The obtained segmentation generates one bounding box per musician to be used across the
whole video. Thanks to this, we extract isolated musicians’ movements over time and describe
them with state-of-the-art features [Jensenius, 2006]. By analyzing how the extracted motion
descriptors are correlated, we build a distance matrix like the one represented in Fig. 3. The
latter is used to encode for each pair of musicians the likelihood that they belong to the same
instrumental section.

We have evaluated the aforementioned approach on a representative video recording of the 4th
movement of Beethoven’s Ninth Symphony performed by the Simfònica del Vallès Orchestra
(Barcelona, Spain) [Guaus, 2014]. The distance matrix rows and columns are ordered by in-
strumental section. The red lines in Fig. 3 are added where the instrumental section changes in
order to highlight ground truth groups. By visually inspecting the obtained distance matrix, we
look for meaningful blocks of high similarity (darker grey).

By inspecting the distance matrix in Fig. 3, we see that such blocks are present along the
diagonal. However, the similarity is also high for some pairs of musicians belonging to different
instrumental sections:

• celli look similar to contrabassi

• viole, first violins and second violins have high intra-similarity

These similarites can be explained by the fact that these instruments belong to the same family
(strings), and are played in a similar way, in this case by bowing.

In conclusion, we observe that distinguishing musicians playing different instrumental
parts but similar instruments is possible but still challenging even when temporal information
is taken into account. This issue may be more pronounced when the resolution is low, like in the
case of the video recording we have used, and also when musicians playing similar instruments
tend to be (in-)active at the same time throughout the performance. Additional information, like
e.g. spatial relationships, should be considered to overcome the problem.

Our future plans are building an annotated dataset containing a significant number of video
recordings and designing an algorithm which exploits motion information to perform the mu-
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Figure 3: Preliminary results for the orchestral layout detection. This (dis-)similarity matrix has been
derived from the video recording of the 4th movement of Beethoven’s Ninth Symphony performed by
the Simfònica del Vallès Orchestra (Barcelona, Spain). It quantifies the similarity between musicians
computed via the motion correlation analysis described in Sec. 3.1. The columns and the rows are order
by instrumental part and the red lines are used as boundaries between different ones. By visual inspection,
we notice the presence of dark blocks which correspond to different instrumental parts or, at least, to
different instruments. For instance, the first block (from #31 to #27) well isolates the celli. Contrabassi are
also well isolated and they understandably show a higher similarity with the celli (similar type of instrument
and hence similar musician-instrument interaction).
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Figure 4: The visibility of musicians belonging to different instrumental sections is summarized over time
as matrix. Blue is used when there is no musician visible from any camera, orange when at least one
musician is visible. The user can click on the matrix to skip to the time point at which a desired target is
visible.

sicians clustering. Suitable evaluation metrics like the B-cubed precision/recall [Amigó et al.,
2009] should be used to assess how the performance change when a different number of clus-
ters are generated.

3.2 Musician diarization

When a (multiple-camera) video recording of a symphonic music performance includes shots
in which camera zoom and pan occur, a problem of interest is analyzing the scene depicted in
each shot in order to make sense of it. When an orchestra is recorded, shots typically differ by
the part of the orchestra which is visible. Each subset can be described by the list of recorded
musicians from which we can derive which musical instruments appear in the scene and also
which instrumental sections are included in each shot.

A related problem, which is relevant for many different types of videos like movies, sports videos
and TV programmes, is that usually referred to as people diarization in videos. The underlying
question to be answered is when and where each person is recorded. The desired output
is a log listing spatial coordinates, timestamps, person identifiers and eventually the camera
name.

Manually annotating a multiple camera recording of a single performance is extremely time
consuming. For instance, for the RCO/Eroica dataset of Sec. 2 the overall duration of the videos
to be annotated is almost 7 hours.

Solving the musician diarization problem is a fundamental step required to extract musician-wise
information because only by detecting and recognizing the recorded musicians, it is possible to
extract a dedicated signal out of the ensemble video recording. In addition, a log can help a
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Figure 5: Given a target musician or a target instrument(-al part), the camera is automatically switched by
the system using the musician diarization output.

user (or even an editor) focusing on a specific camera or a specific sub-frame region according
to the sought instrument(-al part). As shown in the example of Fig. 4, the information about the
visibility of musicians over time could be summarized as matrix. Another example is given in
Fig. 5. The user may indicate her preference in terms of instrument or section and the system
selects the best available shot accordingly. In case of multiple cameras pointing onto the same
target, predetermined rules may be applied to prefer a camera over another one.

The related literature for the musician diarization task includes works about detecting, tracking
and recognizing people in videos.

When the input video consists of a set of fixed-camera recordings, the positions of the musicians
in the scene can be manually annotated using a reference video frame (e.g. the first one) for
each video as done in Sec. 3.1. In the case of a video recording consisting of different shots
resulting from camera zoom-in and pan actions, manual-only annotation of musicians becomes
too complex and needs to be helped by automatic visual analysis tools. Off-the-shelf face
detectors, face clustering and recognition methods can be deployed for this purpose, possibly
supported by a face tracking algorithm to collect and verify the evidence from consecutive video
frames [el Khoury et al., 2014; Shan, 2010].

Specifically related to face clustering, state-of-the-art solutions are typically based on context-
assisted and constrained clustering [Zhang et al., 2013; Wu et al., 2013], possibly including
human interaction in order to produce high quality results [Zhang et al., 2014]. For instance,
clothing information is exploited to discriminate people with similar faces but dressed differently
[Zhang et al., 2013]. Cannot-link constraints are used to avoid that two faces detected in the
same image fall into the same cluster. People can be tracked and must-link constraints can
be inferred by the generated face tracks [Wu et al., 2013]. Face-related visual features can be
extracted for every detection, or just when the estimated quality of the face is good enough to
extract reliable information [Bagdanov et al., 2012]. Finally, to avoid that too many face clusters
are generated for the same identity, semi-automatic algorithms can be used to iteratively merge
clusters [Zhang et al., 2014].

The existing methods are typically tested only on frontal faces. Alternatively, as done in [Bag-
danov et al., 2012], the detected profile faces are continuously tracked over time, but used at
the clustering step only when a switch to a (near-)frontal view occurs. In view of our problem
context, this focus on (near-)frontal faces makes the methods described above insufficiently
suitable since musicians may be only visible from a profile view.
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Figure 6: Generated face clusters: a label applied to each cluster is propagated to the detections belonging
to it.

Figure 7: At the face clustering step, a unique ID is assigned to every musician and used at the annotation
step.

Once face clusters are generated, they need to be manually annotated (see Fig. 6). The human
annotator is provided with a reference table of musician IDs like the one in Fig. 7. The images
within a face cluster are shown to the annotator who decides first whether the cluster is pure
enough, that is whether the cluster has a dominant musician ID. If the annotator finds the cluster
to be pure enough, then the annotator uses the reference table to check whether the dominant
identity belongs to one of the musicians. If a musician is dominant in the face cluster, then the
correspondent label is chosen and automatically propagated to all the face detections belonging
to the given cluster. In the cases of a non-musician dominant label (i.e. conductor, audience
or non-face images) and a non-pure cluster, the cluster is discarded and the face detections
belonging to it will not be used anymore.

By combining the timestamp of the frame from which each detect face has been extracted
and the propagated face labels, a log is built encoding where and when each musician is visi-
ble.

By considering the aforementioned state-of-the-art methods, we have identified the need for
improved (video) face clustering solutions able to deal with the challenges of real world data.
In particular, we have observed that matching frontal and profile views of the same person is
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Figure 8: The activity of musicians belonging to different instrumental sections is summarized over time
as matrix. Green is used for playing instrumental sections, red for non-playing ones. The user can click on
the matrix to skip to the point a desired configuration occurs.

challenging. By addressing this problem, we will aim at reducing the amount of required manual
annotation. We will therefore propose a solution and, at the same time, publicly release the
RCO/Eroica face dataset.

3.3 Musician activity annotation: playing/non-playing labels

Once musicians are detected and recognized, their static appearance and their movements can
be analyzed over time to derive additional annotations. As a first step, we focus on playing/non-
playing labels, that allow for indexing the instrumentation over time, and can be used for non-
linear browsing functionality (see Fig. 8).

Even if a playing/non-playing (P/NP) label itself is just a bit, aggregating this type of information
over time and for each instrumental section provides the user with an additional layer which
shows whether each musician is playing or not. As shown by the example in Fig. 9, non-linear
browsing is made possible exploiting the P/NP labels. For instance, if a user wants to skip to
the next “tutti” time point of the recording, the system has just to find the first future timestamp
at which for every instrumental part the label is playing. Similarly, if a user looks for a specific
musician playing “a solo”, the system looks for the configuration where all the labels are non-
playing except for that corresponding to the selected musician.

Extracting P/NP labels can be done in a number of different ways.

Hardware-based approaches rely on a sensor which has been designed specifically for a certain
(family of) instrument(s). While theoretically effective, the critical deficiency of such an approach
is that it requires obtrusive settings, which are unnatural in a professional context. For instance,
a webcam may need to be mounted above the vibraphone in order to detect which bars are
covered by the mallets [Tavares et al., 2012].
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(a) current time point (b) skip to “tutti” (c) skip to “horn-only”

Figure 9: Non-linear browsing via playing/non-playing (P/NP) seeking: the user can jump to the time point
at which a desired P/NP configuration occurs. The vertical white lines on the P/NP matrices show the
current time point.

An alternative to deploying obtrusive dedicated hardware is to rely on the data from the regular
audio-visual recording, possibly in combination with the available supplementary material. For
instance, the P/NP states could be inferred by analyzing a synchronized music score, that is,
by looking at presence of notes and rests in each bar as done in [Bazzica et al., 2014]. Such
a method allows to infer P/NP labels for every instrumental part at every time point. However,
as pointed out in [Ewert et al., 2014], even if full scores are freely available for many classical
pieces, they are rarely aligned to a given audio recording. In order to pursue this strategy, the
score and the performance recording need to be synchronized using existing alignment meth-
ods [Raphael, 2006; Joder et al., 2010]. Performing such synchronization can be challenging,
especially in presence of structural variations between the score and the recording (e.g. omis-
sion of repetitions, insertion of additional parts). Even though partial alignment methods exist,
likely failures in the structural analysis and subsequent segment matching steps can lead to
corrupted synchronization results [Müller and Ewert, 2008; Thomas et al., 2012].

Source separation techniques could be considered to isolate the sound of each instrument
and infer P/NP labels by analyzing the isolated instrument-level signals. In view of the context
in which we operate, however, this approach is not likely to be successful. Typically, only a
limited number of instruments can be recognized with an acceptable accuracy. In [Martins et al.,
2007], the authors address the challenging problem of recognizing musical instruments in multi-
instrumental and polyphonic music. Only six timbre models are used, hence this approach has
limited utility for symphonic orchestras where more models would be needed. In [Barbedo and
Tzanetakis, 2011] the number of recognized instruments is 25, but the recognition is performed
in those parts of a piece in which a single instrument is played alone. This limits the applicability
of this approach to the rare solo segments only. While it was shown in [Ewert et al., 2014] and
[Vincent et al., 2012] that effective audio source separation needs prior information derived by
synchronized music scores, such an informed source separation approach would include the
limitations of those related to score synchronization, as discussed above.

When video recordings are available, we can see musicians interacting with their instruments.
They hold them in a certain way when playing, while they assume different body poses when not
playing. In the former case, musicians also move in order to make music (e.g. bowing, pressing
keys, opening valves, moving torso to help blowing). Hence, visual appearance and motion in-
formation could be potentially useful in inferring whether musicians are playing or resting.

Insufficient applicability of obtrusive dedicated hardware or audio-based approaches makes
us investigate the alternatives relying on either synchronized scores (Sec. 3.3.1) or the visual
channel (Sec. 3.3.2).
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3.3.1 Exploiting synchronized symbolic scores

Even if the state-of-the-art methods for performance-to-score synchronization are not always
near-100% accurate, this does not mean that relying on a synchronized score is not possible.
For instance, an expert can select a suitable symbolic score which reflects as much as possi-
ble the particular performance to be synchronized. If structural differences occur, the symbolic
score can be manually adapted. An alternative strategy to deal with structural differences, em-
ployed by partner OFAI, is to generate all possible structural versions of a score (based on
repeat signs, either read from a MusicXML file, or detected by optical music recognition from
the sheet music), and align the performance to each of these versions. Using the alignment
algorithm proposed in [Grachten et al., 2013], a simple heuristic on basic properties of the align-
ments (counting the total number of insert and delete operations that the alignments contain)
is very effective to identify the correct structural version of the score for a given performance.
Finally, an algorithm for bar-level score synchronization is used to generate a first approximate
alignment which is manually corrected by a human listener, if necessary.

Assuming that a well-aligned and near-100% accurate symbolic score is available, a system for
non-linear browsing based on playing/non-playing information can be designed. The labels can
be derived as described in [Bazzica et al., 2014] and optionally musicians appearing in the video
recording can be linked to the appropriate instrumental parts in the score. The latter operation
can be performed either manually, exploiting background knowledge about the orchestral layout,
or (semi-)automatically exploiting the methods proposed in Sec. 3.1.

3.3.2 Analysis of the visual channel

When a given visual recording offers the possibility of observing every musician from at least
one camera and continuously over time, the sought playing/non-playing labels can be extracted
by using computer vision methods.

Exploiting the output produced at the musician diarization step, the scene can be automatically
segmented and each spatial region of the video belonging to a specific musician analyzed to
infer over time whether the recorded musician is playing or not. One could explore human-
object interaction (HOI) by analyzing visual object appearances in a static image. For this
purpose, investigation of presence of objects of interest (in this case, music instruments), spatial
relationships between objects and human body parts has been found promising [Yao and Li,
2010; Yao et al., 2013]. Dedicated datasets have been developed for this line of research, a
good example of which is the “people playing musical instrument” (PPMI) dataset [Yao and Li,
2010]. In video action recognition, both visual appearance and motion information is typically
exploited [Simonyan and Zisserman, 2014]. State-of-the-art performance with popular datasets,
like the UCF101 [Soomro et al., 2012], shows that several actions, like “playing violin”, can be
detected. While such methods are sophisticated and in general have the potential to outperform
previously discussed non-visual approaches, they require visual input of a particular type in
order to train reliable classifiers. More in detail, the training data should include a sufficient
number of examples recorded at different resolutions, in different environments (in order to
be robust for instance to variable lighting conditions), with varying amounts of cluttering and
overlap, spanning profile and frontal views, including instruments of different families.

At the time this document is being written, no suitable publicly available dataset is known to
exist. Collecting and annotating enough data and training a reliable classifier to prove that
playing/non-playing detection can be performed by visual analysis can be therefore extremely
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time consuming. Besides, there is no guarantee that such a method can be more efficient than
manually aligning a symbolic score to be used as described in Sec. 3.3.1.

Due to these considerations, we have been experimenting a semi-automatic method for P/NP
annotation of symphonic music videos. Details about the proposed method are reported in a
submitted journal paper currently under review.

Our major conclusion about the exploitation of the visual channel for musician activity annotation
is that using real world data can be extremely challenging mainly for two reasons. First, we have
observed a high intra-class variability already in the simple case of a P/NP label. Second, with
existing video recording there is no guarantee that every musician is always visible continuously
over time. Therefore, retrieving information from the visual channel can also generate missing
annotations. We suggest that, according to the sought musically meaningful information, either
suitable video recordings or, alternatively, synchronized symbolic scores are used to derive
musician-wise information.
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(a) The first oboe is playing, the best available
shot on the musician is streamed and the corre-
sponding (isolated) sound source is played.

(b) The system keeps focusing on the user se-
lected musician. When not playing anymore,
the system does not stream any audio source.

Figure 10: Focusing the attention use-case. The user selects a musician to be followed while the system,
thanks to the musician diarization step, selects the best available point of view (e.g. the camera from which
the biggest face bounding box of the user selected musician is recorded). By knowing the instrumental
part performed by the musician, the system streams the corresponding isolated source audio file.

4 AUDIO ANALYSIS TASKS

The effect of focusing the attention of the user on a single instrument or instrumental section can
be achieved not only be means of bringing the subjects into camera view, but also by highlighting
the instruments acoustically. This combined approach provides a very close experience of the
focused instruments, creating an impression of the contribution of individual instruments to the
overall sound that is not available from the original multimedia material6. For instance, in Fig. 10
the system selects automatically the audio source for a specific musician. When the musician
plays, the sound is also played; when the musician does not play, no music is streamed. In the
former case, the system can either stream the sound recorded by the closest microphone or, al-
ternatively, a reconstruction of the sound produced by the musician’s instrument (e.g. computed
via sound source separation).

This rest of this section gives a brief overview of the audio processing technology used to
create acoustic focus on instrumentalists/sections. The relevant methods are being developed
by partner UPF. Since the methods (sound source separation, sound source localization) are
presented in depth in dedicated deliverables (D3.6 [Janer et al., 2013], and 3.12 [Carabias
et al., 2015], respectively), we will give references to the relevant sections in the corresponding
deliverables.

4.1 Score-informed Sound source separation

The primary audio-processing task required for the focusing attention scenario is sound source
separation. The general definition of this task is the decomposition an audio signal that is a
sum of sounds emitted from multiple sources, into as many components as there are sources,
where each component exactly corresponds to sound emitted from one source. It is not hard to

6for examples see https://www.youtube.com/watch?feature=player_detailpage&v=6Oj70tvqo9c#t=239
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imagine that this is a complex task, especially if the audio signal contains many sources. The
source separation is further complicated by ambient factors like room acoustics.

In case of orchestral music, there are typically dozens of sources (each instrument type counts
as a source), that usually strongly overlap in time and frequency. There are typically multiple
audio channels, originating from microphones positioned at different locations with respect to
the instruments, and thus contain different sound mixtures of the same performance. Note
also that there are small (but not negligible) phase differences between the signals of different
sources, due to the difference in distance from each source to each microphone. Here, the
source localization methods presented in Deliverable D3.12 [Carabias et al., 2015] can be used
to improve source separation results.

In order to tackle this complex problem, the method described in D3.6 [Janer et al., 2013] makes
use of a beat-level score-performance alignment (as provided by partner OFAI, see Deliverable
D4.2 [Grachten et al., 2014], and [Grachten et al., 2013]), that maps each position in the perfor-
mance to the corresponding position in the score. Since it is necessary to know the exact onset
and offset of the notes played by each source. To achieve this, the beat-level alignment is refined
using a novel method [Miron et al., 2014] (see also D3.6, Section 3.3). The refined alignment
is used to estimate the panning matrix, that expresses the contribution of each source to each
of the audio channels (D3.6, Section 3.4.3). Based on this panning matrix, source separation is
performed using a method that employs non-negative matrix factorization (D3.6, Section 3.4.4).
This method uses instrument models that have been learned from a set of audio examples to
jointly estimate the components of each source in each audio channel.

4.2 Sound source emphasis

Even with sophisticated state-of-the-art sound source separation methods as the one described
above, it is not feasible to separate the sources perfectly in the orchestral recordings considered
in the PHENICX project. A separated source will usually contain occasional audible traces of
other sources. When the separated source is listened to in isolation (as in the case of the video
demo referred to above), these artifacts may disturb the listening experience. However, for the
focusing attention use case, it is not necessary to mute the rest of the orchestra completely.
Instead, the selected source may just be rendered louder in comparison to the rest of the or-
chestra. This application is referred to sound source emphasis. It will still create an acoustic
focus on a source, but the orchestral background will mask the source separation artifacts, such
that the audio quality of the result is sufficient for use in applications.

The technical infrastructure to make sound-emphasis technology available to the final proto-
types of the project is described in Deliverable D6.2 [Janer et al., 2015].
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5 RESEARCH CONTRIBUTIONS

This section lists the novel contributions reported in this deliverable.

• RCO/Eroica dataset (TUD, RCO, OFAI): This dataset provides ground truth for musicician
diarization that serves two main purposes. Firstly, it can be used to evaluate methods for
(semi-)automatic musician diarization, and secondly, it allows us to focus on further tasks,
that depend on adequate musicician diarization (like e.g. playing/non-playing detection).
The contributions of the partners are as follows: RCO has provided the recorded per-
formances, OFAI has provided the score-performance alignments, TUD has provided the
manual annotations of the orchestral layout and has performed the semi-automatic visual
analysis, involving musician diarization based on face detection and clustering.

• Orchestral layout detection (TUD, UPF): An initial experiment from TUD on the feasibility
of automatic orchestral layout detection from a fixed-camera recording has shown that
although instruments of the same sections can be identified as similar, it is difficult to
distinguish between the various instrument types in a section. The video recording used
in this experiment and the ground truth information about the orchestral layout have been
provided by UPF.

• Musician diarization (TUD): A novel method is reported to perform semi-automatic mu-
sician diarization via face detection and clustering in combination with manual annotation;
it has been designed to deal not just with frontal faces but also with profile ones.

• Musician activity annotation (TUD): A method has been proposed to detect the playing
/ non-playing state of a musician from camera recordings. A preliminary semi-automatic
version of this method has been described in a peer-reviewed conference publication [Bazz-
ica et al., 2014].

A more detailed investigation of the proposed semi-automatic system combining musician di-
arization and musician activity annotation has been reported in a journal paper. At the time this
document is being written, the submission is under review.
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6 CONCLUSION AND FUTURE WORK

In this deliverable, we have given an overview of some of the technological aspects of using
synchronized video and audio material of a concert recording, primarily for the purpose of en-
hancing the user experience of that recording. A demonstration video was produced that gives
an impression of what such an enhanced concert recording experience may look like, and the
video analysis methods that it requires. The main contents of the deliverable describe the data
and manual annotation that was used to produce the demonstration video (Section 2), and the
video and audio analysis techniques involved (Sections 3 and 4, respectively).

The RCO/Eroica dataset presented in Section 2 provides material to work on tasks that involve
combined video and audio data (and in this respect related to Deliverable D3.11). However,
the current dataset is based on camera channels that involve camera movement, panning, and
zooming. This reduces the camera footage appropriate for more detailed analysis to those
segments where the camera is fixed.

The preliminary work on automated orchestra layout detection (Section 3.1), possibly in combi-
nation with the sound source localization methods reported in Deliverable 3.12 [Carabias et al.,
2015], lays the groundwork for more powerful exploitation of combined video and audio data, for
tasks such as onset and vibrato detection. For this to be feasible, it is necessary to rely on fixed
camera recordings of the orchestra. The moving, panning, and zooming of the camera channels
available from past recordings greatly reduce the usability of the material for a detailed analysis
of the movement of isolated musicians. A recent audio-visual recording of by partner RCO, the
Mahler’s 4th Symphony, includes such a fixed camera channel. The inclusion of a fixed camera
in future recordings will provide more valuable data for combined audio-visual methods.

In addition to the dataset, a method has been proposed for musician diarization and for the an-
notation of playing / non-playing labels to musicians over time. The musician diarization method
(Section 3.2) is a basic requirement for analysis of video material on a musical meaningful level
(such as the assignment of playing / non-playing labels).

A tentative method for annotation of playing/non-playing labels (Section 3.3) from camera record-
ings has been proposed, and used in an experiment to evaluate the effectiveness of the method.
The study shows that given the current state-of-the-art in computer vision, and with the data
currently available, reliable detection of playing/non-playing states of musicians is not feasi-
ble. However, this does not block further applications relying on playing/non-playing anno-
tations, since the recordings used in the PHENICX project are usually accompanied by an
aligned score, which provides an alternative way to annotate videos with playing/non-playing
labels (Section 3.3.1). The annotations provided by these methods are used in an experimen-
tal method for score performance alignment based on visual information, that is reported in
Deliverable D3.11.

The automatic point-of-view selection functionality is planned to be part of the final-prototype,
to be developed in Work Package 7.
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