
Methods for identifying and exploiting multi-modal
support sources for audio processing tasks

Grant Agreement nr 601166

Project title Performances as Highly Enriched aNd
Interactive Concert eXperiences

Project acronym PHENICX

Start date of project (dur.) Feb 1st, 2013 (3 years)

Document reference PHENICX-D-WP3-TUD-220115-
D3.11 IdentifyingMulti-ModalSupport-1.0

Report availability PU - Public

Document due Date 31 January 2015

Actual date of delivery 29 January 2015

Leader TUD

Reply to Alessio Bazzica
( a.bazzica@tudelft.nl )

Additional main contributors
(authors name / partner acr.)

Maarten Grachten / OFAI
Julio Carabias / UPF

Document status Final

Project funded by ICT-7th Framework Program from the European Commission



Table of Contents

1 Introduction 4
1.1 Multi-modal support via video analysis . . . . . . . . . . . . . . . . . . . . . . . . 4
1.2 Instrument- and musician-wise features . . . . . . . . . . . . . . . . . . . . . . . 5
1.3 Main objectives and goals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.4 Structure of the document . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2 Identifying musically meaningful features in the visual domain 7
2.1 Goal . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2 Symphonic music videos . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.3 Informativeness of symphonic music video recordings . . . . . . . . . . . . . . . 9

3 Multi-modal and cross-modal approaches for Music Information Retrieval 11
3.1 Structural boundaries inference via musicians’ movements . . . . . . . . . . . . 11
3.2 Instrument-wise matching of score features . . . . . . . . . . . . . . . . . . . . . 12
3.3 Exploiting large ensembles: score synchronization via playing/non-playing matrices 16
3.4 Playing/non-playing labels for informed source separation . . . . . . . . . . . . . 21

4 Conclusions and Future Work 23

5 References 24

PHENICX-D-WP3-TUD-220115-D3.11 IdentifyingMulti-ModalSupport-1.0 page 2 of 26



EXECUTIVE SUMMARY

Many problems that deal with obtaining musically meaningful information from audio (such as
onset detection, source separation, and inferring temporal structure) are challenging by them-
selves, but the acoustic complexity of symphonic performances—the type of data under con-
sideration in the PHENICX project—makes these tasks even harder. Synchronized video, and
performance-aligned score information are therefore potentially useful additional sources of in-
formation to tackle such problems.

This deliverable is a report of exploratory work into content-based analysis of multi-
modal data. The focus of the work is on possible ways in which analysis of the visual channel
of a concert registration can aid audio analysis aiming at extracting musically relevant informa-
tion from the recording. As such, the deliverable presents a discussion of the characteristics of
the visual material under consideration. An important conclusion is that the nature of the video
material provided by partner RCO, which is (understandably) recorded for commercial rather
than academic purposes, limits the potential for automatic extraction of high-level information.
Nevertheless, a judgment is made on some high-level features that may potentially be inferred
from the available visual material.

The exploratory work consists of a number of experiments investigating different directions of
multi-modal support for content-based analysis tasks. The first experiment focuses on the possi-
bility of detecting structural boundaries in the music, based on the motion of musicians, as
captured from the video. In the case of a data set collected in a laboratory setting, correlations
were found between structural boundaries and a light-weight motion related feature developed
by partner TUD. On visual data from concert registrations by RCO, a similar approach did not
yield positive results, arguably due to the character of the data, as mentioned above.

A second, exploratory experiment investigates the possibility of using visual information for
score-to-performance alignment. The chosen approach involves playing/non-playing esti-
mates over time, for each of the instrumental parts in the orchestra, based on static image ap-
pearance features from video streams (see Deliverable D3.10). These estimates are aligned to
playing/non-playing information extracted from the score. Given the sparseness of the informa-
tion in the the aligned features, this approach yields surprisingly good results. Still, the reduced
information of the feature, in combination with the fact that playing/non-playing estimates cannot
always be made (not all instruments are visible at all times) implies that the score-performance
alignments computed in this way are currently not suitable to improve score-performance align-
ment computed from audio.

A last experiment involves the use of playing/non-playing labels to improve blind audio
source separation of a recorded performance. The obtained separation results showed a
slight improvement from the blind case.

In conclusion, the work presented here is a set of exploratory studies to gauge the utility of visual
information for a variety of information extraction tasks, such as structural boundary detection,
score-performance alignment and sound source separation, which are broadly relevant to the
objectives of the PHENICX project. In spite of the partial successes reported (both here and in
Deliverable D3.10), a persistent conclusion is that, given the state-of-the-art in computer vision,
the complexity of the visual material of a symphonic recording (involving dynamically zoomed
and panned perspectives with considerable occlusion of objects of interest) poses substantial
challenges and the effective use of the material.
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1 INTRODUCTION

Many of the technological advances involved in realizing the use-cases considered in the PHENICX
project (see Deliverable D2.2 [van Tilburg, 2013]) rely in some way or another on the automatic
analysis of the multi-modal data related to a concert recording (see Deliverable 3.10). The
state-of-the-art in the relevant research areas such as computer vision and sound and music
processing offers algorithms for a variety of tasks (such as onset detection from audio, track-
ing persons in video streams), but these problems are far from being solved in general. In the
setting of orchestral recordings, an additional difficulty is that both video and audio material
registers the sound and image not of a single musician, but of an ensemble of up to hundred
musicians simultaneously. Many sound and video processing algorithms, even if they work in a
small setting, cannot successfully be applied to orchestral recordings.

For this reason, there is a need to look for synergies between methods that solve tasks based
on data in different modalities. It is desirable to take advantage of the multi-modal nature of the
recordings. If a synchronized video of the orchestra is available for an audio recording, informa-
tion from the video streams may prove helpful to a task that is typically done using audio data
alone, such as onset detection. Similarly, playing/non-playing information for instruments, as ex-
tracted from video streams, may provide additional information to align a recorded performance
to the musical score.

1.1 Multi-modal support via video analysis

When a music performance recording has to be analyzed, the essential modality to be con-
sidered is audio. Time-frequency analysis allows us to estimate, for instance, note onsets,
pitches and loudness. On top of this, a number of state-of-the-art algorithms can be used to
infer higher-level semantic information to be used for indexing and visualization purposes. For
instance, loudness and tempo can be estimated continuously over time and visualized as ani-
mations [Dixon et al., 2005]. The structure of a piece can be detected and rendered as image
highlighting repeated parts [Müller and Jiang, 2012] and interactively used for non-linear brows-
ing.

Many Music Information Retrieval (MIR) tasks are solved by considering a single audio track as
only source of information. However, content-based analysis can benefit from the information
provided by additional modalities. For instance, user tags and, more in general, metadata are
used for music genre classification [Bischoff et al., 2008]. By informing sound source separation
algorithms with the expected note onsets and offsets derived by a synchronized symbolic score,
the spectral energy distribution across different sources performs much better than the blind
case [Ewert et al., 2014, Vincent et al., 2012].

In this context, the visual channel has remained largely unexploited. To the best of our
knowledge, the only MIR task for which this modality has been exploited is music transcrip-
tion. For instance in [Tavares et al., 2012], a webcam mounted above a vibraphone is used to
detect which bars are covered by the mallets. In [McGuinness et al., 2007], a fixed-camera
video recording of a drum player is used. These examples show that the analysis of the
visual channel could help to resolve some of the critical challenges faced by audio analy-
sis like, for instance, those related to source separation, especially in the case of large en-
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sembles where the sound produced by different instruments overlaps both in time and fre-
quency [D’Aguanno and Vercellesi, 2009].

1.2 Instrument- and musician-wise features

When an audio-visual recording of a music performance is available, the visual channel can be
exploited to isolate musicians in the scene and extract performance-specific features over time
belonging to a specific group or even to a single musician. This is quite different from what
typically happens when a synchronized score or an audio recording are analyzed.

As for the differences from a temporally aligned symbolic information, we remark that exploiting
a recording is in general preferable. One first advantage is that a video recording directly con-
tains performance specific-information, whereas a music score typically encodes information
about the piece omitting details about the actual performance. For instance, structural varia-
tions may occur (e.g. omission of repetitions, insertion of additional parts), less (or additional)
music instruments can be deployed. The second advantage is that the audio and the video
streams are usually synchronized. By contrast, as pointed out in [Ewert et al., 2014], even if
complete and high quality machine readable scores are are available (which is not often the
case), aligning these to a given audio recording (using methods like those in [Raphael, 2006,
Joder et al., 2010]) is an error-prone process. Simple alignment methods typically do not pro-
duce correct results in the presence of structural variations between the score and the record-
ing. In practice, even though partial alignment methods exist, likely failures in the structural
analysis and subsequent segment matching steps can lead to corrupted synchronization re-
sults [Müller and Ewert, 2008, Thomas et al., 2012, Grachten et al., 2013].

Considering a single audio track in which the contributions of each performing musician are
mixed together implicitly implies that any group of musicians is treated as a whole. By con-
sequence, musically meaningful features extracted from specific sub-groups cannot be directly
derived. Even when multiple microphones are used, it is not always possible to discriminate
different contributions. For instance, the sound of a violin is pretty similar in timbre to that of a
viola limiting the applicability of source-model filters [Klapuri et al., 2010]. This gets even worse
when the distinction has to be made between two instrumental sections in which the same in-
strument is played (e.g. first and second violins). These limitations are particularly pronounced
for large groups like in the case of symphonic ensembles where the number of musicians can
be very high (up to about hundred musicians1).

To the best of our knowledge, instrument- and musician-wise features have not been investi-
gated so far in the literature. Such features are potentially useful for many relevant MIR tasks,
like performance-to-score synchronization, and sound source separation. Therefore, we have
been exploring how symphonic music concert video recordings can be useful to extract the
aforementioned features. This has revealed to be challenging because it requires to jointly iden-
tify: (i) what information can be realistically extracted from the available video recordings, (ii)
robust algorithms for its extraction, and (iii) MIR tasks for which the extracted information can
be beneficial.

1http://en.wikipedia.org/wiki/Orchestra
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1.3 Main objectives and goals

This deliverable reports several exploratory studies that intend to exploit visual information for a
number of independent tasks (task T3.4): music structure analysis (task T3.2), performance-to-
score synchronization (task T4.3) and sound source separation (task T3.3). These tasks have
been used to help us identifying musically meaningful features to be extracted by analysis of the
visual channel. A definition of musically meaningful feature and more details about our goals
are reported in Sec. 2.1.

1.4 Structure of the document

In Sec. 2, we discuss the scope of the reported work, the charactereristics of the visual material
under consideration, and based on that, some high-level features that may potentially be inferred
from visual material. Sec. 3 describes experiments investigating different directions of multi-
modal support for content-based analysis tasks. Conclusions and directions for future work
follow in Sec. 4.
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2 IDENTIFYING MUSICALLY MEANINGFUL FEATURES IN THE

VISUAL DOMAIN

Before reporting on the conducted experiments (Sec. 3), we describe the context in which we
work by providing details about the objectives, the type of data we use and the information that
can be exploited in symphonic music video recordings.

2.1 Goal

The objective of our study is identifying musically meaningful features, i.e. features which are
sufficiently informative to solve one or more MIR tasks, to be extracted from the visual channel
of an audio-visual recording. We do not require (yet) that a cross-modal2 or a multi-modal3

approach using such features outperforms state-of-the-art methods. The reasons for this choice
are the following. First, there is very little prior work on solving tasks using multi- and cross-
modal approaches, which means that approaches to jointly optimize the design of novel features
and algorithms must be practically developed from scratch. Second, even if an identified visual
feature has limited impact over state-of-the-art solutions, it can still be useful to identify the
opportunities offered by the visual channel and eventually propose new MIR tasks. In fact, as
shown in D3.10, when symphonic music videos are considered two novel problems of interest
are the orchestral layout detection and the musician diarization.

2.2 Symphonic music videos

Performance recordings may differ depending on several factors like, for instance, the type of
environment (indoor vs. outdoor), the number of cameras, whether camera motion occurs and
whether post-production is applied.

The easiest case is that of a single fixed camera with a fixed zoom factor. The whole ensemble
is always visible and each musician covers the same region of the video frames. An example of
a frame extracted from this type of video is reported in Fig. 1.

Differently, a professional recording typically involves multiple-cameras positioned around and
on the stage, with the possibility to zoom and pan. The visual channel mainly focuses on (parts
of) the orchestra, but can also show the conductor and the audience. This type of recording
serves as input to a team of experts in order to create an edited video using a script (e.g. “when
the 100th bar of the scores starts, the 3rd camera switches to a close-up on the first clarinet
player”, see Fig. 2).

Both in the single- and multiple-camera recordings, depending on the camera position, some
musicians appear frontally, some non-frontally, and some even from the back, (fully) occluding

2“Cross-modal processing enables exploiting potential similarities in the approach for analyzing different multimedia
streams so that algorithms developed for analysis in a given modality (e.g., audio) can be also employed for analysis in
another modality (e.g., video).” [Camurri et al., 2006].

3“Multi-modal processing enables the integrated analysis of information coming from different multimedia streams
(audio, video) and affecting different sensorial modalities (auditory, visual).” [Camurri et al., 2006].
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Figure 1: Example of video frame from a single fixed camera recording, Simfònica del Vallès
Orchestra (Barcelona, Spain).

Figure 2: Professional video recording session, Royal Concertgebouw Orchestra (Amsterdam,
The Netherlands).
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Figure 3: Examples of the setting of musicians and their instruments on the stage during the
symphonic music performance.

their instruments. As illustrated in Fig. 3, the setting of the orchestra on the stage is rather
dense, resulting in significant occlusion of individual musicians and their instruments. A frame
taken from the visual recording of the performance can therefore contain multiple musicians, not
necessarily belonging to the same (instrumental) section.

Defining the types of recording with which the experiments are carried out is fundamen-
tal. On the one hand, considering a large spectrum allows us to look for features to be extracted
from the visual channel which are generic and robust and therefore applicable to existing real
world data. On the other hand, adding constraints to the way a performance is recorded al-
lows to design ad-hoc features potentially more informative than those applicable to any type of
video. However, in the latter case the applicability of a proposed method would be limited only
to compatible audio-visual recordings.

In the PHENICX project, the partners providing real world data mainly record indoor videos.
We therefore exclude outdoor ones. We consider both single and multiple camera recordings
where pan and zoom is allowed. Different lighting conditions may apply and the resolution of a
musician image depends on the zoom factor which may change over time.

Thanks to a number of meetings with the audio-visual recording engineers at the Royal Concert-
gebouw Orchestra (Amsterdam, The Netherlands), we have learned that the recording process
is very expensive and complex. Adding constraints to the way a professional video is made is
likely to increase the overall cost due to the necessity of additional set up work. Besides, in such
a professional case, obtrusive camera settings are not allowed. We therefore work with existing
recordings, considering both raw and edited material.

It is important to notice that, when camera pan and zoom is allowed, there is no guarantee
that every musician is continuously captured by a camera during the performance. It can also
happen that at a given time point the same musician is captured by multiple cameras.

2.3 Informativeness of symphonic music video recordings

In order to understand how a symphonic music video recording can be informative for MIR
applications, we describe more in detail its content.
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A symphonic orchestra consists of a large number of musicians organized in sections. Depend-
ing on the played instrument, a musician usually belongs to one of the following sections: string,
brass, woodwind or percussion. Sections are further divided into instrumental parts. Each
instrumental part consists of a number of musicians playing one particular instrument and fol-
lowing a specific musical score (e.g. first and second violin are two different instrumental parts
even if the same instrument is played). According to what is notated in the scores, when one
musician belonging to one instrumental part is interacting with his/her instrument, all the other
musicians performing the same instrumental part are expected to execute the same action.
The exception to this is the divisi case (http://en.wikipedia.org/wiki/Unison#Divisi): the
same instrumental part temporarily splits into two sub-parts.

When video recordings are available, we can see musicians interacting with their instruments.
They hold them in a certain way when playing, while they assume different body poses when not
playing. In the former case, musicians also move in order to make music (e.g. bowing, pressing
keys, opening valves, moving torso to help blowing). Hence, visual appearance and motion
information could be potentially useful for:

• inferring whether a musician is playing or resting

• classifying the playing style (e.g. different bowing techniques for violin, pizzicato for
strings)

• analyzing expressive gestures revealing musical accents

• detecting temporal boundaries (e.g. note onsets)

Another aspect to consider is the structure of the videos over time. Each video can be organized
into shots showing one or more targets of interest (i.e. musicians and conductor). Each shot can
be analyzed considering either the activity of each recorded musician in an isolated fashion or
the activity of a group as a whole. In the former case, a scene segmentation algorithm has to be
used to isolate over time the region of the video belonging to each targeted musician. The pro-
duced sequences are then used to derive musician-wise features. The latter case makes sense
if the group is homogeneous, that is if the recorded musicians belong to the same instrumental
section. In this case the entire shot is used to derive instrument-wise features.

Finally, we observe that if the instrumental part performed by a musician is known in advance,
instrument-specific features can be extracted as an alternative to instrument-generic ones. For
instance, a feature that encodes the number of bow strokes for string players is instrument-
specific since it does not apply to the woodwinds and the brasses, whereas a feature indicating
whether a musician is playing is instrument-generic.
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3 MULTI-MODAL AND CROSS-MODAL APPROACHES FOR

MUSIC INFORMATION RETRIEVAL

In this section, we present a number of investigations in which various visual features have been
designed and evaluated considering popular MIR tasks.

3.1 Structural boundaries inference via musicians’ movements

In our first work, we aimed to find generally applicable movement descriptors, allowing
for unsupervised timeline indexing of a performance, characterizing highlights and sectional
changes over the course of the performance, and supporting or complementing information on
this as obtained from audio analysis [Liem et al., 2013]. As such, our techniques are meant to
ultimately support non-linear access scenarios.

We carried out this preliminary experiment using the dataset from [Abesser et al., 2011] con-
sisting of a collection of audio-visual recording of live performances in swing, blues and funk
styles. For each performance, three different musicians performing at the same time have
been recorded. Isolated audio tracks and dedicated fixed-camera video recordings are avail-
able.

The original dataset provided structural session annotations at the full-second resolution. Re-
specting this resolution, we corrected annotated boundaries to have them start and end with
an acoustic event. To allow deeper analysis, we made additional manual annotations, marking
every four beats (“a bar”) and the starts of repeated chord schemes or cells (“a cycle”).

In order to study whether and how motion information from isolated musicians relates to the
available annotations, we have defined a novel score which is computed for each video frame
as follows. The score aims at measuring the novelty [Foote, 2000] of a musician’s movements
over time. To this end, we first compute a histogram for each video frame which describes the
motion pattern in a lightweight way. By applying a standard technique for novelty extraction
[Foote, 2000], the final score is derived.

The way we compute the aforementioned histograms is one of our contributions in [Liem et al., 2013].
Even if we are aware of a number of established state-of-the-art motion features, like e.g. STIP
[Laptev et al., 2008] and Dense Trajectories [Wang et al., 2011], we do not employ them for the
following reasons. First, such features have been designed for action recognition tasks and they
have never been tested to compute motion novelty. They require intense computation and they
are typically tested on downsampled videos for which both the resolution and the frame rate
have been reduced. Therefore, as as a first step, we preferred to experiment with a lightweight
method.

We represent motion patterns over time computing the Motion Orientation Histograms (MOHs)
using motion history images [Bradski and Davis, 2002] to find a variable number of moving re-
gion of interests (ROIs). The reason why we need to deal with a variable number of ROIs is
because the visible human-object interaction involving a musician and his/her musical instru-
ment depends on how the musical instrument is typically played and on the point of view (which
can cause, for instance, self-occlusions). For each detected ROI, we measure its area and its
motion direction. The MOHs simply aggregate these two values over time encoding how many
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Figure 4: Motion Orientation Histogram (MOH) descriptor: encoding over time the motion direc-
tions for automatically spotted region of interests.

things are moving towards a certain direction (see Fig. 4). This process is lightweight because
the optical-flow does not need to be estimated and may be sufficient to describe musician-
instrument interactions over time.

By computing the novelty from the generated MOHs sequence, we extract a musician-wise and
instrument-generic feature.

By extracting MOHs novelty sequences, we assess whether such sequences’ peaks occur in
correspondence of the annotated structural boundaries. Additionally, exploiting the isolated au-
dio recordings provided with the dataset, we study the correlations between MOHs novelty and
audio onset density over time. We have found explainable correlations with consistent results
across the different musician. The MOH-based novelty peaks often occur in correspondence of
the ground truth structural boundaries.

We therefore conclude that musicians’ movements can be exploited to describe how the
musical contribution from each distinct musician develops over time. In this way, the
limitations of overall audio mix analyses are overcome. In particular, we found that motion
novelty computed via MOHs features can be exploited for structural segmentation. Even if
the apparent motion includes (subjective) expressive gestures, the latter revealed to be good
indicators of musical development.

As next step, we have to consider a broader dataset which includes a bigger set of musical
instruments. As described in Sec. 3.2, we have indeed investigated whether and how the MOHs
feature can be used with symphonic music videos.

3.2 Instrument-wise matching of score features

In this section, we shortly report about the way we have extended the investigations presented
in Sec. 3.1. A detailed description of the experiments is reported in D4.5 where we focus on the
analysis of expressive gestures. In this deliverable, we instead focus on the attempt of matching
different aspects of musicians’ movements and (symbolic) music scores cues.

More in detail, we exploit the fact that different musicians are performing different instrumental
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Figure 5: WIAMIS results.
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sections, i.e. different tracks in a symbolic score. Matching instrument-wise features is po-
tentially useful in order to design multi-modal performance-to-score synchronization and music
transcription algorithms.

The type of input we have considered is the edited video made of shots depicting part of an
instrumental section or even a single musician. This is what is typically produced by editors us-
ing raw video recordings like the Beethoven 3rd Symphony multiple camera recording provided
by the RCO (see deliverable D3.1). This is the type of real world data commonly available on
online video collections (e.g. YouTube) and therefore it is relevant to explore what opportunities
it offers.

The disadvantage in this case is that over time only part of the orchestra can be observed.
The extreme case is that of a soloist which is the most occurring visible subject (e.g. in a piano
concert, pianist shots are likely to occur much more often than conductor/orchestra ones). How-
ever, we can assume that the editor’s scripts are available and hence the shots can be easily
annotated. This information would help knowing which part of the orchestra is visible at any
specific time point.

The dataset we built for this experiment consists of edited videos of four different symphonic mu-
sic concerts performed by the Royal Concertgebouw Orchestra (Amsterdam, The Netherlands).
For each video, the shots were detected and manually annotated as described in D4.5. We have
considered homogeneous shots, i.e. those shots in which the recorded musicians belong to the
same instrumental section. Then, we extracted a number of motion scores describing different
aspect of musicians’ movements like its periodicity and the amount of motion.4 An example of
motion score, namely the rate of movement (RoM), is shown in Fig. 6.

When evaluating, we have not considered a specific MIR task. We have instead studied the
correlations between the considered motion scores and the note density over time extracted
from symbolic music scores that we have manually synchronized to the audio-visual recording.
More in detail we have employed the Spearman’s rank correlation coefficient5 assessing how
well the relationship between two variables can be described using an unknown monotonic
function.

Unfortunately, we have not found any consistent or significant correlation with which we
could have indicated strong connections between musicians’ movements and instrument-
wise features derived from a symbolic score. We believe that the inherent nature of real
world videos, made of shots taken from different angles and with occasional camera move-
ments, prevents us finding lightweight and instrument-generic motion features which can con-
sistently reveal musically meaningful musician- or instrument-wise information.

We have therefore abandoned this type of investigation and switched to more tractable problems
relying on the analysis of raw videos with which the chance of observing the whole ensemble is
higher. Besides, we have switched to different musically meaningful musicians’ features.

4The complete list of scores is reported in D4.5.
5http://en.wikipedia.org/wiki/Spearman%27s_rank_correlation_coefficient
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(a) Generated Motion Orientation Histogram (MOH) sequence.

(b) Derivation of the Rate of Movement (RoM) score from the
computed MOH sequence in Fig. 6a.

Figure 6: Rate of Movement (RoM) score extracted from a violin soloist shot. The blue line in
Fig. 6b represents the function of time generated from the MOH sequence. It is generated by
extracting the oscillations along the motion direction having highest variance. Peaks and valleys
are detected (respectively green and red dots). The estimated RoM score is computed dividing
the number of peaks by the sequence temporal length.
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Figure 7: Example of playing (P) and non-playing (NP) images: the visual domain can be
exploited to detect musician-wise P and NP labels.

Figure 8: Example of playing/non-playing (P/NP) matrix: it encodes how instrumentation
changes over time.

3.3 Exploiting large ensembles: score synchronization via playing/non-

playing matrices

Whether a musician is playing or resting is probably the simplest musically meaningful informa-
tion that we can infer. Everyone would agree that any other information, like e.g. what note or
chord is being played or which playing style is being performed by a violinist, can be seen as
more complex. When playing, the musician body pose looks quite different from that of a resting
musician (see Fig. 7). Due to the aforementioned considerations and also due to the failure with
the attempt of exploiting motion in symphonic music (see Sec. 3.2), we have been investigating
whether and how the visual channel can be exploited as reliable source for playing/non-playing
(P/NP) detection.

P/NP labels are musician-wise and instrument-generic features which can be extracted for any
musical instrument. Even if one label itself is just a bit, its aggregation over time and across
the instrumental parts allows to build a matrix which encodes how the instrumentation changes
over time (see Fig. 8). In order to check whether such matrices can potentially be used as
musically meaningful features, we conducted the following preliminary experiment. A number
of symphonic music pieces have been selected and symbolic scores were used to extract the
respective P/NP matrices. As shown in Fig. 9, our matrices are informative and revealing even-
tual repeated instrumentation sequences. While certain instruments, like e.g. the violins, are
typically playing for most of the time, others shows much more variance.

Following the intuition that P/NP configurations are an indicator of the part of the score which
is being performed6, we have decided to investigate how the P/NP matrices can be useful for
performance-to-score synchronization. Even if this task has been studied for years, our investi-
gation could be interesting to learn more about possible multi-modal approaches for MIR.

6If the trumpets are the only playing instruments, all the bars belonging to other instrumental parts contain rests.
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(a) Beethoven 4th Symphony (3rd movement)

(b) Mahler 9th Symphony (2nd movement)

(c) Schubert 9th Symphony (3rd movement)

Figure 9: Examples of P/NP matrices derived from a symbolic score.
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Figure 10: P/NP matrix-based performance-to-score synchronization framework.

Our experiment, reported in [Bazzica et al., 2014], focuses on the usefulness of the P/NP ma-
trices for the considered task. Therefore we have decoupled our investigations as follows.
First, we have carried out an oracle experiment used to mimic the actual synchronization
system and simulate how such system would behave if an ideal P/NP detector is employed
[Bazzica et al., 2014]. In this way, we have verified first that the P/NP matrices are musically
meaningful. Then, motivated by this fact, in a separate work we focused on the extraction of
P/NP matrices from an audio-visual recording. More in detail, we used the Beethoven 3rd Sym-
phony multiple camera video recording provided by the RCO (see deliverable D3.1) to propose
a semi-automatic method for playing/non-detection in symphonic music videos (more details are
reported in D3.10).

In [Bazzica et al., 2014], the P/NP matrices to be temporally aligned are extracted from the
symbolic scores and random non-linear piece-wise time warping functions are applied in order
to simulate the results of an audio-visual P/NP detection. We also take into account the fact that,
in the actual case, mistaken and/or missing labels unavoidably occur and we therefore “pollute”
the time-warped P/NP matrices with random noise. The experiment has been conducted using a
relatively large dataset of online available MIDI files whose URLs together with the experimental
code have been publicly shared.7

Using the synchronization framework represented in Fig. 10, we compute the alignment paths
and ideally produce the result shown in Fig. 11.

We have evaluated the average matching rate as a function of:

• the ratio of missing labels

• the ratio of mistaken labels

• the temporal tolerance

The results are summarized in Fig. 12 and show that P/NP matrices are informative enough and
that the synchronization is robust to noise, in particular to missing labels. However, the temporal
tolerance with which we obtain acceptable matching rates is too coarse if compared to that of

7http://homepage.tudelft.nl/f8j6a/ISMIR2014baz.zip.
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Figure 11: P/NP matrix-based score synchronization: ideal case. All the P/NP labels are cor-
rectly detected from a given audio-visual recording.

(a) Tolerance: 1 second (b) Tolerance: 2 seconds (c) Tolerance: 5 seconds

Figure 12: Average matching rates as a function of the amount of missing and mistaken labels
for different temporal tolerance values.

state-of-the-art audio-based synchronization methods.

In addition to the experiment described above, [Bazzica et al., 2014] includes a preliminary ex-
periments in which the semi-automatic method for P/NP detection described in D3.10 has been
used to generate a P/NP matrix in a more realistic way than simulating time warping and noise.
To this end, we used the 4th movement of the Beethoven 3rd Symphony multiple camera video
recording from RCO (see deliverable D3.1). By combining face detection, face clustering, im-
age clustering and manual annotation, we have produced the P/NP matrix for the considered
performance recording (see Fig. 13a).

The matching rate is 60.70%: the misalignment error is visible in Fig. 13b and arise from the
amount of noise contained in the P/NP matrix (54% missing and 9% mistaken labels, see
Fig. 13a). This shows that with real-world data, the amount of missing labels can be large.
It also suggests that a more reliable video-based P/NP detection should be performed using a
(multiple-camera) recording which covers the whole ensemble continuously over time.

Our method still works at a rough time resolution, and lacks the temporal sub-second
precision of typical audio-score synchronization methods. However, it is computationally
inexpensive, and thus can quickly provide a rough synchronization, in which individual
instrumental part contributions are automatically marked over time. Consequently, inter-
esting follow-up approaches could be devised, in which cross- or multi-modal approaches might
lead to stronger solutions, as already argued in [Liem et al., 2011, Essid and Richard, 2012].

For the problem of score synchronization, a logical next step is to combine our analysis with
typical audio-score synchronization approaches, or approaches generally relying on multiple
synchronization methods, such as [Ewert et al., 2011], to investigate whether a combination of
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(a) P/NP matrix derived from the recording.
Missing labels are represented in gray.

(b) Comparison of the align-
ment paths.

Figure 13: P/NP-based score alignment for the Beethoven 3rd Symphony multiple camera
recording.

Figure 14: Example of P/NP labels extracted from the visual channel (red dots) and compared
to labels extracted by the score (blue line).

methods improves the precision and efficiency of the synchronization procedure. Our added
visual information layer can further be useful for e.g. devising structural performance character-
istics, e.g. the occurrence of repeats (see Fig. 9a). Our general synchronization results will also
be useful for source separation procedures, since the obtained P/NP annotations indicate active
sound-producing sources over time. Furthermore, results of our method can serve applications
focusing on studying and learning about musical performances. We can easily output an activ-
ity map or multidimensional time-scrolling bar, visualizing which orchestra parts are active over
time in a performance. Information about expected musical activity across sections can also
help directing the focus of an audience member towards dedicated players or the full ensemble
(see deliverable D3.10).

Finally, it will be interesting to investigate points where P/NP information in the visual and score
channel clearly disagree. For example, in Fig. 14, some time after the flutist starts playing,
there is a moment where the score indicates a non-playing interval, while the flutist keeps a
playing pose. We hypothesize that this indicates that, while a (long) rest is notated, the musical
discourse actually still continues. While this also will need further investigation, this opens up
new possibilities for research in performance analysis and musical phrasing, broadening the
potential impact of this work even further.
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Figure 15: P/NP matrix informed sound source separation framework.

3.4 Playing/non-playing labels for informed source separation

In this section, we describe another preliminary experiment carried out by Julio Carabias (MTG)
which was planned during the visiting period of Alessio Bazzica (TUD) at the Music Technology
Group (Barcelona, Spain).

In this experiment we tested the relevance of using multi-modal information for sound source
separation. Concretely, we consider the case of using instrument-wise playing/non-playing
(P/NP) labels as prior knowledge. This information can be obtained directly from the score or
from the audio-visual recordings of the performance. Since a method to obtain P/NP labels from
an audio-visual recording of a symphonic performance is still under development, we conduct a
preliminary experiment using an oracle approach.

We have used a multi-channel audio of a performance of the Beethoven 3rd Symphony and the
corresponding score has been manually aligned for the Informed Source Separation (ISS) in
WP3 (T3.4). The use of instrument-wise P/NP information has been studied in T3.4 and T4.3
and preliminary experiments can be seen in [Bazzica et al., 2014].

Here, we will study the convenience of using P/NP information for ISS by testing an oracle
setup. Concretely, we have used the aligned score to infer the oracle instrument-wise P/NP
information that we could obtain alternatively from the analysis of an audio-visual recording. This
knowledge is then incorporated in the source separation system proposed in D3.6 as depicted
in Fig. 15.

The P/NP information is used to set over time the gains of the different sources either to 0 or 1
(i.e. the sparsity of the gains is enforced), which in fact has demonstrated to improve the sepa-
ration results in terms of Signal to Interference Ratio (SIR) [Carabias-Orti et al., 2013]. Fig. 16
illustrates the difference between using note-level information (Fig. 16a) and P/NP information
(Fig. 16b).
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(a) Score informed. (b) P/NP informed.

Figure 16: Visual comparison of the score- and the P/NP-informed approaches.

Subjective evaluation has been performed to compare the obtained results using oracle P/NP
information with the ISS approach presented in D3.6 and with a Blind Source Separation ap-
proach (i.e. system tested without any prior knowledge). The generated audio files have been
publicly shared.8

Apparently, the obtained separated sources using P/NP suffer from a higher level of inter-
ference than the source obtained using note-level information. This result is logical since
considerable less frequency information is used. On the other hand, some instruments used
as accompaniment such as the bass or the viola sound more natural (i.e. with less arti-
facts) than in the note-level approach. Finally, source separation using P/NP information slightly
improves the blind source separation results.

Informed source separation has demonstrated to provide better results than blind source sepa-
ration, especially in complex scenarios such as symphonic music. This prior knowledge can be
obtained from many ways, for example from the score or from an audio-visual recordings of the
performance.

In this case, we have considered the case of instrument-wise P/NP. The obtained separation
results showed a slight improvement from the blind case. Further research could be ori-
ented to increase the frequency resolution, for example by performing an automatic transcription
together with the P/NP information or by using visual information to determine vibrato from string
instruments.

Moreover, we plan to improve source separation results by integrating the source localization
techniques studied in D3.12. We think that multi-modal information such as video recordings
could be also beneficial for source localization.

8https://drive.google.com/a/upf.edu/file/d/0B51vRiBXydj3QnQzcC1nVXlsZXc/view?usp=sharing
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4 CONCLUSIONS AND FUTURE WORK

The work presented here is a set of exploratory studies to gauge the utility of visual informa-
tion for a variety of information extraction tasks, in particular structural boundary detection,
score-performance alignment and sound source separation, which are broadly relevant to the
objectives of the PHENICX project.

A general discussion of the nature of the video material available from concert registrations of
symphonic music (Sec. 2) identifies both some limitations of the material, and some possible
tasks that may benefit from information extracted from video material. A major limitation is
the fact that, rather than stemming from a fixed camera, video streams mostly originate from
dynamic camera movement involving zooming and panning. Furthermore, the concert
stage is a complex visual scene where a camera shot may capture multiple musicians at once,
often with considerable occlusion of the objects of interest (such as the musician’s hands and
the instrument). Still there are opportunities for cross-modal support that video analysis may
yield in musical information extraction tasks. For example, whereas musicians/instruments are
acoustically blended into an aggregate signal, they can still be visually distinguished. This
means that detailed analysis of musical behavior such as vibrato, and expression in general
(although beyond the scope of this deliverable) may benefit from visual analysis in addition to
acoustic analysis.

An experiment testing the utility of motion descriptors extracted from video for detecting struc-
tural boundaries (Sec. 3.1, 3.2) in music yielded positive results in the case of a dataset collected
in a laboratory setting. Application of this approach to the RCO/Eroica dataset (see Deliverable
D3.10) however failed to produce positive results.

A second, exploratory experiment (Sec. 3.3) investigates the possibility of using playing/non-
playing labels for score performance alignment. Although the alignments produced are partially
correct, they are unlikely to be useful for fine-tuning score-performance alignment computed
from audio. This is in part due to the coarse resolution of the alignment. Another likely factor
is the fact that playing/non-playing estimates from the video channels cannot be made for all
instruments at all times, simply because at some time, some instruments are not visible in any
video stream.

The last experiment reported here used playing/non-playing labels (extracted from the score
rather than the video, to provide a proof-of-concept) to provide cues for sound source separation.
It is shown that informing the source separation process by playing/non-playing information for
each of the instrumental parts yields an improvement over blind source-separation.

A recurring issue in the the design of methods for extraction of musically relevant information
from video material is the nature of the video material available from real-world concert registra-
tions. It seems there is a discrepancy between the typical academic approach of designing
and testing a computer vision method on video data recorded in a controlled setting, and
the scenario faced in PHENICX, where the data is raw audio-visual material that has been
recorded for the purpose of producing a commercial concert registration, generally with-
out consideration for optimizing the recording conditions for computational analysis. An obvious
disadvantage of this is that it is harder to come up with working methods. Looking at it from the
bright side, if a method is found to work with the data at hand, this is a strong indication that the
method is robust to real-world conditions.
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