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Executive Summary 

This document describes the Trust Policy Management architecture; its basic design, main 
components and the trust policy language. The Trust Policy Management architecture 
interfaces with the remaining TAS3 architecture by means of a Trust Policy Decision Point 
(Trust PDP) which adheres to a standard PDP interface. The Trust PDP makes its decision with 
the aid of a number of different trust services. Two trust services provide flexible trust 
metrics from the two existing classes of trust management systems; behavioural trust 
management and structural trust management. A third trust service provides a novel trust 
metric based on Key Performance Indicators. Main innovations are the support for different 
sources of trust in a single framework, improving the use of existing sources of trust and the 
use of novel sources of trust. The trust framework is flexible and extendable allowing trust 
service based on new sources of trust to be added easily. As policy language for the 
integrated trust framework we support four options with increasing expressiveness and 
corresponding complexity. In this way we allow a trade-off to be made between 
expressiveness and complexity which is suitable for the chosen application area. Finally we 
review our design based on the TAS3 requirements.  
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1 Introduction 

1.1 Objective 

Services in the employability and eHealth setting rely heavily on personally identifiable 
information. To build user trust in such services, it must be possible for the users to select 
from a wide range of trust policies. Users trust can be based on structural information; e.g. a 
patient trusts a diagnosis because it is given by a certified medical expert. It could also be 
based on behavioural information; e.g. the past performance or the reputation of the trustee 
is good. 
Credential based Trust Management (CTM) is a structural, rule based approach to managing 
authorization in environments where authority emanates from multiple sources. Session 
Trust Management (STM), which fits within the CTM setting, is an approach to dynamically 
managing authentication in distributed environments, where users may be authenticated by 
different mechanisms at different Identity Providers. Reputation Trust Management (RTM) is 
an approach to managing and dynamically updating reputations based on the behaviour of 
participants. Key Performance Indicators (KPI) capture past behaviour and can be used to 
build a novel behavioural trust metric.   
The main objective of this document is to describe the architecture which is to form the basis 
of a trust framework able to efficiently enforce a broad range of trust policies by combining 
CTM, STM, BTM and KPI based trust metrics.   
This document is structured as follows. In section 2 we introduce the topic of trust 
management and discuss state of the art. In section 3 we describe the basic structure of the 
Trust management architecture as well as its place in and interfaces to the overall TAS3 
architecture. In section 4 we describe trust services which form the main components of the 
trust architecture along with their interfaces. Section 5 addresses the combined trust policy 
language. Section 6 evaluates the architecture by addressing the link with requirements and 
use cases. Finally, section 7 provides conclusions. 
 

1.2 Focus of this report 

The focus of this report is to describe the design of the Trust Management Architecture. This 
design is the result of our ongoing research into trust policy management. The present 
architecture defines standardized interfaces and a formal language for communicating with 
other TAS3 components. As the project evolves, we will refine our architecture and provide 
further iterations of this document. 
Trust Management in TAS3 goes well beyond existing solutions for trust management and 
provides significant contributions to the state of the art. To the best of our knowledge, we are 
the first to combine different approaches to trust management – structural and behavioural – 
into an integrated trust management framework. In addition, our framework allows for novel 
trust metrics based on current research in key performance indicators, session-based trust 
management, as well as logging and auditing. 
 

1.3 Methodology 

For designing and implementing the trust management architecture, we strive for a 
separation of concerns between trust management components. The trust management 
architecture consists of distinct trust services which provide unique functionality that can be 
used by other trust services. Separation of concerns is an important design principle since it 
allows us to develop and optimize the individual trust services independently of each other. 
We achieve this separation of concerns through modularity and encapsulation, two well-
known principles from software engineering. Modularity requires that the trust services 
provide stable interfaces to the trust policy decision point (Trust PDP) and the other trust 
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services. Encapsulation postulates that all functionality provided by and data stored in the 
trust services may only be accessed through these interfaces. Thus, the individual trust 
services can be altered or even replaced without compromising the other services. 
Another important feature of our service-oriented design is extensibility. Since all service 
requests between trust services are routed through the Trust PDP, only the Trust PDP has to 
be aware of the available services. Thus, further trust services can be added without 
modifying existing trust services. The individual trust services and the interactions between 
these services are described in section 4. 
In this document, we use different types of UML diagrams [UML2] to specify the trust 
management architecture. For structure diagrams, we use class diagrams to describe the 
structure of the architecture and component diagrams to depict how the architecture is split 
up into components. For interaction diagrams, we use sequence diagrams to show how 
components communicate with each other. For examples and informal descriptions we also 
use other illustration formats.  
While we try to define and inline the terminology we use, the complexity of the TAS3 
architecture precludes us from making this document self-containing. For a complete list of 
terms, we refer to the definitions in [TAS3GLOSS].  
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2 Trust Management 

This section introduces the trust management basics. The reader familiar with trust 
management may wish to skip this introduction and continue reading at Section 3. 
Recent years have shown a great increase in the interest in Trust Management (TM) 
techniques both from the industrial and the academic sectors. The booming research has also 
determined a duality in the very definition of TM system which can lead to confusion. In this 
section we describe the basic ideas of TM and the two broad TM categories. 
Trust Management is an approach to making decisions about interacting with something or 
someone we do not completely know, establishing whether we should proceed with the 
interaction or not.  Consider for example the decision whether to grant access to a resource.  
Traditional access control schemes make authorization decisions based on the identity, or the 
role of the requester. However, when the resource owner and the requester are unknown to 
one another, making access control based on identity is ineffective. 
In trust management systems, see e.g. [BFL96,BFI+99,RL96,LMW02,JIB07,AG07] decisions 
are made based on statements made by multiple entities.  The decision who can be trusted, 
e.g. to access a resource, is taken not just by a single principal but by taking into account 
information from other principals.  In this way the decision is, at least in part, delegated to 
the other principals.  The delegation mechanism is particularly important in the presence of 
autonomous systems which typically operate in dynamic and decentralized environments. 
Existing trust management systems can be divided into two main categories: structural and 
behaviour based trust management. Below we introduce the basics of both categories and 
compare them.  
 
Structural TM 
 
Let us first illustrate structural trust management systems by means of a simple example. 
Consider the situation in which an employment office offers free enrolment to members of a 
federated union. The federation is divided into several independent chapters. In our scenario, 
Pieter comes to enrol at the employment office and claims he is entitled to the free 
enrolment.  The employment office will not have a list of all union members of all federated 
unions.  Instead it will have a delegation rule stating that federated unions are trusted to 
decide who are members.  Furthermore, the employment office will also not have a list of all 
federated unions.  Instead it will delegate this decision to a federation body.  In this way the 
employment office can capture its policy in a very simple rule: 

IF   The federation states that  
     X is a “federated union” 
AND  X states that Y is a “member” 
THEN Y is entitled to free enrolment  

This is a canonical, simple trust management rule.  It may look like things here are too 
simple to be true, and indeed the pragmatics behind checking a simple rule such as this one 
can become integrated.  Let us explore why.  
Returning to our scenario, we need to check that Pieter is a member.  Pieter is a member at 
the Trade Union (TU) which is an federated union so he is entitled to the free enrolment.  
Remains the issue of how the employment office checks this fact.  For this it will need to 
obtain two extra statements: the first one from the Federation (FU) that TU is a federated 
union and the second one from the TU that Pieter is a member of the TU.  In TM systems, 
such statements are often digitally signed to ensure their authenticity and integrity, and are 
called credentials or certificates.  In this case the certificates from the TU and the FU need to 
be found and combined. Their combination forms a so-called credential chain.  
 
Credential Chain Discovery 
Finding such chains of credentials is a central topic in rule based TM and is strongly related to 
the decisions on the storage location of credentials. We now illustrate why referring to our 
example: one could store both credentials on the TU membership card of Pieter; this makes it 
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easy to find the chain as all credentials are available at the moment that Pieter makes his 
request.  However, it is inconvenient for Pieter to store not only all the credentials about 
himself, but also the credentials about the issuers of the credentials he owns (such as the 
federated credential issued by FU).  Moreover, having Pieter store such credentials would 
create problems in case of policy change. Another way is to store the credential `Pieter is a 
member' on his card but store the `TU is a federated Union' credential at the TU or the FU. 
Looking at the credential on Pieters' membership card the employment office will know that it 
needs to check the TU (mentioned in Pieter's credential) or the FU (mentioned in the 
employment office trust policy) to find the missing credential(s). Finally one could consider 
the case that all credentials are stored in a database at the TU.  This case illustrates a 
problem for credential chain discovery: Pieter does not have a credential and the 
employment office only has a link to the accreditation body which does not have any 
credentials either; thus the available credentials cannot be used to find the missing ones 
stored at the UT. 
 
Trust Negotiation 
A second important research topic in rule based TM systems is trust negotiation (e.g. 
[WL02]) which relates to the issue of protecting credentials themselves. Credentials are often 
confidential (e.g., someone's medical record, or a credential proving that someone is a 
policeman), and should not be automatically disclosed to anyone requesting them.  The 
mechanism to prevent unwanted disclosure of credentials is called trust negotiation; in our 
example, since the membership card is used for all union services, Pieter may want to be 
careful and disclose it only to a legitimate employment office. This requires that the 
employment office first shows credentials to Pieter; the employment office, in turn, may have 
additional requirements that should be satisfied before it shows its own credentials, leading 
to trust negotiation: an iterative process of revealing credentials to build the required trust 
on both sides. As described in [D7.1], trust negotiation in TAS3 takes place at the Policy 
Enforcement Point (PEP) level. The credentials obtained as a result of negotiation are stored 
in the Credential Validation Service (CVS) and are available for trust evaluation. Additional 
credentials when needed can also be requested from the CVS.  
 
Behavioural TM 
 
Behaviour based trust management is now a well researched area [YKB93]. The interest in 
reputation based systems comes from e.g. expert and auction systems [RKZ+00], such as 
AllExperts (http://www.allexperts.com), where everyone can ask an expert volunteer a 
question from the selected area. The user can then rate the expert so that other users be 
informed on the quality of advice given by different experts. An example of an auction 
system is eBay (http://www.ebay.com). In eBay, every user is welcome to leave a positive, 
negative or neutral feedback after each transaction.  Sellers and buyers in eBay can rate 
each other and by this they can discourage (or encourage) prospective users to enter into 
business with another eBay user. 
Reputation is an important factor which naturally supports the process of building trust 
among people [JTV00,RKZ+00]. The role of a reputation system is to collect, distribute, and 
aggregate recommendations and feedback concerning participants' past behaviour into 
reputation values [RKZ+00].   
A so called trust metric describes how recommendations and/or feedback are combined to 
obtain a level of trust in an agent for a specific well defined context [AH00]. In defining trust 
and reputation, authors often refer to social sciences [AH00,MMH02] or economy and politics 
[RKZ+00,Dell01]. In most of the formal approaches to reputation based trust management 
there is a clear distinction between feedback, recommendation and trust 
[YKB93,J96,AH00,XL04]. Feedback is defined as evaluation of a specific event, e.g., an 
interaction between two users. Recommendation is a stated opinion of an entity that does not 
necessarily refer to a specific event. Trust, which is derived from feedback and 
recommendation, which expresses the subjective degree of belief that an entity will perform 
a specific task in a certain situation. 
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Consider Job seeker Pieter who wants to register at several vacancy sites. Registering at 
more sites increases his chances of finding a suitable position. However, Pieter does not have 
personal experience with the sites and wants his personal information to be safe. Pieter can 
use a reputation based system: he asks people he trusts to provide feedback on sites and to 
recommend sites that they trust.  Any site with sufficiently strong recommendations are seen 
as trustworthy. 
Reputation-based TM systems support the decision making for questions such as “should 
Pieter trust service provider Alice for the purpose of this transaction?'' in a highly automated 
fashion: after deciding the trust metric and the required level of trust for a transaction one 
can even let the ultimate decision be made in a completely automatic way. Crucial practical 
questions in creating a suitable trust metric are:  
 

(1) how to express trust values also in relation with the kind of transaction they are used 
for -- Pieter may decide to trust Alice if the service only requires an email address to 
register, but would require additional guarantees if his complete CV is needed;  

(2) to which extent should trust be transitive, e.g. in how far does Pieter trusting Alice 
and Alice trusting Bob imply that Pieter trusts Bob (if trust is not transitive then the 
system becomes trivial as its based solely on owns own opinions); 

(3) how to adjust trust values in response to (feedback on) events.  See e.g., the 
EigenTrust algorithm [KSG03] and TrustRank [GGP04]. 

 
Comparing Structure and Behaviour based trust 
 
The structural and behavioural categories of trust management systems share that they use 
information from different sources/authorities which need to be combined to reach a decision. 
Also, they are both open-ended systems; anyone can join or leave the system, issue 
credentials or provide feedback.  The value of these credentials and feedback is decided by 
others. 
Main differences are the role of risk (explained below) and the trust value domain; a 
reputation system can use many different levels of trust while a rule based system is 
restricted to two possible values, yes or no, and the dynamicity of the system.  Also, in rule 
base systems the trust is static; only policy changes can alter trust evaluations while in 
reputation based systems the trust level is constantly changing based on feedback. 
A main advantage of a rule based system is that there is no inherent risk in the system; 
rights can be assigned based on trusted properties that get logically derived from certified 
facts. Thus the rights are assigned to the correct persons by definition (i.e. the policy). Of 
course, this does not necessarily mean that the rights get assigned to exactly those persons 
you want to get assigned the right. The policy may not perfectly reflect the intended meaning 
as the policy language may simply be incapable of exactly capturing this intended meaning.  
A main advantage of a reputation system is that it captures an intuitive notion of trust, a 
perceived probability that the trusted party will act as expected. In other words it tries to 
estimate the risk. Also it provides a method rewarding good behaviour and punishing bad 
behaviour through the means of feedback. The feedback is dynamically used to calculate the 
reputation so negative feedback will directly influence this reputation. Of course, being based 
on past performance reputation values cannot provide guarantees for future interactions. 
Unlike a credential, feedback does not represent a formal commitment by the providing 
party. 
Both classes of trust management systems capture a different aspect of an overall trust 
decision.  A trustworthy user centric architecture thus will need to support both classes of 
trust. This is an important contribution of the TAS3 Trust Architecture; by combining 
structural trust management with behavioural trust management one can combine their 
advantages and mitigate their problems.  
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3 Trust Policy Architecture  

In this section we describe the trust policy architecture.  First we discuss its relation to and 
interface with the overall TAS3 architecture. Next we describe the basic design of the 
architecture and its main components, the Trust PDP and the Trust Services.  Then the 
interfaces of the Trust PDP and the Trust Services are given. We conclude with an example 
scenario illustrating the design and interplay between the main components. 
In this section we describe the trust policy architecture; its basic design, roles of the different 
components and their relations as well as their interfaces to trust components and other 
service. 
 
 

3.1 Place within the TAS3 overall architecture 

Figure 3.1.1 shows the overall components of the TAS3 architecture as described in [D2.1].  
The trust management architecture provides the trust and reputation component.  
 

 
Figure 3.1.1 TAS3 architecture components (Source: [D2.1]) 

 
Within a service oriented architecture services build upon each other. To achieve trust and 
security when service A requests a resource available at service B the TAS3 framework [D2.1] 
goes through a process discovery, negotiation and authorization. As described in [D2.1, 
D7.1] the authorization involves policy checks. Policy Enforcement Points (PEPs) (figure 
3.1.2) ensures that both service A and service Bs policies regarding incoming and outgoing 
requests and replies are taken into account. The PEP uses a master Policy Decision Point 
(PDP) to make its policy decisions which in turn calls specialized PDPs, including a PDP 
specialized in answering trust policy queries. This Trust PDP provides the main interfaces to 
the trust and reputation component described in this document. 
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The service users can have trust requirements both on outgoing requests, is this service 
trusted with my information, and incoming responses, is information coming from this service 
trustworthy. Similarly the service provider will have trust requirements on the request, is the 
user trusted to use this service and  is the user trusted with the information in the reply. The 
evaluation of these trust policies is independent of whether they refer to incoming or 
outgoing requests/replies. For brevity in the intuitive description of the components we will 
assume that we are dealing with an incoming request unless otherwise specified.  
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Figure 3.1.2 Master PDP in the TAS3 authorization process (Source: [D7.1]) 

 
The Trust PDP is responsible for evaluating the TAS3 trust policies. The Trust PDP itself 
combines the results of different trust services much as a master PDP combining decisions.  
While the Trust PDP is the main interface between the trust policy management architecture 
and the rest of the TAS3 infrastructure, the individual trust services do rely on other (TAS3) 
components.  These dependencies are given in Section 4 which describes the trust services 
and their interfaces. The remainder of this section details the working of the Trust PDP and 
the requirements for TAS3 usable trust services.  
 
Trust PDP request and response 
 
The Trust PDP accepts trust evaluation requests from the master PDP encoded in the form of 
an XACML request context. TAS3 will support passing policies from master PDP to Trust PDP 
(or other sub-PDPs) within the request context, e.g. using the XACML <xacml:Policy> or 
<xacml:PolicySet> elements. Including policies in the request is not included in but also not 
precluded by the XACML standard [XACML 2.0 specification].  Several approaches address 
this issue; e.g. [SAML 2.0 Profile of XACML]. The policies contained in the request to the Trust PDP 
are not XACML or SAML policies, instead they encode a TAS3 trust policy in the combined policy 
language described in Section 5.  The attributes included in the request may also be used to 
provide additional information to be used by specific trust services, such as credentials for 
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the CTM service, recommendations/feedback items for the RTM service or trusted factor 
provider for the KPITM service.   
The Trust PDP returns a standard XACML response context conveying a yes, no, 
indeterminate or not applicable answer to the trust evaluation request. 
 
 

3.2 Trust Policy Framework Overall Design 

The trust policy architecture implements a Trust Policy Decision Point which is called by the 
main PDP of the TAS3 architecture as described above. To really create a trusted 
infrastructure we need to build trust on different types of information sources. These sources 
can range from very subjective and informal, such as a user’s opinion after using a service, 
to objective formally defined information; such as a credential certifying that an entity is a 
health-care professional.  We use trust service which are dedicated to given sources of trust. 
The Trust PDP manages the dedicated trust services and facilitates their interaction. 
As described in Section 2, the methods of building trust on these information sources can be 
divided into two main categories: Structural and Behaviour trust. The TAS3 trust framework 
integrates both of these categories. We introduce a CTM/STM service a RTM service and 
KPITM service. The CTM service, which falls in the Structural category, manages trust rules 
specifying trust delegation relations. This also allows it to evaluate Session based trust which 
uses trust rules based on session parameters such as the method of authentication that was 
used. The RTM service, which falls in the Behavioural category, builds reputations from 
feedback and recommendation information that is gathered over time. The KPITM service, 
which also falls in the Behavioural category, build trust on past performance captured in 
dynamically obtained factors. One of the sources for building/updating KPIs can also come 
from the on-line compliance testing developed in WP10. 
 

 
         Figure 3.2.1: Trust evaluation based on different sources of trust information 
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The following trust services and novel trust metrics will be created within TAS3: 
 

 The CTM trust service verifies trustworthiness by gathering and combining credentials 
which express trust and trust delegation statements by different authorities.  The trust 
policy describes how to combine these statements; which combination of credentials 
will imply trust in what setting. Session Based Trust Management (STM) is also 
supported by this service; trust statements can be used to establish certain session 
attributes and levels of assurance can be defined by expressing the required 
combination of these session attributes in a CTM trust policy. In this way levels of 
assurance can be flexibly defined and used as trust requirements. For example, one 
could trust only entities for which the required attributes are validated by a sufficiently 
trusted attribute provider. Definition of the required session attributes and levels of 
assurance based on these attributes is part of the planned work in Task 5.3. 

 The RTM trust service calculates reputations based on feedback data that is gathered 
over time. Rather than using a fixed calculation schema, the BTM service allows the 
user to choose their own method; the trust policy describes how feedback is combined 
to calculate a reputation. Besides end-user provided feedback we also foresee a 
method of providing feedback based on results of auditing of policy compliance by 
inspection of logs. Auditing and logging guidelines needed for this are also part of the 
planned work in Task 5.3.  

 The KPITM trust service supports novel Key Performance Indicator trust metrics which 
combine different key performance factors to obtain trust levels. The KPIs are based 
on dynamically changing data such as performance on a given performance factor, 
e.g. average delivery times.  Such factors are obtained from an external source at the 
time the trust decision needs to be made rather then calculated based on feedback or 
an internal database with past performance facts. The policy specifies the sources of 
the factors and how the factors should be combined to obtain a trust score. 

Besides the type of trust used, we also have an important distinction in where the trust 
decision is made.  Here we consider two options: It can either be internal to the trust domain 
(i.e. the set of machines which are implicitly trusted, e.g. because they are under control of 
the same party) or external.  While a call to an internal trust service is simpler, it can be seen 
as evaluating trust on the Trust PDP itself, we also foresee the need for external trust 
services.  The reputations in behavioural trust management are a key example of this; to get 
a reliable reputation score one needs to combine the feedback from many parties.  The 
mechanism would be severely limited if each service or user could only work with the 
feedback provided to them. An external trusted party running a feedback and RTM service 
which gathers feedback on a myriad of services is much more effective. For example, a 
reputation trust service which gathers feedback and provide reputations on vacancy 
providers, employment offices, training programs, etc., can provide a job seeker with more 
meaningful reputations than e.g. employment offices separately evaluating vacancy 
providers. A second advantage of this approach is that RTM trust policies can be used on 
resource constrained devices, e.g. a job seekers PDA.  Evaluation of RTM metrics can be 
computation intensive, but these calculations can be offloaded to the RTM service.    
When contacting external trust services a TAS3-link is created between the Trust PDP and the 
trust service. Likely not all features of the TAS3 architecture and expressiveness of TAS3 
policies are needed to establish this link but as both parties already have implemented the 
TAS3 architecture this does not add additional requirements while it does guarantee a trusted 
and secure interaction.   
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3.3 The Trust PDP interface  

The Trust PDP accepts request notifications sent to it by the TAS3 master PDP, as described in 
section 3.1.1. It examines the request determining the resource, requester and request 
specific policies. If needed it fetches related policies from the policy store (PAP).  Any 
additional attributes accompanying the request are extracted. These attributes will be 
provided to the trust services as they may encode information to be used by the trust 
services as mentioned in Section 3.1. 
Based on the request, built in policies and policies accompanying the request the Trust PDP 
decides which trust services it needs to contact and how to combine their answers.  As 
treated in detail in Section 5, several choices are possible for the combined trust policy 
language. We identify two classes of policies that can be written in these languages: 

 independent policies. An independent policy only refers to a single trust service, 
though policies in a policy set may each use a different trust service.  Decisions based 
on different types and sources of trust are combined in the Trust PDP but each trust 
service can compute trust levels separately from the other trust services. 

 levelled policies.  In levelled policies, the trust level computed by one service depends 
on the trust level provided by another service. In this case the Trust PDP will facilitate 
the interaction between the trust services though a call-back mechanism: A trust 
service which needs the trustworthiness of a group of entities (as defined by some 
other trust service) will call the Trust PDP.  The Trust PDP will forward the request to 
the other trust service and return its response to the first service.  Using this 
information the initial trust service will now be able to compute a trust level 
corresponding to a levelled policy. 

If the requestor is looking for trusted entities but does not know the potential entities that 
need to be checked it is necessary to do discovery of trusted entities.  The Trust PDP itself 
does not have any information on which it can base this search. However, the trust services 
may be able to discover entities based on the trust information they have available.   
In Section 5 we consider both languages allowing only the use of independent policies and 
languages which also support levelled policies. A Trust PDP only meant to deal with the first 
class of languages will not need to implement the call-back mechanism nor support the use 
of (sorted) entity sets.  
The trust architecture allows easy integration of new trust services. Only the Trust PDP is 
aware of the different services so existing services do not need to be changed when adding a 
new service. The requirements for a TAS3 trust service are given in the next section. First we 
detail the requirements for the Trust PDP using the methodology and terminology introduced 
in [D1.4].  Note that the requirements given here are requirements to be fulfilled by a Trust 
PDP implementation. 
The following requirements capture the behaviour of the Trust PDP: 
 
1. The Trust PDP MUST accept trust evaluation requests formatted as XACML request 

contexts and respond with a XACML decision context. 

The Trust PDP needs to supply the standard interface to the rest of the TAS3 framework. 
As described in Section 3.1, (see also [D2.1, D7.1]) the XACML request/response context 
is used for this. 
 

2. The Trust PDP MUST support a combined TAS3 trust policy language (see section 5).  

This describes the basic functionality of the Trust PDP; it evaluates policies by using the 
trust services. Supporting the policy language entails:  

a. selecting applicable policies (from built-in and request specific policies),  

b. extracting the (top level) trust service, corresponding trust metric and required 
level of trust specified by any applicable policy, 

c. calling this service to evaluate the trust metric and obtain a trust level, 
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d. comparing this trust level to the required level extracted from the policy, 

e. combining the outcome of the applicable policies according to the policy 
combination rules. 

3. The Trust PDP SHOULD support a trust service call-back mechanism. 

The call-back mechanism is required to support levelled policies. As mentioned above this 
feature is optional; it is not needed if the Trust PDP is restricted to evaluating 
independent policies. 
The call-back function accepts a trust metric, a minimum required level and optionally 
(preferred mode) a set of entities for which the trust metric needs to be evaluated. The 
call-back function should return a sorted list of (entity,trust level) pairs containing all 
entities (in the set) which reach the required trust level. 
 

4. The Trust PDP SHOULD support discovery of trusted entities. 

In the optional mode the Trust PDP discovers trusted entities rather that evaluating the 
trust worthiness of a given group of entities. The Trust PDP uses the trust service to do 
the actual discovery of entities thus the trust service needs to support discovery (see 
requirement 5 in Section 3.3 below).  

 
Existing technology As a starting point for building a TAS3 Trust PDP prototype the PDP of 
the Sun reference XACML [SUNXACML] implementation is appropriate [D1.2]. 
 
 

3.4 The Trust Service interface 

The TAS3 framework envisions several trust services which are described in more detail in the 
next section.  New trust services can easily be added.  A trust service should satisfy the 
following requirements to fit into the architecture. 
 
1. A trust service MUST supply a TAS3 compatible trust metric language. 

A trust metric describes how the service should compute its level of trust, i.e. is a “policy” 
for the trust service. Each trust service defines its own trust metrics language. The trust 
metric language is not mandated by the trust policy framework.  The only requirement is 
that each metric definition can be encoded in an XACML policy attribute which is used to 
pass trust policies and metrics (see section 3.1.1). Note that this only places some 
requirements on the representation of metrics and does not limit the possible 
expressiveness of the trust metric language. 
 

2. A trust service SHOULD supply a parameterized metric language which allows embedding 
(other) TAS3 trust metrics. 

To build a levelled policy all but the lowest level must support embedding of TAS3 trust 
metrics.  The embedded trust metrics will be given as a parameters and will each 
evaluate to a sorted list of entity, trust level pairs. The interpretation of a policy (i.e. its 
semantics) should take this meaning of an embedded policy into account.  Also, the trust 
service should provide a context for evaluating the embedded metric; i.e. a set of entities 
for which the trust level is needed. If no context is given the embedded trust service must 
support discovery (see requirement 5 below).  Section 5.3 describes the details of how 
the parameters in a trust metric are used.   
Support for embedding in the metric language is optional; without it the trust service can 
still be used but only in independent policies or as the lowest level in a levelled policy. 
 

3. A trust service MUST supply a trust level evaluation interface. 
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This describes the basic functionality of the trust service; the trust service will need to 
provide (a) routine(s) for the Trust PDP to call to evaluate a trust metric and obtain a 
corresponding trust level. 
The returned trust level must be a standard numeric value (including Boolean) or the 
trust service must provide a routine to compare trust levels. 
 

4. A trust service SHOULD support a trust level evaluation interface for evaluating a group of 
entities. 

Evaluation of a group of entities is needed to support higher levels building on this trust 
service in a levelled policy. Without this optional feature the trust service can still be used 
but only in independent policies or as the top level in a levelled policy. 
 

5. A trust service SHOULD support a trust level evaluation interface for discovering entities 
with a given minimum trust level. 

This optional feature is needed to support discovery of trusted entities by the Trust PDP.  
 
 

3.5 Example scenario in the Mass layoff setting 

In this section we illustrate the overall trust architecture using an employability scenario 
described in [D9.1]. Although both the Accreditation of Prior Learning and the Mass Layoff 
scenario would be applicable, we will focus on the Mass Layoff scenario throughout this 
document. 
In the Mass Layoff scenario (figure 3.5.1), a job seeker contacts a mobility centre and asks 
his personal coach for a search voucher (step 1). Using this voucher, the job seeker searches 
for an employment office and registers with an employment coordinator (step 2). The job 
seeker is then referred to an assessor who does an assessment of his qualifications, resulting 
in a Personal Competency Profile (PCP) (step 3). Together with the employment coordinator, 
the job seeker determines preferences for vacancy providers (step 4). Based on these 
preferences, the employment coordinator selects suitable vacancy data providers (step 5). 
The vacancy data providers then check for open vacancies and initialize Vacancy Competency 
Profiles (VCP) (step 6). These vacancy profiles are passed back to the job seeker (step 7). 
The job seeker searches for a good fitting vacancy by matching the personal profile (PCP) 
with the vacancy profiles (VCP) – step 8. Finally, the job seeker applies for a job at an 
employer (step 9) and signs a contract (step 10). 
In each of the communication steps trust policies come into play. We give one concrete 
example; Job seeker Pieter has registered at the employment office. As part of his 
preferences (given in step 3) he has communicated his trust policy on Vacancy Providers as 
well as some personal information such as his hobbies. The employment office starts looking 
for vacancies and will check if a request can be sent to P1.  As part of this check the master 
PDP will be asked for authorization (figure 3.5.2).  As the applicable policies include a trust 
policy (the trust preferences from Pieter) the master PDP will forward the evaluation request 
(1) to the Trust PDP; is P1 trusted to receive Pieter’s hobbies? 
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sd Mass Layoff

Employer - P1Vacancy Data ProviderKenteqEmployment
Office

Mobili ty Center

HRMAssessor P1 P2 P3

Job Seeker on ePortfolio
Portal

Personal
Coach

Employment
Coordinator

1) Context 
Specification

2) Intake

3) Qualification 
Assessment and 
Certification

4) Determine 
Preferences

5) Vacancy Data 
Provider Selection

6) Initial ize Vacany 
Competency Profi les

7) Open Vacancies

8) Vacancies 
Screening

9) Apply Process

10) Contract Signing

loop P1

loop P2

loop P3

Ask_For_Search_Voucher()
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Apply for a job()

Contract Signing()

Figure 3.5.1: Mass Layoff scenario (source [D1.4]) 

 
Pieter’s union runs a reputation service for vacancy providers which allows anyone to provide 
feedback on their experience with a provider. Pieter has decided to trust only well performing 
vacancy providers with a good reputation amongst members of his union. This is captured in 
a policy which combines three sources of trust. The performance of the provider is captured 
in a Key Performance Indicator trust metric.  The reputation of the provider is captured in a 
nested trust metric; only the feedback from trusted users (union members) is to be taken 
into account.  To evaluate Pieter’s policy the Trust PDP will call (2) the KPI service to find the 
KPI score of provider P1.  This score (3) turns out to be sufficiently high so the Trust PDP also 
queries (4) the Behavioural Trust Service for the reputation of P1.  To calculate this 
reputation the behavioural trust service needs to know which of its feedback items on P1 are 
from trusted users. To find this it will call (5) the Trust PDP through the call-back mechanism.  
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The Trust PDP will forward the request (6) to the structural trust service which determines 
which are the trusted users, i.e. the union members and returns (7) this to the Trust PDP.  
The Trust PDP sends (8) the result to the behavioural trust service as a response to the call-
back. The behavioural trust service now has sufficient information to compute the reputation 
and returns (9) this to the Trust PDP.  Finding that the reputation is also sufficient the Trust 
PDP returns (10) a Permit response to the Master PDP. 

 

 

Figure 3.5.2 Trust Evaluation Flow 
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4 TAS 
3 Trust Services   

4.1 The RTM Trust Service 

This section describes the Reputation Trust Management Service; how behavioural 
information is gathered, how reputation metrics are provided, and how corresponding 
reputation-based trust metrics are evaluated. We represent behavioural information as a 
graph, which is stored in a relational database. Based on this graph, we identify “trustworthy” 
participants using centrality measures. 
 

4.1.1 Description 
 
In reputation trust management (RTM), the decision whether to trust a service provider 
depends on the previous behaviour of that provider. When a user interacts with a service 
provider, she gives feedback on that interaction and makes the feedback available to other 
users. Since users are not solely dependent on their individual experiences anymore, 
reputation trust management is especially useful in situations where service providers are not 
known beforehand. 
It is obvious that different users have different policies since trust is a highly subjective issue. 
Let us consider the following example policies: 
 Alice: "I let someone access my data (i.e., I trust him) if the average feedback about him 

is positive." 
 Bob: "I want to request service X from someone who has got no negative feedback within 

the last 24h." 
 Carol: "I will only interact with someone if the k most reputable entities recommend him." 
 Dave: "I only request services from others if their performance regarding complex tasks  

has been satisfactorily." 

These examples show that there are significant differences in the way how the 
trustworthiness of service providers can be derived. Therefore, a flexible language is required 
to specify when a particular service provider is trusted. Please note that trust metrics may 
require complex operations as well a complete history of feedback data which is not available 
to isolated users. 
 
Representation of Behavioural Information 
 
We represent behavioural information as a weighted, directed graph G(V, E) with a set of 
nodes V, a set of edges E, and edge weights w(e). The graphical representation of feedback 
data is straight-forward: Participants are represented as nodes, feedback as edges between 
participants and feedback values as edge weights.  
There are different types of behavioural information: 
 Feedback: An entity's (rater) rating of an interaction performed by a partner (ratee).  

Alice: "The last service execution by Bob was very satisfying." 

 Recommendation: An entity's (recommender) opinion about the previous behaviour of a 
partner (recommendee). Alice: "For services of type X, I can recommend Bob." 

 Reputation: General opinion (global characteristic) of the whole network towards a 
single entity. Example: "With regard to services of type Y, Bob has an excellent 
reputation." 

 Trust: An entity's (truster) degree of belief that a partner (trustee) will behave as 
expected.  
Alice: "I trust Bob regarding services of type Z." 
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Behavioural information can be categorized along two dimensions: (i) Number of entities 
referenced. Relations contain either information about a single entity (entity-specific) or 
about a pair of entities (pair-specific). E.g., feedback is pair-specific, since there are two roles 
(rater and ratee). (ii) Source of the information. Information representing direct experiences 
regarding the behaviour of a partner is called basic knowledge. This basic knowledge is used 
to derive other knowledge, so called derived knowledge. Note that feedback is the only kind 
of basic behavioural knowledge while reputation, recommendation and trust are derived 
knowledge. 

Since reputation trust management is subjective, each user has individual metrics to derive 
trust, recommendation and reputation from feedback. Thus, our trust metric language should 
be flexible enough to support subjective trust metrics. 
 
Structure of Behavioural Information 
 
Behavioural information has several characteristics, which we call aspects: 
 Feedback Value v  [-1, 1]. Continuous valuation allows for a finer granularity.  

Alice: "Bob’s last service execution has been fairly good (~0.6)." 
 Context c. Allows to distinguish between different situations where entities can interact.  

Alice: "Bob is good regarding computations of type X, but his performance wrt. services of 
type Y has been poor." 

 Facet fc of context c. Allows to distinguish between different perspectives of a context.  
Alice: "The last service invocation has been very satisfying but also very slow." 

 Timestamp t. Allows to emphasize the impact of current knowledge.  
Alice: "Bob’s early service executions were satisfactory but recent ones were poor." 

 Certainty σ  [0, 1]. Allows to quantify the certainty of an assessment.  
Alice: "I am absolutely sure (e.g., ~1.0) that Bob’s last performance was good." 

 Effort e  [0, 1]. Allows to quantify the perceived complexity of an interaction.  
Alice: "Bob performed simple (e.g., ~0.2) computations quite well but complex ones 
(e.g., ~0.9) very poorly." 

Behavioural information is stored in a relational database called trust event database. The 
following relations are used to represent the feedback graph: 
Feedback(rater, ratee, value, context, facet, time, certainty, effort) contains 
feedback data. 
Entity(id) contains the unique identifiers of the entities. 
Situation(context, facet) contains all possible combinations of contexts and facets. 
 
Example 4.1.1 Alice: "I am quite sure that the quality of service S by Bob was good. It was a 

complex problem." 
This informal rating has to be translated into the formal representation described above. 
The resulting feedback tuple could look as follows: 
 

Rater Ratee Value Context Facet Time Certainty Effort 

Alice Bob 0.95 S Quality 12:09:45 0.75 0.8 

 

4.1.2 RTM Trust Metric Language 

 
We propose an algebra-based language for the formulation of reputation-based trust metrics. 
Such a trust metric language has the following advantages:  

 It supports the definition of arbitrary user-defined trust metrics for reputation-based 
trust models.  

 All existing evaluation schemes from literature we are aware of can be expressed.  
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 The relational representation of feedback data allows for a straightforward 
implementation based on standard database technology. 

We use the Relational Algebra (RA) as basis for our trust metric language. It defines a set of 
operators to be applied on relations. The relations are closed under operators which allows 
for nesting of operators to complex algebra expressions. The basic idea is to use the 
relational algebra as the basis for our trust metric language. A trust metric is then an algebra 
expression over the relational representation of behavioural information. 
Centrality measures are a special kind of graph algorithms. These measures quantify the 
importance of nodes according to the graph structure. That is, the reputation of participants 
is determined by their centrality value. We use centrality measures to find trustworthy 
participants in feedback graphs. The intuition is that nodes with high centrality scores can be 
considered as trustworthy participants [KSG03, YAI+04]. 
In the literature [F98, HLT01, K99, Lin76, PBM+98], a large number of different centrality 
measures have been proposed: Indegree, PageRank, Proximity Prestige, HITS, Integration & 
Radiality, etc. Most of these measures consider different parameters of the feedback graph, 
e.g. in-/out degree of nodes, shortest paths, etc. This means that different measures are 
likely to yield different rankings for the same graph. In order to support a broad range of 
centrality measures and graph transformation techniques, the envisioned trust metric 
language must be extensible in this respect. 
Our goal is to compute centrality measures directly inside the trust events database. This 
allows for seamless integration in existing query processing as well as flexible pre/post 
processing of the data. It is in the nature of centrality computation that it is very time-
consuming and resource-intensive. Centrality computation is probably the most costly part of 
the evaluation of a trust metric. Various optimizations have been proposed to improve the 
computation of centrality measures – see [LM03] for an overview. These optimizations will be 
implemented in milestone M4. 
The basic operators of the Relational Algebra are not sufficient to formulate behaviour-based 
trust policies. Thus, an extension with additional operators is necessary to arrive at the 
expressiveness desired. Our approach is to define a new operator for the relational algebra, 
the Centrality operator. This operator allows the formulation of arbitrary trust metrics based 
on centrality measures. 
Requirements for the centrality operator: 
 
1. Support of various centrality measures within one operator. The desired measure is 

passed as parameter to the centrality operator. 

2. Flexible specification of the underlying feedback graph. Make the representation of the 
graph explicit by using a list of attributes, e.g., choice of the weight of edges. 

Definition of the centrality operator:  
CENTRALITY[name, Av, As, At, Aw, centrality measure](Rvertices, Redges) 
The attribute name determines how the result column is called. The attribute Av specifies the 
column of the relation Rvertices that contains the vertices. The attributes As, At, and Aw specify 
the columns of the relation Redges that contain the start and target vertices of the edges as 
well as the edge weights. Finally, the attribute measure specifies the centrality measure to be 
used. 
 
Example 4.1.2 The following figure gives an example for the centrality operator. We use the 

entities stored in table Participants as vertices and the feedback data stored in table 
Feedback as edges. The column ID contains the vertices, while the columns Rater, Ratee 
and Value contain the start and target vertices as well as the edge weights. The result 
column should be called Score and we decide for the PageRank centrality measure. 
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Example 4.1.3 [trust policy] “I trust individuals in context c and facet fc if their average 
feedback value from the 10 most reputable entities exceeds a specific threshold t.” Use the 
PageRank centrality measure to rank the entities. 
Algebra expression of that policy: 
PROJECTION[ratee]( 
   SELECTION[avg_value>t]( 
      GROUP[avg_value, AVG(value), {ratee}]( 
         JOIN[rater=id]( 
            TOP[10, pagerank]( 
               CENTRALITY[pagerank, id, rater, ratee, value, PageRank]( 
                  Entity, 
                  SELECTION[context=c, facet=fc](Feedback))), 
            SELECTION[context=c, facet=fc](Feedback) 
)  )  )  ); 

 
 

4.1.3 RTM Trust Service Interfaces 

 
The reputation trust management (RTM) service has two interfaces: one to the Trust PDP and 
one to the trust information collection point, which in turn has an interface to the 
Authentication Service. 
A service requestor can connect to the reputation trust service though the Master-PDP, which 
chains the service request to the Trust PDP that finally invokes the RTM service. A service 
request to the reputation trust service must be formulated in the trust metric language 
defined above. 
When evaluating a reputation-based trust metric, the trust service computes its decision 
either based on the feedback data provided by the trust information collection point or based 
on additional data provided with the service request. Thus, not all users have to rely on or 
agree upon the data in the central feedback repository, and can provide their own feedback 
data. 
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The trust information collection point gathers behavioural information and makes it available 
to the trust management engine. It provides an interface both for users giving feedback on 
service providers and for feedback based on auditing results. All feedback data is stored in a 
relational database management system such as Oracle Database1 or PostgreSQL2. 
When receiving feedback from a user, the trust information collection point invokes the 
Authentication Service to verify the link between this user and an actual interaction thus 
authorizing the user to give feedback on the interaction. Feedback based on auditing results 
is received though a secure connection from the Auditing Guard and has already been 
verified. Thus, all information stored in the trust events database can be assumed to be 
authentic. Please note that we cannot make statements about the validity of feedback, i.e. 
users can still lie about someone else's performance. 
 
Trust Service Interface Requirements 
 
Finally, we discuss the requirements for trust service interfaces defined in Section 3. Our 
algebra-based trust metric language can be mapped onto a declarative language such as 
SQL. Evaluating a reputation-based trust metric is then equivalent to executing a query on 
the trust events database. Thus, a trust metric defined in such a SQL-based language can 
directly be encoded in an XACML policy attribute (requirement 1). Embedding other trust 
metrics (requirement 2) is possible through the definition of a SQL-function that uses the 
call-back facility of the Trust PDP. The reputation trust service interface also satisfies 
requirements 3 to 5: Trust metrics can return the trust level of a single entity 
(requirement 3) as well as the levels of a group of entities (requirement 4). In the exact 
same manner, entities with a given trust level can be discovered (requirement 5). 
 
 

4.2 The CTM Trust Service  

This section describes the Credential based Trust Management Service; its basic ideas and 
goals, how credentials are represented and combined and using to create the CTM trust 
service. 
 

4.2.1 Description 

 
In dynamic SOA networks, for which the TAS3 architecture is designed, users and/or services 
often do not know each other and need to have reason to trust other peers before taking an 
action. It was shown e.g. [JTV00] that trust is a significant factor in the success of such 
systems.  
Where the behavioural trust tries to capture an intuitive notion of trustworthiness in the form 
reputations the structural trust service aims to support management of (formal) trust 
relationships. Trust is established by reasoning on distributed trusted facts and policies. For 
example, in the structural trust policy one can specify whom is trusted to certify what facts 
and what conclusions are associated with what (distributed) collection of facts. Consider 
again the basic example from section 2: 
 

IF   The federation states that  
     X is a “federated union” 
AND  X states that Y is a “member” 
THEN Y is entitled to free enrolment  
 

                                           
 
1 http://www.oracle.com/database/index.html 
2 http://www.postgresql.org/ 
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Credentials, i.e. signed statements, certify a statement of trust by the signing party. An 
important feature of CTM is that credentials can be issued by different authorities and stored 
at different locations. Establishing trust requires gathering and evaluating a chain (or tree) of 
credentials. E.g. in the example above the employment office giving free enrolment needs to 
have credentials verifying trust statements by different authorities (the federation and a 
federated union) before it can provide the free enrolment based on this rule. 
 
To meet the requirements of the TAS3 setting and create an effective system we identify the 
following goals a DTM trust service should achieve: 
1) [Expressiveness] The policy metric language should enable users to express their trust 

needs. A flexible trust metric language is needed that is easy to use but also able to express 
complex policies. It should be extendable and adaptable to deal with future trust needs. 
Preferably it is based on a well-known and widely supported language. 

2) [Autonomy] The architecture should empower users to make their own trust decisions and 
issue their own statements. The underlying architecture should be decentralised with each 
users being an authority which other users can decide to trust or not to trust for a given 
purpose. Both credentials being stored by the issuer (i.e. the one making a claim) and by 
the subject (the one whom the claim is about) should be supported. Which is more 
appropriate depends on the capabilities of users and the way credentials are used in a 
specific setting.  

3) [Availability] The system should support automated decisions based on the trust policies. 
A sound and complete decision algorithm is needed, i.e. an algorithm which - in spite of the 
decentralised storage of the credentials - will always be able to make the appropriate 
decision and deliver the correct chain of credentials supporting it, if one exists. 
 
Many of the existing systems either do not support decentralised storage or do not enjoy a 
sound and complete decision algorithm. For example, the first trust management systems, 
PolicyMaker [BFL96], KeyNote [BFI+99], and SDSI/SPKI [DEE+01], as well as e.g. [LGF02, 
Jim01] focus on the language design without fully supporting credential distribution. The RT 
family of Trust Management Languages [LMW02,LWM03] is the first in which the problem of 
credential discovery is given an extensive treatment. In [LWM03] a type system is introduced 
in order to restrict the number of possible credential storage options. Though the RT 
framework satisfies the second and third goals the RT syntax is too inflexible. Also, from the 
policies it is not clear where the credentials should be stored/searched for and whether a 
credential chain will actually be findable. 
PeerTrust [NOW04] is a Trust Negotiation language where the problem of the distributed 
storage is also taken into account. PeerTrust supports distributed storage by including the 
party responsible for evaluating in a statement. It makes a silent assumption that the 
credentials are stored in such a way that this party can find proofs, but does not provide a 
means to ensure this.  
From the more application oriented approaches (but with very strong theoretical foundation 
as well), Bertino et al. developed Trust-X - a trust negotiation system [BFS04]. Trust-X uses 
the X -TNL trust negotiation language for expressing credentials and disclosure policies. 
Trust-X certificates are either credentials or declarations. Credentials state personal 
characteristics of the owner and are certified by a Credential Authority (CA). Declarations also 
carry personal information about its owner but are not certified. Trust-X does not deal with 
the problem of distributed credential storage and discovery. It means that the second and 
third goal are not supported. 
The eXtensible Access Control Markup Language (XACML) [XAMCL05] is access control 
oriented but supports distributed policies and also provides a profile for the role based access 
control (RBAC). However, in XACML, it is the responsibility of the Policy Information Point 
(PIP) to know where to look for the missing attribute values in the request. The way missing 
information is retrieved is application dependent and is not directly visible in the supporting 
language. Thus, XACML does not support the second and the third goal.   
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We propose to build a CTM trust services based on the TuLiP [CE07,CDE08] trust 
management system. TuLiP, a logic based Trust Management system, makes trust decisions 
based on security credentials, which can be issued by different entities and stored at different 
locations. It directly supports the distributed credential storage by providing a sound and 
complete Lookup and Inference AlgoRithm (LIAR). In the next section we provide a short 
description of the language used by Tulip. After this we treat the architecture of the DTM 
Trust Service.  
 

4.2.2 CTM Trust Metric Language 
 
The structural trust, or DTM, Trust Service uses the TuLiP trust management language to 
express trust metrics. This language uses credentials asserting trust attributes to express 
these metrics.  Informally, a credential is a signed statement determining which trust 
attribute can be assigned to a given entity. A trust attribute can then be further associated 
with permissions, capabilities, or actions to be performed as is done e.g. by attribute based 
access control systems. For example, Personal Coach Charlie may issue a credential stating 
that (according to the coach) Pieter is a Job Seeker, which directly or indirectly may give 
Pieter a certain set of permissions (such as registering at an Employment Office.) Here, the 
coach Charlie is the issuer of the credential, Pieter is its subject, and Job Seeker is the trust 
attribute being assigned.  
A credential is always signed by its issuer, as it is the issuer who makes a claim about 
trusting the subject.  A credential may also contain additional information about the subject. 
For instance, a candidate usually has a social security number, a registration date, etc. This 
information, which is not used in the derivation of trust, is stored in the properties section of 
a credential. TuLiP uses XML [W3C06a] as a language for credential representation. The use 
of XML is convenient for several reasons. Firstly, XML is a widely accepted medium for 
electronic data exchange and is widely supported by many commercial and free tools. 
Secondly, the use of XML namespaces [W3C06b] can help in avoiding name conflicts and 
facilitates the definition of common vocabulary.  (We are currently looking at the link 
between DTM and the use of ontologies.) 
Trust decisions in Tulip depend on logical combination of credentials, local knowledge and 
computation. To support this we distinguish two types of credentials: basic credentials, and 
conditional credentials. The first is just a direct trust attribute assignment (e.g. coach Charlie 
certifies that Pieter is a Job Seeker), while the latter can express trust rules dealing with 
combination, delegation and constraints. Combination allows logical reasoning to establish 
trust attributes.  Delegation allows trust attributes to be expressed based on trust attributes 
expressed by others. Constraints capture e.g. local facts; for instance is the mass layoff 
program still running.  
The credentials are expressed in an XML format but to support reasoning these can be 
translated to a format usable in logic programming. Basic credentials are captured by 
credential atoms and the local knowledge and computation is expressed by built in 
constraints which can capture e.g. environmental information from within the DTM Trust 
Service.  Standard LP reasoning rules provide the combinations.  This results in the following 
syntax. 
 
Definition 4.2.1.[Trust predicate, credential atom, credential, query]  A trust predicate TP is a 

ternary predicate symbol and a credential atom is a term of the form: 
TP( issuer, subject, properties ) 

A credential is a definite clause of the form:  
H ←  C1, . . . ,Cn,  

where H is a credential atom, and C1, . . . ,Cn are credential atoms or built-in constraints. 
(Build-in constraints can be expressed using any predicate symbol which is not defined to 
be a trust predicate.) If n = 0 we call the credential a basic credential, otherwise it is called 
a conditional credential.  
A query is a sequence 
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C1, . . . ,Cn   

of credentials and/or constraints. (We interpret queries as credentials with an empty head 
when appropriate e.g. to prevent repeated definitions.) 

 
The basic building block of CTM is one entity (issuer) expressing trust in another entity 
(subject) regarding a specific aspect. The trust predicate describes the aspect and a basic 
credential captures the expression of trust.  If a ground term TP( issuer, subject, properties ) 
is true we say then subject is assigned trust attribute TP by issuer. The conditional attributes 
add requirements on other trusted aspects of the subject and the environment that have to 
be established before the subject is trusted. Despite the relative simplicity of this credential 
language it is straightforward to show that it is as expressive as other Trust Management 
languages such as RT [LMW02], PeerTrust [NOW04], X −TNL [BFS04], or XACML [XACML05]. 
 
In CTM certificates are always issued by some authority.  It is therefore natural to expect the 
issuer of the head of a rule to be a ground term. However, for credential chain discovery we 
also need the location where the credentials are stored. TuLiP is a distributed system in which 
credentials are stored by various peers (not necessarily by those issuing the credential). 
Example 4.2.2 shows that the location where the credentials are stored can affect the 
efficiency and the correctness of the whole CTM system. 
 
Example 4.2.2. Assume that employment office eo offers free enrolment to any member of 

the federation of unions fed and that trade union tu is one of the federated unions. This 
gives the following credentials: 

freeEnrolment(eo,X)  ← federatedUnion(fed,Y), member(Y,X).  (1) 
federatedUnion(fed, tu).      (2) 
member(tu, pieter).       (3) 

Suppose that credential (1) is stored by eo, credential (2) by the fed, and credential (3) by 
pieter: if one wants to know whether Pieter is entitled to free enrolment at eo one needs to 
evaluate the condition:  federatedUnion(fed,Y), member(Y,pieter). The most efficient way of 
fulfilling this condition is to first fetch credential (3) from pieter which immediately shows 
that pieter is a member of tu. Now it is sufficient to check if the tu is a federated union by 
fetching credential (2) either from fed, or from tu. Notice, however, that if we store both 
credential (2) and (3) at the tu we would not be able to find them. Contacting pieter does 
not help as pieter does not store any related credentials. Similarly, querying fed will not 
bring us any closer, as fed lets unions store the federation credentials. One would need to 
contact the tu but has no way of knowing this (from the query and available credentials). 

 
TuLiP uses the notion of mode to handle distributed storage. In logic programming the mode 
of a predicate indicates which predicate arguments are input and which are output 
arguments. An input argument must be ground (completely instantiated) when an atom is 
evaluated. In TuLiP modes are assigned directly to Trust Predicates and there are only three 
possible mode values:  

- Input-Input (ii), 
- Input-Output (io), or  
- Output-Input (oi).  

The first part of the mode refers to the issuer, the second to the subject. Input parameters 
are those that need to be provided. Output parameters are those that can be discovered. For 
instance, if trust predicate tp has mode io then to find a credential of the form tp(issuer, 
subject, properties) the “issuer” must be known. In the most common mode, io, the 
credentials are stored by the issuer. In the oi mode the credentials are stored by the 
subject.3 In the ii mode the issuer stores the credential but there is an additional restriction; 
rather than being able to discover all subjects one can only check the credential for a given 

                                           
 
3 Actually this mode also supports credentials stored by third parties which can be found by looking at the context in 

which the credential is used. See [CE07] for details. 
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subject. There is no Output-Output mode because this would allow queries in which both the 
issuer and subject are unknown meaning we have no starting point to look for credentials.  
The additional properties of the credential do not play a role in discovery so we do not assign 
them a mode in Tulip (translated to a moded logic program their mode is always output, i.e. 
they can always be discovered).  
 
Example 4.2.3. Referring to Example 4.2.2, assume that we have the following mode 

assignments: 
 mode(freeEnrolment) = ii, mode(federatedUnion) = io, and mode(member) = oi 

Credential (1) should be stored by eo, credential (2) by fed, and credential (3) by pieter. 
We can ask whether pieter is entitled to free enrolment but not a list of all people entitled to 
free enrolement.  Also, we can ask pieter where he is a member but we cannot ask a union 
for (a list) of members. 

 
If trust predicates are `correctly’ combined according to their modes we can guarantee 
soundness and completeness of the credential discovery process.  A credential correctly 
combines trust predicates if any input is completely instantiated by the time it is used and 
the output of the conclusion (head) also gets instantiated.  
 
Definition 4.2.4 A credential H ←  C1, . . . ,Cn is well-moded  if  

- any variable in an input field in Ci is part of the input field of H (and thus instantiated 
by the query) or an output field of Cj (j < i) (and thus instantiated by earlier discovery 
of credentials) 

and, similarly, 
- any variable in an output field of H is part of the input field of H or an output field of 

some Cj. 
 
Example 4.2.5  Consider the credential and modes as defined in Example 4.2.3. The Queries 

member(Y, pieter).        (1) 
federatedUnion(fed,Y), member(Y,pieter).     (2) 
member(Y, pieter), freeEnrolment( eo, Y )     (3) 

are well-moded. In (1) and (2) variables only occur in output arguments. In (3) the variable 
Y in freeEnrolement is instantiated by evaluating member(Y, Pieter). 
The query  

member(fed, X).         (4) 
is not well-moded, as member is of mode oi thus X should not be an uninstantiated variable. 
For mode oi credentials the subject needs to be queried but in this query the subject is not 
known.  
The credential 

freeEnrolment(eo,X)  ← federatedUnion(fed,Y), member(Y,X)  (5) 
is well-moded. Altough member contains a variable (X) in its second argument, this variable 
is instantiated by the head. The mode of freeEnrolment is ii thus when this credential is 
queried both arguments must be provided e.g. freeEnrolment(eo,pieter), and the value of X 
is known.   
 
Provided all credentials are well-moded (and stored in the correct place) the TuLiP Lookup 
and Inference AlgoRithm (LIAR) is sound and complete for any well-moded query. Thus LIAR 
will never return a wrong result and will always4 be able to find a proof for a trust statement 
if one exists. The system will only allow well-moded credentials and queries. 
 
Definition 4.2.6  A structural trust metric is a well-moded query. 
 

                                           
 
4 LIAR can be blocked until credential providers respond but cannot be caused to return incorrect/incomplete results. 
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4.2.3 CTM Trust Service Interfaces 

 
This section describes the interfaces and main components of the CTM Trust Service. We also 
discuss the requirements imposed on the TAS3 infrastructure as well as the gaps between the 
existing TuLiP prototype and the TAS3 CTM Trust Service. The CTM Trust Service contains the 
following components (see Figure 4.2.1): the Credential Server, the User Client application, 
and the LIAR engine. The system also has the mode register which is not part of each specific 
trust service. 
 

 

 
 

Figure 4.2.1 Informal description CTM trust service components 
 
The Credential Server responds to requests coming from LIAR engines and returns 
credentials satisfying the request. Every user who wants/needs to store her own credentials 
must run an instance of the credential server. The credential server currently is available as a 
simple HTTP server and is internally connected to a credential store, which stores all the 
user’s credentials. 
 
The User Client provides the interface to the service.  It provides a user-friendly GUI 
interface for management of the trust service such as maintaining the location of the user’s 
credential server and importing user credentials. It is also responsible for interfacing between 
the Trust PDP and the LIAR engine translating trust metrics to LIAR queries. to other TuLiP 
components though a GUI (written in Flash and Python). Optionally, additional applications in 
the form of plugins can be provided. For instance one could provide a plugin having a 
graphical credential editor functionality. Notice that the User Client application itself does not 
allow the user (be it an end user or the Trust PDP) to perform any (direct) action on a remote 
resource. Its main purpose is to let the user query and maintain the service. 
 
The LIAR engine is responsible for computing trust queries.  The queries are encoded as XML 
documents. When LIAR receives a query from the User Client it first checks the signature on 
it and then it starts the evaluation process. Every time additional credentials are needed, 
LIAR fetches them from the location indicated by the mode information obtained by 
combining the information on the query and the mode register. Actually, by embedding the 
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mode information in the credentials and the queries, the mode register does not have to be 
contacted in order to determine the storage location for the credentials defining a given trust 
predicate. The credentials are fetched from the corresponding credential server by sending a 
so called credential request. Credential requests are XML documents specifying which 
credentials should be fetched. LIAR validates the received credentials by checking the 
signatures and validity intervals. After evaluating the query, LIAR returns all instances of the 
query conditions satisfying the query to the User Client, also in the form of an XML 
document. 
By default, every system user should run an instance of the LIAR engine, but other 
approaches are also possible. For instance, there can be a preselected set of nodes having 
LIAR functionality, or there can even be only one instance of LIAR serving a whole 
community. 
The LIAR algorithm prototype is implemented using YAP Prolog [YAP06] with the external 
interface written in Python. This makes deployment of LIAR easier whilst still allowing us to 
preserve the original logic programming formalism in the “reasoning” part of the system. 
LIAR operates as an HTTP server when answering the queries and as a client when fetching 
credentials from credential servers.  
 
The Mode Register is another important component of the architecture.   This component is 
not internal to a single trust service but needs to be shared by all trust services using the 
same definitions of trust predicates.  To guarantee completeness of the credential finding 
algorithm the different parties have to agree on the Mode of the trust predicates they share. 
The mode register is a service which can be queried for modes and provides a user interface 
to define new trust predicates and their modes.  Current prototype implementation provides 
a HTTP server with a user friendly web-interface. The prototype responds to SAML attribute 
queries. The trust predicates and the associated modes are provided as Security Assertion 
Markup Language (SAML) assertions [SAML05]. The answer is returned in the form of an 
SAML response [SAML05] containing one or more assertions, each of which corresponds to 
the credential atom and its associated mode(s). The mode register uses version 2.0 of the 
SAML standard [SAML05+]. 
 
Trust Service Interface Requirements 
 
TuLiP offers an XML based language for specifying credentials [CDE08].  This meets the 
requirement placed on the trust metric language as specified in requirement 1 of section 3.4.  
Also, the other requirements on trust services seem straightforward to build around TuLiP;  
The trust metric consists of TuLiP queries which are evaluated by the LIAR algorithm to 
return a Boolean value satisfying requirement 3. Embedding other trust languages seems 
possible through the constraint predicates; one can introduce a special local constraint which 
is evaluated by using the call-back facility of the Trust PDP thus requirement 2 can be 
satisfied. Requirement 4 is supported. Discovery (requirement 5) is supported provided the 
mode of the predicates in the query is of the right type.  
 
External Trust Services and Trust Service Interfaces 
 
In a structural trust framework each user is its own authority which issues its own 
credentials. Part of the job of the trust service is disseminating these credentials. In principle 
each entity will run their own trust service though it is possible to use a shared trust service 
for a number of users or a whole community.  It is also possible that a user runs a minimal 
trust service supplying only a (link to a) credential server and a corresponding management 
interface. The computationally intensive part of the trust service is the trust computation by 
the LIAR engine. This computation can be off-loaded to another LIAR engine run by a party 
that is trusted by the user.  
The structural trust service has three interfaces. The first interface provides functionality to 
the Trust PDP.  It computes trust metric queries returning a Boolean value as response. The 
second interface is to the Mode register.  The mode, as explained above, is essential in 
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guaranteeing that credential chains can actually be found. As agreement needs to be reached 
about the mode of a trust statement a single register is needed amongst users which use 
each others credentials. Rather than fixing predicate modes a-priori the mode register is used 
to manage this joint definition of predicate modes. The final interface of the trust service is 
provided by the credential service.  It manages the credential of a user and responds to 
queries from other users.   
Upon evaluating the structural trust policies, the structural trust service may need additional 
credentials which it will obtain from the credential servers of parties on which its trust relies.  
Currently the credential server is designed as a basic web service.  Basic credentials can be 
seen as special attributes of the subject. Strengthening the service with TAS3 mechanisms 
and using the credential verification service (CVS) [D7.1] for validation of (at least) the basic 
credentials is part of future work. The advantage of using the CVS is that the support for 
attribute credentials that it provides enables straightforward integration of these credential 
formats in the decentralized trust management service. In decentralized trust management, 
an attribute authority or authentic source for a trust statement is always decided dynamically 
by the conditional credentials. Still, by setting the attribute authority to the issuer of the 
credential, the CVS can be valuable for confirming the validity of basic credentials. If one can 
also encode a conditional credential within a given attribute credential standard, the CVS will 
also be useful for validating conditional credentials. Note that the CTM service will still need 
to do the reasoning based on the validated credentials. 
 
4.2.4 Session based trust metrics 

 
Trust in a user does not only depend on the certifications of the user and e.g. past behaviour 
but also on how the identity of the user was determined; a reputable doctor may have access 
to a personal health record when accessing this document after certifying her identity within 
the hospital system using a pin-code protected strong cryptographic device, however, when 
her identity has been determined by her ISP using a simple password she would clearly not 
be trusted sufficiently. The structural trust service allows the use of any trusted facts in the 
trust decision; this includes e.g. certified attributes which are specific to the current session. 
In this way we obtain a flexible way of taking into account different levels of assurance. One 
can express standardized metrics such as those defined by the US National Institute of 
Science and Technology (NIST) or define one’s own levels using both registration and 
authentication levels specified by the identity provider [D7.1, Section 4.1.2] or even combine 
any certified session attributes to define domain specific levels. 
 
 

4.3 The KPITM Trust Service 

The KPI trust management service provides support for using economical information to build 
trust. A KPI metrics combines scores on different performance factors.  
 

4.3.1 Description 
 
The traditional trustworthiness models deployed in famous internet websites, such as Amazon 
or E-Bay, rely on a subjective rating system in which users estimate the “quality” of the 
transaction over a numerical scale. Knowing that nobody is able to formalize and explain the 
difference between two successive values such as a transaction rewarded at 9/10 and 
another one scoring 10/10, we cannot really estimate the correctness and the objectivity of 
the trust and reputation value.  In this section, we propose a less subjective trust model 
taking into account the performance of each business partner according to his business 
objectives or to a business agreement such as a SLA. For example, if a business partner does 
not satisfy a target in the SLA, he will be penalized. Each trustee chooses the business 
objectives that must be satisfied by the partner. These objectives must be measurable by a 
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set of performance indicators (price, time, packaging, payments conditions, quality of 
service, etc.). After each interaction between two business partners, the trustee gets these 
quantifiable values and compares them to the objectives in order to obtain trust indicator 
values. These indicator values are then aggregated and normalized in order to obtain a 
unified trust level value. 
 

 
Figure 4.3.1: Performance-based Trust model 

 
The trust model shown in Figure 4.3.1 is composed of three complementary layers: 
 

 Performance Indicator Values: are collected and calculated after each interaction, then 
compared to the business objective scale. 

 Business Objectives Scale: are fixed by the trustee according to the performance 
indicators related to their business objectives. An interval of values (min and max) 
must be chosen for every performance indicator in order to normalize the measured 
value with a [0,1] scale.  The [0,1] normalization rule is written as follows: 

  
    Higher is better KPI normalization 

 
     Lower is better KPI normalization 

Where Ki is the measured performance indicator value, Kmin and Kmax are the 
maximum and minimum values declared in the business objectives scale.  If lower 
values are better (e.g. the delivery time example) the value is reversed by subtracting 
it from 1. 

 Trust Level Value: is the aggregation of all the normalized performance indicators plus 
eventually some external values like the recommendation from other trusted entities. 

In the Accreditation of Prior Learning of the employability provider [D9.1] there is a trust 
establishment process that must take place between the Employability Provider and the 
Branch office representing the employee. During this trust establishment phase one of the 
trust requirements from the job provider could be related to some performance aspects of 
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the employee as provided by his employer. Let’s assume that a research lab is looking for a 
new researcher that fulfils some research requirements. One of the performance 
requirements could be the number of patents submitted during the last 12 months.   
According to job provider’s business objectives the number of filed patents must be between 
Kmin=1 and Kmax=5 files. Using this scale we normalize the patent number in order to be fitted 
to a [0,1] scale. For example if the number is Ki=3 files, the trust value will be 0,5. 
The performance based trust model offers the possibility to quantify the trustworthiness 
values according to business objectives and SLAs and permit to any business process 
component to determine which business partner is more trustable according to an objective 
estimation. Usually in traditional recommendation systems, the trustee relies on a binary 
recommendation value. In our performance-based trust model the trustee can evaluate the 
weight of a recommendation by applying the business objective scale of the recommender. 
 

4.3.2 KPI Trust Metric Language and Interfaces 
 
The KPI trust service is a modular component that can be used as an external or a local 
service in the Trust architecture (described in the trust architecture figure 3.2.1). The 
reasoning engine in charge of getting the KPI values from external/internal trusted sources 
and computing KPI trust metric according to the business objectives, has a local interface 
accessible by the Trust PDP, the Behavioural trust service and any other component from the 
Trust architecture. It also offers a Web Service interface enabling remote access to the KPI 
engine through the network in order to be used as an external service.  
A KPI estimation request coming from the users can be handled in two different ways: The 
first is when the request is only targeted to KPI Trust estimation. In this case, the Trust PDP 
directly contacts the KPI trust service in order to retrieve the KPI trust value. The second way 
is when the request is a composite of different trust parameters (like reputation, feedback, 
credential and KPI). In this case, the Behavioural trust service can directly retrieve the KPI 
trust service.  
The request sent to the KPI trust service is structured in XML (see example in figure 4.3.2). 
It contains the following structured elements describing the input / output parameters of the 
request that are transmitted to the KPI engine. 
Entity: if the KPI evaluation request is related to more than one business entity, we can 
number and distinguish them using the entity element. 
Item: contains all the information related to one performance indicator. 
kpiTotal: represents the KPI-based trust value related to one entity.  
Name: name of the performance indicator 
Type: type of the performance indicator 
Url: is the reference about the location of the performance indicator provider (this element 
could be different from an url, like a point for a DB connector). 
Scale: the scale proposed by the user in order to normalize the performance indicator value 
Weight: in order to prioritize the performance indicators a weight is used to influence the 
kpiTotal computing 
kpiFactor: is the value of one trust indicator 
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Figure 4.3.2: KPITM Service request example 

 
The performance indicator values are provided from trusted internal (local DB) or external 
sources (trusted services). The users requesting a KPI-based trust evaluation must provide 
the reference and the location of the resource provider. The user then must be sure about 
the honesty of his resource provider. We also consider composite requests in which the user 
asks for a KPI trust estimation using performance indicator providers that could be 
authenticated by the Structural Trust service. It is important to note that KPIs are application 
dependent and their selection is dedicated to the trustee entity independently from the TAS3 
infrastructure (there is no default KPI configured in the Trust component of TAS3). 
 
Figure 4.3.3 describes the KPI Trust service class diagram representing the different 
components of the system: 
 

 KPI WebService Interface: (can also be used as a local interface) is the interface 
through which any element can interact with the KPI engine. This Web Service 
interface offers one method getting an XML argument as input, and returns an XML 
response. 

 KPIProcessor: is the context evaluator that extracts the information from the XML 
request  in order to be processed. 

 KPI: it is the computation engine of the service. It takes the information from the 
KPIProcessor, contacts the resource providers and compute the KPI trust value 
according the preferences of the user. 

 KPIitem: is the interface with the performance indicator providers. This element is in 
charge of contacting the resource provider in order to extract the indicator value that 
will be used by the KPI element.  

 YahooKPIConnector: is an example of a external pluggable service (independent from 
the KPI trust service) that provides the performance indicator value. This is 
completely independent from the TAS3 architecture. 

 XMLErrorHandler and XMLStringValidator are used for the XML parsing tasks. 

<?xml version="1.0" encoding="UTF-8"?> 
<kpi> 
 <entity> 
  <item>  
   <name>UBSN.VX</name> 
   <type>price</type> 
   <url>www.yahoo.com</url> 
   <scale> 
    <min>8.0</min> 
    <max>25.0</max> 
   </scale> 
   <weight>0.6</weight> 
   <kpiFactor>0.441</kpiFactor> 
  </item> 
  <item>  
   … 
  </item>  
  <kpiTotal>0.62</kpiTotal> 
 <entity> 
</kpi> 
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Figure 4.3.3: KPITM Service class diagram 

 
 
KPI trust service interaction diagram: 

1- The KPI web service checks the received parameter (xml formatted string) against a 
predefined xml schema.  

2- The KPI processor proceeds with the parsing of this string in several KPIItem objects 
regrouped in a KPI object.  

3- A KPIItem tries to get the several KPI factors from a url, normalizes and sums them 
up before returning a xml formatted string with the results back to the web service 
interface. 

 
Example 4.3.1 If a trustee wants to compute the KPI value of a company (e.g. Google). First 

it defines the KPI factors (e.g. current stock price and change), the scale for normalization 
(e.g. price: [300;340]→[0;1], change: [0;5] →[0;1]) and their weight (ε [0;1]; all weights 
have to sum up to 1) that will contribute to it. You provide this information to the web 
service and it will get the KPI factors from Yahoo, normalize them and compute the KPI 
value. 
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Figure 4.3.4: KPITM Information flow example 
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5 The Trust Policy Language 

To enable the use of the trust framework, the user will need to specify its policies. The trust 
policy language that is used to express these policies needs to be sufficiently expressive to 
capture the users trust requirements while still allowing efficiently/effectively evaluation of 
policies.  The metrics supported by the different trust services described in section 4 form the 
basis for the trust policy language.  The main question is how these should be combined. In 
this section we describe several options with increasing expressiveness but also increasing 
complexity, required interaction between trust services and restrictions for efficient 
evaluation. The trust architecture support all of these options and the choice of which 
language is appropriate will depend on the application domain. For a given setting user 
experiments and use case analysis will be performed to see whether the increased 
expressiveness is really used in user policies, increases user trust and provides sufficient 
added value in justify the added complexity.  
Basically trust policies follow the approach of XACML policy sets: they are a set of trust 
statement together with a policy (statement) combining algorithm.  The trust statements can 
simply be a required trust level for a given trust service. It can also express an intricate 
interweaving of trust sources. These options are discussed in detail below. 
The individual trust metric languages of the trust services themselves may already be difficult 
to handle for unskilled users. Thus users assistance will be required for formulating trust 
policies. In [WBB+09] we suggest the introduction of a policy wizard, i.e. a software tool that 
guides users through the formulation of trust policies. Such a wizard should provide a 
number of basic policies (e.g., cut-off, tit-for-tat, unconditional) which can be combined to 
complex trust policies by using logic operations. Experimental results show that a relatively 
simple wizard would already be sufficient to generate the policies that participants have 
formulated. A TAS3 trust policy wizard will be made accessible through the trust dashboard 
[D2.1].  
 

5.1 Single type trust statements  

An obvious way to combine the trust metric languages of the different trust services is to use 
a policy set in which each policy uses a single trust type.  The trust policy language basically 
becomes the union of the trust service metric languages. The results of checking the different 
trust levels can be combined with policy combination algorithms such as e.g. the XACML 
standard deny overwrite or permit overwrite algorithms. Formally we put: 
 
Definition 5.1.1 Given a list of available trust services T1,…,Tn with corresponding trust 

metric languages L(T1),…,L(Tn), a Type1 trust policy statement (or `single policy’) is a 
triple <Ti, m, l> where Ti is (the identifier denoting) the service, m is trust metric for this 
service, i.e. m is in L(Ti) and l is a number expressing a required trust level.  A Type1 (full) 
trust policy (or `policy set’) is a set of Type1 trust policy statements along with a policy 
combining algorithm.  

 
Note that all Type1 Policies are independent policies (see Section 3.2.1). 
 
Example 5.1.2 In the setting introduced in Section 3.4 the employment office wants to 

evaluate the trust worthiness of a vacancy provider. We consider the following scenario: job 
seeker Pieter has specified that the company must be a certified employability provider as 
defined by his union expressed by CTM metric m1 (see Section 4.2 for examples of CTM 
metrics) and that their reputation according to RTM metric m2 (see Section 4.1 for 
examples of RTM metrics) must be at least 0.8. The employment office is only willing to 
work with companies which perform sufficient (.75) on given business goals expressed by 
KPITM metric m3 (see Section 4.3 for examples of KPITM metrics).  This results in the 
following policy: 
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  { <DTM, m1, True>, <BTM, m2, .8>, <KPITM, m3, .75> }    
The policy combination algorithm is `Deny-overwrites’, i.e. a failure to reach the required 
trust level on any of the metrics will cause the policy to evaluate to deny. 
 

Besides the simplicity of the language and the fact that adding new trust services is trivial 
Type1 trust policies also offer benefits regarding evaluation performance; each trust metric 
can be evaluated separately, allowing complete parallelisation and requiring no time 
consuming interaction between different trust services. Also, Type1 policies will be most 
generally applicable; only the minimal support from the trust service is needed. Finally the 
evaluation method for Type1 policies is very close to that of standard XACML policies. 
Type1 trust policies have limited expressive power. While we can built trust based on multiple 
sources of trust we cannot combine multiple sources in a single metric. See e.g. Example 
5.3.2 below for policies which cannot be dealt with by Type1 trust policies. 
 

5.2 Logical combination of trust statements 

In the Type 1 trust policies we allow combination of statements using a standard XACML 
policy combination algorithm.  The Deny-overwrites algorithm implements the logical `and’ of 
the trust statements while Permit-overwrites implements the logical `or’ of the trust 
statements.  One could also consider more intricate combinations; for example we can base 
trust on a sufficient trust level on metric 1 or a sufficient level on both metric 2 and metric 3. 
We could write a dedicated policy combining algorithm to achieve this. This, however, would 
reduce flexibility; the combination rule is fixed by the algorithm and part of the policy is 
hidden in the algorithm. Instead we consider a second type of policy which allows such logical 
combinations. 
 
Definition 5.2.1 A Type2 trust policy statement S2 is a formula given by the following 

grammar: 
 S2 ::= S1 | ( S2 ٨ S2 ) | ( S2 ٧ S2 ) 

Where S1 is a Type1 trust policy statement (see definition 5.1.1). A Type2 (full) trust policy 
is a set of trust Type2 policy statements along with a policy combining algorithm.  
 

Note that we do not include negation in the trust policy statements; using lack of trust 
according to some trust source to build trust does not seem a reasonable approach. Also, a 
trust level computed by a trust service is interpreted as a minimum amount of trust that has 
been established for a given entity.  It does not preclude that the entity may be more 
trustworthy than the given level. This implies that use of negation is also difficult from a 
technical point of view.  
Implication would also imply the use of a negated trust level and thus is also not included. 
We still combine trust policy statements in a set to obtain a full trust policy.  This provides an 
easy way to combine policy statements from different sources such as built in policies and 
request specific policies. Also, while the logical formulas are a convenient and flexible way of 
expressing several policy combining algorithms one can also use combining algorithms which 
cannot be expressed in such a formula. 
  
Example 5.2.2 Consider the setting from example 5.1.2.  Instead of requiring both 

certification and a good reputation the user requires certification or a good reputation.  The 
requirement of the coach remains the same. This results in the policy:  

  { ( ( <DTM, m1, True> ٧ <BTM, m2, .8> )   ٨  <KPITM, m3, .75> ) }   
with the policy combination algorithm being irrelevant (as there is only one policy 
statement) or equivalently, if the statement of the coach gets treated separately rather 
than integrated in the users policy statement: 
  { ( <DTM, m1, True>  ٧  <BTM, m2, .8> ) ,  <KPI, m3, .75>  }   
with the Deny-overwrites policy combination algorithm.  
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Clearly Type2 policies are at least as expressive as Type1 policies.  Their main benefit over 
Type1 policies is that they specify how to combine policies statements in the policy itself 
offering added flexibility and transparency. Also, performance benefits may be obtained 
though lazy and/or `intelligent’ evaluation; if an estimation of the effort needed for trust 
services is known one could optimize computation by replacing a statement by a different but 
logically equivalent formula. 
The price to pay for this is a slight increase in complexity of the policies and the need for a 
(simple) logical reasoning engine.  (If a structural trust service resides at the same location 
as the Trust PDP such a reasoning engine will already be present.) Type2 policies share the 
limitation of Type1 policies that they can only express independent policies and do not offer a 
way to combine multiple sources in a single metric. 
 

5.3 Nested trust statements  

To allow a deeper integration of the trust services, the individual trust metric languages need 
to support parameterization.  The parameters can be used to supply trust statements to be 
integrated into the trust metric. A trust statement entered into a parameter can itself contain 
parameterized metrics, thus creating multiple levels. 
  
Definition 5.2.1 A Type 3 trust statement S3 and nested metric MT with top level T are given 

by:  
 S3 ::= <T, MT, r> | ( S3 ٨ S3 ) | ( S3 ٧ S3 ) 
 MT  ::=  m | m(S3,…, S3)   

Where T is a trust service, m a metric in L(T), r a minimum required trust level and 
m(S3,…,S3) denotes a parameterized policy with the parameters instantiated with trust 
statements. If trust service T does not support parameterized policies then MT will obviously 
be restricted to the ground term m. A Type3 (full) trust policy is a set of trust Type3 policy 
statements along with a policy combining algorithm. 
 

Clearly the levelled Type3 policies offer the possibility of constructing intricate policies which 
deeply integrate different trust service with each other.  This shows both the main benefit as 
well as the main risk/limitation of the language. The complexity of levelled policies, both in 
specification and evaluation is a lot higher.  Also, the amount of computation and 
communication needed to evaluated multi-levelled policies can easily get out of hand. 
However, careful use of the levelled policies yields an extremely powerful trust evaluation 
mechanism. 
 
Example 5.3.2 Consider the setting from example 5.1.2.  If the user wants to make sure that 

the source of feedback used in computing a reputation is trusted (s)he could require that 
the reputation among (certified) members of her union is sufficiently high (at least .8). With 
the same requirement of the coach the policy becomes: 
 { <BTM, m2(<DTM, m1.member, True>), .8> ٨ <KPI, m3, .75> }   

 

5.4 Fixed Integrated Trust Policy language. 

As a final language type we consider a single, fully integrated policy language that is 
designed to capture all trust metrics and their interplay. This gives the greatest possible 
expressiveness and allows optimization of trust queries across multiple services. The cost is 
in flexibility and generality; the language has to be designed specifically for the set of 
supported trust services. Also the trust PDP and/or the trust services must be designed 
specifically to handle this integrated language. 
One can combine the advantages of a fixed integrated language with the flexibility of any of 
the above general languages by interpreting a group of trust services supported by a single 
language as a single trust service and use one of the above mechanisms to allow them to 
cooperate with other trust service.  
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Clearly we cannot give a general format for such a fixed integrated language as it will depend 
heavily on the trust services that it integrates. It may be possible to extend the algebraic 
trust metric language used by the BTM trust service into a language suitable for all currently 
envisioned TAS3 trust services and we plan to investigate this further. 
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6 Review of Requirements 

In this section we review the Trust Policy Management architecture based on the TAS3 
requirements [D1.4] that are relevant to the trust management architecture. We follow the 
different categories given in that document. 
 

6.1 Trust and Security 

Req 5.1. The Trust PDP must support user selected policies. 
The Trust PDP as described in the previous sections allows for the evaluation of trust policies 
based on structural, behavioural, and real-time information. This combination of different 
approaches to trust management opens up a wide range of possible trust policies. Thus, the 
TAS3 user is free to select any trust policy that fits his privacy needs. 
For example, a job seeker in the Mass Layoff scenario is able to specify that only vacancy 
data providers with a certain reputation may access his Personally Identifiable Information by 
creating a behavioural trust policy. Job seekers can also specify that only vacancy data 
providers certified by a trusted accreditation agency are allowed to access their portfolios by 
using structural trust policies. These trust requirements can also be combined.  
 
Req 5.2. The Trust PDP should support trust decisions based on dynamic data such 
as KPIs. 
Introducing the KPI parameter to a trust model adds more traceability to the subjective 
notion of trust. Performance indicator values are quantifiable and then auditable, compared 
to Amazon-like models where subjective reputation values can not be justified or interpreted 
in a formal way. 
The actual Trust infrastructure relies on a KPI-based trust service able to dynamically retrieve 
performance indicators related to business entities to be trusted, and evaluates the KPI-
based trustworthiness level according to the performance objectives of the trustee. 
 
Req 5.3. The Trust PDP should be able to fetch required KPI data from external 
sources. 
The KPI-based trust service gets as input a link to a performance indicator resource. This link 
can be an URL to a http-based source, a web service sources, or a database source. The 
KPIitem element (described in section 6.1.1) is in charge of retrieving automatically the 
performance values from the different sources using their public interfaces. 
Actually as it is implemented, our KPI service is trusting performance indicator providers, 
since these sources are provided "or recommended" by the trustee entity. For example a 
TAS3 framework user that is looking for a trusted business partner, can ask for a certified 
candidate, with a reputation level > 0.7, and a KPI value > 0.8 according to their financial 
quotation published in Google finance. In this scenario Google finance trustworthiness is out 
of scope of the TAS3 framework, since the user did not ask for trust estimation. We do not 
exclude the possibility to use the TAS3 framework to evaluate the trust of these external 
sources; for example by verifying their certificates and customizing the KPI weight according 
to the reputation of the provider. This interesting issue will be addressed in the next release 
of the KPI trust service. 
Introducing external non trusted sources raises new security issues related to the reliability 
of the performance indicators providers. Each trustee entity should be able to authenticate 
these resource providers and protect the communication from any modification or illegal 
access (integrity, confidentiality, non repudiation). 
 
Req 5.4. The Trust PDP must support reputation based on different behavioural 
factors. 
The behavioural trust service supports reputation based on feedback from users as well as 
results from logging and auditing. This behavioural data is collected by the Trust Information 
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Collector and stored in the trust events database. Users can also bring in their own feedback 
data instead of or in addition to the data in the trust events database. Furthermore, the user 
is free to decide which trust metric should be used to compute reputation values. For 
example, a job seeker in the Mass Layoff scenario is able to determine the reputation of 
employment offices and vacancy providers based on feedback from other users. 
 
Req 5.5. The Trust PDP should be able to request required credentials from external 
sources. 
The structural trust service provides support for discovering the location of credential sources 
and obtaining the required credentials from these external sources. Validation of these 
credentials can be done by the structural trust service or by the Credential Validation Server 
[D7.1] if they are encoded as attribute credentials. 
 
Req 5.8. The Trust PDP should be open and flexible enough to support multiple 
systems. 
The trust management architecture describes a clear distinction between the Trust PDP that 
serves as contact point for the Master-PDP and the trust services that provide the actual trust 
evaluations. The interaction between Trust PDP and the trust services takes place over an 
open and extendable interface. This interface does not impose any proprietary solutions for 
implementing the Trust PDP and the trust services. 
 
Req 5.9. The Trust PDP should integrate well in the TAS3 middleware and be 
implementable on different systems. 
The Trust PDP is well integrated in the TAS3 architecture. As full-fledged policy decision point 
(PDP), it is able to accept queries expressed in XACML request format and respond with 
XACML style messages. The actual trust policies are stored in the Policy Administration Point 
(PAP) which is accessed according to the protocol developed within WP7. 
 

6.2 Identity Management, Authentication and Authorisation 

Req 7.5. Service Providers shall be able to set the policies (authentication, 
authorisation and trust) that control access to the resources under their control 
By running a Trust PDP the Service Provider will be able to set and ensure evaluation of trust 
policies. 
 
Req 7.18. The authorisation component shall be able to make use of information 
from the Trust component when making an authorisation decision 
In the multiple policy authorization evaluation infrastructure described in [D7.1, D2.1], the 
Master-PDP is responsible for calling the various Policy-PDPs and obtaining their authorization 
decisions. The Trust PDP (as one of these Policy-PDPs) will provide a standard XACML 
request/response context. Thus, it can directly be included in making trust-based 
authorisation decisions. 
 

6.3 Legal and Privacy 

The Legal and privacy requirements are mainly focused on creating a framework in which the 
technology can be usefully applied. They mostly do not give explicit technical needs against 
which the trust policy architecture can be evaluated. Still there are two points at which the 
trust policy architecture may support these requirements: 
Req 6.6. Appropriate security (technical and organizational) measures against 
unauthorized/unlawful/accidental access; modification, disclosure, destruction, 
loss or damage to personal data must be in place. 
The trust policy architecture supports the protection of personal data by allowing evaluating 
the trustworthiness of potential users. 
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Req 6.13. A checklist methodology should assure that contracts are in place prior to 
actors being considered for services or being provided system access.   
This requirement can be technically supported by specifying that actors are only trusted if 
they can certify trust predicates which state that a specific contract binding is in place. To 
express this as a structural trust metric (predicate) names need to be assigned to required 
bindings and rules have to be specified for determining whom is entitled (trusted) to certify 
that actors have created these bindings.  
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7 Conclusions 

We have presented a Trust Policy Management architecture that combines different notions 
of trust in a single framework in an extremely flexible and extendable way. The architecture 
offers the option of combining trust services with minimal requirements on these services 
whilst at the same time supporting subtle integration of multiple notions of trust.  The design 
allows a trade-off to be made between the complexity of the system and policy language and 
its expressiveness allowing for a suitable balance to be found for different application areas 
and even different services within a single application area. Beside the integration, the 
individual trust services also enhance the state-of-the-art providing expressive and novel 
trust metrics. The evaluation based on the TAS3 requirements show that the trust policy 
architecture is able to meet the requirements of a trusted architecture of securely shared 
services. 
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