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Preface 
 
The scope and objectives of the REALITY project are : 
 

• Development of design techniques, methodologies and methods for real-time 
guaranteed, energy-efficient, robust and adaptive SoCs, including both digital and 
analogue macro-blocks“ 

 
The Technical Challenges are : 

• To deal with increased static variability and static fault rates of devices and 
interconnects. 

• To overcome increased time-dependent dynamic variability and dynamic fault rates.  
• To build reliable systems out of unreliable technology while maintaining design 

productivity.  
• To deploy design techniques that allow technology scalable energy efficient SoC 

systems while guaranteeing real-time performance constraints. 
 
Focus Areas of this project are : 
 

• “Analysis techniques” for exploring the design space, and analysis of the system in 
terms of performance, power and reliability of manufactured instances across a wide 
spectrum of operating conditions.  

 
• “Solution techniques” which are design time and/or runtime techniques to mitigate 

impact of reliability issues of integrated circuits, at component, circuit, architecture 
and system (application software) design. 

  
 
 
The REALITY project has started its activities in January 2008 and is planned to be 
completed after 30 months.  It is led by Dr. Miguel Miranda of IMEC. The Project Coordinator 
is Dr. Miguel Miranda from IMEC. Five contractors (STM, ARM, KUL, UoG, UNIBO) 
participate in the project.  The total budget is 2.899 k€. 
 



Deliverable D4.2 
 Page 4 of 29 

IST-216537-WP4-D4.2-v1p1.doc1 
 © REALITY Consortium 

 

Abstract 
 
This report describes the design and the implementation of software level policies aimed at 
compensation of variability effects in multicore processors.  
 
Variability causes both performance and power variations. The policies we explored during 
the project are oriented to QoS sensitive applications. As such, they focus on ensuring timing 
constraints (i.e. video or audio frame rate) and minimize energy consumption by 
compensating the speed and power variations of processing cores due to within-die 
variability effects. They achieve this target through a variations-aware task allocation 
strategy. Variation-awareness is obtained by knowing the speed, leakage and dynamic 
power consumption characteristics of the multicore platform. The availability of this 
information is a key requirement of next generation variability-affected platforms. This 
research shows how this can be fruitfully exploited to reduce variation impact on the 
applications. 
 
The actual application of these policies to validation benchmarks as described in D6.1 on the 
target platform architecture defined in D5.1 will be carried out in the final deliverable D4.3. 
Results will be evaluated using the metrics defined in D6.2 using the variability models that 
will be integrated in the whole simulation scenario as described in D5.2.  
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1 Introduction 
 
In this deliverable we present the design and implementation of system level policies for 
compensation of variability effects on a multicore processor. This deliverable relates mainly 
to tasks 4.3, but exploits the software infrastructure implemented in task 4.1 and 4.2. 
 
The policies focus both on performance and energy as optimization metrics. They leverage 
workload allocation and idleness distribution This choice has been made mainly because of 
its generality. Indeed, any multicore platform can support idleness distribution. On the other 
side, other policies based on dynamic voltage and frequency scaling could be explored and 
there a few papers in literature that propose this approach. In this project we wanted to focus 
on a industrial realistic platform case study, in view of the final porting of the presented 
policies on the target multicore demonstrator (D5.1). 
 
In this exploration we considered a workload made of a set of independent task. As next 
work in this project we will focus on porting and optimizing the policies for the specific target 
benchmarks defined in the validation plan (D6.1), consisting of more complex task graphs 
with dependencies. 
 

2 Variability Impact on Multicore Platforms 
  
Multicore architectures will be adopted in the sub-50nm CMOS technology nodes for virtually 
all application domains with energy efficiency requirements exceeding 10GOPS/ Watt. 
Unfortunately, future technology nodes will be increasingly affected by variation phenomena, 
and multicore architectures will be impacted in many ways by the variability of the underlying 
silicon fabrics [Facelift08,Flamand09]. In this deliverable, we focus on workload allocation 
techniques to compensate for core-level performance and power variability.  Our 
architectural target is an advanced prototype of an industrial multicore platform for post-2014 
set-top-box products, featuring a single CPU coordinator and an array of programmable 
VLIW hardware accelerators with multi-threading support. 
 
Next-generation set-top-boxes will support very high resolution, high-frame rate video 
rendering with complexv3D GUIs and stereoscopic visualization support [kollig09]. These 
applications require extensive image processing and enhancements functions which are 
embarrassing parallel and will be distributed on the VLIW accelerator array as a large 
number of barrier-synchronized tasks. Barrier synchronization implies that many tasks are 
simultaneously released and a run-time resource manager running on the CPU is 
responsible for dispatching task execution on the accelerator array. Parallel execution ends 
when the last task in the set is completed and the barrier is released (i.e. a video frame 
completely processed and ready to be displayed). We assume that an estimate of the 
workload for each task is available at release time, and that tasks only synchronize on the 
barrier at the end of their execution. A global deadline, dictated by the frame rate, is specified 
for the task set. The total energy for frame processing should be minimized to reduce system 
production and ownership cost and reduce the likelihood of thermal failures.  
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Accelerators are nominally homogeneous, but unfortunately variability causes significant 
perturbations on their performance and power consumption. More in detail, critical paths can 
be faster or slower than nominal and the clock frequency of each accelerator needs post-
fabrication calibration. Faster cores are overclocked and slower cores are clocked at a lower 
frequency. Frequency adjustments are supported by the platform, but the accelerators do not 
have independently controllable power supply voltages for system and die cost as well as 
pinout reasons. All accelerators are in the same power island, hence per-accelerator supply 
voltage calibration is not an option in this platform.  Performance variability is only one facet 
of the problem. Faster, higher performance accelerators consume significantly more static 
power than slower accelerators, because their higher-than nominal speed is mainly due 
lower than nominal thresholds which imply exponentially higher leakage.  In this variability-
affected context, workload allocation based on nominal performance level for all accelerators 
is not a robust approach, in fact if a slower core is given the same workload as faster cores, it 
will execute in more time and it will become the bottleneck for barrier release. Furthermore, 
energy efficiency concerns would push for increasing utilization of slower cores which are 
characterized by lower leakage and, consequently, lower static power.  
 
The main contribution of the work achieved during the last period of the project is the 
definition and experimental validation of optimal non-uniform workload allocation policies that 
compensate for platform variability both in terms of predictability and energy efficiency. 
More in detail, we address the problem of distributing tasks onto accelerators with the 
primary objective of minimizing deadline violations and the secondary goal to minimize 
energy consumption. This goal ordering is dictated by the fact that frame-rate violations may 
severely degrade the user quality of experience and should be avoided as much as possible. 
First we define a static allocation policy where globally optimal allocation is computed with a 
computationally intensive integer-linear programming (ILP) solver. This approach is useful as 
a design-time lower-bounding analysis step to assess optimality losses of on-line policies, or 
it can be at used at application start-up time if the number of accelerators is not large and 
thus ILP solution time on the CPU is smaller than a couple of seconds. Second, we define a 
two-phase approach based on linear programming (LP) and bin packing (BP). This algorithm 
is sub-optimal but it is much faster and can definitely be applied at application start-up even 
for large coprocessor arrays. Allocation policies computed at application start-up are 
applicable when the workload does not change significantly on a frame-by frame basis, as in 
the case of image enhancement applications, which perform very regular pixel operations 
(e.g. Gaussian filtering, color-space conversion, etc.).  Finally, we propose a statically pre-
computed version of the LP+BP approach which can be applied fully on-line, during 
application execution on a frame-by-frame basis. This last policy is applicable even when 
workload is frame-dependent (e.g. decompression, image synthesis etc.). 
In the experimental result section we provide a detailed assessment of our workload 
allocation policies. We explore the design space in terms of numbers of accelerators, and we 
test a large set of different workloads and tightness levels of deadline constraints.  We also 
compared with state-of-the-art solutions for variability-aware energy minimization 
[Teodorescu08] to demonstrate that our policies are much more robust in terms of real-time 
predictability while providing competitive energy savings.  
 

3 Background  
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Allocation and scheduling in multicore architecture which are not affected by variations has 
been extensively studied, very often using ILP (see for instance [Han09]). Recently, much 
attention has been given to task allocation and scheduling strategies for MPSoCs affected by 
variability and aging. ILP techniques for variability affected platforms have been proposed in 
[Teodorescu08] which focuses on scheduling techniques for performance and power 
optimization on chip multiprocessors (CMP).  Along the same direction is the work presented 
in [Winter2008], where the objective is the minimization of the energy-delay square product. 
These works assume a different workload model, which can be described by a task graph 
with inter-task dependencies. Moreover, the approaches are fully static and cannot be 
applied on-line. Still in the context of CMPs, a process variation-aware thread mapping has 
been recently proposed in [Hong09]. In this work the main purpose is to maximize 
performance and focuses on loop-intensive application. To achieve this purpose, threads 
undergo a first run of the main loop of each task to detect the impact of core speed on the 
thread execution time. This information is then used for the following mapping step. 
Compared to our work, this approach does not provide an optimal solution and does not take 
energy consumption into consideration. 
 
In [Wang07] a statistic scheduling approach is proposed to mitigate the impact of parameter 
variations in a multiprocessor platform. The strategy assumes that task executions are 
statistic rather than deterministic. A new metric is introduced called performance yield, 
defined as the probability of the assigned schedule meeting the timing constraints. This work 
demonstrates that using a statistical scheduling approach consistently improves the 
performance yield. The proposed policy is based on a static estimation of task execution 
times and variability information and it does not consider power consumption. 
Task allocation and scheduling techniques have been recently proposed to handle aging 
effects. In [Huang09] a task allocation and scheduling technique is presented whose 
objective is to maximize system lifetime under a given performance constraint. In this work 
energy consumption is not taken into account. In [Paterna09] a idleness distribution 
technique has been proposed to which equalizes the expected lifetime of the various cores 
by imposing sleeping periods proportional to the wear-out of the cores. In this work we do not 
focus on lifetime maximization rather on energy minimization with a given performance 
constraint. However, the workload re-balancing obtained as a side effect of the energy 
minimization problem will improve the lifetime w.r.t. more unbalanced allocations. 
Most closely related to our approach, variability aware workload allocation policies for 
independent task sets are presented in [Teodorescu08].  Two policies are considered, aiming 
at maximizing performance or minimizing power, with the assumption that voltage scaling is 
available on a per-core basis (this is not supported in our platform). Moreover 
[Teodorescu08] assumes that the number of tasks is not larger than the number of cores. In 
our experiments we compare with modified versions of the policies described in 
[Teodorescu08], with suitable extensions four our system setup. 

 

4 Target System and Variability Model 

4.1 Workload Model 
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The target application we consider in this work is characterized by a set of independent tasks 
synchronized on a barrier for which a global deadline is specified. We assume that each task 
is characterized by a number of instructions which is know at release time (see Figure 1). 
This number corresponds to a given amount of cycles, which also takes into account for 
cycles lost for shared memory contention as a fraction of the executed "useful" cycles. The 
goal of our allocation policies is to map tasks to cores such that deadline constraints are met 
with minimum energy consumption. 
 

 
Figure 1: Top: Example of task execution times distribution. Bottom:  

 
Schematic representation of the task model. 

4.2 Platform Model 
The platform we consider in this work is composed of a general purpose processing element 
(GPE) acting as host processor and a number of programmable accelerators, acting as 
streaming engine (or fabric), as shown in Figure 2. The processing elements (PEs) of the 
streaming fabric are connected through a Network-on-Chip supporting very high data 
bandwidth and throughput. The platform is meant to be addressing the needs of data-flow 
dominated, highly computational intensive tasks, typical of many embedded products. This 
platform model adheres to the STMicroelectronics xSTream architecture. For the application 
we target in this work the GPE acts as task dispatcher for the PEs. 
 
The PEs of the streaming fabric are relatively simple programmable processors with a simple 
ISA extended with SIMD and vector mode instructions. The engines include a set of features 
for improving performance and efficiency, such as wide data-paths, simple pipelines, multi-
threading etc. At the same time they execute instruction fetches from local memories instead 
of caches, a great simplification at the pipeline forefront. Local memory is also used for wide 
data accesses. 
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Each PE can be frozen and restarted writing to a control register that can be accessed by the 
GPE. The system has a global memory containing the program (typically the OS) running on 
the GPE and its data. Any PE can access the global memory and each processor can 
access the local memory of another PE, even though with a significant cost in terms of 
latency. The GPE and the global memory are connected through a shared bus which is one 
node of the NoC interconnect. A SystemC TLM model of the xSTream platform has been 
used for the experiments. 
 

 
Figure 2: Target platform model. 

4.3 Variability Model 
In this work we consider variability effects acting independently on critical path delay, 
leakage power, and dynamic power [Papanicolaou07]. As a consequence, the critical path 
delay, leakage power, and dynamic power of each core can be identified by a point in a 3D 
space where coordinates represent the entity of variations. Variability distribution data have 
been obtained through the VAM tool [VAM], which provides distribution of critical path delay, 
leakage and dynamic power. VAM tool is the main tool used in this project for variability 
modelling work performed in WP2. Since the characterization of the target processor is not 
yet ready in this project, but still we want to design our policies by testing them on realistic 
variability information and we wanted to test the whole variability-aware design flow, we 
exploited VAM variability characterization data already available at IMEC and performed on a 
different processor. We plan to use variability characterization for the final policy 
implementation to be reported in D4.3 at M24. 
 
Based on VAM IMEC data we generated a distribution of variability affected cores. Each core 
has a value of longest critical path, a value of dynamic energy, and a value of leakage power. 
The core for which a characterization was available is the SyncPro. It contains about 
120Kgates and it is divided into five stages: 2 fetch (stage0 and stage1), 1 decode (stage2), 
and 2 execute (stage3 and stage4): 
 
The benchmark used to generate the distribution is composed by 1714 cycles. The total 
energy consumption is given by : 
 

cycletimeP+E=E lkgdyntot 1714  
 
where cycletime is the longest path delay. 
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To apply our policies we need for each core the maximum frequency, the dynamic power, 
and the leakage power. To calculate the maximum frequency we take the reciprocal longest 
path delay. In addition we calculate the dynamic power in this way:  
 
Pdyn = Edyn / (1714 cycletime). 
 
To match these data with the performance of the xSTream multi processor platform, we 
considered that a nominal ST core processor has 400MHz of maximum frequency, 1mW of 
dynamic power, and 1µW of leakage power. We normalized FckMAX, Pdyn, Plkg vector from 
SyncPro to ST core. To do that, we applied the following transformation: 
 

( )Fckmean
F

=F ckSYNCPRO
ckST 400MHz  

 
To obtain Pdyn, Plkg, we used the related transformations. 
 
Using the total of 201 cores available from VAM distribution, we generated 21 platforms with 
6 cores each one.  

5 Variability-Tolerant Workload Allocation 
To the purpose of deriving an effective formulation of the optimal workload allocation 
problem, some assumptions have been made that are described in this section. We start 
from the knowledge of the total number of tasks and of the cycle budget for each task. 
Furthermore, we assume that the actual frequency of each core (considering the impact of 
variations) and its power consumption, both static and dynamic, are also known. Based on 
these assumptions, we formulated the problem as described in the next subsection. We first 
describe the optimal ILP technique, then we describe the approximated LP+BP approach 
and finally we describe the online look-up table-based version of the LP+BP solution.  
 

5.1 ILP problem formulation  
The ILP, Integer Linear Programming, formulation considers binary variables to represent the 
allocation of a generic task j on core i. The total number of binary variables is given by the 
number of tasks (say M) times the number of cores (say N). 
 
The total energy is expressed as a function of the static and dynamic contributions in active 
and idle states as a function of the binary variables such that a linear function is obtained. It 
must be noted that in this formulation we consider two power states, active and idle. 
However the proposed approach can be generalized to consider a larger number of idle 
states (e.g. power gating, clock gating). 
 
Each core i is characterized by (PdynA, PstaA, PstaI)i, while each task j is characterized by the 
number of cycles Cj. For each core i running at frequency fcki we express its active time as TAi 
and idle time TIi as follows: 
 

T Ai=
C Ai

f cki
T Ii=

CIi

f cki
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where CAi is the number of cycles spent in activity state while CIi is the number of cycles 
spent in idle state. By considering the (tj,ci) pair that characterizes the mapping of task j on 
core i, the associated binary variable xi,j assumes value 1 if the task is mapped on the core, 0 
otherwise. 
 
In this case the total energy is given by: 
 

( )
∑ ⎥

⎦

⎤
⎢
⎣

⎡

cki

IistaIi

cki

AistaAidynAi
TOT f

CP
+

f
CP+P

=E  

 
For each core i, its execution time in activity and idle states can be expressed as a function 
of the task execution times: 
 

AiIi
cki

jji,
Ai TT=T

f
Cx

=T −∑  

 
where the T is the time constraint by which the workload must be executed. The total energy 
becomes: 
 

( ) ∑∑ ∑ ⎥
⎦

⎤
⎢
⎣

⎡ −
staIijji,

cki

staIistaAidynAi
TOT PT+Cx

f
PP+P

=E  

 
To obtain a linear function, we add N dummy variables: 
 

( ) [ ]∑∑ ∑ ⎥
⎦

⎤
⎢
⎣

⎡ −
staIii+Njji,

cki

staIistaAidynAi
TOT PxT+Cx

f
PP+P

=E 1,  

 
Now, given the following vector of binary variables:     
 

( ) ji,x|x,,x,x,x,,x,,x=X ji,N1,+N1,1+NMN,N,1M1, ∀∈………… 0,11,1  
 
The ILP formulation of the problem becomes: 
 
 

N:iT
f

Cx
N:j=Nx:i=xE

cki

jji,
j+Nji,TOT …∀≤…∀…∀ ∑∑ 11111 1,  

 
 
The first constraint imposes that each task is allocated on only one core. The second 
constraint determines the dummy variables while the third one concerns the execution time 
constraint T. 
As mentioned in the introduction, the ILP solution mainly represents an optimal reference for 
the faster heuristic policies described below. On the other hand, it could be actually applied 
before application start-up if the number of accelerators is not large and thus the solution can 
be computed in a time much lower w.r.t. application execution time. 
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5.2 LP problem formulation 
An approximate approach that lends itself to be applied to platforms with a larger number of 
accelerators is based on a two-phases approach based on  Linear Programming LP followed 
by Bin Packing BP. The algorithm can be run at the beginning of the application and requires 
the knowledge of the cycle budget for each task. 
The LP step starts from the total number of cycles of all the tasks. The goal of the LP is to 
assign a cycle budget to each core disregarding task granularity. We express the energy 
consumption as for ILP but here the number of variables is 2N and they represent the 
number of cycles each core must execute in active and idle cycles.  
Referring to ETOT we consider the vector of 2 x N coefficients C: 
 
 

⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
…

ckN

staIN

ckN

staANdynAN

ck1

staI1

ck1

staA1dynA1

f
P,

f
P+P

,,
f

P,
f

P+P
=C  

 
and the vector x of 2 x N real variables that will be then rounded up to the closest integer: 
 

( )INANI1A1 C,C,,C,C=x …  
 
The LP  minimization problem can be expressed as: 
 

T
f

C+CC=CjN,i:ji,
f

C+C
=

f
C+CxC

ck1

I1A1
Ai

ckj

IjAj

cki

IiAiT ≤≠…∀⋅ ∑1  

 
The first constraint concerns the sum of idle and active times that must be equal for all the 
cores. The second one concerns the total number of cycles while the third one the maximum 
execution time T. 
 
 
5.3 Bin Packing 
 
Thanks to the LP solution, each core i is assigned an optimal budget of cycles CAi. If task 
allocation were able to exactly match this budget the minimum energy condition will be 
achieved within the time constraint. 
 
 
However this is not possible in general. To achieve a good mapping a Bin Packing algorithm 
is used. We considered Best Fit Decreasing solution, which ranks the tasks from the biggest 
to the smallest and cores from the one with lower capacity to the one with higher budget 
(also called capacity). The algorithm proceeds by taking the current task and mapping into 
the core with minimum capacity to fit it, then the cores are reordered considering the 
remaining capacities and the next task is considered. 
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By applying this solution, it is in general possible that some tasks cannot be allocated. In this 
case, if the task is assigned to the core that has the largest remaining budget fraction, 
exceeding its total capacity, the time constraint will be violated. In this work we propose a 
variant that applies when there are no cores with enough remaining capacity to fit a certain 
task. In this case the residual time is computed as the difference between the time constraint 
and the assigned execution time so far, given by the number of assigned cycles divided by 
the frequency. The task is assigned to the core with the largest difference, to decrease the 
violation probability at the price of an increasing energy consumption. This customized bin 
packing solution is shown in Figure 3. 
 
 

 
Figure 3: binpacking: standard vs custom, Fi is the clock frequency of core i, Tj is the 

instruction number of task j. 
Bin Packing is not computationally demanding  so that it can be solved right before each set 
of tasks is released, however the LP is more time consuming and cannot be applied during 
application execution. This implies that this approach is not suitable for data dependent 
applications where the allocation must be recomputed depending on the input data. This is 
the case of data compression or image synthesis algorithms, where the cycle budget for the 
tasks may vary on a frame-by-frame basis. 
 
To overcome this limitation, we propose an on-line look-up table (LUT) strategy. The main 
idea is to use LP on a problem set, where each problem has a deadline and an overall 
instruction budget. We can obtain a lookup table pre-storing the LP solutions for a large 
number of problems. For instance, considering a video decompression algorithm such as 
MPEG-2, the solutions may corresponds to different frame types and bit-rate characteristics. 
A scheme of the LUT strategy is shown in Figure 4. Keeping the video decoding example, 
each frame we will be processed by a number of tasks that have to be allocated. Based on 
the frame characteristics, that now we assume available only when the frame arrives, we 
select the related entry in the table. In case a suitable entry in the look-up table is not found, 
we use a bi-linear interpolation strategy as done in [Akyol07]. 
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In order to show the feasibility of this method we estimated the cost of look-up table. For 
instance, if we consider 32 possible deadlines values and 32 possible alternatives for the 
cycle (or instruction) budget we obtain 1024 LP possible solutions. Each solution is an array 
of core capacities. A capacity is described in terms of number of instructions and can be 
stored using a 32 bit word. Hence the estimated look-up table size for 4 cores is 128 Kbits. 
With the UMC Faraday tool we estimated the RAM characteristics as: i) speed: 760 MHz; ii) 
area: 0.1mm2; iii) CMOS technology: 65 nm. The ROM characteristics are: i) speed: 563 
MHz; ii) area: 0.03mm2. 
 

 
Figure 4: Schematic representation of LUT utilization. LUT is used to store pre-

calculated LP solutions; input: deadline and application instruction number (32 max 
different value for each one); output: the vector C of core capacities (32bits x Core 

Number). 
 

5.4 Rank-Based Techniques 
The proposed strategies will be compared in the experimental results section with 
approaches that have been presented in literature to address the problem of allocation of 
independent task on variability affected cores [teodorescu08]. 
 
 

 Rank Frequency. This technique oriented to performance maximization performs a 
dynamic allocation by assigning the current task on the available core with higher 
frequency. It derives from the VarF&AppIPC task allocation policy presented in 
[teodorescu08] but differs from the original version in that it can be applied also when 
the number of tasks is larger than the number of cores. Moreover, we do not sort task 
based on the IPC, rather we consider it constant. Finally, we do not apply the second 
stage exploiting voltage assignment because we consider platforms having a fixed 
supply voltage. 
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 Rank Power. This technique oriented to power minimization performs a dynamic 
allocation by assigning the current tasks on the available core characterized by the 
minimum power consumption. It derives from the VarP&AppP task allocation policy 
presented in [teodorescu08] as the cores with smaller power consumption are 
selected first. Differently from the original versions, we do not sort task based on 
dynamic power. 

 

6 Experiments 

6.1 Setup 
To model variability effects we generated the maximum frequency and dynamic power for 
each core as described in Section 4. We varied the ratio between leakage and dynamic 
power by taking in account that higher operating frequency generally is coupled with faster, 
leakier transistors. The leakage power for the fastest core accounts for 20% of the dynamic 
power. We consider leakage consumption in power gating state as constant because it is 
due to very large power gating transistors turned off in power-gating state. These transistors 
can be biased with a suitable gate voltage to ensure that variability effects are negligible. In 
Table 1 the power characteristics of the cores used for the experiments in this section are 
detailed. 
 
core fck[Hz] PdynA[W] PlkgA[W] PlkgPG[W] P/fck 
1 4.56E+08   1.07E-03 2.14E-04 2E-08 2.82E-12 
2 4.27E+08 1.04E-03 1.56E-04 2E-08 2.82E-10 
3 4.04E+08   1.01E-03 7.10E-05 2E-08 2.69E-12 
4 4.00E+08   1.00E-03 1.00E-05 2E-08 2.53E-12 
5 3.89E+08 9.86E-04 6.90E-06 2E-08 2.55E-12 
6 3.81E+08 9.71E-04 4.86E-06 2E-08 2.56E-12 
7 3.71E+08 9.53E-04 3.81E-06 2E-08 2.58E-12 
8 3.56E+08 9.29E-04 2.79E-06 2E-08 2.62E-12 
MV: 21.93% 13.26% 98.70%  10.41% 

 
Table 1: Variability-affected MPSoCs. In the headlines we used the following 

notations: A for Activity, lkg for leakage, PG for Power-gating, MV for Maximum 
Variation, fck is the maximum clock frequency supported by the core. 

 
From the values in Table 1, we obtain that the maximum variation of the energy required to 
execute a task on any two different processors is 10.41%. This can be considered as an 
upper-bound in the energy consumption difference achieved by task allocation. We 
considered four and eight-cores platforms. Referring to Table 1, four core platforms use 
cores number 2, 4, 6, 8. 
 
Tasks are characterized by their instruction budget. For our experiments we generated task 
sets, characterized by the number of tasks (represented as TNx in Figure 5) and the standard 
deviation of the number of instructions. The total instruction budget of application is fixed for 
each task set. Additionally we generated 8 different tasks for each non-zero value of 
standard deviation. 
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Figure 5: Characteristics of the task sets. TNx is the number of tasks for each task set, 
where N1 < N2 < N3; Cx.y is a task set identifier where x relates to the number of tasks 

(x=1 for N1, x=2 for N2, and so on), while y is the level of standard deviation, where y=1 
for standard deviation level 0, y=2 for standard deviation level 0.25, y=3 for standard 

deviation level 0.5; Ti is the i-th task. 
 
In our experiments another key parameter is the tightness of timing constraints. These 
constraints have been selected to obtain variable platform utilization. We computed the 
minimum time to execute a given amount of cycles, which impose a 4 cores platform 
utilization of 100%. We then obtained morde relaxed deadline constraints as follows:  
 
 

 tconstr_1 = 1.05  timemin = 0.053708 sec 
 tconstr_2 = 1.10  timemin  = 0.056266 sec 
 tconstr_3 = 1.20  timemin  = 0.061381 sec 
 tconstr_4 = 1.40  timemin  = 0.071611 sec 

 
 
where: 
 

timemin=
C

∑ f cki
 

 
In our experiments we considered the total amount of cycles C being 80E+6. It must be 
noted that the more relaxed constraint imposes a platform utilization of 60%. 
 

6.4 Results 
In order to carry out the comparison between the various techniques, we compute the 
maximum and the minimum energy consumption to execute a given task set on the platform. 
The minimum energy (without taking into account timing constraints) is obtained when all the 
tasks are executed by the core with minimum energy and similarly for the maximum energy. 
For the 4-cores platform: Emin = 202.012 uJ; Emax = 223.655 uJ, and the related execution 
times are: timeEmin = 0.2 sec; timeEmax = 0.187354 sec.  
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For the 8-cores platform: Emin = 202.028 uJ; Emax = 225.498 uJ and the related execution 
times are: timeEmin = 0.2 sec; timeEmax = 0.175439 sec.  
 
We use these extreme values to normalize the energy when comparing the different 
techniques under consideration. I.e. for the generic energy E spent during the execution of a 
given workload, we normalize it using the following metric: (E - Emin) / (Emax - Emin). We 
compute the deadline miss rate related to each group of 8 task sets, where a group is 
characterized by a total number of tasks (i.e. 8, 32, 128) and by a standard deviation. The 
miss rate is computed as the number of tasks violating the deadline. The entity of the 
standard deviation is expressed in a relative way w.r.t. the average number of cycles. We 
identified three levels of standard deviation, namely 0, 0.25 and 0.5. For instance, a standard 
deviation level of 0.5 means that the number of cycles can be half the average. For 0 
standard deviation level only one task set exists. 
 
Results using 4-cores platform 
 
Figure 6 shows the energy comparison among the policies when the total number of task of 
the application is 8 and they are characterized by high standard deviation (level 0.5). The 
proposed ILP solution provides better results in terms of energy consumption and deadlines 
are always met. Also LP+BP meet all the deadlines but using more energy. It must be noted 
that our policies are able to save energy when the time constraint is more relaxed. Rank 
based policies spend the same energy independently from the constraints (they do not take 
them into account) and violates the deadlines in most of the cases.   
 

 
 

Figure 5: 4cores. Normalized Energy Comparison. The Number of Task is 8, the 
standard deviation level is 0.5. Circles means that all of deadlines are met. tconstrN 

means constraint level N. 
 
Details about timing violations are shown in Table 2, where miss rates are reported. 
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 tconstr1 tconstr2 tconstr3 tconstr4 
ILP 0.13 0.00 0.00 0.00 
LP+BP 0.75 0.25 0.00 0.00 
RankFrequency 1.00 1.00 0.75 0.38 
RankPower 1.00 1.00 0.75 0.38 

Table 2: Deadline miss rate. 4-cores. 8-tasks. 0.5 for standard deviation level. 
The same comparison has been done considering an application made of 32 tasks. Results 
show that in this case LP+BP achieves similar results w.r.t. ILP in terms of energy 
consumption (Figure 7). This is because a large number of smaller tasks (in terms of number 
of instructions) are easier to allocate. Also, from a miss rate point of view, rank based 
policies are perform better than in the previous case, however they are always worse than 
both ILP and LP+BP, as shown in Table 3.   
 

 
Figure 6: 4cores. Normalized Energy Comparison. The Number of Task is 32, the 
standard deviation level is 0.5. Circles means that all of deadlines are met. tconstrN 

means constraint level N. 
 
 
 tconstr1 tconstr2 tconstr3 tconstr4 
ILP 0.00 0.00 0.00 0.00 
LP+BP 0.00 0.00 0.00 0.00 
RankFrequency 0.88 0.38 0.00 0.00 
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RankPower 1.00 0.38 0.00 0.00 

Table 3: Deadline miss rate. 4-cores. 32-tasks. 0.5 for standard deviation level. 
In Figure 8 we show an example of allocation for explanation purposes. We considered a 
task set with 8 tasks characterized by an average number of cycles of 10E+6 and standard 
deviation level = 0.5. The total number of cycles is 80E+6. In this example we highlight how 
ILP and LP+BP are able to find the allocation allowing to meet the deadline. Note that the 
deadline is not graphically represented in this plot since the x-axis represents cycles. The 
time spent to execute a given amount of cycles depends on the core frequency. We decided 
to show the cycles in this plot to highlight the different allocation decision. Time 
representations are shown in Figure 9. 
 

 
  

Figure 8: Example of task assignment. 
 
There we show the average execution times obtained by the policies for the various time 
constraints. The figure highlights which policies lead to timing violations and refers to an 
average execution of 8 task sets with 8 tasks each and highest standard deviation level. ILP 
average execution time is always shorter than deadline while LP+BP fails (on average) only 
for the first constraint level. On the other side, rank-based techniques are able to meet only 
the more relaxed constraint. 
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Figure 9: Average execution times comparison for various timing constraints 

 
 
 
 
Results using 8-cores platform 
 
We performed experiments on a platform with higher parallelism. We considered task sets of 
8 tasks and highest standard deviation level. Figure 10 shows that RankFreq and 
RankPower spend a considerable amount of additional energy w.r.t. ILP and LP+BP. 
Moreover, they provide much larger miss-rates. It must be noted that, differently from the 4-
cores platform, the proposed strategies gain a considerable amount of power also for tighter 
time constraints. This is because they are able to better exploit the additional degrees of 
freedom for the allocation provided by the larger number of cores. Please note that in this 
figure we highlighted the single case in which deadline are not met using a dashed red circle. 
On the other side, in Figure 6 and 7 the cases in which deadlines were met was shown using 
solid red circles. 
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Figure 10: 8-cores. Normalized Energy Comparison. 8 tasks for each task-set with 0.5 
for standard deviation level. Dashed circles means that some deadlines are not met. 

tconstrN means constraint level N. 
 
 
In order to compare the capability of the proposed strategies to efficiently use the platform, 
we show platform utilization details for the 8-cores platform in Table 4. A utilization of 100% 
means that all the cores are used at least once. Since timing constraint values have been 
tuned to the 4-cores platform, the whole computational power of the 8-cores is under-utilized 
on average and a smart allocation policy should exploit this to reduce energy consumption by 
switching off some of the cores. 
 

 
 
Table 4: 8-cores Platform Utilization Percentage. 8 tasks for each task-set with 0.5 as 

standard deviation level. 
 
As a final result, we discuss the LP+BP online application by studying the errors due to the 
interpolation of the solution corresponding to the given deadline and cycle budget in the look-
up table. By mapping the look-up table entries in the a 2-dimensional space, as shown in 
Figure 11, we can take the more approximated solution as the one with the minimal quadratic 
distance to the available ones.  
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Figure 11: LP Problems in a 2-D space, ri are the requested entries, pi are the pre-

computed entries. 
 

 
In what follows, we show an example of the LUT solution. An example of LUT with 4 pre-
computed solutions are shown in Table 5 as p1, p2, p3 and p4. These solutions are 
characterized by a deadline and the corresponding cycle allocation. On the other side, the 
requested entries are shown in Table 6 as r1, r2, r3 and r4.  
 

 

 
Table 5: Set of requested LP entries 

 
 

 
Table 6: Set of pre-computed LP entries 

 
 
To find the best approximated entries, we map the requested problem (given by a deadline 
and a cycle budget) with a pre-computed problem having the minimum square difference (i.e. 
Euclidean distance). To this purpose, we first normalized the deadlines using the following 
metric: (x-xmin)/(xmax-xmin). 
 
 
In Table 7 we compare the requested solution LP+BP with the approximated (pre-computed) 
ones. Results show that the difference both in terms of execution time and energy is small.  
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Table 7: Comparison real and approximate results in terms of execution time and 
energy. 

 
 
Variability compensation analysis 
 
As a second set of experiments we performed a set of experiments using a number of 
platforms generated using the variability models described in Section 4. The objectives of the 
proposed analysis are the following: 
 

1. to show the impact of variations in terms of performance and energy at the 
application level; 

2. to demonstrate how variability-aware task allocation policies in general are effective 
in reducing the impact of variability, however state of the art policies are not able to 
compensate both energy and performance impact with the same effectiveness at the 
same time; 

3. to demonstrate that the policies we designed as part of the research work in this 
project are able to reduce the impact of variability on energy while matching time 
constraints. 

 
To this purpose, Figure 12 shows a comparison in terms of energy consumption per cycle of 
the various policies with the maximum and minimum energy consumption for each platform. 
The platform number is reported on the x-axis. From this plot it is possible to observe that 
both the proposed policies are the rank based ones are located in a small energy range. 
They are able to consistently reduce the energy consumption wrt the maximum energy case. 
Moreover, they provide less cross-platform variations. Indeed, it is possible to note that 
minimum energy shows much larger variation on the x-axis. In this plot we reported results 
for RF and LP+BP policies only since results of ILP are similar to LP+BP and those of RP are 
similar to RF. 
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Figure 12: Analysis of the energy consumption per cycle for different platforms 

compared with minimum and maximum energy 
 

To show the cumulative impact of these policies on variability affected platforms, in Figure 13 
we reported the energy consumption for all the 4 policies. For each policy we reported 
minimum, maximum and average energy consumption values for the execution of the 
representative benchmark consisting of 80Mcycles. The plots shows that LP+BP and ILP 
policies provide always lower energy by considering minimum, maximum and average cases. 

 
 

Figure 13: Energy consumption comparison: cumulative results across all 
platforms considering MIN, MAX and AVG energy for each policy. 
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Another type of cumulative results is shown in Figure 14. Here we show, on average, how 
much the different policies are far from the minimum energy and the associated standard 
deviation. It is evident that our policies are closer to the minimum energy than the others, 
even if the difference is lower than 10%. The large difference between minimum energy and 
the energy provided by our policies is justified by the fact that minimum energy is obtained 
regardless of deadline constraints. Moreover, it must be noted that the proposed policies are 
much more effective in compensating performance impact of variations with respect to RF 
and RP, as shown in Figure 15. 
 
 

 
 

Figure 14: Energy consumption comparison: additional energy spent with 
respect to the minimum energy case. 

 
Here we can observe that our policies compensate variations by reducing time violations due 
to variability effects and lead to predictable performance results. Indeed, the execution times 
provided by LP+BP and ILP are very close but lower than 0.040000 seconds independently 
from the platforms, which is the time constraint we used for these experiments. On the other 
side, rank policies lead to much more variable execution times. It must be noted that, by 
considering each single platform, our policies provide always lower energy while matching 
time constraints. 
  
Finally, it must be noted that for our policies the energy spread is slightly larger, but mainly 
because our policies are aimed at minimizing energy (indeed the minimum energies are 
provided by our policies), not to match a given energy budget. 
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Figure 15: Execution time vs energy consumption per cycle. 
 
 

Conclusion 
In this deliverable we presented the definition and experimental validation of optimal non-
uniform workload allocation policies that compensate for platform variability  both in terms of 
predictability and energy efficiency. We addressed the problem of distributing tasks onto 
accelerators with the primary objective of minimizing deadline violations and the secondary 
goal to minimize energy consumption. First we defined a static allocation policy where 
globally optimal allocation is computed with a computationally intensive integer-linear 
programming (ILP) solver. Second, we defined a sub-optimal two-phase approach based on 
linear programming (LP) and bin packing (BP). Finally, we proposed a statically pre-
computed version of the LP+BP approach which can be applied fully on-line. We 
demonstrated through experiments conducted on a industrial platform simulator the 
effectiveness of the proposed policies using a large set of different workloads and tightness 
levels of deadline constraints.  We also compared with state-of-the-art solutions for 
variability-aware energy minimization to demonstrate that our policies are much more robust 
in terms of real-time predictability while providing competitive energy savings.  
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