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ABSTRACT 
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E X E C UT I V E  S UM MA R Y  

The purpose of the deliverable is to present results of the simulation activities performed to 

study some implementations of the ETICS architecture at different levels and under various 

operational modes (push or pull, centralised or distributed). Since the validation at large 

scale scenarios is a complex task that covers many dimensions (the number of Network 

Service Providers -NSPs, the size and states of networks, the number of disclosed offers and 

capabilities, and the number and law of emission of customer requests), each feature has 

been simulated according to different objectives: 

• Service offers/capabilities disclosure: the studies focus on the distributed 

processes of disclosure of different types of information among NSPs. A first 

study addresses the problem of retrieving several inter-domain paths – i.e. 

how to discover the inter-NSP topology. It proposes to some extend 

mechanisms which operate in a distributed way (but which could also report 

finally to a centralized entity). A second study focuses on the impact of 

disclosing prices and in particular, if this could result in the creation of 

dominant positions. These studies show that the disclosure of prices 

between NSPs should be carefully performed as it might lead to 

advantageous position in distributed operational modes. 

• NSP/Path selection: studies done in this context focus first on algorithms 

running more at the Network and Business Service Plane level and secondly 

on algorithms operating at a Control Plane level (for instance in the Path 

Computation Element standardized at the IETF). An offer negotiation 

process based on a distributed push mode, i.e. with a negotiation made 

from the destination NSP to the demanding NSP, is also proposed. The 

conclusions of these studies are first that, considering the NSP selection 

either under a technical or economic perspective, learning algorithms should 

be preferred as they optimize the global welfare (both of NSPs and 

Customers), have good runtime properties and are resilient to dynamic 

changes (section 3); at the level of control plane, we observe that the 

exploration of multiple paths is time consuming but some methods 

(extensions of SAMCRA) can improve the runtime of such process. 

• Traffic Identification studies are quite preliminar in this field, i.e. how ASQ 

products are filled with flows. Indeed, as clarified in [Del1.6], the ETICS 

architecture relies on at least two important granularities: Connectivity 

Services, a.k.a. ASQ products or smart big pipes, and “sessions” representing 

individual flows from end customers. These studies lead us to conclude that 

a common rule for the Call Admission Control (CAC) on top of ASQ goods is 

needed where all NSPs agree to accept low-value flows only when there is 
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enough free capacity. Under an economic perspective, Shapley value and 

proportional share mechanisms can be efficient in a centralized (fully 

centralized or per-NSP) operational mode. However, they do not always 

provide stability, so alternative solutions must be used.  

• Monitoring studies give a preliminary result on the feasibility of using IPerf 

to monitor established SLA including QoS parameters. 

• Offer creation: although it has not been listed in the key feature of the ETICS 

architecture the creation of offers or the verification of their availability is a 

transversal process to the “Path selection” and “Monitoring” features in the 

deliverable. Traffic uncertainty must be taken into account. Approximate 

method should be preferred to exact method for determining delay bounds. 

Each contribution first clarifies its positioning with respect to the ETICS architecture 

operational modes and describes the key aspect of the architecture which the simulation 

activity focuses on. The environment to be used in each contribution to evaluate 

performances of proposed algorithms will depend on the granularity required by the 

simulation: high level granularity (inter-carrier message exchanges, performance of the 

involved servers, bandwidth allocation, game equilibrium learning…) or low level granularity 

(protocols, packet level, flow level). Most of the ETICS architecture features are quite 

specific and operate at a Network and Business Service Plane for which no simulation 

environment exists. Hence, specific simulators have been implemented in the project. Some 

simulations have been also conduced under a large scale of NSPs. The NSP topologies have 

been generated using BRITE or similar mechanisms based on a Waxman distribution model. 

In some cases, contributors had to implement some transformation mechanisms in order to 

add some properties to the topologies. Furthermore, this deliverable exhibits that the 

number of offers/capabilities and their dynamicity handled at a service plane level (which is 

the central focus of the ETICS architecture) play also an important role in the complexity of 

the solution, as much as the NSP topology. 

The simulations developed in this deliverable show that distributed solutions are more 

adapted to an interconnection of a large number (more than 50-100 NSPs) of NSPs and of 

offers (more than 100 per NSP), while centralized approaches, obviously more efficient in 

terms of coordination, require a rather limited number of NSPs sharing common policy 

decision. Thus the architecture that should be considered in future ETICS Deliverables is a 

mixed architecture in which small (less than 50-100 NSPs) homogeneous groups of NSPs 

(alliances in a centralized context) are interconnected through a distributed architecture. In 

such a distributed architecture, push and pull operational modes can coexist depending on 

the type of application services supporting the different offers. The studies also demonstrate 

the feasibility of exchanging topology data which are the minimal data to make the ETICS 

architecture implementable. Furthermore, the determination of the NSP chain or network 

path has also been demonstrated as feasible, with various kinds of algorithms. The most 

notable result in this field is on the application of learning algorithms that can reconcile both 
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NSPs and customers, optimizing their respective welfare, while high-performing under 

runtime expectations.  
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1. OBJECTIVE OF THE DELIVERABLE 

The objective of this deliverable is first to remind and summarize the context of the set of 

simulation activities conducted within the project but, especially, to describe the simulation 

activity results that have been obtained by the different partners. 

The following activities have been progressively realized: 

• Selection of the simulation environments, which means identifying the requirements 

for the simulation studies, evaluating different available tools and selecting the most 

suitable ones. 

• Implementation of simulators if needed. 

• Selection of the relevant scenarios according to WP2 requirements. 

• Assessment of simulation results. This is an important task since the simulation 

studies should be validated from the statistical point of view and considering the 

conditions for the different scenarios. 

The validation at large scale scenarios is a complex task that covers many dimensions: 

• The scale of NSPs: this is the most obvious scale in inter-domain, the number of 

considered networks (or Autonomous Systems, AS).  

• The scale of networks: the ETICS architecture, as summarized in deliverable D1.6, 

encompass an “NSP/path selection” feature depending on whether the pull or push 

operational modes are used. Hence, under the activation of a pull operational mode, 

the size of each NSP networks will also affect the scalability of the solution. In this 

case, the number of routers and links should be taken into account. 

• The scale of offers: in the push operational mode, the “NSP/path selection” feature 

is rather affected by the number of disclosed offers. 

• The scale of customer requests: whatever are the considered operational modes, 

the number of customer requests the ETICS architecture can support has to be 

considered. 

Beyond these dimensions, the dynamicity of the network available capacities has also to be 

taken into account as it affects the disclosed or built offers: depending on the available 

capacity the provisioning strategy of an NSP might change.  

1.1. SIMULATION MAP 

As said in the previous milestones and deliverables, the specificity of ETICS is to join 

technical and economic points of view. The goal is to provide a way to obtain a path in the 

network crossing different carriers, economically negotiated, insuring QoS and network 
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service guarantees. The novelty of the ETICS architecture lies in its evolutionary approach: as 

illustrated by Figure 1 (extracted from D1.6), while at a control and forwarding plane level 

evolutions are minimal from a technical capability point of view, most evolutions lie at a 

Network and Business Service Plane (NSBP) level in order to adjust the provisioning strategy 

with economic objectives. This is the reason why, even though many key features of the 

architecture have been evaluated, most of the simulations focus on two of the main 

features of the ETICS architecture: the “Service offers/capabilities disclosure” and the 

“NSP/Path selection”. These two features are in particular where the ETICS reconciliation 

between economic and network operates. 
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Figure 1. ETICS architecture roadmap issued from D1.6 

As illustrated by Figure 2 (which is detailed in the conclusion of this deliverable including 

partners’ contributions), simulation studies intend to cover all the key features of the ETICS 

architecture although some studies are more preliminary work than matured realization. 

Figure 2 also exhibits the fact that some of the simulation studies address more the 

evaluation of proposed techniques whereas others study the business impact of some 

solutions. Some studies address both dimensions, such as the ones led in section 3 on the 

NSP selection. 

As the studies led for the traffic identification key feature are more business-oriented, the 

scalability issues of the management of flows within ASQs have not been tackled by the 

simulations.  
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Note that, most of the studies are agnostic to the ETICS characterization of offers (PoI-to-

PoI, PoI-to-Regions) as this characterization has been realized posterior to the initiation of 

most simulation studies. This does not mean that no scalability issues might occur, especially 

for PoI-to-Region offers but these considerations will be addressed in future deliverables 

[Del4.4]. 

 

 

Figure 2. Simulation map 

1.2. PURPOSE OF THE SIMULATIONS  

Figure 2 provides an illustration of the simulation map of the ETICS architecture. Each 

feature has been simulated according to different objectives: 

• Service offers/capabilities disclosure: the studies are detailed in Section 2 

and focus on the distributed processes of disclosure of information between 

NSPs. A first study, detailed in Section 2.1, addresses the problem of 

retrieving several inter-domain paths – i.e. how to discover the inter-NSP 

topology - and as such information are today disclosed through BGP, it 

proposes some extend mechanisms which operates in a distributed way but 

could also report finally to a centralized entity. A second study, detailed in 

Section 2.2, focuses on the impact of disclosing prices and in particular, if 

this could result in the creation of dominant positions. Further studied are 

expected in this area and will be integrated in [Del4.4]. 

• NSP/Path selection: the two main studies are detailed in Section 3. First, 

Section 3.1 describes the study on algorithms running more at the Network 

and Business Service Plane level while section 4 addresses more algorithms 
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operating at a Control Plane level (for instance in the Path Computation 

Element standardized at the IETF). Then, Section 3.2 evaluates an offer 

negotiation process based on a distributed push model, i.e., with a 

negotiation made from the destination NSP to the demand NSP. 

• Traffic Identification: Section 5 details some preliminary results in the field 

of traffic identification, i.e. how ASQ products are filled with flows.  

• Monitoring: section 6 gives a preliminary result on the feasibility of using 

IPerf to monitor established SLA including QoS parameters. 

• Offer creation: although it has not been listed in the key feature of the ETICS 

architecture the creation of offers or the verification of their availability is a 

transversal process to the “Path selection” and “Monitoring” features. As 

the proposal and its results are transversal to both this key feature, they 

appear in a dedicated section in section 7. 

1.3. SIMULATIONS ENVIRONMENTS 

The environment to be used to evaluate performances of proposed algorithms will depend 

on the granularity required by the simulation: high level granularity (inter-carrier message 

exchanges, performance of the involved servers, bandwidth allocation, and game 

equilibrium learning…) or low level granularity (protocols, packet level, flow level).  

Discrete event simulators are required for different proposed distributed paradigms focusing 

on resource provisioning and routing. These simulators are ad-hoc simulators developed by 

partners. 

Most of the ETICS architecture feature are quite specific and operates at a Network and 

Business Service Plane for which no simulation environment exists. Hence, specific 

simulators have been implemented in the project. The programming languages to be used 

will be basic ones (C, C++, JAVA). The selection will depend on the skills of each partner, with 

an incentive to mainly develop object-oriented simulation environments where respective 

software objects can be easily added and integrated. About simulations concerning game 

theoretical aspects, an important key point about the performances of algorithms to be 

evaluated is that simulations must provide outputs that can be compared (equilibrium 

definitions, convergence time performances, etc.). Moreover, the models of the demand, in 

terms of customer behaviours, have to be compatible with the scenario selected in [Del2.1]. 
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1.4. SIMULATED TOPOLOGIES 

Some simulations (described in section 3 and 4) have been also conducted under a large 

scale of NSPs. The NSP topologies have been generated using BRITE1 or similar mechanisms 

based on a Waxman distribution model. In some cases, partners had to implement some 

transformation mechanisms in order to add some properties to the topologies (e.g. QoS 

parameter values).  

A detailed study realized by Orange and that will be integrated in [Del4.4] identified 6500 

transit networks (typically the NSPs that would form ETICS communities) among the 40 000 

of the Internet. Among these 6500 networks, 70% have a degree of less than 10 and 98% of 

less than 100. The average number of networks crossed by a data connection is between 3 

and 4. The maximal number of crossed networks is of 5. These figures have been used, when 

possible, by the partners to generate topologies. 

1.5. STRUCTURE OF THE DELIVERABLE 

Each contribution first clarifies its positioning with respect to the ETICS architecture 

operational modes (subset of Figure 1) and describes the key aspect of the architecture that 

the simulation activity focuses on. Then the precise purpose and the models of the 

simulations are given and finally the results are presented and analyzed. As seen previously, 

the contributions are grouped by main thematics (offer/capabilities exchange, inter-carrier 

Path computation/NSPs selection, Network path selection, traffic identification, monitoring, 

Offer creation).  

                                                           

1 http://www.cs.bu.edu/brite/ 
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2. OFFER/CAPABILITIES EXCHANGE 

2.1. EXCHANGE OF TOPOLOGY INFORMATION THROUGH A LOCAL 

MAPPING DISTRIBUTOR (LMD) 

2.1.1. RATIONALES 

This section summarizes some works on a BGP-based architecture for ETICS. The 

architecture is presented as a candidate building block for the Distributed Push operational 

mode of the ETICS architecture (introduced in section 3.2.3 of [Del.4.2]). Simulations are 

then conduced in order to validate the proposed architecture, in other words, as a “proof of 

concept”.  

 

Figure 3. Simulation positioning 

More precisely, we concentrate on the component “service capability publishing”.  

As described in section 4.2.3 of [Del4.2]:  

“The service capability publishing and discovery interface allows the announcement 

of the discovery of complementary information (…) useful to enable service composition 

(such as helping to find NSPs route for distributed service composition). For example, this 

information could help to find different routes to reach destination(s), to eliminate routes 

crossing geographical area not allowed by the customer, to prune routes that not respect 

performance constraints on coarse NSP indications…” 

We propose an evolutionary approach based on the Border Gateway Protocol (BGP) 

[Rekhter2006] for this service capability publishing function. BGP is already considered in 
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ETICS at least to get reachability information (i.e., which address prefixes are available 

through each NSP). Again citing [Del4.2] (section 4.2.3):  

“(…), this (service capability publishing) interface can exist at either one of the 

two planes (service/business or control) or at the both. For example reachability 

information can reuse BGP at the control plane and price information is more 

suitable at the Service/Business plane.”  

Thus BGP could not solely be used for reachability purposes but potentially also for 

selecting different feasible routes. In fact, NSPs already select the “best route” than can be 

offered to customers based on specific BGP policies (for instance some routes can be filtered 

out by one NSP). Currently, a main limitation of BGP is that only one single route is 

announced (even if several paths with different characteristics exist) and only a limited set of 

fixed policy rules are used to make this choice. In the remainder of this section, we consider 

an architecture, which allows to use the existing path diversity and to define arbitrary policy 

rules. We assume additional information (such as QoS or price) are available through other 

mechanisms (e.g. at the ETICS Network Service and Business Plane) in order to select the 

most appropriate route among these candidate routes. More details are provided below. 

2.1.2. PATH DIVERSITY 

The ETICS project focuses on inter-domain connectivity services. To achieve this goal, it is 

necessary to bypass BGP (and its single default route) in order to use the potential Internet 

path diversity. Nevertheless, BGP, with simple extensions, can be a good source to obtain 

this diversity. Our simulations are aimed at assessing the potential path diversity that an NSP 

could offer to its ETICS neighbours and the potential impact of this diversity on the ETICS 

control plane. These results are required as a “proof of concept” to validate the approach. 

We first present an architecture that enables an NSP to accumulate the diverse paths it 

receives from its neighbours via BGP and to enforce these distinct routes at the data plane. 

This approach is based on a so-called “Map-and-Encap” scheme presented in the next 

section. It is however important to note that the results of the simulation presented below 

are quite generic; they are actually more related to the Internet architecture itself and not 

related to any specific architecture.  

We concentrate on the relation between one NSP and its “ETICS neighbours”, where the NSP 

may propose its rich external path diversity (at least partially) to its neighbours based on 

richer and more flexible path selection policies (e.g., considering price, performance or 

stability of routes). To assess the potential benefits of the proposed architecture, we 

evaluate the potential route diversity that a Tier 1 and a Tier 2 may offer, based on different 

possible route selection policies (i.e. which routes are offered to the ETICS community). We 

also analyze the overhead that is created at the control-plane (routing updates received at 

the control plane) and that may impact the data-plane (path changes that may be caused by 

some route withdraws/updates). Our evaluation shows that the increase in diversity has a 

controllable and acceptable overhead.  
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The work presented herein was conducted in collaboration with Damien Saucez from UCL, 

Belgium, in a joint work between ETICS and the FP7 ECODE project. This work has been 

accepted to ICC 2012. 

2.1.3. STUDIED MECHANISM 

2.1.3.1. Presentation 

Our architecture offers a domain the capability of controlling (in a flexible manner), its 

network exit point for its traffic. The architecture takes into account some design 

constraints:  

1. route diversity management,  

2. path enforcement until the chosen exit point of the domain (independently 
from BGP best routes),  

3. simple, incrementally deployable and local adoption (e.g. no global 
deployment required).  

 

Figure 4. Mechanism proposal 

At the control-plane level, our architecture relies on a centralized and extended Mapping 

System (MS) that could be part of the ETICS control plane (cf. following Section). In addition 

to storing and distributing the mappings, the MS firstly generates them from the diverse 

Internet routes, filters them and ranks them. The mappings map onto an address prefix a list 

of exit routers that may be used in order to reach this prefix destination. Mappings are built 

from all the eBGP advertisements received by the NSP. More precisely, each border router 

(also called Autonomous System Border Router, ASBR) maintains an iBGP session with the 

MS and propagates the routes it receives from its neighbouring NSPs. For each received BGP 
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route, the MS remembers the BGP prefix and its mapped ASBR exit point (BGP next hop). 

With this information, the MS determines for each BGP prefix the subset of ASBRs that can 

be used according to its local policies and ranks them. The way the subset of ASBRs is 

computed and ranked is open. For example, one can choose to insert a fixed number of 

routes (exit ASBRs), as mapping entries, based on price whereas others can perform 

advanced selection process to insert only disjoint routes that have proven reliability or 

stability. The use of performance evaluation tools may be used to rank paths based on real 

measurements [Saucez2008]. Each mapping record may potentially contains a priority, 

calculated according to the local policy ranking, which indicates to the encapsulating routers 

which record to use. The mappings are then distributed to the routers that may use the path 

diversity.  

The components that encapsulate the packets can be deployed in any part of the network. 

For instance, the encapsulation can be performed by a load-balancer deployed at the exit of 

a stub network could it be a multi-homed network or a single-homed one (e.g. small office, 

home network...). Once the encapsulating router receives a packet, it analyses the 

destination IP address and deduces, thanks to the mapping records, the IP addresses of the 

NSP ASBRs to use to deflect the route. If several mapping records are present and have the 

same priority, they are used to balance the load.  

The ASBR that receives the packet encapsulates it and forwards it to the neighbour ASBR. 

2.1.3.2. Use cases 

The most promising applications arise when the solution is implemented within an NSP, as 

depicted in Figure 5. In this scenario, the NSP offers its path diversity (at least partially, 

based on economic considerations for instance) to its ETICS neighbours. Once a specific 

binding agreement has been negotiated within an Autonomous System (AS) and its NSP, the 

packets are encapsulated inside the AS (stub or NSP) and encapsulated at the exit point of its 

NSP. The NSP is also responsible for collecting eBGP routes and building the path-mapping 

database. The NSP can manage the mappings for its customers, based on some pre-

negotiated objectives (performance, stability) for instance.  
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Figure 5. BGP reachability insertion in ETICS Framework. 

It must be noted that a domain adopting such architecture is at the frontier between the 

ETICS community, where diversity propagation is performed on a higher level, and the 

conventional BGP Internet. Therefore the selection of BGP routes to be inserted in the ETICS 

control plane has to be performed without coordination with non-ETICS neighbours. 

We expect that some paths are more “expensive” than others, based on the NSP connection 

policies, hence the full diversity is not revealed to the customers. For the NSP, this service is 

easy to be deployed as it relies on existing building blocks (essentially LISP). We also show in 

the next section that the overhead (in terms of route changes or ``churn") is limited even 

while using the diversity of routes. Note also that the Mapping System framework is flexible 

and can support a large set of services. For instance, the mapping system allows different 

levels of route diversity to be offered to different customers, based on their subscription. In 

particular, special peering points, ``shortcuts" (e.g. with performance and/or protection 

guarantees) may be reserved for specific customers or traffic. 

2.1.3.3. Complementary information 

The architecture presented offers a transitional and « connectionless » approach for ETICS 

distributed push solutions. The path diversity offers a vision of possible routes that can be 

offered by the neighbours. They can be used, together with alternative information (cost, 

QoS information or measurements) for service composition. The resource availabilities may 

also be checked by additional processes (a distributed PCE computation of the selected NSP 

path for instance), etc. 

2.1.4. EVALUATION 

2.1.4.1. Presentation 

Taking into account a large amount of routes is a trade-off between path diversity and 

routing overhead. In particular, instability is one of the biggest issues of the Internet 
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[Elmokashfi10] and ``churn" (i.e. route instability) may increase with the added instability of 

each new route. 

To assess the potential benefits of our approach, we performed an evaluation, based on the 

data made available by Route Views [RouteViews] and CAIDA [Caida], of the potential route 

diversity that a Tier 1 and a Tier 2 may offer, based on different simple routing policies (i.e. 

which routes are offered to its customers). We also analyzed the overhead that is created at 

the control-plane (routing updates received by the mapping system) and that may impact 

the data-plane (path changes that may be caused by some route withdraws/updates).  

To have more details about the evaluation process, please refer to [Misseri11]. 

Here are four possible cases that we considered in our evaluation: 

• LP: select routes that have the best local preference. Local preference is the metric 

reflecting, most of the time, the cost of the peering/transit link. Selecting the lowest 

local preference is equivalent to minimizing the cost of the inter-NSP forwarding.  

• ASPL: select routes that have the shortest NSP path length. NSP path length is the 

technical distance to the destination. Selecting the path only through this criterion is 

meant to roughly search for better technical quality regardless of the price.  

• LP+ASPL: select routes that have the best local preference and the shortest NSP path 

length. This path selection allows us to select shortest paths while minimizing the transit 

cost.  

• BGP: select routes that have the best local preference, the shortest AS path length and 

the lowest router ID. This path selection emulates the BGP decision process. We use it 

for comparison purposes only.  

Our evaluation shows that the diversity increase comes with a controllable and acceptable 

overhead. 

2.1.4.2. Results 

2.1.4.2.1. Major factors impacting the diversity 
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Figure 6. Tier 1 routing diversity 

For the Tier 1, our evaluation is based on 36 peering links (14 peering NSPs) and 46 transit 

links (26 client NSPs). For the Tier 2, our evaluation is based on 40 peering links (21 peering 

NSPs), 13 client links (8 client NSPs) and 3 provider links (2 provider NSPs).  

 

Figure 7. Tier 2 routing diversity 

For the Tier 1, our evaluation is based on 36 peering links (14 peering NSPs) and 46 transit 

links (26 client NSPs). For the Tier 2, our evaluation is based on 40 peering links (21 peering 

NSPs), 13 client links (8 client NSPs) and 3 provider links (2 provider NSPs).  We can see in 



 ETICS Deliverable D5.4    

Version 2.0 – 25/07/2012 

 Page 20 

  

the Figure 6 and Figure 7 that both can benefit from a high route diversity. The amount of 

available paths is greatly correlated with the type of selection. In the LP selection case, as 

almost all the prefixes are known and advertised at least by one client it leads the Tier one 

to only accept diversity coming from clients (i.e. the best local preference). The AS-number 

(ASN) we used to perform this study is actually known to have a 'customer cone'2 higher 

than 90% and therefore receives updates from clients for more than 90% of the prefixes. 

This filtering can make prefixes with a lot of potential diversity decrease to very little 

diversity because one or two clients propagate it. In our evaluation, a high proportion of the 

prefixes (220 000 prefixes or so) decreases to a diversity less than 5 routes.  

The Tier 2 has not the same behaviour. Almost no prefix has a diversity of 1 or 2 routes as 

the AS is connected to 3 provider links. There is an important peak of prefixes that have 

three routes. These are prefixes which reachability is only provided by the provider links that 

advertise almost all the prefixes of Internet. Every other prefix is reachable through more 

than 3 paths. The LP filtering has no effect on that peak as the reachability is assured by 

providers only.  

As for the Tier 1, prefixes advertised by at least one client lose their diversity with the LP 

selection. We can see that, contrary to the ALL diversity graph, a high number of prefixes 

(almost 100 000) are reachable by only one route. There is no possible comparison between 

the Tier 2 case and the Tier 1 case as the Tier 2 has a few proportion of clients in the 

evaluation. Therefore once a prefix is announced by a client, there is a little probability for 

this prefix to be reachable through several client paths.  

On the other hand, ASPL filtering has quite different consequences. On the Tier 1 case, the 

ASPL filtering truncates more the diversity than the LP filtering. The median values of LP and 

ASPL filtering are almost the same but a lot more prefixes have a diversity of 1 for ASPL 

filtering. This makes the mean value of the diversity decreasing from LP to ASPL. On the Tier 

2 case, the ASPL filtering truncates less the diversity than the LP filtering. 

ASPL and LP filtering are not totally correlated. Given a prefix that is advertised both by 

clients and peers, the updates announced by clients propose the shortest ASPL with a 

probability of 60% for the Tier 1 and 13% for the Tier 2. 

Therefore the LP+ASPL filtering roughly accumulates the effect of both filtering and 

proposes a very low diversity level. First it takes into account routes coming from the best LP 

(i.e. the clients for most of the prefixes) and then takes only 60% of them for the Tier 1 and 

13 % of them for the Tier 2 of this diversity due to path length.  

                                                           

2
  Customer cone: for an NSP, the customer cone is the ratio between the prefixes 

belonging to its recursive clients and the number of overall prefixes in the world (cf. http://as-

rank.caida.org/?mode0=as-intro#customer-cone). 
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2.1.5. TRADE-OFF BETWEEN PATH DIVERSITY AND STABILITY 

Having a great diversity is a consequence of a relaxation of the route selection. This 

relaxation may however have two contradictory consequences: it decreases the impact of 

some updates as the change of BGP metrics may not impact the result of the selection. For 

example, a change in the NSP path that changes the BGP selection would not change the LP 

selection.  

 

s 

Figure 8. Tier 1: Churn according to diversity 
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Figure 9. Tier 2: Churn according to diversity 

Contrary to the first point, a routing update that may not change the BGP best route could 

change the selection of the path diversity. For instance a change in the NSP path length 

would not change the BGP best route if this route comes from the only neighbour with the 

best local preference whereas it could change the ASPL filtering.  

Figure 8 and the Figure 9 present the route instability with respect to the path diversity. An 

extrapolation of the BGP churn is used for comparison in both graphs. 

They contain the graphs of churn according to the diversity for each path selection. Linear 

regressions have also been calculated for each case for the sake of readability and 

comparison (with the linear extrapolation of the churn of BGP).  

The different cases of the Tier 1 are close to that of the BGP extrapolation, except for a few 

anomalies. These upper points are caused by less than a hundred flapping routes (less than 

0.03%). As these flaps affect prefixes with high diversity, the Tier 1 may benefit a lot from 

the adoption of a flap damping algorithm to decrease this instability.  

The different Tier 2 filtering cases have a lower instability than the BGP extrapolation. Some 

upper points exist for the low diversity prefixes. The reason for the Tier 2 to have less 

instability than the Tier 1 is that it is connected to some providers. Indeed, providers rarely 

send withdrawals to their clients as they almost always have reachability for all the prefixes.  

2.1.6. OUTCOMES 

Diversity and instability are present and are not homogeneous among the prefixes. We 

highlighted in Figure 6 that some prefixes suffer from a lack of diversity (one or two routes) 

whereas other prefixes have a lot more routes than necessary (more than 10 routes). This 
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shows that naive mechanisms are not adapted and that one would benefit from more 

flexible decision policies, which is precisely what we aim to offer with the Mapping Systems.  

For instance, a restrictive selection may be used to filter the prefixes with high diversity 

(potentially taking into account new parameters such as route stability or long term 

performance measurements) whereas a relaxation of the policy may be of interest to 

increase the diversity for some prefixes with low diversity. Some prefixes may bring a lot of 

instability and stability analysis may be used to select routes that are more stable. As we 

have observed, these unstable prefixes, for the most, benefit from a high diversity. Hence 

this stability filtering will not make them lose their whole diversity (unless the instability 

takes place in the destination network).  

Consequently, an advanced selection process is of interest to wisely select routes.  

2.1.7. CONCLUSION 

This work presents an architecture aimed at better exploiting the path diversity that is 

inherently available in the Internet. The proposal is based on the LISP “Map-and-Encap” 

mechanisms in order to overcome current BGP limitations. It allows an NSP to offer its path 

diversity (at least partially) to its customers for the sake of traffic engineering and 

robustness purposes. We describe the architecture and potential applications. The solution 

enables the definition of a wide range of possible route selection policies, based for instance 

on economical, performance or stability criteria. 

In order to assess the potential benefits of the proposal, we conducted an evaluation based 

on simple route selection policies (i.e. which routes are offered by the NSP to its customers). 

First the route diversity that a Tier 1 and a Tier 2 may offer is studied, depending on the 

different policies. We also focused on the routing stability criterion by analyzing the quantity 

of routing updates that cause changes in data forwarding. 

Our evaluation shows, at least for the studied networks, that the increase in diversity comes 

with a controllable and acceptable overhead. Furthermore, it was shown that taking into 

account the stability of routes is promising, as it does not significantly alter path diversity 

while being essential for the scalability and robustness of our proposal. 
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2.2. THE IMPACT OF PRICE DISCLOSURE 

2.2.1. OBJECTIVE OF THE SIMULATION FOR THE DEFINITION AND EVALUATION OF THE 

ARCHITECTURE  

 

Figure 10. Simulation positioning 

According to the ETICS solution, the NSPs share information concerning the traffic source, 

destination and the statistics of the QoS-enabled service, as well as the price of their part of 

the service. The price is an important parameter of the offer that the NSPs provide to the 

buyer. In early markets or generally when the amount that the buyer is willing to pay is 

unknown to the NSPs participating in the community, a high total price may lead to failure of 

the provision of the final service. On the other hand the revelation of the buyer’s willingness 

to pay may lead to advantageous positions for some providers, especially the edge ones. 

Such problems need to be addressed in the project in order to facilitate the choice of the 

most suitable and viable interconnection model for ETICS. Since the centralized models are 

generally studied and their pros and cons are well known, we have focused on the 

Distributed models. Our major target was to identify the problems concerning the price that 

may arise due to the sequential bids of the NSPs in the Distributed model opposed to the 

simultaneous bids in the Centralized models. Therefore, the simulations of this section 

provide a concrete assessment of distributed models and assess whether these should be 

adopted as part of an ETICS solution, thus answering one of the focal architecture-related 

questions of the project. The theoretical work of the evaluation of the distributed model is 

presented in [Del3.5]. 

According to the Distributed Pull model the buyer requests an offer from its neighbour 

which is the first NSP in the chain. The first NSP will propagate the sub-offer to the next NSP 

until the destination is reached. Two different cases were investigated: 

a) Case 1A: Full Information: The buyer reveals his willingness to pay and the costs of 

the NSPs are known 
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b) Case 1B: Concealment of NSPs’ information: The buyer reveals his willingness to pay 

and the costs of the NSPs are unknown 

 

In the Distributed Push model the NSPs propagate their offers to their neighbours which 

create their own ones combine them and provide their own neighbours. We formulated this 

model close to the Distributed Pull to facilitate their comparison. Thus the first NSP creates 

an offer which is propagates to the second NSP in the chain and this process is continued 

until the destination is reached. Two different cases were investigated:  

a) Case 2A: Full information : The buyer does not reveal his willingness to pay (since is a 

Push model) and the costs of the NSPs are known Case 

b)  Case 2B: Concealment of NSPs’ information: The buyer does not reveal his 

willingness to pay and the costs of the NSPs are unknown 

Since we analyze the service provision in different cases of the Distributed Pull and Push 

models our simulations concern the Service Offers/Capabilities Disclosure level. Through 

our simulations we managed to validate our mathematical models and evaluate the pros 

and cons of the various models. This allowed us to provide recommendations to the 

architecture. Also this work has indicated that selfishness has a high toll on the end user 

satisfaction, since the simulations showed that the probability that the service is offered 

when the first NSP acts selfishly is less than that in the collaborative model. Our research 

has shown that for the distributed models, either in push or pull models, NSPs may exclude 

a neighbour from having information of other NSPs, resulting in a topology – or in other 

words chains of ASQ goods - different than that in a centralized model in order to gain an 

advantageous position against others. Also the simulations validate this effect.  

Summarizing the major contributions of our research, quantified by our simulations, our 

respective recommendations to the ETICS architecture can be summarized as follows: 

a) Accurate specification of architecture models enabling architecture refinements 

b) Collaboration should be encouraged and selfishness should be discouraged in the 

ETICS solution 

c) The ETICS architecture should enforce that in the distributed models all the ETICS 

partners should have the same information via a reliable information dissemination 

protocol 

2.2.2. DESCRIPTION OF THE SIMULATION AND ITS ENVIRONMENT  

Since our models are mathematical ones, we have run simulations in MATLAB. For each 

model we have identified from our analysis the optimal price for all players. Then for 

different prices that the buyer is willing to pay we determine if the service is finally offered 

or not. Also other parameters that change are the costs of the NSPs that participate in the 

chain. We have run the simulation for 1000 times in order to obtain stable results.  
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Since our primary objective was to analyze how the shellfish behaviours of the NSPs on the 

edges and particular the first NSP in  the chain, will affect the prices and the provision of the 

service, we have modelled the most basic scenario in order to draw conclusions; a buyer and 

two edge NSPs – the first one and the destination. Based on this mathematical model we 

have run our simulations with three nodes. As this study focused more on the business 

impacts, this number of nodes is appropriate to show the failure of the selfish models 

without adding more complexity to the mathematical formulation of the models. The 

mathematical models are already complex with three nodes and their complexity grows 

proportionally to the number of NSPs making the algebra difficult without giving more 

information about the behaviours of the edge NSPs. In case of larger topologies the results 

would apply to the edge NSPs, since we focus to the behaviour of the first NSP in the chain.  

2.2.3. RESULTS AND ANALYSIS OF SIMULATION 

 In the figure below we show a distributed coordination model. Buyer S (source) sends an 

offer-request to NSP A for establishing a connection to D (destination). We assume that all 

NSPs participate in a federation and thus they share information about the topology and the 

network capabilities of the participants. A extracts from the offer-request the part of the 

total service that it will provide and propagates the sub- offer request to D. Also it values this 

part of the service and propagates this price to D. D will accept or not the sub- offer request 

(we assume that it does) and it will provide a price for its part. 

 

Figure 11. Distributed Pull Model 

2.2.3.1. Case 1A: Full Information 

The available information to the NSPs affects their pricing strategies. Assuming that the 

costs of the NSPs are known to the federation and the buyer reveals his willingness to pay, 

the optimal choice of A will be DSA CPP −=* , if of course ADS CCP ≥− . For 

D the optimal price will be DD CP =* .  

In the figure below we present the prices that A and D choose according to the price that the 

user is willing to pay. As seen the maximum price that D may put at its service is following 

the distribution of its costs i.e. a value from the interval [ ]max,0 C . On the other 

hand the price that the first NSP charge for its service tends to be as high as the price of the 

buyer when the cost of D tends to be equal zero. 
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Figure 12. Comparison of Prices for Full Information model 

 

Figure 13. Benefits of A 

In Figure 13 we show the profits of A. The red spots indicate that the service was not given 

because the sum of the costs of the NSPs exceeds the price of the buyer. Also, as expected, 

the profits of A grow proportionally to the price of the buyer. 

2.2.3.2. Case 1B: Concealment of NSPs’ information 

In this model we assume less information available to the NSPs. The costs are not known to 

the federation, rather their distribution only. In this case the buyer reveals its willingness to 

pay and thus A chooses a price having this knowledge but assuming the cost of D. D will in its 
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turn know the part of the buyer's price that has remained after A's choice and thus will take 

it all if it exceeds its own costs.  

For A to agree to make the transaction AA PC ≤ and SA PP ≤  have to be true, while for D 

ASD PPC −≤ has to apply. Since A has no knowledge about the cost of D, it 

can only decide on the basis of assumptions. For the action to take place, the sum of the 

costs of both NSPs has to be less or equal to the price that the customer asks, i.e. 

SDA PCC ≤+ . Thus A makes the first move choosing AP  in order to 

maximize its own expected profit, which is given by the following equation, since A can only 

earn its profit if the condition ASD PPC −≤  does apply with the unknown 

(for A) DC : 

( ) ( )[ ]ASDAA PPCCPE −≤− 1  

where ( )ASD PPC −≤1 is the indicator function, which equals 1 if the outcome 

( )ASD PPC −≤  applies and 0 otherwise.  

In order to be able to compare the different prices and strategies, our metrics of interest are 

the profits of the NSPs A and D, as well as the probability of offering the service.  

After solving the maximization problem, the maximum points are: If belongs to the 

interval [ ]ACC +max2,0  the maximum point is 

2

AS
A

CP
P

+
= .For the interval ( )∞+ ,2 max ACC  the 

maximum point is maxCPP SA −= . 

Following the scenario of composing the offer, A propagates the sub-SLA and the remaining 

amount to D. This NSP, since it is the last in the chain, takes the whole remaining amount. 

Thus its price DP  equals the difference between the price that the buyer proposed and 

the price that NSP A put after solving its maximization problem, i.e.  

• 
2

AS
ASD

CP
PPP

−
=−=  if 

SP belongs to the interval [ ]ACC +max2,0  

• maxCPPP ASD =−= , if SP belongs to 

the interval ( )∞+ ,2 max ACC . Thus, now we have the prices of 

NSPs A and D that have been chosen according to the scenario that NSP A chooses 

first his price, when the price of the buyer is known to him. 

In the figure below, we present the benefits of A and D NSPs that participate in the chain. 

We compare those values under different prices of Ps.  
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As seen in legends, Ps may take the values 

maxmaxmaxmax 3,2,
2

3
, CCCC

. For each such case we select 1000 random pairs of 

( AC and DC Cd) through a uniform distribution. The x axis corresponds to the benefit of 

A, while  y axis corresponds to the benefit of D. Spots below  line identify the times 

that the service is not provided because D refuses it since its benefits are less than its costs. 

Also, red spots identify the times that the service is not provided because the sum of the 

costs of both NSPs exceeds Ps. The percentage of no service offered because this reason is 

42% when Ps is as high as maxC , and 15% when Ps is 1.5 maxC . Of course this percentage is 

zero for higher values of Ps. As seen in the figures, A always wins more than D, with 

percentages 58%, 85%, 100% and 100% for the respective prices of SP .             

 

Figure 14. Comparison of Benefits of A and D 
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Figure 15. Benefits of A and D 

In Figure 15 we show the profits of A and D. The profits of A are indicated by the red spots 

while those of D with the blue spots. The upper bound of the profits of D is close to 

which is justifiable by our mathematical models. Also due to the intervals of the  

that determine the optimal points, close to  A starts to gain greater proportion of  

than before. This is also shown in the figure below, which shows the difference between the 

profits of the NSPs. The difference is always greater than zero which means that D always 

gain less than A. Also under greater values of  the difference is increasing.  

 

Figure 16. Difference in Benefits between A and D 

As we observed before there are times that the service is not given since the cost of D 

exceeds the remaining price of the buyer. These are the green spots in Figure 14. Thus in this 

model the service will not be offered always despise that the buyer indicates the value that 
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he is willing to pay. A, due to lack of information, absorbs much more percentage of the 

price of the buyer than in the previous model and thus D cannot accept the agreement. 

Since this model is not a sustainable one, we also evaluated it by showing the loss in 

efficiency. This loss can be presented through the difference between the probability that 

the service is offered by this model, where A follows its own optimal strategy and a 

collaborative model, where the NSPs collaborate with each other for the provision of the 

service whenever possible, in terms of covering their costs, without each trying to optimize 

its own profit. This also can be seen as an ideal Centralized model. We calculate the 

probability ]Pr[ SAD PCC ≤+ that a service is achieved collaboratively 

and then the probability the service is achieved if A follows its own optimal strategy, i.e. 

]Pr[ SAD PPC ≤+ .  

 

Figure 17. Loss in Efficiency 

In Figure 17 we show the probabilities of the service being offered for all values of SP  in 

the interval . The x axis corresponds to the values of Ps while the y axis 

corresponds to the probability of the service being offered. The blue line refers to the 

collaborative model with probability ]Pr[ SAD PCC ≤+  that the service 

is offered. The green line respectively refers to the model where A acts selfishly with 

probability ]Pr[ SAD PPC ≤+  that the service is offered. As seen in the 

figure, the probability that the service is offered when A acts selfishly is less (and often 

significantly less) than that in the collaborative model. Also we observe that the difference 

between them is increasing for higher values of SP until both of them reach 1. This also 

means that A absorbs as much amount of SP as it can. Thus under this model the first NSP 

gains an advantageous position against the other NSPs in the chain. If this NSP is also a 

transit one, this may affect the participation of small NSPs with higher costs into the alliance.  
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2.2.3.3. Case 2A: Full information 

In case that the buyer does not reveal its willingness to pay, the model can be seen as a 

Distributed Push one. NSPs A and D choose a price taking into account the probability that 

the service will not be offered because of their prices, i.e. ]Pr[ **

SDA PPP ≤+ We assume 

that the Publishing Phase has already been completed and all NSPs have the same set of 

information about the network capabilities of the other NSPs. The Composition Phase is 

initiated by S who sends its request for a particular offer. After deciding on its price  , A 

propagates the offer and  to D. (Note that the results are still applicable if we reverse the 

roles of A and D, with D choosing first.) D decides its own price  and they propagate 

 to the buyer which takes the offer or not. For A and D to agree to make the 

transaction their prices have to exceed their costs ( ). Also  and 

, where  is the price that the buyer is willing to pay, should apply in order for 

the service to be ultimately provided. Also, both the costs are here assumed to be known to 

both the providers who only know the distribution of . The problem that the NSPs A and D 

have to solve is:  

)]](1))([max[ *** ServiceCCPE −  

The interaction of A and D corresponds to a Stackelberg game. Solving the maximization 

problem for D we obtain the optimal choice for him ( ). Subsequently, we solve the 

maximization problem of A. The value of is not known to A. It comes as a result of the 

choice of  by A. However, A can make use of the expression of  and then calculate  

on this basis. A will choose  such that . Through those optimal choices 

we can calculate the actual profits that A and D in the cases that the service is indeed 

provided.  

 

 Collaborative Distributed Pull Distributed Pull 

 Actual Profits Actual Profits of A Actual Profits of D 

(0.043, 0.169, 0.649) 0.218 0.394 0.197 

(0.113, 0.030, 0.939) 0.387 0.417 0.208 

(0.075, 0.054, 0.531) 0.200 - - 

(0.547, 0.138, 0.149) - - - 
Table 1. Comparison of Profits of A and D 

In the table above, we show some numerical values of those profits and we compare them 

to the collaborative scenario. As presented and also proved in closed form the profits of A in 

the Distributed Pull model are always higher than in the collaborative one and also double 

those of D. Also the third row shows a case of a failure of service provision under the 

Distributed model in contrast to the collaborative one. The last row shows a failure of both 

models due to a low price of the buyer. Those results are also shown in the figure below. 
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Figure 18. Comparison of the Benefits of A and D 

As shown in Figure 18 the red spots indicate the profits of A, the blue ones the profits of D 

while the green ones the profits of A or D in the collaborative model. As we mentioned 

above A always win more than D. Also it is clear that in many cases that the under a 

collaborative model the service would have been offered, in the Distributed Push even with 

a high availability of information, the service is not given. In order to show more clearly this 

we evaluate the model by showing the loss in efficiency. This loss can be quantified by 

comparing: a) the probability  that the service is achieved under this 

model, where A and D follow their own optimal strategies ),( **

DA PP ; and b) the 

probability ]Pr[ SAD PCC ≤+  that a service is achieved under the 

collaborative model. Thus, when the NSPs act selfishly (Distributed Pull model) there is a 

huge loss in efficiency, resulting in a reduction of the probability that the service is offered 

by a factor of 4. 

max

max**
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max]Pr[1]Pr[
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In the next figure we show the loss in efficiency of the Distributed Push model that 

corresponds to our theoretical results.  
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Figure 19. Comparison on the efficiency of the models 

2.2.3.4. Case 2B: Concealment of NSPs’ information 

In this Distributed Push model we assume less information available to the NSPs. They are 

not aware of the buyer's willingness to pay neither the costs of the other NSP. A after 

deciding  propagates SLA and to D. D decides and they propagate  to the 

buyer who takes it or not. For A to agree to make the transaction  should apply and 

for D to agree to make the transaction  should apply. In general  

should apply in order for service to be ultimately provided (i.e. for the SLA to be accepted by 

the buyer), for which a necessary condition is . Also, is only known to the 

buyer and unknown to the providers, who only know the distribution of . Also the 

distribution of the costs is known to both the providers. 

The problem for A is: 

)](1))([(max ServiceCCPE AAA −  

or equivalently 

])()(Pr[))([(max SDDAAAAA PCPCPCCPE ≤+−  

 

where  is a function of , s.t. AA CP ≥  . However, A knows how D will act, and 

thus he takes this into account. Hence, we model the interaction of A and D as a Stackelberg 

game.  

The respective problem for D is: 

)](1))([(max ServiceCCPE DDD −  

 or equivalently 
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])(Pr[))([(max SDDADDD PCPPCCPE ≤+−  

where  is a function of , s.t. DD CP ≥  and 

],0[~ maxSS PUP . 

After solving the maximization problem we have obtained the optimal points: 

If , A chooses  and D 

6

322 max* DAS
D

CCP
P

+−
=   

If , A chooses 

4

22 maxmax* CPC
P SA

A

−+
=  and D 

8

422 maxmax* CCCP
P DAS

D

++−
=   

 

Figure 20. Comparison of Benefits of A and D 

In the figure above we show the actual benefits of A and D.  takes values from a uniform 

distribution between 0 and which takes different values in relation to . In the 

first case takes values from the interval  in the second from the interval 

, the third from and the last one from . The service is not 

offered due to the constraint  by 1.9%, 2.7%, 0.7% and 0% in the above 

cases and the corresponding spots are green. The red spots represent the cases where the 

service could not been offered because the sum of the prices of the two NSPs is higher than 
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the price that the buyer is willing to pay. This is happening by 1.6, 5, 9.5 and 19.5%. Also 

there is the case where the sum of the costs of the two NSPs is higher than the value of the 

buyer. These are not shown in the figure. The percentages are 83.7, 63.9, 46.2, 33.1% 

respectively. Last the service is given by 12.8, 28.4, 43.6 and 47.4% in each of the four cases. 

In Figure 21 we show the profits of A and D under the respective . A gains more than D 

and this proportionally increases after . The difference in the benefits 

is shown in Figure 22.  

 

Figure 21. Benefits of A and D 

 

Figure 22. Difference in Benefits of A and D 
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Again in this model we have seen that in many cases the service is not offered due to the 

prices that the NSPs choose. In order to show clearly that a Distributed Push model with 

even less information than the previous one is inefficient comparing to the collaborative 

model we have calculated the respective probabilities. This inefficiency is shown in Figure 

23. For the Distributed Push case we calculate the following probability: 

]4632Pr[]
6

342
Pr[]Pr[]Pr[ max

max**

SSDAS
DSA

SDA PPCCP
CPC

PPPService −≤+=≤
++

=≤+=

 

 

Since  and  are independent and identically, uniformly distributed, employing 

convolution, we obtain after some algebra that the cumulative distribution function of 

DA CCZ 32 +=  is: 
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Furthermore, using this we proceed as follows:  

]|46Pr[]|Pr[ max psPPPZpsPservice SSSS =−≤==  

 

Note that:  

3

2
046 max

max
S

SSS

P
PPP ≥↔≥−  

 

 

Thus, ]|Pr[ psPservice S = does not vanish only if takes values in 

the interval ],
3

2
[ max

max
S

S P
P

. This readily implies that , 

since SP  is uniformly distributed. Therefore, the probability that service is indeed 

offered under the Distributed Push model is low. The exact calculation of this probability is 
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rather tedious. In particular since it depends on the relation between and , we 

have to distinguish six cases: 

Case A:  and  

Case B:  and  

Case C: maxmaxmax
2

9
3 CPC S <≤  and  

Case D:  and  

Case E:  and maxmaxmax 5
3

2

3

10
CPC S <≤  

Case F:  and  

Using , we calculate in each of those cases the probability of the service being offered. 

The fact that there are six cases due to the constraint  and the form of , 

yields a function of maxmax / CPS that is continuous but not differentiable 

everywhere. In Figure 7, below we depict the probability of service offered of the 

Collaborative model (dotted line) and the same probability of the Distributed Push model 

(solid line). Their biggest difference is when  is close to . In general, we notice a high 

loss of efficiency for Distributed Push model, compared to the benchmark Collaborative one, 

due to the selfish behaviour of NSP A, and the various uncertainties involved. Next, we 

compare the Distributed Pull and Push models.  

 

 

Figure 23. Probabilities 
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2.2.4. DYNAMICITY AND SCALABILITY 

The mathematical models described above are applicable only for three – NSPs chains. 

Through the analysis of these models we have concluded that the edge NSPs may obtain 

advantageous positions in the Distributed Pull models.  

2.2.5. CONCLUSION 

Although the Distributed Pull and Push models seem a good choice for immature markets 

they should not preferred for the ETICS communities due to the advantageous positions that 

are created. As shown from our simulations the first NSP in the chain gains more in every 

scenario of the Distributed Pull and Push model. Even in the last scenario where the players 

have no knowledge of the cost of the other NSP in the chain or the price that the buyer is 

willing to pay, the first NSP has higher benefits. This makes the Distributed models, where 

the bidding is done in a sequential mode, to unfair ones for the NSPs that are away from the 

buyer. Also for NSPs that have higher costs the participation to a community where a 

Distributed model has been adopted can be proved prohibited. Their costs may exclude 

them from being part in a chain. Also in the Distributed models we observe a high loss in 

efficiency with respect to the Centralized model. This leads to unsatisfied buyers and thus to 

a failure of the community. Thus we recommend a Fully Centralized model or a Per-NSP 

Centralized model where the NSPs participating in a chain will price their services 

independently and simultaneously with the other players, thus bidding closer to their true 

prices. However, the adoption initially of an open community will require a more flexible 

model where the information would not concentrate to one entity, as in Centralized models. 

Thus a Distributed model could be more appropriate in other cases.  
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3. INTER-CARRIER ASQ PATH 

COMPUTATION/NSPS SELECTION  

3.1. ALGORITHMS FOR NSP PATH SELECTION 

The purpose of these simulations is to compare various algorithms for the key ETICS feature 

of NSP path selection according to the published offers or capabilities. These algorithms 

apply to various mode of the architecture. 

In D3.3, several learning algorithms have been mentioned for the offer negotiation. The 

purpose of this study is to check whether learning algorithm can advantageously compete 

with “standard” optimization algorithms proposed by other authors (see [Xiao05] and 

[Howarth06] for instance). These latter are applied at each customer requests thus 

forbidding the anticipation of future requests. Furthermore, optimization algorithms cannot 

capture either the utility of the customer (its sensitiveness to price or QoS) or the utility of 

NSPs (the maximization of their network load while maintaining guarantees). 

The learning algorithms we consider, namely the Linear Reward Inaction (LRI) [Hilgard75], 

the Q-learning [Watkins92] and SARSA have been studied under various contexts: the 

vertical competition among NSPs in order to check whether or not they allow reaching 

equilibrium, the centralized and the distributed ETICS architectures. For the studies on the 

ETICS architecture we focused on the Q-learning algorithm because it presents an interesting 

trade-off between convergence, revenue maximization and individual constraints of NSPs.  

3.1.1. ARCHITECTURE POSITIONING 

These simulation studies take place in the frame of the NSP selection of the ETICS 

architecture and, as illustrated by Figure 24, cover several modes: Push and Pull, and 

Centralized and Distributed. Only the fully Centralized and Per-NSP Pull modes have not 

been covered because they require splitting a QoS demand according to various criteria. This 

splitting needs further studies. 
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Figure 24. Positioning of the NSP selection study. 

  

The application of learning algorithms has been described in both [Del3.3] and [Del5.3]. In 

[Del5.6] is provided an update of the framework description according to the ETICS 

architecture operational modes.  

Prior to the description of the simulation environments and results, we recall these different 

modes: 

• In a centralized push mode, learning algorithms have been proposed to solve the 

issue faced by the Service Facilitator when combining the published offers; 

• In a distributed pull and push modes, learning algorithms have been proposed to 

solve both the NSP or offer selection faced by each NSP of an ETICS community. The 

decisions an NSP has to take in both modes are: to which neighbour do I forward a 

request (pull) or aggregate an offer (push) and which QoS (internal path in pull or 

offer in push) do I use locally. 

The centralized pull mode has been ignored as it has still some open issues and is let for 

future works. 

3.1.2. EVALUATION CRITERIA 

The simulation studies led on the algorithms for the offer negotiations cover aim to observe 

the behaviour of the algorithms over various criteria: 

• Convergence to optimal values: the purpose of the algorithms is to maximize the 

reward for the NSPs; hence, it is important to check that the algorithms provides 

higher revenue and increases the customer welfare compared to other approaches 

(random affectation of offers, selection of the least cost offer, etc.) 

• Resilience to various customers’ expectations: the designed learning algorithms 

aimed to take into account the customer willingness of acceptance. As this 
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willingness might vary from one customer to another (e.g. a customer can be 

exclusively sensitive to prices while another is more sensitive to QoS), it is important 

to check that the algorithm still maintain a given welfare to customers. 

• Resilience to the dynamicity of the network: The network capacity available for 

ETICS ASQ offers varies along the time and might have erratic behaviours. Hence, we 

aim to observe if the proposed learning algorithms succeed in re-converging to the 

new optimal values defined by the new network conditions. 

• Scalability: the number of NSPs and the nature of their inter-connections are an 

important issue, as well as the number of offer an NSP published. 

3.1.3. SIMULATION RESULTS UNDER CENTRALIZED PUSH OPERATIONAL MODE 

3.1.3.1. Experiment settings 

This section gathers a set of results of simulations performed with an ad-hoc simulator, 

implemented in Java. The purpose is to evaluate the performances of the adapted Q-

learning algorithm w.r.t. existing alternatives: a per-request chain selection algorithm as 

proposed in [Xiao05], [Howarth06] for instance, which maximizes the immediate reward and 

a batch algorithm, which requires to batch a given number of requests before proceeding 

with the offer chain assignment. To implement these algorithms, we used the API LpSolve 

which proposes deterministic algorithms for linear optimization. For discrete optimization 

the LpSolve algorithm is Branch and Bound (BB). To summarize, the evaluated algorithms 

are: 

• The adaptation of the Q-learning algorithm described in previous sections, denoted 

as "Q-learning" in figures. 

• A Branch and Bound algorithm, which treats request one by one, denoted as "SBB" 

in figures. This approach leads obviously to under optimal results and is highly 

depending on the request arrival distribution (i.e. if requests with the most 

demanding bandwidth profiles come first, then this approach will be more efficient 

than if requests with the least demanding profiles come first). Even if the BB 

algorithm is not the best adapted algorithm in terms of computational complexity, it 

gives an idea of the expected results when using a per-request approach. 

• A Branch and Bound algorithm which batches requests, denoted as "BBB" in figures: 

the batch size may vary according to the total number of simulated requests. 

However, as the computational complexity of the BBB algorithm is exponential in 

batch size, which has to be bound. 

The offer chain selection performed by the three listed algorithms can be evaluated using 

different metrics: the cumulative generated profit, the network utilization, etc. The 

considered metric is the cumulative reward, defined as the sum of the profits generated per 

offer chain assignment. As a reference for the optimal offer chain assignment, we take the 

maximum reward resulting from the joint solution of all requests at the same time under 
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QoS and capacity constraints. Thus, to evaluate the algorithms' quality of response (i.e. 

distance to the maximum reward), we run several simulations with the same parameters: 

• the number of requests is bounded to 50 and all requests are associated to the same 

couple of ingress/egress node; 

• the number of available offer chains is set to 5 and their characteristics are reported 

in Table 2 ; 

• the requests distribution over the QoS demand profiles is uniform and we assume 

that requests arrive in sequence one per decision epoch; 

• the QoS demand profiles are set to 5 and their characteristics are in Table 2; 

• the batch size is set to 10; 

• the Q-learning parameters are: γ a=0.8, 
t
ε = exp -t (the duration of the exploration 

phase decreases exponentially over time), ω =0.75. 

Demand Bandwidth 

[Mbps] 

Delay[ms] Offer chain Bandwidth 

[Mbps] 

Delay[ms] 

d1 100 200 C1 100 200 

d2 280 162 C2 280 162 

d3 460 124 C3 460 124 

d4 640 86 C4 640 86 

d5 1000 10 C5 1000 10 

Table 2. QoS demands and chain of offers 

We also assume the duration of each offer chain allocation to be infinite w.r.t. the 

simulation interval. The small values of the example have been chosen for comparison 

purpose: in fact, the BB algorithm provides the global optimum (i.e. the dashed curve on 

Figure 25 and Figure 26) after a very long runtime. The requests distribution over QoS 

demand profiles follows a uniform distribution, since there is no evidence of a particular 

repartition of QoS demands. 

3.1.3.2. Results 

Figure 28 represents BBB, SBB and Q-learning performances in terms of total benefit for the 

treatment of 50 requests: on the x axis it has been reported the number of simulations and 

on the y axis the cumulative reward. 

The deferred arrival of user requests explains the fluctuations in Figure 25 of SBB and Q-

learning curves. The dashed curves in Figure 25 and Figure 26 represent the optimum, which 

can be reached at each simulation. This optimum has been computed using QoS constraints 

but also customer and NSP utilities, as explained in section below. Figure 25 illustrates that 

the adapted Q-learning algorithm brings an average reward of 75.36% (i.e. over multiple 

simulation runs, the distance between Q-learning results and the reachable optimum is 
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computed and averaged) with a 95% normal confidence interval of 4 x10-4 where other 

algorithms bring an average reward at less of 40% (see Table 2 for detailed values). 

 

Figure 25. ETICS community gains 

  
Figure 26. ETICS community gains with several negotiation rounds 

 

Figure 27. Experiment results of learning algorithms in centralized push 
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Q-learning with several negotiation rounds. We have tried to quantify by simulation the 

impact of multiple negotiation rounds between the third party and the customer. We added 

a loop realizing multiple NSP and customer negotiations, bounded by a maximal number of 

rounds. In a first time, we wanted to observe experimentally if such a mechanism would 

impact the learning convergence and how it would affect the total runtime. For this purpose, 

we realized simulations using different maximal round values. Figure 26 illustrates some of 

these simulation results: the Q-learning algorithm including customer and NSP acceptances 

has been tested with a maximal number of rounds varying from 1 to 20. As summarized in 

Table 3 gains obtained using several negotiation rounds are not linear to the number of 

rounds. However, one should note that making more than one negotiation rounds benefits 

advantageously to the obtained reward. We let for future work a theoretical analysis of the 

impact of the number of rounds over the convergence results. 

Algorithm % of the Optimum Confidence interval 95% 

SBB 

BBB 

Adapted Q-learning 

36.86 

31.06 

75.36 

8 x 10-5 

6.5 x 10-5 

4 x 10-4 

Adapted Q-learning with 1 round 

Adapted Q-learning with 2 rounds 

Adapted Q-learning with 10 rounds 

Adapted Q-learning with 20 rounds 

75.36 

91.89 

94.13 

97.17 

4 x 10-4 

2 x 10-4 

2 x 10-4 

1 x 10-4 

Table 3. Experiment results of algorithms executed in centralized push architecture 

Runtime performances. To complete our performance evaluation, we monitored BBB, SBB 

and Q-learning execution time under a growing set of offer chains. Figure 27 reports the 

average time - in seconds on the y axis - needed for the treatment of each request when 

varying the number of offer chains - on x axis, from 100 to 2500 - and for a growing number 

of requests from 1000 to 5000. The results of the BBB algorithm do not appear on Figure 27 

since they were over 10 seconds per request. It is to be noted that the experienced runtimes 

are quite acceptable for most of Q-learning versions under 2500 offer chains. This shows the 

'curse of dimensionality' problem for RL techniques - especially when the number of 

negotiation rounds increase - that can be overcome by applying function approximation} 

techniques to the state space representation (see [Tesauro06]). 

3.1.4. EXPERIMENT RESULTS ON DISTRIBUTED PULL AND PUSH ALGORITHMS 

3.1.4.1. Experiment settings 

The simulated network is depicted by Figure 27. A source NSP, for instance a customer of 

NSP1 on Figure 27, sends a request to NSP 1 at each simulation step, with NSP 2 as a target. 

Several NSP paths are feasible involving M NSPs. The value of M has been fixed to 5 for the 

reasons mentioned in the Introduction for all the simulations. For the observation of the 
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quality of response (studies detailed in sections 3.1.4.3 and 3.1.4.4 with varying capacities) 

the value of K has been fixed to 2 as, in order to compare the proposed algorithms with 

others, these other algorithm must be able to provide their results (and they require small 

topologies). In order to measure the runtime performance (studies detailed in section 

3.1.4.5) of the proposed algorithm, the value of K and the number of offers per NSP have 

been varied from 1 to 1000. The NSP 1 is the observed NSP.  

The network load is emulated by internal links on each NSP. A link is associated to a maximal 

available bandwidth: when an offer is committed, the remaining bandwidth is computed. 

The internal capacity is bound to 3 and set as follows: 0 when no bandwidth remains, 1 

when the remaining bandwidth is at 10% of the maximal one, and 2 when it is more than 

10% of the maximal one. Hence, an internal capacity of 1 is a warning that the offer will soon 

be unavailable. 

 

Figure 28. NSP network 

The acceptance of an offer does not take into account the reputation and if modelled by the 

following equation:  

 Where a factor β weighs the importance the customer gives to the price versus the QoS, 

 is the QoS satisfaction rate of the commercial offer compared to the request, a 

price function  which is the maximal price the customer is ready to pay for the 

demanded QoS i
d  , and  is the price of the proposed commercial offer. In the 

experiments, different values for β  have been used. The maximal price the customer is 

ready to pay is set using the minimum summed price of the offer chains that satisfy the QoS, 

so there is always a feasible chain. 
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QoS values of offers are generated randomly following a uniform probability law except for 

the guaranteed bandwidth for which levels are defined. So, each QoS value is available with 

all levels of bandwidth, thus ensuring a higher number of feasible chains. The price function 

of NSPs uses the distance of each QoS parameter value to the minimum and maximum of 

this parameter. QoS parts of requests are generated in the same manner. Requests are 

distributed over these requirements with a normal law.  

3.1.4.2. Evaluated algorithms 

The learning algorithms evaluated in these experiments are the different versions of the Q-

learning as described by Table 4. The learning rate is updated using recommendations 

of[Even-dar03] α = t+1-0.85. The discount factor is set at 0.5 meaning that present and 

future rewards have an equal importance. The value of the epsilon factor decreases 

uniformly from 1 to 0.01 and remains constant, so that the learning is first very fast, and 

then slows. 

To ensure the validity of experimental data, the same set of 250 requests (all having 

different QoS parameter values) is sent multiple times with the same arrival law, forming a 

"run". QoS requirements of Requests are generated according to a Gaussian law over the 

possible chains of offers. A full simulation is of 60 runs, each run having the same requests 

and with a re-initialization of link bandwidth between each run. Each full simulation has 

been run in the same conditions 30 times and results have been averaged to be more 

reliable. 

Algorithm Name Algorithm Type ETICS architecture mode 

Comb-NC Learning Distributed Pull 

Sep-NC Learning Distributed Pull 

RC Learning Distributed Push 

Random Random affectation of offers Distributed pull or push 

Min-OPT Optimal affectation of offers Distributed pull or push 

Table 4. Name of the algorithms and corresponding ETICS architecture mode 

3.1.4.3. Convergence to optimal values  

Figure 29 illustrates the results of a first set of experiments conducted with 100 offers per 

NSP, a customer interested mainly in price ( the price is 80% important and the QoS 

satisfaction 20%), and an internal capacity covering the bandwidth demanded by all 

requests. As shown by Figure 29.a) and Figure 29.b), the satisfaction of the customer and 

NSP's gains are tightly related. Q-learning algorithms roughly behave the same, and stabilize 

after ca. 10 runs (2500 requests). After more runs, the RC algorithm convergence increases 

with respect to other algorithms. The convergence of the Sep-NC algorithm appears to be 

slower than the RC and Comb-NC algorithm. Furthermore, Figure 29.a) and Figure 29.b) 

exhibit a significant result: the random and Min OPT algorithm are less efficient than all Q-
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learning algorithms (ca. 10% and 20% of satisfied requests respectively); thus encouraging us 

in adopting such learning approach. 

We can notice that the learning algorithms (RC) required around 750 requests to behave 

better from the customer point of view and 500 requests from the NSP point of view.  

  

Figure 29. Experiment results under standard condition 

Customer utility. Depending on the customer utility, NSPs should apply different strategies: 

if a better QoS matters more than a cheap one for the customer, NSPs will get higher 

revenues by proposing a better QoS and vice versa. On Figure 30, one might observe that 

the Q-learning based algorithms allow reaching a better customer satisfaction than the Min 

OPT and random algorithms. Figure 30.b) exhibits that Q-learning based algorithms converge 

to better revenues than the Min OPT and random algorithms. The Min OPT algorithm 

performs the worst as it provides to customers the cheapest chains which are also the ones 

providing less revenues for NSPs. Both figures illustrate that when the price matters, the 

convergence is quicker than in standard conditions. 

An interesting results illustrated by Figure 30 is that learning algorithms are better than 

random and Min. Opt since the beginning of the simulation.  

(a) Customer satisfaction 

(b) NSP’s Gains 
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Figure 30. Experiment results under customer focused on price 

3.1.4.4. Convergence to optimal values under Capacity variations 

A set of experiments was conducted with NSP 1's bandwidth alternating between the total 

bandwidth of all the requests and 15% of this same bandwidth at each run. The results, 

shown by Figure 31.b), reveal that NSP gains are varying smoothly accordingly. The RC 

algorithm adapts quicker than the others but finally, after several rounds, does not provide 

in this context as much advantages as one could expect. As such variations are quite 

common in a realistic environment (e.g. because of requests made by other NSPs), Figure 

31.a) and b) exhibit that all algorithms behave roughly the same on long-term. 

One can note that under capacity variations, learning algorithms need more time to perform 

better than Random and Min. OPT. Only the learning algorithm for the push mode (RC) 

maintains the same level of efficiency as under standard conditions. 

(a) Customer satisfaction 

(b) NSP’s Gains 
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Figure 31. Experiment results under capacity variation 

Changing statically the customer utility or the NSPs' bandwidth capacities does not interfere 

with the learning process, it only affects the convergence speed. But, making the capacity of 

a NSP varies during a simulation affects the results. 

3.1.4.5. Runtime performances at large scales 

The number of offers per NSP is an important component of the Q-learning-based algorithm 

convergence properties. On Figure 32 the number of offers per NSP is varying from 100 to 

1000. One might observe that the runtime of the RC algorithm is higher and increases faster 

than the runtime of the Comb-NC and Sep-NC algorithms. At more than 900 offers per NSP, 

the RC algorithm needs more than a second to answer. In realistic cases, the number of 

offers could be higher. However, offers and requests are often categorized by type of 

applications thus reducing the space to explore, which was not the case in our experiments. 

The Sep-NC algorithm has the shortest runtime. 

(b) NSP’s Gains 

(a) Customer satisfaction 
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Figure 32. Scalability results under a varying number of SLA offers 

Table 5 summarizes the runtime results obtained in the different operational modes of the 

ETICS architecture. For the distributed pull mode, we choose to use only the Comb-NC 

algorithm because its performances are quite the same from an optimality point of view as 

the Sep-NC.  

The runtime required by the distributed pull mode is significantly less than under the 

distributed push mode essentially because of the optimization of the learning algorithm 

Comb-NC which avoids a full exploration of the NSP topology. But as observed in the 

previously described experimentations, the distributed push mode performs better under 

capacity variations. 

Average 

Number of Next 

NSPs (value of K) 

Total number of 

NSPs 

Average Time of Request 

Processing of Distributed 

Push (RC) 

Average Time of 

Request Processing 

of Distributed Pull 

(Comb-NC) 

2 5 21.6 ms 8 ms 

5 15 175 ms 106 ms 

10 50 423.5 ms 288 ms 

20 100 2657 ms 700 ms 

200 1000 8458 ms 3693 ms 

1000 5000 21806 ms 8233 ms 

Table 5. Average Time of Request Processing with various topologies and 100 SLA Offers per NSPs 
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As summarized by Table 6, the impact ratio between the offer and topology scales are 

different but closed in distributed pull, the order of magnitude of the offer scale is 4 times 

the one of the topology scale, while it is of 3.5 for the distributed push. So, for both 

proposed algorithms the offer scale has a highest impact than the topology.  

Algorithm Number of Offers 

or of NSPs 

Time in 

milliseconds 

Impact Ratio 

100 – 1000 Offers 8.8 – 386.2 43.8 
Distributed Pull (Comb-NC) 

100 – 1000 NSPs 700 – 8233 11.7 

100 – 1000 Offers 39.5 - 1110.5 28.1 
Distributed Push (RC) 

100 – 1000 NSPs 2657 - 21806 8.2 

Table 6. Impact of offers and topology scales 

3.1.5. CONCLUSIONS 

This study has illustrated various facts: 

• In the centralized scenario, increasing the number of negotiation rounds allows a 

better convergence to optimal values, 

• The proposed algorithms in the distributed mode have better runtime 

performances than in the centralized one. 

• In the distributed scenario, the distributed pull algorithms performed faster than the 

distributed push and reduce the exploration space. 

• All algorithms are subject to a curse of dimension (which is due to the NP-

Completeness of the problem and which affects any algorithms). This curse could be 

tackled using various methods: considering a continuous space rather than a 

discrete one, etc. However, we could observe that the runtime are acceptable under 
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some large scale conditions and that the learning algorithms applied to the 

distributed pull performs significantly better – especially when the number of offers 

is high - than the one applied to the distributed push. This is due to the fact that in 

the distributed pull mode the exploration of NSP path can be limited while in a 

distributed push mode all the received offers are considered. We can also note that 

this gain of performance is not at a loss of optimality. Indeed, both distributed pull 

and push mode performs well in terms of NSP revenues and Customer welfare. 

However, the algorithm proposed for the distributed push mode is more resilient 

under capacity variations (so simulating the real behaviour of networks). 

• The curse of dimension is higher under the scale of offers than under the scale of 

NSPs. This suggests that future works should concentrate on reducing the impact of 

the scale of offers (considering continuous space of offer for instance). 

3.2. DISTRIBUTED PUSH MODEL WITH RETAILING  

3.2.1. OBJECTIVE OF THE SIMULATION FOR THE DEFINITION AND EVALUATION OF THE 

ARCHITECTURE 

The simulations mainly consist in implementing and testing, in a completely distributed 

framework, a new model that we have called “the stock model”. This model is based on the 

establishment of offers between NSPs to satisfy requests of service with guarantee of QoS. A 

NSP can propose a route to its neighbours, otherwise, it cannot propose to its neighbours a 

route with guarantee of QoS if it did not previously bought sufficient capacity on this route.  

So the establishments of offers start from the service providers back to the sources and, in 

this context, we have a reverse cascade (or push) model. This is why on the Figure 33 our 

activities are positioned at level NSP/path selection and in Distributed Push on the current 

map activities. They should be also positioned at level NSP Selection/Offer negotiation on 

the service plane and at level Path computation Client or function on the management 

plane.  
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Figure 33. Simulation positioning 

In more detail, the purchase of a route is based on the reservation of the guaranteed 

temporal capacity on this route. This temporal capacity should be available over a precise 

period of time (e.g., a unit of time is one hour). For purchasing a route to a given destination, 

we consider that each domain in the network negotiates with its neighbour (transit provider) 

the capacity and its availability on this route. In this case, the customer asks to its provider 

for a minimum capacity (minimum capacity asked by an operator to its neighbour on a route 

to a given destination) and a maximum capacity (maximum capacity asked by an operator to 

its neighbour on a route to a given destination), it also asks for a period of availability of the 

capacity asked on this route. This customer must choose an earlier start time and a later 

start time (beginning of the period of availability of a route asked by a customer to its 

neighbour) of a period asked. Each contract established between one customer and its 

provider for a route to a given destination has the following characteristics: the capacity 

determined by the provider between the minimum capacity and the maximum capacity, the 

period of availability and its start time chosen by the provider between the earlier and the 

later start time, the transmission delay of traffic and the price of this route. Therefore, a 

route with its source and its destination corresponds to a set of contracts between each pair 

of neighbouring operators (customer and provider) from source to destination. An operator 

that has a route to a given destination must have one single provider, but it can have several 

customers or no customer. The main raison, for which we have based on these intervals of 

capacity for the purchase of a route, is to allow the customer the adjustments of capacity on 

this route to a desired service.  

The motivation behind this research topic is that it is useful to examine whether market of 

network capacity and QoS (or provisioning of capacity in the network by NSPs) are indeed 

beneficial in the context of ETICS. Said differently, we want to evaluate if an operator can 

store some capacity on the route to a given destination, and resell this capacity latter on to 

have a positive benefit. 

For this study (stock model), we have used two various models, the first one is the 

distributed model in which we have used distributed algorithmic, and the second one is the 
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game model in which we have used a repeated game and learning theory (Linear Reward 

Inaction Algorithm). The algorithms proposed in the models, with applying distributed 

algorithmic and game theory, are used on the various communication steps between the 

nodes in the inter-domain network, and they allow us to determine the characteristics of a 

route that each node wants to sell or to buy. In each model, we focus on its efficiency in the 

inter-domain network and the satisfaction rate in term of benefits for the various operators. 

We focus also on the analysis of the stabilizing behaviour of the distributed system and the 

convergence time in the case where each model converges to the stable states, also if the 

stables states correspond to Nash equilibriums in the game model. 

An ad hoc simulator for each model (distributed/game) has been developed in language C. It 

implements a whole offer establishment protocol based on the stock model and it allows to 

test distributed learning algorithms implementing stock provisioning policies. Therefore, 

what matters is showing how each NSP chooses its provider and establishes an offer with 

this provider for the purchase of a route towards a given destination. With each model, it is 

mainly a matter of showing how each NSP can over time learn the right quantity of capacity 

to ask on a route to a given destination, with the aim of satisfying the request of its own 

internal customers as well as its neighbours’ one. 

The simulation step is a period of negotiations and establishment of contracts between the 

various NSPs, for the purchase of routes towards a given destination. Each step begins with 

an offer of route by the destination node to its various neighbours, and ends when the 

routing stabilizes itself. This stabilization happens when all the agreements between the 

various NSPs for the purchase of routes lead to establishments of the offers. So, there is no 

offer of routes in the network anymore: each NSP which is able to buy a route to this 

destination, has established an offer with its provider. 

For the simulation data, we need to introduce a network topology, the various destinations 

of this topology, a traffic matrix and the various parameters of each NSP. The simulators 

accept the extensions “.brite” and “.gml”. For topologies that could be similar to the real 

topology, we have used the generator BRITE for having topology under “.brite“. We also 

used the library LEDA to easier generate topologies. Using LEDA, we can manually create 

simple topologies to make the first tests. We have chosen full mesh connectivity topologies, 

and we have tested each model on topologies composed of 50 nodes (NSPs) at most. The 

complexity of each model grows proportionally to the number of NSPs in the network. 

Therefore, we cannot use more complex topologies because the data structure defined in 

each simulator is very complex. 

Once having introduced these data, the various simulators send back at the end of each 

step, the same kind of results. The simulations allow us to see if the proposed model 

converges to situations where it stabilizes on stable states. A stable state corresponds to a 

situation in which, each NSP keeps in the next steps the same capacity to be asked on its 

route towards a given destination. In other words, the choice of each NSP in terms of 

capacity and the provider remains the same in the next steps. Consequently, the routing and 
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the benefit of the network do not change after this stable state, if there is no change on the 

topology or in the traffic matrix. 

3.2.2. DESCRIPTION OF THE SIMULATION AND ITS ENVIRONMENT  

3.2.2.1. Inputs of the problem 

3.2.2.1.1. Network model 

We begin this section by modelling the inter-domain network, we model the network by an 

undirected graph G(V ,E ), where sets V  and E  respectively denote the NSPs3 and inter-

domain links. We assign to each vertex v  of a graph G , a number num(v)  from 1 to n  and 

we denote by ΓG (v)  the set of neighbours of v . 

3.2.2.1.2. Traffic matrix 

We focus on the traffic flow between the nodes of the graph that requires a guarantee of 

QoS. A variable T  represents the period of time on which inputs (graph, traffic Matrix) are 

stable, and in such case the traffic will be denoted as MT [v,u] corresponding to the traffic 

to be sent from v  to reach a service of node v  (service provider) at time T . The capacity 

that node v  wishes to buy at time T  for its own traffic is easy to compute and is given by 

the expression MT (v) = MT [v,u]
u∈V

∑ . However, the necessary capacity for the traffic 

coming from other operators and passing through node v  is not directly known by this 

node. 

3.2.2.1.3. Constraints of satisfaction of traffic 

We consider that the traffic dedicated by each NSP to a given destination v  is carried by 

only one route. 

We consider that the vertices of the graph are weighted by their capacity given by the 

function cap :  V → N * , and their delay given by d :  V → N *. These functions represent 

respectively the maximum quantity of traffic that can pass through node with a guaranteed 

QoS and the time required for sending traffic from node to one of its neighbours. We can 

separate the capacity used by each node v  into three parts (see Figure 34):    

- cap_IN(v): the capacity of traffic sent by other nodes with v  as destination. 

- cap_OUT(v): the capacity used by node 
v

 to send its own traffic to other destinations. 

- cap_IN_OUT(v): the capacity used by node v  to route some traffic from some of its 

neighbours to other ones. 

                                                           

3 We assume in the following of this contribution that each domain in the network has only 

one single AS (Autonomous System). Thus an AS, NSP, a domain and an operator 

correspond all to a node. 
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We note that: cap_IN+cap_OUT+cap_IN_OUT(v)≤cap(v) 

 

Figure 34. The different categories of capacity used by node v 

 

And we also associate to each node v  a vector max_delayv  of dimension n, in which each 

component max_delayv(u)  represents the maximum time required to transmit packets 

from the source v  to destination u. We consider that if a transmission delay ( delayv,u ) on a 

route to destination u  offered to node v at time T  is higher than max_delayv(u) , node v  

will refuse to send its own traffic on this route. 

 

3.2.2.1.4.  Pricing constraints 

We consider that for each node v , we have a vector of margins margv  of dimension n, 

where each coordinate margv (u)  of this vector has a discrete value and corresponds to the 

local price per unit charged by node v  for each unit of capacity sold on a route to 

destination u. We consider that the unit price (cost) to be paid by the node v  to its provider 

for buying route with u  as destination is equal to the sum of margins of all nodes on this 

route from v  to u  (see Figure 35). 

Finally, we associate to each node v  a vector max_ pricev , which each coordinate 

max_ pricev(u)  represents the utility per unit of the capacity MT [v,u] purchased by this 

node v  at time T  on a route to destination u. We consider that if a cost ( cos tv,u ) of route 

to destination u  at time T  is higher than or equal to max_ pricev(u) , v  will refuse to send 

its own traffic on this route. 

In figure 35 we show how to calculate the transmission delay and the cost of a route to 

destination u  bought by a given node v . 

delayv,u = del(v) + del(w) + del(x)

cos tv,u = margw (u) + margx (u) + margu(u)

 
 
 

 



 ETICS Deliverable D5.4    

Version 2.0 – 25/07/2012 

 Page 58 

  

 

Figure 35. Example of determination of price (cost) and transmission delay on route to given 

destination. 

3.2.2.2. Establishment of Offer 

The purchase of routes in Stock model is based on the reservation of the guaranteed 

temporal capacity. So in any case if an operator is not a destination (service provider), it 

cannot propose a route with a guaranteed QoS if it did not buy previously sufficient capacity 

on this route.  

In Figure 36 it is firstly necessary that the offer between v and u must be established before 

negotiations between v and its potential customers (w and x) take place about the purchase 

of capacity on a route with destination u. We can also note that a node v is customer of a 

node u before to be provider of nodes w and x. 

 

Figure 36. The different routes lead to destination u. 

We detail now the precise form of an offer and the modalities of its establishment. 

The establishment of contracts (offers) about purchasing of capacity on the network involves 

many successive communications between the nodes. These offers are held in a very short 

time scale and this leads to define two time scales (see Figure 37): 

- The time scale of contracts denoted T (for example T is one day or one week). 

- The time scale of the communications of establishment of contracts denoted t (for example 

t is one minute). 

 

Figure 37. The time scales in the model 

In this example at time t, we cannot establish contracts that begin before a time T+1. 

The various communications that lead to the establishment of a contract between the nodes 

v and w (for a route to a given destination u) are: 

a) The provider v sends to its potential customers (neighbours) the planning of the 

available capacity it has in stock on its route with u as destination, it also sends the 
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total time and the cost per unit of this route. Figure 38 shows an example of the 

capacity in stock available for sale of provider v on the route to destination u. 

The provider often sends the planning of the available capacity to its neighbours in the form 

of an array to a single dimension. The size of the array is the number of blocks of time that 

the provider v has along its route. So every cell of the table corresponds to a block number 

and each component of the table represents the available capacity stocked by the provider v 

during the corresponding block number. The next table represents the capacity planning of 

the node v in this example (see Figure 38) i.e. node v wants to sell its stocked capacity 

available during three blocks of time; each block contains a certain capacity. In this example, 

node v proposes to its neighbours the following capacities, 6 units in the first block, 3 units 

in the second block and 5 units in the third block.  

                  Block number 1     Block number 2     Block number 3 

6 3 5 

  

          The table corresponding to the planning of the available capacity to sale 

 

Figure 38. The planning of the available capacity of a provider v 

b) Each node w wishing to purchase capacity on a route to a destination u, sends a 

query of demand of capacity to one or more of its neighbours that they have offered 

routes. 

In this step, a customer w must ask its neighbour v for a certain capacity in the form 

of an interval [minimum capacity, maximum capacity], i.e. a node w wants to buy 

capacity between a minimum capacity and maximum capacity. The customer must 

specify the period of availability of the requested capacity, so it chooses a period of 

availability. Finally, a node w must define a start time of service on the route asked, 

also in the form of an interval [the earlier start time, the later start time]. 

c) A provider node v responds to each query of demand of capacity on route to a given 

destination u sent by each potential customer w. This response can be positive or 

negative. In the case of a positive response to a customer w that have asked for a 

route to the destination u, a node v must determine the quantity of capacity on a 
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route to the destination u that it will sell to its customer w and the start time of 

service on this route. A node v must also send to its neighbour w a final time as a 

deadline for an answer about buying or not this route reserved. In other words, this 

response is an estimate (a quote) sent by a provider v to its customer w. 

d) Once a node w has received a positive response in the form of an estimate 

(quotation) for the purchase of a route, it must send a response to its neighbour that 

has made this estimate. This response can be positive or negative. Customer must 

inform its neighbour before a final time that was given in the estimate (quote), 

otherwise a provider v considers the response as negative. 

e) In the case that a provider node v receives a positive response from its neighbour w 

for the purchase of route, these two nodes establish a contract. This contract must 

have the following characteristics: the interval of capacity ([minimum capacity, 

maximum capacity]) requested by the customer, the capacity specified by the 

provider in the previous interval, the period of availability of route, the start time of 

service on the route defined by the provider between the earlier start time and the 

later start time, the transmission delay of traffic and the unit cost of this route. 

 

Once both operators (customer and provider) are in agreement about the renegotiation, 

they make a final contract. Figure 39 shows all communications made between the customer 

and the provider, starting with the proposal of a route by the provider until the 

establishment of an offer for the capacity purchased by the customer on this route. 

 

Figure 39. The communication steps between neighbouring nodes before the establishment of an 

SLA. 

Renegotiation of operational contract: 

After the establishment of contracts between customers and providers about purchasing 

capacity on routes to a given destination, renegotiations may occur before a given date T 

and focuses only on operational contracts at this time T. 

These renegotiations will determine exactly the capacity purchased in each contract, 

capacity should remain in the interval [minimum capacity, maximum capacity] signed in the 

contract.  

Unlike the establishment phase of the contracts, the renegotiations follow a cascade 

approach (and not a reverse cascade approach) from the sources until the destinations. 
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Each customer can renegotiate with its transit provider the decrease or the increase of the 

capacity purchased. In order to keep the same contract with just making a change on the 

quantity of capacity, this renegotiation of capacity should be in the interval between a 

minimum capacity and a maximum capacity. I.e. if the customer wants just change the 

quantity of capacity purchased on this route, it cannot asks its provider for more than a 

maximum capacity or for less than a minimum capacity. In the case where the customer 

negotiates to reduce its capacity, two cases may occur: if the negotiation is done before the 

start time, the customer can reduce its capacity without paying the capacity dropped on this 

route. This capacity dropped is the capacity unused by the customer, so the customer must 

give back this capacity unused to its provider. If the negotiation is done after the start time 

and during the period of availability of this capacity, the customer can reduce its capacity 

according to the penalty introduced by its provider. 

3.2.2.3. Distributed model 

This model is described in detail in [Barth2011]. We focus on the traffic flow between the 

nodes of the graph that requires a guaranteed QoS. A variable S  represents the stage 

period. During the stage S , the inputs of the problems are stable, and the game can model 

interaction between nodes during the negotiation of capacity on the route with a given 

destination. 

In this section, we present the different policies applied by the operators in the stock model. 

a) The route proposal policy 

This policy allows each provider at each stage S  to define the quantity of capacity available 

for the sale on its routes. We can have two cases for the route with u  as destination:  

1. If the provider node is the destination node, the available capacity that this node 

proposes to its neighbours is equal to its free capacity ( free _ capv,v

S = possv,v

S ) . 

2. If the provider node v  is different from the destination node u , the available capacity 

that this provider node v  proposes to its neighbours is the difference between the capacity 

purchased on this route and the capacity that it wants to keep for its own customers 

( free _ capv,u

S = possv,u

S − local _ capv,u

S ). 

b) The price setting policy for a proposed route 

This policy allows defining the price of each route at each stage S . Each provider v  that 

wishes to sell the capacity on its route to destination u , it must apply this policy to fix the 

price of this route. The price that v  must fix on this route is equal to the sum of the price 

that it has bought this route and its margin. So by deduction, the idea in this policy is to fix 

the margin. Two cases can occur in this policy, before presenting these cases, we show how 

to determine the profit of v  after the purchase and the sale of capacity on route with v  as 

destination. 
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Benef
v,u

S = [ (#blokw,u

S

w∈Cust v,u
S

∑ ) * (possw,u

S ) * (costw,u

S )]

                 - [(#blokv,u

S ) * (possv,u

S ) * (costv,u

S )]             

                +[(#blokv,u

S ) * (local_capv,u

S ) * (max_pricev (u)]

 

The case where this margin is a constant: In this case, all nodes choose their margins and 

these margins do not move during time. 

The case where this margin is not a constant: In this case, at the first negotiation stage 

(S = S0) , each node fixes its margin to 1. And afterward, two cases can occur at each stage 

(S /S ≠ S0) :  

1. If the provider node v  has sold all or a part of its capacity bought at the stage (S −1)  

and that its profits were positive ( Benef v,u

S−1 > 0: the profits brought by v  for purchasing 

the route with destination u  at stage (S −1) ), so at this stage S  it increases the margin of 

one unit to hope to have more profits, margv

S (u) = margv

S−1(u) +1.  

2. If the provider node v  has not sold its capacity bought on this route at the stage (S −1)  

and ( margv

S−1(u) >1). We interpret this case by the fact that the competitors of v  have 

proposed cheaper prices on this route at stage (S −1) . So at this stage S , it decreases the 

margin of one unit to hope to win against its competitors, margv

S (u) = margv

S−1(u) −1.  

c) The capacity demand policy 

This policy allows each customer at each stage S  to define the interval of capacity on each 

route that it wants to buy. We have already seen that during the phase of communication at 

each stage S  between two nodes (the provider p  and the customer v ) for purchasing of 

route with destination u , the customer demands the capacity for its route on an interval, 

such that: 

0 ≤ cap_minv,u

S ≤ cap_maxv,u

S ≤min(cap(v), free_capp,u

S ) , this policy allows a 

customer v  how to determine its cap _ min v ,u

S
 and cap _ max v,u

S
. 

Fixation of cap_min: During the first stage (S = S0) , each node v  that wants to ask to 

its neighbour p  for the capacity on the route with destination u , it fixes its minimal 

capacity ( cap _minv,u

S0 = M S0 [v,u] if cos tv,u

S0 <max_ pricev (u)  or cap _minv,u

S0 = 0  

if cos tv,u

S0 >max_ pricev (u) ). And afterward, several cases can appear at each 

negotiation step (S /S ≠ S0) .  

1. If the node v  has managed to sell its capacity bought at stage (S −1)  and that its profits 

were positive ( Benef v,u

S−1 > 0), so at this stage S  it requires the same minimal capacity that 

at stage (S −1) . cap _ min v,u

S = cap _ minv,u

S−1
. 

2. If the node v  has not managed to sell its capacity bought on this route at stage (S −1) . 

We interpret this case by the fact that v  did not have enough capacity on its route at stage 
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(S −1) , i.e. the competitors of v  have proposed more capacity on this route or the 

neighbours of v  have required more capacity than what was proposed by v . So during this 

stage S , it increases if it is possible the minimal capacity of one unit to hope to have more 

capacity and to win against its competitors, cap _ min v,u

S = cap _ min v,u

S−1+1. If v  cannot 

increase its minimal capacity, i.e. it has demanded the maximum that was offered by its 

provider at (S −1) . So during this stage S  it asks for cap _ min v,u

S = M S[v,u]  if 

max_ pricev (u) > cos tv,u

S
 or cap _min v,u

S = 0  if max_ pricev (u) < cos tv,u

S
 to avoid 

negative profits. 

Fixation of cap _ max : At each stage S , each node v  asks for the maximum capacity 

possible that it can. Therefore, it asks for the minimum between the capacity that it can 

transit and the capacity that has been proposed by its provider. 

cap_maxv,u

S =min(capS (v), free_capp,u

S ),∀S . 

d) The customers' selection policy by the provider 

This policy defines the order in which the requests of demand of acquisition of capacity are 

served by the provider node v . This policy is used when the capacity required by the 

customers exceeds the capacity available on this route. This policy depends on both 

quantities cap _minw,u

S
 and cap _maxw,u

S
. 

At each stage S , each provider v  tries to attribute a minimal capacity required by each of 

its customers w i  in the order 

(cap_minw1 , u ≤ cap_minw2 , u ≤ ...≤ cap_minwi , u ≤ ...) . And afterward, provider 

v  divides its remaining capacity on the number of customers. Always by respecting the 

previous same order of the customers, it adds to each of its customers a part of this 

remaining capacity. This part should not exceed the difference between cap_minwi , u

S
 and 

cap_maxwi , u

S
. 

3.2.2.4. Game model 

a) Modelling of the problem 

Now we model this problem in stock by a repeated game with incomplete information, 

where each player can use its previous results in the past stage to have the best strategy in 

the current stage. This model is described in detail in [Barth2012]. 

The repeated mechanism considered here can therefore serve for updating the strategies of 

the players at the end of each stage of the game. 

A strategy in this problem is how a player chooses its interval of capacity to demand on 

route to a given destination?  

In a network with (n +1) nodes, we consider n sources and one destination, we consider a 

set of players J = { ji, j2,...jn} corresponding to the set of sources of the network, so 

destination u is not a player. 
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We consider the actions of each player ji are given by the set, where each component of 

this set corresponds to an interval of capacity [cap_mini,u,  cap_maxi,u]. cap_mini,u and 

cap_maxi,u represent respectively the minimum capacity and the maximum capacity asked 

by the player ji on route to destination d. These capacities are discrete and bounded by the 

minimum between the total capacity cap(i)  of player ji and the total capacity cap(u)  of 

the destination d. I.e. a player ji cannot buy a route with a capacity that exceeds its own 

total capacity cap(i)  or that exceeds the total capacity cap(u) . 

By deduction, the number of actions mi  for each player ji is mi = k
k=1

min(cap( i),cap(u))

∑  

We consider that the set of strategies of each player ji is associated with a vector of 

probability si on all of its actions ai . Let si = ((si,k )k=1,..., m i
)  such that si,k  is the probability 

that the player ji plays action k . Let us note that the strategies of the players are mixed 

strategies and the choice of each action ai ∈ Ai  by any player ji ∈ J  is a deterministic 

choice. Let p = (s1, s2,  ..., sn ) $ be a profile of strategies in the game. 

The distributed aspect of the system does not allow players to predict their optimal 

strategies in a single stage of the game, this aspect does not allow them to know if they are 

or not on the optimal routing in the network. Each player knows: 

- If it uses a route to a given destination. 

- Benefits and characteristics (price, capacity, delay and availability) of the different routes 

that are offered by its neighbours.  

Moreover, we note the importance of using repeated game in order that each player can 

learn the best strategy based on its experiences in the past. 

A variable S  represents the stage period of each constituent game in the repeated game. 

During the stage S , the inputs of the problems are stable, and the game can model 

interaction between nodes during the negotiation of capacity on the route with a given 

destination. 

We consider that for each player ji, this learning strategy is based on a local strategic 

process, which from its distribution of probabilities at step S  it calculates at step S +1 a 

new distribution of probabilities. This process noted Strai  is executed locally by each player 

ji  and it can learn the best strategy in a distributed context. Let us note 

Stra ={Stra1,  Stra2, ..., Stran}  the set of local process of the different players ji ∈ J . 

b) Algorithm “Learning” applied in the repeated game 

We apply an algorithm called “Learning” in each stage S  of the repeated game, the different 

steps of this algorithm are:  

- Each player ji chooses its interval of capacity according to its strategy si. 

- The network stabilizes on routing with maximum capacity and minimum cost for 

each player ji. 
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- Each player ji deduces its profit (using the formula given  in section 3.2.2.3). 

- Each player ji updates its strategy with using its local process Strai . 

Algorithm “Learning” is a distributed algorithm that can be implemented locally by each 

player ji. In order to define the game theory model process, we consider the following 

notations: 

- RS : Set of routes at stage S . 

- si

S = ((si,k

S )k=1,...,m i
) : Vector of probabilities of player ji at stage S . si,k

S  is a probability that 

player ji choose the interval of capacity k  at stage S . 

- pS = ((si

S )i=1,...,n ): The profile of strategies obtained by player ji at the end of stage S . 

- cap_minS = ((cap_mini,u

S ))  and cap_maxS = ((cap_maxi,u

S )) : Sets of minimum and 

maximum capacities respectively announced by players ji ∈ J  for buying routes to 

destination u  at stage S . 

- Random :  pS → [cap _minS ,  cap _maxS ] : Function that allows each player ji  to 

choose its interval of capacity according to its strategy si. This function is used in step (1) of 

the algorithm “Learning”. 

- Rout() :  (G,  cap _ minS ,  cap _ maxS )→ RS : Function that allows each player ji to buy 

route to destination u  at stage S . This function is used at step (2) of the algorithm 

“Learning”. 

 

The algorithm "Learning" calculates at each new stage ( S +1) a new profile of strategies. So 

we can note pS +1 = Learning(pS ) . We also obtain news vectors of minimum and maximum 

capacities respectively cap _minS +1 = Random(cap _minS )  and 

cap _maxS +1 = Random(cap _ maxS ) . We obtain also a new set of routes 

RS +1 = Rout(cap _ minS +1,  cap _maxS +1) . 

 

c) Process of updating strategies “Stra” 

Now we define the strategic process used by each player ji, to update its strategy. We are 

interested in a particular class that is based on learning theory; we use the Linear Reward 

Inaction algorithm. We recall that in the algorithm "Learning", each player ji updates its 

strategy si

S  by using local strategic process Strai . In this process, each player ji calculates 

its new vector of probabilities si

S+1  with using the all of its local information 

(si

S, cap_mini,u

S , cap_maxi,u

S , Benefi,u

S ) . This learning technique is based on the following 

rule of updating:  
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Strai(si,k

S+1)=si,k

S+1=
si,k

S −b*zi

S *si,k

S   si  k≠[cap_mini,u
S , cap_maxi,u

S ]

si,k

S −b*zi

S * si,l

S

l≠[cap_mini,u
S , cap_maxi,u

S ]

∑  else

 

 
 

 
 

 

 

zi

S =
Benef i,u

S − Benef _min i,u

S

Benef _max i,u

S − Benef _min i,u

S
 is the utility normalized. Benef _maxi,u

S  and 

Benef _ min i,u

S  correspond respectively to the minimum and the maximum benefits of ji 

since the beginning of game until the stage S . 

The parameter b ∈ [0,  1] is a parameter of learning that allows each player ji to modulate 

its speed of learning. 

We consider that ∀si,k

0 ∈ si

0; si,k

0 ≠ 0 , this condition can give to each action a chance to be 

chosen. 

d) Algorithm applied in function “Rout()”: 

We recall that function Rout () allows each player ji to negotiate the purchase of a route to 

a given destination u at each stage S , with a highest capacity possible in the interval 

[cap_mini,u

S ,  cap_maxi,u

S ] and the lowest price. So after choosing the interval of capacity 

in the algorithm "Learning" by each player ji, the algorithm used in the function Rout () 

allows players to begin negotiations for reserving capacity to destination u.  

3.2.3. RESULTS AND ANALYSIS OF SIMULATION 

We have realized many simulations and many tests results are presented in this section. The 

programs have been coded in language C. Of courses, both the distributed model and the 

game model presented previously are tested. We mainly focus on the study of the 

stabilization and the convergence of these models. We begin by studying in detail a small 

sized instance (topology of 10 nodes generated by BRITE). In a second part, we present the 

results obtained on various topologies, with different sizes (10 to 50 nodes) and different 

characteristics. In the following document, we consider that a stage period S  is equal to the 

time scale of contracts T , S = T . 

3.2.3.1. Detailed study of a single topology 

3.2.3.1.1. Description of the topology 

We consider the topology given in Figure 40. We test each model (distributed/game) on this 

topology. The vertices of the graph are weighted by their capacity and their transmission 

delay. 
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Figure 40. The proposed topology generated by BRITE 

In this example, we consider node 9 as destination and transmission delay of traffic from 

each node to its neighbours is fixed to 1 unit. We have chosen capacity cap(i) =18 of each 

node i in order to have competition between nodes. We assume that margin of each node 

associated to this destination is fixed to 1 unit. The availability period of each route 

proposed to this destination is fixed to the available capacity chosen by the service provider 

(destination). So each node that wants to buy route to this destination chooses the same 

availability period proposed by its neighbour. Therefore, the availability periods ( # blok ) 

are the same and the beginning time ( start ) are also the same on all routes to this 

destination. The max_ pricei(9)  or the utility that each node i fixes in order to buy route to 

destination (node 9) is 5, and the maximum delay of traffic is 10. Recall that each node that 

receives a proposal of route to a given destination with the price that exceeds its maximum 

price to this destination refuses to buy this route. Also each node that receives a proposal of 

route with transmission delay that exceeds its maximum delay refuses to buy this route. 

Thus we choose these maximum prices (utilities) and these maximum delays for nodes in 

order that these nodes accept proposals of route in the most cases. In the traffic matrix, we 

focus on the necessary capacity of each source (each node) to transit its own traffic to node 

9. We fix these components to 2, i.e. M
T [i,9]= 2, i ∈ {0,1,2,3,4,5,6,7,8},∀T . We 

consider for each model (distributed/game) that each node fix its maximum capacity to 

cap_maxi,u

T =min(cap(i), cap(u))  at each stageT . We consider also that b = 0.001in the 

game model. 

3.2.3.1.2.  Distributed model with a static service capacity of the destination 

node 

The Figure 41 and Figure 42 show respectively the benefit of all nodes and the total 

capacities bought not used in the network at each stage in the distributed model (static). We 

have considered that the capacity of destination (node 9) is static, it remains the same over 

time (cap(9)=18). We clearly see that the network increases its benefit from the first stage to 

the stage T ≈ 225and after this stage the profit is stable. We also see that the network 

decreases its capacity bought not used to 0 at stage T ≈ 225 , and after this stage, this 

capacity remains stable and is equal to 0. This stabilization of the benefit can be interpreted 

by the fact that all nodes have learned the quantities of capacities that they can demand. 
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Figure 41. The total benefit in the network obtained by the distributed mode. The capacity of 

destination (node 9) is static, it remains the same over time (cap(9)=18). 

 

Figure 42. The total capacity bought not used in the network obtained by the distributed model. 

The capacity of destination (node 9) is static, it remains the same over time (cap(9)=18) 

3.2.3.1.3.  Distributed model with a dynamic service capacity of the destination 

node 

The Figure 45 and Figure 46 show respectively the profit of all nodes and the total capacities 

bought not used in the network at each stage in the distributed model (static). We have 

considered that the capacity of destination (node 9) is static, it remains the same over time 

(cap(9)=18). We clearly see that the network increases its profit from the first stage to the 

stage T ≈ 225 and after this stage the profit is stable. We also see that the network 

decreases its capacity bought not used to 0 at stage T ≈ 225 , and after this stage, this 

capacity remains stable and is equal to 0. This stabilization of the profit can be interpreted 

by the fact that all nodes have learned the quantities of capacities that they can demand. 
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Figure 43. The total profit (benefit) in the network obtained by the distributed mode. The capacity 

of destination (node 9) is static, it remains the same over time (cap(9)=18). 

 

Figure 44. The total capacity bought not used in the network obtained by the distributed model. 

The capacity of destination (node 9) is static, it remains the same over time (cap(9)=18) 

3.2.3.1.4.  Distributed model with a dynamic service capacity of the destination 

node 

The Figure 45 and Figure 46 show respectively the profit of all nodes and the total capacities 

bought not used in the network at each stage in the distributed model (dynamic). We have 

considered that the capacity of the destination (node 9) is dynamic; it varies over time in the 

interval [14,22]. We clearly see that the profit of the network does not stabilize in Figure 45 

because the capacity of destination is dynamic, but this profit improves over time and each 

node learns its best strategies that it must demand at each stage. We also see in Figure 46 

that the network decreases its capacity bought not used to 0 at stageT ≈ 270 , and after this 

stage, this capacity remains stable and is equal to 0. This stabilization of the profit can be 

interpreted by the fact that all nodes have learned the quantities of capacities that they can 

demand. 
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Figure 45. The total profit (benefit) in the network obtained by the distributed mode. The capacity 

of destination (node 9) is dynamic, it varies over time, (cap(9) in [14,22]) 

 

 

Figure 46. The total capacity bought not used in the network obtained by the distributed model. 

The capacity of destination (node 9) is dynamic, it varies over time, (cap(9) in [14,22]) 

3.2.3.1.5.  Game model with a static service capacity of the destination node 

The Figure 47 and Figure 48 show respectively the profit of all nodes and the total capacities 

bought not used in the network at each stage in the game model. The capacity of 

destination (node 9) is static, (cap(9)=18). We see in Figure 47 that the network increases its 

profit from the first stage to the stage T ≈ 6000  and after this stage the profit is stable. We 

also see in Figure 48 that the network decreases its capacity bought not used to 0 at stage 

T ≈ 6000 , than after this stage this capacity remains stable and is equal to 0. As in the 

distributed model, this stabilization of the profit to the maximum value can be interpreted 

by the fact that all nodes obtained their optimal strategies and they have learned the 
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quantities of capacities that they can demand. And the satisfaction rate is 100% in this 

model, i.e. all nodes are satisfied in function of their demands. 

 

Figure 47. The total profit (benefit) of the network obtained by the game model. The capacity of 

destination (node 9) is static, it remains the same over time (cap(9)=18). 

 

Figure 48. The total capacity bought not used in the network obtained by the game model. The 

capacity of destination (node 9) is static, it remains the same over time (cap(9)=18). 

 

The Figure 49 shows the average of probabilities of the chosen strategies by all players at 

each stage. We clearly see that this value increases over time and reaches the value (≈1)  at 

stage T ≈ 6000 . After this stage, the average of probabilities of chosen strategies by all 

players remains stable, i.e. the probability of chosen strategy of each player converges and 

stabilizes at value (≈1) . Consequently, the strategic profile of the repeated game at the 

stable state constitutes Nash Equilibrium. 
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Figure 49. The average of probabilities of the chosen strategies by all players (sources nodes) in the 

network at each stage (game model). 

3.2.3.2. Study of various topologies 

Now, we present some results obtained using the distributed and game models under a 

generated set of topologies. We have chosen the full mesh connectivity topologies, and we 

have tested the distributed model on topologies composed of (10, 20, 30, 40 and 50 NSPs) 

and the game model on topologies composed of 10 nodes. This will allow us to check if there 

is some thresholds on the behaviours of the proposed solution for sizes of topologies that 

the simulator can accept. These sizes are large enough to consider various parameters (like 

mean degrees, distance distribution. The complexity of each model grows proportionally to 

the number of NSPs in the network, mainly the game model for which we have limited the 

test on topologies of 10 nodes. Therefore, we cannot use more complex topologies because 

the data structure defined in each simulator is very complex.  

The following results have been obtained by testing each model on 10 different topologies 

(each with the same number of nodes). In more details, we generate by BRITE 10 topologies, 

each with n nodes and similar parameters4. Finally we calculate the average satisfaction rate 

on these topologies. We calculate the satisfaction rate in terms of nodes and total demand: 

1) in terms of the number of nodes that are satisfied (if there are n1 nodes that have 

demanded capacity to a given destination and n2 that are satisfied at the end of simulation, 

the satisfaction rate is n1/n2). 2) In terms of the demand that is satisfied (if the total 

demand in the network is n1 and the total capacity bought and used at the end of simulation 

is n2, so the satisfaction rate in term of the demand is n1/n2). 

The following Table 7 represents the several results obtained on these 10-node topologies. 

Each column in the table corresponds to: 

                                                           

4
 The difference among tested topologies is in the form of graphs. Graphs corresponding to different 

topologies are not the same. Also, for example the average degrees of nodes of different graphs are 

the same, but the degrees of two corresponding nodes (not in the same graph) are not necessarily the 

same. 
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A: the number of nodes of each topology. 

B: The total capacity of destination node. 

C: The total capacity of each node source as a function of the capacity of destination node. 

For example, in the case of (>=18) the capacity of each node source may be more than or 

equal to 18 units, in the case of (>= or <) the capacity of each node source may be more 

than, equal to or less than 18 units. 

D: the total demand of all nodes sources in terms of bandwidth to the destination node in 

the network. 

E: the different demands to the chosen destination of nodes sources are the same in the 

case of (==), and these demands may be different in the case (!=). 

F: the maximum price (the utility) of each node source to accept to purchase the route to 

the destination. 

G: The maximum delay of each node source to accept to purchase the route to the 

destination.  

The satisfaction rate in the network (%) 

Distributed Model Game Model 

A B C  D E F G 

In term of 

nodes 

satisfied 

In term of 

demand (the 

quantity of the 

satisfied capacity) 

In term 

of nodes 

satisfied 

In term of demand 

(the quantity of the 

satisfied capacity) 

18 (==) 8 10 100 100 85 85 
>=18 

18 ( !=) 8 10 100 100 86 89 

18 (==) 8 10 99 99 87 87 
24 

>= or 

<18 18 ( !=) 8 10 97 98 82 83 

18 (==) 8 10 100 100 86 86 
>=18 

18 ( !=) 8 10 100 100 82 87 

18 (==) 8 10 98 98 77 77 

18 

 >= or 

<18 18 ( !=) 8 10 97 98 81 83 

18 (==) 8 10 78 78 73 73 
>=14 

18 ( !=) 8 10 73 78 63 69 

18 (==) 8 10 78 78 74 74 

10 

14 

>= or 

<14 18 ( !=) 8 10 78 78 68 70 

Table 7. The results obtained with applying a (distributed/game) model on 10 several 

topologies of 10 nodes each one. 

For example, the coloured line in Table 7 corresponds to: we have calculated the average of 

the satisfaction rate on 10 topologies of 10 nodes each. The parameters fixed on the several 
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topologies are the same for this line (case). The total capacity of the destination node is 

equal to 24 units (static over time). The total capacity of each node source is more than or 

equal to 18 units. The total demand in the network is equal to 18 units. All sources have the 

same demand in terms of capacity to the destination.  The maximum price (the utility) of 

each node source is equal to 8 units. The maximum delay of each node source is equal to 10 

units. The results obtained by the distributed model are: the satisfaction rate in the network 

is 100% in terms of the nodes satisfied and also in terms of demands satisfied in the 

network. The results obtained by the game model are: the satisfaction rate in the network is 

85% in terms of the nodes satisfied and also in terms of demands satisfied in the network, so 

not all nodes are satisfied in the game model. For the game model the parameter b=0.001. 

In these tests, we also vary some parameters introduced (for example, the capacity of 

destination and the capacity of each node source in function of the total demand in the 

network) and we focus on the state of the results provided at the end of simulations. 

The results show that the satisfaction rate is generally higher for each test. This is 

interpreted by the fact that most of the nodes have learned the quantity of capacity to 

demand. For the game model, it is clear from the table that the average satisfaction rate 

never reaches 100% on the realized simulations. But when we analyzed the results in details, 

we have found that this model has reached the satisfaction rate of 100% on some topologies 

as the topology shown previously in Figure 40. 

Now, we present in Table 8 some results that have been obtained testing larger topologies 

(20, 30, 40 and 50 nodes). For this case, as explained before, we have applied only the 

distributed model because the simulation of the game model is too time consuming. As in 

the previous example with topologies of 10 nodes, we have applied each type (20, 30, 40 

and 50 nodes) on 10 different topologies generated under BRITE, and we have calculated the 

average results. 

 

The satisfaction rate in the network (%) 

Distributed Model 

A B C  D E F G 

In term of nodes 

satisfied 

In term of demand (the 

quantity of the satisfied 

capacity) 

38 (==) 8 10 91 91 
>=38 

38 ( !=) 8 10 92 93 

38 (==) 8 10 93 93 
46 

>= or 

<38 38 ( !=) 8 10 93 93 

38 (==) 8 10 97 97 
>=18 

38 ( !=) 8 10 92 93 

20 

38 

 

>= or 38 (==) 8 10 89 89 
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<38 38 ( !=) 8 10 91 93 

38 (==) 8 10 88 88 
>=34 

38 ( !=) 8 10 85 87 

38 (==) 8 10 88 88 
34 

>= or 

<34 38 ( !=) 8 10 84 85 

         

58 (==) 8 10 94 94 
>=58 

58 ( !=) 8 10 86 86 

58 (==) 8 10 88 88 
70 

>= or 

<58 58 ( !=) 8 10 86 86 

58 (==) 8 10 91 91 
>=58 

58 ( !=) 8 10 87 88 

58 (==) 8 10 92 92 

58 

 >= or 

<58 58 ( !=) 8 10 89 89 

58 (==) 8 10 88 88 
>=54 

58 ( !=) 8 10 85 85 

58 (==) 8 10 87 87 

30 

54 

>= or 

<54 58 ( !=) 8 10 85 86 

         

78 (==) 15 20 94 94 
>=78 

78 ( !=) 15 20 92 92 

78 (==) 15 20 89 89 
96 

>= or 

<78 78 ( !=) 15 20 89 90 

78 (==) 15 20 87 87 
>=78 

78 ( !=) 15 20 89 89 

78 (==) 15 20 89 89 

78 

 >= or 

<78 78 ( !=) 15 20 86 87 

78 (==) 15 20 87 87 
>=74 

78 ( !=) 15 20 86 86 

78 (==) 15 20 86 86 

40 

74 

>= or 

<74 78 ( !=) 15 20 86 86 
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98 (==) 15 20 94 94 
>=98 

98 ( !=) 15 20 92 91 

98 (==) 15 20 93 93 
120 

>= or 

<98 98 ( !=) 15 20 92 91 

98 (==) 15 20 84 84 
>=98 

98 ( !=) 15 20 85 84 

98 (==) 15 20 84 84 

98 

 >= or 

<98 98 ( !=) 15 20 86 86 

98 (==) 15 20 83 83 
>=94 

98 ( !=) 15 20 83 82 

98 (==) 15 20 88 88 

50 

94 

>= or 

<94 98 ( !=) 15 20 82 82 

Table 8. The results obtained applying the distributed model on 4 types of topologies, 

respectively with 20, 30, 40 and 50 nodes each. For each type we have tested 

simulation on 10 different topologies. 

By analyzing these results obtained on these topologies and varying the parameters of each 

type of topologies, we see that the distributed model gives generally similar results with 

respect to results obtained with the 10-node topologies. So on topologies with 

approximately 50 nodes or less than 50 nodes, this model provides satisfactory results. 

3.2.4. CONCLUSION 

Stock model is presented using a reverse cascade approach and an iterative process where 

nodes could learn the right quantities of capacity to buy and stock. The simulation results we 

have presented validate this model. They show that in case of simple network topologies 

and/or basic strategies, the model converges towards good and satisfying situations. 

Moreover, since the model converges to positive values of minimum capacities ( cap_min) 

it doesn't put providers at a disadvantage. The customers are also not disadvantaged 

because they can purchase positive stocks of capacity. Therefore, this model really 

constitutes a stock model that leads nodes to anticipate the stock of resources that they will 

be able to resell. However, in cases of more complex network topologies or scenarios (for 

instance with several destinations), this model would need to be reinforced with more 

sophisticated features and policies. Some tests have been realized by applying a game 

model.  

In conclusion, the deployment of a distributed reverse cascade approach for offers 

negotiation is well adapted to the distributed push model. The flexibility put in the offers 

(cap_min, cap_max) is an efficient way to adapt the local contract decision to the 

uncertainty of the future demands when it is associated to a distributed learning technique. 
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4. NETWORK PATH COMPUTATION 

4.1. OBJECTIVE OF THE SIMULATIONS 

The objective of the simulation on network path computation issues is to assess some 

algorithmic approaches for centralized pull operational modes (either fully centralized or 

per-NSP pull as illustrated by Figure 50), in particular when network capabilities exposed by 

the different domains contain no or very few QoS information. This study may be seen as a 

complementary study with respect to the one presented in the section 2.1. Indeed, the 

previous study allows determining the route diversity between one source and a 

destination, but not necessarily taking into account the QoS information from the possible 

domains. The simulations performed in this section on the contrary can take as an input the 

limited set of diverse routes from the source to the destination to perform a multi-domain 

constraints path computation satisfying additional QoS constraints.  

 

Figure 50. Simulation positioning 

4.2. PATH COMPUTATION ALGORITHMS 

The goal of the PCE simulator is to compare different algorithms and protocols that can be 

implemented for the PCE architecture: the Backward Recursive Path Computation Procedure 

as defined by the IETF PCE working group but also the algorithm proposed in the frame of 

the ETICS project. The latter, denoted ID-MCOP-MDR, detailed in [Del5.6, Djarallah11] is an 

inter-domain extension of the SAMCRA algorithms [Mieghem01] which stores several 

intermediate paths. It explores multiple NSP paths (instead of one) in parallel and processes 

in a forward manner. The goal of these simulations is to observe the efficiency of the 
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proposed algorithm in terms of results while taking into account several additive and non-

additive constraints under various capacity of path storing (e.g. storing 1, 2, etc. paths in 

each NSP). The execution time is also measured under various types of constraints.  

Simulation environment. The PCE simulator is a JAVA-written simulator, handles a sequence 

of PCC requests on stateful PCEs (local TED updates) and aims to: 

• Generate network graphs modelling NSPs that form the global topology: it improves 

generated BRITE graph topologies by adding bandwidth and additive metrics 

(weights) to graph’s links, additive weights are positively or negatively correlated. 

• Evaluate a set of inter-NSPs computation protocols: 

o BRPC as defined at the IETF 

o FRPC, a forward computation protocol (forward version of BRPC) BRPC and 

FRPC perform their computation on one predefined inter-NSPs sequence 

o FMPC (Forward Multi-Path Computation), a computation protocol that 

explores several inter-NSPs sequences able to reach the same remote 

destination, manages loops and synchronize resulting trees (Virtual Shortest 

Path Trees, VSPTs). 

• Evaluate the constrained path computation algorithm (ID-MCOP-MDR) proposed in 

the frame of ETICS. It is based on a K-shorted path algorithm while being compliant 

with NSP's wishes on security. It computes non-dominated paths from one point to 

multiple points (and to one point). A global optimization is performed to provide the 

best end-to-end path. Alternative paths are computed at the same time the main 

path is computed. 

Scenario and Metrics. The network topology is generated using a Waxman model by using 

the BRITE software generator. We generated 5 interconnected NSPs with 600 nodes and 

1200 edges per NSP and leading two 2 disjoint paths of NSPs. The algorithm computes 

trees per NSP and sends them to next NSPs (backward or forward) only a sub-set of paths 

according to QoS constraints. Hence, the study focuses rather on a large intra-domain scale 

than inter-NSP one. Each edge is associated with 3, 4 or 5 QoS metrics (the first one is the 

bandwidth and others are additive integers), depending on the scenario, in order to observe 

the impact of the QoS metric number on the algorithm performance. Additive QoS metrics 

are positively correlated within [1, 1000]. The bandwidth capacity of each link is fixed to 10 

Gbps. Throughout the simulations, requested bandwidth is set to 64 Mbps. Two types of 

constraints are identified; loose and tight constraints. Figure 51 gives an example of 

constraint space (with two additive metrics) delimited by two paths p1 and p2. The path p1 

minimizes the first metric and p2 minimizes the second metric. Constraints generated within 

the zone z11 are loose and a polynomial computation algorithm can compute paths with 

these types of constraints. Constraints generated inside the zone z0 are infeasible. 

Contrariwise, constraints generated in the rectangle delimited by [l1 (p1), l2 (p1)] and [l1 

(p2), l2 (p2)] are tight. This rectangle is partitioned into 10 zones (z1-z10). 
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Figure 51. Constraint zone 

Performance evaluation criteria. The purpose of the simulations is: 1) to study the impact of 

exploring multiple routes on the number of satisfied requests and the number of solutions 

per-request, 2) to evaluate the tightness and the number of feasible stored paths (k) on the 

success rate, 3) to study the effect of the number of metrics and the number of feasible 

stored paths (k) on the generated overhead messages, and finally 4) to show the impact of 

the number of metrics and the number of feasible stored paths (k) on the runtime. 

Therefore, the parameters measured in the simulations are the followings: 

• The number of non-dominated paths, on one or more inter-domain routes, related 

to a request, 

• The average success rate to find the constrained path(s), 

• The Average message overhead (AMO): the ID-MCOP-MDR algorithm uses control 

messages to check the availability of resources, exchange of the request, 

acknowledge a path computation request or terminate a request. These control 

messages can be considered as network overhead since they consume some 

network resources. Therefore, given a set of generated requests, for the same 

couple source/destination, we measure the average message overhead in order to 

find (if it exists) the constrained path(s), 

• The Mean execution time, which is the needed time to response an e2e constrained 

path computation request. 

4.2.1. SIMULATION RESULTS 

Number of paths satisfying a request. Figure 52 shows the benefit in terms of satisfied 

requests and number of constrained paths per-request when we explore one inter-domain 

route or two routes in parallel. We performed this simulation in three steps: first we 

launched the computation of 200 requests on the inter-domain route 1; second, the same 

requests are sent to be computed on the inter-domain route 2; and finally, the exploration 

of the two inter-domain routes simultaneously with the same requests. In the first case, we 

had a success of 91 requests from the 200 requests, then slightly less with the inter-domain 
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route 2 (success of 89 requests), and finally, the success of 141 requests from 200 requests 

when the two routes are explored in parallel. Nevertheless, these results are obvious, 

because the number of success requests naturally increases with the increase in the number 

of explored inter-domain routes. We showed these results to confirm the usefulness of 

exploring multiple paths and to test if the implemented algorithm was performing as 

expected. 

 

Figure 52. Multiple-domain routes vs single-domain route 

Average Success Rate (ASR). Figure 53 illustrates the dependence of the average success 

rate of our ID-MCOP-MDR algorithm on the constraint generation zones. However, requests 

lose their tightness when the constraints are generated close to zone 10. For this simulation, 

100 requests were generated within each constraint zone (z0 to z10), knowing that source 

node is in the domain D0 and the destination is in the domain D4 and QoS metrics are: the 

bandwidth and two additive metrics (positively correlated). We note that when we approach 

the less restrictive zones the success rate increases, especially the zone 10 where the ASR is 

at its maximum (100 %). Another parameter that influences the ASR is the number of 

feasible stored paths k (when this number is infinite the algorithm provides exact solutions). 

The first satisfied requests are within the generation zone z4. Varying k between 4, 3 and 2 

gives almost the same ASR when handling requests generated within the zone z8 and exactly 

the same ASR within requests of z9 and z10. However, decreasing the value of k to 1 allows 

returning the same rate as when k is equal to infinite, when requests are generated within 

the zone z9 and z10. Therefore, we will see later that bounds on the value of k will 

significantly impact the execution time and the number of message overhead generated by 

our algorithm. 
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Figure 53. Average Success Rate vs constraint generation zones 

Average Message Overhead (AMO). Figure 54 shows the message overhead caused by the 

control messages through crossed domains D0 to D4 with an increasing number of feasible 

paths k and metrics. In Figure 54.a), we generate request (with 3 metrics) within zone z10 

(we observed before that requests of this zone gives us a very high success rate) and we run 

the algorithm. Once the execution ends, we observe that the AMO is the same when the 

value of k is set to infinite, 4 or 3. This means that the number of paths stored on nodes do 

not exceed 3 paths even if the size of the queue, of each node, is set to infinite. 

Contrariwise, this number begins to decrease slightly when the value of k is set to 2. The 

decrease is more significant when the number of stored paths is limited to one. This is 

justified by the fact that fewer paths are explored, so less checks and less message 

overhead. In Figure 54.b), we evaluate the impact of the constraint’s tightness and the 

number of metrics on the generated overhead messages. In this case we fixed the number of 

feasible stored paths k to infinite and we vary the number of QoS metrics in order to 

measure the mean number of message overhead per-domain. The number of metrics varies 

from three to five metrics; in each case, the first metric represents the bandwidth and the 

others are the additive metrics. The first series of simulation concerns loose constraints: the 

AMO varies slightly from 974.61 messages to 1165.92 messages in each crossed domain. 

This slight variation is explained by the fact that; 1) constraints are so loose that each 

domain could explore all possibilities in order to calculate path segments and 2) all domains 

have the same size in terms of number of nodes and links. The same tests are done on tight 

constraints with increasing of the number of metrics: we noticed that this number tends to 

increase whenever we increase the number of metrics and decrease whenever we approach 

the destination domain (D4), because the values of the remaining constraints are 

increasingly tight for the last domains. This implies that fewer paths would meet the 

constraints, so less checks and less overhead messages. Thus, we can say that reducing the 

number k to 2 or 1 will enable us to gain rather in terms of overhead messages while 

keeping almost the same success rate, if constraints are generated within z9, z10 or z11. 
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Figure 54. Average Message Overhead across domains 

Mean Execution Time (MET). Figure 55 exhibits the execution time measured varying the 

number of constraints and the number of stored paths (k). The first series of tests concerns 

the variation of the number of feasible paths k. As we can see in Figure 55.a), the MET 

increases slightly with the change of generation zone and therefore the increase of the 

success rate. Contrariwise, a significant difference in the execution time exists between the 

case where k = 1 and the other cases, knowing that the success rate is almost the same with 

k = 1 in zone z9 and z10 as with k = infinite (exact solution). We can see also the execution 

time related to the exploration case of one inter-domain route. The difference in terms of 

execution time is minimal compared to the obtained gain, in ASR (simulation results 

depicted in Figure 52), when multiple routes are explored. The second series of tests handles 

the number of metrics to see the behaviour of the algorithm and the time required to return 

a response. In Figure 55.b), it is obvious that the MET increases with the change of 

constraints generation zone because more paths are computed and found that satisfy 

generated requests. The MET increases also naturally with the variation of the number of 

metrics. 
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Figure 55. Execution time evaluations 

As a conclusion, we can say that the number of feasible paths k may be reduced to 2 if 

requests are generated between zone z9 and z10 while maintaining a very good success rate 

with a reasonable execution time. 

4.3. TUNABLE QOS-AWARE NETWORK SURVIVABILITY SIMULATION 

 The implementation of efficient Quality of Service (QoS) offering is considered to be one of 

the main challenges of communication networking. A crucial element of such guarantee is 

that of survivability, i.e., the capability of the network to maintain service continuity in the 

presence of failures. Although survivability schemes have been extensively studied in the 

past, research thus far has mainly concentrated on traditional schemes, which usually do not 

consider survivability in conjunction with other end-to-end QoS guarantees. The high-

availability demands of future networks calls for novel survivability schemes. 
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Tuneable survivability is a novel concept that offers major improvements over traditional 

solutions, as follows. While the traditional survivability approach had been to provide full 

(100%) protection against network failures through disjoint paths, it was realized, in 

practice, that this requirement is too restrictive. Tuneable survivability provides a 

quantitative measure for specifying the desired survivability levels between 0-100%, by 

considering joint paths with common links [Banner07]. Schemes which combine tuneable 

survivability with other QoS guarantees are required in order to implement the concept in 

real networks. Accordingly, we studied algorithmic schemes for finding the most survivable 

solution under additive QoS metric constraints and performed extensive simulations in 

several network topologies. We studied how the tuneable survivability concept improves 

packet delay, and showed that by marginally relaxing the survivability levels, significant 

improvement is realized in packet loss.  

4.3.1. THE OBJECTIVE OF THE SIMULATION 

The goal of the simulation is to demonstrate the advantage of employing tuneable 

survivability instead of traditional “full” (100%) survivability scheme. To that end, we 

compare between the minimum delay (an additive metric) of survivable connections that 

consist of a pair of disjoint paths (i.e., 1-survivable connections) and the minimum delay of 

p-survivable connections, where p (0,1).  

 

Figure 56. Simulation positioning 

Clearly, survivability is directly related to SLAs, i.e. the percentage of time the network can 

be down. Our research is taking a microscopic view of the network SLA, by looking at the 

survivability of a single connection only. A network can be down for multiple reasons, only 

one of which is related to problems in the path of an active connection, which might be 
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related to a bad router, while all other routers and paths that are not routed via the bad 

router are functional. A failure of a specific end-to-end connection does not necessarily 

imply a network-wide failure. 

Our tuneable survivability research belongs to the area of path computation. We propose 

manipulation of the path by marginally reducing the survivability of a connection while 

significantly improving some of its QoS additive metrics (e.g. packet delay). We want to 

quantify these improvements via simulation. 

The simulation of our tuneable survivability research is conducted in the context of ETICS 

WP5, which, among other things, aims at validating and evaluating the proposed ETICS 

architecture. We therefore derive specific recommendations to the 6 proposed options of 

the architecture, from the perspective our tuneable survivability research. More specifically, 

we want to evaluate the recommended working point on the range of fully centralized – Per 

NSP centralized – distributed proposed architecture options. Further, we conclude whether 

push or pull architectures are preferred, only from the perspective of our tuneable 

survivability simulation results. 

4.3.2. DESCRIPTION OF THE SIMULATION AND ITS ENVIRONMENT 

Our simulations have been performed in a house made simulator written in C++, using LEDA, 

a dedicated API for graph algorithms implementation. 

We generated two types of random networks, which are popular for modelling the internet 

topology: Waxman networks, and the more recent model of power-law networks. We 

constructed 10000 random networks for each combination of the following items: 1) the 

desired level of survivability (p); and 2) the class of random networks (i.e., either power-law 

or Waxman). Each random power-law network contained 200 nodes and approximately 900 

links. Each random Waxman network contained 200 nodes and approximately 1800 links. 

For each network, we identified a single source-destination pair. We then conducted our 

measurements as follows. In order to estimate the tuneable-survivability approach 

improvement over the traditional protection approach, that is represented in our model by 

1-survivable connections. For each of the networks that admit 1-survivable connections, we 

measured the minimum delay of a p-survivable connection, denoted as  , and, 

accordingly, we measure the delay ratio, defined as . Then, we derive the 

corresponding delay ratio average  among the simulations which admit full protection 

(  Moreover, we estimate the feasibility improvement of the 

tuneable survivability approach by presenting the number of simulations with a suitable 

survivable connection solution under a certain survivability level constrain out of the 10000 

performed simulations for each network class(Waxman, power law). 

In all runs, we assume that each link in the network belongs to one of the following groups: a 

slow link group whose link delay is set to [100] ms with a probability of 30%, or a fast link 

group whose link delays are distributed uniformly between [1,5] ms with a probability of 
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70%. We believe that this approach represents a heterogeneous network with different link 

technologies, where the slow links can represent poor performance connections containing 

satellite or noisy wireless infrastructure, and the fast links can represent a high performance 

connection, such as a fibre-optic.  The failure probability of each link is distributed normally 

with a mean value of 1% and a standard deviation of 1%. 

4.3.3. RESULTS AND ANALYSIS OF THE SIMULATION 

The results of our experiments are presented through the following graphs. In all graphs, the 

X-axis represents the p-survivability level while the Y-axis shows a metric of interest. 

 

Figure 57. Simulation results for Waxman topology: Survivability Vs. Packet delay 

Figure 57 exhibits our simulation results for Waxman topology and the effect on end-to-end 

packet delay. The 1-survivable connection is benchmarked with 100% packet delay. It can be 

seen that at 99% survivability level, the end-to-end packet delay is reduced by 23%. 

Likewise, relaxing the survivability level requirement by 0.02 (2%), the end-to-end total 

packet delay is impressively reduced by 40%. However, further reduction in the survivability 

levels do not provide any significant improvement to the packet delay, which converges 

around 45%-47% improvement. 
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Figure 58. Simulation results for Waxman topology: Survivability vs. Feasibility 

Figure 58 exhibits our feasibility results for Waxman topology. It can be seen that under the 

traditional protection model (1-survivability), only 7167 out of 10000 networks contains a 

valid survivable connection between the chosen source and destination. However, while 

relaxing the survivability requirement level by 0.04 (4%), a valid connection is available for 

almost the entire simulated network. 

 

Figure 59. Simulation results for Power-Law topology: Survivability vs. Packet delay 

We now proceed to the simulation results for Power-law topology. Figure 59 exhibits the 

improvement in end-to-end packet delay for various p-survivability levels. It can be seen that 

at 98% survivability level, 40% in end-to-end packet delay is materialized. At a price of 

relaxing 0.05 (5%) in the survivability level requirement, the end-to-end total delay for the 

connection is reduced by 50%. Further reduction in the survivability levels does not yield any 

significant improvement for the packet delay, converging at about 52% improvement. 
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As shown in Figure 57 and Figure 59, the impact of tuneable survivability on end-to-end 

packet delay is comparable for both Waxman and Power-Law networks. In both topologies, 

when tuneable survivability is relaxed to a level of 2-5%, end-to-end packet delay values 

demonstrate the best improvement, as much as 40-50%. 

 

Figure 60. Simulation results for Power-Law topology: Survivability vs. Feasibility 

Figure 60 exhibits our feasibility results for Power Law topology. It can be seen that under 

the traditional protection model (1-survivability) only 7365 out of 10000 networks contains a 

valid survivable connection between the chosen source and destination. At a price of 

relaxing 0.05 in the survivability level requirement, we can find a valid feasibility survivable 

connection in almost all simulated network. 

Feasibility results for both Waxman and Power-Law topologies are comparable. The 

improvement realized by the implementation of tuneable survivability increases the number 

of available solutions for requested paths in a comparable manner, for both networks. 

In summary, our simulations demonstrate that at the price of a negligible reduction in the 

level of survivability, considerable benefits are obtained in the feasibility of the solution, as 

well as in end-to-end packet delay improvements. 

4.3.4. DISCUSSION 

Our study shows that significant improvement in end-to-end packet delay can be realized 

with the tuneable survivability scheme. In fact, we expect these findings to be applicable to 

any additive QoS metric, such as jitter, log(packet loss rate), or monetary cost; namely, those 

metrics are expected to demonstrate the same trend when tuneable survivability concept is 

in effect. 

Additionally, in past research [Banner07], the impact of tuneable survivability was examined 

along with bandwidth considerations. The bandwidth of an end-to-end connection is 

determined by the bandwidth of the weakest link on the path. We therefore, could find the 
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most survivable connection for a given bandwidth requirement. Alternatively, we could find 

the highest bandwidth available for a given survivability level. The research conducted now 

adds the QoS considerations (e.g. concluding what is the improvement of QoS metrics and 

the maximum bandwidth available for any survivability level). 

4.3.4.1. Dynamicity and scalability 

The Tuneable survivability algorithm belongs to a family of algorithms within the fully 

polynomial approximation scheme. One key property of this scheme is the ability to 

configure the desired solution considering the trade-offs between the desired quality of the 

solution, and the cost associated with obtaining it (in terms of the time it takes to compute 

it). The implication of this property is that users can specify how fast they want the results, 

and the algorithm can provide the best result possible considering this constraint. 

Alternatively, users can specify the desired quality of the solution (in terms of epsilon 

optimal solution), and the algorithm will provide the solution, bearing the cost associated 

with this requirement. This configurable trade-off exhibits the dynamicity of the tuneable 

survivability algorithm; different users at different time can operate at different working 

points that fit their needs. 

Generally-speaking, however, the tuneable survivability algorithm was not designed for a 

dynamic environment, in which the topology and its utilization change faster than the time it 

takes to compute a path (or while the path is computed). Such dynamicity is left for future 

research. It is worth noting, however, that QoS requirements and paths that honour them 

are not subject to highly rapid changes. This phenomenon is clearly demonstrated with the 

MPLS technology, where the establishment of MPLS links takes some time, and these links 

are then alive for a considerable amount of time.  

The Tuneable survivability algorithm is scalable up to a level in which the topology is seen by 

one router. The network can run a link state protocol, such as OSPF, and as a result, each 

router will be updated with the full topology of the network. As such, it is readily applicable 

to the intra-domain context. The application of the tuneable survivability scheme across 

domains requires some additional considerations and is further elaborated in the granularity 

subsection. 

Another point of view regarding the scalability of the algorithm is its complexity. Generally 

speaking, algorithms with lower complexity levels scale better. The complexity of the 

algorithm is related to the complexity of the topology, and therefore, can provide us with 

supporting information regarding its scalability. The Tuneable survivability problem is 

classified as NP-complete. We designed pseudo polynomial algorithm, whose complexity is 

O (N^2 Mlog (N) +N^3 T). Further, we designed an efficient fully polynomial-time 

approximation scheme, whose complexity is  

O (N^2 Mlog (N) +N^3 (log log N + 1/e)). Our polynomial-time solutions scale with the size of 

the network (i.e. with the number of nodes N), and therefore are highly scalable. 
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4.3.4.2. Algorithm granularity (distributed vs. centralized) 

Generally speaking, the tuneable survivability algorithm employs a centralized entity (router) 

to resolve the path between a given source and destination addresses. However, the 

algorithm is executed separately for each unique combination of source-destination 

addresses, and therefore, must have multiple instances. It is likely that the algorithm is 

available at every PCE (Path Computation Element), addressing all path resolution requests 

from any ingress router within the responsibility of that PCE. Even within one PCE, there 

might be multiple simultaneous instances of the tuneable survivability algorithm, one for 

each path resolution request. We can therefore conclude, that each instance of the tuneable 

survivability algorithm is running centrally, but the network-wide tuneable survivability 

concept is distributed in nature (having multiple instances, each responsible for local path 

resolution). 

As already explained, the scheme makes use of the topology, and therefore it must be 

known. The topology between source and destination addresses within one domain can be 

made available for the algorithm (by means of execution of link state protocols). However, if 

the source and destination addresses of an end-to-end connection reside in different 

domains, the topology of one domain is not visible from another domain, and therefore, the 

tuneable survivability algorithm lacks the information needed for its operation. These cross-

domain scenarios call for a distributed scheme, in which tuneable survivability will be 

addressed within each domain separately (resolving the path and its attributes between two 

boarder routers or the end address and a border router), and a central entity will compile 

the pieces into an end-to-end resolution. 

Within each domain, the tuneable survivability algorithm compiles a table of survivability 

levels and the corresponding gain in packet delay, between the two border routers or the 

end address and a border router. This table does not reveal any confidential topology 

information, and therefore, can be forwarded to a central entity across domains. The central 

entity collapses all individual tables into one table for the end-to-end connection, and 

compiles the optimized path, based on the user requests. 

There are situations in which the path between the source and destination can traverse via 

different domains. The central entity can initiate the execution of the tuneable survivability 

scheme in every possible domain in the path, ultimately combining the information into a 

consolidated end-to-end solution. Alternatively, a path via only a few domains will be 

considered, due to other external considerations (such as higher bandwidth at the cross-

domain connection, smaller number of domains, commercial relationships, etc.).  

Generally speaking, the detailed resolution of the end-to-end tuneable survivability problem 

across domains is left for future study. There might be an impact to the fact that the 

algorithm runs independently on sections of the end-to-end path, which must be studied. 

We do, however, expect that the benefits gained by the tuneable survivability scheme will 

be available also for the cross-domain scenarios, in the same manner they are exhibited for 

the single domain. 
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4.3.4.3. Evaluation of the ETICS architecture 

Our simulation results (Figure 57 and Figure 59) clearly show that the trade-off between 

survivability and QoS is not linear. There are areas where small reduction in survivability can 

provide significantly better QoS values than in other areas. For example, in Figure 59, 

considering Power-Law topology, we can see that at a price of relaxing 5% in the survivability 

level requirement, the end-to-end total packet delay for the connection is reduced by 50%. If 

we further relax the survivability levels, we barely improve the packet delay. Contrary, if we 

reduced the survivability levels, the gain in packet delay will be much smaller (e.g. 2% 

survivability level yields only 40% gain in packet delay, from Figure 59). The same 

phenomenon is depicted in Figure 57 for the Waxman topology. Table 9 identifies the 

preferred operating points (from the tuneable survivability point of view). Clearly, relaxing 

the survivability level by more than 5% provide a negligible improvement, both in terms of 

packet delay, and the feasible solution. The largest improvement in packet delay and 

feasible solution is related to 95-98% survivability levels. 

 

 Waxman Topologies Power-Law Topologies 

Survivability 

Levels (%) 

Reduction in 

Packet delay (%) 

Feasible solutions 

(%) 

Reduction in 

Packet delay (%) 

Feasible solutions 

(%) 

100 0 71 0 73 

99 23 82 20 85 

98 40 93 40 93 

97 44 97 47 97 

96 45 ~100 49 98 

95 46  50 99 

<95 >47  >52  

Table 9. Preferred operating points 

These findings suggest that by knowing the profile of this trade-off, we can offer packages 

where the reduction of survivability is minimal, while the improvement in QoS parameters is 

significant. For example, in Figure 59 again, we might want to operate at a point where 

survivability is configured between 2-5%, providing us with end to end packet delay 

improvement of 40-50% (as compared with no tuneable survivability). Outside from this 2-

5% relaxation of survivability is clearly not beneficial, from the QoS-improvement point of 

view. The same example can be shown again in Figure 1, considering the Waxman topology. 

Consequently, the pre-packaged architecture (i.e. Push) seems advantageous, as compared 

to the pull model. Using the pull model, users won't be able to exploit this trade-off to their 

advantage, and therefore, might pay too much on survivability, without gaining significant 

increase in QoS parameters. 
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Clearly, relaxing the survivability level by itself has a price that might not be acceptable in 

some scenarios for some customers. In other words, survivability cannot always be relaxed 

based on optimal QoS payback only. However, knowing this trade-off profile, operators can 

seek to offer packages that provide best QoS payback under acceptable survivability cost. 

The ETICS proposed architecture also show 3 different variants, ranging from fully 

centralized, to per-NSP centralized and to distributed flavours. As already discussed in the 

algorithm granularity subsection, each instance of the tuneable survivability algorithm is 

executed for path resolution request between a unique source-destination address. This 

instance can be running centrally, or distributed over the network (e.g. residing in any place 

the PCE exist). The cross-domain scenario requires a central entity to compute the 

properties of the cross-domain end-to-end connection, but this central entity is required for 

each connection, and therefore, can be centrally-located or distributed over the network. 

We therefore conclude that from the perspective of our tuneable survivability research, and 

considering the ETICS architecture variances at the range fully centralized – per NSP 

centralized – Distributed, we have no specific recommendations or preferences. We believe 

that other considerations will dictate the location of the PCEs, and it is likely that the 

tuneable survivability scheme will be residing there. 
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5. TRAFFIC IDENTIFICATION 

5.1. EFFICIENCY AND COOPERATION IN THE ROUTING OF FLOWS: 

SIMULATIONS STUDY AND IMPACT ASSESSMENT 

5.1.1. OBJECTIVE OF THE SIMULATION FOR THE DEFINITION AND EVALUATION OF THE ARCHITECTURE  

 

Figure 61. Simulation positioning 

This simulation study investigates the issue of efficiency and cooperation in the inter-domain 

routing of flows. The motivation behind this research topic is that it is worth investigating 

whether cooperation is indeed beneficial in the ETICS context, as well as to assess the 

impact of selfishness of the ETICS NSPs. This impact is assessed both in terms of the 

individual benefits (i.e. monetary gains) of the (selfish) NSPs, and the impact on the user of 

the ETICS infrastructure and the overall system performance (impact on system blocking 

probability).  

To provide the end-to-end services, the NSPs need to cooperate; however there is an 

interesting tussle (conflict) in keeping control and maximizing individual short-term revenue 

versus maximizing the global benefit. Thus, there are various degrees of cooperation that 

are possible in this context.  

One extreme is the loose community, where there could be minimum cooperation and 

restrictions; this can be described by a model where routing is decided individually by the 

NSP that serves the customer under the per-NSP centralized or distributed model and acts a 

service facilitator for his customers.  
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The other extreme is the maximum cooperation community model where there is a third-

party facilitator whose actions aim at maximizing the global benefit. In our work we outline a 

simple model used to depict and formalize these two cases. We then define and 

comparatively assess the performance of certain routing policies, each requiring different 

amount of cooperation among the NSPs for information sharing and the routing/CAC 

decisions for routing the flows in the pre-built ASQ pipes.  

Though these routing policies are in general pull/push agnostic, they provide useful 

feedback to architecture issues. These are reported in a separate subsection of this section, 

after presenting the simulation model in detail and some results.  

5.1.2. DESCRIPTION OF THE SIMULATION AND ITS ENVIRONMENT (TOPOLOGIES, LOAD ETC)  

Simulations regard routing over a loaded network of N NSPs.v 

 For this simulation study, the full mesh topology has initially been chosen so as to build on 

top of previous research done in the literature for telephony networks. Currently we 

generate these topologies by means of our custom simulator. We have further enhanced our 

simulations with general topologies and simulating failures.  

Regarding the load, we have experimented with various degrees of load for the network and 

several thousands of flows; the exact number depends also on the size of the 

interconnection work so as to generate various degrees of load to the system. Our results 

depend on the relative load of the system (as explained above) but we run simulations for 

different loads; however the results are rather trivial and easy to predict if the network is 

under-loaded (i.e. demand is less than supply), and are more interesting in cases where 

demand significantly exceeds supply. This is also to be expected and actually is the only 

meaningful case for the project since it is in these cases that there is actually a problem in 

admitting flows and it is needed to investigate which policies work better and optimize the 

system performance. 

It is worth emphasizing that this is not a system-level simulation study but a high-level 

investigation of properties of routing policies and their impact on the system. In particular, 

this simulation study investigates the issue of efficiency and cooperation in the inter-domain 

routing of flows.  

In particular, in this simulation study we investigate the system performance over an ETICS 

infrastructure where N NSPs participate in adopting the ETICS technology and share 

resources. The basic simulation model assumptions are the following:  

• The interconnection core consists of N fully connected (full connectivity relaxed for 

some simulations) NSPs. 

• Simulations pertain to the interconnection core, the edge NSPs are not considered but 

taken to be customers of the interconnected NSPs. 

• There are no link failures unless explicitly stated otherwise. 

• Each NSP_i owns all the outgoing directed links i->j towards all other ETICS NSP_j.  

• Each link is of capacity C_ij, which is taken as divisible to integer units.  
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• All the flows (total number denoted as F) demand the same amount of bandwidth 

(normalized to 1 unit).  

• The entry and exit NSP of each flow (i.e. source and target NSP) is chosen randomly and 

uniformly over the set of N NSPs. Thus, the network is symmetrically loaded for a large 

number of flows. 

• For each flow, the destination can be reached with paths of lengths 1 (direct path) and 2 

(two-hop path). This is a conservative estimate of the cooperation needed among NSPs 

in order to connect two edge NSPs since the average hop count in AS is 4. So this study is 

a conservative study of the impact of selfishness in the routing of flows. 

• Revenue is generated by flows (e.g. video calls), shared among NSPs in the flow path in a 

pre-specified way. The reward to the originating NSP is defined as r if the call is directly 

routed and r_1 < r if alternatively routed by means of a two-hop path. In the two-hop 

path case, the transit NSP gets a reward r_2 < r_1 per alternatively routed flow. Thus, r = 

r_1 + r_2. 

• The average time-to-live (TTL) of the flows varies across simulation runs so as to capture 

both short-term and long-lived flows over the total simulation time T for which the 

simulations take place.  

• Time is slotted. Each simulation is run for T slots. 

• In case a certain policy fails to route a service request, then blocking occurs for the flows 

that cannot be routed (as opposed to queuing).  

This modelling assumption decouples the selfishness/routing properties from the pricing 

strategic decisions, thus reducing noise in this model’s results and findings, also facilitating 

the analysis. The pricing-related issues are also investigated, but by means of a separate 

simulations study, namely the “IC Coordination and Information Issues” study, also 

presented in this deliverable. 

On top of this model, we have defined a routing game where the NSPs are the players. The 

actions on arrival of a new flow are to accept or reject the flow (this applies to transit flows 

as well) and to route this flow via a direct path, or via an alternative two-hop path. Each 

player’s strategy is the aforementioned action to be taken on a flow arrival based on perfect 

state information. In this formulation Nash strategy maximizes NSP_i’s reward rate over all 

strategies given that competing NSPs follow the same strategy. 

The direct myopic strategy is the one which maximizes the instantaneous reward rate and is 

depicted as Figure 62. This strategy simply admits every routing request regardless of actual 

system load and how much spare capacity is available in the links.  
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Figure 62. The myopic strategy over a simplified graph example. 

  

Under this strategy if the direct path fails (due to lack of resources) then the alternative two-

hop path is used. Also, transit flows are always accepted if there is bandwidth available. This 

leads to a bistable behaviour: one with many direct flows (high rewards states) and one with 

many transit flows (low reward states) where the limited reward rate is due to the transit 

link constraint.  

The strategy set is complemented with the policies {s_0, s_1, …, s_k} where strategy s_i is 

trying up to i randomly chosen two-hop alternative path routes, with k denoting the 

maximum number of alternative paths. In this strategy profile, we also define the least 

loaded routing policy being a variation of the s_k policy, where a flow if not directly routed 

due to lack of resources it is routed via an alternative two-hop path that is currently the least 

loaded one among all alternative two-hop paths. 

We briefly state some major simulation scenarios run and the respective results in the 

remainder of this section: 

• Scenario 1: All ETICS NSPs adopt the myopic (direct) routing policy. 

• Scenario 2: All ETICS NSPs adopt the s_k routing policy. 

• Scenario 1’: All but one ETICS NSPs adopt the myopic (direct) routing policy, one the s_k 

policy. 

• Scenario 2’: All but one ETICS NSPs adopt the s_k routing strategy, one the myopic 

policy. 

• Scenario 3: All ETICS NSPs adopt the least loaded routing policy. 

• Scenario 3’: All but one ETICS NSPs adopt the least loaded routing policy, one the myopic 

(direct) routing policy. 

• Scenario 3’’: All but one ETICS NSPs adopt the myopic (direct) routing policy, one the 

least loaded routing policy. 

The definition of these scenarios allows us to cross compare the performance of each NSP, 

quantify the Nash equilibrium properties (or cost of deviation from equilibrium) and assess 

the overall system performance and end user satisfaction by means of computing the 

blocking probability of the system. 
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After running these basic scenarios we rerun them by performing the following extensions: 

Extension 1: Simulation of link failures by randomly selecting D links that become 

unavailable due to some network failure. 

Extension 2: Altering the topology from a fully connected to a partly connected random 

topology. This means that some of the direct links among NSPs are removed from the 

network graph. 

Note that in case we want to study the impact of deviation of an NSP from the common 

strategy profile on the attained revenue, this is done in each simulation run for each one of 

the N NSPs. The simulation results obtained illustrate that due to the uniform way that the 

flows are generated with respect to their source and target NSP, there is similar behaviour 

for all the deviating NSPs with respect to both the impact on the monetary gains and the 

resulting system blocking probability faced by the users. 

It is shown that indeed s_k comprises a Nash equilibrium strategy over the strategy set {s_2, 

myopic}. This is also quantified by the simulations which indicate that the reward of the 

(deviating) NSP that adopts the myopic policy under Scenario 2’ is less than that under 

Scenario 2. 

Similarly, it is shown that the myopic policy does not comprise a Nash equilibrium strategy 

over the strategy set {s_2, myopic}. This is also quantified by the simulations which indicate 

that the reward of the NSP that adopts the myopic policy under Scenario 1’ is greater than 

that under Scenario 1. On average (50 simulation runs and averaging over N ETICS NSPs) the 

deviating NSP manages to route 8-12% more calls compared to the number of calls he would 

accommodate if not deviating. 

The blocking probability is also assessed and it is depicted that the blocking probability 

under the Scenario 1 is less than the Scenario 2. This results to higher benefit for the users 

who receive better service from the ETICS networks infrastructure. Note however that since 

this policy does not comprise a Nash equilibrium strategy, the NSPs will not apply it if left 

freely to choose their individual routing strategy, thus resulting in a system with poorer 

performance. To the same end, implementing a trunk reservation policy in the centralized 

architecture would be highly beneficial in terms of system performance since this is the most 

efficient one [Del3.3]; however this also does not comprise a Nash equilibrium strategy. 

Therefore, the lack of cooperation and the selfishness of the NSPs have its toll on the system 

performance. 

By working with the same methodology, useful insight is provided with respect to the impact 

of each routing strategy. In most simulation runs, the s_2 routing policy and the least loaded 

routing policy perform really close, despite the lack of sophistication of the former strategy 

as opposed to the latter, which also needs more information regarding the state of the 

network. This is also depicted as Figure 63 and is justified to a certain degree expected since 

both these policies lack cooperation as opposed to the trunk reservation policy which 

performs most efficiently [Del3.3].  
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In fact, if the ETICS ASQ infrastructure is saturated, then it is important to prioritize single-

hop flows as opposed to higher-cost (in terms of resources consumed) multi-hop flows. 

Doing the latter will reduce the network efficiency and the number of users served. 

Therefore, a common rule for CAC on top of ASQ goods is needed where all NSPs agree to 

accept high-cost flows (or alternatively low-value flows in a variation of the model where all 

flows are not of the same value) only when there is enough free capacity (above a 

threshold). 

Routed and Blocked Flows
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Figure 63. Sample simulation results obtained for N=10, F=35000, TTL~U[2,5], T=100 C_ij=50 and 

comparing by measuring the flows routed and blocked 1) under the s_2 routing strategy and 

2)under the least loaded routing strategy 

5.1.3. DYNAMICITY AND SCALABILITY 

The study performed is not a system-level simulation. However we have investigated the 

impact of the load of the network. In particular, we have experimented with various degrees 

of load for the network and several thousands of flows; the exact number depends also on 

the size of the interconnection work so as to generate various degrees of load to the system. 

It is found that the basic equilibrium policies and the impact on individual revenue and 

system blocking probability apply for all cases where there is enough load in the network 

and thus some flows will inevitably not be served. In fact the critical parameter in the 

simulation is not the absolute value of the number of NSPs or number of flows but instead 

the relative load of the network. For simulations in the range of [4-100] NSPs the same 

behaviour in terms of blocking is persistent among the simulation runs, as long as the load 

exceeds that of the available link capacity over the time duration of the simulation run. 

Deviations in the blocking probability are in the range of 3-5% across simulations of different 

load, so qualitatively there is no difference in the relative performance of the routing 

policies studied. If the network is under-loaded for all cases it makes sense to adopt the 

direct routing policy, thus since there are always available resources to accommodate traffic, 

selfishness has no actual impact on the blocking probability which is 0. 
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Dynamicity has been captured by simulating failures. This has been performed by 

dynamically for certain time slots making part of the network (i.e. certain links) unavailable 

by setting the residual capacity to 0. This has shown to have a big impact on the revenue of 

NSPs whose links suffer from these failures. However, as long as those failures are random 

and uniformly distributed over the links of the ETICS NSPs they do not change the incentives 

of the NSPs in terms of the routing strategy played and whether this comprises equilibrium 

strategy or not. 

5.1.4. CONCLUSION 

A major feedback to the architecture is that given that a) the network is not under-utilized, 

and b) over a set of routing policies which require different amounts of information 

regarding the overall network state, selfishness and greedy policies mitigate both system 

performance and rewards, regardless of the amount of information shared or the 

sophistication of the routing policies.  

On the other hand, agreeing on common rules, which do not necessarily comprise Nash 

equilibrium strategies, such as prioritization of high-value flows and accepting low-value 

flows only when a capacity threshold is available over an ASQ path, is beneficial for the 

overall system performance and blocking probability. This provides useful guidelines for the 

way session flows can be efficiently routed on top of the ETICS ASQ infrastructure.  

And from these guidelines the following recommendations: 

• If the ETICS ASQ infrastructure is saturated, then it is important to prioritize single-

hop high-value flows as opposed to low-value or multi-hop flows. Doing the latter, though it 

will be myopically beneficial for the NSP serving the customer, will reduce the network 

efficiency (the system blocking probability deteriorates) and thus the number of users 

served. Therefore, a common rule for CAC on top of ASQ goods is needed where all NSPs 

agree to accept low-value flows only when there is enough free capacity (above a threshold). 

•  Implementing a trunk reservation policy in the centralized architecture (and 

enforced in the federation ETICS community flavour) would be highly beneficial in terms of 

system performance. The central control and full information over the resources available 

on the network and the market demand exhibited allows for a more efficient allocation of 

resources to the competing user flows, improving the system blocking probability that is 

experienced by all the ETICS users.  

• Overall, it is highly recommended that the deployment of the ETICS architecture is 

combined with an agreement on system common rules regarding the admittance of flows 

and routing. This recommendation applies to all 6 different options of the ETICS 

architecture. 
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5.2. BANDWIDTH ALLOCATION AND REVENUE SHARING MECHANISMS 

In this section we present the simulation activities related to the mechanism of bandwidth 

allocation and revenue sharing proposed by Institute Telecom. The proposed framework and 

mechanisms were introduced in D3.3. 

 

Figure 64. Simulation positioning 

These activities come in fact on top of offer composition mechanisms since they are related 

to the ASQ goods retailing mechanisms and to the subsequent sharing of the revenues 

generated by ASQ goods selling among the NSP in an alliance scenario. These proposals are 

coherent with any operational modes (fully centralized, per NSP or distributed pull or push) 

assuming a catalogue of e2e ASQ goods is published before those goods are sold to 

customers. 

However, for the revenue sharing mechanism, it is required that a trusted third party 

centralizes information about statistics of the willingness to pay of the clients and about the 

topology of the alliance at a high level and capabilities (bandwidth) of each NSP. So a certain 

degree of confidence in this trusted third party is required for the revenue sharing phase, 

which is consistent with the centralized push scenario of service composition. 

For these activities we are agnostic to the traffic model. But we are sensitive to the defined 

topology as the number of NSPs has an impact on the complexity of the revenue sharing 

mechanisms and the number of messages exchanged in the resolution of the bandwidth 

allocation problem. 

5.2.1. NETWORK BANDWIDTH ALLOCATION 

In deliverable D3.3 we have presented a mechanism for allocating bandwidth for quality 

assured services and we have addressed the question of how to, afterwards, distribute the 

incomes among all the NSPs involved. The framework is compatible with the ETICS 

architecture (it would basically run on top of the ETICS architecture, operating after service 
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composition). It has been conceived for the context of NSP alliances. We shall briefly present 

the theoretical definitions needed for understanding the simulations and results of the 

study. A high level presentation, focused on the economic aspects, can be found in [Del3.3] 

and a detailed explanation in [Amigo32011]. The following subsections are based on this 

framework. 

5.2.1.1. Objective of the simulation 

Problem description 

We work in the context of an alliance of NSPs. Each NSP in the alliance is abstracted to a 

node with an equivalent capacity . The complete set of nodes is denoted by N. S is the set 

of services for sale. There is a delay constraint on each path of each service , 

which is denoted by . We assume that the routes within the alliance are fixed and 

single-path, and they are represented as a routing matrix R. Service's s route is denoted by 

. The total bandwidth allocated for service  is denoted by . Each service 

has an associated utility function, which represents the willingness to pay of the users 

buying such service as a function of the amount of bandwidth. The utility function associated 

to service s is represented by . We shall afterwards build the utility function from 

bids received from the buyers.  

We now state some additional assumptions. The delay introduced by each node in a path is 

an increasing convex function of the bandwidth carried by all the paths traversing the node. 

We assume that this function can be somehow learnt or estimated by each NSP. The delay 

function of node n is denoted by  where .  

The amount of traffic sold to all paths must be such that the revenue perceived by the 

alliance is maximized while the QoS constraints are fulfilled. This is formalized in the 

following bandwidth allocation problem: 

 

Problem 1 

For scalability issues, Problem 1 is proposed to be solved in a decentralized manner. This is 

achieved by looking at the primal-dual problem of Problem 1 and applying a gradient-

projection algorithm. The iterations performed on the primal and dual variables are given 

by: 
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Where  are Lagrangian multipliers,  are step sizes and 

. 

The previous iterations are performed iteratively on each edge router of a service, which we 

call the source. Both variables lambda and a are initialized on any value, then the method 

continues as follows: 

1. The source of each service s sends the current values of each variable,  and 

, through the service's route.  

2. Each node n on each route receives all the values corresponding to all the services 

traversing that node, and computes the delay , the derivative of the 

delay times the sum of the lambdas it has received , and 

sends them to the source.  

3. The source receives the values computed by each node on step 2 and updates the 

values of the variables for obtaining  and , which are set as current 

values. 

4. Go back to 1. 

 

For each service, the values obtained on step 2 can be accumulated in two sums in the way 

back to the source, thus only two values are needed to be sent back to the source at each 

iteration.  

The iterations explained above are repeated in the control plane and prior to any resource 

allocation. They can be proved to converge to the optimum of Problem 1, provided its 

objective function  is a strictly concave function. 

We present an application where the utility functions are built upon offers received from 

each buyer. Such function results in a piece-wise linear function, thus a non-strictly concave 
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function. The not strictly concavity of the utility function may compromise the convergence 

of the algorithm by producing, in some cases, a hopping result between two consecutive 

integer values. In order to avoid oscillations we use the so-called proximal optimization 

method which implies modifying the optimization problem by an equivalent one so as to 

have a strictly concave function as objective, without changing the point at which the 

solution is attained. For more details the reader is referred to [Amigo32011] and the 

references therein. 

5.2.1.2. Description of the simulation and its environment 

Simulations were performed using MATLAB. Network topologies were obtained using BRITE. 

In particular the one used in the simulations presented here is shown on Figure 65. 

Input - Network topology, defined services, maximum number of clients per service, 

distribution of the offers of the clients, on which the utility functions are based. 

Output - Bandwidth allocation, Total Income. 

 

Figure 65. Topology and service definitions for Simulations. 

5.2.1.3. Results and analysis of simulation 

Figure 66 shows the evolution of the total bandwidth allocated to each service (thick lines) 

along the subsequent iterations presented before. Each colour corresponds to one of the 

defined services. Along with such values, the solution to Problem 1 obtained with solver 

MINOS is shown (thin lines). Results show that the iterations converge to the optimum of 

Problem 1.  

Figure 67 shows the evolution of the Lagrange multipliers, where we see that the iterations 

have also converged. Those Lagrange multipliers that are equal to zero correspond to those 

services where the delay is strictly lower the established bound. 
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Figure 66. Bandwidth allocation, evolution of the iterations on the bandwidth. 

 

Figure 67. Bandwidth allocation, evolution of the iterations on the Lagrange multipliers 

5.2.1.4. Conclusion and comments on scalability 

During the iterations needed for the convergence of the bandwidth allocation algorithm, 

information is exchanged among the NSPs of each route. At each iteration, the source NSP 

of the route sends an updated value of the bandwidth down the route. Each NSP in the 

route computes the delay of traversing it and the derivative of the delay. These values are 

sent back to the source and serve as input for the next iteration. Moreover, the values can 

be accumulated on the way back to the source, which aids preserving confidentiality, since 

there is no information disclosure related to a single NSP. In addition, the amount of control 

traffic exchanged is kept small, since it is only some bytes sent through the route. 
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5.2.2. REVENUE SHARING 

We now present a mechanism to distribute the total revenue, received by means of the 

mechanism explained in the previous section, among all the NSPs that belong to the alliance. 

In particular, this study aims at defining the properties the revenue sharing mechanism 

should fulfil in the context introduced before, exploring existing methods, and proposing a 

suitable one. A full description can be found in [Amigo12012]. 

5.2.2.1. Objective of the simulation 

The model and previous considerations 

Since we are working in an alliance context, we want it to remain stable, which means that 

the members of the alliance must not have any economic incentives to break the alliance. 

With this objective in mind we introduce the following notation and model, which extends 

the notations introduced in the previous section.  

The revenue, called V is a function that assigns a real value  to each subgroup of 

nodes , where  is the capacities vector restricted to the subgroup, that is: 

 

 

The revenue function in our problem is given by the solution of Problem 2. 

 

Problem 2 

Where we include the fact that bandwidth is sold in chunks of amount . We also accept 

the notation  when the capacities are implicit by context. Please note that Problem 2 

is a simplification of Problem 1, where instead of considering constraints on the delays we 

consider capacity constraints. The simplification is performed in this first stage of our study 

in order to work with a model that allows as to prove some properties in a more simple way. 

We shall go back to the complete model on future work. 

We define the contribution  of node n to the coalition as the difference between the total 

revenue of the alliance and the revenue when n is not in the alliance, that is:  

 

Finally, the revenue sharing vector is denoted by x (i.e. each component j of x indicates the 

revenue corresponding to NSP j). 

The desired properties are summarized in what follows. 
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Stability The mechanism should not provide incentives to any sub coalition to break the 

grand coalition. That is to say, no sub coalition should have economic incentives to form a 

smaller coalition outside the grand coalition.  

Let us enumerate all possible sub coalitions  and index them using index j. We can 

write the Stability property as: 

Where  is a matrix that indicates which nodes 

belong to each sub coalition and  is the vector that indicates in the j-th component the 

revenue of sub coalition j. 

Efficiency The mechanism should distribute the whole revenue among the NSPs that belong 

to the alliance, that is to say the sum of all components of vector x must be equal to the 

total revenue V(N): 

 

Monotonicity The mechanism should provide the right incentives to the nodes to increase 

their resources towards the alliance. In our model, these resources are considered in the 

capacity, so monotonicity means that if an NSP increases its capacity then its revenue will as 

well increase or remain the same. 

Fairness We want the mechanism to be fair in the sharing. There is not a general consensus 

in the literature regarding the notion of fairness. However, we propose the following 

intuitive rules to be fulfilled. If the contribution to the revenue of two any NSPs is the same, 

then their revenue share should also be the same. If the contribution of one any NSP is 

smaller than the contribution of any other NSP, then their revenue shares should also 

respect this ordering. Finally, if an NSP does not contribute at all to the revenue of the 

alliance, then its revenue share should be equal to zero.  

We now introduce two widely used revenue sharing methods, and comment on why they 

are not suitable for our problem. 

The proportional share – shares the total revenue proportionally to the contribution of each 

NSP. It can be expressed as: 

 

The proportional share fulfils the properties of Efficiency and Fairness and it is very simple to 

compute. However, it does not always guarantee either Stability or Monotonicity. We will 

come back to these limitations in the simulations. 

The Shapley Value- is a widely used rule in the context of coalitional game theory. It is 

defined as: 
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The Shapley value has the Efficiency, Monotonicity and a particular case of the Fairness. 

However, it does not always provide stable solutions. For instance, when the revenue 

function V is not convex, stable solutions cannot be assured, which is the case of our 

problem. 

The following counterexample illustrates what we have just stated: 

 

Figure 68 An example where the Shapley Value provides unstable solutions 

We consider the topology of Figure 68, where the capacities are all equal to 1 unit. The 

utility functions are such that V(N)=V({2,3})=5, V({1,3})=2. A feasible solution must fulfil 

 and . The vectors x that 

satisfy all equations are . 

The computation of the Shapley Value renders, however, x=(1/2,3,3/2), which is clearly 

outside the Stable and Efficient set. 

The proposed method 

We want to find a vector x that satisfies the Efficiency and Stability equations. In order to do 

so, we formulate the following optimization problem: 

 

Problem 3 

Where f(x) is a convex function. Problem 3 constitutes a family of methods which can be 

tuned to cover additional properties by considering different objective functions. We will 

come back to this in the simulations section. 

Regarding implementation aspects, the proposal is to have a central trusted entity 

computing the revenue sharing. This entity must know the utility functions for each service 

and the topology of the alliance, at the NSP level.  

Simulations were performed with two different objectives. One objective is to show that the 

Shapley Value, a widely used revenue sharing mechanism, is not suitable for our problem, as 
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we have already shown. A second objective is to demonstrate the behaviour of the 

alternative method we have proposed, given by Problem 3 and evaluate its output with 

different objective functions. 

5.2.2.2. Description of the simulation and its environment 

All simulations were performed using MATLAB and AMPL with solver CPLEX. For evaluating 

different criteria several objective functions were used, assessing on each the fairness 

provided by the solution. The assessment of monotonicity is left for future studies. For 

assessing the proposed method, different topologies were used, so as to evaluate different 

scenarios, with different number of nodes and opportunities for evaluating fairness, such 

simulations are presented in [Amigo12012]. In this document we present simulations over a 

network topology built up using BRITE. This topology is shown on Figure 65. 

Input - Network topology, defined services (path and bandwidth), maximum number of 

clients per service, distribution of the offers of the clients, objective function for Problem 3. 

Output - Bandwidth allocation, Total Income, Revenue share for each NSP.  

We now show the results of evaluating the proposed method, with the following objective 

functions: 

1. f(x)=||x|| It simply optimizes over the norm of the revenue sharing vector. 

Intuitively it finds the vector that has its components most equal among them as 

possible. 

2. f(x)=||x-SV||, where SV stands for the Shapley Value, it provides the projection of 

SV into the feasible set. 

3. f(x)=||x-P||, P stands for the Proportional share introduced before, it provides the 

projection of P into the feasible set.  

4. f(x)=-<c,x>, where c is the capacity vector. It provides a maximization of the 

weighted sum of the revenue of each node. It can also be applied using vector v as 

weights (thus using contributions as weights and not just capacities). 

5.2.2.3. Results and analysis of simulation 

Figure 69 shows results for the topology of Figure 65 where the colours corresponding to 

each node from 1 to 8 can be seen in the bar 'SV', stacked from bottom to top. 
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Figure 69. Revenue share using different criteria.  

The results of Figure 69 make evident that Shapley Value can provide solutions that are not 

stable. Indeed, we can read this from Figure 69 since according to the Shapley Value all 8 

NSPs receive some revenue, while its projection gives zero revenue to NSPs 5 and 8. In this 

case the constraint of Stability imposes the difference between these two results.  

The rest of the solutions, since they were obtained using the proposed method, are all 

stable. However, we observe different behaviours. The ones that correspond to linear 

objective functions (f(x)=-<c,x>,f(x)=-<v,x>) present a very unfair result. The projection of the 

Shapley Value and the Proportional one are the ones that show the fairest results, according 

to the definition of fairness related to the contribution of each NSP. The norm of x provides, 

as expected, a more equal share among the NSPs. Similar results were also obtained using 

different topologies, these results can be seen in [Amigo12012]. 

5.2.2.4. Conclusion 

We have addressed the problem of Revenue Sharing in the context of NSPs alliances. In 

particular, we have focused on the case where the income of the alliance is determined by 

the output of a Network Utility Maximization problem. We have shown that existing 

methods are not appropriate for our case. We have proposed a new method conceived for 

providing economic stability and efficiency to the alliance and flexible enough to be adapted 

for fulfilling additional properties. Simulations show that different criteria can be used, 

where the projection of the Shapley Value and the Proportional share seem to be the most 

appropriate ones since they provide with fair results. 

The whole framework studied in this work is suitable for the push scenario and is agnostic to 

the fact that the offer composition is performed centralized or decentralized. However, once 

bandwidth is allocated, a trusted centralized entity is required for performing the Revenue 

Sharing phase. Thus, this framework is more coherent with the centralized push scenario. 
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6. MONITORING: STATIC OFFER VALIDATION 

6.1. OBJECTIVE 

This simulation activity is aimed at validating the applicability of the IPERF tool for static 

evaluation of the offers published by a NSP, so another NSP is in the position of making an 

initial assessment of offers prior to integrating into its own offers or accepting them in a 

request chain. The validation is made into both push and pull operational modes. 

 

Figure 70. Simulation positioning 

It is worth noting that this is not intended to be an architectural simulation, but focused on 

the applicability of a certain tool in static offer verification, so it must be considered as 

belonging to the management plane. 

6.2. DESCRIPTION OF THE SIMULATION ENVIRONMENT 

The initial simulation scenarios were intended to demonstrate the applicability of the IPERF 

use in both models, pull and push, in order to evaluate the performance of a network to a 

specific offer and behaviour. 

This is the topology of our first simulation. All routers are running BGP. In the case of Push 

model, we know the route in advance that we allow compliance with a specific offer, in our 

simulation suppose that this route: NSP_1-NSP_2 - NSP_3 complies with offer conditions 

needed, for this verification we use IPERF, target application in our simulation. For the Pull 

Model we have several paths between the sender and receiver, what we do is check 

whether the obtained path (the path has been previously applied once PULL) comply with 

the offer parameters that are required. 
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• Note: On our Sender we have a connection of 10 Mbps as in the Receiver, all routers 

are Cisco 7200 with an Ethernet link in their interfaces, so that the results obtained 

from this simulation, are based on these parameters. 

In the case of the pull model the route to follow (from sender to receiver) would be: NSP_1-

NSP_2 - NSP_3, the aim is to check with the IPERF if the route meets the required offer 

parameters. 

An additional scenario with two different routes has been considered as well, as can be seen 

in the following figure: 

 

 

 

 

 

 

 

6.3. RESULTS AND ANALYSIS 

In the first case we simulate the sending of packets from a sender for 10 seconds and see 

that there is no jitter, meaning that IPERF gives us the result that perfectly fulfilled a 

required offer (previously established for comparison). See image below 
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We note that the network performance is not the same, by what we see as IPERF gives us 

the ability to analyze the performance of network, as well as from that amount of volume 

data (depending of our bandwidth) can start to have problems in meeting a specific offer. 

In the second scenario, for both routes from 10 senders sent for 10 seconds a certain 

number of packets and see the results IPERF provides for each route, the performance 

behaviour of our network, noting that in our case Route 1 has a better performance for 

required offer (previously established). 
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We conclude with our first simulations that IPERF allows measurements to validate a specific 

offer with QoS parameters in an IP network, making the evaluation of the parameters of 

traffic between two hosts located in different domains. 

6.3.1. INTEGRATION WITH THE ETICS PROTOTYPE 

The purpose is to validate the offers created by NSP, assessing whether these offers are 

really valid, and meet the specifications detailed in the offer created. To fulfil this purpose 

we will do is to compare the parameters of the offer, such as delay, etc. with the parameters 

returned by IPERF which will we called from a script and will get the specific parameters 

returned. 

• If the results of parameters returned by IPERF is equal or less than the parameters 

described in the offer, then the offers is valid, in other case the offer is not valid and 

this offer not could include in the pull of offers in the Facilitator.  

• Include a button on the same interface of NSP in which we will call a script that 

contains information like the following: 

 

calliperf.sh 

 

#!/bin/sh 

# IPERF is established as a client. 

clear; 

echo "CLIENTE" 

#IP of IPERF server. 

echo -n "Server IP: " 

read ip; 

#Time of test duration 

echo -n "Duration time (in seconds):" 

read time; 

#interval duration time until up to time duration 

#estipulate in "time". 

echo -n "Interval time (in seconds): " 

read interval; 

#Excecution of IPERF as client with the parameters that we selected before. 

iperf -c $ip -t $time -i $interval; 

echo -n "PRESS KEY to CONTINUE" 

read x; 

 

We make the call of script(the code of button) as follow: 

String path; 

Runtime.getRuntime().exec("/bin/sh " + path + "/.calliperf.sh");  
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• Note this is a sample script, for real usage an improved one shall be available to RUN 

AUTOMATICALLY WITHOUT USER INTERVENTION. 

6.4. DISCUSSION 

This simulation activity has been oriented to evaluate the suitability for static validation at 

the management plane, so any offer containing measurable QoS parameters could be 

exercised, so real-time performance and/or scalability were not considered at issue. The 

different scenarios considered have been concentrated on how the offer was reaching the 

evaluation point. 

We conclude that IPERF is completely suitable to be integrated into the ETICS workflow and 

perform measurements in order to validate a specific offer with QoS parameters in an IP 

network, making the evaluation of the parameters of traffic between two hosts located in 

different domains. 
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7. OFFER CREATION 

7.1. COMPUTATION OF A ROBUST BOUND ON THE PER-NSP DELAY 

(BORDER NODE TO BORDER NODE) IN CASE OF UNCERTAINTY ON 

THE TRAFFIC DEMAND  

This activity works as an aid to the offer creation mechanisms, providing to them robust 

delay bounds to use in the offer announcement. 

 

Figure 71. Simulation positioning 

For this study we assume that the traffic demand at intra-domain level is uncertain. This 

uncertainty is modelled as a polyhedral traffic matrix; this polyhedron can be built for 

example on the basis of some statistics on traffic demands. Under this assumption we 

compute upper bounds on the delay from NSP border node to NSP border node. 

These bounds on the delay can be used as an input for the assured quality path 

computation, for example in the context of PCE. These bounds are robust enough to hold for 

a long period of time independently of real traffic conditions. 

The simulations have been performed on a topology that corresponds to the Abilene and 

GÉANT networks. The Abilene network and the GÉANT networks both constitute examples 

of single-domain real networks, whose topology and traffic traces are publicly available, 

which is not generally the case. For such reason, these networks are widely used during 

research evaluations. Regarding what is interesting to our simulations, The Abilene network 

consists on 30 internal links and 12 routers. The GÉANT Network allowed us to test the 

proposed solution on a larger topology. This network is compounded of 23 nodes and 74 

links. 
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7.1.1. ARCHITECTURE POSITIONING 

One of the most important problems when deploying inter-domain path selection with 

quality of service requirements is being able to base the computations on metrics that hold 

for a long period of time. We propose to compute bounds on the metrics, taking into 

account the uncertainty on the traffic demands. In particular, we compute the maximum 

end-to-end delay of traversing a NSP considering that the traffic is unknown but bounded. 

Since this provides a robust quality of service value for traversing the NSP, without revealing 

confidential information, the bound can be safely conceived as a metric to be announced by 

each NSP to the entities performing the path selection, in the process of inter-domain path 

selection. 

The method is suitable for the ETICS push architecture -either for the centralized or the 

distributed one- mainly because of two reasons. In the first place, in the push scenario, the 

actual network traffic conditions at the moment of service usage are uncertain when NSPs 

announce their offers, so actual metrics are not known in advanced. Secondly, services in 

the push scenario are likely to be available during a long period of time, during which actual 

network conditions can change, leading to different metric values. In both cases, computing 

services' paths after bounds allows for a service whose QoS can be guaranteed. 

7.1.2. PROBLEM DESCRIPTION 

The maximum delay of traversing a network from a given ingress to an egress point with a 

given of amount of bandwidth is computed. The network topology is assumed to be known 

and fixed. Traffic traversing the network is assumed to be unknown but bounded. The delay 

of each link of the network is approximated by the formula obtained from queuing theory, in 

particular considering an M/M/1 model.  

Traffic uncertainty is modelled as a polytope, which results from applying linear constraints 

to the amount of traffic traversing the network. Provided that the traffic remains inside such 

polytope the delay will remain smaller or equal to the computed bound. Different models 

can be used for defining the polytope, according to the information that is available. For 

instance, we work with the following two models: 

The links model. This model results of the application of bounds on the total traffic 

traversing the different links of the network. These bounds can be obtained, for instance, 

from historical values of the flows traversing each link of the considered NSP network.  

Known statistical values. If mean, variance and covariance values of link loads are known, 

we can compute a variance ellipsoid. Several half-planes tangent to the ellipsoid can be 

defined in order to obtain linear constraints. The following figure illustrates this example, 

where is the expected value of the links' loads.  
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The desired bound is obtained by solving an optimization problem, which maximizes the 

delay on a given path under the polytope constraints. Solving this problem is not trivial, 

since the objective function is a convex one, and we are facing a maximization problem. 

Thus, two approaches were proposed. Namely, an exact one, presented in [Amigo12011] 

and an approximate one [Amigo22011]. The approximate solution is proven to provide a 

solution that is arbitrarily close to the exact one, while simulations show that its 

computation time is smaller than the one needed for the exact solution. 

7.1.3. OBJECTIVE OF THE SIMULATION 

The simulations presented hereafter aim to show the importance of considering 

uncertainties on the traffic, validate the methods, and evaluate the time consumed for the 

computation of the bound. 

7.1.3.1. Description of the simulation and its environment 

Simulations were performed using MATLAB and AMPL with CPLEX. Abilene's and GÉANT's 

topologies were used. Traffic matrix from the Abilene and GÉANT networks was used. In 

addition, synthetic data was used to obtain particular traffic amounts for some simulations. 

All results were computed on a regular computer (Intel Pentium Dual-core 1.86GHz, 2GB of 

RAM). 

Input – Network topology, traffic uncertainty model (polytope), inter-domain demand in 

terms of origin destination nodes and amount of bandwidth. 

Output – Maximum delay for that origin destination flow and bandwidth. Computation time. 

Simulations on the Abilene network: For illustrative purposes we compute results for three 

different types of services, namely, a VoIP service with 1 Mbps of bandwidth, a broadcast 

quality HDTV service with 19.4 Mbps, and a VPN service with a demand of 270 Mbps. We 

compute the maximum delay suffered by a flow traversing the AS through a particular path 

and carrying each one of these services at a time. More details can be found in 

[Amigo12011]. 

Simulations on the GÉANT network: In order to evaluate the method with respect to its 

computation time we used the GÉANT network, whose topology is larger than the Abilene's 

one. The method is sensitive to the number of origin destination (OD) flows existing in the 

network, so we performed simulations considering several number of OD flows and 

measured the computation time. Simulations were performed for 170, 200, 230 and 260 OD 

flows.  
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7.1.3.2. Results and analysis of simulations 

We first perform simulations in order to show the importance of considering a bound on the 

delay, when traffic is prone to sudden variations. Results obtained over the Abilene network 

are show on Figure 72 and Figure 73. In the first place, we define the polytope using the 

Links Load model. That is to say, the polytope is defined by imposing bounds on each link 

load, which are based on the maximum values obtained historically. The values obtained for 

a given path and the three services are shown in Figure 72 (dotted line) along with the 

current delay value. The current delay value corresponds to a value obtained 

instantaneously. For this particular case the maximum delay value is approximately 3 times 

more than the current one which illustrates the weakness of the current value as a metric on 

which rely. 

In the second simulation, we define the polytope based on the Known Statistical Values 

model, introduced before. We compute the variance ellipsoid using a historical traffic trace 

(the same trace used for the first simulation) and we approximate the ellipsoid by a 

polytope, by intersecting several half spaces tangent to it. The maximum delay of traversing 

the NSP is computed for the same path used in the previous simulation. The results are 

shown on Figure 72 (dashed line) for a flow traversing the same path as in the previous 

simulation and carrying the three defined services, one at a time. We can see that in this 

case the bound obtained is smaller than the one obtained in the first place and closer to the 

instantaneous value. 

 

Figure 72. Delay Bound. The Abilene network  

We now compare the two bounds with the real delay suffered by the path during the two 

weeks after the computation of the polytopes, in all the cases assuming an inter-domain 

bandwidth demand of 1 Mbps. The results are shown on Figure 73 which illustrates the 

behaviour of the bounds with respect to the real values. We can see that there is a trade-off 

between assuring a delay value for most of the time, by using a big polytope, or having a 

tighter bound most of the time, but having delays that outstrip the bound. Nevertheless, the 

polytope could be reduced in a safe way if we had additional information, for example by 
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using as well the so-called hose model which imposes bounds to the traffic coming from 

other clients, which may be limited by a contract and traffic shaping. 

 

Figure 73. Delay bounds vs. actual delay along time. The Abilene network 

The time consumed to perform the computations varied between 48 minutes and 36 hours, 

which for a moderately sized network is rather high. 

We performed further simulation studies using the GÉANT networks’ topology, in order to 

test the proposed solution even on a larger topology. The computation complexity of the 

proposed solution is likely to grow with the dimension of the network (i.e. the number of 

links in the path and the number of OD flows in the network). The simulations with this 

network aid as to assessing the performance of the method when the number of OD flows 

grows. We perform the simulations considering several subsets of OD flows, containing each 

of them 170, 200, 230 and 260 OD flows. The polytope is defined using the Links Load model 

and historical data. 

The procedure has shown rather high computational times, though it was still feasible in all 

the tests. It is because of this that we think of this method as of great aid when developing 

approximated, but less time consuming, methods, since it provides the ground truth, thus a 

validation tool for such methods. 

In [Amigo22011] we presented an approximated method which aims at providing 

approximate results in less time than the exact method, with a known arbitrary maximum 

percentage of error. We now present the simulation results of such method and its 

comparison with the exact one. In order to assess the results of the numerical 

approximation method we shall first use the Abilene network as before. We will as well use 

the same polytope as before. We secondly perform further simulation studies on the GÉANT 

network, so as to be able to have more information about the computational time. 

We compute the maximum delay for four paths between one OD pair (the shortest path, the 

2nd shortest path and so on) and the same three bandwidth demands used before, using the 

proposed numerical approximation method. The results along with the exact solutions are 
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displayed on Figure 74, where the bars indicate the maximum error (10% in this case). 

Overall, the computation of each of the aforementioned values takes in mean 2.28 seconds 

on a regular computer.  

The maximum link utilization (imposed by the topology) was between 30% and 80%. These 

computational times are dramatically smaller than the ones necessary for obtaining the 

exact solution (approximately a 1000x decrease) while providing a very tight bound. 

 

Figure 74. Approximate solution and exact values for four paths in the Abilene network 

In order to assess the impact of the accuracy in the time consumed by the procedure we 

have repeated the simulations allowing a maximum error of 5% and of 2%. The mean time 

needed for computing the maximum delay over one path for one inter-domain demand is of 

1 and 7.9 seconds on a regular computer, for obtaining a solution within 5% and 2% of error 

respectively, which implies approximately a 90x decrease for the 2% error, with respect to 

the exact method.  

The previous results were obtained using historical traffic demands over the Abilene 

Network. This implies that the maximum link load, imposed by the polytope, is between 30 

and 80%, as mentioned before. We now present further simulation results using synthetic 

data to define the polytope, so as to obtain results on a scenario with higher maximum link 

utilizations. 

Figure 75 shows the ratio of the time consumed for computing the delay bound through the 

Approximate Method to the time consumed by the Exact Method. The bound was computed 

for one inter-domain demand of 19.4 Mbps for a polytope imposing maximum link 

utilizations between 80 and 90% and three different values of errors (i.e. epsilon). This was 

repeated for the same four different paths presented above. Results of these simulations 

show that the time consumed by the Approximate Method is much less than the one 

consumed by the Exact Method. In the worst case, that is, epsilon = 2% and the 4th shortest 

path, the time consumed by the approximate method is of 19 minutes while the time 

consumed by the Exact Method is of 38 minutes. 
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Figure 75. Ratio of the time consumed by Approximate Method to the Exact Method as a function 

of the maximum error, Abilene network. 

We finally explore the influence on the computational time of the number of links in the 

path. For doing so we use the GÉANT network topology. Figure 76 shows the computational 

time for one inter-domain demand of 19.4 Mbps from an origin to a destination node, 

through different paths.  

Results are presented for link utilization between 20% and 90% and different values of the 

allowed error. Results show that the computational time is not very sensitive to the path-

length. For the case of an 11-link path, which greatly exceeds the maximum path length on a 

domain, is of approximately 7 minutes, providing a value within the 2% of error. 

 

Figure 76. Computational time for one inter-domain demand of 19.4 Mbps through different paths, 

as a function of the maximum error. GÉANT network. 
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7.1.4. CONCLUSION 

We have focused our contribution on the computation of a robust value of the end-to-end 

delay of traversing an NSP under traffic uncertainty, which means obtaining a value that 

does not change when traffic conditions do so, provided the traffic remains inside the 

uncertainty set, which is modelled as a polytope. This bound was conceived as a metric to be 

used in the offer composition process, since it provides a value that the NSP can guarantee 

for a certain period of time, while it can be advertised without revealing confidential 

information. Thus, the method constitutes an aid to path computations methods in the 

ETICS push architecture scenario; it provides with robust bounds for per NSP QoS metrics. 

The bounds are to be computed by each NSP, thus the method is compatible with either the 

centralized or distributed architecture. 

An exact method and an approximate one were proposed for computing the delay bound. 

The Approximate Method was shown, through extensive simulation studies, to consume low 

computational times in most of the cases. The announced bound is supposed to hold for a 

long period of time, for instance, several hours. In this context, the time consumed by the 

Approximate Method is considered totally acceptable. 
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8. CONCLUSION 

This deliverable regroups the various simulation studies conducted in the ETICS project 

according to the ETICS architecture key features. Figure 77 recalls the map of the simulation 

position in partners’ contributions. These studies led to some general conclusions about 

each of the key feature of the ETICS architecture but also refine the scalability and technical 

issues to address in future works. 

 

Figure 77. Simulation activities per contributors 

8.1.  GENERAL CONCLUSIONS 

These studies led to a set of observations that will drive the evolution of the ETICS 

architecture and are relevant for future research works on these topics: 

• Service offers/capabilities disclosure: exchanging information on multiple NSP 

paths comes with a controllable and acceptable overhead (section 2.1); from an 

economic point of view, the disclosure of prices should be carefully achieved as it 

might lead to advantageous position in distributed operational modes (section 2.2). 

• NSP/Path selection: considering NSP selection, either under a technical or economic 

perspective learning algorithms should be preferred as they optimize the global 

welfare (both of NSP and Customers), have good runtime properties and are 

resilient to dynamic changes (section 3); at the level of control plane, we observed 
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that the exploration of multiple paths is time consuming but some methods 

(extensions of SAMCRA) can improve the runtime of such process (section 4.1); also 

tuneable survivability improves the end-to-end packet delay, but no specific 

recommendations on operational modes of the architecture under the survavibility 

perspective can be derived (section 4.2). 

• Traffic Identification: a common rule for CAC on top of ASQ goods is needed where 

all NSPs agree to accept low-value flows only when there is enough free capacity. 

Trunk reservation policies should be centralized and an agreement among the NSPs 

should be defined on system common rules regarding the admittance of flows 

(section 5.1); under an economic perspective, Shapley value and proportional share 

mechanisms can be efficient in a centralized (fully centralized or per-NSP) 

operational mode (section 5.2). However, they do not always provide stability, so 

alternative solutions must be used. In this regard a method was proposed (section 

5.2). 

• Monitoring: iPerf is suitable to validate offers (section 6). 

• Offer creation: Traffic uncertainty must be taken into account. Approximate method 

should be preferred to exact method for determining delay bounds (section 7). 

As stressed in the introduction, some of these key features have been addressed under very 

preliminary consideration (Monitoring and Offer creation) and further studies remain to 

assess these or other mechanisms. 

Some more mature studies allow stronger conclusions. Hence, the studies led on the 

exchange of topology information demonstrate the feasibility of exchanging such data which 

are the minimal data to make the ETICS architecture implementable. Furthermore, the 

determination of NSP or path has also been demonstrated as feasible, with various kinds of 

algorithms. The most notable result in this field is on the application of learning algorithms 

that can reconcile both NSP and customers, optimizing their respective welfare, while high-

performing on runtime results. 

8.2. IMPACT FOR FURTHER STUDIES IN ETICS 

   

(a) Fully centralized     (b) Fully Distributed 

Figure 78. Illustration of the two ETICS operational modes 

The simulations developed in this deliverable show that distributed solutions are more 

adapted to an interconnection of a large number of heterogeneous (in terms of architecture 
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and administrative) NSPs, while centralized approaches, obviously more efficient in terms of 

coordination, require a rather limited number of NSPs sharing common policy decision. 

As a conclusion, simulation activities suggest that a mixed architecture, in which small 

homogeneous groups of NSPs (alliances in a centralized context) are interconnected through 

a distributed architecture, may be a good trade-off between the fully centralized and fully 

distributed operational modes. In such a mixed architecture, PUSH and PULL operational 

modes can coexist depending on the type of application services supporting the different 

offers. Future deliverables should therefore investigate the feasibility of such mixed 

architecture from the technical and business point of views. 

 

Figure 79 - Mixed architecture 

The stakes in such a mixed architecture is the efficiency of decision algorithms and the 

required real-time knowledge of the ETICS community state on the one hand and the 

effective use of learning algorithms in the architecture distributed on the other hand. The 

political survival of the roads and monitoring can adapt to both centralized and distributed 

environments. 

Finally, also as a recommendation for future deliverables, this deliverable exhibits that the 

number of offers/capabilities and their dynamicity play also an important role in the 

complexity of the solution, as much as the NSP topology. The scalability issue at a network 

level is more a matter of the forwarding and data planes of network equipments. It is very 

hard to draw some conclusions on these aspects from simulations as it would require a fully 

integrated and dedicated large scale simulator, going well beyond efforts devoted to the 

simulation activities in the project. However, more theoretical analysis on these aspects will 

be studied in future WP4 deliverables, and some lessons will also be learnt from practical 

implementations in the WP6 prototypes. 
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