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Abstract 

This deliverable reports the design and results of the validation and performance evaluation experiments carried out in 

tasks 5.2 and 5.3 by the SPARC project. The experiments have focused on the areas of openness and extensibility, 

virtualization and isolation, operations and maintenance, resiliency, the bootstrapping process and finally, the controller 

architecture. All the experiments of the investigated key areas show that OpenFlow can meet carrier-grade requirements 

within a split architecture.  
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Executive summary  

This document provides the results from the validation and performance evaluations experiments performed within T5.2 

and T5.3 of the SPARC project. These experiments provide a network-wide proof of concept to confirm that the 

architecture developed in WP3 is feasible and the prototypes developed in WP4 are stable in a networked environment. 

The experiments also served as an early warning system to identify possible bugs and performance issues. The validation 

revealed issues that were resolved before performance evaluation took place.  Twelve experiments are defined spanning 

all major outcomes of WP3 and WP4, such as advanced processing architecture, resiliency and bootstrapping of the in-

band OpenFlow control network in carrier-grade scenarios. 

Openness and extensibility 

In the openness and extensibility chapter, we test the implementation of the flexible PPPoE-based BRAS solution 

detailed in Section 5.1 in D3.3. The focus is to validate that the solution is operating as expected, i.e., the correct PPPoE 

bindings are created and the correct MAC addresses are installed according to standards (RFC 2516). Since a large part 

of the PPPoE procedures that one could investigate are happening within the hierarchical controller stack, we have 

decided to treat that part as a black box and validate it based on correct configuration of the devices (see Figure 1).  

 

Figure 1: Experimental setup for the PPPoE functional validation experiment 

In the experiment the service creation, implementation is placed between the residential gateway and a core router with a 

traffic sniffer is placed between the implementation and the residential gateway. The sniffing tool is activated before 

PPPoE session establishment starts and records all the PPPoE-related traffic for later analysis.  

After starting the BRAS implementation and the PPPoE daemon on the CPE, the PPPoE session established immediately. 

An analysis of the sequence of PPPoE-related messages in the course of the setup confirms that the PPPoE establishment 

procedure complies with RFC 2516 and operates without any unexpected behavior.  

We confirmed that the PPPoE implementation works correctly and all exchanged messages are standard-compliant. The 

PPPoE session in-between is established to the point that services can be provided easily.  

 

Virtualization and isolation 

Experiments in the virtualization and isolation chapter test the proof-of-concept implementation of the virtualization 

system described in section 5.2 of D3.3. We focus on data path performance, in particular forwarding latency. We ignore 

any effects on control channel latency because it is expected to be extremely small, and small increases in it do not 

impact the overall system to any large extent, whereas increases in forwarding latency could render the virtualization 

implementation unusable in actual networks. To measure per-hop data plane processing costs of the virtualization system 

(using multiple tables and packet tagging/encapsulation; see deliverables D3.3 and D4.3 for details), a scenario has been 

constructed in which packets traverse a circular path and the RTT of these packets is measured (see Figure 2).  
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Figure 2: Topology used in the experiment. In step 1, the packet source injects an ICMP packet that is forwarded in a 
loop (steps 2-4). Each time the packet passes switch S1, the TTL is decremented and two copies of the packet are 
forwarded: one to S1 and one to the packet sink. The master controller is responsible for configuring the 
virtualization method and the customer controller for configuring packet forwarding within the virtual network. 

 

Changes in the per-node processing time are calculated by comparing the difference in the average RTT for different 

configurations. Since we expected that the increased latency for the various virtualization configurations would be very 

small, the packets traverse the circular path multiple times, to accumulate enough delay to enable our tools to measure it. 

Since all the other sources of latency are kept constant and the virtualization is the only variable, this allows us to isolate 

the contribution from the virtualization system. We measured five different scenarios:  

1. No virtualization 

2. VLAN-based encapsulation without QoS 

3. PWE-based encapsulation without QoS 

4. VLAN-based encapsulation with QoS 

5. PWE-based encapsulation with QoS 

After capturing a large dataset, the median increase in forwarding latency per node was calculated to lie between 5 and 

13 µs depending on the scenario (see the CDF plot in Figure 3).  
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This minimal increase in latency lets us conclude that the gains granted by the virtualization system are well worth the 

increased cost. The more advanced encapsulation techniques (e.g., VLAN tags vs. Pseudowire and MPLS headers) result 

in a higher processing delay in the soft-switch implementation. Furthermore, extra queuing adds another small delay, 

independently of the encapsulation method. The extra total delay is in the scale of a few µs per hop, which makes it 

negligible even for paths with many hops, given that one-way delays are usually in the order of milliseconds (i.e., three 

orders of magnitude larger). We conclude that while we have been able to measure additional per-hop delay overhead 

due to virtualization and QoS queuing, it is not a significant delay factor to consider, especially considering that future 

optimized hardware implementations are expected to outperform any current soft switch implementation. 

Operations and maintenance 

In the operations and maintenance area, we focus on measuring the performance of the MPLS OAM solution developed 

in the project, a BFD-based CC/CV solution based on the MPLS-TP standards. Two designs were developed during the 

project; we focus here on the one for version 1.1 of OpenFlow. In addition to measuring the performance of the OAM 

solution, we also validate that it interacts correctly with the virtualization system and the pseudowire extensions. In the 

experiment, a small topology is virtualized by the virtualization system together with the pseudowire implementation, 

and the pseudowires in turn are protected by the OAM solution.  

Figure 3: Cumulative distribution functions for the different datasets. The baseline is without virtualization, VLAN and 
PWE are with virtualization but without QoS and finally VLAN-Q and PWE-Q are with both virtualization and QoS. 
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Figure 4: Topology for validating virtutalization and pseudowires as well as performance measurement of the MPLS 
OAM solution for OpenFlow version 1.1.  

The experimental topology is shown in Figure 4. Switches 1-4 are running the extended OpenFlow version 1.1 software 

switches. A bi-directional MPLS LSP is configured for each physical link (implemented as an indirect group) and each of 

the LSPs is monitored by a BFD session that sets the liveness of the LSP group. The MPLS LSP in turn are used to carry 

pseudowires that act as ports for the virtual network. They appear to the customer controllers as regular physical ports. 

The pseudowires are implemented through fast failover groups, so in case of a link failure, the pseudowires are rerouted 

over a different LSP. Each switch is connected to four customer hosts, which in turn are each connected to a separate 

virtual network. The virtual networks are configured slightly differently, for example, the red virtual network is only 

aware of links A, B, C and E (or rather, the pseudowires connecting these nodes appear as ports to the red controller).  

Figure 5: Recovery time in milliseconds for 40 failure events, sorted 
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Once the system is configured, we run CBR traffic in the virtual networks and break a link. The CBR traffic is captured 

during this process and by analyzing the captured traffic, we verify that all virtual networks are recovered within the sub-

50 millisecond requirement defined for carrier-grade networks. With a 10x3 ms configuration (10 millisecond 

transmission intervals, 3 missed intervals to declare failure) of the BFD retransmission and detection timers, we are able 

to restore the network functionality for all virtual networks within 22-30 milliseconds (see Figure 5).  

We also tested the maximum number of concurrent BFD sessions for the two developed solutions by increasing the 

amount of parallel sessions until the system started to fail due to overload. As expected, the monolithic solution 

developed for OpenFlow 1.0 performed better than the design for version 1.1, as it was able to handle roughly 50% more 

sessions in parallel. However, the solution with better performance is also more invasive to the switch and much less 

flexible.  

Resiliency 

In the project, we implemented and benchmarked controller-based flow restoration and data plane protection solutions 

(see Section 5 of this document and Section 5.4 of deliverable D3.3). We confirmed that the solution operates as 

expected and measures the performance for both the restoration and the protection scheme with regard to recovery time, 

i.e., the time required for restoring data plane connectivity following detection of a failure.  

Fast flow restoration in an OpenFlow data network requires immediate action by the controller after notification of a 

port-status change event is received. Recovery is performed by removing the flow entries affected by the failure and 

installing new entries in all OpenFlow switches as quickly as possible after notification of the link failure. We use the 

following algorithm in the controller to restore traffic: a list is made of all affected paths. For all these affected paths, a 

restoration path is calculated using a shortest-path algorithm on the changed topology. If affected switches are on both 

the working and the restoration path, the controller modifies the flow entries in these switches. For the rest of the 

switches, either the entries are deleted (if they are affected by the failure and are not on the restoration path) or new 

entries are added (if the switch is part of the restoration path). Flow modification, addition or deletion requires the 

controller to send the necessary messages to the switches.   

Flow protection in an OpenFlow data network requires redundant flow entries in the OpenFlow switches. In our 

algorithm, the controller calculates and installs two paths during the initial flow setup. The nodes that are located at the 

edge of the OpenFlow network have specific group table entries installed for protection switching. For failure detection 

along and end-to-end path in protection, we use the BFD (bi-directional forwarding detection () protocol. Upon detecting 

a failure, the ingress OpenFlow data path switches all the flows that are using the failed path to their protection paths 

without any controller intervention. 

To detect failures in the protection case, each working path was monitored by adding an additional BFD flow in the 

OpenFlow switches. The BFD process transmits a failure notification message to the OpenFlow switch when it detects a 

failure.  

 

Figure 6: (A) NOX traffic (restoration)         (B) NOX traffic (protection) 

After establishing connections between the OpenFlow switches and the NOX controller, the restoration experiment starts. 

We use the captured traffic intensity at the NOX controller to illustrate the experiment progress (Figure 6). 

In the restoration case, the controller receives the notification that triggers controller-based restoration. The traffic for 

reconfiguring the switches can be seen as the large spike at time 0 in Figure 6A. 
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In the protection case, BFD-like sessions are established to monitor the paths (causing the second set of spikes at -86 

seconds in Figure 6B). Note that the BFD-type packets for path monitoring were sent at 20 ms intervals and the path was 

declared unavailable when two such packets were lost.  

There are also small spikes periodically with an interval of 15 seconds. These are the echo messages that are sent to 

check the liveness of the control channels. In the protection case, the trigger at 0 seconds does not cause any additional 

control communications between the affected switches and the NOX controller, since the backup paths have been pre-

configured. This allows the data paths to move the affected flows to the backup paths almost instantaneously using the 

failover group mechanism (see Section 5.4.1 in D3.3).  

Figure 7 shows the incoming and outgoing traffic captured at the link of a multi-homed connection endpoint. Figure 7 

shows a drop in the total pktgen traffic at the time of the failure (time 0). Figure 7A shows the behavior for restoration. 

There is a drop in the total incoming pktgen traffic for approximately 0.190 seconds, followed by a gradual increase until 

0.240 seconds when all flows have been restored. Figure 7 shows the results for the protection solution, where the 

recovery time was approximately 50 milliseconds. Figure 7B shows a small decrease in the BFD traffic after failure, 

since the BFD flow is not protected. 

  

Figure 7: (A) Traffic on restored link                (B) Traffic on protected link  

 

Figure 8 shows how the protection and restoration times scale with regard to the number of flows in the network. The x-

axis shows the number of affected flows, the y-axis shows the recovery time. Figure 8 shows that the restoration time 

depends on the number of affected flows. This is because the controller needs to establish a new path for all the affected 

flows, which means sending all the necessary modification messages. Protection is not dependent on the number of 

affected flows in the network because switching is performed using group tables in the data path. We conclude that due 

to the centralized nature of the controller, restoration is insufficient to provide high availability in OpenFlow networks.  

Figure 8: Link and node failure experiment on the CT, BT and RT topologies 
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Bootstrapping process  

This section tests the bootstrapping processes needed to establish the control network when starting up the switches. 

These processes include interoperability with the different controllers and data path elements, topology discovery and – 

last but not least – the in-band control channel setup. Detailed descriptions of these solutions can be found in Section 5.5 

in D3.3. 

We validated the ability of all the developed controller implementations to connect to the switches and negotiate the 

correct OpenFlow version (section 6.1) and that topology discovery worked as planned (section 6.2). We further 

validated the in-band communication bootstrapping, using the implemented bootstrapping algorithm described in Section 

5.5.1.1 of D3.3. We also measured the scalability properties of the topology discovery module (section 6.3) and found 

that the time to discover a full topology primarily depends on the number of links and the topology and to a lesser degree 

the number of switches in the topology. 

Each OpenFlow switch runs a DHCP client in order to receive the local IP address and the controller IP address from the 

DHCP server. Each DHCP client sends a DHCP discovery message that contains a vendor specific identifier, 

“OpenFlow”. Upon receiving a DHCP discovery message, the DHCP server sends the DHCP offer message, which also 

contains the IP address of the local port as well as a vendor-specific “OpenFlow” identifier and the controller‟s IP 

address.  

Figure 59 shows the in-band connection setup time of the OpenFlow switches. In our implemented bootstrapping 

algorithm, the switches one hop away from the controller are connected first. The time to establish the connections to 

these switches is approximately 8-10 milliseconds. The setup time depends on five parameters: 

1. The time required by the DHCP server to reply with a DHCP offer message. 

2. The time required by the DHCP client to reply to the DHCP offer with a DHCP request.  

3. The time required by the DHCP server to send the DHCP acknowledgement message. 

4. The time required to perform the TCP three-way handshake with the controller. 

5. The time required to exchange a number of OpenFlow messages, e.g. Hello, Feature Request and Feature Reply. 

In addition, the controller discovery time for switches that are two or more hops away depends on the time when one of 

the neighboring OpenFlow switches is connected to the controller and the time when the corresponding switch itself re-

transmits the DHCP discover message. This time is approximately one second in our experiment.  

  

 

Figure 9: In-band connection setup time 
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We performed the link failure experiment on a ring topology to show the dependence on number of disconnected 

switches. We created a ring topology with 15 switches, connected one of the switches to the controller, failed one of the 

links between the switches, and calculated the switch reconnection time. The results are shown in Figure 10. 

   

 

Figure 10: Switch reconnection time in the ring topology of 15 switches 

Figure 10 shows that the switch reconnection time increases linearly when the backoff time is constant, i.e., one second. 

This shows that the switch reconnection time depends on the backoff time. There is no exponential increase in the 

reconnection time when the backoff time is doubled (exponential backoff).  This shows the dependence of the TCP 

retransmission timeout, together with the backoff time, on the switch reconnection time. 

The experimental results show that the in-band control channel setup time is proportional to the distance (in hops) 

between a switch and the controller. We also evaluated the switch reconnection time following a link failure. The results 

show that the switch reconnection time depends on the backoff time of the reconnection phase and the TCP 

retransmission timeout. 

Controller architecture 

This section, unlike the previous ones, does not aim to test any developed solutions, but instead to investigate the need 

for quality of service in the control network. Since OpenFlow control messages are sent over TCP/TLS in an out-of-band 

or in-band fashion, the performance of the control network itself may have an impact on the delay and throughput of the 

control channel. In Section 5.2.4.1 in D3.3, Virtualization and isolation, we speculate on the need for quality of service in 

the control network in the case of multiple tenants, to ensure that the different tenants are not able to affect each other‟s  

services through deliberate or accident overloading of the control network. 

 

The key operation mode of the OpenFlow-based split architecture is referred to as the reactive mode, in which the 

controller reacts to different configuration triggers and network events and initiates switch configuration messages in 

response to the original trigger. Due to this reactive nature, the reaction time of the controller to a trigger is crucial. Using 

a centralized controller in reactive mode has two consequences: a large number of configuration triggers is generated by 

different network elements in the network and some of these triggers will result in an even larger number of 

configuration messages in response. However, the capacity of the control plane can be limited, especially in the case of 

in-band control, which means congestion may occur. Such congestion in the control network can also influence the 

reaction time of the controller.   

The physical setup uses a single NOX-based OpenFlow controller connected to two Linux PCs running a high number of 

OpenFlow soft switches via a 100Mbit/s Ethernet switch. The links between the controller and the switches were loaded 

and monitored. 

The important parameters are the following:  
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 Flow path configuration type 

 Raw measurement save file 

 Number of configuration to be run after a trigger is received 

The following figure shows the distribution function of the path configuration delay in case of the two-switch setup and 

when there is no other traffic in the control plane network. The observed path configuration time is less than 2 

milliseconds in most cases (95%). 

Figure 11: Delay distribution probability in unloaded control network 

 

During the following measurements, the D-ITG software generated background network traffic to simulate an overloaded 

control network. The following figure shows the difference between idle network, 50% network utilization and 95% 

network utilization in the two-switch sequential arrangement. Several test measurements were performed with network 

utilization greater than 95% percent and the loss of OpenFlow connections was observed.  

 

Figure 12: Switch configuration delay in case of different control network utilization 

 

The measurements show that the configuration delay increases with 50% to 70% as the network utilization reaches 95%; 

however, the increased delay still remains within the order of magnitude of the delays measured in the case of low 

control network utilization. 



Deliverable 5.2 Split Architecture - SPARC 

© SPARC consortium 2012 Page 13 of (77)  

 

We also performed an experiment to discover what happens to the control network when a dedicated transport stream 

(implemented with UDP) carries the packet-in messages (instead of carrying them in the same TCP stream as the rest of 

the OpenFlow protocol) and how it affects the switch configuration and the total flow configuration delays. 

This experiment aims at investigating how mixing data streams into the TCP control message stream can impair the 

response times of the controller for centralized topology discovery. The centralized topology discovery requires the 

emission of periodic probe packets over all switch ports as well as their interception and processing. These messages 

were generated by the NOX discovery module, with the probe packet send period set to 0.5 ms. The results measured 

here are very similar to the baseline measurements above, because the average and peak network utilization was not 

significant. The CPU utilization for the controller was around 75%. The magnitude of delay is the same as it was in the 

reference idle case.  

At the time the experiment was conducted, it was not possible to configure OpenFlow switches or the controller to send 

packet-in and out messages over a dedicated UDP stream in parallel to the control message carried over TCP. Therefore, 

we emulated it by generating a UDP-based background data stream. We still have the TCP control channel, and then we 

create an UDP channel with generated traffic that emulates a dedicated UDP “packet-in” channel. The measurement 

minimal/average/maximum delays for TCP and UDP background traffic are summarized in Table 7. One can observe 

that in the non-overloaded case, there is no difference between the delays caused by TCP and UDP background traffic. 

But in an overloaded scenario, the TCP-based background traffic causes slightly higher delays. However, the total 

amount of traffic is about 5% larger. This may be the cause of the difference between the measured delays using the two 

different transport protocols. 

Table 1: Control plane delays in different cases 

 TCP background traffic UDP background traffic 

Background 

traffic 

[pkt/s] 

Network 

traffic 

[kbit/s] 

Delay min 

[ms] 

Delay 

average 

[ms] 

Delay max 

[ms] 

Network 

traffic 

[kbit/s] 

Delay min 

[ms] 

Delay 

average 

[ms] 

Delay max 

[ms] 

110 10580 0.59 0.68 1.43 9925 0.59 0.67 1.81 

880 102138 0.59 0.92 2.2 97355 0.59 0.76 1.92 

1000 107114 0.82 1.48 2.6 105856 0.77 1.16 3.67 

 

This measurement confirmed that intensive relay of data plane packets between the forwarding elements and the 

controller impairs the configuration delay. This delay was reduced by using a dedicated transport stream (implemented 

with UDP) to carry the packet-in messages (instead of carrying them in the same TCP stream as the rest of the OpenFlow 

protocol). However, the order of magnitude of the delay remained the same.  
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1 Introduction  

1.1 Project Context 

The SPARC project (“Split Architecture for carrier-grade networks”) is aimed at implementing a new split in the 

architecture of Internet components. In order to better support network design and operation in large-scale networks for 

millions of customers, with high automation and high reliability, the project will investigate splitting the traditionally 

monolithic IP router architecture into separable forwarding and control elements. The project will implement a prototype 

of this architecture based on the OpenFlow concept and demonstrate the functionality at selected international events 

with high industry awareness, e.g., the MPLS Congress.  

The project, if successful, will open the field for new business opportunities by lowering the entry barriers present  in 

current components. It will build on OpenFlow and GMPLS technology as starting points, investigating if and how the 

combination of the two can be extended, and study how to integrate IP capabilities into operator networks emerging from 

the data centre with simpler and standardized technologies.  

1.2 Relation to Other Work Packages  

 

Figure 13: Relation of SPARC work packages 

In the “workflow” of the work packages, WP5 follows the work in WP3 (Architecture) and WP4 (Prototyping). WP5 

aims at validating the concepts, architectures, protocol stacks, strategies and techniques developed in WP3 and WP4, and 

provide feedback on decisions made in these work packages.  

 

1.3 Scope of the Deliverable 

In this deliverable, we present the results of the experimental activities aiming at validating and evaluating the 

performance of solutions developed in WP4. Additionally we perform experiments that evaluate the performance of the 

OpenFlow protocol itself, in order to verify whether protocols extensions are necessary. The results of the experiments 

provide input into WP3 and WP4, to provide insight on the design and implementation decisions made in these work 

packages.  

 

1.4 Report Outline 

This deliverable presents the results of the experiments carried out within WP5 of the SPARC project. The experiments 

validate and evaluate the performance of the solutions developed in WP4. This includes the two tasks defined in the 

Description of Work, Task 5.2 and Task 5.3: 

Task 5.2: Validation testing (M13-M21) 

WP4 prototypes the SPARC OpenFlow controllers and will functionally test them in a stand-alone mode (...). 

The goal of this task is to confirm that this functionality is the correct one to be deployed in a network context. 

(...)  Success criteria: Validation tests conducted with positive results documented. 

Task 5.3: Performance evaluation (M16-M24)  

(...) the goal of this task is to execute experiments that allow deriving conclusions regarding performance. 

Important in this context is to keep in mind that experiments are executed on a software emulation platform. (...) 

Success criteria: Performance evaluation conducted and clear trends derived from experimental results.   
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The experiments have focused on the areas of Openness and Extensibility, Virtualization and Isolation, Operations and 

Maintenance, Resiliency, the Bootstrapping Process, and finally, the Controller architecture. Details about these areas, 

the issues, the solutions, and descriptions of SPARC implementations are found in Deliverables D3.3, D4.2, and D4.3. 

Openness and Extensibility relates to the extensions required to realize the proposed recursive control plane and the 

generalized transport endpoint model. In WP3, we realized that more advanced processing functionalities at the data 

plane are desirable in many situations. OpenFlow currently provides processing of packets by state-less and lightweight 

actions (e.g. pushing tags, updating header fields, etc.). For state-full processing (i.e. taking proceeding packets of the 

flow into account), we propose separate processing instances on a datapath element, which can be addressed by a 

lightweight action type “process”. In this deliverable, we describe the experiment where we show the successful 

termination of PPPoE endpoints as a validation of the generalized transport endpoint model. 

A crucial feature of future carrier-grade networks is network virtualization, enabling multi-service and multi-operator 

scenarios on a shared physical network infrastructure. In WP3 we proposed improvements to the reliability, isolation and 

automation aspects of an OpenFlow-based network virtualization system. In this deliverable, we evaluated the impact of 

virtualization on the performance of the data plane and found only a minor increase in forwarding delay. 

One important requirement for carrier-grade networks is the availability of proper OAM solutions. In this section we 

evaluate a generic OAM design with a technology-dependent MPLS OAM implementation (BFD). We found that we are 

able to meet the carrier-grade requirements with this design. 

Resiliency and reliability are important requirements for carrier-grade networks. In this section, we first study 

mechanisms to ensure data plane resiliency in an OpenFlow scenario. Data plane resiliency can be realized in terms of 

rerouting, restoration and protection. Larger scale experiments show that dependency on the number of flows in the 

restoration case makes a in-feasible solution for carrier-grade networks. The native support for protection makes it 

possible for OpenFlow to support resiliency requirements using protection switching.    

Current OpenFlow specifications do not describe how initial address assignment and control channel setup are 

performed. This is especially challenging in case of an in-band control network, since the data path elements need to be 

able to establish IP connectivity towards the network control in the absence of a node configuration protocol. We 

evaluate a method that facilitates automatic Control Channel Bootstrapping for the datapath elements in such an in-band 

control case. The experimental results show that in-band control channel setup time is proportional to the distance 

between a switch and the controller in hops with roughly 1 second per hop.  

Finally, more generic aspects of the Controller Architecture are evaluated. We present evaluation results for the 

performance degradation caused by an overloaded control network, and also the effect of new flows on the configuration 

delay. The measurements show that the configuration delay increases as the network utilization reaches 95%; however, 

the delay still remains in the same order of magnitude as in the unloaded case.   

Many experiments are performed on the virtual-wall test-bed at IBBT, or with Mininet. Details about the experimental 

platform and various tools are found in Deliverable 5.1, but a short introduction follows in Section 1.6.  

1.5 Experimental template  

Since this deliverable is a collection of related and unrelated experiments we keep to a template format when applicable 

in order to simplify for the reader. Every area contains a short introduction to the area followed by experiment(s) 

described by this template:   

 Experiment introduction 
 In the first part we give a short description of the experiment including a title for referencing the 

experiments, the technical objectives and the partners involved in the experiment 

– Technical objective 

– Short description 

– Expected result(s) 

The expected outcome of the experiment if it is successful. Also possible anticipated pitfalls and their 

expected outcomes may be presented.  

 Experimentation 
The experimentation part gives an in-depth discussion of the experiment. 

– Evaluation criteria and metrics 

Discussion about the simulation or emulation setup, the evaluation criteria and figures of merit. 
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– Experimental scenario: description, tools, configuration and running conditions 

• OF extensions 

• System structure and platform 

• Network topology 

• Constraints 

– Methodology 

• Methodology to obtain experimental data 

• Experimental data processing methodology and analysis 

 Results 
The experimental setup and the gathered results of the experiment. 

 Conclusions 
Conclusions supported by the results of the experiment. 

 

1.6 Experimental test-beds 

The Virtual Wall lab is a generic test environment for advanced network, distributive software and service evaluation.  It 

consists of 100 nodes (dual processor, dual core servers, and four or six 1 Gb/s interfaces per nodes) interconnected by 

1.5 Tb/s Force10 Ethernet switch (shown in Figure 14). Besides this, there is a control interface per node through which 

people can login. The test-bed runs the Emulab software of the University of Utah.  Experimenters can build (large) 

experiments by drawing a topology in a graphical user interface or by creating NS2 files describing the topology of the 

experiment. One of the advantages of the Virtual Wall is that the Emulab software controls the switch as a virtual patch 

panel, so experimenters can remotely change topologies and configurations. There is no virtualisation involved, so the 

experiments run on the bare machine hardware, which is very important for performance experiments. The virtual wall 

nodes can be assigned different functionalities ranging from terminal, server, network node, and impairment nodes. The 

nodes in the test-bed may be used for network emulation to calculate bandwidth, delay, packet loss, etc. in a real network 

environment.  

 

 

Figure 14: Virtual-Wall Test-bed 

Mininet is another testbed that we use, either standalone or within the Virtual Wall environment.  By using Linux 

processes in network namespaces and process-based virtualization (LXC [7]) allows a single computer to spawn multiple 

hosts and switches on a single kernel. Mininet connects switches and hosts using virtual Ethernet (veth) pairs.  
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2 Openness and extensibility  

This chapter describes the test of the implementation of the flexible PPPoE based BRAS solution detailed in Section 5.1 

in D3.3, Section 3.3 in D4.2, and Section 7 in deliverable D4.3. The focus is to validate that the solution is operating as 

expected, i.e. the correct PPPoE bindings are created, MAC addresses installed etc. Since a large part of the PPPoE 

procedures that one could investigate are happening within the hierarchical controller stack we have decided to treat that 

part as a black box and validate it based on correct configuration of the devices. 

2.1 PPPoE implementation validation  

The main objective of this experiment is to validate the entire PPPoE session is established correctly (according to 

standards) and if a session id is assigned to the connection finally. The scenario focuses on the assignment of the session 

id as termination of the PPPoE session establishment. In order to evaluate the entire PPPoE establishment process all 

exchanged messages during the discovery stage of PPPoE initialization are evaluated explicitly. Of lower priority in this 

scenario is the session stage of the established PPPoE session. 

Expected results: It is expected that a PPPoE session is established correctly and without any unexpected failure by the 

service creation controller implementation. Additionally, assignment of a unique session ID at the end of the discovery 

stage and standard compliance (RFC 2516) attitude of the controller implementation during the entire scenario is 

anticipated. 

2.1.1 Experimentation 

Evaluation criteria and metrics 

The functional validation of the PPPoE enabled controller implementation is supposed to demonstrate correctness and 

standard compliance. 

Evaluation criteria are the sequence of messages and corresponding message types as specified by RFC 2516. 

Experimental scenario: description, tools, configuration and running conditions 

The entire scenario is represented in the virtual test environment depicted in Figure 15. The primary function is 

validation of accurateness of PPPoE session establishment (i.e. discovery stage) and assignment of an unique session id 

as essential condition for service creation in the future. For documentation and validation purposes a sniffing tool is used 

to outline sequence of messages exchanged between client and PPPoE module assigned the controller. 

 
Methodology 

By configuring and starting the sniffing tool first before the client initialized, the PPPoE session specific messages can be 

captured on the link between client and switch. Therefore, the sniffing tool is assigned to the interface of the client and 

analyses both incoming and outgoing traffic. Collected data is written to a separate packet capture (pcap) file for later 

analysis. Filters of the sniffing tool are configured to capture PPPoE specific messages mentioned in RFC 2516 

exclusively. 

Using the pcap file, the structure and order of all PPPoE related messages are monitored. The behaviour of the client and 

PPPoE extension implementation is derived with the help of these facts. By evaluating the relevant tables of the switch or 

controller entity, the establishment of the PPPoE session is examined. 

2.1.2 Results 

After performing the proposed test case, we confirm that the PPPoE implementation operates without failure and 

unexpected behaviour at any time. Performance of the implementation in the case of malformed or non-conforming 

packets was not covered within this case. The validation was performed in a virtual environment to reproduce a classical 

scenario as depicted in Figure 15. The virtualized environment consists of one customer premises equipment (CPE) 

which operates as router gateway and tries to arrange a PPPoE session to the broadband access router (BRAS). The 

BRAS is OpenFlow enabled and composed of a common data path entity and a PPPoE capable OpenFlow controller. 

Data path and controller communicate with each other using the OpenFlow protocol (v1.1). The BRAS itself established 

connection to the Core-Router to get access to the internet. For that reason, the Core-Router provides a gateway (GW). 

Due to implementation reasons, it was not possible to capture the messages between the PPPoE capable controller and 

data path directly. Therefore, only messages between the CPE and BRAS were captured. We confirm correct behaviour 

between the CPE and BRAS and we approved indirect precise behaviour in-between controller and data path as well. 
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Figure 15: Virtual test environment 

 

After starting the BRAS implementation and starting the PPPoE daemon on the CPE the PPPoE session established 

immediately. Table 2 lists the sequence of PPPoE related messages in the course of the setup. It confirms that the PPPoE 

establishment procedure corresponds to defaults of RFC 2516 and operates without any unexpected attitude. Accurate 

performance of the controller-switch compound can be derived from Table 2. 

 

Table 2: Sequence of messages in course of establishment (MAC address e6:0e:f3:ab:f8:21 is assigned to CPE while 

00:11:11:11:11:11 is assigned to the BRAS) 

No. Source Destination Protocol Info 

1 e6:0e:f3:ab:f8:21 ff:ff:ff:ff:ff:ff PPPoED active discovery 

initiation (PADI) 

2 00:11:11:11:11:11 e6:0e:f3:ab:f8:21 PPPoED active discovery offer 

(PADO) 

3 e6:0e:f3:ab:f8:21 00:11:11:11:11:11 PPPoED active discovery 

request (PADR) 

4 00:11:11:11:11:11 e6:0e:f3:ab:f8:21 PPPoED active discovery 

session-confirmation 

(PADS) 

5..22 several PPP Link Control Protocol and PPP IP Control Protocol messages 

23 e6:0e:f3:ab:f8:21 00:11:11:11:11:11 PPPoED active discovery 

terminate (PADT) 

 

Termination of the session operates without any failure as well. The active discovery termination is sent by the CPE 

when the daemon was manually stopped at the CPE. 

Although the PPPoE session was established without any failure, access to the internet did not work immediately as 

expected. The failure occurred because of faulty preconfigured network configuration of the gateway (Core-Router) 

within the virtualized environment. Additional manual configuration was required. 

2.1.3 Conclusions 

Beside the problem of internet connectivity, we confirmed that the PPPoE implementation works correctly and all 

exchanged messages are standard compliant. The PPPoE session in-between is established to the point that services can 

be provided easily.  
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3 Virtualization and isolation 

Experiments in this chapter test the proof-of-concept implementation of the virtualization system described in section 5.2 

of D3.3, section 4.3 of D4.3, and section 3.4 of D4.2. We have focused on the performance of the extended data path 

implementation, and ignore the performance of the OpenFlow control channel itself.  

While the control channels performance (i.e. latency of various OpenFlow commands) will most likely be affected by the 

addition of a translation unit in the switch. The translation unit has to modify some OpenFlow messages, but this 

increased processing time will be on a timescale not noticeable by the controller. And indeed we didn‟t notice any control 

channel issues during the testing. This is however not necessarily the case for other virtualization methods, in particular 

the FlowVisor approach, where the placement of the FlowVisor outside of the switch adds at least one extra hop in the 

network before the OpenFlow message reaches the switch.  

Data path performance on the other hand is more time critical and any large penalty here could be detrimental to the 

virtualization solution. At some point the benefits of virtualization simple isn‟t worth the costs, exactly where that limit is 

is difficult to answer. So while it is difficult to set a precise limit, measuring the impact is important. 

 

3.1 Impact of virtualization on data plane performance 

The goal of this experiment is to measure the impact of the virtualization system on data plane performance. In order to 

measure per-hop data plane processing costs of the virtualization system (using multiple tables and packet 

tagging/encapsulation, see deliverable D3.3 and D4.3 for details), a scenario is constructed in which packets traverse a 

circular path and the RTT is measured. By comparing the difference in the average RTT for different configurations, 

changes in the per-node processing time should be measurable. We expect that the difference in processing time for the 

different scenarios will be too small to detect if we only use a single node. However, by scaling up to multiple hops we 

increase the cumulative processing time, making it large enough to measure. Alternatively, the end-point processing time 

(i.e. timing resolution of the capture tool) could be too large to distinguish it from the per-hop forwarding time. This 

should be possible to circumvent by increasing the path length and making measurements for each length. RTT 

measurements are made for these scenarios: 

1. Baseline without any virtualization  

2. VLAN based table isolation  

3. PWE based table isolation  

4. VLAN based table isolation and queue-based bandwidth isolation 

5. PWE based table isolation and queue-based bandwidth isolation  

Expected results: The RTT will increase with the amount of nodes that are part of the ring. However, the contribution to 

the RTT from the per-hop (i.e. node) processing  time should be distinguishable from the contribution from the actual 

link transmission time with a long enough path, given that the latency penalty from the various virtualization methods 

will increase depending on the number of intermediate hops.    

 

3.1.1 Experimentation 

Evaluation criteria and metrics 

From the measured one-way delay we calculate forwarding latency per node. One baseline scenario, without 

virtualization, is used to provide the reference latency. The overhead induced by virtualization is compared to the 

baseline in order to measure the relative forwarding latency penalty. 

Experimental scenario: description, tools, configuration and running conditions 

System structure and platform 

• Five nodes on the Virtual wall (may be increased if the number of hops is not enough to detect any difference 

between the configurations) 

• OpenFlow 1.1 compatible switches and controllers, with additional virtualization support (see deliverable D3.3 

and D4.3 for details) 

• Packet generators, packet capture tools 
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Network topology 

Nodes connected in a ring, with the node injecting and capturing packets connected in triangle to one of the ring 

segments. It is important that we can capture both outgoing and incoming packets on a single node in order to avoid the 

need for precise synchronization of clocks. 

Constraints 

The precision in the packet capture tool has to be high enough to distinguish the difference between the different 

scenarios. The length of the path can be increased in order to increase the total processing time. This can be done either 

by adding multiple nodes to the network or by making the measurement packet take multiple loops through the network. 

Methodology  

Methodology to obtain experimental data: 

For the RTT packet measurements any kind of measurement packet will do, e.g. an ICMP ping packet, since both 

transmission and reception time is recorded by the packet capture tools the packet type itself does not matter. 

Experimental data processing methodology and analysis: 

Packet capture tools such as tcpdump[2] or Wireshark[3] should be able to provide enough timing accuracy to make the 

measurements and record the result into raw pcap data files. However, timing accuracy of these general-purpose packet 

capture tools depends heavily on the particular hardware used, so the accuracy should be evaluated. Timing data can then 

be extracted from the packet dump files and used for statistical analysis using e.g. Python.  

3.1.2 Results 

The experiment was set up on the Virtual Wall, using the topology seen in Figure 16. After testing the timing jitter with 

the normal kernel each node was upgraded to run a Linux-RT kernel 0 which significantly reduces jitter. Switch S1-S4 in 

the figure runs OpenFlow software switches configured to forward incoming IP packets in a loop until the packets TTL 

reaches zero. By adjusting the TTL of the injected packet we can chose how many loops in the network a single packet 

makes, allowing us to vary the patch length in increments of four hops. Switch S4 is configured to decrement the TTL of 

passing packets as well as sending a copy of the packet to switch S1.  

The packet sink captures all traffic on the interface from switch S4, the traffic is later analyzed and the inter-arrival time 

between packets is extracted. Each ICMP packet that is injected by the source will generate a number of packets in the 

capture, each with a smaller TTL than the previous, until TTL reaches 1. Then after some time a new packet is injected 

and starts looping. Before analysis we first separate these chunks of packets generated by different injected packets into 

groups based on the ICMP Echo request (i.e. ping) identifier value and calculate the inter-arrival times within that group. 

This is done since the inter-arrival time between e.g. the last packet generated by the first injection and the first packet 

generated by the second injection depends on the time between injections and not the time it takes to forward the packet 

through the network. The resulting groups of inter-arrival values are then grouped together into a single set of samples.  
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Figure 16: Topology used in the experiment. At step 1, the packet source injects an ICMP packet that is forwarded in 
a loop (step 2-4). Each time the packet passes switch S1 the TTL is decremented and two copies of the packet is 
forwarded, one to S1 and one to the packet sink. The Master Controller is responsible for configuring the 
virtualization method and the customer controller for configuring the packet forwarding within the virtual network. 

We first ran the experiment without any virtualization in order to establish a baseline and to assess if we were able to get 

enough resolution in the timing measurement using four nodes in the loop and the Linux-RT kernel in the Virtual Wall 

environment. At this point we discovered what we believe is a measurement artefact originating either from the physical 

network cards, the network drivers, or the central switch in the Virtual Wall. At each hop the packets sometimes receives 

an extra 50 µs of latency, which can be seen as the different levels in the measurement data plotted in Figure 17. After 

unsuccessfully trying to solve this issue we decided to move from the physical environment of the Virtual Wall into a 

local virtual environment where we can have more control over the parameters affecting the results.  

The same topology and configuration was setup on an 8-core server, also running Linux-RT. Instead of physically 

separate machines running OpenFlow software switches, four software switches were instantiated in parallel on the 

server and connected using virtual network interfaces. This setup showed a much lower latency caused by buffering in 

the network card or in a physical switch.  

On this setup the experiment was run with several configurations in order to measure the extra latency, if any, introduced 

by the encapsulation used for virtualization. Additionally the experiment was run with and without QoS (i.e. without 

going through the per virtual network port queues) in order to distinguish the latency caused by queuing from latency 

caused by the encapsulation method. In all of the experiments the same rules are used to forward IP packets in a loop, 

however, in case 2-5 the packets pass through the extra steps needed for virtualization. The five cases examined are:  

6. No virtualization 

7. VLAN-based encapsulation without QoS 

8. PWE-based encapsulation without QoS 

9. VLAN-based encapsulation with QoS 

10. PWE-based encapsulation with QoS 
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Figure 17: Measured data on the Virtual Wall setup showing 6 plateaus with roughly 50 µs spacing. In this 
measurement 6 hops were used (5 nodes in the loop). The Y-axis shows packet inter-arrival time in seconds at the 
capturing node and on the X-axis each individual sample (roughly 500 000 in this case).  

 

Figure 18: Sample data from the single server setup. While there still is quite some timing jitter in the data, the data 
is much more consistent. The Y-axis shows packet inter-arrival time in seconds on the capturing node and on the X-
axis each individual sample (roughly 600 000 in this case). 
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On each of the five configurations the experiment was run 10 times, each time generating 61 000 inter-arrival samples 

(1000 injected packets each with TTL=63). We then divide the inter-arrival samples by the number of switches to get an 

estimate of the per-hop forwarding delay. From each of the five configurations the eight most consistent runs were 

selected, in order to reduce anomalies caused by random events on the server such as process scheduling effects, memory 

or disk activity as well as disregard any warm up period. This results in roughly 500 000 samples per configuration, 

giving us a quite large dataset to analyze. The data was combined and plotted as CDFs in order to show the measured 

difference between the different configurations (Figure 19) as well as summarized in Table 3.  

 

Table 3: Statistics for the different data sets. Base is without virtualization, VLAN and PWE are with virtualization but 
without QoS and finally VLAN-Q and PWE-Q are with both virtualization and QoS. 

Statistic Base VLAN PWE VLAN-Q PWE-Q 

1st quartile 103 µs 108 µs 111 µs 110 µs 115 µs 

Median 105 µs 110 µs 114 µs 117 µs 118 µs 

3rd quartile 111 µs 115 µs 120 µs 124 µs 124 µs 

95th percentile 126 µs 128 µs 132 µs 140 µs 137 µs 

 

 

 

Figure 19: Cumulative distribution functions for the different data sets. The Base line is without virtualization, VLAN 
and PWE are with virtualization but without QoS and finally VLAN-Q and PWE-Q are with both virtualization and 

QoS. 

3.1.3 Conclusions 

To answer the original question “Does the various virtualization methods impose extra delay?” we have to analyze the 

data. If the results from the different experiments are in fact from different distributions, and not just a coincidence, a 

statistical significant difference should be observable in their median values. Given the large amount of data points and 

the internal consistency in the 8 sampled sets per configuration for the different experimental setups, we are quite 

confident that the differences between the setups that can be observed in both the CDFs and the statistics reflect a real 

difference in per hop delay. As expected the CDFs are shifting uniformly to the right when more complex virtualization 
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is added, showing an increase in the per hop delay with a few microseconds per setup. From this we conclude that there 

is indeed an increased cost of a few microseconds per hop when applying the various virtualization methods.  

The absolute difference in delay, for example 12 microseconds in the case of the Baseline compared to VLAN-Q, does 

not tell us much about what the actual difference would be in a different implementation (e.g. in hardware), if there 

actually is one. The relative difference, roughly a 12% increase in per hop delay in the VLAN-Q case, seems to be a quite 

significant cost. However, this is in an ideal scenario without any actual link delay, no queuing on the interface or other 

sources of delay.  

  

To summarize; more advanced encapsulation techniques (i.e. VLAN tags vs. Pseudowire and MPLS headers) result in 

higher processing delay in the soft-switch implementation. Furthermore, extra queuing adds another small delay, 

independent of the encapsulation method. The extra total delay is in the scale of a few µs per hop, which makes is 

negligible even for paths with many hops, given that one-way delays usually are in the ms order (i.e. three orders of 

magnitude larger). We conclude that while we have been able to measure additional per-hop delay overhead due to 

virtualization and QoS queuing, it is not a significant delay factor to consider, especially considering that future 

optimized hardware implementations are expected to outperform any current soft switch implementation. 
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4 Operations and maintenance 

This chapter tests the data path based MPLS OAM solutions developed in the project. Detailed descriptions of the two 

solutions can be found in Section 5.3 in D3.3, Section 3.5 in D4.2, and Section 4.2 in deliverable D4.3. The main concern 

for the solutions is first of all the ability to provide sub-50 ms protection switching. Another question is about the 

scalability of the solutions, how many parallel sessions they can support. While both of these aspects are likely to behave 

differently in a hardware implementation, testing the software-based implementations can provide a hint of issues that 

may show up in real-life implementations as well. 

 

The focus of the experiment here has been the implementation for version 1.1 since the 1.0 version was tested before the 

experimental phase of the project. Details about the results for the first solution for 1.0 can be found in paper [6]. When it 

comes to scaling, the number of parallel sessions is most likely limited primarily by the Linux operating system in which 

the solutions operate. They both require high-resolution timers (with < 1ms accuracy) in order to operate at the desired 

frequency. This can be provided by the Linux kernel through the hi-res timers [4], however, some jitter in the timers 

cannot easily be avoided since x86 hardware contains many sources of timing jitter (see [5] for a discussion about this). 

Each session needs typically two of these timers, one for accurate timing of packet transmission, and one for quickly 

declaring the monitored path as down. When running in user-space, each timer event causes a context switch between 

user-space to kernel-space and back again. This in turn limits the amount of timer event that can be handled in a set 

amount of time. 

4.1 Switch based failover, pseudowire, and virtualization validation 

The goal of this experiment is to validate the protection switching mechanism for OpenFlow 1.1, the pseudowire 

implementation and the virtualization system implementation in a protection-switching scenario, protecting a link 

carrying multiple virtual networks. In order to validate the functionality of the MPLS-TP based BFD implementation in 

the OpenFlow 1.1 environment, a scenario with multiple virtual networks is created. These virtual networks are placed on 

top of a topology where each link is protected using pre-planned protection paths. A protected link is made to fail and the 

protection system automatically falls over to the protection path, transparently redirecting the virtualized networks onto a 

different path without affecting the virtual topologies. Since the BFD implementation is MPLS specific this requires the 

use of pseudowires as the virtualization encapsulation format and thus this experiment also serves to validate the 

pseudowire functionality. 

Expected results: Measurements of the failover time are made in the virtualized networks. These measurements are 

expected to show that link failures can be handled by the underlying system in a timely fashion and that protection within 

the virtual networks is not necessary. Additionally we expect the pseudowire implementation to be able to act like 

physical ports in the view from the customer controllers, and that this view is not affected by link failures that are 

handled outside the virtualization.  

4.1.1 Experimentation 

Evaluation criteria and metrics 

The measured failover time (the total time between a failure event until protection switching is completed) for the virtual 

networks should be no different than the protection time for non-virtualized networks, and be below 50 milliseconds.  

Experimental scenario: description, tools, configuration and running conditions 

System structure and platform 

OpenFlow version 1.1 compatible switches extended with virtualization support, pseudowire support and BFD support.  

Network topology 

A small topology with redundant links that are used to provide protection paths. 

Methodology to obtain experimental data: 

By transmitting a fairly high rate CBR packet stream from ingress to egress nodes in the virtualized networks and 

capturing packets at the egress nodes the failover time can be estimated within strict bounds, depending on the CBR.. 

Experimental data processing methodology and analysis: 

The failover time can be estimated as the delay between the last packet received before the failure event and the first 

packet received once protection is completed. Several parallel CBR streams will be running on each of the virtual 
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networks in order to measure the failover time for multiple virtual networks. Timing data can be extracted from the 

capture files through analysis using e.g. Python or Wireshark.  

 

4.1.2 Experimental setup – topology  

The experiment was set up on an 8-core server, running the Linux-RT kernel in order to reduce timing jitter. The 

experimental topology is shown in Figure 9. Switches 1-4 are running the extended OpenFlow version 1.1 software 

switches. For each physical link a bi-directional MPLS LSP is configured (implemented as a indirect group), and each of 

the LSPs is monitored by a BFD session that sets the liveness of the LSP group. The MPLS LSP in turn are used to carry 

pseudowires that act as ports for the virtual network, they are shown to the customer controllers as regular physical ports. 

The pseudowires are implemented through fast failover groups, so in case of a link failure the pseudowires are rerouted 

over a different LSP. To each switch four customer hosts are connected, each connected to a separate virtual network. 

The virtual networks are configured slightly different, for example the red virtual network is only aware of the links A, 

B, C, and E (or rather, the pseudowires connecting these nodes appear as ports to the red controller).  

 
Rerouting is handled in a manner similar to Fast Re-Route (FRR) in MPLS. If, for example, LSP A between Switch 1 

and 2 fails, the pseudowire (PWE1-2 in the figure) running between Switch 1 and 2 is rerouted to use LSP B to go to 

Switch 3. Switch 3 in turn is configured to forward PWE1-2 over LSP C. When the PWE1-2 packets arrive at Switch 2 

over LSP C the incoming port number is translated so it appears as if it came directly from Switch 1.  

 

 

Figure 20: Experiment topology and configuration 

 

4.1.3 Experimental setup – switch configuration 

The switch configuration can be seen in more detail in Figure 21. The figure shows the first two tables that are used for 

the failover handling, one for the MPLS part and one for the pseudowires. After those two a packet would typically reach 

the virtualization table before entering the customer tables. After going through the particular customer tables reserved 

for a virtual network (and potentially customer groups) the packet go through first the virtualization groups and finally 

the failover groups. 
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The first table (the MPLS table) processes traffic coming directly from customers or via another switch. If the traffic 

enters from a customer it is directly forwarded to the virtualization table (table 2). Otherwise it determines if the traffic is 

part of a pseudowire and in that case pops the outer label and forwards the traffic to the PWE table (table 1). Finally, the 

traffic may be OAM traffic, this is detected in the first table as well and the OAM packets sent to the external OAM 

module for processing. 

In the PWE table the tunnel is typically terminated and the decapsulated packets are forwarded to the virtualization table. 

In the case of a failover, this PWE traffic should be terminated on another switch. In these cases the packets are 

forwarded directly to the appropriate MPLS LSP group. 

In the virtualization table the incoming port and any VLAN tags are used to determine which customer the traffic belongs 

to. The traffic is then forwarded to the appropriate range of customer tables (C-tables) after any VLAN tags have been 

removed. After the customer has processed its packets in the C-tables, the packets enter the virtualization groups where 

the VLAN tag is reapplied. An exception here is if the traffic is destined to a customer port, in this case the packets are 

immediately forwarded to that port without any additional VLAN tags. 

Once the VLAN tag has been applied the packets enter a PWE group where the packets are once more encapsulated in a 

pseudowire. The PWE group then forwards the packets to a Fast Failover group which chooses the appropriate MPLS 

LSP group to transmit the packet on, based on the liveness of the MPLS groups.  

For example, from node 1 to node 2, pseudowire group PWE 1-2 will use the MPLS LSP that uses interface A as default, 

if that interface is down, the failover group will forward the packet to the LSP using interface B automatically.  

Each link (or rather, each MPLS LSP) is protected by a BFD session. BFD packets will be sent every 10 milliseconds 

from each node to its neighbours, and if the receiver does not receive BFD data for 30 milliseconds, the link is 

considered to be down and protection activated. When the MPLS labels are popped in the first flow table, OAM packets 

are detected (since they use the special GAL label 13) and forwarded to the OAM module for processing.  

 

4.1.4 Results - validation 

In the experiment, four virtualized networks are configured and we generate CBR traffic from all the clients connected to 

Switch 1. The CBR traffic is send to the clients connected to Switch 4 using the path [Switch 1, Switch 2, Switch 4]. To 

verify that everything is working as expected we simulate link failure by switching the UP/DOWN status of port A on 

node 1 periodically 80 times. Each time the primary path fails the backup path [Switch 1, Switch 3, Switch 2, Switch 4] 

should be activated. To verify this we captured traffic on various interfaces. Finally, to verify that the failover time is 

below 50 ms we capture the CBR traffic at the client end of Switch 4. The measured inter-arrival time of the CBR traffic 

can be seen in Figure 22. 

 

Figure 21: Processing pipeline in each of the switches in the experiment 
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Figure 22: Inter-arrival times for the captured CBR traffic, roughly 200 000 packets captured 

 

To get a closer look at timing of the actual failover events these have been extracted, sorted, and plotted in Figure 23. In 

this figure it is clear that the failover time is evenly spread between 22 and 30 milliseconds, well below the limit of 50 

milliseconds. The same measurements were made for all the virtual networks with similar results.  

Figure 23: Inter-arrival times for 40 failover events, sorted 

  

4.1.5 Results – BFD comparison 

Additionally, we compared the performance of the two BFD designs, the one for OpenFlow 1.0 (details here [6]) and the 

one for OpenFlow 1.1 with regards to their scalability. This was performed by setting up BFD sessions between two 

nodes and increasing the number of concurrent BFD sessions until failure. By failure we mean that the BFD 

implementation is overloaded and no longer able to keep up with the timing requirements, causing it to falsely declare a 

link to have failed. We used the timing values of 10 ms between transmission, and 3 x 10ms to declare a failure.  
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The test was once again run on the 8-core server, the results are shown in Table 4. While the design of the software 

switch itself has changed between the two versions we believe that most of the difference between the two versions are 

due to the ability of the version for OpenFlow 1.0 to make better use of timers, causing less context switches in the 

operating system. The 1.0 implementation has to switch between kernel space and the software switch in user space, 

whereas the 1.1. implementation has to switch between kernel space and two processes in user space. 

 

Table 4: Number of parallel sessions before failure in the different implementations 

  OpenFlow 1.0 implementation OpenFlow 1.1 implementation 

Sessions before failure 33 to 34 sessions 22 to 24 sessions 

  

 

4.1.6 Conclusions 

Based on this experiment we conclude that the pseudowire implementation is working as expected and that integrating it 

with the virtualization system allows us to create virtual network topologies that are not limited by the physical topology. 

We were able to use pseudowires in conjunction with MPLS LSP monitoring and port translation to provide protected 

“ports” to the virtualization system that enables us to handle link failures in a manner transparent to the virtual networks. 

Additionally the BFD module for OpenFlow 1.1 is able to provide protection switching in under 50 ms, like the 

implementation for OpenFlow 1.0. As can be seen in Figure 23 the time to switch over the traffic to the backup path is 

between 22 and 30 ms, which is the expected detection time. From this we can conclude that detecting the fault consumes 

the majority of the time while the reaction time (changing the liveness of the affected group) is negligible.  

As expected the implementation for OpenFlow 1.1 is not able to handle the same amount of parallel sessions (see Table 

4). We believe that this is either a) due to the extra context switches (since it has to switch between the software switch 

process and the OAM module process); b) the larger amount of active timers; or c) the data channels between the 

processes. The implementation for 1.0 uses 1 receive timer per session and 1 shared transmission timer per transmission 

interval (typically N + 1), whereas the 1.1 implementation has both 1 receive and transmission timer per session (2 * N). 

If the amount of timers were the sole limitation, we would expect that the 1.0 implementation handles twice the amount 

of sessions which is not the case, which means that a) and c) may play a role as well. 
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5 Resiliency 

This chapter focuses on the controller-based flow restoration and data plane protection solutions (See Section 5.4 of 

Deliverable D3.3). We check that the solution operates as expected and measure the performance for both the restoration 

and the protection scheme with regard to recovery time, i.e. the time required to restore data plane connectivity following 

detection of a failure. Once a baseline has been made the number of flows in the network is increased to investigate how 

each solution scales.  

5.1 Dataplane resiliency 

Fast flow restoration in an OpenFlow data network requires an immediate action of the controller when notification of a 

port-status change event is received. Recovery is performed by removing the flow entries affected by the failure and 

installing new entries in all OpenFlow switches as fast as possible following the notification of the link failure. We use 

the following algorithm to restore traffic: A list is made of all affected paths, for all the affected paths, a restoration path 

is calculated using a shortest path algorithm on the new topology. For affected switches that are on both the working and 

the restoration path, the flow entries are modified. For the rest of the switches, either the entries are deleted (if they are 

affected by the failure and are not on the restoration path) or new entries are added if the switch is part of the restoration 

path. 

Flow protection in an OpenFlow data network requires redundant flow-entries in the OpenFlow switches. In our 

algorithm, these are calculated and installed by the controller at the initial stage, when the controller is requested to 

establish a path.  The nodes that are located at the edge of the OpenFlow network has additional group entries installed in 

their flow-tables in order to quickly switch the traffic to the protection path. For link failure detection in protection, we 

use the Bi-directional Forwarding Detection (BFD) protocol. In the protection experiment, BFD is responsible for 

detecting a path failure. Once a failure is detected, all the flows that are using the failed path are switched to the 

protection path. 

To evaluate the recovery time each server generated packets to all other servers using the Linux kernel module pktgen. 

Each server sent 64 bytes packets to all the other servers at the constant interval of six ms. Each server routing table has 

been manually configured to transmit the generated packets into the OpenFlow network. 

 

Figure 24: BFD integration in OpenFlow 

For detecting failures in the protection case, each working path was monitored by adding an additional BFD flow in the 

OpenFlow switches. The BFD process transmits a failure notification message when it detects a failure. To receive the 

failure notification message, a virtual link (the link veth1 - veth2 in Figure 24) has been created between the OpenFlow 

switch process and the BFD process. Furthermore, an alias of the OpenFlow port (eth1:1) has been created for the BFD 

process to be able to receive the packets from the OpenFlow port (eth1). The BFD failure detection time in the 

experiment was between 40 to 44 ms. For the restoration case we did not establish a BFD session. In this case the 

OpenFlow switches detected a failure when the LOS (Loss of signal) was declared by a port as a ``port down" event. 

First, we validate correct restoration and protection of flows following a link failure. For restoration, we focus on the 

notification messaging, the calculation of the new paths and the correct installation of new flow entries. For protection, 

we validate the use of group tables in OpenFlow 1.1. 
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5.1.1 Methodology  

 

Figure 25: Emulated German backbone network topology 

For this experiment we use the German Backbone Network Topology (Figure 25). Each node in Figure 25 is an 

OpenFlow switch in our experiment. In addition to the OpenFlow switches in the German Backbone topology, the 

topology of the experiment also contains data servers (not shown in Figure 25), where each OpenFlow switch is 

connected to a server. We analyze the functioning of restoration and protection using captured packet traces (using 

tcpdump at various points in the network). For the validation experiments, we manually provide the topology to the 

controller in order to remove possible interference of topology discovery (LLDP) packets with the measurement data. 

Each server in the experiment generates measurement data packets using the Linux kernel module pktgen (a traffic 

generator) at 3 ms intervals. We generate 182 such flows in the network. We also loop traffic from each server through 

its connected switch to verify pktgen generation consistency at the OpenFlow ingress point. We capture all the traffic at 

the endpoints (client/server node) and intermediate OpenFlow switch interfaces using and store them on a central server. 

We processed the captured data using wireshark and callflow to determine whether individual flows were affected by the 

failure and whether they were restored within a reasonable amount of time. We also analyzed the NOX traffic, both 

incoming and outgoing. 

 

Figure 26: (A) NOX traffic (restoration)         (B) NOX traffic (protection) 

After establishing connections between the OpenFlow switches and the NOX controller, the restoration experiment starts. 

We use the captured traffic intensity at the NOX controller to illustrate the experiment progress (Figure 26). 
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We start sending the pktgen traffic, waiting one second between each server to allow the NOX controller to install the 

Flow Entries. These are the spikes from -109 seconds to -96 seconds in the experiment. The height of the spikes in the 

figure depends on:  

 The number of requests the NOX controller receives for installing the Flow Entries. 

 The number of flow-mod messages sent by the NOX controller to establish the paths.  

In the restoration case the controller receives the notification which triggers controller based restoration,  the traffic for 

reconfiguring the switches can be seen as the large spike at 0 second in  Figure 26A. 

In the case of protection BFD-like sessions are established to monitor the paths (causing the second set of spikes at -86 

seconds in Figure 26B). Note that the BFD-type packets for path monitoring are sent at 20 ms intervals and the path is 

declared unavailable when two such packets were lost.  

There are also small spikes periodically with an interval of 15 seconds. These are the Echo messages that are sent to 

check liveness of the control channels. In the protection case, the trigger at time 0 does not cause any additional control 

communication between the affected switches and the NOX controller since the backup paths have been pre-configured. 

This allows the data paths to move the affected flows to the backup paths almost instantaneously using the Failover 

Group mechanism (see section 5.4.1 in D 3.3).  

 

5.1.2 Results 

Figure 27 shows the initial message exchange between the controller and OpenFlow switches (Berlin, Hamburg and 

Bremaen). We see the correct establishment of the OpenFlow control channel over TCP: a 3-way TCP handshake 

followed by the Hello message, Feature request, Feature reply, SetConfig, Echo request and Echo reply. Hello messages 

contain the OpenFlow header that consists of the version number of the OpenFlow software. The controller requests the 

capabilities of a switch by sending a Features request; the switch responds with a “Features reply” that specifies the 

capabilities of the switch. SetConfig contains vendor-specific information and Echo request and Echo reply are to verify 

the liveness of the control channel. 
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Figure 27: Controller to Switch message exchange (OF control channel establishment) 
 

1 TCP 33858 > 6633 [SYN] Seq=0 Win=5840 Len=0 MSS=1460  TSV=104154 TSER=0 WS=6

2 TCP 6633 > 33858 [SYN, ACK] Seq=0 Ack=1 Win=5792 Le n=0 MS S=146 0 TSV=102 67

3 OFP Hello (SM) (8B) 

4 TCP 57189 > 6633 [SYN] Seq=0 Win=5840 Len=0 MSS=1460  TSV=99414 TSER=0 WS =6

5 TCP 6633 > 57189 [SYN, ACK] Seq=0 Ack=1 Win=5792 Le n=0 MS S=146 0 TSV=102 671 TSER=994 14 WS=6

6 TCP 47571 > 6633 [SYN] Seq=0 Win=5840

7 TCP 6633 > 47571 [SYN, ACK]

8 OFP Hello (SM) (8B) 

9 OFP Features Request (CSM) (8B) 

10 OFP Set Config (CSM) (12B) 

11 OFP Hello (SM) (8B) 

12 OFP Hello (SM) (8B)

13 OFP Hello (SM) (8B)

14 OFP Features Request (CSM) (8B) 

15 OFP Hello (SM) (8B)

16 OFP Features Request (CSM) (8B)

17 OFP Set Config (CSM) (12B) 

18 OFP Features Reply (CSM) (352B) 

19 OFP Set Config (CSM) (12B)

20 OFP Features Reply (CSM) (352B) 

21 OFP Features Reply (CSM) (352B)

22 Echo Request (SM) (8B) 

23 OFP [TCP Previous segment lost] Echo Request (SM) (8B) 

24 OFP Echo Request (SM) (8B)

25 OFP Echo Request (SM) (8B) 

Berlin (OF Switch) Hamburg (OF Switch) Bremen (OF Switch) NOX Controller
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Figure 28: Flow-Mod message and Packet-in message exchange for path establishment (restoration) 

1 OFP Packet In (AM) (BufID=16) (84B)

2 OFP Flow Mod (CSM) (160B)

3 OFP Flow Mod (CSM) (160B)

4

5 OFP Flow Mod (CSM) (160B) !

6

7 OFP Flow Mod (CSM) (160B)

8

9 OFP Flow Mod (CSM) (160B)

10

11 OFP Flow Mod (CSM) (160B)

12 OFP Flow Mod (CSM) (160B)

13 OFP Packet In (AM) (BufID=17) (122B)

14 OFP Flow Mod (CSM) (160B)

15 OFP Flow Mod (CSM) (160B)

16 OFP Packet In (AM) (BufID=19) (84B)

17 OFP Flow Mod (CSM) (160B)

18 OFP Flow Mod (CSM) (160B)

19 OFP Packet In (AM) (BufID=15) (84B)

20 OFP Packet In (AM) (BufID=20) (84B)

21 OFP Flow Mod (CSM) (160B)

22 OFP Flow Mod (CSM) (160B)

23 OFP Flow Mod (CSM) (160B)

24 OFP Flow Mod (CSM) (160B)

25 OFP Packet In (AM) (BufID=21)

Berlin (OF switch)                                 Hamburg (OF switch)                                   Bremen (OF switch)                             Controller (NOX)    

OFP Flow Mod (CSM) (160B)

OFP Packet In (AM) (BufID=17) (122B)

OFP Flow Mod (CSM) (160B)
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Figure 29 Flow-Mod message and Packet-in message exchange for path establishment (protection) 

1 OFP Packet In (AM) (BufID=16) (84B)

2 OFP Flow Mod (CSM) (160B)

3 OFP Flow Mod (CSM) (160B)

4 OFP Packet In (AM) (BufID=16)

5 OFP Flow Mod (CSM) (160B) !

6 OFP Packet In (AM) (BufID=17) (84B)

7

8 OFP Flow Mod (CSM) (160B)

9 OFP Flow Mod (CSM) (160B)

10 OFP Packet In (AM) (BufID=18) (122B)

11 OFP Flow Mod (CSM) (160B)

12 OFP Flow Mod (CSM) (160B)

13 OFP Packet In (AM) (BufID=17) (122B)

14 OFP Flow Mod (CSM) (160B)

15 OFP Flow Mod (CSM) (160B)

16 OFP Packet In (AM) (BufID=19) (84B)

17 OFP Flow Mod (CSM) (160B)

18 OFP Flow Mod (CSM) (160B)

19 OFP Packet In (AM) (BufID=15) (84B)

20 OFP Packet In (AM) (BufID=20) (84B)

21 OFP Flow Mod (CSM) (160B)

22 OFP Flow Mod (CSM) (160B)

23 OFP Flow Mod (CSM) (160B)

24 OFP Flow Mod (CSM) (160B)

25 OFP Packet In (AM) (BufID=21)

Berlin (OF switch)                                 Hamburg (OF switch)                                   Bremen (OF switch)                             Controller (NOX)    

OFP Packet In (AM) (BufID=16)
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Figure 30: Port Status and Flow-Mod message exchange between controller and switches 
(restoration) 

Figure 30 shows the port status message that triggers restoration. This message is sent to the controller when the link 

(between Berlin and Hamburg) is broken. The controller starts its recovery actions and sends flow-mod messages to the 

affected switches. The flow mod-message exchange between the controller and selected switched (Berlin, Hamburg and 

Bremen) is shown in Figure 30.  

Figure 31 shows the port-status message in the protection case. Again, the message is sent to the controller when the link 

between Berlin and Hamburg is broken. Here one can see that the controller receives the port-status message and that the 

controller does not send any flow-mod message to the switches on reception of this port-status message. In our algorithm, 

the controller updates its topology database on reception of port-status message. 

1 OFP Port Status (AM) (80B)

2 OFP Flow Mod (CSM) (160B)

3 OFP Flow Mod (CSM) (160B)

4 OFP Flow Mod (CSM)

5 OFP Flow Mod (CSM) (160B) Ver Warning!

6 OFP Flow Mod (CSM) (160B)

7 OFP Flow Mod (CSM) (160B)

8 OFP Flow Mod (CSM) (160B) Ver Warning!

9 OFP Flow Mod (CSM) (160B)

10 OFP Flow Mod (CSM) (160B)

11 OFP Flow Mod (CSM) (160B) Ver Warning!

12 OFP Flow Mod (CSM) (160B)

13 OFP Flow Mod (CSM) (160B)

14 OFP Flow Mod (CSM) (160B) Ver Warning!

15 OFP Flow Mod (CSM) (160B)

16 OFP Flow Mod (CSM) (160B)

Berlin (OF switch)                                      Hamburg (OF switch)                              Bremen (OF switch)                                                        Controller (NOX)
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Figure 31: Port Status message between the Controller and Switches, and no recovery from the controller 
side (protection) 

1
OFP Port Status (AM) (80B)

2 OFP Echo Request (SM) (8B)

3 OFP Echo Reply (SM) (8B)

4 OFP Echo Request (SM) (8B)

5 OFP Echo Request (SM) (8B)

6 OFP Echo Reply (SM) (8B)

7 OFP Echo Request (SM) (8B)

8 OFP Echo Reply (SM) (8B)

9 OFP Echo Request (SM) (8B)

10 OFP Echo Reply (SM) (8B)

11 OFP Echo Request (SM) (8B)

12 OFP Echo Reply (SM) (8B)

13 OFP Echo Request (SM) (8B)

14 OFP Echo Reply (SM) (8B)

15 OFP Echo Request (SM) (8B) !

16 OFP Echo Reply (SM) (8B)

17 OFP Echo Request (SM) (8B)

18 OFP Echo Reply (SM) (8B)

Berlin (OF switch)                                    Hamburg (OF switch)                                    Bremen (OF switch)  Controller (NOX)
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Figure 32: BFD packet exchange between Berlin and Hamburg (protection) 

Figure 32 shows the BFD packet exchange on the link between Berlin and Hamburg, captured at the Hamburg interface. 

Berlin starts transmitting on UDP port 49142 and Hamburg starts transmitting on UDP port 49150. After frame 23, 

packets are only sent from Hamburg. This is because failure has occurred at the Berlin interface on the link Berlin-

Hamburg and Berlin has stopped transmitting packets. However, as Hamburg is not down, we still see the outgoing 

packets from Hamburg. 

1 UDP Source port: 49142 Destination port:49143

2 UDP Source port: 49149 Destination port:49150

3 UDP Source port: 49142 Destination port:49143

4 UDP Source port: 49149 Destination port:49150

5 UDP Source port: 49142 Destination port:49143

6 UDP Source port: 49149 Destination port:49150

7 UDP Source port: 49142 Destination port:49143

8 UDP Source port: 49149 Destination port:49150

9 UDP Source port: 49142 Destination port:49143

10 UDP Source port: 49149 Destination port:49150

11 UDP Source port: 49142 Destination port:49143

12 UDP Source port: 49149 Destination port:49150

13 UDP Source port: 49142 Destination port:49143

14 UDP Source port: 49149 Destination port:49150

15 UDP Source port: 49142 Destination port:49143

16 UDP Source port: 49149 Destination port:49150

17 UDP Source port: 49142 Destination port:49143

18 UDP Source port: 49149 Destination port:49150

19 UDP Source port: 49142 Destination port:49143

20 UDP Source port: 49149 Destination port:49150

21 UDP Source port: 49142 Destination port:49143

22 UDP Source port: 49149 Destination port:49150

23 UDP Source port: 49142 Destination port:49143

24 UDP Source port: 49149 Destination port:49150

25

26 UDP Source port: 49149 Destination port:49150

27

28 UDP Source port: 49149 Destination port:49150

Berlin 49142                                       Berlin : 49150                                          Hambur g: 4914 9                                        Hamburg:49143 

UDP Source port: 49149 Destination port:49150

UDP Source port: 49149 Destination port:49150
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Figure 33: Results of the recovery experiment 

The results of the recovery experiment are depicted in Figure 33. In Figure 33, the X-axis represents the number of 

affected flows in the recovery experiment. The flows are affected when a failure is given in the one of links of the 

topology (German backbone topology). The Y-axis represents the recovery time. The minimum value is the time it takes 

to recover the first flow; the maximum value is the time it takes to recover all the flows; and the average value is the 

expected time for any flow to be recovered after the failure. The results show that restoration takes approximately 80 to 

100 ms and protection takes 1 to 3 ms after the first flow is recovered.  

The results show that the restoration time does not show dependence on the number of affected flows; it is approximately 

same for all the number of affected flows.  We now analyse our implementation with respect to the results obtained from 

the experiment. 

 

Figure 34: Analysis of our restoration implementation 

Figure 34 shows the recovery time in restoration i.e. when the failure is detected (TFD), the failure notification message is 

sent,  the affected flow is searched (TLU)  (the flow is declared affected if the  new calculated path (shortest path) is 

different from the older path), and then the flow-mod messages (TFM) are sent, then again the next affected flow is 

searched (TLU) and so on. When the switches receive the flow-mod message, the FlowTable is also updated with the new 

Flow Entry (TUPDATE). Eq 1 gives the total restoration time (TR). TPROP in Eq. 1 is the propagation time. TLU,f  and TFM,f. 

are the TLU, and TFM for the affected flow f. 

 

0

50

100

150

200

250

300

350

400

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18

R
ec

o
v

er
y

 T
im

e 
(m

s)

Minimum Maximum Average

Minimum Maximum Average

11    15   16   18   19   20   23   23  26     28   30  33   36    39   40

Number of affected flows

Restoration:

Protection:

Controller

OFS1
OFS2
OFS3

OFSn

TLU TFM
TFM

1st affected flow 2nd affected flow

Failure

TFD

3rd

Failure 

Notification 

Message

TUPDATE TUPDATE

TLU



Deliverable 5.2 Split Architecture - SPARC 

© SPARC consortium 2012 Page 45 of (77)  

 

We analysed each time of restoration to calculate the restoration time.  We found that it is TLU,f  that adds an additional 

delay in restoration, which gave unexpected results ( the restoration does not depend on the number of affected flows).  

This delay depends on the path calculation time. The path in restoration is calculated with Dijkstra‟s algorithm. The 

implemented algorithm has time complexity of O(n×n).  In German Backbone network topology, path calculation takes 

approximately 0.5 ms for one flow. Thus in our experiment, the controller takes approximately 61 ms (182 ×0.5) time to 

declare that the 182 flows are affected by the failure or not.  Our restoration showed this time (61 ms) in Figure 33 as the 

restoration time.  

To resolve this implementation issue, we redesigned our affected flow lookup algorithm (TLU). We now calculate the new 

path only when the flow is affected. In this flow lookup algorithm, the affected port is searched in the older calculated 

flow path. If it is found, the flow is declared to be affected.  Now for the affected flow, the new path is calculated (TCAL) 

and then the flow-mod messages (TFM) are sent, then again the next affected flow is searched (TLU) and so on. Thus, Eq 2 

gives the restoration time for the new implementation. 

 

We calculated the performance of this new implementation in the section 5.2, which shows that the restoration time (after 

failure detection) is not same for all the number of affected flows but it varies linearly with the flows affected by the 

failure. 

 

5.1.3 Conclusions 

In this experiment, we have validated the controller based restoration and path protection solutions developed in SPARC. 

We ran a validation experiment on a German Backbone network topology and investigated the restoration actions after a 

notification of the failure through callflow diagrams. Finally, we showed the correct operation of restoration and 

protection for recovering the flows in the OpenFlow network following a failure. Our results also indicate that failure 

recovery in restoration takes longer time than protection. During the experiment we also discovered some 

implementation issues which were resolved.   

 

5.2 Scalability and performance of protection and restoration 

The objective of this experiment is to test the scalability of restoration and protection by increasing the number of flows 

in the network. The experiment evaluates the performance of our designed restoration and protection schemes in an 

OpenFlow network. 

Expected results: We expect the flows to be restored or switched over to a protection path in the network within a 

reasonable time after the failure occurs. Both schemes should recover all the traffic even when the number of affected 

flows in the network is increased. However, we expect that the time required to recover the flows using restoration will 

increase with the number of affected flows. In the case of protection, we expect that the flow failover time remains within 

the upper limit of 50 ms even with an increased amount of affected flows. If results of restoration and protection are 

positive, we can conclude that our recovery scheme is a viable implementation option in OpenFlow networks.  

5.2.1 Experimentation 

The success criteria are that all flows in the network are recovered after a failure. The calculated metric is the total 

recovery time. 

Experimental scenario: description, tools, configuration and running conditions 

The experiment is implemented as an emulated OpenFlow network on the IBBT iLab.t virtual wall test facility (Figure 

14), using the NOX controller and the OpenFlow software switch version 1.1 (both developed by Ericsson).  

Network topologies 

We ran an extensive failure recovery experiment using the topologies that were developed within the COST 266 action 

project. In this project, a basic reference topology (the BT topology in Figure 35A and variations of the BT topology (e.g. 

Figure 35B and Figure 36), suited for a pan-European network were designed. The variations of the BT topology, i.e. the 

Core Topology (CT), the Large Topology (LT), the Ring Topology (RT) and the Triangular Topology (TT) were 

obtained by varying the total number of nodes and the degree of connectivity between them. The CT and LT topologies 

differ with respect to the number of nodes. The BT consists of 28 nodes and the CT consists of 16 nodes. The other 
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derived topologies contained the same number of nodes as the BT, but the difference lies in the degree of connectivity. 

The Ring topology (RT), seen in Figure 36, is much sparser than the BT. In the experiment we used the BT, CT and RT 

topologies. 

 

Figure 35: (A) Basic reference topology (B) Core topology 

. 

 

In the experiment each node in the COST 266 topologies acts as an OpenFlow switch. Each OpenFlow switch is 

connected one server (not shown in Figure 35 or Figure 36). The servers are used to generate packets in the networks that 

are implemented in the virtual-wall testbed. A virtual-wall node acts as an OpenFlow switch as well a server in the 

experiment, with one CPU core of a virtual-wall node assigned to an OpenFlow switch and another CPU core has been 

assigned to a server. Each of the OpenFlow switches has also been provided with a dedicated interface to a switched 

Ethernet LAN, which is used to establish a connection to the controller (i.e. an out-of-band control network). 

 

 

Figure 36: Ring topology 
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Methodology 

We performed four experiments to evaluate the performance of restoration and protection:  

1)  Link failure experiment on the core topology: In this experiment, each server sent two different flows to all the 

other servers in the CT topology. There were 480 flows in the network. The goal of this experiment was to 

measure the recovery time. 

2) Link failure experiment on all considered topologies: This experiment was similar to the first experiment but 

was performed with different topologies. The goal of this experiment was to compare the recovery time in 

different topologies (small topology, large topology, sparse topology). 

3) Node failure experiment: This experiment was performed with a node failure instead of a link failure, with the 

goal of testing the algorithms in a node failure scenario. 

4) Scalability experiment: In this experiment, we increased the number of flows up to 24000, with the goal of 

measuring the scalability of the solutions (i.e. how the number of flows affects the recovery time). 

 

 

Figure 37: (A) NOX traffic intensity in restoration, (B) and in protection 

 

In the link failure experiment or scalability experiment, one of the links of the network is failed by disabling the Ethernet 

interface, and in the node failure experiment, one of the nodes of the network is failed by running “poweroff” command 

on the virtual wall nodes. 

We show the traffic captured using tcpdump at the NOX controller to describe our experiments. The traffic was captured 

in the link failure experiment on the CT topology. Figure 37A shows the traffic in the case of  restoration and Figure 37B 

in the case of protection. At the beginning of the experiment, there were 16 spikes (from -106 to -92 seconds) after each 

one-second interval. These spikes are due to the traffic from the OpenFlow switches to install the path to the destination. 

The controller in our experiment installs the shortest path to the destination . The one second interval between the spikes 

occurred because we have started sending the pktgen traffic after a one second delay for each server. The one second 

interval is there to avoid overloading the NOX controller as the switches may try to establish too many flows in a short 

time span. The spikes in Figure 37B are higher than the spikes in A since in the protection case an alternative path is 

installed together with the working path. In the protection case each OpenFlow switch also establishes the BFD sessions 

(the spikes from -78 to -64 seconds in Figure 37B) for each path. There are also small periodic spikes in the controller 

traffic; these are the echo messages which are sent between the controller and the switches to check the liveness of the 

control network links. The height and number of these spikes are different in Figure 37A and Figure 37B, this is due to 

the minor time difference between the start of both experiments. At time 0, we cause a failure at the London-Amsterdam 

link by disabling the Ethernet interface at London. When the London switch detects this failure, a notification message is 

sent to the controller. Since the controller in the restoration case starts recovery upon a failure notification there is a large 

spike at around time 0 in Figure 37A. This is caused by the flow-mod messages and the acknowledgements of these 

messages which are sent to establish new paths. In the protection case the backup flows were installed before the failure 

occurs, therefore we do not see any spike at 0 second in Figure 37B.  

 

Critical Time for 

Controller

(A) (B)
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Experimental data processing methodology and analysis:  

We process the data captured by tcpdump using Wireshark and special purpose software to determine whether individual 

flows were affected by the failure and whether they were restored within a reasonable amount of time. We also analyse 

the incoming and outgoing NOX traffic. 

5.2.2 Results 

This section is structured according to the number of different experiments performed for our emulation.  

We now show results of the link failure experiment on the CT topology in which the link London-Amsterdam was failed 

in the CT topology. Figure 38 shows the traffic at the link London-Amsterdam from -0.2 to 0.3 seconds, which was 

captured at the Amsterdam node. As the port at London was disabled at time 0, London stopped transmitting packets on 

this link. However, as the port at Amsterdam was not disabled, Amsterdam continued to transmit traffic on the same link 

until the controller establishes new paths. There is no traffic in Figure 38A after 0.240 seconds since all the traffic has 

been switched to the new paths. However, the total traffic becomes equal to the BFD traffic after about 0.05 seconds in 

Figure 38B. This is because only BFD traffic remained on this link, since it is not switched to a new path.  

  

Figure 38: (A) Traffic on the affected link (restoration)      (B) (protection)  

Figure 39 shows the traffic on the link London-Paris. Traffic London (Server) in Figure 39 is the traffic from and towards 

the London server between 0.2 to 0.4 seconds. After failure recovery at time 0 this was only the link connected to 

London so all the traffic to and from the London server has to pass through this link. At the time of the link failure Figure 

39 shows a drop in the total pktgen traffic on this link. The dropped traffic is the traffic that was coming from the link 

London-Amsterdam to the link London-Paris. Restoration/protection reroutes the affected traffic. Figure 39A shows that 

there is a drop in the total traffic for approximately 0.190 seconds, followed by a gradual increase until 0.240 seconds 

when all flows in our experiment have been restored. There is a gradual increase in the traffic after 0.190 seconds 

because affected flows are recovered linearly in our experiment. Figure 39B shows this time as approximately 0.040 

seconds, followed by a gradual increase until 0.050 seconds for protection. Figure 39B shows a small decrease in the 

BFD traffic after failure since the BFD traffic from the link London-Amsterdam was completely lost after the link failure. 

(A) (B)
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Figure 39: (A) Traffic on restored link        (B) Traffic on protected link  

With the restoration mechanism, London detected the failure at about 0.187 seconds and restoration took approximately 

0.054 seconds to restore all the flows (0.187 seconds to 0.240 seconds).  Figure 40 shows a detail of this 0.046 seconds 

interval in which the NOX controller found the affected flows, calculated the new paths and sent the flow-mod traffic to 

the switches. 

 

Figure 40: NOX Flow-mod traffic during restoration 

We performed the link failure experiment for all the indicated links in the CT topology shown in Figure 35B. The results 

are depicted in Figure 41. The x-axis shows the ID of the broken links and the number of affected flows. The y-axis 

shows the minimum restoration/protection time (the time it took to recover the first flow), the maximum 

restoration/protection time (the time it took to recover all the flows) and the average restoration/protection time (the 

expected time for any flow to be recovered after a failure). The recovery time is calculated as the number of packets 

dropped multiplied by the packet send interval. The links are ordered from left to right according to the number of flows 

that were affected by the link failure. 

Figure 41 shows the difference in the time when the first flow was restored after each failure. The reason behind this is 

that the switches detected the failure at different time points. In our Linux node, it is difficult to measure this failure 

detection time in milliseconds as there is some random time between the moment we break the link and the moment the 

Linux system has actually disabled the link (both receive and transmit have been disabled). The first flow was restored in 

2 to 3 ms. So the failure detection time in our experiment was approximately equal to the time when the first flow was 

restored. In Figure 41, the maximum restoration time after failure detection is shown by the link ID 17, which is equal to 

60 ms. Figure 41 shows the dependence on the number of flows that have been restored. Figure 41 also shows that all the 

flows were protected between 42 to 48 ms in protection. This includes the failure detection time of the BFD process that 

was approximately 40 to 44 ms.  

(A) (B)



Deliverable 5.2 Split Architecture - SPARC 

© SPARC consortium 2012 Page 50 of (77)  

 

 

Figure 41: Recovery time 

Now we show the results of the link failure experiment and the node failure experiment on all considered topologies. In 

the node experiment, the controller receives a FIN message when a switch disconnects from the controller. The controller 

then starts the same restoration activity as performed in the link failure experiment. The results of both experiments are 

depicted in Figure 42. The x-axis shows the number of affected flows. The y-axis shows the recovery time after the first 

flow was restored in the experiment. (Link) and (Node) in Figure 42 refers to the link and node failure experiment 

respectively. The number of servers in the considered topologies, CT, BT, and RT are 16, 28 and 28 respectively. As 

each server transmitted packets to all the other servers present in the topology we observed different number of flows 

affected by failing the same link or the same node in different topologies. Figure 42 shows that the restoration time 

depends on the number of affected flows in all the topologies. The results also show that the CT topology has less 

restoration time than the BT or RT topology because the path calculation time in the CT is less than the BT or RT 

topology.  

Figure 42: Link and node failure experiment on the CT, BT and RT topologies 

 

The purpose of the scalability experiment is to test scalability. This experiment was performed on the CT topology by 

increasing the amount of flows from each server by a factor N (1 to 100) and then breaking the London - Amsterdam 

link. The factor N means each server transmitted N different flows to all other servers. With N=1 there were 240 flows in 

the network, with 33 flows affected by the failure. With N=100 there were 24000 flows in the network, and 3300 flows 

affected by the failure. The experimental and analytical results are shown in Figure 43. We observed approximately 2.5 

seconds restoration time when we increased the number of flows by the factor 100. However, in the protection case, we 

did not observe any dependence on the increased number of flows.  
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Figure 43: Scalability experiment 

5.2.3 Conclusions 

We ran extensive experiments (link failure experiments, node failure experiments and scalability experiment) on pan-

European network topologies and tested our restoration and protection schemes in a real environment via our virtual-wall 

testbed facility. In the link failure and node failure experiment, we have shown that our recovery mechanisms (restoration 

and protection) can restore the data-plane connectivity. The link failure and node failure experiment on all considered 

topologies showed the correlation between the restoration time and the chosen topologies. It shows that a topology with 

the less number of nodes has lesser restoration time compared to a topology with the larger number of nodes. This is 

because restoration time depends on the path calculation time, and the path calculation time depends on the number of 

nodes in the topology.  The link failure and node failure experiment also showed that the restoration time also varies with 

the number of affected flows in the network. This is proved by the scalability experiment where the restoration time 

varies linearly as number of affected flows increases in the network. This is because the controller needs to establish a 

new path for all the affected flows, which means sending all the necessary modification messages.  

However, in all the different experiments, protection is not dependent on the number of affected flows in the network or 

number of nodes in the topology because the switching is performed using a group table in the data path.  

In carrier grade networks, the number of flows to restore will be orders of magnitude higher, requiring that many more 

flows are restored, which will severely stress the control network and controller hardware for the short time span of 

recovery. In normal operation, the control network load is generally orders of magnitude lower. Implementing a high-

speed control network only for restoration will probably not make sense. Implementing protection mechanisms in the 

switches will be more cost-efficient, slightly increasing the bandwidth requirement at flow setup time due to extra 

protection information to be sent to the switch, but highly decreasing the bandwidth requirements during failures by 

allowing the switch to perform the protection switching without controller interference. Hence we conclude that the 

carrier-grade requirement of a 50 ms interval can achieved in OpenFlow if protection is implemented on the switches. 
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6 Bootstrapping process  

This chapter tests the bootstrapping process developed in the project. These are processes generally need to execute as 

the first step when starting up the network, and periodically in the background to be able to adapt to changes in the 

network caused by failures or the introduction or movement equipment. These processes include interoperability with the 

different controllers and data path elements, topology discovery module and finally in-band control channel setup. 

Detailed descriptions of these solutions can be found in Section 5.5 in D3.3. 

We first validate that all the controllers are able to connect to switches by investigating the control channel setup between 

switches and the controllers developed for MPLS, resiliency and finally for the floating BRAS solution. We then validate 

that the topology discovery module is able to discover a topology consisting of OpenFlow enabled devices mixed with 

legacy devices. Finally the in-band OpenFlow control channel mechanism is validated and its scaling properties is 

investigated by measuring the time it takes to establish all the control channels in various topologies.  

 

6.1 Validation of the control channel negotiation mechanism 

The objective of this experiment is to examine if all controller implementations developed in the SPARC project are 

capable to negotiate the preferred OpenFlow idiom supported by the switch and the individual controller implementation 

simultaneously. The experiment focuses on the negotiation mechanism as one particular part of the overall connection 

establishment procedure between the individual OpenFlow switch and controller implementations done for evaluation of 

a specific SPARC objective/feature. During these tests, the particular extended controller implementations will be 

evaluated in association with the feature-specific OpenFlow switch approach. In order to evaluate each negotiation 

process, the OpenFlow switch initializes the entire control channel establishment procedure to each of the specific 

SPARC controller implementations. Messages assigned to the negotiation mechanism regarding the OpenFlow idiom 

inside the entire establishment procedure will be analysed during this scenario to validate the attributes of each specific 

SPARC controller implementation. 

Methodology: 

By configuring and starting the sniffing tool (Wireshark) before the switch initializes, all protocol messages for the entire 

connection establishment procedure can be captured on the control channel link. All data collected by the mentioned 

sniffing tool is written in a separate pcap file. The tool captures the traffic at the interface of the controller and records 

both ingoing and outgoing messages for analysis. To track all exchanged messages, filters of Wireshark were not 

configured during recording. Filters were used only afterwards to exclusively display negotiation related messages. 

Within the pcap file, all negotiation related messages are collected in a chronological order. The file gives a detailed view 

of the internal structure and values of all particular identifiers in each message. By using the file, the behaviour of 

individual controller implementations can be reconstructed and verified to comply with the current OpenFlow 

specification. 

6.1.1 Results 

As a result of the test cases, we ensured that all three SPARC feature-specific implementations operate without any 

unexpected faults or behaviour during the entire negotiation process. Except during one experiment, each implementation 

showed compliance with the OF standard specification as depicted in Figure 44. The represented order of messages in 

Figure 44 is independent of the OpenFlow version used. SPARC related implementations perform OpenFlow 1.0 as well 

as OpenFlow 1.1 negotiation. While the resiliency controller and the PPPoE controller applied to OpenFlow version 1.1, 

the MPLS/Pseudowire controller preferred version 1.0. Several supplementary details about each implementation are 

provided separately. 
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OF-Switch OF-Controller

time n

time n+x

HELLO

HELLO

FEATURE_REQUEST

FEATURE_REPLY
 

Figure 44: Fundamental flow sequence as proposed in OpenFlow 1.0 and OpenFlow 1.1 

 

MPLS/Pseudowire controller 

The MPLS/Pseudowire controller supports OpenFlow version 1.0. Entities agree on this release of OpenFlow after they 

exchanged OpenFlow HELLO-message. Afterwards, no further negotiation mechanism is necessary and supported 

features of the switch are announced at the request of the controller. The basic behaviour by the switch-controller 

compound is in line with the specification of OpenFlow 1.0 ratified by the Open Networking Foundation as depict in 

Figure 44. The individual sequence of messages is shown in Figure 45. 

 

Figure 45: Callflow chart of MPLS/Pseudowire controller,  

 

Resiliency controller 

Contrary to the implementation for MPLS/Pseudowire controller OpenFlow version 1.1 is used for the resiliency 

controller. Due to that fact the one byte aligned version identifier of HELLO-messages carries the value 0x02 compared 

to the previous value of 0x01. In addition, in this case controller and switch inform each other by sending out 

HELLO-messages and declare OpenFlow version 1.1 as common protocol for further communication. Behaviour shown 

by the entities corresponds to the defaults of the specification of OpenFlow 1.1, ratified by Open Networking Foundation 

as well. Actual exchanged messages are depicted in Figure 46. After mutual exchange of HELLO-messages controller 

and switch immediately advise about provided features. 
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Figure 46: Callflow chart of resiliency controller  
(warnings occurred because OpenFlow dissector operates for OpenFlow 1.0 solely). 

 

Service-creation controller 

The switch-controller compound for service creation works as expected and of course in line with the specification of 

OpenFlow 1.1. Controller responds to the HELLO-message from the switch by propagate OpenFlow version 1.1 in turn. 

Even in this case no further negotiation in-between is necessary and both entities come to an understanding of supported 

features afterwards. Like the other measurements, this one was done in a virtualized environment. For any kind of 

functional validation, a virtualized environment is suitable as distinguished for any performance related evaluation. 

Captured sequence of messages of this compound is shown in Figure 47. 

 

 

Figure 47: Callflow chart of service creation controller. 

 

6.1.2 Conclusions 

These test cases show that all three SPARC related implementations works properly according to both our expectations 

as well as applicable specification. The observed single misbehaviour was likely caused by not properly restarting the 

controller switch compound at the beginning of establishment procedure. This error should be analysed in detailed 

regarding prospective auto-discovery and auto-configuration of controller switch compound within a carrier grade 

deployment. 

6.2 Validation of the topology discovery module 

The objective of this experiment is to validate that the topology discovery module is able to discover the OpenFlow and 

non-OpenFlow nodes and their topology. The topology discovery function in SPARC uses the Link Layer Discovery 

Protocol (LLDP), which with subtle modifications has been extended to perform topology discovery in 

an OpenFlow network. We discover OpenFlow nodes and non-OpenFlow nodes by sending LLDP packets over 

OpenFlow links and through MAC learning. 

Methodology 

We modified the routing mechanism of the NOX controller to prevent broadcast storms in an OpenFlow topology. Please 

refer to section 5.5.2 of D3.3 where we briefly describe our modified mechanism. The routing mechanism implements 

discovery, authentication and routing. During discovery, the controller discovers the network topology by periodically 

sending  LLDP formatted probe packets [8] to the switches (using Packet-out messages), these switches then transmits 

http://groups.geni.net/geni/wiki/OpenFlow
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these packets on all its ports. Adjacent switches then receives the LLDP packets and in turn sends them back to the 

controller using Packet-in messages. From this LLDP exchange the controller can deduce the physical topology of the 

network.  

In the routing phase the controller discovers non-OpenFlow switches by MAC learning and route a data packet to the 

destination non-OpenFlow switch. MAC learning is triggered when the packet arrives from the unknown source. Two 

algorithms are implemented to prevent broadcast storms in the OpenFlow network. In the first algorithm, the controller 

performs MAC learning on each OpenFlow node and the packet is flooded along a spanning tree. In the second 

algorithm, MAC learning is performed on the OpenFlow network and the packet is flooded outside of the OpenFlow 

network. Thus in the first case, each OpenFlow node behaves like an Ethernet switch and in the second case, an 

OpenFlow network controlled by a controller behaves like an Ethernet switch. 

 

  Results 

The LLDP packets are transmitted by the controller by encapsulating them in a Packet-out message. Upon reception by a 

switch, the same LLDP packets are transmitted to the controller by encapsulating them in a Packet-in message.  

Figure 48 shows the exchanges of these messages. 
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1 OFP Packet Out (CSM) (60B)

2 OFP Packet Out (CSM) (60B)

3 OFP Packet Out (CSM) (60B)

4 OFP Packet Out (CSM) (60B)

5 OFP Packet Out (CSM) (60B)

6 OFP Packet Out (CSM) (60B)

7 OFP Packet Out (CSM) (60B)

8 OFP Packet Out (CSM) (60B)

9 OFP Packet In (AM) (BufID=19931) (78B)

10 OFP Packet Out (CSM) (60B)

11 OFP Packet Out (CSM) (60B)

12 OFP Packet Out (CSM) (60B)

13 OFP Packet Out (CSM) (60B)

14 OFP Packet Out (CSM) (60B)

15 OFP Packet In (AM) (BufID=19931) (78B)

16 OFP Packet In (AM) (BufID=19932) (78B)

17 OFP Packet In (AM) (BufID=19932) (78B)

18 OFP Packet In (AM) (BufID=19933) (78B)

19 OFP Packet In (AM) (BufID=19933) (78B)

20 OFP Packet Out (CSM) (60B)

21 OFP Packet Out (CSM) (60B)

22 OFP Packet Out (CSM) (60B)

23 OFP Packet Out (CSM) (60B)

24 OFP Packet Out (CSM) (60B)

25 OFP Packet Out (CSM) (60B)

26 OFP Packet Out (CSM) (60B)

27 OFP Packet Out (CSM) (60B)

D

Berlin (OF switch)                                        Hamburg (OF switch)                             Bremen (OF switch)                          Controller (NOX)

 

 

Figure 48: Packet-in and Packet-out encapsulated LLDP exchange between the 

 controller and OF Hamburg and OF Bremen 
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  Link addition 
Adding Link Between OF BERLIN  datapath ID 2320806002 -> OF LEIPZIG  datapath ID 2320806003 

Adding Link Between OF ULM  datapath ID 2320806006 -> OF MUNCHEN  datapath ID 2320806005 

Adding Link Between OF STUTTGART  datapath ID 2320806005 -> OF ULM  datapath ID 2320806006 

Adding Link Between OF BERLIN  datapath ID 2320806002 -> OF HANNOVER  datapath ID 232080600e 

Adding Link Between OF BERLIN  datapath ID 2320806002 -> OF HAMBURG  datapath ID 2320806001 

Adding Link Between OF HANNOVER  datapath ID 232080600e -> OF LEIPZIG  datapath ID 2320806003 

Adding Link Between OF FRANKFURT  datapath ID 2320806008 -> OF LEIPZIG  datapath ID 2320806003 

Adding Link Between OF LEIPZIG  datapath ID 2320806003 -> OF HANNOVER  datapath ID 232080600e 

Adding Link Between OF LEIPZIG  datapath ID 2320806003 -> OF FRANKFURT  datapath ID 2320806008 

Adding Link Between OF BREMEN  datapath ID 232080600c -> OF KOLN  datapath ID 2320806009 

Adding Link Between OF HANNOVER  datapath ID 232080600e -> OF DUSSELDORF  datapath ID 232080600a 

Adding Link Between OF LEIPZIG  datapath ID 2320806003 -> OF NURNBERG  datapath ID 2320806004 

Adding Link Between OF HANNOVER  datapath ID 232080600e -> OF BERLIN  datapath ID 2320806002 

Adding Link Between OF HAMBURG  datapath ID 2320806001 -> OF BERLIN  datapath ID 2320806002 

Adding Link Between OF NURNBERG  datapath ID 2320806004 -> OF FRANKFURT  datapath ID 2320806008 

Adding Link Between OF NURNBERG  datapath ID 2320806004 -> OF STUTTGART  datapath ID 2320806007 

Adding Link Between OF NURNBERG  datapath ID 2320806004 -> OF LEIPZIG  datapath ID 2320806003 

Adding Link Between OF FRANKFURT  datapath ID 2320806008 -> OF NURNBERG  datapath ID 2320806004 

Adding Link Between OF BREMEN  datapath ID 232080600e -> OF ESSEN  datapath ID 232080600b 

Adding Link Between OF HANNOVER  datapath ID 232080600d -> OF DORTMUND  datapath ID 232080600d 

Adding Link Between OF BREMEN  datapath ID 232080600e -> OF HANNOVER  datapath ID 232080600e 

Adding Link Between OF NURNBERG  datapath ID 2320806004 -> OF MUNCHEN  datapath ID 2320806005 

Adding Link Between OF HAMBURG  datapath ID 2320806001 -> OF BREMEN  datapath ID 232080600c 

Adding Link Between OF FRANKFURT  datapath ID 2320806008 -> OF STUTTGART  datapath ID 2320806007 

Adding Link Between OF MUNCHEN  datapath ID 2320806005 -> OF ULM  datapath ID 2320806006 

Adding Link Between OF ULM  datapath ID 2320806006 -> OF STUTTGART  datapath ID 2320806005 

Adding Link Between OF KOLN  datapath ID 2320806009 -> OF FRANKFURT  datapath ID 2320806008 

Adding Link Between OF KOLN  datapath ID 2320806009 -> OF DORTMUND  datapath ID 232080600d 

Adding Link Between OF KOLN  datapath ID 2320806009 -> OF BREMEN  datapath ID 232080600c 

Adding Link Between OF DUSSELDORF  datapath ID 232080600a -> OF HANNOVER  datapath ID 232080600e 

Adding Link Between OF ESSEN  datapath ID 232080600b -> OF DORTMUND  datapath ID 232080600d 

Adding Link Between OF ESSEN  datapath ID 232080600b -> OF BREMEN  datapath ID 232080600e 

Adding Link Between OF DORTMUND  datapath ID 232080600d -> OF HANNOVER  datapath ID 232080600d 

Adding Link Between OF HANNOVER  datapath ID 232080600e -> OF BREMEN  datapath ID 232080600e 

Adding Link Between OF FRANKFURT  datapath ID 2320806008 -> OF KOLN  datapath ID 2320806009 

Adding Link Between OF STUTTGART  datapath ID 2320806007 -> OF NURNBERG  datapath ID 2320806004 

Adding Link Between OF MUNCHEN  datapath ID 2320806005 -> OF NURNBERG  datapath ID 2320806004 

Adding Link Between OF DORTMUND  datapath ID 232080600d -> OF KOLN  datapath ID 2320806009 

Adding Link Between OF BREMEN  datapath ID 232080600c -> OF HAMBURG  datapath ID 2320806001 

Adding Link Between OF STUTTGART  datapath ID 2320806007 -> OF FRANKFURT  datapath ID 2320806008 

Adding Link Between OF LEIPZIG  datapath ID 2320806003 -> OF BERLIN  datapath ID 2320806002 

Adding Link Between OF DORTMUND  datapath ID 232080600d -> OF ESSEN  datapath ID 232080600b 

 

Spanning tree creation 

Adding Spanning Tree link between OF HAMBURG    -> OF BERLIN 

Adding Spanning Tree link between OF HAMBURG    -> OF BREMEN 

Adding Spanning Tree link between OF LEIPZIG    -> OF HANNOVER 

Adding Spanning Tree link between OF LEIPZIG    -> OF NURNBERG 

Adding Spanning Tree link between OF ESSEN      -> OF BREMEN 

Adding Spanning Tree link between OF NURNBERG   -> OF FRANKFURT 

Adding Spanning Tree link between OF BERLIN     -> OF LEIPZIG 

Adding Spanning Tree link between OF BREMEN     -> OF HANNOVER 

Adding Spanning Tree link between OF NURNBERG   -> OF MUNCHEN 

Adding Spanning Tree link between OF MUNCHEN    -> OF ULM 

Adding Spanning Tree link between OF ULM        -> OF STUTTGART 

Adding Spanning Tree link between OF DUSSELDORF -> OF ESSEN 

Adding Spanning Tree link between OF STUTTGART  -> OF FRANKFURT 

Adding Spanning Tree link between OF FRANKFURT  -> OF KOLN 

Adding Spanning Tree link between OF KOLN       -> OF DORTMUND 

Adding Spanning Tree link between OF KOLN       -> OF DUSSELDORF 

  

Figure 49: Link Addition and Spanning Tree Creation by the Controller 

 

Figure 49 shows the discovery of physical links by the controller on reception of the LLDP packets from switches. It also 

shows the spanning tree creation on reception of a data packet.  
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10.0.0.100:3 10.0.0.200:4
ARP:10.0.0.200 ARP:Whoce:f6:2a:a4:bc:f3:1 ee:85:e3:49:2c:7d:2

1 has 10.0.0.200? Tell 10.0.0.100

2
is at ee:85:e3:49:2c:7d

3 (ping) request

4
(ping) reply

 

 

Figure 50: Ping Traffic captured at the Berlin-Hamburg link in the first algorithm 

(spanning tree creation) 
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3
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(ping) reply

 

 

Figure 51: Ping Traffic captured at the Berlin-Hamburg link in the second algorithm 

 (without spanning tree creation) 

Figure 50 and Figure 51 show the ping traffic captured at one of the OpenFlow links in the first and second algorithm 

respectively. One ping message is transmitted from the source 10.0.0.100 to the destination 10.0.0.200. Figure 50 shows 

the ARP request, ARP reply, ping request and ping reply. Figure 51 does not show the ARP request because ARP request 

is flooded directly on the non-OpenFlow links in the second algorithm. It is not flooded on the OpenFlow links in the 

second algorithm (please refer section 5.3.1 in Deliverable 4.3).   

6.2.1 Conclusions 

Our experiments ensure that our topology discovery implementations are working properly. All the OpenFlow switches 

and the links between them are discovered correctly. We also sent ping packets from the clients attached to the 

OpenFlow network in order to verify that routing works. In all cases the clients transmitting the ping also received a 

reply.  

 

 

6.3 Scalability and performance of topology discovery 

The objective of this experiment is to test the scalability of our implemented topology discovery module with respect to 

the number of nodes and links in the topology.  
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Expected results: We expect that the full topology is discovered within a reasonable time after all the OpenFlow switches 

have connected to the controller. We expect that the time required to fully discover a topology will be proportional to the 

number of links in the topology.  

Experimentation: 

We evaluate the performance of the topology module described in the previous section and in the section 5.5.2 of the 

D3.3 deliverable. The success criteria are that the controller discovers all the links in the topology. The calculated metric 

is the discovery time of the full topology. We define this metric as the time between the transmission of the first LLDP 

packet and the point in time where all the links have been discovered. 

Experimental scenario: description, tools, configuration and running conditions 

The experiment is implemented on the IBBT iLab.t virtual wall test facility (Figure 14). We have a limited number of 

physical nodes in our virtual-wall test facility, therefore, to create a topology with a more number of switches using 

mininet in the physical virtual wall nodes. We do this in order to test the discovery mechanism with a larger number of 

nodes than are physically available. In the experiment, each physical node in the virtual wall testbed acted as 200, 100 or 

50 switches. The number of links emulated was 400 to 2000, depending on the topology, this requires from 50 switches 

to 1000 switches in 2 degree, 4 degree or 8 degree. 

 

 

Figure 52: The topology for the discovery experiment 

Figure 52 shows the created topology running in the virtual wall testbed. Each OpenFlow switch in the topology shown 

in Figure 52 has a connectivity degree of two (i.e. each switch connects to two other switches). In addition to the 2-

degree topology we also created 4- and 8-degree topologies, i.e. topologies where each OF switch has a connectivity 

degree of four (maximum 500 switches, 2000 links), and another with a connectivity degree of eight (maximum 250 

switches, 2000 links).  For each of the different connectivity degrees we created topologies with 400 links, 800 links, and 

so on until the maximum of 2000 links. 

Methodology  

We implemented the topology discovery module in C++. The discovery module sends probe packets (the format of the 

probe packets is similar to LLDP packets) from every OpenFlow ports. The neighbouring switches receive these probe 

packets and send them back to the controller encapsulated in Packet-in messages. When the controller receives an 

encapsulated probe packet, it creates a link between two switches. In our experiment, the controller sends probe packets 

from each of the ports of OpenFlow switches.  These packets are sent after an LLDP sent interval, which is configured as 

30 ms. 

Virtual-Wall 
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Figure 53: Discovery time for topologies with varying connectivity degrees (2, 4, 8) with an increased number of links 

6.3.1 Results 

Figure 53 shows the time that the controller took to discover all the links in the topologies with increasing amount of 

links and different connectivity degrees (2, 4, and 8 degrees). We start with 400 links in the topology, and increase in 

steps of 400 links until there is 2000 links. In each step, the discovery time is measured for the different connectivity 

degrees. The measurements show that as number of links in the topology increases, the discovery time increases. This is 

because more probe packets are needed as there are more links in the topology. Additionally the processing time 

increases as the number of packet-in and packet-out messages increases, which delays the discovery time.  Figure 53 also 

shows that for a given number of links in the topology, the discovery time decreases when there are fewer switches in the 

topology.  

6.3.2 Conclusions 

We ran extensive experiments with a large number switches and links via our virtual-wall testbed facility and the mininet 

test environments.  In our experiment, there were a maximum of 1000 switches and 2000 links. Our discovery module 

properly discovered all the links.  Our results show that the topology discovery time increases as a number of links in the 

topology increases. The topology discovery module required approximately 60 milliseconds to discover all 2000 links in 

the 2-degree topology (1000 switches), and approximately 50 ms to discover all the links in the 8-degree topology (250 

switches). 

 

6.4 Validation of in-band OpenFlow 

The objective of this experiment is to validate the function of in-band communication in an OpenFlow network. The 

experiment will be setup so that connection between the OpenFlow switch and the controller can be established via 

automatic addressing and controller discovery, and through shared fate forwarding of the data and control plane traffic 

(i.e. in-band control channels). 

Methodology 

We run our implemented bootstrapping algorithm (please refer to Section 5.5.1.1 of D3.3) and shows the working of this 

in the topology shown in Figure 35B. The controller is connected to the node located in Hamburg within the CT 

topology. In our experiment, all the nodes in the CT topology are OpenFlow nodes. For experimentation, the DHCP 

server is co-located with the controller. 

Each OpenFlow switch in this implementation runs a DHCP client in order to receive the local IP address and the 

controller IP address from the DHCP server. Each DHCP client sends a DHCP Discovery message from the LOCAL 

port.  The DHCP Discovery message contains a vendor specific identifier “OpenFlow” its message. As there is no flow-

entry in the OpenFlow switch related to the Discovery message, the in-band control solution in each switch then floods 

this message through each of the physical OpenFlow ports.  
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The switch located at the Hamburg node is directly connected to the DHCP server. Therefore, the Discovery message 

from this node reaches first to the DHCP server. Upon receiving DHCP Discovery message, the DHCP server sends the 

DHCP Offer message which also contains the IP address of the local port as well as a vendor-specific identifier, 

“OpenFlow” and the controllers IP address. Figure 54 shows the configuration file of the DHCP server that advertises the 

controller IP address 192.31.1.1 and offers IP addresses between 192.31.1.20 to 192.31.1.30 to the switches (i.e. it is set 

on the LOCAL port).  

When a DHCP client receives a DHCP Offer message it sends the DHCP Request message in order to request the offered 

IP address. The DHCP server then replies with a DHCP Ack message, finally the DHCP client can configure the IP 

address of its LOCAL port accordingly. As now the switch knows the IP address of the controller, it tries to establish the 

connection with the controller by establishing TCP connection and then by sending OpenFlow messages (e.g. Hello 

message) 

option space OpenFlow; 

option OpenFlow.controller-vconn code 1 = text; 

option OpenFlow.pki-uri code 2 = text; 

class "OpenFlow" { 

        match if option vendor-class-identifier = "OpenFlow"; 

        vendor-option-space OpenFlow; 

        option OpenFlow.controller-vconn "tcp:192.31.1.1"; 

        option OpenFlow.pki-uri 

"http://192.168.0.10/OpenFlow/pki"; 

        option vendor-class-identifier "OpenFlow"; 

} 

subnet 192.31.1.0 netmask 255.255.255.0 { 

        pool { 

                allow members of "OpenFlow"; 

                range 192.31.1.20 192.31.1.30; 

        } 

        pool { 

                deny members of "OpenFlow"; 

                range 192.31.1.1 192.31.1.10; 

        } 

} 

Figure 54: DHCP configuration file at the server 

In the experiment we validate in-band control channel setup for each OpenFlow switch in the topology. The controller 

application is implemented in such a way that it will find a path for the control traffic and install flow table entries in 

order to be able to route the control channel IP traffic of each OpenFlow switch. 

6.4.1 Results 

Figure 55 shows the DHCP message exchange between the node located at Hamburg (in Figure 35B) and the DHCP 

server (located at the controller). In this DHCP message exchange, the LOCAL port of the node at Hamburg gets the IP 

address 192.31.1.254 and discovers the controller address (192.31.1.1). 
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192.31.1.1ARP:Who ee:85:e3:49:2c:7d:2

1

2
has 192.31.1.254? tell192.31.1.1
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                                                DHCP Client                                                                                                                       DHCP Server                           

DHCP DHCP Discover - Transaction ID 0x7355098

DHCP DHCP Offer - Transaction ID 0x7355098

DHCP DHCP Request - Transaction ID 0x7355098
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0.0.0.0:sql*net 192.31.1.254:44881

 

Figure 55: DHCP server packet exchange 

 

When the switch learns the IP address of the controller, it performs a classical TCP three-way handshake, sends out 

OpenFlow Hello as well as OpenFlow Feature Reply messages, which establishes the connection to the controller. A 

packet exchange between the controller and the node located at Hamburg is shown in Figure 56.  Figure 56 also shows 

the packet in, packet out and flow mod messages. These are the messages received by the OpenFlow switch located at 

Hamburg in order to establish the in-band control network to the other OpenFlow switches in the topology.  

192.31.1.1:6633
192.31.1.254:44881ARP:192.31.1.1 ARP:Who

1
has 192.31.1.1? Tell 192.31.1.254

2
is at 00:15:17:1b:b3:ee

3
TCP 44881 > 6633 [SYN] Seq=0 Win=5840 Len=0 MSS=1460 TSV=39587 TSER=0 WS=9

4
TCP 6633 > 44881 [SYN, ACK] Seq=0 Ack=1 Win=5792 Len=0 MSS=1460 TSV=41072 TSER=39587 WS=6

5 OFP Hello (SM) (8B)

6 OFP Hello (SM) (8B)!

7 OFP Features Request (CSM) (8B)

8 OFP Set Config (CSM) (12B) !

9

10

11

OFP Features Reply (CSM) (416B)

12

OFP Packet In (AM) (BufID=1179) (102B)

13

OFP Flow Mod (CSM) (136B)

OFP Packet Out (CSM) (76B) !

OFP Packet In (AM) (BufID=1184) (90B)

 

Figure 56: Packet exchange between the controller and the switch 

Figure 57 shows the callflow diagram where the controller receives the Feature Reply from all the OpenFlow switches in 

the topology. This is the final step for the OpenFlow path establishment, which indicates that all the OpenFlow switches 

have established a control channel to the controller. 
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Figure 57: Feature Reply message from all the OpenFlow switches from the controller 

 

6.4.2 Conclusions 

With this experiment, we have validated our implementation of in-band control network bootstrapping. All the 

OpenFlow switches receives their local IP address and then establish an in-band control connection with the controller. 

Thus, our results fully match our original expectations.  

6.5 Performance evaluation of in-band OpenFlow 

The objective of this experiment is to evaluate the time required to establish the control connections between the 

OpenFlow switches and the controller in an in-band scenario, i.e. without an external control network. 

Evaluation criteria and metrics 

The success criterion is that all the OpenFlow switches should discover the controller. The performance metric in our 

evaluation is the time each switch takes to establish the connection with the controller. The time is calculated in two 

scenarios: (1) when the OpenFlow switches perform bootstrapping in the in-band OpenFlow network (2) when the 

switches disconnect from the controller due to failure in the network. 

 

Experimental scenario: description, tools, configuration and running conditions 

System structure and platform 

The experiment is implemented as an emulation running on the IBBT iLab.t virtual wall test facility (shown in Figure 

14). We use a network topology that is a mix of networks emulated by Mininet and our virtual wall test facility to 

perform the experiment. The OpenFlow nodes runs the modified OpenFlow 1.1 software, implemented by Ericsson. The 
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OpenFlow software implemented by Ericsson contains the in-band control of the reference switch implementation. We 

modified this in-band control and implemented a bootstrapping application within the NOX controller. Please refer to 

section 5.5.1.1 of D3.3 deliverable for details concerning the entire bootstrapping algorithm. The controller used is the 

NOX version updated by Ericsson with support for OpenFlow version 1.1. 

Network topology 

We evaluate the controller discovery time using the meshed network topologies developed in the COST 266 Action 

project [9]. In this project, a basic reference topology (BT topology in Figure 35A) and variations of the BT topology 

(e.g. Figure 35B and Figure 36), suited for a pan-European network, were designed. Variations of the BT topology, Core 

Topology (CT), Large Topology (LT), Ring Topology (RT), and Triangular Topology (TT) were derived by varying the 

total number of nodes and the degree of redundancy. The CT and LT differ with respect to the number of nodes. The BT 

topology consists of 28 nodes were as the CT topology consists of 16 nodes. The other derived topologies contained the 

same number of nodes as the BT topology, but the difference lies in the degree of redundancy. 

Methodology 

Our bootstrapping algorithm is described in the section 6.4. We discuss here a failure recovery algorithm in an in-band 

OpenFlow network. There are two actions of failure recovery: (1) failure detection (2) executing a proper recovery 

mechanism after failure detection. 

A control-channel failure detection algorithm and failure recovery mechanism are defined in OpenFlow [10]. In the 

failure detection algorithm, a switch or the controller detects the control-channel failure as a result of an echo request 

timeout. The OpenFlow switch or the controller transmits the echo request message to the other after an inactivity probe 

interval. The inactivity probe interval is the interval for which the switch or the controller has not received any OpenFlow 

packet from the other.  The switch or the controller declares the failure if it does not receive the reply of echo request 

message until an echo timeout interval. Note that the inactivity probe interval and echo timeouts are user configurable 

parameters.  

In the recovery mechanism of OpenFlow, when the OpenFlow switch declares the failure, it breaks the connection with 

the controller and enters into the reconnection phase.  In this phase, the switch tries to establish a new TCP connection 

with the controller.  In the reconnection process, the switch closes the older TCP socket, opens a new TCP socket, and 

sends the TCP syn message to the controller.  Now if the switch fails to establish a TCP connection within a backoff time 

it restarts its reconnection phase. The process continues until the switch connects to the controller.  

In the default setting of Linux kernel, the TCP socket retransmits the TCP syn message five times after a retransmission 

timeout. This retransmission timeout starts from 1 second and increases exponentially on each failure.  In the recovery 

mechanism, the switch closes the TCP socket and opens a new TCP socket after backoff time until it connects the 

controller. Thus, each socket tries to send TCP syn messages until the switch closes this socket or the socket has received 

the ack from the controller or the maximum number of retries is finished.   We perform the experiments which shows that 

the switch reconnection time depends on the  backoff time and the TCP retransmission timeout. 

We measure the reconnection time when the backoff time is constant (i.e. 1 second), and when the backoff time starts 

with 1 second and increases twice of its value on each unsuccessful try  to connect with the controller.  

Methodology to obtain experimental data: 

The controller (which also contains the DHCP server) is connected to the OpenFlow switch located at Hamburg. The in-

band control channel setup time is calculated as the time between the start of the in-band setup process to the end of the 

process, i.e. the time between the reception of the first DHCP Discover message is received by the DHCP server  until 

the controller receives the Feature Reply message. 

Now we discuss our failure recovery experiment for in-band OpenFlow network. In this experiment, we break one of the 

links of the CT and measure the recovery time. Figure 58 shows the traffic that was captured using tcpdump at the NOX 

controller when the link Hamburg-Berlin is broken in the experiment.  
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Figure 58: Controller traffic intensity 

 

At the beginning of the experiment in Figure 58, there are large spikes from -48 to -38 seconds. These spikes are due to 

the traffic from the OpenFlow switches to establish the connection the controller. There are also small periodic spikes in 

the controller traffic after about 15 second interval, these are the echo messages which are sent between the controller 

and the switches to check the liveness of the control network links. At time 0, we cause a failure at the Hamburg-Berlin 

link by disabling the Ethernet interface at Hamburg and Berlin. When the Hamburg switch detects this failure, a 

notification message is sent to the controller. The controller update its topology database after receiving the port status 

message. The switch and the controller detects the failure at about 22 seconds after an echo request timeout period. The 

switches start recovery at this time and we see the large spike from 23 to 27 seconds.   The above experiment is done on 

each of the links of the CT topology. 

 

6.5.1 Results 

Figure 59 shows the in-band connection setup time of the OpenFlow switches using the five different topologies. In our 

implemented bootstrapping algorithm, first the switches one hop away from the controller are connected. The time to 

establish the connections to these switches is approximately 8-10 ms, regardless of the topology. The setup time depends 

on five parameters: 

1) The time required by the DHCP server to reply with a DHCP Offer message. 

2) The time required by the DHCP client to reply to the DHCP Offer with a DHCP Request.  

3) The time required by the DHCP server to send the DHCP Acknowledgement message. 

4) The time required to perform the TCP three-way handshake with the controller. 

5) The time required to exchange a number of OpenFlow messages, e.g. Hello, Feature Request and Feature 

Reply. 

In addition, the controller discovery time for switches two or more hops away depends on the time when one of the 

neighbour OpenFlow switches is connected to the controller and the time when the corresponding switch itself re-

transmits the DHCP Discover message. This time is approximately 1 second in our experiment.  
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Figure 59: In-band connection setup time 

  

Figure 60 shows the reconnection time of a switch (after failure detection time) in the CT topology. The x-axis in Figure 

60 is the number of disconnected switch in the available path to the controller. The disconnected switch is the switch 

whose connection is broken with the controller. The switch floods the TCP Syn message to discover the controller. The 

TCP Syn message reaches to the controller if all the switches in the available path to the destination are connected with 

the controller. Thus, reconnection time depends on the time when all the disconnected switches in the available path to 

the destination are connected with the controller. In the reconnection phase, the backoff time starts with 1 second. In the 

exponential backoff, the backoff doubles on each unsuccessful transmission (exponential backoff).  In the constant 

backoff, the value of backoff time remains same. The results with the exponential and constant backoff time are shown in 

Figure 60.   

 

Figure 60: Switch reconnection time in the CT topology 

 

In the CT topology, the maximum number of disconnected switches in the available path to the controller is one for the 

link failure experiment. Therefore, we performed the link failure experiment on a ring topology to show the dependence 

on number of disconnected switches for the switch reconnection time. We created 15 switches ring topology, connected 

0

1

2

3

4

5

6

7

1 2 3 4 5 6

In
-b

a
n

d
 c

o
n

n
e
c
ti

o
n

 t
im

e
 (
se

c
o

n
d

s)

Number of hops in the shortest path to the controller 

Minimum

Average

Maximum

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

-1 0 1 2

S
w

it
c
h

 r
e
c
o

n
n

e
c
ti

o
n

 t
im

e
 (

se
c
o

n
d

s)
 

Number of disconnected switches in the available path

Exponential Backoff Time

Constant Backoff Time



Deliverable 5.2 Split Architecture - SPARC 

© SPARC consortium 2012 Page 67 of (77)  

 

one of the switches to the controller, failed one of the links between the switches, and calculated the switch reconnection 

time. The results are shown in Figure 61. 

   

 

Figure 61: Switch reconnection time in the ring topology of 15 switches 

Figure 61 shows that the switch reconnection time increases linearly when the backoff time is constant i.e. 1 second. This 

shows the switch reconnection time depends on the backoff time. This shows the dependence of the TCP retransmission 

timeout together with the backoff time on the switch reconnection time. 

 

6.5.2 Conclusions 

We evaluated the performance of our implemented in-band control in different topologies. The experimental results show 

that in-band control channel setup time is proportional to the distance between a switch and the controller in hops. We 

also evaluated the switch reconnection time in a link failure experiment. The results show that the switch reconnection 

time depends on the backoff time of the reconnection phase and the TCP retransmission timeout.  Now if the new flow is 

introduced in the network at the time of the failure, all the packets of new flows will be dropped until the switch is 

connected with the controller. As the time of switch reconnection in our experiment is in seconds, more packets will be 

dropped for new flows. We showed in section 5 that protection can recover from the failure within a 50 ms interval. 

Thus, this can also be implemented for the control traffic as well, which could result in to a less number of packet drops 

for the new flows introduced at the time failure. 
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7 Controller architecture 

This chapter, unlike the previous ones, does not aim to test any developed solution but rather to investigate the need of 

Quality of Service in the control network. Since OpenFlow control messages are sent over TCP/TLS in an out-of-band or 

in-band fashion, the performance of the control network itself may have an impact on the delay and throughput of control 

channel. In Section 5.2.4.1 in D3.3 concerning Virtualization and Isolation we speculate on the need for Quality of 

Service in the control network in the case of multiple tenants, in order to ensure that the different tenants are not able to 

affect each other‟s services by deliberately or by accident overloading the control network. Here we have focused on the 

impact of background traffic on control message delay and not investigated the throughput parameter. While it is possible 

for a controller to use the control channel for transmitting bulk data traffic (through the Packet-In / Packet-Out 

mechanism) we do not view this as an important use-case (rather as abuse of the control channel), and thus we focus on 

the configuration delay. 

 

7.1 Performance degradation in an overloaded control network 

The objective of this experiment is to discover how the background traffic on the control network affects the switch 

configuration and the total flow configuration delays. The key operation mode of the OpenFlow based split architecture 

is referred to as reactive mode, where the controller reacts on different configuration triggers or network events and 

initiates switch configuration messages as response to the original trigger. Due to this reactive nature, the reaction time of 

the controller given to a trigger is crucial. Using a centralized controller in reactive mode has two consequences: a large 

number of configuration triggers is generated by different network elements in the network and some of these triggers 

will result in a larger number of configuration messages in response. However, the capacity of the control plane can be 

limited, especially in the case of in-band control, thus congestions may occur. Such congestions in the control network 

may also influence the reaction time of the controller.   

Expected results: This experiment will discover how congestions in the control plane could affect the configuration 

delays and provides further insights on better design of OpenFlow control plane networks: for instance whether we need 

complex QoS architecture in the control plane or if TCP congestion control can provide fair operation. 

7.1.1 Experimentation 

7.1.2 Evaluation criteria and metrics 

The experiments are intended to measure the overall flow configuration delay of OpenFlow path configurations. The 

measurements have been conducted by a dedicated NOX based experimenter controller, which feeds switches with 

OpenFlow messages. The evaluation metric is the delay between the start of the first path element's configuration and the 

last path element's successful configuration time. The configuration has to be as fast as possible and includes all 

processing delays occurred in the switches as well as transmission delays, etc. 

Experimental scenario: description, tools, configuration and running conditions 

System structure and platform 

The physical setup for the measurements is the following: a single NOX based OpenFlow controller PC is connected to 

two Linux PCs running high number of OpenFlow soft-switches, however only a few selected ones are used in the 

experiments. Figure 62 illustrates the architecture of the system. The OpenFlow switches and the controller are connected 

via a 100Mbit/s Ethernet switch. Virtual Ethernet links are used to connect the switches to each other. 
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Figure 62: Measurement setup 

In order to perform the measurements within this experiments, a special application, formed by layered modules, has 

been developed with the purpose of emulating the act of deploying a new paths in a response of a data plane trigger. 

Figure 63 depicts the implemented application. Based on different data plane triggers, the configuration initiator module 

initiates the path configuration by triggering either the sequential or the parallel path installer. This request lists the nodes 

that are to be configured. For simplicity all connected switches will be configured. This allows excluding delays caused 

by for example path computation and/or traffic engineering actions. 

 

Figure 63: Application layers and their functions 

In some scenarios, an additional TCP/UDP traffic generator (D-ITG-2.8.0-rc1) has been utilized to simulate overloaded 

networks. For additional network transmission delays the well-known Linux tc command is used (e.g. the command “tc 

qdisc add dev eth5 root netem delay 50ms” adds a 50ms delay to interface eth5). Apart from our delay measuring NOX 

module only the Discovery module may be used. There was no other traffic on the network that could influence the 

measurement accuracy. 

Network topology 

The links between the controller and the switches were loaded and monitored as depicted on Figure 62. Note that the data 

path links between the switches are not in the focus of this experiment. As mentioned earlier, the data path links were 

virtual links and there were no data traffic on them. Since all nodes forming the network are configured during path 

deployment, the actual network topology has no significant influence on the outcome of the experiments. Only the 

number of switches is relevant, their position in the network map does not affect the path configuration delays. 
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From the path configuration NOX application‟s point of view there are some parameters that can only be set from the 

source code. This also means that the controller needs to be recompiled every time a parameter is to be changed. Note 

that these parameters could be made as resettable via command line interface; however, it would not enhance the 

performance of the measurement. 

The important parameters are the following:  

 Number of Flow Mod messages per switch element to be sent 

 Flow path configuration type 

 Raw measurement save file 

 Number of configuration to be run after a trigger is received 

There are also some other not so important parameters mainly for debugging purposes (ease of Wireshark 

monitoring, internal statistic parameters, etc.). 

Methodology 

Methodology to obtain experimental data:  

We defined a monitoring point to capture the OpenFlow message between the controller and the OpenFlow switches. The 

monitoring facility implementing this point runs at the controller side. The controller application is implemented in such 

a way that it defines a common transaction identifier for all configuration messages belonging to the same path 

configuration task. This means that all configuration and the barrier request message sent to a switch that belongs to one 

path configuration session will use the same transaction identifier. The switch will respond with a barrier reply message 

using the this transaction identifier as well. Together with the TCP session identifiers between the controller and the 

switch the transaction identifier allows correlating the OpenFlow message per switch per path deployment session. 

We also deployed a delay measurement point in the Configuration initiator module of the controller. It measures the 

difference between initiating and finishing a path configuration task. These differences are logged to a file from which 

any statistics can be calculated later, the module also calculates minimum, maximum, average, variance, and standard 

deviation values. 

Experimental data processing methodology and analysis: 

In the collected OpenFlow messages, stream configuration transactions are identified using the common transaction 

identifier and based on the timestamps different delays can be formalized. The delay between the first Flow Mod 

message and a reply from the switch to a barrier request will present the configuration delay caused by the network as the 

delay resulted by processing is very low. 

The developed NOX module does all the measuring and calculation regarding to the OpenFlow path configuration and 

then saves the results. In addition we could monitor network traffic using tcpdump and then analyse those files. This 

method gives the same results but is much slower than the implemented.  

7.1.3 Results 

7.1.3.1 Exceptional path configuration delay 

While evaluating the results we found exceptionally high latencies in some measurement samples. In some rare case the 

delay of configuration grows up to 500 ms instead of the usual few ms. After further investigation we suspect that these 

exceptions may be related to the Linux process scheduler and originates from the NOX controller's internal event 

handling. These delays occur in less than 1% of the measured delays and in periodical bursts, see Figure 64. 
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Figure 64: Measured path configuration delays 

In order to identify what causes the extraordinary delay samples we looked into the message exchanges of the controller 

and the switches. In the Wireshark capture, depicted below, you can observe the two switch sequential configuration 

process. Packet 13105 arrived with significant delay compared to the other packets (time display format is “Seconds 

since previous displayed packet”).  

 

Figure 65: Significant delay 

Deeper analysis of the code bases suggested that the cause may be some bugs in the controller related to scheduling. 

Discovering the exact causes is not in the scope of this experiment. As the numbers of these exceptional delays are very 

low, we ignore them in the evaluation. 

7.1.3.2 Delays in an unloaded control network 

The following figure shows the distribution function of the path configuration delay in case of the two switch setup and 

when there is no other traffic in the control plane network. The observed path configuration time in most cases (95%) is 

less than 2 milliseconds. 



Deliverable 5.2 Split Architecture - SPARC 

© SPARC consortium 2012 Page 72 of (77)  

 

Figure 66: Delay distribution probability in unloaded control network 

 

7.1.3.3 Effects of the path configurator 

The reference setup for all the measurements was a path length of two hops (switches), configured using the sequential 

methodology. This method configures the switches along the path one-by-one backwards, starting from the last element. 

In these scenarios the network was in idle state, without any background traffic. The same experiment has been 

performed with 5, 10, 15 and 20 switches. The results, summarized in Table 5, confirmed that the configuration time is 

almost linear to the size of the network. 

Table 5: Total average configuration delay versus length of path (sequential configuration) 

Path Size 2 switches 5 switches 10 switches 15 switches 20 switches 

Sequential path 

configuration delay 

2 ms 7 ms 14 ms 22 ms 23 ms 

 

We can also consider a path configurator that sends the configuration to all the switches along the path in parallel. We 

ran a test that aim at checking the outcome of this case. The measured configuration delays are depicted in Table 6. It 

shows that it is possible to speed up the path configuration if the configuration sequence for all the switches along the 

path are done simultaneously instead of one at a time. In these scenarios the measured delays are the maximum of the 

configuration of individual switches. Of course, the total delay increases as we increase the number of switches even in 

the parallel configuration case, since the controller has to send more configuration messages. 

 

Table 6: Total average configuration delay versus path length (parallel configuration) 

Path size Average [ms] Variance[ms] Standard deviation [ms] 

2 switch 1.469 0.146 0.382 

5 switch 2.157 0.106 0.326 

10 switch 3.514 0.077 0.278 

15 switch 3.415 0.004 0.066 

20 switch 4.457 0.000 0.019 
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7.1.3.4 50 ms additional delay on control plane 

The first experiments assumed an ideal network setup, i.e. no disturbing background traffic and negligible transmission 

and queuing delays, in the sequential configuration strategy. Our next test investigated what happens if the delay of the 

control channel dramatically increases. For this purpose, a 50 milliseconds packet delay was introduced in controller. 

Because of the magnitude of the additional delay, these measurements showed linear dependence on the number of 

switches. The configuration time for a 10 switch path is about 2000 ms and for 20 switch it is about 4000 ms. 

7.1.3.5 Additional network load 

During the following measurements, the D-ITG software generated background network traffic in order to simulate 

overloaded control network. The generated traffic's direction was switch-to-controller. The following figure shows the 

difference between idle network, 50% network utilization and 95% network utilization in the two switch sequential 

arrangement. Some test measurements with network utilization larger than 95% percent was performed; however, loss of 

OpenFlow connections were observed.  

 

Figure 67: Switch configuration delay in case of different control network utilization 

 

7.1.4 Conclusions 

This experiment investigated how congestions in the control plane could affect the configuration delays. The 

measurements show that the configuration delay increases with 50%  to 70% as the network utilization reaches 95%; 

however, the increased delay still remains in the order of magnitude of the delays measured in case of low control 

network utilization. 

 

7.2 Effects of “Packet-In” transmissions on configuration delay  

The objective of this experiment is to discover what happens to the control network if a dedicated transport stream 

(implemented with UDP), carries the packet-in messages (instead of carrying them in the same TCP stream as the rest of 

the OpenFlow protocol) and how it affects the switch configuration and the total flow configuration delays. 

The key operation mode of the OpenFlow based split architecture is referred to as reactive mode, where the controller 

reacts on different configuration triggers or network events and initiates switch configuration messages as response to the 

original trigger. Due to this reactive nature, the reaction time of the controller given to a trigger is crucial. Using a 

centralized controller in reactive mode has two consequences: a large number of configuration triggers is generated by 
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different network elements in the network and some of these triggers will result in a larger number of configuration 

messages in response. However, the capacity of the control plane can be limited, especially in the case of in-band control, 

thus congestions may occur. Such congestions in the control network may also influence the reaction time of the 

controller.   

Expected results: This experiment will discover how congestions in the control plane affects the configuration delays and 

provides further insights on better design of an OpenFlow control plane network: for instance whether we need complex 

QoS architecture in the control plane or if TCP congestion control is enough to provide fair operation. 

7.2.1 Experimentation 

Experimental scenario: description, tools, configuration and running conditions 

System structure and platform 

A single controller and a high number of switches will run on the Virtual Wall. Additional TCP/UDP traffic generators 

may be used. 

Network topology 

The link between the controller and the switches will be loaded and monitored. It may be a multi-hop link. The data 

plane links between the switches are not in the focus. 

Methodology 

Methodology to obtain experimental data:  

We monitor OpenFlow messages between the controller and one/few switches. The monitoring facility runs at the 

controller side. The controller application performs receives the trigger, sends a set of configuration messages and a 

barrier request. All generated messages will use the same transaction identifier. The switches will respond with barrier 

reply using the common transaction identifier.  

Experimental data processing methodology and analysis: 

In collected OpenFlow message stream configuration transactions are identified using the common transaction identifier 

and based on the timestamps different delays can be formalized. The delay between the barrier request and reply will 

present the configuration delay conducted by the network as the delay resulted by processing is very low. 

 

7.2.2 Results 

7.2.2.1 Impact of the packet-in rate in standard implementation  

This experiment aims at investigating how mixing data streams into the TCP control message stream can impair the 

response times of the controller. Such data streams can appear in two scenarios in high volume in the cases when (1) end 

user generates control messages (e.g., for IPTV) and (2) centralized topology discovery. In this experiment we assumed 

the second scenario. The centralized topology discovery requires to emit periodic probe packets over all switch ports as 

well as their interception and processing, see details in section 6.2. Here, we considered high probe packet message rates. 

These messages were generated by the discovery module of NOX, with the probe packet send period set to 0.5 ms. The 

results we got here are very similar to the baseline measurements in section 7.1, because the average and peak network 

utilization was not significant. The CPU utilization for the controller was about 75%. The magnitude of delay is the same 

as it was in the reference idle case.  
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Figure 68: Configuration delay with topology discovery running concurrently 

 

7.2.2.2 Effects of using UDP to carry packet-in messages 

At the time of conducting the experiment, it was not possible to configure OpenFlow switches and the controller to send 

packet-in and out messages over a dedicated UDP stream in parallel to the control message carries over TCP. Therefore, 

we emulated it via generating an UDP based background data stream. For sake of comparability the TCP background 

traffic has been generated the same way as UDP, i.e., instead of using the topology discovery module we attached an 

additional TCP stream.  To summarize, we still have the TCP control channel, and then we create an UDP channel with 

generated traffic that emulate a dedicated UDP “packet-in” channel. The measurement minimal/average/maximum delays 

for TCP and UDP background traffic are summarized in Table 7. One can observe that in the  non-overloaded case there 

is no difference between the delays caused by TCP and UDP background traffic. But in an overloaded scenario the TCP 

based background traffic causes slightly higher delays. However, the total amount of traffic is about 5% larger. This may 

be the cause of the difference between the measured delays using the two different transport protocols. 

Table 7: Control plane delays in different cases 

 TCP background traffic UDP background traffic 

Background 

traffic 

[pkt/s] 

Network 

traffic 

[kbit/s] 

Delay min 

[ms] 

Delay 

average 

[ms] 

Delay max 

[ms] 

Network 

traffic 

[kbit/s] 

Delay min 

[ms] 

Delay 

average 

[ms] 

Delay max 

[ms] 

110 10580 0.59 0.68 1.43 9925 0.59 0.67 1.81 

880 102138 0.59 0.92 2.2 97355 0.59 0.76 1.92 

1000 107114 0.82 1.48 2.6 105856 0.77 1.16 3.67 

 

7.2.3 Conclusions 

This measurement confirmed that intensive relay of data plane packets between the forwarding elements and the 

controller impairs the configuration delay. This delay could be reduced by using a dedicated transport stream 

(implemented with UDP) to carry the packet-in messages (instead of carrying them in the same TCP stream as the rest of 

the OpenFlow protocol). However, the magnitude of the delay remained the same.  
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8 Summary and conclusions 

This document presented the results of eleven experiments in several areas studied during SPARC. The experiments 

concerned the validation and performance evaluation of developed solutions as well as measurements of the impact of the 

network environment on controller performance. 

In the area of openness and extensibility, we confirmed that the implemented PPPoE extensions function correctly. From 

this, we conclude that the extensibility approach is feasible and that the same approach can be used for implementing 

other, similar protocol extensions that require local state machines in a carrier-grade split architecture. 

In the area of virtualization and isolation, we measured an increased forwarding latency when the implemented 

virtualization system was activated. However, the increased costs were so minimal that the gains provided by the system 

clearly outweigh them. 

Regarding operations and maintenance, we validated the concepts and measured the performance of our proposed 

solution. The prototype works as expected, well within the requirements, and was able to successfully interact with the 

pseudowire extensions as well as the virtualization system. While the number of concurrent OAM sessions per node is 

limited in the prototype, this limit is caused by commodity hardware. The implemented OAM module is limited to MPLS 

technologies, but the general design can be implemented for any technology. 

In the resiliency area, we both validated the functionality and evaluated the performance of generic, controller-based 

restoration as well as path-based end-to-end protection. From these experiments, we conclude that data path-based 

protection switching is the only viable solution if we wish to adhere to the strict carrier grade requirements. However, in 

the case where only a few flows are affected, controller-based restoration is able to get the network into a functioning 

state within hundreds of milliseconds. This shows that restoration is not a viable option for carrier-grade networks, but 

could certainly be a good solution, for example, in campus or enterprise networks that use cheaper switches, without 

advanced functionality such as switch-based OAM.  

With regard to bootstrapping, we first validated the correct connection establishment behavior between the implemented 

and the different versions of OpenFlow. We then proceeded to validate the correct functioning of our extended topology 

discovery module, which is a prerequisite for in-band OpenFlow. We found that the time to discover the entire topology 

depends primarily on the number of links in the topology and, to a lesser degree, the number of nodes in the network. For 

in-band OpenFlow we first validated that the implementation functions correctly and then evaluated its performance. We 

found that the in-band OpenFlow control network bootstrapping is proportional to the distance in hops from the 

controller to the switches.  

The measurements of the controller architecture and how it is affected by control network load show that while the 

configuration delay increases with an increased load, the delay remains within the same order of magnitude. The same is 

true for situations with a large amount of “Packet-In” messages, which is important because this could be part of a 

malicious attempt to disrupt the network.  

All the experiments of the investigated key areas show that OpenFlow can meet carrier-grade requirements within a split 

architecture.  
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