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Abstract: 

 

The major objective of D ISCUS is to produce an end to end design for a 
future network architecture that can deliver very high speed broadband 
services to their users. The architectural design must meet this objective 
while remaining economically viable and scalable. 

This deliverable reports on the architecture optimization, modeling of 
reference topologies using street and building data, modeling of LR-PONs for 
various geo-types, modeling of optical island core networks, and the corres-
ponding combinatorial optimization results. 

The main focus of this report is the end-to-end network. It aims at integra-
ting access network optimization below the metro-core-node and core net-
work optimization connecting metro-core-nodes into an end-to-end optimi-
zation process that can be used to evaluate the end-to-end DISCUS design and 
compare it with competitive solutions. 
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1 Introduction

The FP7 project DISCUS is investigating an optimised end-to-end optical network architecture
considering Long-Reach (LR) passive optical networks (PONs) and a flat optical core. The
project is also investigating the integration between the wireless access networks providing
mobile services and the wireline access network (LR-PON).

Wireless-wireline access networks integration can be considered as part of the general con-
cept of Fixed-Mobile Convergence (FMC). Structural convergence between fixed and mobile
networks consists of the pooling/sharing of network and infrastructure resources (cable plants,
cabinets, buildings, sites, links, equipment and technologies) for both type of networks.

Fixed and mobile networks have been developed and optimised independently in separate
standardisation bodies, mainly because of the differences between both types of networks. As
a matter of fact, both networks have currently an independent network operation, control and
management. A typical solution for transporting the mobile traffic from Base Stations to the mo-
bile core is employing point to point fibres from Base Stations to a dedicated aggregation/core
network with specific equipment for processing and managing the mobile traffic. This approach
is not cost-efficient in the long term because massive FTTx deployments are already available
offering new options for cost-effective infrastructure sharing between fixed and mobile services.
On the other hand, the high number of point to point fibres required for future scenarios with
small cells deployment may not even be available.

Wireless-wireline integration within the DISCUS architecture aims at transporting the mobile and
fixed traffic using the same fibre network (LR-PONs) to the corresponding equipment within the
Metro-Core nodes, thus sharing the same fibre infrastructure for fixed and mobile services
and offering a scalable and future-proof approach for emerging small cell deployments and 5G
vision in the future.

In this deliverable, we will start by reviewing some aspects of the optimisation of LR-PONs
(Section 2) providing updates on the used optimisation methodology compared to Deliverables
D4.5 and D2.6 [3, 5]. In this respect, we will report on improved MC node distributions respect-
ing further practical side constraints such as the maximum and minimum size of MC nodes,
balanced load, and alternative fibre routings.

In the central part (Section 3), we will address the optimisation of wireless-wireline access
networks integration into the DISCUS architecture. Finally, realistic scenario studies at national
scales for some European countries are provided (Section 3.3 and 3.4).

Notice that the detailed analysis of optical and wireless networks integration is reported in
Deliverable D2.7 [6]. The consolidated view of LR-PONs in DISCUS, considering wireless-
wireline networks integration, is part of Deliverable D4.11 [7]. These two deliverables appear
simultaneously with D4.10.
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2 Update on optimisation models for LR-PONs

Figure 1: The DISCUS LR-PON architecture. Compare with [1, 2].

In this chapter, we present some updates on the WP4 optimisation activities regarding the
number and location of metro-core (MC) nodes including the assignment of local exchanges
(LEs) to these active nodes. We presented first results in this direction both in Deliverable D4.5
[5] and Deliverable D2.6 [3].
Recall that a dual-homing architecture is central to the DISCUS LR-PON (Figure 1), which
assigns each LE site to two different MC nodes by disjoint fibre-paths. The design limit for the
DISCUS LR-PON reach, that is, the longest path length from a customers ONU (optical network
unit) to a metro-core node is 100 km, see [1]. Also 125 km are under consideration, see [2].
Clearly, due to the quadratic scaling of connections in the full mesh of the optical island a small
number of MC-nodes is indispensable for this architecture to be cost-effective and scalable.
In Deliverable 4.5 [5] and also Deliverable 2.6 [3] we showed how to optimise the number
of metro-core locations given a country-wide distribution of local exchanges and the task to
assign LE to MC nodes under distance and dual-homing constraints. We presented MC node
distributions for Italy, Spain, and the UK, also see [10, 11]. These numbers mainly depended
on the considered maximum customer to MC distance and the required resiliency level.
In this chapter, we further improve upon these solutions by incorporating more practical side
constraints (Section 2.1, 2.2) and by considering different objective functions (Section 2.2, 2.3).
We will also evaluate the LR-PON cost based on different MC node distributions (Section 2.1).
Section 2.4 will summarise the main findings and new MC node distributions.
We note that the computations in Section 2.1 – 2.3 have been carried by different groups
with different optimisation methodologies leading to solutions with different characteristics. The
general approach in Section 2.1 is to always to minimise the number of required MC nodes as
the primary target. Further, LE-to-MC dual homing assignments are only allowed if the two are
(maximally) disjoint on the trail-level. The approach in Section 2.2 and 2.3 is different. Here
different objective functions are considered, i.e., minimising the number of MCs, minimising the
over-provisioning, and maximising the disjointedness of the two fibre routes. The multi-criteria
problem is decomposed by iterating the optimisations with different orderings of the objectives.
It is in particular allowed to ignore disjointedness in the minimisation of MC nodes and then to
maximise the disjointedness given a fixed MC node distribution.
In this deliverable, we assume a maximum fibre distance of 10 km between the LR-PON client
location and the local exchange, which leaves e.g. 90 km or 115 km for the LE-to-MC distance
depending on the assumed total LR-PON reach, e.g. 100 km or 125 km.

FP7-ICT-GA 318137
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2.1 MC node consolidation, fibre routing, and cost

In this section, we build on and improve the results from Deliverables 2.6 and 4.5 by incorpo-
rating major practical requirements into the location of metro-core nodes and the assignment
of LEs to MCs:

• First of all, we observe that simply minimising the number of MC nodes may lead to huge
nodes with several millions of connected customers. We show how to avoid this situation
within the same modelling paradigm by introducing a maximum customer constraint.

• Secondly, we observe that due to the LR-PON reach constraint of 100 km or 125 km
we have to open many small nodes in rural areas such as Scotland for only very few
customers. We try to avoid this situation by relaxing the dual homing and the distance
constraints for some customers. This drastically reduces the number of required nodes
while providing more balanced MC node sizes.

• Similar to Deliverable 2.6 [3] we optimise the backhaul fibre routes by studying two al-
ternative solutions, one that minimises the total fibre distance (summing up individual
LR-PON fibre lengths between LE and MC) and one that minimises the (commonly) used
trail kilometres. This is of course done without violating the required disjointedness and
distance constraints. In this section, we evaluate the cost of the two solutions using dif-
ferent cost models and prove that it strongly depends on the cost assumptions which of
the two solutions outperforms the other.

Modelling

Let us briefly review our basic approach towards optimising the MC node placement from [3,
5]. It is based on facility location models that assign given clients (local exchanges and their
customers) to facilities (metro core nodes) while balancing the cost for opening the facilities and
the cost for assigning the clients. A central binary programming model for our problem was the
following:

min
∑
l∈L

∑
k∈M(2)

κlkxlk +
∑
m∈M

κmxm (1)

(DFL)
∑
k∈M l

xlk = 1 ∀l ∈ L (2)

xlk ≤ xm ∀l ∈ L, k = {m,n} ∈M l (3)

xlk ≤ xn ∀l ∈ L, k = {m,n} ∈M l (4)

xlk ∈ {0, 1} ∀l ∈ L, k ∈M (2) (5)
xm ∈ {0, 1} ∀m ∈M (6)

In this model L, M , and M (2) denote the set of local exchanges with connected customers,
the set of potential MC locations, and the set of all pairs of potential MC locations, respectively.
Not all pairs of MCs have to be considered, but only pairs that can be reached from an LE
within the given distance via a pair of disjoint fibre routes. The set M l denotes all such feasible
pairs for every local exchange l ∈ L. Equation (2) assigns each LE location to one pair of MC
nodes. Whenever a pair is chosen, inequalities (3) and (4) guarantee that the corresponding
MC locations are opened.

The objective (1) balances facility opening and assignment cost. By setting κm := 1 and κlk = 0
for all l ∈ L, m ∈M , and k ∈ K we minimise the number of necessary MC nodes.

FP7-ICT-GA 318137
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(a) (b)

Figure 2: LE to MC assignments in and around London: (a) No customer restriction at the MC (b)
Restriction of at most 1 Mio (primary and secondary) customers per MC.

Model (DFL) selects the MC-locations whereas the problem of finding disjoint paths (a difficult
optimisation problem in itself) is handled in the generation of input-data when building the sets
M l. For the computation of (disjoint) paths we use variants of Dijkstra’s algorithm [15] and
Suurballe’s algorithm [20, 26] while properly handling the required length restriction. Recall,
however, that path disjointedness from the mathematical point of view cannot always be guar-
anteed in practice for many reasons. We use the notion of maximally disjoint paths using an
assignment policy that favours node-disjointedness over edge-disjointedness and if mathemati-
cal disjointedness is not possible (within the given distance) minimises the number of commonly
used nodes or edges, see [3, 5, 10] for details.

Large nodes

By decreasing the number of MC nodes an increasing number of customers connects to a
single node. In the case of the UK and the solution with only 75 nodes (see [3]), we have
15 MCs with more than 1 Mio connected customers (primary plus secondary) and among them
5 with even more than 3 Mio clients. The two biggest locations are in London having 5.4 and
5.6 Mio households connected. In fact most of the local exchanges of London are connected
to these two nodes in this extreme solution, see also Figure 2.

instance 70 km 90 km 115 km

UK 142 95 75
UK, [2Mio] 148 98 86
UK, [1Mio] 163 114 106
UK, [200K] 345 324 308

Table 1: Influence of customer restrictions on the necessary number of MC nodes. Upper bounds on
MC sizes in brackets.

This might not be desirable both from the resiliency and also from the operational perspective.
To overcome this deficiency, we included customer bounds into model (DFL).

If we denote by maxcust the maximum number of customers that might be assigned to an MC
node m ∈ M and by nl the number of current DSL customers at local exchanges l ∈ L then
inequalities ∑

l∈L,k∈M l

nlxlk ≤ maxcust ∀m ∈M

limit the size of the MC nodes. Depending on the definition of maxcust and nl it is possible to
restrict the number primary customers or, alternatively, the number of primary plus secondary
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customers. We assume the latter in the following. Table 1 shows how such constraints with
maxcust ∈ {2 Mio, 1 Mio, 200K} influence optimal MC distributions for the UK reference net-
work. For a maximum distance of 115 km (LE-to-MC) the number of necessary MC nodes
increases to 106 if we allow at most 1 Mio customers to be connected to any MC node. In
this case we get 7 MCs sharing the connections in and around London, see (2). In fact, in this
example the distribution of customers across the MCs becomes much more uniform. More than
50% of all MCs connect between 500,000 and 1 Mio customers.

From Table 1 it can also be observed that with a strong restriction on the size of the nodes the
reach constraint becomes less important. While the number of MC nodes increases by 90%
when going from 115 km to 70 km maximum reach (LE-to-MC) in case of no size restriction, it
increases by only 72% and 54% for size restrictions of 2 Mio and 1 Mio customers, respectively.
Eventually, the distribution of customers across the MC nodes for a maximum size of 200,000
is almost independent of the reach constraint. In this case the number of MC nodes varies by
only 12% between 70 km and 115 km LE-to-MC-distance.

We also computed solutions for Spain and Italy that have a certain maximum MC size. However
it turned out that in case of these two reference countries, not as densely populated as the UK,
MC sizes of at most 1 Mio and 2 Mio customers can be achieved without necessarily adding
additional nodes, see Section 2.4 and Table 7 for numbers and details.

Small nodes

While a maximum PON reach of 125 km is sufficient to create huge MC nodes in urban areas
without any additional customer constraint, this reach does not avoid very small MC nodes in
rural areas to which only a few customers are assigned (see Figure 3). For the UK reference
network and the solution with 106 MCs from Table 1 we end up with 17 MCs with less than
100,000 assigned customers, and even 8 MCs with less than 10,000 customers (the smallest
MC has only 8 assigned LEs with a total of 2101 assigned primary and secondary customers).
This is typically true for areas with a small population density and/or sparse connectivity of the
fibre network such as Scotland.

To avoid these small MC nodes the use of Reach Extenders allows to relax the distance re-
striction. Furthermore, the relaxation of the disjoint dual-homing restriction for some customers
seems reasonable in rural areas. Therefore, we relax the distance and resiliency constraints
for some LEs and add to the model (DFL) a lower bound on the number of customers that
have to be assigned to an MC. Notice that adding a lower bound constraint without relaxing the
LE-to-MC assignment leads to infeasible optimisation problems. In Scotland, for instance, it is
simply not possible to disjointedly connect all LEs to two MCs within 115km and at the same
time have MCs with at least 100,000 connected customers.

We introduce mincust to be the minimum number of customers that have to be assigned to an
MC node m ∈ M . Recall that nl is the number of current DSL customers at local exchanges
l ∈ L. The inequalities ∑

l∈L,k{m,n}∈M l

nlxlk ≥ mincust ∀m ∈M (7)

provide a lower bound on the size of an MC node.

We identify the set of LEs for which we relax the distance and resiliency constraints in the
following way. For a given solution we simply choose all LEs that are assigned to an MC that
has a total customer count less than mincust and denote this LE-subset with Lr. For all l ∈ Lr

we allow (beside the dual-homing connection) a single-homing connection with a maximum
distance of 170 km.

FP7-ICT-GA 318137
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(a) (b)

Figure 3: Eliminating small nodes: (a) MCs before eliminating small nodes. White circles indicate MC
with less than 50,000 customers, circles in grey MCs with assigned customers in range [50K,100K]. The
yellow (resp. orange) circles correspond to MCs with more than 100,000 (resp. 500,000) customers. (b)
MCs after applying the procedure to remove small nodes. Please note that due to a different aggregation
scheme even some of the larger nodes changed their location.

This approach simply adds additional possible assignments to the problem (DFL) presented
above. The number of assignment variables xlk and the corresponding solution space in-
creases. Using the UK reference network we solved (DFL) again and obtained two new solu-
tions, one with 53 nodes and one with 73 nodes having the following characteristics:

• All MCs have at least 100,000 connected customers.
• All MCs have at most 1 Mio (73 MCs) or 2 Mio (53 MCs) connected customers.
• 204 LEs with a total of 111,000 customers are connected by single homing only,
• 32 LEs with a total of 26,000 customers are connected to the primary MC in a fibre of

more than 115 km,
• 6 LEs with a total 19,000 customers are connected to the secondary MC in a fibre of

more than 115 km,
• the maximum LE-to-MC distance is 167km,

Note that for the UK the total number of LEs is 5,449 and the total number of customers is
around 29 Mio. Hence for only 4 % of the LEs and 0.4 % of the customers the relaxed con-
straints apply. Notice that the number of nodes has been reduced by roughly 30 MCs compared
to the corresponding non-relaxed solutions with 106 and 76 nodes in Table 1. This is not only
due to the relaxation but also due to a better methodology and more extensive computations.

For Italy we were able to obtain solutions avoiding small nodes without the need to relax assign-
ments. We achieved a lower bound of 100,000 at each MC simply by adding constraint (7) to
the model, which only led to a reorganisation of the MC locations and LE-to-MC assignments,
not the number if nodes, see Section 2.4 and Table 7 for numbers and details. For Spain we
have no solution without small nodes so far.

FP7-ICT-GA 318137
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Network load: primary versus secondary customers

The MC-consolidation step as described so far does not aim at achieving a balanced load with
respect to primary and secondary customers (see Figure 4). As a consequence some of the
MCs might have a high load of primary customers and at the same time a low load of secondary
customers (and vice-versa). One way to deal with primary and secondary load is to minimise
over-provisioning, see Section 2.2 and 2.3. Here we try to balance the two. The idea is to avoid
mismatches in the dimensioning and to provide the same capacities for the same number of
primary and secondary customers.

(a) No load-optimisation (b) Optimised primary-load

Figure 4: Optimising the primary-secondary-load: LEs correspond to the red circles, MCs to the orange
squares. All LEs (except C) have 10 (20) customers. All LE are assigned to the MC-pair (MC-1,MC-2).
Only the primary assignments are depicted with solid lines. LE located at the same place as the MC
have their primary assignment to that location (e.g. D to MC-2). Figure (a) shows a potential primary-
assignment resulting in a primary/secondary load of 50/10, resp. 10/50, for MC node MC-1, resp. MC-2.
Obviously the assignment of Figure (b) corresponds to a more balanced load of 30/30 for each MC.

The model described here assumes that the (LE-MC)-assignments have already been calcu-
lated and are considered to be fixed. That is, each LE is assigned to a pair of MC-nodes.
We now only decide on the primary and secondary assignment. This is done in such a way
that the primary and secondary load for each MC is balanced, i.e. the sum of differences be-
tween primary and secondary load over all MCs is minimised. We take into account that certain
side-constraints may force a primary assignment. For instance, if LE and MC are at the same
location (or close to that location) we force a primary assignment. Note that neither the number
of MC-nodes nor the number of customers assigned to an MC (sum of primary and secondary
customers) nor the paths between the LEs and MCs will change.
We define an assignment a = (l(a),m(a), d(a)) to be a triple consisting of the LE, one of
the assigned MCs, and the distance to this MC. Note that in case of dual-homing two such
assignments exist. Let δ be the distance between the LE and its closest MC such that we
assume that this is the primary assignment.
Let Am denote the assignments for an MC m, Al the assignments corresponding to LE l, and
Af

l the assignments for node l that are fixed to be the primary one. To state this more formally,
we define

Al = {a ∈ A : l(a) = l}
Am = {a ∈ A : m(a) = m}
Af

l = {a ∈ Al : a = mind{Al} and d(a) ≤ δ}

where mind{Al} denotes the assignment a ∈ Al with minimum distance d(a). In case that both
assignments have the same length the minimum is chosen arbitrarily.

FP7-ICT-GA 318137
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We introduce binary variables xla with the following interpretation:

xla =

{
1 : if assignment a is chosen as the primary assignment for l
0 : else

Recall that nl denotes the number of customers at l ∈ L. We can now define the primary load
lpm and secondary load lsm for each m ∈M :

lpm :=
∑
l∈Lm

∑
a∈Al

nl · xla

lsm :=
∑
l∈Lm

∑
a∈Al

nl · (1− xla)

This results in the overall model

min
∑
m∈M

|lpm − lsm| (8)∑
a∈Al

xla = 1 ∀ l ∈ L (9)

xla = 1 ∀ l ∈ L, a ∈ Af
l (10)

xla ∈ {0, 1} ∀ l ∈ L, a ∈ Al (11)

Note that further modelling aspects, like

• load difference relative to the total load of the MC
• Alternative selection criteria for fixing the primary assignment
• etc.

could easily be taken into account.

We illustrate the effect of this optimisation model on result obtained on the UK solution with
a maximum customer restriction of 1 Mio (see Figure 5). The optimisation problem could be
solved with an optimality gap of 5% within a few seconds. It should be noted that the maximum
primary-load reduces from almost 900K to 500K and more than 60% of the MCs end up with a
primary load of approx. 500K

(a) No load-optimisation (b) Optimised primary-load

Figure 5: Effect of optimisation of primary-secondary-load: MCs ordered by increasing number of pri-
mary load.
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(a) No sharing (b) Resource sharing

Figure 6: Optimising fibre routes: (The triangles correspond to LEs, the diamonds to MCs)

Fibre routing and cost for cabling

So far we have focused on the minimisation of the number of necessary MC nodes under
practical side constraints and ignored the concept of resource sharing and capacities at all.
In our implementation the actual fibre routing is driven by disjoint shortest path computations.
That is, the resulting fibre routing to connect LE sites to MC nodes has minimised the total fibre
kilometres.

From a resource and cost perspective, however, one might argue that the goal should be to
minimise the total length of used trails, as ducts and cables have to be provided on each of
those, see Figure 6. Clearly, by forcing the fibre routes to use common trails, the fibre route
kilometres in turn increase. That is, there is a trade-off between between the two opposed
objectives.

In fact, independent of the actual cost model (see also the next section) it is of interest to
understand the structure of the solutions stemming from these two opposed extreme strategies:
minimising fibre kilometres and minimising trail kilometres.

To obtain a solution following the second strategy we already showed in Deliverable 2.6 [3] how
to start from an existing solution with a fixed distribution of MC nodes and a fixed assignment
of customers to MC nodes and modify the fibre routing such as to minimise the used trails kilo-
metres, also see [11]. Clearly, this has to be done without violating distance and disjointedness
constraints:

Let M(l) be the pair of MC nodes selected for LE l ∈ L and P(l,m) a set of paths feasible
for connecting LE l to MC m under the given distance constraint. We further denote by P the
set of all paths and for a given path p ∈ P we write Ep to denote all trail edges in p. We say
that two paths p1, p2 are in conflict if they cannot be used together, that is, if they violate the
disjointedness principle. More precisely, following the notion of maximal disjointedness we say
that two paths conflict if there exists another pair of paths connecting the same LE to the same
pair of MCs with greater disjointedness, that is, less common trail kilometres (the number of
common nodes is used as a tie breaker). We denote by C the set of all path conflicts.

(PC) min
∑
e∈E

length(e)·ue (12)∑
p∈P(l,m)

zp = 1 ∀l ∈ L,∀m ∈M(l) (13)

zp1 + zp2 ≤ 1 ∀(p1, p2) ∈ C (14)
ue ≥ zp ∀p ∈ P, ∀e ∈ Ep (15)

Model (PC) improves on the LE to MC assignment by choosing new fibre routes in such a way
that the total length of commonly used trail edges is minimised. Equations (13) chose one path
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for every LE l and MC m. Inequalities (14) avoid path conflicts and inequalities (15) are used
to count the used trails whose length is minimised by (12).

Due to its exponential size it is not feasible to generate all possible paths as input to (PC).
However, we use the following two path generation strategies two provide a reasonably large
set of alternative paths for each of the LE, MC combinations ([3, 11]):

• Alternative Shortest Paths: For each relevant LE,MC pair calculate the shortest path,
add it to the set of paths, increase the weight of the path-edges, recalculate the shortest-
path, etc. Repeat this for a limited number of iterations.

• Steiner-Tree: For each MC node m calculate a Steiner-Tree T connecting m and all l in
L(m). Test all paths p = (l,m) in T . If the path length d is ≤ lmax add path p. Update
the edge-weights, i.e., increase weight for used edges and repeat this a limited number
of iterations.

(a) (b)
Instance MCs Trail km Fibre km Trail km Fibre km

UK 90km Inf 95 68,534 8,357,047 -2.6% +13.8%
UK 90km 2Mio 98 68,774 7,834,669 -3.1% +16.7%
UK 90km 1Mio 114 69,232 6,891,754 -4.3% +18.9%
UK 90km 200K 324 68,813 4,714,023 -8.7% +23.6%

UK 115km Inf 75 68,617 8,324,820 -1.8% +10.4%
UK 115km 2Mio 86 69,032 8,979,285 -1.5% +10.6%
UK 115km 1Mio 106 69,010 8,437,198 -3.1% +11.0%
UK 115km 200K 308 69,385 6,297,866 -7.0% +15.5%

Table 2: (a) Minimising fibre route distance opposed to (b) Minimising total trail kilometres. Fibre dis-
tances refer to the sum of the lengths of the fibre routes between all LEs and all MCs (primary and
secondary connection). Trail kilometres refer to the sum of all used trails by fibres between the LE and
the MC. For (a) we report fibre distances in kilometre and the sum of trail kilometres. For (b) we report
on the percentage difference to (a).

Table 2 updates on the results in [3] and shows how the two extreme solutions differ in the
total fibre length and the total trail length. Obviously, the used trail kilometres decrease by the
fibre routing algorithm while the fibre kilometres increase. The trail length decrease is between
1 K and 6.5 K kilometres (between 1.5% and 9.7% ) while the fibre length increase is between
0.8 Mio and 2 Mio kilometres (between 10% and 33%).

Interestingly, we start from solutions (Table 2 (a)) where the trail kilometres are relatively in-
dependent of the instance, that is, independent of the number of MC nodes (compare with
Table 1). However, trail length minimisation (Table 2 (b)) is most effective for instances with
more MC nodes, in particular for the 200K instances. With a restrictive customer bound at
the MC nodes (200K) there is a trend towards shorter routes (even shorter than the distance
constraints), which gives optimisation more path alternatives within the distance constraint. In
contrast, having only few MC nodes, many connections are close to the distance constraint with
few possible alternatives. For the most extreme solution with only 75 MC nodes there is not a
big difference between minimising fibre length or trail length.

However, we have computed different solutions for MC node distributions in the UK plus differ-
ent fibre routing strategies. These can be evaluated with different cost models to get some cost
estimates. Regarding the LR-PON cost we can concentrate on the cost for fibre/cables/ducts
on the stretch between the LE and the MC. Deliverable 2.6 [3, Appendix, Table 15] provides the
DISCUS cost model for these network elements.
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Table 2 reports in the solution cost using a simple cost model that assumes the deployment of
only cables with 240 fibres. That is, the number n240 of such cables on a trail is computed as
n240 = d f

240e, where f is the number of fibres routed on that trail. We further assume that we
need to provide duct build in 5% of all cases. That is, the cost for duct and trenching on a trail
amounts to e3,315 per km.

(a) (b)
Cost in Mio e Cost in Mio e

Inst MCs Duct Cable Total Duct Cable Total

UK 90km 95 227 638 865 -6 -1 -7
UK 90km 98 228 624 852 -7 -1 -8
UK 90km 114 230 596 825 -10 -6 -15
UK 90km 324 228 533 762 -20 -32 -53

UK 115km 75 227 631 858 -4 2 -2
UK 115km 86 229 653 882 -4 +4 +11
UK 115km 106 229 635 864 -7 -1 -8
UK 115km 308 230 577 807 -16 -23 -39

Table 3: (a) Minimising fibre route distance opposed to (b) Minimising total trail kilometres. For (a) we
report on the cost in Mio e assuming cables with 240 fibres and 5% duct build cost. For (b) we report
on the difference in Mio e to (a).

The resulting total cost values for the nation-wide deployment are reported in Table 3. As
expected the values based on the solution where trail kilometres are minimised are smaller
(Columns (b)). However, the cost difference is surprisingly small between the two options of
fibre routing. There is a notable difference only for the solutions with more than 300 MC nodes
(5-9%).

(a) (b)
Cost in Mio e Cost in Mio e

Inst MCs Duct Cable Total Duct Cable Total

UK 90km 95 184 429 613 +1 +23 +24
UK 90km 98 182 413 595 -3 +28 +25
UK 90km 114 168 385 553 -2 +26 +24
UK 90km 324 149 315 464 -10 +9 +0

UK 115km 75 183 425 608 +0 +20 +20
UK 115km 86 190 447 637 +1 +21 +22
UK 115km 106 187 429 616 -1 +21 +19
UK 115km 308 163 364 527 -7 +11 +4

Table 4: (a) Minimising fibre route distance opposed to (b) Minimising total trail kilometres. Cost in Mio
EUR assuming a cable model that depends on the fibre count and a duct model that depends on the
cable count.

In fact it turns out that the difference strongly depends on the applied cost model. For the
evaluation in Table 4 we applied more fine-grained assumptions on the cable and duct cost.
First of all we deploy different sizes of cables depending on the actual fibre count on the trail.
We ignore very large (> 240 fibres) and very small cables (< 48 fibres). If the fibre count is
in the intervals [1,48], [49,96], [97,144], or [145,192] we install a cable with 48, 96, 144, or
193 fibres, respectively. Only if the count is larger than 192 we use 240-cables and the same
formula as for Table 3. This way the fibre count on the trails does not change but we do not
over-estimate the cost by using big cables for small fibre counts as in Table 3. Notice that the
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cable cost in Table 4 decreases by 40-60%. Similarly, for the duct build probability we assume
that it actually depends on the number of deployed cables and apply the function indicated in
Figure 7. In this function the duct build probability starts with 3% for 1 cable and increases by
3%, 7%, 10% for cable counts 2-5, 6-10, > 10, respectively, with a maximum of 90%.

Figure 7: Duct Build Probability

Also the duct cost decreases from Table 3 to Table 4 which means that there are many trails in
the field with only a small fibre count for both fibre routing strategies. Surprisingly, comparing
the two strategies in Table 4, it turns out that minimising the trail kilometres does not improve
on the overall cost for almost all instances. The cable cost increases from (a) to (b) because
strategy (a) leads to many small cables, which are cheaper. The resource sharing does not
pay off. Moreover, assuming to have duct build only in case of many cables also leads to an
increase in the duct cost from (a) to (b) simply because strategy (b) forces fibres (and thus
cables) to share common ducts. Again the decrease in the kilometre cost does not pay off the
increase in the resources on these trails.

2.2 Relaxing the parenting relation between MC nodes and local exchanges

Given a fixed MC node distribution and without any special constraint it is clearly optimal to
assign LEs to the two closest MCs to minimise the corresponding fibre/cable resources. Only
when adding additional constraints such as the disjointedness of the fibre routes or minimal/-
maximal customer constraints at the MC nodes, this does not necessarily hold anymore.

In this section we elaborate on the effect of relaxing the parenting constraint between local
exchanges and MC nodes compared to forcing that the two MC nodes associated with a local
exchange should be the closest and the second closest. In our relaxation approach we allow
that the two MC nodes can be further away as long as they cover the local exchange.

We evaluate three solutions computed using the over-provision approach presented in [5]. In
this approach the extra capacity needed at each node to support single failures is minimised.
Previous experiments have shown that this approach tends to balance the primary load of the
MC nodes.

In Figure 8 we show the load distributions obtained for three different numbers of MC nodes
(45, 55, and 85) considering a maximum PON reach of 125km. Even though it is possible
to double cover UK with 45 MC nodes, the maximum primary load is significantly above the
suggested threshold (1 million customers). In the plots of Figure 8 the x axis is the number of
customers (in millions) and the y axis is the probability of having a MC node covering at least
that many customers. That, is a point (x, y) should be read as “the probability of having at least
x million customers is y”. The figure shows the distribution for both the primary load and the
secondary load.

Figure 9 shows the results after relaxing the parenting relaxation. As we see in Figure 9(a)
we can substantially reduce the load without increasing much the total distance from local
exchanges to their two MC nodes. A point (x, y) in this plot means that to enforce an upper
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Figure 8: Load distribution for three MC node placements for the UK using the over provision approach.

bound on the primary load of x, an increment of y% on the total distance is required. For
instance, in order to achieve the 1, 075, 137 upper bound on the primary load using 55 nodes,
an increment of 0.7% (less than 1%) is required. Figure 9(b) shows the new load distributions.
This time we are also showing the over-provision distribution (op). As it can be observed in
the figure, the over-provision is always below the primary load threshold. This is expected
since in the worst case a secondary node will take the full primary load of one its neighbours,
which is below the threshold. We can also observe that for more than 80% of the nodes, the
over-provision is below 500, 000.
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Figure 9: Results obtained after the relaxation of the parenting constraint.
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Figure 10: Showing how restricting the load reduces the reach of the MC node

Figure 10 shows four MC nodes (represented by buildings of the corresponding colour) in the
55-node solution and the corresponding primary local exchanges. In a way we can say that,
by relaxing the parenting constraint, we are adapting the reach of the MC node depending on
the density of its neighbourhood. Indeed the area of coverage of the orange MC node is sig-
nificantly smaller than the other ones because it is covering bigger local exchanges. Certainly,
one consequence of relaxing the parenting constraint is that the secondary MC node might
be closer than the primary node, but as both need to be connected to the local exchange that
would not increase the total distance.

2.3 Backhaul protection: from dual homing to edge/node disjointedness

A major fault occurrence in LR-PON would be a complete failure of the MC, which could affect
tens of thousands of customers. The dual homing protection mechanism for LR-PON enables
customers to be connected to two MCs, so that whenever a single MC fails all customers are
still connected to a back-up node. In this section we assume a distance of up to 90 km from
MCs to LEs, and up to 10 km from the LEs to customers. The algorithms depicted in this
section can be used to scenarios with wired residential and business customers as well as
wireless clients.

Depending on the requirements of the network one can provide different levels of resiliency and
in general there is a trade off between the cost of the network design and the level of required
resiliency. If each client is connected to two facilities via two node-disjoint (resp. edge-disjoint)
paths then each client is resilient to any node (resp. link) failure. We define this problem as the
Rooted Distance-Constrained Minimum Spanning-Tree Problem with Node-disjoint Constraints
(RDCMSTN) and the Rooted Distance-Constrained Minimum Spanning-Trees Problem with
Edge-disjoint Constraints (RDCMSTE) respectively.

Informally speaking given a set of MCs and a set of LEs such that each LE is associated with
two MC, the problem is to find a set of distance-constrained spanning trees rooted from each
facility with minimum total cost. Furthermore, each client can be connected to its two facilities
via two node-disjoint paths or edge-disjoint paths. In general, RDCMSTN (resp. RDCMSTE) is
more complex than RDCMST because it not only involves finding a set of distance-constrained
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spanning trees but it also required that the two paths between any client and its two facilities in
these trees must be node (resp. edge) disjoint.

So far in the project for the Irish dataset we have focused our attention to Euclidean distances
with a fixed road factor. In the following we provide a nation-wide reference with actual road
distances from LEs to customers. Still given the nature of size of the reference network it is
not feasible to build the optimisation algorithm with actual distances between any pair of nodes
in the network. Therefore we propose to compute a dynamic road factor for each LE defined
with the actual distances from the LE to customers. This information can be later on used to
compute a fine tuned distance from antennas to MCs.

Resiliency Levels

In this section we focus on optimising connection cost of dual homing protection mechanism for
LR-PON. Broadly speaking, there are two protection strategies for dual homing. One approach
is protecting links in the tree distribution network. This strategy, known as edge-disjoint solution,
allows switching to an alternative path whenever a link in the distribution network fails. Alter-
natively, protection can be provided at the node level with node-disjoint paths between MCs
and LEs, when an entire LE fails and all adjacent links to the node are affected. This strategy,
known as node-disjoint solution, provides a stronger protection mechanism and allows switch-
ing to an alternative path whenever a node fails. The selection of one protection mechanism
or another is up to the broadband provider, considering that generally higher protection means
higher deployment cost. We aim at routing cables such that there are two (node/edge) disjoint
paths from each LE to its two MCs, the length of each path must be below a given threshold
and the total cable length required for connecting each LE to two MCs is minimised. Notice that
here metro-nodes are facilities and exchange-sites are clients.

Figure 11 shows an example with two MCs m1 and m2 and six LEs E={a, b, c, d, e, f}, black
and grey colour edges are used to show the trees corresponding to the MCsm1 andm2 respec-
tively, and the maximum distance (i.e., λ) from the MC to the LEs is 11. In this figure we depict
three scenarios satisfying the length constraint, however, each scenario shows different level of
resiliency. Dashed lines indicate edges leading to a conflict, i.e., violating node or edge disjoint-
edness, and grey nodes indicate the conflicting node when violating node-disjointedness. The
total solution cost for Figure 11(a) is 44. The indicated solution satisfies the length constraint
(i.e., the distance from the facilities to any node is less or equal to λ=12) and it also satisfies
node-disjointedness constraints and consequently edge-disjointedness constraints. Here we
observe that a failure of any single link or node would not affect the remaining clients. The solu-
tion depicted in Figure 11(b) reports a total cost of 43 and does not satisfy node-disjointedness
constraints but edge-disjointedness constraints. Here we observe that a single node failure
could disconnect one or more clients from the facilities m1 and m2, i.e., f would be discon-
nected from m1 and m2 whenever a fails because f relies on the link 〈a, e〉 for connecting to
m1 and 〈a, f〉 for connecting to m2. Nevertheless, the solution is resilient to any single facility
or single link failure. Figure 11(c) shows dual homed solution with cost 41, this particular case
violates both node and edge-disjointedness constraints. In the last example the link 〈e, f〉 ap-
pears in both trees and therefore the solution is not edge-disjoint, additionally the solution also
violates node-disjointedness due to a failure in node e disconnects f from the two MCs. As
expected providing a node-disjointedness is the most expensive solution and the dual-homed
solution without node or edge disjointedness provide the cheapest solution.
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Figure 11: Two MCs and six LEs satisfying the distance constraint with and without node and edge
disjoint constraints

Constraint Optimisation Formulation

We now present a constraint optimisation formulation of RDCMST(N/E). Let M be the set of
MCs. Let E be the set of all LEs. Let Ei ⊆ E be the set of LEs that are associated with MC
mi ∈M. Let Li ⊆ N2

i be a set of feasible links, we associate two real numbers, a cost cl and a
distance dl for each link l ∈ Li. Notice that we assume that each LE ek ∈ E is associated with
two MCs {mi,mj} ⊆ M such that ek ∈ Ei and ek ∈ Ej . We use N to denote the set of nodes,
which is equal toM∪E . We use Ti to denote the tree network associated with MC mi. We also
use Ni = Ei ∪ {mi} ⊆ N to denote the set of nodes in Ti. Let λ be the maximum path-length
from a facility to any of its clients.

Without loss of generality, in the formulation of the problem we assume full connectivity in the
graph associated with a facility and its clients, and non-existing links can be added in L by
associating them with very large distances (with respect to λ). The model only relies on integer
variables and all constraints are linear1, and therefore it can be encoded into existing MIP
solvers.

Variables.

• Let xijk be a Boolean variable that denotes whether an arc between LE ej ∈ Ei and
ek ∈ Ei of MC mi ∈ M is included in the tree or not. Each arc (i, j) has an associated
cost cij2.

• Let yijk be a Boolean variable that denotes whether the node corresponding to a LE ej is
in the path from LE ek to MC mi ∈M.

• Let f ij be a variable that denotes the length of the path from the MC mi to its LE ej .

• Let bij be a variable that denotes the maximum length of the path from the LE ej to any
client in the tree of MC mi that is acting as a leaf-node.

We remark that the partial order enforced by f or b help to rule out cycles in the solution.

1We use the Big-M method to translate implications to linear constraints
2We assume that the cost is symmetrical, i.e., the cij=cji.
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Constraints for RDCMST(N/E). Each LE associated with each MC has exactly one incoming
arc:

∀mi∈M∀ek∈Ei :
∑
ej∈Ni

xijk = 1 (16)

Each MC is connected to at least one of its LEs:

∀mi∈M :
∑
ej∈Ei

xiij ≥ 1 (17)

The total number of arcs in any tree Ti is equal to |Ei|. This is a redundant constraint but its
inclusion can improve the quality of LP relaxation.

∀mi∈M :
∑
ej∈Ni

∑
ek∈Ei,ej 6=ek

xijk = |Ei| (18)

If an arc from ej ∈ Ei to ek ∈ Ei is selected then the length of the path from mi to ek is equal to
the sum of the lengths from mi to ej plus the length between ej and ek

∀mi∈M∀{ej ,ek}∈Ni
: xijk = 1⇒ f ik = f ij + djk (19)

If an arc from ej ∈ Ei to ek ∈ Ei is selected then the length of the path from ej to any leaf-node
through ek is greater than or equal to the sum of the lengths from ek to any of its leaf-node plus
the length between ej and ek.

∀mi∈M∀{ej ,ek}∈Ni
: xijk = 1⇒ bij ≥ bik + djk (20)

At any node in the tree the length of the path from a MC mi to a LE ej and the length of the
path from ej to the farthest LE should be less than or equal to λ.

∀mi∈M∀ej∈Ni : f ij + bij ≤ λ (21)

Constraints for RDCMSTN. If an arc from ej ∈ Ei to ek ∈ Ei is selected then it means that the
node j is used by node k to reach to the facility i.

∀mi∈M∀{ej ,ek}∈Ni
: xijk = 1⇒ yijk = 1 (22)

If a node j is in the path between the facility i and k and k is in the path between the facility i
and l then it means j is also in the path between the facility i and l.

∀mi∈M∀{ej ,ek,el}∈Ni
: yijk = 1 ∧ yikl = 1⇒ yijl = 1 (23)

Constraints (16)-(21) are required for solving RDCMST(N/E) problem. In addition to these we
also need to enforce constraints (22)-(24) for enforcing node-disjointedness and constraint (25)
for enforcing edge-disjointedness.
If mk and mk′ are the facilities of the client k, then any client j can only appear in at most one
path: Therefore, we enforce the following constraint:

∀{mi,mi′}⊆M∀{ej ,ek}∈Ei∩Ei′
: yijk + yi

′
jk ≤ 1 (24)

Constraints for RDCMSTE. We would like to remark that replacing Constraints 22-24 with the
following would result in enforcing edge-disjointedness between the two paths.

∀{mi,mi′}⊆M∀{ej ,ek}∈Ei∩Ei′
: xijk + xi

′
jk ≤ 1 (25)

The above constraint enforces that if mi and mi′ are the facilities of the client j, and if there
exists any path in the subnetwork associated with the facility i that includes the arc 〈ej , ek〉, then
facility i′ cannot use the same arc.
Objective. The objective is to minimise the total cost.

min
∑

mi∈M

∑
{ej ,ek}⊆Ei

cjk · xijk (26)
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Figure 12: Move operators for the LS algorithm

Solution Approach

Constraint-based local search has been recently introduced as an alternative solution to effi-
ciently tackle many network design problems [9, 21] ranging from telecommunications to trans-
portations, and VLSI circuit design. In particular, we have designed an efficient local-search
algorithm to provide solutions with different protection levels.
The local search (LS) algorithm starts with an initial solution and iteratively improves the solution
by performing small changes. A move operator guides the algorithm towards better solutions.
In [9] node and subtree operators are formally described. Figure 12 shows an example of the
moves in the LS algorithm using the tree depicted in Figure 12(a) as an initial solution. For each
operator grey (resp. black) arrows denote the state of the affected nodes before (resp. after)
applying the move operators, and the dashed line shows how the node/subtree is located from
one location in the tree to another.
Node operator. (Figure 12(b)) moves a given node ei from the current location to another in the
tree. As a result of this, all successors of ei will be directly connected to the predecessor node
of ei. ei can be placed as a new successor for another node or in the middle of an existing arc
in the tree.
Subtree operator. (Figure 12(c)) moves a given node ei and the subtree emanating from ei
from the current location to another in the tree. As a result of this, the predecessor of ei is not
connected to ei, and all successors of ei are still directly connected to ei. ei can be placed as a
new successor for another node or in the middle of an existing arc.
Empirical results suggest that the subtree operator outperforms the node operator [9]. In the
remaining part of this section we therefore focus on using the subtree operator when enforcing
node-disjointedness and edge-disjointedness constraints.
The LS algorithm uses the move-operators in two different phases. In the intensification phase
a subtree is selected and it is moved to another location that provides the maximal improve-
ment in the objective function. In the perturbation phase both a subtree and its new location are
selected randomly in order to diversify the search by adding noise to the current incumbent so-
lution. In order to complete the intensification and diversification phases, the sub-tree operator
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requires four main functions: removing a subtree ; checking whether a given solution is feasible
or not; inserting a subtree; finding the best location of a subtree in the current tree network.

Additionally, the LS algorithm is equipped with an incremental way of maintaining information
related to checking constraints and computing the cost of the assignment. For the length con-
straint it is necessary to maintain for each node ej its f ij , i.e., the length of the path from a
facility i to its client (or node in the tree) j, and bij , i.e., the length of the path emanating from ej
down to the farthest leaf from ej . These two lengths are updated after removing and inserting
a subtree in the tree. For enforcing the edge-disjointedness constraint between the two paths
of a client we need to maintain the predecessor of each client in each tree associated with
each facility and enforce that the two predecessors of each client must be different in the two
trees associated with its two facilities. For enforcing node-disjointedness constraint between
the paths of each client to its two facilities it is necessary to maintain all the nodes occurring
in each path except source and target. This is done by maintaining the transitive graph and
ensure that there is no common node.

We now describe the complexities of the remove, insert, feasibility check and best location op-
erations performed during search w.r.t. distance, edge-disjointedness and node-disjointedness
constraints respectively.

Remove. To remove a subtree emanating from a client ej of the tree associated with the
facility mi it is necessary to update bij′ for all the nodes j′ in the path from the facility mi

to the predecessor of the client ej . Thus, the complexity of this operation for the distance-
constraint is linear w.r.t. the number of nodes in the tree. For edge-disjointedness constraint
the complexity is constant as it would require to update the predecessor of the node ej . For
the node-disjointedness constraint, the transitive graph is updated. This is done by removing
all the transitive links between any node in the path from the facility mi down to the client ej
and all the nodes occurring in the subtree starting at node ej . The time-complexity for the
node-disjointedness constraint is therefore quadratic.

Insert. The complexity of inserting a subtree as a child of node ej is the same as the complexity
of the remove operation. For the node-disjointedness constraint, it involves adding the transitive
links between each node in the path from the facility down to ej and each node in the subtree
emanated from ej . For the edge-disjointedness constraint the operation involves updating the
predecessor of the node ej . For the distance-constraint this operation requires to update f ij′ for
all the nodes j′ in the subtree emanating at ej , and bij′ for all the nodes j′ occurring in the path
from the facility node down to the node ej .

Feasibility. To verify the consistency of the node-disjointedness constraint we need to check
that any node in the path from the facility down to the potential predecessor of ej is not transi-
tively connected to any node of the subtree in any other tree corresponding to other facilities.
This is done by checking the occurrence of the links corresponding to the pairs of nodes oc-
curring in the transitive graph. As the number of links can be quadratic, the time complexity
is quadratic. Additionally, if the node ej is breaking an existing arc 〈ep, eq〉, it is necessary to
check that ej is not transitively connected to any node in the subtree emanating from eq. The
complexity of checking edge-disjointedness constraint is constant as it involves only checking
the predecessor node of ej in the trees associated with its two facilities. The complexity of
checking distance constraint is constant as it involves only checking if the sum of f ij and bij is
less than λ.

Best Location. Selecting the best location for a given subtree involves traversing all the nodes
of the tree associated with the facility and selecting the one that maximises the reduction in
the cost. Therefore, the time complexities of finding the best location with respect to distance
and edge-disjointedness constraint are linear w.r.t. the number of nodes of a given tree as their
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Distance Edge-disjoint Node-disjoint Amortised Node-disjoint

Remove O(n) O(1) O(n2) O(n2)
Feasibility O(1) O(1) O(n2) O(n)
Insert O(n) O(1) O(n2) O(n2)
Best Location O(n) O(n) O(n3) O(n2)

Table 5: Complexities of subtree operator for distance, edge-disjointedness and node-disjointedness
constraints

complexities of feasibility checking is constant. The time complexity of finding the best location
with respect to node-disjointedness constraint is cubic w.r.t. the number of nodes of a given
tree as the complexity of feasibility is quadratic.

The complexities for feasibility checking and finding the best location as described above for the
node-disjoint constraint do not make any assumption on the order in which different locations
of the tree are explored. Here by locations we mean the set of nodes which can be valid parent
candidates of the subtree starting from ej and the set of links 〈ep, eq〉 where ep is a valid parent
candidate and eq is a valid child candidate of ej . It can be shown that the amortised complexities
can be reduced to quadratic if the nodes in the tree are traversed in a top-down (e.g., depth-
first) manner and the links are traversed in a bottom-up manner [8]. The basic idea is to first
explore the successors of a node ep in a top-down manner only when there is no existing link
in the transitive graph between ep and any node of the subtree in a top-down manner. For
exploring links, the basic idea is to explore a link 〈ep, eq〉 only if ep is a valid parent candidate
for the node ej of a given subtree and there is no link from ej to eq in the transitive graph. If
〈ej , eq〉 is exists in the transitive graph then subsequently all the links involved in the path from
the facility to ep would not be feasible either. Thus, the amortised time complexity of feasibility
checking is linear and, consequently, the amortised complexity of BestLocation is quadratic.

In this section we evaluate the cost of the network as the total required fibre cost in km for a
particular solution. To evaluate the trade-off between (a) cost and protection and (b) customer
coverage and cost in the network design, we study the following three scenarios: (1) cost when
100% of the customers are dual-homed, edge and node disjoint protected; (2) cost of mixed
dual-homed with edge and node disjoint protection; (3) cost of dual-homed, edge and node
disjoint protections with a limited population coverage. Informally speaking, in the first scenario
the entire set of customers (i.e., residential, business, macro and micro cells) are connected
to the two MCs using node and edge disjoint paths from their respective LEs to reach the
two MCs. The second scenario provides dual-homed solutions with edge (and node) disjoint
protection to certain percentage of the population, the remaining portion of the population is
dual-homed but not necessarily edge (and node) disjoint protected. In this scenario we start
with a fully dual-homed solution and systematically protect customers with edge/node disjoint
paths until reaching a fully edge/node-disjoint solution. And the last scenario analyses the cost
of maintaining dual-homed solutions with edge and node protection but limiting the popula-
tion coverage, e.g., providing a fully edge-disjoint solution to 70% of the population and the
remaining 30% is dual-homed protected.

We recall that the any solution that is node disjoint protected is also edge-disjoint and dual-
homed protected, and any solution that is edge disjoint protected is also dual-homed protected.
Additionally, all solutions explored in this chapter are at least dual-homed protected. Table 6
reports the solution for dual homing, edge and node disjoint solutions with different MC con-
figurations. In this case 100% of the customers are node and edge disjoint protected and the
solutions also cover the entire population of the country. As expected, the total required fibre
cable decreases as we increase the number of MCs, e.g., a dual-homed solution with 18 MCs
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|MC| Dual Homing Edge Disj. Node Disj

18 16,626 17,161 19,736
Ireland 20 16,421 16,885 19,508
|E| = 1,121 22 16,251 16,778 19,156

24 15,700 16,179 18,482

75 64,347 66,521 78,544
UK 80 63,779 65,579 77,269
|E| = 5,393 85 62,366 64,357 76,003

90 60,941 63,001 74,146

140 88,071 91,265 111,885
Italy 150 86,701 89,780 110,178
|E| = 10,708 160 86,736 89,891 109,906

170 85,728 88,865 108,122

Table 6: Required cable length (in km) for each protection mechanism

requires 16,625 km of cable while 24 MCs only requires 15,700 km. Additionally, it is worth
noting that the extra cost of a fully edge-disjoint solution w.r.t. dual homing is on average 2.9%
for Ireland, 3.0% for the UK, and 3.4% for Italy, while the strongest protection (i.e., node dis-
joint) increases the cost w.r.t. dual homing on average 15.4% for Ireland, 17.8% for the UK, and
21.0% for Italy.

We now move our attention to Figure 13. In this figure we evaluate the cost of mixed levels
of protection. We analyse the cost of providing edge/node-disjoint protection to a certain per-
centage of the customers in a given country while the remaining portion of the customers are
dual-homed protected. The x-axis indicates the percentage of customers node/edge disjoint
protected (resp. 100-x% indicates the percentage of customers dual-homed protected), and
the y-axis indicates the extra cost of the indicated protection level w.r.t. to a fully dual-homed
solution.

In this figure, we observe that the extra cost of providing edge-disjoint protection to 20% of the
customers is nearly negligible w.r.t. a fully dual-homed solution for the three countries (i.e.,
0.13% for Ireland, 0.2% for the UK, and 0.3% for Italy), and the relative extra cost of a fully
edge-disjoint solution is only up to 2.9% for Ireland, 3.0% for the UK, and 3.4% for Italy. On the
other hand, the extra cost of providing node-disjoint solutions to 20% of the customers is up
to 2.6% for the three countries, and extra cost slightly increases to up to 11% when providing
node-disjointedness to 60% of the customers, and up to 15.5% extra cost is observed when
providing node-disjoint protection to 80% of the customers.

Finally, Figure 14 studies the trade-off between limited customer coverage (e.g., at-least 60% of
the customers) and the required cable to provide fully dual-homed, edge/node disjoint solutions.
Interestingly, limiting coverage to 80% of the customers requires a total of 12,100 km (node-
disjoint), 10,570 km (edge-disjoint) and 10,310 km (dual-homing) of fibre cable for Ireland.
Overall, we have observed that when limiting coverage to 80% of the customers for Ireland we
reduce the total cost (w.r.t. the solution covering all customers) to 61.2% (dual-homing), 57.3%
(edge-disjoint), and 37.4% (node-disjoint); for the UK the reduction for the same percentage of
customers is 166.6% (dual-homing), 157.9% (edge-disjoint), and 111.1% (node-disjoint); and
for Italy the reduction for the same percentage of customers is 85.8% (dual-homing), 77.9%
(edge-disjoint), and 44.7% (node-disjoint).
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(a) Ireland with 18 MCs (b) UK with 75 MCs

(c) Italy with 140 MCs

Figure 13: Mixed protection levels, starting with a solution where all customers are dual-homed but
not necessarily edge/node protected and systematically guaranteeing edge/node protection to a certain
proportion of the population

(a) Ireland with 18 MCs (b) UK with 75 MCs

(c) Italy with 140 MCs

Figure 14: Trade-off between limiting customer coverage and total required cable fibre of the network,
systematically moving from 60% to 100% coverage of the population
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Main empirical findings

In this section we have studied the the trade-off between the cost of the network and mixed lev-
els of protection. We start with a fully dual-homed solution and systematically provide edge/n-
ode disjoint protection to a portion of the customers. The extra cost of edge-disjoint protection
is relatively small w.r.t. to fully dual-home solution, and as expected increasing node-disjoint
support also increases the deployment cost of the network. For instance, the extra cost of
mixed levels of protections ranges 0.13% to 0.3% (resp. 2.9% to 3.4%) when providing 80%
of the customers with dual-homing support and the remaining 20% with edge-disjointedness
(resp. node-disjointedness). providing 80% of the customers with dual-homing support and
the remaining 20% with edge-disjointedness (resp. node-disjointedness). 3.4%) provide an
edge-disjoint (resp. node-disjoint) solution to at least 20% of the customers. Additionally, we
also studied the impact in the cost of limiting coverage to a certain portion of the customers. It
is important to highlight the reduction in the total cost of up to 166% (w.r.t. full coverage with
dual-homing) when limiting coverage to 80% of the customers for the Italian network.

2.4 Summary

In this chapter we reported on different (improved) ways of optimising the number, location,
and size of metro-core nodes in the DISCUS architecture, including the assignment of local
exchanges to these active nodes.

Clearly, it strongly depends on the considered side constraints how these MC node distributions
look like and what their characteristics are. We refer to Table 7 for a summary of some of the
MC node distributions used in this and the next chapter (also see Table 1). In fact, these
solutions can be seen as the basis for all studies in this deliverable. Notice that very often we
use variations of these distributions with different number of MC nodes for sensitivity analysis.

In Table 7 different LR-PON reach constraints and different resiliency levels are considered. We
report on maximum LE-to-MC distances (assuming 10 km for the customer-to-LE routing). We
further state the allowed number of customers at each MC node as a customer interval as well
restrictions on the allowed LE-to-MC assignments. Dual homing refers to a connection of each
LE to two different MCs while for Disjoint Dual homing only (maximally) disjoint connections are
allowed, see [3] for details and definitions. In some cases solutions have been obtained with
the strong restriction of Regional assignments, that is, LE-to-MC assignments were not allowed
to leave administrative boundaries. We considered the 20 regions (regioni) in Italy and the 50
provinces of Spain (provincias), see also [3]. For most of the solutions in Table 7, however, we
ignored regional boundaries. As mentioned in Section 2.1 we tried to avoid very small nodes
for some of the reference countries. For the UK we had to relax a subset of the assignments in
Northern Scotland (Relaxed assignments).
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Country LE-MC-km MC size Assignments MCs

UK 115 km [0,∞] Dual homing 45
UK 90 km [0,∞] Dual homing 65
UK 115 km [0,∞] Disjoint Dual homing 75
UK 90 km [0,∞] Disjoint Dual homing 95
UK 115 km [0, 2Mio] Disjoint Dual homing 86
UK 90 km [0, 2Mio] Disjoint Dual homing 98
UK 115 km [0, 1Mio] Disjoint Dual homing 106
UK 90 km [0, 1Mio] Disjoint Dual homing 114
UK 115 km [100K, 2Mio] Disjoint Dual homing, Relaxed 53
UK 115 km [100K, 1Mio] Disjoint Dual homing, Relaxed 73

Spain 115 km [0,∞] Dual homing, Regional 95
Spain 90 km [0,∞] Dual homing, Regional 155
Spain 115 km [0,∞] Disjoint Dual homing, Regional 179
Spain 90 km [0,∞] Disjoint Dual homing, Regional 257
Spain (continent) 115 km [0, 2Mio] Disjoint Dual homing 109
Spain (continent) 115 km [0, 1Mio] Disjoint Dual homing 110

Italy 115 km [0,∞] Dual homing, Regional 80
Italy 90 km [0,∞] Dual homing, Regional 120
Italy 115 km [0,∞] Disjoint Dual homing, Regional 116
Italy 90 km [0,∞] Disjoint Dual homing, Regional 171
Italy 115 km [100K, 1Mio] Disjoint Dual homing 111
Italy 115 km [100K, 2Mio] Disjoint Dual homing 111
Italy 115 km [0, 1Mio] Disjoint Dual homing 111
Italy 115 km [0, 2Mio] Disjoint Dual homing 111

Ireland 115 km [0,∞] Dual homing 12
Ireland 90 km [0,∞] Dual homing 17

Table 7: MC active nodes necessary to connect customers to LR-PONs using the DISCUS architecture.
We report on maximal LE-to-MC distances in kilometre, constraints on the MC size (stated as an interval
of customers; [0,∞] means no constraint), the resiliency level, the allowed assignments, and eventually
the number of MCs
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3 Wireless integration studies

In this chapter, we will try to answer the question whether or not the DISCUS LR-PON is suit-
able for wireline/wireless convergence, that is, whether it is feasible from the techno-economic
point of view to integrate the backhauling or fronthauling of wireless networks into the DISCUS

architecture. We will build our findings on approximate but nation-wide deployments of base
stations in different reference countries as well as reasonable hardware and cost models for
wireless integration. We will prove that the main driver for cost-effective wireless integration is
to share LR-PON resources with wireline services.

(a)

(b)

Figure 15: Fixed-mobile convergence scenarios using LR-PONs for (a) Distributed and (b) Centralised
baseband processing.

Two main approaches for mobile networks determine the most relevant constraints in the wire-
line/wireless integration problem. These approaches are:

• Distributed baseband processing. In this approach, the radio-frequency signals coming
from the antennas are processed in the Base Station and the connection to the metropoli-
tan network is an Ethernet/IP interface.

• Centralised baseband processing. In this approach, the radio-frequency signals are sam-
pled and transmitted digitally from the Remote Radio Heads (RRH) to a remote location
where the baseband processing is performed. In this case, the connection of the RRHs
to the metropolitan network is a Digital Radio over Fibre (D-RoF) interface.

Figure 15 shows how both approaches can be integrated into the DISCUS LR-PON access
architecture. In both cases, the antenna sites act as PON clients. For DRAN the backhauling
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link between the base band unit and the metro-core node is integrated into the PON. In case of
CRAN it is the fronthauling link between the remote radio head (RRH) and the centralised base
band unit at the metro-core node that uses the PON infrastructure.

The centralisation of the base-band processing of radio networks in Centralised RAN appeared
as an alternative to traditional Distributed RANs because the former may reduce capital and
operational cost, as well as facilitate the implementation of advanced radio features such as
Coordinated Multi-Point (CoMP) transmission and reception.

In centralised radio access networks (CRAN), the antenna sites are simplified with remote radio
heads with no base-band processing, in opposite to the distributed RAN (DRAN). This allows
CRAN to achieve a more easy installation of small RRH, also allowing to reduce the overall
base-band processing resources due to the statistical gain of centralisation. In this chapter, we
will assume throughout that the centralised Base-Band Unit is located at the DISCUS metro-core
node.

Nevertheless, it is well known that the demand of transport resources to deliver the signals from
the RRH to the BBU, where the fronthauling signals are processed, increases drastically. This
may reduce the opportunities for CRAN to be a cost-effective scalable solution when considering
4G and 5G scenarios with ultra-high speed capacity (1-10 Gbps) offered to the mobile user
equipment in the radio layer. Due to the high split ratio and scalable capacity of DISCUS
LR-PONs, the support of DRAN services by the fixed fibre network seems a feasible and cost-
effective approach for fixed-wireless convergence. Nevertheless, DISCUS LR-PONs open also
a new possibility for a cost-effective fixed-wireless convergence with CRAN, because a high
number of high speed common public radio interface (CPRI) signals can be transported into
the same LR-PON using dedicated wavelengths in a Point to Point fashion, instead of requiring
dedicated fibre links.

In this chapter, we will design a nation-wide tentative deployment of radio access networks in
order to assess the impact of wireless integration into the DISCUS long-reach PON architecture.
It is clearly beyond the scope of this deliverable to plan the radio access in all detail for an entire
nation. However, we wish to identify the main cost-drivers and optimise the corresponding
required resources.

In Section 3.1, we start by showing how to approximate antenna site distributions on a nation-
wide scale for the UK, Spain, Italy, and Ireland. Based on these sites and the parameters
stemming from bandwidth and latency constraints in DRAN and CRAN solutions, we show how
to optimise and evaluate wireless integration into the DISCUS architecture in Section 3.2.

3.1 Nation-wide cellular layouts

In this section we show how we provide reasonable distributions of antenna sites for the coun-
tries Spain, Italy, UK, and Ireland. We further elaborate how the chosen parameters influence
the resulting cell deployment.

Introduction to cellular layouts

In order to study DRAN versus CRAN deployment and cost we start from a nation-wide distri-
bution of antenna sites. Distributing the base stations and antennas to achieve full coverage
within a country is clearly a non-trivial task. Locally, it depends on cellular layout, antenna
parameters such as antenna height, azimuth direction, or beamwidth, as well as regional char-
acteristics such as mountains or buildings. Globally, it is further complicated by the fact that
the reach of the antennas and the corresponding cell radii typically depend on the considered
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(a) (b) (c)

(d)

Figure 16: Cellular network layouts, Tessellation types: (a) triangle, (b) square, (c) hexagonal, (d)
clover-leaf layouts. The figures are taken from [18]. Arrows indicate the number of sectors and the
corresponding antennas main direction and beamwidth.

geo-type. Dense urban areas contain many base stations with small reach antennas (cell radii
below 500m) to serve a large amount of customers within a small area, while rural areas are
served with only a few antennas and cell radii of a few kilometres.

From the mathematical perspective, given a certain cellular layout such as a triangles, squares,
or hexagons, covering a country with cells can be seen as a tessellation of the plane, see
Figure 16. Clearly, triangles or hexagons are just theoretical concepts; cell coverage in practice
is far more complex. However, the cellular layouts shown in Figure 16 have been studied
extensively. See for instance [18, 19, 27, 28, 29] and the references therein. Since these
simplified tessellation types show important layout characteristics such as the positioning of
antennas to each other, the number of sectors, and the antennas beamwidth, they have been
shown to be crucial to analyse aspects such as interference between neighboured cells in
detail.

Among others, Itkonen et al. [18] perform a numerical analysis of different cellular network
layouts indicating that hexagonal clover-leaf layouts are superior over triangular, square and
other hexagonal layout alternatives in case of radio access networks based on code division
multiple access (CDMA), see Figure 16. Network layouts beyond the ones from Figure 16 are
shown and compared recently in [22].

Definitions, parameters, and nomenclature

Our deployment of antenna sites will mainly follow the mentioned 3-sector hexagonal clover-leaf
layout. Each sector antenna spans a hexagon as shown in Figure 17 such that the antenna
site sits on the edge of the three hexagons. In the following, if we speak of a (three-sector)
macro cell, we refer to these three hexagons; the grey area in Figure 16(d). The radius of a
macro-cell is given by the reach of the sector antennas, which results in a site-to-site distance
of 1.5 times the radius, see Figure 17. In the resulting grid of antenna sites two rows have a
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Figure 17: Clover leaf layout: Sector and cell structure. The site-to-site distance is 1.5 times the site
radius. This radius corresponds to the diameter of the shown hexagons, which in turn corresponds to
the reach of the individual sector antennas.

distance of 3
√
3/4 ∼ 1.3 times the macro cell radius.

Notice that we will use the terms macro cell, antenna site, and base station as synonyms
throughout this deliverable, that is, the antenna site houses one base station and spans one
macro cell (of one technology), which is of course not the case in practice. However, this
simplification assumption should be feasible for the presented studies as we compare single-
operator, single technology deployments.

Geo-Type Homes/km2 cell radius (m)

Dense Urban ≥ 4,000 250
Urban 2,000 - 4,000 500
Sub-Urban 500 - 2,000 1,000
Rural 10 - 500 2,000
Sparse Rural 0 - 10 10,000

Table 8: Cell model based on population density

Macro cell radii can be adjusted by changing antenna characteristics such as tilt and
beamwidth. As mentioned above, they mainly depend on the population density and local
area topology. We decided to fix the cell radii to the values defined by Table 8. We consider
five geo-types: Sparse Rural, Rural, Sub-Urban, Urban, and Dense Urban, which are defined
by the number of households per square kilometre. Depending on the local geo-type we deploy
antenna sites with the radius given by Table 8. This automatically leads to a very dense distri-
bution of sites in (dense) urban areas and a very sparse distribution of sites in (sparse) rural
regions.

The attentive reader will have noticed that the problem of deploying antenna sites within a
given country is not yet well-defined. First of all it is not clear how to compute the geo-types.
In fact, it is arbitrary how to cover a country with 1 km2 boxes. Moreover, it is not clear how to
deal with country borders. The situation is further complicated by the fact that for most of the
countries we do not have the exact position of all households. That is, geo-types can only be
approximated depending on the available data.

We will present two different ways of deploying the antenna sites; the first is based on solving
a facility location problem. It does not focus so much on regular tessellations as in Figure 16
but concentrates on the actual coverage of each site. The second is a heuristic that starts from
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a regular tessellation assuming a single geo-type (e.g. Rural) and adds or removes sites if
necessary, that is, if the geo-type actually differs.

We will use the second method for our deployment but we believe that the first approach is
worth mentioning as it is very elegant and general. It might be interesting whenever cell radii
are not multiples of each other and if the population density changes often in a given region.

For both methods we use a description of the given country or region as a (typically non-convex
and simple) polygon R (or several polygons if necessary). It is further important to be able to
decide whether a given coordinate point is contained in R or not, which can be done very fast
also for large polygons with many edges using the famous crossing number algorithm [23].

Macro cell deployment by facility location

First of all we discretise the problem, that is, we consider a finite but fined-grained regular gridG
in the given region R, see Figure 18. In the first step we compute the geo-type of each of the
grid points by counting the households around the point. We are not necessarily using 1km2

boxes. The boxes to decide about the geo-type might be larger. They are adapted to the width
of the grid and also to the available data, see below. Of course we align the parameters from
Table 8 accordingly.

Clearly, if we place a macro cell on one of the grid points g ∈ G, then a certain number of grid
points N(g) ⊂ G in the neighbourhood of g is covered by the corresponding antenna signals.
The size of the neighbourhood N(g) depends on the geo-type of the site and the resulting cell
radius, see Table 8.

(a) (b)

Figure 18: Cell deployment in the Barcelona region. The colours correspond to the geo-types; white:
Sparse Rural, yellow: Rural, light-orange: Sub-Urban, orange: Urban, red: Dense Urban; (a) Initial grid
G (b) Resulting antenna site deployment

The task now is to cover all grid points by the neighbourhood (coverage area) of at least one
site while minimising the number of sites. This is a classical facility location problem [13, 16, 25]
and can be formulated as follows:
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min
∑
g∈G

xg∑
g∈G,h∈N(g)

yhg ≥ 1 ∀h ∈ G (27)

yhg ≤ xg ∀g ∈ G, h ∈ N(g) (28)
yhg, xg ∈ {0, 1} ∀g ∈ G, h ∈ N(g)

Variables xg are binary site opening variables, while the binary variables yhg indicate whether
or not grid point h is covered by an antenna at grid point g. Constraints (27) guarantee that
each grid point is covered by at least one antenna and (28) open the sites if necessary. The
objective minimises the number of opened sites.

Notice that the structure of the neighbourhood N(g) may be the one shown in Figure 16(d)
and Figure 17 (all grid points covered by the three hexagons) but may also define any other
coverage area, for instance a circle, which makes this approach so general.

However, the approach works only if the initial grid G is fine-grained enough. In fact, it should
allow neighboured Dense Urban grid points to cover the area in-between. That is, in general
the distance between neighboured grid points should be at most 1.5 times the radius of Dense
Urban cells, so G should follow a deployment of sites as in Figure 17 assuming cell radii for
the Dense Urban geo-type or be even more fine-grained. This means that G contains several
million grid points for countries like Spain or Italy and around a billion possible assignments
of grid points to sites. The resulting problems turn out to be intractable unless the number of
possible assignments is (heuristically) decreased or the region itself is chosen small enough.

In fact, if we formulate the problem like this, we ignore that most of the area of the considered
countries is actually Rural that neighboured grid-points most likely have the same geo-type,
and that the cell radii in Table 8 are multiples of each other.

Heuristic macro cell deployment

With our heuristic cell deployment we start from a regular grid as in Figure 18 assuming a
regular Rural tessellation with macro cells of radius 2 km. This is based on the observation that
most of the area in the considered countries is of geo-type Rural. Notice that the horizontal
distance of consecutive grid points is 3 km (1.5 times the radius). The heuristic then consists
of three essential steps:

1. Compute the actual geo-type geo(g) of each of the grid points g by counting the num-
ber of households in a box around g. Let r(g) be the macro cell radius from Table 8
corresponding to geo(g).

2. Iterate the grid points g ∈ G. If r(g) < 2km, that is, if geo(g) is either Sub-Urban, Urban,
or Dense Urban, then a single antenna at g does not suffice to cover the neighbourhood
of g. If A(Rural) is the area covered by a Rural antenna site and A(geo(g)) the area
covered by a site of geo-type geo(g), then dA(Rural)/A(geo(g))e gives the number of
required antenna sites. We use the clover-leaf layout (Figure 17) to distribute these sites
in the considered area around g. For each new site we check whether it is contained in
the countries polygon R.

3. Randomly chose one of the grid points g of type Sparse Rural. We place a Sparse Rural
site at g. This yields a coverage area of A(SparseRural) larger than A(Rural). Remove
all grid points and antenna sites in this area from G and iterate.
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Country Total SparseRural Rural SubUrban Urban DenseUrban

Spain Grid Points 65,289 43.4% 53.5% 2.8% 0.2% 0.1%
Macro cells 34,689 5.1% 61.8% 20.5% 6.8% 5.8%

Italy Grid Points 42,676 11.1% 84.1% 4.4% 0.3% 0.1%
Macro cells 41,276 1.0% 71.0% 17.9% 4.9% 5.2%

UK Grid Points 34,638 23.4% 67.1% 7.7% 1.5% 0.3%
Macro cells 44,309 1.2% 42.4% 24.1% 18.7% 13.7%

Ireland Grid Points 13,539 2.45% 92.9% 4.07% 0.48% 0.04%
Macro cells 7,178 2.54% 89.8% 3.91% 2.38% 1.32%

Table 9: Macro cell deployment: We report on the number of initial grid points (3 km grid) and the
resulting number of deployed macro sites together with the distribution among the different geo-types.

Notice that the tessellation with Sparse Rural antenna sites in Step 3 does not necessarily
follow a regular clover-leaf structure. Figure 18 shows an exemplary deployment using our
heuristic in the Barcelona area.

Table 9 provides detailed numbers of the cell deployment for the countries Spain, Italy, UK, and
Ireland. It can be seen that most of the countries area is Sparse Rural and Rural. Clearly,
among the eventual macro cells there are only few Sparse Rural because of the large radius.
In contrast, the few Dense Urban regions create a significant number of cells because of the
small cell radius. The deployment depends strongly on the considered country. While Ireland
is relatively Rural the Dense Urban regions in the UK eventually dominate w.r.t number of cells.
The number of sites in Table 9 is larger than those deployed today in the considered countries
(less than 40,000). They are, however, in the same order of magnitude.

Complete versus incomplete data

As mentioned above, for most of the countries the data is incomplete. Only for Ireland geo-
graphical coordinates of households were available to us. For all other countries we are only
given coordinates of the local exchanges together with the number of connected households.

This creates a problem when estimating the geo-type at a given grid point. Clearly, we can use
the population density information from the local exchanges and count the households at local

exchanges within boxes of given diameter. However, it might happen that in a Dense Urban
region a grid point is more than 1km away from the next local exchange. In contrast, grid points
close to local exchanges in Sparse Rural regions might be taken for Rural or even Urban.

For this reason we adapt the geo-type classification for UK, Spain, and Italy. Given a grid point
we start with a box of 2 km with the grid point in the centre to estimate the geo-type. We then
increase the radius to 10 km. We only change the geo-type in this iteration if the change is
towards a more urban geo-type (higher population density).

For Ireland, however, we can use very small boxes for a very fine-grained geo-type classifi-
cation. In our algorithms we go down to boxes with a width of 1 km. In fact the algorithm
for antenna deployment in Ireland is slightly different to the one presented above. Also the
treatment of Sparse Rural sites is different (not random), which leads to a more regular distri-
bution. However, the two methods are eventually very similar and the resulting numbers almost
identical such that we omit the details here.

Figure 19(a) shows the distribution of geotypes and Figure 19(b) shows the location and cov-
erage of the macro cells in Ireland. Visually, it can be observed that the majority of the country
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(a) Geotype distribution (b) Macro Cells distribution

Figure 19: Geotype and Macro cell distributions in Ireland, black denotes Sparse Rural geotype (resp.
Macro cells), remaining geotypes (resp. Macro cells) are depicted in red, increasing intensity from dark
red (Rural) to light red (Dense Urban)

Figure 20: Macros cells in Dublin city

is covered with Sparse-rural and rural macro cells, the former cover about 7.6% and the latter
about 43.4% of the Irish population. On the other side, only 16 dense-urban areas can be com-
puted in Ireland. These areas are geographically distributed in Dublin, Cork, and Waterford,
and the geotype covers 2.7% of the population. In the last figure, we observe a concentra-
tion of dense urban macro cells close to O’Connell Street, followed by urban macro cells, and
sub-urban macro cells. Additionally three sparse rural macro cells (in black) can be identified
towards the south of the city. Additionally, Figure 20 shows the location of macro cells and their
coverage in Ireland for the different geo-types. This figures shows the antennas in a particular
area in Dublin city centre (i.e., 40 km radius from O’Connell Street).
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3.2 Deployment of CRAN and DRAN

The main target of this section and the studies in Section 3.3 and 3.4 is to compare distributed
RAN (DRAN) with centralised RAN (CRAN) solutions. We will clarify how we approximate nation-
wide deployments in order to evaluate and compare the two architectures. We also make some
notes on the problem structure and give insights into the expected PON and resource usage.

In order to achieve the feasibility of wireless-wireline integration, technological and architec-
tural constraints of mobile and fixed networks must be analysed in detail. The general latency
and bandwidth requirements of wireless and wireline services and the impact of LR-PONs
architecture to the mobile requirements have been examined in Deliverable D4.3 [4]. These
requirements result in specific constraints and capacity requirements that we have to respect
in the optimisation methodology.

Parameters

In order to perform an optimisation study and a comparison study between CRAN and DRAN

using LR-PONs, we focus on a future RAN scenario (2020 and beyond), also see [6, 7]. This
includes the offer of a peak access of 1 Gbps at the radio layer per cell. For DRAN, a statistical
aggregation efficiency of 3.2 per antenna site is assumed, thus up to 32 antenna sites could
share the same 10 Gbps channel in a single LR-PON to perform the backhaul of the IP traffic.

In order to achieve the same throughput in the CRAN approach, the required fronthauling ca-
pacity for each sector is around 25 Gbps, thus we assume a 1/3 compression ratio [17] in order
to transport the digital RoF (Radio over Fibre) signal from the RRH to the BBU using a 10 Gbps
Point to Point LR-PON channel. Due to latency restrictions required to guarantee the through-
put performance, for CRAN we also consider a limited maximum distance from the RRH to the
BBU of 40km [12]. The complete techno-economical model for this scenario is described in
detail in D2.7 [6].

Translating these assumptions to side-constraints for optimisation we obtain the following

• There is no constraint on the maximum fibre distance between the antenna site and the
metro core node for DRAN. That is, we may use the full LR-PON distance of at most
125-km.

• There is a hard distance constraint for CRAN deployment. The base band unit can only
be centralised at the MC node if the (primary) fibre route from the antenna site to the MC
node has at most 40 km.

• DRAN cells: at most 32 (macro or micro) cells share the same colour in the same PON,
macro and micro cells require one port each.

• CRAN cells: one colour is required per sector, macro cells require three sectors, and micro
cells require one sector, and one port per sector.

• A WDM LR-PON supports up to 40 colours.

• The number of customers and antennas in a PON dependent on the maximum distance
between a customer or antenna and the facility. The relaxation between distance and
PON size is depicted in Figure 23.

We will further make the following additional assumptions:
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(b) 36 MCs and CRAN (74%) - DRAN (26%)

Figure 21: Distance distribution between Macro cells and their primary MC in Ireland. CRAN (resp.
DRAN) cells are located at most (resp. at least) 40 km far from the MC.

• Residential customers will use a different wavelength than DRAN or CRAN cells when in
the same PON.

• DRAN and CRAN cells will use a different wavelength if used in the same PON

Fibre Distance

As pointed out earlier the use of CRAN cells introduces two main extra constraints in LR-PON
deployment. The maximum distance from the MC to the antenna is up to 40 km and it also
might restrict the number ports in the deployment. Certainly, the proportion of CRAN antennas
will change with different MC configuration, however, intuitively we expect that increasing the
number of MCs in a given country will locate antennas near the MC. In Figure 21 we observe
a histogram with the distances between the macro cell and their primary MCs for Ireland with
18 and 36 MCs. In the first case in Figure 21(a) we observe that 43% of the antennas are
within the 40 km limit, and doubling the number of MCs (Figure 21(b)) increases the proportion
of CRANs to 74%. Additional statistics are available in Table 10 with the distances between
macro cells and MCs. We would like to highlight that the median distance is about the 40 Km
threshold for the experiments with 18 MCs indicating that the majority of the cells should label
as DRAN. Certainly, the distance of the antennas also limits the size of the PONs, if a cell
is 40 km far from the LE the PON can have at-most 60 ports as depicted in the distance vs.
split-size trade-off depicted in Figure 23.

MC Min Max Mean Median ≥40 <40

18 0.2 97.0 31.2 31.3 57% 43%
36 1.2 99.7 44.4 43.0 74% 26%

Table 10: General statistics of the distances (in Km) between Macro cells and their Primary MCs for a
total 7,178 cells

Wavelengths

Additionally, the use of CRAN cells might also impact the number of wavelengths in a PON.
For instance, a PON with only CRAN Macro cells will allow up to 13 cells (40 wavelengths; 3
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Figure 22: Macro cells per LE in Ireland with 36 MCs

wavelengths per cell), however, the number of Macro cells per LE is relatively low w.r.t. the
number of customers. Figure 22 shows that the number of macro cell per LE ranges from 0 to
21, however most LEs are loaded with up to 10 macro cells, in fact 1029 (out of 1204) LEs are
loaded with at most 10 macro cells.

Optimisation methodology

A PON consists of an optical line terminal (OLT) at the service provider’s central office and a
number of optical network units (ONUs) near end users. The starting point of a fibre in case
of LR-PON is a MC and the first split will usually occur in the exchange-site. An exchange-site
can support tens of thousands of customers therefore it would also be the location where many
first-level splitters for many PONs are going to be placed. To maintain dual homing each local-
exchange site is connected to a primary and a secondary metro-core node, and therefore all
PONs associated with the local-exchange site would be connected to the same pair of metro-
core nodes. One of the problems is how to partition the customers of the exchange-site to
create a set of PONs.

In the design of a PON there are three main factors that influence the size of a PON. The
optical signal attenuation in a PON is due to the number of users (i.e., customers or antennas);
the maximum length of the fibre between the exchange site and the users; and we use 40
wavelengths per PON.3

The problem is to optimally select a set of Amplifier nodes, Cabinets, and DPs to set a PON by
resolving the trade-off between size of the PON, max. distance between exchange site and its
customers, and wavelengths in a PON. For solving this problem we assume we are given the
following as an input:

• Network (containing the location of customers, antennas, local-exchanges sites, and
metro-core nodes);

• Customers associated with an exchange-site;

• Antennas associated with local-exchange sites;

• Relation between split-size, max. distance, and max. wavelengths;
3A fibre can carry at most 40 wavelengths.
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Figure 23: Relationship between distance and split-size

In the association Antennas local exchanges we label them as CRAN and DRAN accordingly.
The relationship between split-size and max. distance is given in Figure 23, and all customers in
a PON share the same wavelength, 32 DRAN antennas (both Macro and Micro) in a PON share
the same wavelength, and Macro (resp. Micro) CRAN cells require 3 (resp. 1) wavelengths.

Cost-model

For our RAN deployment studies we will mainly have a look at the required resources and
provided percentages of resources required as a supplement to the LR-PONs deployment for
wired customers only. However, it is clearly of interest to also compare capital and operational
expenditures. CRAN is expected to incur higher investment cost in the PON and OLT resources
but a lower antenna site cost and a significant decrease in the operational cost.

When studying cost we will assume that by centralising we can save 50% operational expen-
ditures and 20% capital expenditures, that is, the cost for a CRAN RRH plus the share at the
centralised BBU is 80% of the cost of a DRAN macro site. We will use the cost model given by
Table 11 in addition to the cost model for LR-PON resources from Deliverable 2.6 [3, Appendix,
Table 15]. We assume an ONT port to be available for e120 and e100 for DRAN and CRAN

services, respectively. Based on the OLT card from [3] we estimate an OLT port to e3,000.

Entity DRAN CRAN

Macro site (RRH plus BBU share) e20,000 e16,000
Small cell (RRH plus BBU share) e2,500 e2,000
Opex per macro site per year e35,000 e17,500
Opex per small cell per year e8,000 e4,000

Table 11: Cost model for CRAN and DRAN deployment. CRAN site cost includes the cost for the RRH
and the BBU share.

3.3 A nation-wide study for Ireland

In this section, we study wireless integration using the reference data for Ireland. In case of
Ireland, complete information about the positioning of households is available to us. Together
with the heuristic deployment of antenna sites based on geo-types (see Section 3.1) we are
able to build LR-PONs on a nation-wide scale together with the positioning of splitters and
cable routing in the given trail network. We will of course ignore PON specific detailed aspects
such as man-holes, splicing or floating of cables, micro-ducts, etc., but concentrate on the main
structure of the LR-PONs in terms of cabling, splitting, and port fill. We will also not consider
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Figure 24: Example of a spanning tree deployment rooted at the LE.

all cost factors that are crucial when considering PON deployments but concentrate on those
resources that are affected or differ in a DRAN versus CRAN deployment. For instance, we
will see that we can safely ignore duct resources as the required fibre/cable resources do not
increase significantly enough neither in a DRAN nor in the CRAN approach compared to the
LR-PON deployment based on wired clients only. The few additional cables should fit into
the existing duct structures or those ducts that have been deployed to integrate residential
households into the LR-PONs.

In the following, if we speak of customers, we refer to any wired client of the PON, so residential
households or business customers. This is opposed to the wireless clients, which are the
antenna sites.

Deployment

The LR-PON deployment problem relates to the minimum spanning tree problem with a dis-
tance constraint indicating that the distance from the exchange-side to any node should be at
most a given value. Figure 24 shows an example of the tree, the first level splitters are located
in the LE, and we select a set of potential Cabinets and DPs to cover the entire set of cus-
tomers minimising total fibre cost. We use the cable model from [3] to deploy cable as follows,
see Figure 25:

• Drop cable: from DPs to customers we deploy a 1-fibre cable;

• D-side cable: from the Cabinet to DPs we deploy cables with 4, 8, or 12 fibres. There is
at least one fibre per DP.

• E-side cable: from the Amplifier node (exchange side) to cabinets we deploy cables with
12 to 276 fibres.

We define the number of PONs using the First Fit algorithm [24] by grouping users in the same
DP in the same PON. The algorithm keeps a list of free PONs and, for a given DP di, scans
along the list for the first PON that is large enough to satisfy the constraints (i.e., distance,
split-size, and wavelengths), if no such PON can be found a new empty PON will be added in
the list. Similarly, in the backhaul part we use E-side cable, the number of fibres in the cable
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Figure 25: Different segments in the LR-PON cabling.

varies with the numbers of PONs in the LE. Optimisation plays an important role in this part by
minimising the required cable and splitters.

Broadly speaking, E-side cables feature between 12 and 276 fibres and interconnect the first
level splitter and cabinets; D-side cables feature between 4 and 12 fibres and interconnect
cabinets and Distribution Points (DPs); and Drop cable features a 1-fibre cable and interconnect
DPs and customers or antennas. We recall that we use also E-side cable to interconnect the
first-level splitter and metro-core nodes, c. f. Deliverable 2.6 [3, Appendix, Table 15].

Empirical Results

As pointed out earlier the data from the GeoDirectory in Ireland contains the GPS location
of households in Ireland. According to the Irish central statistics office, in Ireland the most
populated cities are Dublin, Cork, limerick, Galway, and Waterford, being Dublin and suburbs
being the largest urban area cover. rural geo-type areas dominate in Ireland, in Dublin the
average density is 3,498 person (about 1,800 households) per square km, and the average
density for the other four largest cities is only 1,311 person (about 665 households) per square
km [14]. This information is consistent with the results depicted in the previous chapter, where
we observed that sparse-rural and rural geo-types dominate in Ireland, and only a few dense
urban areas were seen in Dublin, Cork, and Waterford.

In Table 12 we present an estimation of the total resources for a nation-wide ODN deployment in
Ireland with and without wireless integration. The column Customers represents the baseline
with only fixed customers, column DRAN shows the equipment (in percentages) required in
addition to support DRAN services, and the column CRAN reports the results supporting a
mixed of DRAN/CRAN services. We consider two scenarios, one with macro cell deployment

Customers

Customers / Macro
18 MC 36 MC

DRAN DRAN CRAN CRAN DRAN DRAN CRAN CRAN
Micro Micro Micro Micro

E-side Cable km 3,466 0% 3% 0% 3% 0% 3% 0% 3%
D-side Cable km 27,101 1% 9% 1% 10% 1% 9% 1% 10%
Drop Cable km 941,770 1% 10% 1% 10% 1% 10% 1% 10%
Backhaul Cable km 119,599 0% 0% 0% 0% 0 0% 0% 0%
Amplifier Nodes 5,576 3% 7% 3% 17% 3% 7% 3% 13%
Cabinets 17,621 1% 5% 1% 6% 1% 5% 1% 6%
DPs 136,654 1% 6% 1% 6% 1% 6% 1% 6%
ONTs 2,177,438 1% 6% 6% 6% 1% 6% 6% 6%
OLTs 5,576 19% 49% 75% 95% 19% 49% 65% 92%

Table 12: Nation-wide ODN deployment for Ireland and the extra cable length and splitters for DRAN-
CRAN services for Ireland with 18 MCs (up to 43% CRAN cells) and 36 MCs (up to 74% CRAN cells)
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only and one where in addition to the macro cell 16 micro cells (for all geo-types except for
sparse-rural) is deployed in corresponding area (defined by the macro cell radius).

In this particular case we compute the results with 18 and with 36 MCs in Ireland. However,
we would like to recall that the required ODN equipment (e.g., fibre cable and splitters) will not
change for other configurations. The number of MCs only have an impact in the proportion of
CRAN and DRAN cells in the country and on the backhaul cabling (LE to MC). The macro cell de-
ployment requires only slightly more resources (i.e., cable, amplifiers, and splitters) compared
to only wired customers. It turns out that the wired customer PONs and the corresponding
resources can be reused, the number of PONs, splitters, and cables in the ODN increases by
not more than 1% for DRAN. In case of CRAN we observe an increase of 9% in the number of
PONs but still the increase in ODN cable, and splitter resources is insignificant.

In contrast, the futuristic scenario with macro/micro cell deployment requires up to 10% more
cable in the D-side and about 6% extra DP splitter sources w.r.t. only customers. The number
of PONs increases by up to 17%.

As expected, the number of wavelengths and thus OLT resources plays a crucial role in wire-
less integration. A PON with only customers uses only a single wavelength. However, this
number increases dramatically with macro/micro deployment. As expected the least sensitive
scenario is the pure DRAN scenario. Already here we observe an increase of 19% or 49% in
the number of OLTs for macro cell and macro/micro cell deployment, respectively. For CRAN in
the macro/micro case this number goes up to a notable 95% increase in resources.
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(b) PON usage per LE distribution
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(c) Wavelengths per LE distribution

0 100 200 300 400
0

50

100

150

200

250

300

Wavelengths per LE - DRAN�CRAN

F
re

q
u
en

cy

(d) Wavelengths per LE distribution

Figure 26: PONs and wavelengths distributions per LE for DRAN and CRAN/DRAN services for Ireland
with 36 MCs
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Resources Cost in e
Customers Customers/DRAN Customers/DRAN/CRAN

Backhaul Cable 178,138,950 178,063,440 180,294,100
ODN Cable 231,108,565 232,900,014 232,900,014
Splitters 110,072,014 111,150,718 111,150,718
OLTs 16,728,000 20,619,000 65,991,000
ONTs 261,292,560 262,153,920 263,422,560

Total 797,340,089 804,887,092 853,758,392

Table 13: Nation-wide LR-PON cost deployment with and without wireless integration of Macro cells
(DRAN and DRAN/CRAN) for Ireland with 36 MCs

Service Annual Cost in e
1st 2nd 3rd 4th

DRAN 948,447,092 1,199,677,092 1,450,907,092 1,702,137,092
DRAN/CRAN 974,396,167 1,133,121,167 1,291,846,167 1,450,571,167

Table 14: LR-PON deployment cost of customers with DRAN and DRAN/CRAN (Macro cells only) ser-
vices and 36 MCs in Ireland including the Opex and Capex of the antennas

Figure 26 shows statistics of the deployment of macro cells, PON usage, and wavelengths per
LE. The average PON usage per LE in Figure 26(b) ranges from 40% to 100%, PONs with
only customers or customers and DRAN services are usually the ones with full PON usage
(the wavelengths are not a limitation in the PON size). Figures 26(c) and 26(d) show how the
number of wavelengths changes in the DRAN and DRAN/CRAN scenarios, certainly the number
of wavelengths increases, e.g., in the DRAN scenario 1113 LEs use up to 20 wavelengths, and
in the DRAN/CRAN scenario only 292 LEs use up to 20 wavelengths.

Table 13 shows a nation-wide cost estimation of LR-PON deployment in Ireland with 36 MCs for
wired customers only, customers and DRAN services, and customers with CRAN/DRAN service.
This table presents cost of backhaul and ODN cable, splitter cost (including amplifier node,
cabinets, and DPs), one OLT per wavelength, one ONT per customer/DRAN (Macro and Micro
cells)/CRAN micro cells, and 3 ONTs per CRAN macro cells.

The extra investment for DRAN amounts to roughly e7.5 Mio, while CRAN (71%) costs e56.4
Mio, which refers to 0.9% and 7.9% extra investment compared to the wireline only LR-PON
scenario, respectively.

OLTs represent the most remarkable extra cost. In the DRAN scenario e7.5 Mio of the e7.5
Mio increase is only due to additional OLTs. In case of mixed DRAN/CRAN OLTs are responsible
for e49 Mio out of e56.9 Mio extra cost. The extra ODN cable and splitters cost of the mixed
CRAN/DRAN solution is negligible compared to the pure DRAN scenario, that is, mainly because
only a few extra PONs are needed (i.e., about 1%). Interestingly the backhaul fibre cable
remains the same as the extra PONs can still be covered with the same infrastructure as with
the DRAN solution.

In addition to the cost of individual resources Table 14 shows the entire cost of deployment
including Opex and Capex cost for Macro cells. As expected, a full DRAN deployment is
slightly cheaper for the first year, i.e., about 2.7% cheaper, however, due to the operational cost
DRAN/CRAN deployment, at the second year the mixed DRAN/CRAN solution is 5.5% cheaper,
and after 4 years the reduction is even more remarkable with about 9.8% savings.

Figure 27 shows the total cost of deployment with DRAN and CRAN/DRAN services with
Macro/Micro cells. In this scenario, we observe that the cost for the first year of DRAN is about

FP7-ICT-GA 318137
41



æ

æ

æ

æ

æ

ò

ò

ò

ò

ò

DRAN

CRAN 75%

1st 2nd 3rd 4th 5th

1

2

3

4

5

6

Year

C
o
st

HB
il

li
o
n
s

o
f

'
L

Figure 27: Ireland: Annual Cost in e for customers and DRAN- DRAN/CRAN services with Macro/Micro
cells for Ireland with 36 MCs

18.4% cheaper than the mixed CRAN/DRAN, however already in the second year we observe
that the mixed solution is 7.9% cheaper and at the fifth year we observe a reduction of 25.2%
due to operation cost savings.

3.4 Nation-wide studies for Spain, Italy, UK

In this section, we will study wireless integration using the reference countries Spain, Italy, and
the UK. We will reuse the MC node distributions with 110 MCs (Spain) 116 MCs (Italy), and 73
MCs (UK) from Table 7 and the macro cell deployments from Table 9 with 34K, 41K, and 44K
macro cells respectively.

No coordinates for residential households are available for the reference countries Spain, Italy,
and the UK, in contrast to the study for Ireland in the previous section. That is, we cannot
build PONs and place splitters as it has been done for Ireland but only estimate the required
LR-PON resources in the optical distribution network. However, we are able to determine the
(lower bound) of required PONs below a given local exchange as both the number of customers
at the LE as well as the number of antenna sites is given to us. We simply assume that each
macro site is assigned to the closest LE. Similarly, the total number of required ONUs and OLTs
does not depend so much on distances but on total numbers of households, antenna sites, and
resulting PONs.

In contrast, cabling and splitting in the ODN depends on the location of all PON clients. We
note however, that the results for Ireland show no significant difference for the required cable
resources in the ODN and backhaul sections between CRAN and DRAN deployments. That is,
in principle we could ignore cables and ducts for comparing CRAN and DRAN deployments.

Nevertheless, with the coordinates of antenna sites from the cellular deployment in Section 3.1
and with some additional assumptions on average distances for households as well as assump-
tions on the splitter hierarchy we will at least estimate fibre distances in the ODN in order to
approximate required fibre resources. For the feeder section (between LE and MC) we have
relatively accurate numbers as the cabling here only depends on the number of PONs bypass-
ing the LE and the disjoint fibre routes towards the MC nodes, which we are given from the MC
node distributions presented in Section 2.

Summarising, even without exact coordinates for buildings we will have reasonable numbers for
PON deployments including wired customers and including DRAN, CRAN cells. The numbers
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Figure 28: Trees among site location in order to evaluate cell-to-LE distances. Orange dots indicate site
locations (Sub-Urban and Urban). Blue dots are the local exchanges.

for fibre kilometres and splitter resources in the ODN can be seen as rough estimations while
the numbers for PONs, OLTs, ONUs, and required cable resources in the feeder section are
very good indicators.

CRAN and distances

Given some distribution of MC nodes, a distribution of macro sites, and an assignment of local
exchanges to a primary and secondary MC node, we can compute the distance between an
antenna site and an MC node, see also Section 3.2. The LE-to-MC fibre distance is taken
from the fibre route to the primary MC. For the antenna-to-LE distances we build a spanning
tree between all sites corresponding to the same LE (the closest as mentioned above), see
Figure 28. The distance of an antenna to the LE is defined by the unique path in that tree. Notice
that we design the weights in the minimum spanning tree computation so as to (heuristically)
minimise distances towards the LE.

As mentioned above, a CRAN solution is feasible only if the antenna-to-MC distance is at most
40 km. However, even with this 40 km distance restriction, LR-PONs with a maximum reach of
125 km offer a good solution to cover the most populated areas with CRAN. Table 15 shows that
for all solutions we can reach more than 50% of the customers with a centralised radio access
architecture. The share of CRAN cells increases with the population density. For (dense) urban
areas we achieve a coverage of typically more than 70% with values up to over 90% depending
on the MC node density. Notice that the average MC node density is larger for Italy as we
respect regional boundaries in the 116 node solution.

Notice that we deploy DRAN in areas where CRAN is not feasible due to longer distances
providing a mixed DRAN/CRAN deployment. Whenever stating a CRAN solution we provide the
percentage CRAN coverage in brackets.

Filling the PONs

When filling the PONs we ignore exact positioning of both antennas and wired customers.
Instead we use the fact that each PON has two capacities: at most 512 ports and at most
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Reached Reached Sites
Country MCs Customers S.Rural Rural S.Urban Urban D.Urban

UK 73 65.0% 23.0% 53.0% 68.0% 70.0% 70.0%
Spain 110 52.0% 26.0% 40.0% 60.0% 63.0% 64.0%
Italy 116 70.0% 27.0% 50.0% 75.0% 93.0% 98.0%

Table 15: Percentage of cells and customers that can be reached within 40 km from the MC for different
MC-node distributions. These sites are CRAN feasible.

40 colours can be used simultaneously. To cope with topological characteristic when filling all
ports of the same PON, we assume a filling factor of 80%, which means that at most 410 ports
can actually be used, c. f. Figure 29(c).

There are three types of clients that use resources of the PON in a different way. Recall that
each colour of the PON has a capacity of 10 Gbps, which may be shared among the 410 ports:

• A wired customer uses one port of the PON. At most 410 such customer clients may use
the same colour.

• A DRAN macro cell uses one port of the PON. At most 32 such DRAN cell clients may use
the same colour.

• A CRAN macro cell has three sectors and uses three ports of the PON. Each sector needs
its own colour.

Our algorithm to fill the PONs works iteratively. We simply start with the customers and fill
ports, opening new PONs if necessary. We then iterate first the DRAN cells and then the CRAN

sectors successively filling the ports. We open new PONs and use new colours if necessary.
Customers always use the same colour. DRAN cells use colours different from customers
and CRAN sectors use colours different from DRAN cells and different from customers. More
precisely:

1. First of all we fill the customer ports. That is, given n customers we clearly need k =
dncust/410e PONs. In each of the k PONs only one colour is used. The PONs number
1, . . . , ncust − 1 are full, while the last PON has 410− n · bn/410c free ports.

2. We iterate the DRAN macro cells and fill the ports starting with the last customer PON
and a new colour.

(a) Let r be the number of free ports of the current PON and n be the number of remain-
ing DRAN macro cells.

(b) If n = 0 we finished the DRAN deployment and go to step 3.

(c) If r = 0 we open a new PON and set r := 410.

(d) We fill min(r, n) ports of the PON using dmin(r, n)/32e colours. Set r := 0.

(e) We set n := n−min(r, n) and go to step 2 (a).

3. We iterate the CRAN macro cells and fill the ports starting with the last DRAN PON and a
new colour.

(a) Let r be the number of free ports and c the number of free colours of the current
PON. Let n be the number of remaining CRAN macro sectors.

(b) If n = 0 we finished the CRAN deployment.
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(a) PONs per LE

(b) Colours per LE

(c) PON fill per LE

Figure 29: Histogram for the UK solution with 73 MCs (115 km max LE-MC distance, MC size in
[100K,1Mio]): The y-axis shows the number of LEs that achieve the performance indicator on the x-axis.
(a) Average number of PONs (b) Average number of colours (c) Average PON fill (1.0 = 512 ports; 0.8 =
410 ports)

(c) If r = 0 or c = 0 we open a new PON and set r, c := 40.

(d) We fill min(r,min(c, n)) ports of the PON and use the same number of colours. Set
r, c := 0.

(e) We set n := n−min(r,min(c, n)) and go to step 3 (a).

See Figure 29 for typical PON fill statistic resulting from our algorithm.

OLTs and ONTs

Computing the number of OLTs required at all MC nodes to serve the PONs is simple and
follows directly from the number of used colours at the PONs. Each colour needs a serving
OLT. The number of ONUs at the client side equals the total number of used PON ports.
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Approximating the number of splitters

To approximate the number of required splitters we fix the splitting hierarchy. In case of PONs
for customers or DRAN cells or mixed PONs it is possible that all 410 available ports are actually
used, that is, in these cases we assume a 512 split with a 1x8 splitter at the cabinet and a 1x16
splitter at the DP besides the 4x4 splitter at the LE, see Figure 25.

If k is the number of 512-PONs (customer, DRAN, or mixed PONs) then k 4x4 amplifier splitters,
4k 1x8 cabinet splitters, and 32k 1x16 DP splitters are required. In contrast, in case of pure
CRAN PONs at most 40 ports can be used. We assume that the cabinet splitter is omitted in
this case. This gives a 4 · 16 = 64 split. That is, if the number of CRAN PONs is k′ then we have
k′ additional 4x4 amplifiers and 4k′ additional 1x16 DP splitters.

Approximating cabling

We will ignore the cost for ducts as we have not seen big differences in the cable deployment for
the different macro cell scenarios (only wired customers, additional DRAN deployment, mixed
DRAN/CRAN deployment). That is, we do not expect any significant change in the duct infras-
tructure because of wireless integration if only macro cells are considered. To compute cable
resources in the LR-PON we distinguish drop cables to connect clients to the PON, ODN ca-
bles for the segment between first and last splitter, and feeder (or backhaul) cables for cabling
between LE and MC, see Figure 25.

For the latter we have precise numbers for both the actual fibre routes (stemming from the
solutions presented in Section 2.1) and the number of fibres following these routes (based
on the number of PONs as computed above). In this section we use the cable model from
Deliverable 2.6 [3, Appendix, Table 15] for cables of different sizes having between 48 and 276
fibres.

As most of the cable cost of the ODN appears in the Drop and D-side sections (see Section 3.3)
we will ignore the E-side, the section between the cabinet splitter and the local exchange. In
fact we assume the 1x8 cabinet splitter to be located very close to the LE.

For the Drop-section, the section between the client and the DP splitter, we use a single-
fibre cable, also see [3, Appendix, Table 15]. To approximate the required total Drop cable
resources we assume Drop distances that depend on the geo-type. For all clients we assume
an average distance of 50% of the macro cell radius corresponding to the same geo-type, that
is, a distance between 125m (Dense Urban) and 5km (Sparse Rural), see Table 8. For clients
without individual geo-type we assume the same geo-type as most of the cells at the same LE.

For the D-side and wired clients we assume an average fibre distance of 100% of the corre-
sponding geo-type. However for macro cells we can obtain a more precise value since fibre
distances to the local exchange can be obtained from the spanning tree mentioned above. We
follow the general assumption that the cabinet splitter is located close to the LE such that the
D-side spans most of the ODN. Since we assume a 1x16 splitter at the DP we divide the client
numbers by 16 to obtain the number of fibres in the D-side. To approximate the cable resources
we assume cables with 8 fibres on average.

DRAN versus CRAN deployment

Table 16 shows the resources required for an LR-PON deployment with only wired customers
connected (denoted as Base). It then also reports on the additional resources (in %) for a
deployment with only DRAN cells and for a deployment where all feasible sites are centralised
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Supplement
Entity Base DRAN CRAN (63%)

Backhaul Fiber km 14,078,841 0.16% 0.88%
Backhaul Cable km 102,259 0.08% 0.41%
D-side Fiber km 1,737,453 0.42% 1.26%
Drop Fiber/Cable km 13,899,625 0.21% 0.64%

PONs 74,397 0.16% 1.14%
Cabinet splitter 297,588 0.16% 0.16%
DP splitter 2,380,704 0.16% 1.14%

ONUs 29,373,914 0.15% 0.34%
OLTs 74,397 7.53% 114.80%

Table 16: DRAN and CRAN deployment and required supplement resources compared to pure residen-
tial LR-PONs (Base) – UK instance from Section 2.1 with 73 MCs with 5,578 LEs, and 44,309 antenna
sites, and 29.4 Mio wired customers.

following the CRAN architecture. In this case there are roughly 65% CRAN feasible cells, c. f.
Table 15.

We can clearly observe that the increase in required resources for wireless integration com-
pared to existing LR-PONs connecting all households is insignificant. Even in case of a CRAN

deployment the number of PONs increases only by 1.14% (0.16% for DRAN only). Notice that
almost all LEs have a connected site in our solution for the UK. This means that if DRAN cells
were integrated into PONs independent of PONs for wired customers, then the number of ad-
ditionally required PONs would be at least 5,449 (the number of LEs). However, we only need
120 additional PONs for DRAN deployment (0.16%). This means that most of the required
DRAN ports could be integrated into the existing residential PONs. The same holds for the
CRAN deployment. Since the number of PONs does not increase significantly also all other
numbers have relatively moderate increases (splitters and fibre resources) as well. This shows
that wireless convergence in LR-PONs is feasible with very low impact compared to the fixed
access LR-PON deployment, both in CRAN and DRAN.

The only number that increases significantly in Table 16 is the number of OLTs. The same had
been observed for Ireland in the last section. For the DRAN deployments it increases by 8%
while for CRAN deployment it increases by even 115%. Recall that residential customer PONs
only occupy one colour of the WDM PON while 32 DRAN sites already require its own colour
and each sector in the CRAN deployment.

It further turns out that these observations are relatively independent from the actual country
and MC node distribution. In Table 17 we summarise the results for the different countries.
Given the same country with location of LEs and a deployment of antenna sites, the MC node
distribution only affects the routing of the PONs towards the MC nodes, that is, it only affects
the cabling in the backhaul not the PON fill. As a result we do not observe any difference in
the DRAN deployment even when the number of MCs increases drastically. Notice that we also
tested solutions from Section 2.1 with a much larger MC node density (up to 600 MCs for the
UK, not reported in the table). However, with increasing MC node numbers the CRAN coverage
increases which results in a moderate increase of the number of PONs and the corresponding
resources for CRAN, see also last section.

It can also be observed in Table 17 that the distribution of LEs and antenna sites is such that for
Spain and Italy even more DRAN and CRAN cells can be integrated into the wired PONs (the
supplemental PON numbers are very small). In fact, the number of cells for the UK is relatively
large compared to the UK area and compared with Spain and Italy, which is mainly due to a
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Country Scenario PONs Feeder ODN Splitters OLTs ONUs

UK DRAN 0.2% 0.2% 0.2% 0.2% 7.5% 0.2%
73 MCs CRAN(65%) 1.1% 0.9% 0.7% 1.0% 114.8% 0.3%

DRAN-8 1.3% 1.3% 3.4% 1.3% 20.9% 1.3%
CRAN-8(65%) 8.7% 6.9% 3.8% 7.9% 415.3% 1.5%

DRAN-16 2.4% 2.4% 6.5% 2.4% 36.5% 2.5%
CRAN-16(65%) 16.2% 12.8% 6.9% 14.7% 716.9% 2.7%

Spain DRAN 0.2% 0.2% 0.3% 0.2% 13.5% 0.2%
110 MCs CRAN(52%) 0.5% 0.4% 0.8% 0.4% 97.1% 0.3%

DRAN-8 1.4% 1.4% 3.4% 1.4% 25.3% 1.4%
CRAN-8(52%) 6.0% 4.9% 3.9% 5.5% 335.2% 1.6%

DRAN-16 2.6% 2.6% 6.5% 2.6% 42.1% 2.7%
CRAN-16(52%) 11.7% 9.5% 7.0% 10.7% 575.9% 2.9%

Italy DRAN 0.2% 0.2% 0.2% 0.2% 15.6% 0.2%
116 MCs CRAN(70%) 0.6% 0.6% 0.7% 0.6% 117.6% 0.4%

DRAN-8 1.3% 1.4% 3.3% 1.3% 26.0% 1.5%
CRAN-8(70%) 6.5% 5.8% 3.7% 5.9% 415.3% 1.7%

DRAN-16 2.6% 2.8% 6.3% 2.6% 43.8% 2.8%
CRAN-16(70%) 13.2% 11.9% 6.7% 12.0% 716.2% 3.0%

Table 17: DRAN and CRAN deployment and required supplement resources compared to pure wired
customer LR-PONs for different selected MC node solutions and different countries. Backhaul and ODN
refers to the increase in fibre kilometres in the Backhaul and the ODN (Drop, D-side, E-side) segments.
Splitters refers to the increase in amplifier plus cabinet plus DP splitters. We report on the pure macro-
cell deployment as well as on a deployment with additional 8 or 16 micro cells per macro cell.

higher population density in some areas and the resulting large number of (Dense) Urban sites,
see Table 9.

We also studied a micro cell scenario where 8 or 16 small cells are deployed in addition to the
macro site (except for Sparse Rural sites), also reported in Table 17 (rows: DRAN-8, CRAN-
8, DRAN-16, CRAN-16). The micro cells are assumed to have one sector only and are treated
similar to macro cells in terms of required resources. While the increase in additionally required
resources is still moderate in the DRAN case, it is significant for CRAN, in particular in the 16
micro cell scenario. The number of PONs increases between 11.7% and 16.2% compared to
the wireline scenario, which results in a significant increase of the corresponding resources
such as cabling in ODN and backhaul and the number of splitters.

We note that with an increase of 10% and more of the fibre resources we can also not longer
ignore the additional cost for duct build. Clearly, the increase of cable kilometres is less than
the increase in fibre kilometres, e.g. the 12.8% increase in the feeder for the UK solution refers
to an increase of only 5.2% in required cables (number not in the table). The cables simply
contain more fibres. However this effect is not as significant in the ODN and absent in the Drop
section (1-fibre cable). We further note that if the duct build probability depends linearly on
the number of cables an a trail, then the additional duct build in percent will be identical to the
additional cable resources in percent, e.g. 5.2% in the feeder area. If instead the duct build
probability increases with more cables, as assumed for instance in Section 2.1 and Figure 7,
then the additional duct build number is even larger than the cable supplement number.
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Supplement
Entity Base eMio DRAN CRAN (65%) DRAN-16 CRAN-16(65%)

Backhaul Cable km 571 0.14% 0.66% 1.61% 8.91%
D-side Cable km 322 0.42% 1.26% 6.93% 7.77%
Drop Cable km 2,905 0.21% 0.64% 6.41% 6.84%

PONs 534 0.16% 1.14% 2.41% 16.23%
Cabinet splitter 161 0.16% 0.16% 2.41% 2.41%
DP splitter 1,055 0.16% 1.14% 2.41% 16.23%

ONTs 3,525 0.15% 0.30% 2.54% 2.47%
OLTs 223 7.53% 114.80% 36.49% 716.87%

Total 9,296 0.36% 3.35% 6.84% 23.92%

Table 18: DRAN and CRAN deployment and required additional capital expenditures compared to pure
residential LR-PONs (Base) – MC node solution with 73 MCs for the UK from Section 2.1. We report on
a pure macro cell deployment and a deployment with 16 micro cells per macro cell (except for sparse
rural areas). The number of macro sites generated for the UK is 57,368, c. f. Table 9.

Cost considerations

Based on the cost model for the LR-PON from Deliverable 2.6 [3, Appendix, Table 15] and the
cost model for antenna sites from Table 11 we can easily evaluate the total cost for the LR-PON
deployment in Table 16.

For the UK solution with 73 MCs we compute an up-front cost investment for wireline integration
of e9.3 Billion (ignoring duct cost). In Table 18 it can be seen that most of this cost is consumed
by ONUs and cable resources in the ODN/Drop. The increase in cost for wireless integration is
moderate if only macro cells are considered. For DRAN we pay e33 Mio and for CRAN e312
Mio extra compared to the wireline scenario, which refers to an increase of 0.36% and 3.35%,
respectively. Most of this increase is in the OLT cost, e17 Mio for DRAN and e256 Mio for
CRAN. The second largest absolute increase is in the total cost for cabling (Feeder plus ODN
plus Drop). Recall that our numbers for the Feeder are accurate estimations based on real fibre
routes and a cable model with different cable sizes.

We do not expect a significant increase in the cost for ducts for wireless macro cell integration.
In fact, assuming a duct build probability of n · 3%, where n is the number of cables on a trail,
we estimate a duct base cost of e203 Mio (in addition to the e9.3 Billion up-front cost) in the
feeder area, which increases by only e0.2 Mio for DRAN and e0.8 Mio for CRAN (duct numbers
Table 18).

In Table 18 we ignore both the capital expenditures and the operational expenditures for the
antenna sites itself. We have 44,309 macro sites, which results in an investment of e852 Mio
(DRAN) or e682 (CRAN), that is, we save e170 Mio with CRAN. However already the increase
in the OLT cost exceeds these savings. Considering the pure total investment (LR-PON cost
plus site cost) a CRAN solution for the UK costse108 Mio more than a DRAN solution. However,
this is not a huge difference and since CRAN outperforms DRAN in terms of operational cost
(50% savings assumed), CRAN amortises already in the first year (compared to DRAN, see
Figure 30(a)). If we decrease both the capital and operational savings by centralising to only
10% per site CRAN still amortises already in the second year, see Figure 30(b). We observe a
similar numbers for the Spanish and Italian reference scenario.
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(a)

(b)

Figure 30: Additional capital and operational expenditures of wireless integration (in Mio e ) including
LR-PON resources and antenna sites (on top of wireline base cost), MC node solution with 73 MCs for
the UK from Section 2.1: a) 20% capital and 50% operational savings per site by centralising b) 10%
capital/operational savings per site by centralising.
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4 Summary

In this deliverable we gave an update on algorithmic methodology for optimising LR-PONs in-
cluding the number, location, and size of metro-core nodes, the assignment of local-exchanges
to these nodes by disjoint fibre routes, and last but not least the integration of both wireline and
wireless services into the PON architecture.

In particular, we showed that wireless/wireline convergence within the DISCUS concepts is
feasible as the supplement in required resources to include wireless clients (antenna sites)
in the PONs in addition to residential or business wired customers is marginal. This is in fact
independent of whether distributed or centralised RAN approaches are considered. Clearly, it is
advisable to reserve capacities already when deploying PONs for wired clients. With CRAN we
observe a significant increase in the number of required OLTs, which is larger than the capital
savings at the antenna site. However since centralising should provide enormous savings in
the operational cost, we could show that CRAN amortises already in the first years after the
deployment compared to DRAN. The picture changes and needs further studying if there is
a significant portion of micro cells deployed and integrated into the PON. In this case even
additional duct build might be necessary.
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A Acronyms

Acronym Explanation

BBU Base-Band Unit
CPRI Common Public Radio Interface
CRAN Centralised RAN
CoMP Coordinated Multi-Point
CDMA Code Division Multiple access
D-RoF Digital Radio over Fibre
DRAN Distributed RAN
DP Distribution Point
FTTx Fibre-to-the-x
FMC Fixed-Mobile Convergence
LE Local Exchange
LR Long Reach
LR-PON Long Reach PON
LS Local Search
MC Metro-core
MIP Mixed Integer Program
ODN Optical Distribution Network
ONU Optical Network Unit
OLT Optical Line Termination
OLA Optical Line Amplifier
PON Passive Optical Network
RDCMSTN Rooted Distance-Constrained Minimum Spanning-Tree Problem

with Node disjointedness
RDCMSTE Rooted Distance-Constrained Minimum Spanning-Tree Problem

with Edge disjointedness
RoF Radio over Fibre
RRH Remote Radio Head
RAN Radio Access Network
UK United Kingdom
WDM Wavelength Division Multiplexing
WP2/WP4/WP7 DISCUS Work Package 2/4/7
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