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Abstract 

This deliverable consists of: a) the presentation of the updates that have been performed in the 

developed Information Extraction framework, named easIE, for enriching the WikiRate platform 

with content, b) the results of the CSR data collection task, c) the addressed issues related to 

data quality and consistency, d) the Web-based support for information extraction, and e) the 

description of the implemented visualizations in the WikiRate platform. 

The information in this document reflects only the author’s views and the European Community is not liable for any use that may 

be made of the information contained therein. The information in this document is provided as is and no guarantee or warranty 

is given that the information is fit for any particular purpose.  The user thereof uses the information at its sole risk and liability. 
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Executive Summary 

 

This deliverable highlights the results of enriching the content of the WikiRate platform by 

incorporating external data sources from the Web and leveraging the enriched content to 

produce useful knowledge and support analysis tasks related to CSR (Corporate Social 

Responsibility). 

The developed Information Extraction framework, named easIE (easy-to-use Information 

Extraction), was extended to support additional functionalities and a number of online tools 

were developed to facilitate admin users with the data extraction tasks and data integration to 

the WikiRate platform. The updated source code of easIE is available on GitHub1. The overall 

results of the data collection tasks alongside with statistics and visualizations are presented. In 

total, with the help of easIE, we collected 873,411 metric data points about 55,781 different 

companies from 33 Web sources. The collected data are gradually being imported to 

WikiRate platform. In order to evaluate easIE and more specifically the collection effort 

required by end users when dealing with new data sources, a controlled experiment was 

conducted on a set of 16 sources to measure the ease of use and speed of data collection. 

Additionally, we collected 13,141 articles from RSS feeds that contained companies’ news and 

a number of topics were automatically assigned to them based on text classifiers created during 

the second period of the project. All the collected data (companies, metric data points, and 

articles) are publicly available through a RESTful API in JSON format. To further 

demonstrate the potential of leveraging the collected data, a web application, named CSRVis, 

was developed that illustrates how the collected metrics can be used to provide users with rich 

visualizations, a more comprehensive view of the data and ultimately of the CSR performance 

of companies. Such metric visualizations developed and integrated into the WikiRate platform 

that aim to present an overview of the data held in a particular metric, and also allow users to 

begin playing with this data and looking for patterns and trends within the data.  

Finally, we performed some preliminary work on data analysis of the collected data by easIE 

to demonstrate the usefulness of the collected CSR data to inferences extraction. To this end, 

we performed data analysis on three datasets collected with easIE to investigate three 

hypotheses.  

 

 

 
                                                      
1 https://github.com/MKLab-ITI/easIE/  

https://github.com/MKLab-ITI/easIE/
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Abbreviations and Acronyms 

 

CSR Corporate Social Responsibility 

ESG Environmental Social Governance  

DOM Document Object Model 

HTML HyperText Markup Language 

CSS Cascading Style Sheets 

API Application Programming Interface 

XML eXtensive Markup Language 

XBRL eXtensible Business Reporting Language 

SEC Securities and Exchange Commission 

CIK Central Index Key 

RSS Rich Site Summary  

NER Named Entity Recognition 

CSP Corporate Social Performance 

CFP Corporate Financial Performance 
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1 Introduction  

WP5 deals with the development and integration of scalable data analytics techniques. In the 

second period of the project, a major restructuring with respect to the WP5 goals took place 

and a new Task (T5.4) was introduced towards implementing mechanisms that allow semi-

automatic inclusion of external material to the WikiRate platform. To this end, an easy-to-use 

Information Extraction framework, named easIE, was developed that enables efficient and 

simple definition of data collection mechanisms from arbitrary Web sources for enriching the 

WikiRate sources in a highly efficient and scalable way. Finally, the first plans for visualisations in 

the WikiRate platform were conducted.  

In the final period of the project, the main focus of WP5 was to create appropriate 

visualizations of the data in the WikiRate platform. Visualizing the distribution of a selected 

metric across the full set of companies in our collection and highlighting the value for the 

company of interest provides a quick and easily digestible view on how the company performs 

in terms of the given metric relative to other companies. To demonstrate these ideas, a web 

application was developed, named CSRVis, over the collected data that illustrates how the 

metrics can be used to provide users with rich visualizations, a more comprehensive view of 

the data and ultimately of the CSR performance of companies. Such metric visualizations 

developed and integrated into the WikiRate platform that aim to present an overview of the 

data held in a particular metric, and also allow users to begin playing with this data and looking 

for patterns and trends within the data. Furthermore, we conducted a preliminary work on 

data analysis of the collected data by easIE. More specifically, we performed data analysis on 

three datasets to demonstrate the usefulness of ESG (Environmental Social Governance) data 

analysis for conducting inferences. 

Moreover, progress has been made in the data extraction task where additional sources were 

addressed and extra data points were collected. The developed information extraction 

framework, named easIE, was extended to support additional functionalities and further ease 

the data extraction task and a web-based support application over the framework was 

developed to facilitate users with a number of tools and insights in order to understand better 

how the framework is working.  

Section 2 of this deliverable describes the updates on the developed information extraction 

framework. It presents the extended framework along with the extended data model and the 

overall results and statistics of the data extraction task. Additionally, a user study was 

conducted to evaluate easIE and more specifically the collection effort required by end users 

when dealing with new data sources. A Web-based support for easIE was developed and is 

presented in Section 3 with a number of tools and insights that are aiming to facilitate users to 
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understand better how the framework is working.  Section 4 focuses on the visualization 

component of T5.3. More specifically, a Web application is presented that demonstrates how 

the collected metrics can be exploited in order to provide users with a more comprehensive 

view of the data and consequently of the CSR performance of companies. Then, the realization 

of such visualizations in the WikiRate platform is presented.  

Finally, in Section 5 we describe the import/export facilities of the data in the WikiRate 

platform. Initially, only a fraction of the created CSR database was imported to WikiRate 

platform and some tools were developed to facilitate the data integration with the WikiRate 

platform.  
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2 Updates on Intelligent Information Extraction 

In Y2, WP5 was redefined and a new task (T5.4) was introduced towards implementing 

mechanisms that allow inclusion of external resources to the WikiRate platform. By the end of 

Y2, an easy-to-use Information Extraction framework, named easIE, was developed and 

numerous metrics related to a number of companies were obtained. In this section, we present 

the updates regarding T5.4 during Y3 of the project. In particular, the extended data model is 

presented along with the extension of the developed Information Extraction framework to 

support navigation within web pages. Finally, we provide some statistics on the collected data, 

which was considerably extended during Y3.  

2.1 Extended Information Extraction Framework 

The need of importing large amounts of external CSR data into the WikiRate platform led to 

the development of an easy-to-use Information Extraction framework, named easIE. The 

framework allows admin users to extract data about companies from heterogeneous Web 

sources in a semi-automatic manner by only defining a configuration file per source of data. An 

overview of easIE is depicted in 
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Figure 1. A configuration file is provided as input, analysed and validated by the Configuration 

Parser. At the second step, the Web Wrapper Generator creates a custom wrapper for the target 

Web source, which is then applied on the page by the Wrapper Executor. As a final step, the 

Data Handler performs data integration by matching records referring to the same company and 

updating the CSR Database. 

In particular, two types of wrapper are generated depending on whether the HTML content is 

static or dynamic. Each of them executes the following processing flow: a) page fetching, b) data 

extraction, c) data post-processing, d) start-over, i.e. identifying the next page to fetch from within 

the currently processed Web page. In case of static pages, the executor applies the wrapper on 

a sequence of Web pages that is defined either through a pagination operation (Pagination 

Iterator) or through a group of URLs (Bunch URL Iterator). In case of dynamic pages, the executor 

launches a browser emulator and executes a set of user events (as specified in the configuration 

file), namely click and scroll events, in order to fetch and extract the target data. 

 

 
Figure 1: Overview of easIE 
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The early version of the framework presented in D5.5.2 did not support navigation within a 

Web source. To this end, the framework was extended in order to increase the automation 

with respect to crawling within a Web source of interest. Additionally, the structure of the 

configuration file was redefined in order to be more understandable by end users and to 

support additional functionalities.  

2.1.1 Configuration file description 

The configuration file is defined in JSON format and consists of a set of elements as listed in 

Table 1. To define the configuration file, it is essential for admin users to be familiar with the 

syntax of CSS selectors and queries. More specifically, extraction rules need to be formulated in 

CSS format in order to specify the target elements of the input HTML document. Modern 

browsers come with built-in tools (DOM Inspectors) that make easy to extract a CSS or XPath 

Selector that addresses a specific HTML element. In the configuration file, the declared 

elements specify a) the type of data that is to be extracted and b) the details of the steps that 

comprise the wrapper processing workflow (fetching, data extraction, post-processing, start-

over).  

Table 1: Main elements of easIE configuration file. 

 

The entry point for a wrapper is the url that determines the seed Web page that the wrapper 

will first fetch in order to start the data collection process for the source under source_name 

(that is a label referring to the particular source). Then, the configuration file should specify the 

(a) attributes that can be extracted for each company (e.g. company name, website, country, 
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sector etc.) through the company_info elements and b) the metrics that will be extracted and 

associated with each company.  

The actual data extraction process is initiated by pointing the wrapper to the DOM subtree 

specified by the table_selector field. This is a CSS selector that points the wrapper to the set of 

HTML elements that contain the target information about company attributes and metrics. 

Then, the wrapper iteratively visits all the elements of the selected subtree and applies the data 

extraction rules specified by metrics and company_info (cf. Table 2) that map parts of these 

elements to the respective structured fields. 

Table 2: Specification of metrics and company_info: for company_info, users need to define at least one field with label equal to Company 
Name to specify to which company the extracted metric(s) refer.  

 

 

For each piece of information referring to a company_info or a metric, users need to define a 

label, a value and a citeyear (citation year). These can be custom (defined by users) or can be 

extracted from the HTML page. In case of extracting them from an HTML page, the respective 

field should be defined as described in Table 3. In case of extracting a value from the input 

HTML page users need to define a CSS selector that expresses the extraction rule that points 

to the element of interest that contains the desirable piece of information. Except for the CSS 

selector, the type of extracted data needs also to be defined. The allowed types are: text, link, 

image, number, and any other string (in this case the value of the attribute with the defined 

name is extracted). Finally, a post-processing step on the extracted data can be optionally be 

applied by declaring the replace field as illustrated in Table 3.  
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Algorithm 2: Dynamic Web Page Wrapper 

 

In numerous cases, a source of interest contains multiple pages with data. In such cases, instead 

of defining different configuration files and only changing the url field, the user needs to define 

an array of URLs (group_of_urls) to be collected by the same wrapper. Another, multi-page data 

collection scenario pertains to paginated data. To enable paginated access to such data, one 

needs to specify the next_page_selector field which is pointing to the element where the “next” 

button is located in the page. Navigation within the page is enabled if crawl field is defined. The 

user needs to declare a nested configuration file that takes as input the url or urls that obtained 

by the metric named crawl_to.  

Table 3: Elements need to be defined in order to extract desired content from the Web Page. 

 

A final option of complex page processing concerns the fetching of HTML elements from 

dynamic Web pages. In such cases, the fetching and processing workflow is specified by the 

events field (Table 4). There are two types of events that can be executed by the browser 

emulator: (i) click and (ii) scroll down.  
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 further describes the templates of company_info and metrics fields.  

Another essential configuration element is the Boolean flag dynamic_page indicating whether the 

target page should be handled by the wrapper as static or dynamic. In case of static pages, the 

target data are available upon page load; instead, for dynamic pages the configuration file should 

also specify the set of user events (click or scroll) that are required in order to load the 

necessary HTML snippets in the browser emulator. Algorithm 1 describes the wrapper 

processing workflow of static web pages and Algorithm 2 of dynamic web pages based on the 

input configuration file.  

 

Algorithm 1: Static Web Page Wrapper 

 

The actual data extraction process is initiated by pointing the wrapper to the DOM subtree 

specified by the table_selector field. This is a CSS selector that points the wrapper to the set of 

HTML elements that contain the target information about company attributes and metrics. 

Then, the wrapper iteratively visits all the elements of the selected subtree and applies the data 

extraction rules specified by metrics and company_info (cf. Table 2) that map parts of these 

elements to the respective structured fields. 
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Table 2: Specification of metrics and company_info: for company_info, users need to define at least one field with label equal to Company 
Name to specify to which company the extracted metric(s) refer.  

 

 

For each piece of information referring to a company_info or a metric, users need to define a 

label, a value and a citeyear (citation year). These can be custom (defined by users) or can be 

extracted from the HTML page. In case of extracting them from an HTML page, the respective 

field should be defined as described in Table 3. In case of extracting a value from the input 

HTML page users need to define a CSS selector that expresses the extraction rule that points 

to the element of interest that contains the desirable piece of information. Except for the CSS 

selector, the type of extracted data needs also to be defined. The allowed types are: text, link, 

image, number, and any other string (in this case the value of the attribute with the defined 

name is extracted). Finally, a post-processing step on the extracted data can be optionally be 

applied by declaring the replace field as illustrated in Table 3.  

 

Algorithm 2: Dynamic Web Page Wrapper 

 

In numerous cases, a source of interest contains multiple pages with data. In such cases, instead 

of defining different configuration files and only changing the url field, the user needs to define 
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an array of URLs (group_of_urls) to be collected by the same wrapper. Another, multi-page data 

collection scenario pertains to paginated data. To enable paginated access to such data, one 

needs to specify the next_page_selector field which is pointing to the element where the “next” 

button is located in the page. Navigation within the page is enabled if crawl field is defined. The 

user needs to declare a nested configuration file that takes as input the url or urls that obtained 

by the metric named crawl_to.  

Table 3: Elements need to be defined in order to extract desired content from the Web Page. 

 

A final option of complex page processing concerns the fetching of HTML elements from 

dynamic Web pages. In such cases, the fetching and processing workflow is specified by the 

events field (Table 4). There are two types of events that can be executed by the browser 

emulator: (i) click and (ii) scroll down.  

Table 4: Specification of events for dynamic pages 

 

2.1.2 Navigation support 

Through the data collection process, we had to address more complex sources that required 

important extensions of the framework. In particular, there were many sources, such as: 

Forbes, UN Global Compact, Climate Counts, InfluenceMap, etc., which contained dedicated 

company pages with more information about the companies. Some sources required one 

navigation step but others more than one. As a result, we extended easIE to support navigation 

within a web page and we introduced a new field in the configuration file named crawl (as 

illustrated in Table 1) that allows navigation within the page. Users only need to declare a 
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nested configuration file(s) that takes as input the URL or URLs that are obtained by the field 

labelled as crawl_to.  

As depicted in Figure 2, the target data in UN Global Compact2 are spread over several Web 

pages and for each company there is a dedicated web page that contains more information 

about the company and its communication on progress reports. Therefore, UN Global 

Compact is a source that requires two navigation steps for obtaining the target data: 

1. the additional company information and  

2. the communication on progress reports.  

The configuration file for obtaining data from UN Global Compact can be found in UN Global 

Compact configuration file example.  

 

 

Figure 2: On the left, the Web Page of active participants in UN Global Compact and on the right, the dedicated page of a company.  

 

2.1.3 Technical Details 

easIE was developed based on the Java libraries JSoup3 and Selenium4 to build wrappers capable 

of extracting data from Static and Dynamic HTML pages respectively. The most important 

                                                      
2 https://www.unglobalcompact.org/what-is-gc/participants/  

3 http://jsoup.org/    

4 http://www.seleniumhq.org/  

https://www.unglobalcompact.org/what-is-gc/participants/
http://jsoup.org/
http://www.seleniumhq.org/
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components of easIE are the wrapper generators, the extractors and the fetchers. In the 

following, we describe the aforementioned components in detail.  

Fetchers are responsible for obtaining the HTML document of a defined Web page. All fetchers 

extend the abstract class Fetcher to implement the getHTMLDocument method. More specifically, 

there are two classes that extend the abstract Fetcher class: 

 StaticHTMLFetcher: is responsible for obtaining an HTML document from a static HTML 

Web page. 

 BrowserEmulator: is responsible for emulating a browser to obtain the HTML document 

from a dynamic HTML Web page. The emulator supports the execution of click and 

scroll down events.  

 

Figure 3: UML representation of the implementation of fetchers. 

 

All extractors extend the AbstractHTMLExtractor to implement the extractFields and extractTable 

methods that are mandatory functions for every type of extractor. Extractors use Fetchers to 

obtain HTML documents for extracting data from the defined HTML Web pages. There are 

four classes that extend the AbstractHTMLExtractor class:  

 StaticHTMLExtractor: is responsible for extracting data from a static HTML Web page.  

 DynamicHTMLExtractor: is responsible for extracting data from a dynamic HTML Web 

page. DynamicHTMLExtractor uses a BrowserEmulator in order to extract data from 

dynamic Web pages.  
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 GroupHTMLExtractor: is responsible for extracting data from a group of static HTML 

pages with similar structure.  

 PaginationHTMLExtractor: is responsible for extracting data from all the pages across 

which the data is distributed. In the configuration file, the next_page_selector field 

points the next page URL and the extractor is seeking for a pattern in the consequent 

URLs in order to automate the pagination procedure and extract all target data.  

 

Figure 4: UML representation of the implementation of extractors 

To extract data from a specified Web source, a Web wrapper needs to be created. A Web 

wrapper is a procedure that seeks a set of data of interest and extracts it in an automated way. 

WrapperGenerators are responsible for automating the procedure of data extraction and they 

are using suitable extractors based on defined configuration settings. There are two classes that 

extend the abstract WrapperGenerator class:  

 StaticWrapperGenerator: is responsible for generating automatically a wrapper(s) for a 

static HTML Web page(s) based on user-defined configuration settings.  

 DynamicWrapperGenerator: is responsible for generating automatically a wrapper(s) for a 

dynamic HTML Web page(s) based on user-defined configuration settings.  
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Figure 5: UML representation of the implementation of wrapper generators 

 

Finally, WrapperExecutor is responsible for executing the Wrappers that have been created by 

the wrapper generators and store the extracted data into a database or to a file as declared in 

the configuration file.  

Figure 3, Figure 4 and Figure 5 depict in the form of UML diagrams the implementation of 

fetchers, extractors and wrapper generators respectively. The source code of the developed 

framework is available on GitHub5. Finally, in the StaticWrapperGenerator and 

DynamicWrapperGenerator source code the source code of StaticWrapperGenerator and 

DynamicWrapperGenerator are provided.  

2.1.4 User Study  

In order to evaluate the collection effort required by end users when dealing with new data 

sources, we conducted a controlled experiment on a set of 16 sources to measure the ease of 

use and speed of data collection. More precisely, we assessed the effort required for learning 

and using the proposed framework, as well as the time required for executing the data 

collection and indexing processes. To this end, we asked 12 researchers from the Multimedia 

Knowledge & Social Media Analytics Laboratory6 (nine male – three female, between 25 and 37 

year old) to perform a data collection exercise involving 16 CSR sources using easIE. All four 

researchers are computer scientists and familiar with the concepts of HTML, CSS and DOM. 

They also had limited previous experience with extracting information from Web pages, but 

                                                      
5 https://github.com/MKLab-ITI/easIE  

6 http://mklab.iti.gr/  

https://github.com/MKLab-ITI/easIE
http://mklab.iti.gr/
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only by means of custom scripts and code. None of them was involved in any way in the 

development of easIE, nor was any familiar with the WikiRate project.  

The subjects were given a short (15 minute) introduction to the concept of easIE, they were 

presented with a few examples of configuration files, and they were familiarized with the 

concepts of CSS selectors, as well as with the possibility of quickly forming appropriate selector 

expressions with the use of the browsers’ built-in inspection tools. Overall, this learning phase 

lasted approximately half an hour. Then, they were handed the list of 16 selected sources and 

were asked to prepare a configuration file for each of them, while recording the required time 

for creating each file. In the end, they returned the prepared configuration files so that we 

could test their validity and correctness. It is noteworthy that four of the subjects managed to 

create all configuration files without any help, while the rest of the three required some help 

with a couple of cases.  

Table 5: List of CSR sources along with basic statistics and experimental results; et and net stand for expert and non-expert time (in seconds) 
respectively, acc stands for accuracy (percent of correct extraction rules), while ext stands for execution time (in seconds).  

 

Table 5 presents the experimental results for this experiment. For each of the 16 tested 

sources, the table presents the number of lines, extraction rules and extracted metrics, along 

with the time (in seconds) required by the four subjects on average to create the respective 

configuration files and its correctness measured as the percentage of correct extraction rules. 

For comparison reasons, we also report the time that an expert (the lead easIE developer) 

spent on the creation of the corresponding configuration files. Finally, we report the execution 

time for extracting and storing the desired data into the database. In total, the expert spent 

approximately 35 minutes to build the configuration files, while the non-expert subjects spent 
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on average a total of approximately 155 minutes for the same task and managed to compose 

correctly 92.6% of the extraction rules. Given the amount of collected information (52,688 

metrics), this is certainly a reasonable amount of manual effort, which attests to the fact that 

easIE is a straightforward framework to use with a smooth learning curve. Figure 6 presents 

scatterplot of the time each subject required to compose the configuration files in relation to 

the percentage of the correctly composed lines. It is noteworthy that there is no significant 

deviation in the performance of the subjects in terms of the percentage of the correctly 

composed configuration lines.  

 

Figure 6 
The most complex configuration files in terms of number of extraction rules, time required by 

an expert and execution time are the ones associated with Newsweek Global Green Lists. 

Newsweek Lists web pages are produced dynamically and more effort and execution time was 

required to obtain all the desirable metrics. In case of Newsweek US Green Lists less effort 

was required both by the expert and the subjects. The two kinds of Lists had similar structured 

web pages and thus constructing configuration files for Newsweek US Green Lists was an 

easIEr task. In terms of accuracy, subjects seemed to face difficulties with sources Peta, BSR and 

EICC. Most of the subjects were not familiar with CSS selectors and the aforementioned 

sources required the construction of more complex CSS selectors in order to obtain the target 

metrics.  

2.2 Extended Data Model 

This subsection describes the extended data model which was used to store the collected data 

points. The use of a schema-free document-oriented database allowed us to add new fields in 
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our collections without a dramatic impact on our database. In 

 

Figure 7, we present the extended data model. In case of companies two additional fields were 

added: wikirate_id and wikirate_company_name. Both fields were added in order to ease the 

procedure of data integration with the WikiRate platform. As we describe in Section 2.3, after 

collecting the data, we applied several steps of data cleaning in order to remove all possible 

duplicates and assign to the metrics some additional information such as the data type and in 

case of monetary data points the currency. Finally, the Articles entity was extended in order to 

support assignment of categories and tags to new documents.   
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Figure 7: The extended data model. 

 

A further extension of the data model was performed in order to import data points from 

XBRL reports. The Metrics entity was extended and each metric can contain startDate, 

endDate, Date and fact_id in addition to type and currency.  

2.3 Results and Statistics 

This subsection presents statistics and results derived from the collected data. In Table 6 

presents the names of the Web sources, we extracted data from. In total, 33 different Web 

sources were processed resulting in 873,411 metric data points that refer to 55,781 companies.  

In Y3, 11 new sources were addressed (the sources in the blue background in Table 6) and 10 

out of 11 were addressed by using easIE. Obtaining financial and conflicts minerals reports from 

SEC was a challenging task which required searching for reports by company name and thus 

major adaptations in the data extraction logic of the developed framework were required. 

Extracting data from SEC required more than five hours of processing time due to the rate 

limits of their website. The largest part of the newly added metric points was actually obtained 

from SEC. 

2.3.1 Metrics & Companies 
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Each source contains data about several companies. Table 6 presents the number of the 

extracted metric data points from each source and the number of companies to which these 

metrics refer.  

Table 6:  Number of extracted metrics for a number of associated companies per source. The sources in the blue background are the ones we 
obtained data during Y3.  

 Source Name #companies #metrics 

1 UN Global Compact 20,496 156,507 

2 EUtransparency 12,187 205,287 

3 Wikipedia 11,958 102,219 

4 Peta 2,953 13,804 

5 RSPO 2,557 7,689 

6 Forbes 2,224 92,560 

7 Ethical Guide 1,987 10,650 

8 2020wob 1,883 5,284 

9 SEC 1,741 190,046 

10 BCorporations 1,411 18,621 

11 Newsweek 1,378 32,589 

12 EPA 1,277 8,269 

13 Environmental Investment 

Organisation 1,025 10,524 

14 ReportWatch 522 3,200 

15 BSR 370 542 

16 Ethisphere 330 1,166 

17 CorporateKnights 305 1,892 

18 Fortune 299 2,980 

19 Rankabrand 265 347 

20 Peri 240 1,994 

21 Fairlabor 232 312 

22 FCPA 199 995 

23 Sustainability Ranking Asia 174 500 

24 wbcsd 171 171 

25 ClimateCounts 149 634 

26 EICC 133 212 

27 InfluenceMap 120 480 

28 Good Company Index 110 1,813 

29 EPEAT 76 126 

30 Measure UP 56 720 

31 Electronic Frontier Foundation 31 502 

32 Nutrition Index 28 636 
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33 Medicine Index 20 140 

 

A post-processing step on metrics was performed in order to clean data (remove duplicate 

metrics and companies) and assign to each metric the corresponding data type. The following 

data types were considered: numerical, text, Boolean, categorical, link and percentage. In total, 

46% of the collected metric data points are numerical, 23% textual, 9% links, 16% Boolean, 4% 

categorical and 2% percentages.  

2.3.2 Article retrieval from multiple sources 

In Y2, a dataset of annotated articles was collected from the Business & Human Rights 

Resource Centre7. The final dataset comprised 8,541 articles of which the text was more than 

200 tokens long. An article could be categorized to one or more categories. Based on these 

assigned categories, a number of classifiers were built for topic recommendations. To assign 

categories to new incoming documents, we used the Binary Relevance Transformation method 

and more specifically, a number of Naïve Bayes classifiers were built for topic recommendations 

based on the 271 available topics obtained from the annotated dataset of Business & Human 

Rights Resource Centre.  

In Y3, these classifiers were used to assign categories to new incoming articles. First, a number 

of RSS feeds were studied that contained news articles about companies and six of them were 

selected to obtain articles from. The sources were selected based on the type of news they 

contained. All the selected RSS feeds contain news related to companies CSR performance and 

Reuters contains not only news regarding the CSR performance of companies but also their 

financial performance. In Table 7, more details about the RSS feeds are given. Cron jobs were 

used to schedule the article retrieval tasks twice a day. Along with article retrieval, topic and 

tag assignment to the articles was performed. In total, 13,141 articles related to company news 

were collected (collection period: 21 April 2016 – 30 April 2017). In Table 8, the number of 

collected articles per source is presented. 

As we have already mentioned, topic assignment to new incoming articles was performed based 

on the created classifiers from Business & Human Rights Resource Centre dataset. At first, 

each new incoming document had to be transformed into a bag-of-words representation, 

implemented as a vector of identifiers. More precisely, all unigrams, bi-grams and tri-grams of 

each incoming document were used as vector identifiers. Then, the vector was used as input to 

the classifiers to assign or not a category to the article.  

                                                      
7 http://business-humanrights.org/  

http://business-humanrights.org/


 D5.5.3 Scalable Analytics Techniques for User Contributions v1.3 

 03/05/2017 | V1.3 

31 | P a g e  

 

Table 7: Company related RSS feeds. 

Source Name RSS feeds 

SustainAbility http://feeds.feedburner.com/sustainability/all  

sustainableBusiness.com http://feeds.sustainablebusiness.com/SBGeneralNews  

Sustainability matters http://www.sustainabilitymatters.net.au/feed.rss  

CSRwire http://feeds.feedburner.com/csrwire/PRfeed  

Sustainable Brands http://www.sustainablebrands.com/news_and_views/rss  

Reuters http://feeds.reuters.com/reuters/companyNews  

 

Moreover, Named Entities such as Persons, Organizations and Locations were used as tags to 

the incoming articles. More specifically, we used the Stanford NER library (Finkel et al. 2005), 

which implements Conditional Random Field (CRF) sequence models (Lafferty et al. 2001), to 

assign tags to the articles. 

Finally, each article referred to a company or a set of companies. We used our collection of 

companies to identify company entity references in the articles. If there was any reference of a 

company name or alias in the article then the referred company was added to the set of 

referred companies in the article.  

ROME8, a Java framework for RSS feeds and Atoms that is released under Apache 2.0 licence 

was used for obtaining the URLs of the articles from the RSS feeds. Finally, to extract articles 

from different Web sources without generating a new custom wrapper for each, we used the 

easIE framework and snacktory9, an open-source project in Java that provides support for 

article text and title detection. The collected articles are available through an API as described 

in section 3.4 Data availability.  

Table 8: Number of articles per source 

Source Name #articles 

SustainAbility 42 

sustainableBusiness.com 84 

Sustainability matters 505 

CSRwire 870 

Sustainable Brands 902  

Reuters 10,738 

 

2.3.3. Metrics from XBRL reports 

                                                      
8 https://rometools.github.io/rome/  

9 https://github.com/karussell/snacktory 

http://feeds.feedburner.com/sustainability/all
http://feeds.sustainablebusiness.com/SBGeneralNews
http://www.sustainabilitymatters.net.au/feed.rss
http://feeds.feedburner.com/csrwire/PRfeed
http://www.sustainablebrands.com/news_and_views/rss
http://feeds.reuters.com/reuters/companyNews
https://rometools.github.io/rome/
https://github.com/karussell/snacktory
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As we have already mentioned numerous metrics were obtained from the Securities and 

Exchange Commission (SEC). SEC10 is a government commission created by the United States 

Congress and is aiming to protect investors and to maintain fair, orderly and efficient markets 

as well as to facilitate capital formation. SEC supports transparency, participation and 

collaboration in order to protect investors from fraudulent and manipulative market practices. 

All companies are required to file registration statements, periodic reports and other forms 

electronically. Most of these high-value data are collected and published online through the 

EDGAR (Electronic Data Gathering, Analysis and Retrieval) system. Thus, EDGAR has publicly 

available numerous statements related to numerous companies. We obtained from EDGAR 

two different types of report:  

 Conflict Minerals Reports where companies have to disclose their use of conflict 

minerals and if those minerals are necessary to the functionality or the production of a 

product.  

 10-K forms that are annual reports that provide a comprehensive overview of the 

company’s business and financial condition and include audited financial statements.  

Collecting conflicts minerals reports and 10-K forms automatically by using EDGAR was a 

challenging task. Major adaptations in the data extraction logic of easIE were required in order 

to obtain the aforementioned reports. In SEC, there are data about countless companies and 

more data are available for companies that operate in the United States. Therefore, we decided 

to obtain conflict mineral reports and 10-K forms only for companies that exist in our database 

and operate in the United States. EDGAR allows searching companies by name or CIK (Central 

Index Key). Searching by company name could return more than one results. At first, we 

decided to keep the fillings of companies, for which only one company entity was returned. In 

case more than one company entities was returned, we matched it with the correct company 

entity manually. Out of 7,734 companies of our database that are located in United States we 

obtained reports for 1,741 of them.  

SEC is also supporting efforts to make data accessible to both humans and machines. To this 

end, it allows companies to submit their reports by using the eXtensible Business Reporting 

Language (XBRL). XBRL is a standard for digital business reporting and therefore helps 

exchange business information and is used by companies to compose their financial reports in a 

structured manner. XBRL is XML-based. Numerous 10-K forms in EDGAR are available in 

XBRL. Due to SEC, companies have to use the Generally Accepted Accounting Principles (us-

gaap) for financial reporting. GAAP is the standard framework of guidelines for financial 

                                                      
10 https://www.sec.gov/about/whatwedo.shtml  

https://www.sec.gov/about/whatwedo.shtml
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accounting and includes the standards, conventions and rules that accountants follow in 

reporting.  

XBRL deals with complex problems and supports the representation of complex financial 

statements. The basic elements of XBRL include the following: 

 Concept: is the definition of a term that needs to be disclosed in a particular domain.  

 Taxonomy: reports the relationships between concepts.  

 Value: can be related to a concept.  

 Context: of the value-concept pair is referring to and contains additional information 

such as reported period, currency, etc.  

 Fact: can be defined as the triplet of concept, value, and context.  

 Instances: collection of facts. 

 Dimensions: additional metadata that are defined in taxonomies and applied to instances.  

For extracting a number of facts related to a company from XBRL reports, we leveraged the 

DOM tree of the instance document of the 10-K form.  Some of the metric points (facts about 

certain concepts) that obtained from XBRL reports were referred to the following concepts: 

Net Income, Assets, Gross Profit, Income Tax Expense Benefit, Research and Development 

Expense, Cost of Goods and Services Sold, Revenues, Selling and Marketing Expense, Sales 

Revenue Goods Net, Good Will, Sales Revenue Net, Net Income Attributable to the company, 

Cost of Goods Sold, Net Income Attributable to Non-Controlling Interest. In total, 154,482 

metric points were extracted from XBRL reports related to 1,741 companies.  

XBRL metric points that extracted from XBRL reports were mapped to our data model 

schema and stored to our CSR database in order to facilitate the integration with the WikiRate 

platform. As we have already mentioned, each metric point in XBRL reports is named fact and 

each fact can be described by the triplet <concept, value, context>. To this end, we extended 

our data model such that each metric point could contain additional information such as 

startDate, endDate (referring to the reporting period), fact_id and currency.  
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3 Web-based Support for Information Extraction 

Here, we present the web-based support for the developed Information Extraction framework. 

The aim is to facilitate users with a number of tools and insights in order for them to 

understand better how easIE is working. The Web-based support is publicly available11 and 

offers useful insights as well as downloads and online tools regarding easIE. Below, we describe 

the available online tools: (i) the configuration file generator and (ii) the easIE online tester. 

3.1 Online Configuration File Creation 

easIE allows admin users to extract data about companies from heterogeneous Web sources in 

a semi-automatic manner by only defining a configuration file. easIE accepts as input the 

configuration file in order to extract the desired content. The configuration files are written in 

JSON format and users need to compose the configuration files correctly. In case of multiple 

navigation steps the syntax of the configuration files can become complicated, especially for 

novices.  

To this end, we have developed an online tool that facilitates users to generate their 

configuration files by only answering to a number of questions. There is no need for users to be 

familiar with JSON but they need to be familiarized with the basic concepts of easIE. An 

identifier is provided for each configuration file and the generated files are stored in our servers 

for future use.  

The online configuration file generation tool consists of two components: 

 The front-end component that was developed by using web forms, JavaScript, HTML 

and CSS.  

 The back-end component that was developed in Java and provides a RESTful API that 

allows users to retrieve the configuration files, they created in the past, by using the 

configuration file id. 

                                                      
11 http://easIE.iti.gr/  

http://easie.iti.gr/


 D5.5.3 Scalable Analytics Techniques for User Contributions v1.3 

 03/05/2017 | V1.3 

35 | P a g e  

 

 

Figure 8: Configuration file Generator’s first screen. Users at first need to define the seed URL, if the page is dynamic, if the data are formatted 
in a table, if the data are scattered across multiple pages and they want to navigate within the page (there are more details about companies in  
links in the seed Web page.  

 

 

Figure 9: Screen that ask users to give details about the first metric they want to extract from Seed page. Label, Value and Citeyear can be 
custom or extracted from the Web Page. In case of extracting a piece of information, users need to provide the CSS selector that points to the 

HTML element of interest and define if the data type is text, integer, link or an attribute.  
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Figure 10: Last Screen of the Configuration file Generator that prompts user to keep the id of the generated configuration file and download it.  

 

Figure 8, Figure 9 and Figure 10 present some of the screens of the configuration file generator.  

3.2 Online easIE tester  

After creating a configuration file, the user can run his/her example either online or locally by 

downloading the standard version of easIE. The online tester tool can extract data only from 

static Web pages and thus if a user wants to extract data from dynamic Web pages they need 

to run easIE locally.  More specifically, the online tester consists of two components:  

 The front-end component that was developed based on web forms, JavaScript, HTML 

and CSS. 

 The back-end component that was developed in Java and provides a RESTful API for 

users to check the status of the submitted data extraction job and to finally retrieve the 

results.  

In Figure 11, a snapshot of the online tester is depicted. Users can run their own tasks or one 

of the three pre-selected examples that are described in the documentation.  

After uploading a configuration file, users can submit the configuration file and wait for the 

completion of the defined job in order to obtain the results. An identifier is provided for each 

submitted job in order for users to be able to track the status and the results of the submitted 

data extraction task. There are three possible states for each submitted job:  

 in_progress: when the job has not been completed.  

 completed: when the job has been completed and the results are available. Some basic 

statistics are available along with the results such as the number of the collected metrics 

and companies. Pagination is supported (parameter :page) in the results since only 

metrics about at most 10 companies can be presented per page. Note that, the 
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extracted results from easIE online tester are not included in our CSR database but they 

are stored independently and users can retrieve them for personal use.  

 interrupted: when something goes wrong in the data extraction process. Usually, this 

status is accompanied with a suitable message. Users can try to resubmit the 

configuration file after trying to resolve the described issue. The most common errors 

are related to errors in the structure of the configuration file. First, easIE needs to 

validate the configuration file before starting the data extraction process. The validation 

is performed by the configuration file validator and in case of errors suitable messages 

are presented.  

 

Figure 11: A snapshot of the online easIE tester. 

 

The method GET results from the endpoint easIE.iti.gr/easIE-tester is used to obtain the status and 

the results of the submitted job. The API returns data as JSON. In GET results JSON response 

examples per status, examples of the response of each status are available.  

3.4 Data availability  

A number of sources, defined by WP3, were processed with easIE and numerous metrics about 

many companies were obtained. Transparency and data availability are key features in the 

project. Thus, on the top of this data, a RESTful API was developed to make these data available 

to third parties. The API returns data as JSON. The endpoint is easIE.iti.gr/csr_api and three 

basic methods are available: 

 GET companies 

o which is responsible for returning a collection of companies, whose name 

matches a given search term. If no query is defined then the method returns all 

the available companies in the database. There are several parameters that users 
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can define in order to limit the results. In Table 9, all the available parameters 

with a small description of GET companies method are presented. 

 GET metrics 

o which is responsible for returning a collection of metrics, whose name matches a 

given search term. If no query is defined then the method returns all the available 

metrics in the database. Users can search metrics by name, value, source name 

and citation year. In Table 10, all the available parameters with a small 

description of the GET metrics method are presented.   

 GET articles 

o which is responsible for returning a collection of articles that contains a search 

term (parameter :q). If no query is defined then the method returns all the 

available articles in the database. Users can also search articles by category, tag 

and company id. In Table 11, all the available parameters with a small description 

of GET articles method are presented.  

More information and examples about the API can be found online.  

Table 9: Available options of GET companies method 

 

Table 10: Available options of GET metrics method 
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Table 11: Available options of GET articles method 

 

In addition to the API, the Web support of easIE offers useful insights to users regarding the 

created CSR database. More specifically, a dashboard is available with some basic statistics 

regarding the CSR database. The dashboard uses line charts to visualize the number of metrics 

obtained from each source and the number of companies per source. The dashboard is updated 

every time new data is imported in the database. A snapshot of the dashboard is depicted in 

Figure 12.  

 

Figure 12: CSR Dashboard offers some basic statistics about the created CSR database 
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4 Visualisations  

This section outlines work that has been conducted for the visualization component of T5.3. At 

first, we describe Metric Visualizations for a wide audience that were developed and integrated 

into the WikiRate platform. Then, a web-based visual analytics application for “power users” is 

described that demonstrates how the collected metrics (with easIE) can be leveraged in order 

to provide users with a more comprehensive view of the data and consequently of the CSR 

performance of companies. Finally, we present three cases of data analysis using the data 

collected by easIE with the goal of responding to CSR-oriented research hypotheses.  

4.1 WikiRate Metric Visualization  

WikiRate aims to serve as a hub for collecting, sharing and analysing data about companies’ ESG 

performance. WikiRate aims to present this data to a wide audience, and therefore data 

visualisation is an important aspect of the platform.  

 
Figure 15: Screenshot of a metric visualization on WikiRate.org, in this case showing the data for a metric asking what the ratio between the 

CEO’s pay and that of the median worker is. 

 

One of the constraints in determining the approach to visualisation of metric data is that it 

should be applicable to all of the quantitative metrics on the site – these including a range of 

numerical types as well as categorical and multi-category data. When a user is looking at a 
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particular metric, they should be presented with a visualisation which shows the distribution of 

values, as understanding this distribution is important for interpreting what each of the values 

means and considering the relative performance of companies. It was therefore decided that 

the initial deployment of data visualisations should use bar charts and histograms to show how 

data for categorical and numerical metrics is distributed. 

The metric data visualisations currently deployed on WikiRate are considered to be in Beta, 

they have been developed to a point where they are usable, filling what was a considerable gap 

in WikiRate’s presentation of data. Metric data visualisations are however still very much a 

work in progress, there are some minor fixes to be made in the short term and also some 

major revisions and additions to make longer-term.  

 
Figure 13: Screenshot of a metric visualization on WikiRate.org, in this case showing the data for a metric asking what percentage of a 

company’s employees are covered by collective bargaining agreements. In this case the filtering interface is expanded and an industry filter has 
been applied, so that only automotive companies are displayed. 
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Metric visualisations aim to present an overview of the data held in a particular metric, and also 

to allow users to begin playing with this data and looking for patterns or trends within the data. 

In the current version, the method of interacting with the data is to apply filters to the metric, 

for example restricting it to showing companies that operate in a particular industry. Figure 13 

shows an example of a metric with an active filter. 

These visualisations can also be interacted with by clicking on one of the bars, this expands the 

values represented by that bar and filters the list of company values to only include those within 

the sub-set, allowing closer inspection of an area within the distribution.  

An alternative version of these visualisations appears when a user selects a company in the list 

of metric values, this expands the set of available answers for that company on the right of the 

page (see figure 14). For each year where the company has an answer, a small version of the 

bar chart visualisation is drawn with the bar representing the company’s answer highlighted.  

This allows users to easily see where a company’s performance lies in the range as measured by 

the metric, and whether the position of the company within the distribution has been changing 

over time. 

 

 

 
Figure 14: Screenshot of an expanded metric value on WikiRate.org, showing the expanded view for the selected value, which incorporates a 

visualization showing where within the overall distribution of values the selected company value lies. 

 

4.1.1 Technical Implementation 

The key question for the implementation was how much of the calculation can be moved to the 

client side to save server calculation time. The answer is: not much.  

The visualisations are coupled with the filter options. To handle changes in the filter on the 

client side the initial request would have to provide all data that could possibly become relevant 

for any of the filter options. That is way too much to be a practical solution. Additionally, the 

database on the server can handle the calculation of the necessary counts faster than the client. 
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Hence, we decided to move only the rendering of the charts to the client. We use the data 

visualisation tool Vega for that. It is an open source JavaScript library that supports all the 

features we need. It retrieves the configuration and data for the charts as JSON objects from 

the server. 

There are three cases to distinguish when generating the data for the visualisations: 

1. Metrics with categorical values:  There is only a fixed and usually small set of possible 

values, for example grades from A to F. In that case we just show one bar per value. 

2. Metrics with numeric values: Here we have to group the values so that every bar covers 

a certain range of values. The challenge here is to choose the ranges for every bar so 

that even for highly skewed distributions the plots display well. 

We use a very simple approach which produces reasonable results for the data existing 

so far. We look at how many magnitudes the maximal value is greater than the minimal 

value. We use linear grouping for small ratios. If the maximal value is two magnitudes 

greater than the minimal value we switch to a log scale. 

3. Metrics with free text values: No visualisation since a reasonable grouping is impossible. 

 

4.1.2 Future development 

Metric data visualisation is recognised as a key feature for WikiRate, and there are plans to put 

considerable effort into improving this going forward. Metric data visualisations will be 

developed going forward to increase their flexibility and, critically, allow users to save their 

configuration of a particular visualisation so that it can be shared with others.  

As the data available on WikiRate grows, the attention of the development team will shift away 

from features that support data collection, and towards features that increase its utility and 

impact. Visualisations have a number of roles to play in this, and the plan for developing them 

can be described using three principles: 

1. Sightseeing: making data fun to explore visually  

2. Sightings: graphical data findings captured from such explorations 

3. Insights: written interpretations of sightings data 

 

Sightseeing will involve an intuitive browse and search graphical user interface that invites users 

to explore data. Results can be displayed through a variety of representations, typically with (b) 

a graphical overview of the complete results and (b) a listing few of sample results. We foresee 

the development of alternative ways of conveying researched data: (a) temporal view (timeline), 

(b) comparative view (e.g. among different researched entities). Initial visualizations will focus 
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heavily on individual metrics, but we expect the visualizations to grow much more involved and 

support, for example, the display of multiple metrics and their relationships. While there may 

be some advanced features, WikiRate will put a premium on discoverability and usability in an 

effort to make data more approachable and to broaden the perspective brought to their 

analysis. Advanced features may include enhanced visualisation capabilities and extended 

reporting tools such as charts, graphs, tables, detailed reports with export capabilities and 

comparisons between different time spans and entities. 

As users explore data in this way, they will be able to reveal interesting findings, such as 

surprising correlations between apparently unrelated metrics, corporate performance that runs 

counter to brand narrative, and metric answer distributions that suggest a surprisingly positive 

or negative storyline. When users come across such a finding they can easily record it and 

create a Sighting. A Sighting will be stored with a default visualization pattern, though, as in 

Sightseeing, a Sighting presentation will enable users to visualize the sighting in different ways. 

Sightings can be either static or dynamic. For static Sightings, a snapshot of the results data is 

stored so that future data updates will not alter the visualization. Dynamic Sightings, by 

contrast, will store only the query, so that data updates are reflected in new viewings. In both 

cases, Sightings will link richly to the underlying data (in the case of outdated static Sightings, 

this will often involve linking users to a metric answer’s revision history) 

From a UX perspective, Sightings are little more than visualizations. From Sightings, however, 

participants may create Insights, which contextualize and interpret sightings through narratives, 

discussions, tagging, and voting. Having found an interesting Sighting, a user can create an Insight 

to explain what is compelling or relevant. Other users may respond in many ways, including by 

commenting, by tagging, by voting on its importance, by supporting the Insight with an 

additional Sighting, by contradicting the Insight with a new Insight that reinterprets the Sighting, 

etc. In this way, Sightings and Insights will become interwoven, and will support a tapestry of 

open data-driven knowledge. And because Sightings are richly linked to the underlying data, 

users can seamlessly navigate from data to Insights and back again. 

The metric visualisations available on WikiRate at the moment are automatically generated to 

serve the purpose of allowing people to understand what the data for an individual metric is 

saying. The plan going forward is to make visualisation a user activity, giving the community 

features with which to construct their own visualisations and share these both within and 

beyond the platform. Insights which package visualisations and description will be used to make, 

support or counter arguments with data – allowing for a dialogue which is closer to the data, 

enmeshed within it. 

Insights are also seen as key to extending the reach of WikiRate and the data it stores. It will be 

possible to export Sightings and Insights from WikiRate in a way which can be embedded on 
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another site, allowing users to present findings to their own audiences outside WikiRate, while 

retaining close links to the data on WikiRate so that readers can seamlessly follow through to 

inspect the underlying data in detail. This has advantages both for the creators of 

Sightings/Insights (in that they can share their findings beyond WikiRate), and for the platform 

itself (in that the embedded visualisations will act as outposts for WikiRate, with interested 

readers following links from the visualisation to the underlying data on WikiRate, not just 

bringing them to the site but bringing them to a landing page which is presumably of some 

interest to them). 

4.2 Visual analytics for easIE 

In addition to the integrated WikiRate Metric Visualization that was presented above, we also 

developed a standalone visual analytics tool on top of easIE, with the goal of offering data 

insights to more advanced users of the platform, e.g., developers, data analysts and platform 

administrators. 

A valuable type of insights can be gleaned from the large database of collected metrics in 

relation to the positioning of a company’s CSR practices with respect to the rest of the 

companies. This can be achieved by visualizing the distribution of a selected metric across the 

full set of companies in our collection and highlighting the value for the company of interest.  

This provides a quick and easily digestible view on how the company performs in terms of the 

given metric relative to other companies. For instance, Figure 15 depicts the performance of 

Apple Inc. in terms of eight different metrics. In the case of the seven numeric metrics, larger 

values correspond to better performance. The last bar chart (Figure 15h) depicts the 

participation of Apple Inc. in a number of non-governmental organizations related to sustainable 

activities; out of the four such organizations, Apple Inc. participates in the highlighted three, 

while the height of each bar corresponds to the number of companies that participate in the 

respective organization. Overall, Apple Inc. seems to have moderate to good CSR performance 

in most of the depicted metrics. Nevertheless, it could improve its performance in terms of the 

number of women in the board of directors and the number of persons involved in EU 

transparency activities.  
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Figure 15: Overview of Apple Inc. CSR performance in terms of eight metrics: a) percentage of women in the board of directors, b) Newsweek 
Green score, c) waste productivity (%), d) number of persons involved in EU transparency activities, e) annual green power usage (kWh), f) 

Good Company score, g) rating at rankabrand.org. Figure 3h depicts the membership of the company in several non-profit organizations. Values 
referring to the company are highlighted in red. 

 

The developed web application, named CSRVis12, implements the aforementioned ideas of 

leveraging the collected metrics to provide users with a more comprehensive view of the data 

and subsequently of the CSR performance of companies. Specifically, users can search for a 

company by company name. A set of matching companies is returned and the user can select 

the company that matches his/her criteria (in the results set a company is described by its 

company name and country of origin). After selecting a company the set of available metrics 

about the company is returned and displayed in cards. Note that only numerical, percentile, 

boolean and categorical metrics are displayed. Then, the user can select the most important 

metrics based on his/her preferences and display the positioning of the company with respect 

to the rest of the companies by visualizing the distributions of the selected metrics across the 

full set of companies in the collection and highlighting the value for the company of interest.  

In Figure 16, a screenshot of CSRVis is available that shows an overview of CSR performance 

for Adidas in terms of three metrics for 2014. It seems that in terms of Energy and Carbon 

Productivity, Adidas performance in 2014 was good but in terms of the overall Newsweek 

Green Score, Adidas performed moderate to good. Users can also select if they want to display 

the distribution of the raw data points without any transformation or if they want the displayed 

data to be transformed to normal distribution (by using the logarithm function). Finally, they can 

select the number of buckets of the illustrated histogram (available number of buckets: 5, 10, 20 

and 30).  

                                                      
12 http://easie.iti.gr/CSRVis/ 

http://easie.iti.gr/CSRVis/
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Figure 16: Screenshot of CSRVis that displays the overview of Adidas CSR performance in terms of three metrics: a) Newsweek Green Score, 

b) Energy Productivity and c) Carbon Productivity for 2014. 

 

The CSRVis consists of two components: 

 The front-end component that was developed by using HTML, JavaScript, CSS and 

d3.js13, a JavaScript library for creating data visualizations.  

 The back-end component that was developed in Java. 

4.3 Performing CSR Research based on WikiRate data 

In addition to the useful visualizations presented above, the collected data could be leveraged to 

extract useful data analytics, inferences and prediction models related to companies’ CSR 

behavior. The last 40 years a plethora of studies have been conducted that examine the 

relationship between Corporate Social Performance (CSP) and Corporate Financial 

Performance (CFP) (Bragdon Jr & Marlin 1972; McGuire et al. 1988; Stefan & Paul 2008; 

Elshahat et al. 2015). In the early 70’s, (Bragdon Jr & Marlin 1972) were among the first to 

studied such relationship from both a manager's and an investor's perspective. To date, the 

relationship between CSP and CFP is still under investigation. (Margolis et al. 2007) conducted a 

                                                      
13 https://d3js.org/  

https://d3js.org/
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meta-analysis on 167 studies in order to define which aspects of CSR are more effective in CFP 

and they discovered a small but positive effect of CSP on CFP but a more important effect of 

specific aspects of CSP on CFP.  

Numerous studies have also investigated the relationship between social responsibility 

disclosure and company size (Trotman & Bradley 1981; Purushothaman et al. 2000). Bigger 

companies tend to disclose more information about their social responsibility than smaller 

ones. (Stanwick & Stanwick 1998) studied the relationship between CSP and organizational size, 

financial and environmental performance.  

To demonstrate the usefulness of ESG data analysis for conducting such inferences, we 

performed data analysis on three datasets collected with easIE to investigate three hypotheses. 

Note that, the size of the samples, we study, is highly dependable on the available data in our 

database regarding the tested variables.  

The first dataset that we analyzed comprised collected data about companies that have been 

active participants in UN Global Compact initiative or they were in the past. In particular, we 

studied a set of 10,868 companies and we were interested in the following hypothesis: 

Hypothesis 1 There is no difference in the achieved communication status of companies (Active, 

Non-Communicating) between the different company types (small, small-medium, medium etc.). 

The cross tabulation table (table) shows that amongst the different types of companies, larger 

companies tend to have higher percentage of active communication with UN Global Compact 

initiative than smaller ones. More specifically, large companies have the highest percentage of 

active communication status at 94.2% followed by medium companies at 83.9%. Consequently, 

smaller companies tend to be less consistent in the communication process. Companies with 

no employees have the highest percentage of non-communicating status at 86.3% followed by 

small companies at 37.7%. The chi-square tests led to χ2(4, n=10,868) = 934.53, p<.001 and the 

result indicates that there is a strong association between company type and communication 

status. Therefore, the result does not support the null hypothesis (Hypothesis 1) and there is a 

significant difference in the achieved communication status of companies between the different 

company types.  
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Table 12: Communication status - company type cross-tabulation 

 

Next, a sample of 1,094 companies located in the United States was studied. More particularly, 

we wanted to study the following hypothesis:  

Hypothesis 2 There is no correlation between the % of Women in the board of directors and the 

Net Income attributable to the company in 2015. 

Spearman’s correlation coefficient was used to check the Hypothesis 3 and discover the 

direction and the strength of the relationship between the two variables, if such relationship 

exists. We preferred Spearman’s rho Correlation Coefficient since the distribution of the 

variables is not normal. Spearman’s correlation coefficient is the non-parametric equivalent of 

the Pearson correlation and as (Field 2013) stated “Spearman’s correlation coefficient, is a non-

parametric statistic and so can be used when the data have violated parametric assumptions such as 

non-normally distributed data”. In table, the Spearman’s correlation coefficient indicates that there 

is a strong relationship between the percentage of Women in the board of directors and the 

Net Income of the company. This suggests that the higher the Net Income of the company is 

the higher the percentage of Women in the board of directors. Consequently, we could claim 

that companies with higher Net Income tend to employ more Women in the board of 

directors.  
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Table 13: Non-parametric Correlation of the % of women in the board of directors to Net Income 

 

Finally, a sample of 115 companies that have been scored in Newsweek Top Green Companies 

List in 2015 was studied. The headquarters of the selected companies located in one of these 

four countries: Germany, France, China or Japan. We chose only these four countries for 

demonstration purposes. The last hypothesis, we wanted to investigate was: 

Hypothesis 3 There is no difference between the means of the CSR performance of companies due 

to Newsweek in different Countries. 

In order to investigate the aforementioned hypothesis, we performed one-way analysis of 

variance (one-way ANOVA) that is used to compare means of three or more groups by using 

the F distribution which is a right-skewed probability distribution. The ANOVA results 

indicated a significant difference between the means of the CSR performance and the rejection 

of the null Hypothesis 3. As our data did not meet the homogeneity of variances assumption, we 

performed Games-Howell post-hoc test in order to reveal between which groups the 

differences in the mean of CSR performance are significant. The results of the post-hoc test are 

presented in table. The mean of the CSR performance of companies located in China presents 

significant negative mean difference from the means of the other three countries. On the other 

hand, France presents positive significant mean difference of the CSR performance with China 

and Japan. The mean of the CSR performance of companies located in Germany displays 

significant positive difference only with that of companies from China. Finally, Japan presents 

significant positive difference with China and negative with France.  
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Table 14: Results of Games-Howell post hoc test 

 

This is a preliminary work on data analysis of the collected data by easIE. The framework 

enables users to collect a large amount of company related data and increases the confidence in 

the analysis results due to the amount of the available information. The aggregated information 

from multiple sources allows us to investigate more complex hypotheses. 
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5 Supporting Tools and Integration 

In this section, we describe the supporting tools that were developed in order to facilitate the 

process of importing metric data points into the WikiRate platform.  

5.1 Import/Export Facilities 

As we have already mentioned, the data extraction task resulted in the creation of a CSR 

database which contains a plethora of metric data points related to a number of Researched 

Metrics. Initially, a fraction of this CSR database was imported to the WikiRate platform and 

contained about 45,000 data points related to 4,500 companies. As the database was growing 

the integration between the CSR database and the WikiRate platform was becoming a 

challenging task. The following steps were performed in order to import new metric data 

points into the WikiRate platform:  

1. Define which metrics are really worthy to be imported into the WikiRate platform 

2. Prioritize these metrics based on their importance 

3. Match WikiRate companies with those in the CSR database and assign to them a new 

field named 'wikirate_id' 

4. Create a new Researched Metric into the platform, if it doesn't already exist 

5. Check the consistency of the data metric points into the CSR database 

6. Export sources the metric data points are coming from into a CSV file 

7. Export metric data points into a CSV file  

8. Import the sources and then the data points into the WikiRate platform by using 

platform’s importing tool 

In steps 1 and 2, CERTH provided a list with the available metrics per source into Cambridge 

and Cambridge selected the most important to be imported into the WikiRate platform and 

prioritized them based on their importance. Cambridge also provided a list which contained all 

available companies in the WikiRate platform accompanied with their aliases and ids. Then, we 

matched WikiRate companies with those in the CSR database by matching their names and 

assigning to each matched company the ‘wikirate_id’ field. Our goal was to import first data 

points related to companies that were already existed in the platform.  

For each Researched Metric that did not exist in the WikiRate platform a new Researched 

Metric was created. The designer should provide a Metric Title, a Question (it answers), a 

number of topics related to the metric, the value type of the metric and the associated 

Research Policy. In Figure 17, a screenshot of the creation of a new Researched Metric is 

available.   



 D5.5.3 Scalable Analytics Techniques for User Contributions v1.3 

 03/05/2017 | V1.3 

53 | P a g e  

 

 

Figure 17: Screenshot that displays the creation of a new Researched Metric in the WikiRate platform.  

 

Before importing metric data points to the platform, we had to check the consistency of the 

data (duplicate detection) in the CSR database. In case of detected inconsistencies, a post-

processing step on the data was performed. Then, the metric data points were extracted from 

the CSR database into a CSV file by using a Web service which was developed in Javascript and 

allows the extraction of data points related to a Researched Metric in a CSV file. The Web 

service is open source and is available on bitbucket14. The Web service accepts as input the 

Designer’s name, the Researched Metric’s name, the name of the metric in the CSR database 

(may differ) and the source name. The Web service exports the metric data points in the 

correct format as required from the WikiRate importing tool. In particular, the CSV file should 

contain the following columns per data point: researched metric name, company, year and 

source. An example of a CSV file can be found in CSV example of WikiRate import metric values file.  

Finally, each CSV file is uploaded to the importing tool on WikiRate platform in order to 

import the available metric data points. The importing tool is checking for matches of 

companies referred to the CSV file with company entities on WikiRate. The matching is 

performed by comparing company names and three cases are considered:   

 Partial match: when a company is matched partially with a company entity on WikiRate 

                                                      
14 https://bitbucket.org/itsam/wikirate-metrics-import-server/src  

https://bitbucket.org/itsam/wikirate-metrics-import-server/src
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 Exact match: when a company is matched exactly 

 Alias: when an exact match was found in the aliases list of the company entity on 

WikiRate 

 None: when no company entity was found as match on WikiRate  

In case of partial and none matches, users can provide corrections on matching the companies 

with the correct entities on WikiRate or create new ones. The importing tool updates 

company entities’ aliases in each import in order to facilitate future imports. A screenshot of 

the import page can be found in Figure 18. 

 

Figure 18: Screenshot that displays the import of a CSV file with the WikiRate import tool. 

 

Except importing metric values, WikiRate platform allows users to import sources in order to 

assign useful metadata per source such as report type, year, a custom description as well as the 

companies each source is referring to.  
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6 Conclusions and Future Work 

The advantages of developing appropriate visualizations and the benefits of the data extraction 

task were presented in this deliverable. The developed Information Extraction framework was 

extended to support navigation within Web pages (either static or dynamic) and the structure 

of the configuration file was redefined in order to be more understandable by end users. 

Overall, 33 different Web sources were processed resulting in 873,411 metric data points that 

refer to 55,781 companies. In this final period of the project, 11 new sources were addressed 

and 10 out of 11 were handled by easIE. Numerous XBRL reports were processed and a 

plethora of financial data points were obtained. A Web-based support for easIE was developed 

and it is aiming to facilitate users with a number of tools and insights in order for them to 

understand better how the framework is working. Furthermore, we conducted a controlled 

experiment on a set of 16 sources to measure the ease of use and speed of data collection in 

order to evaluate the collection effort required by end users when dealing with new data 

sources by using easIE. In total, the expert spent approximately 35 minutes to build the 

configuration files, while the non-expert subjects spent on average a total of approximately 155 

minutes for the same task and managed to compose correctly 92.6% of the extraction rules. 

Extracting structured information from Web pages is a challenging task and we are planning on 

putting significant effort in the future on extending easIE framework to automatically extract 

information from unseen templates by leveraging state-of-the-art methodologies based on 

neural networks.   

In this final period, a respectable amount of work has been done on data visualizations in the 

WikiRate platform. At first, a demo web application was developed that visualizes the 

distribution of a selected metric across the full set of companies and highlighting the value for 

the company of interest. Such visualizations were developed and integrated into the WikiRate 

platform to allow users to begin playing with data and look for patterns or trends. Next, we 

performed some preliminary work on data analysis of the collected data by easIE where three 

hypotheses were studied to demonstrate the usefulness of the available CSR data to inferences 

extraction. Our goal is to extract in the future more useful analytics and inferences and 

integrating them into the WikiRate platform by creating regression models, exploiting the 

collected data in order to predict companies behaviour regarding certain aspects of their CSR 

performance. Metric data visualisation is recognised as a key feature for WikiRate, and there 

are plans to put considerable effort into improving this going forward. Metric data visualisations 

will be developed going forward to increase their flexibility and, critically, allow users to save 

their configuration of a particular visualisation so that it can be shared with others.  
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Appendix 

Metrics, companies and articles JSON Examples 

Company JSON Example: 

{ 

    "_id" : ObjectId("5522275f87f0396d3da2d29e"), 

    "company_name" : "Bank of China", 

    "website" : "www.boc.cn", 

    "country" : "china", 

    "logo" : "http://images.forbes.com/media/lists/companies/bank-of-

china_200x200.jpg", 

    "sector" : "Financials", 

    "Aliases" : [ 

            "Bank of China", 

            "Bank of China Limited", 

            "BANK OF CHINA", 

            "Bank Of China" 

    ], 

    "industry" : "Financials", 

    "wikirate_id" : "56689", 

    "wikirate_company_name" : "Bank of China" 

}    

 

Metric JSON Example: 

{ 

        "_id" : ObjectId("5522275a87f0396d3da2d267"), 

        "name" : "Sales", 

        "value" : "121280000000.00", 

        "source" : "http://www.forbes.com/companies/china-construction-

bank/", 

        "citeyear" : 2014, 

        "referred_Company" : ObjectId("5522275a87f0396d3da2d266"), 

        "source_name" : "Forbes", 

        "type" : "numerical", 

        "currency" : "USD" 

} 

 

 

Article JSON Example: 

{ 

    "_id" : ObjectId("57b6e98796ac44140404f848"), 

    "title" : "BRIEF-Sierra Bancorp adds three directors", 

    "date" : "Fri Aug 19 13:12:45 EEST 2016", 

    "content" : "Company News | Fri Aug 19, 2016 6:12am EDT\nBRIEF-Sierra 

Bancorp adds three directors\nAug 19 Sierra Bancorp :\n* Sierra Bancorp 
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complements board of directors with three new additions\n* Expanded number of 

authorized directors to ten  Source text for Eikon:  Further company 

coverage:\nTrending Stories\n* Q4 earnings per share view $0.40 -- Thomson 

Reuters I/B/E/S\nMORE FROM REUTERS\nReuters News Agency | Brand Attribution 

Guidelines | Delivery Options\nReuters is the news and media division of 

Thomson Reuters . Thomson Reuters is the world's largest international 

multimedia news agency, providing investing news, world news, business news, 

technology news, headline news, small business news, news alerts, personal 

finance, stock market, and mutual funds information available on Reuters.com, 

video, mobile, and interactive television platforms. Learn more about Thomson 

Reuters products:\n", 

    "source" : 

"http://feeds.reuters.com/~r/reuters/companyNews/~3/yklFX4xorlg/idUSASC093ON"

, 

    "assigned_tags" : [ 

            "Sierra Bancorp", 

            "BRIEF-Sierra Bancorp", 

            "REUTERS\nReuters News Agency", 

            "Reuters.com", 

            "Thomson Reuters", 

            "Eikon", 

            "Reuters" 

    ], 

    "assigned_categories" : [ 

            "Retail", 

            "Technology, telecom & electronics", 

            "DiversifiedConglomerates", 

            "Conferences & events schedule", 

            "Supply chainFair trade", 

            "Digital divide" 

    ], 

    "referred_Companies" : [ 

            ObjectId("564cb1e3eebecd336aeca23d"), 

            ObjectId("5522295287f0396d3da2e9a1"), 

            ObjectId("564e28f4eebed907c4e911ae") 

    ]} 

 

 

 

Configuration file template 

{ 

"url": { 

    "relative_url": "", 

    "base_url": "" 

},     

"table_selector": "", 

"company_info": [ 

    { 

        "citeyear": 2016, 

        "label": "Company Name", 
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        "value": { 

            "selector": "", 

            "type": "text" 

        } 

    }, 

    { 

        "citeyear": 2016, 

        "label": "", 

        "value": { 

            "selector": "", 

            "type": "" 

        } 

    }, 

    { 

        "citeyear": 2016, 

        "label": "", 

        "value": { 

            "selector": "", 

            "type": "" 

        } 

    }, 

    { 

        "citeyear": 2016, 

        "label": "", 

        "value": { 

            "selector": "", 

            "type": "" 

        } 

    } 

], 

"dynamic_page": false, 

"next_page_selector": "", 

"metrics": [ 

    { 

        "citeyear": 2016, 

        "label": "", 

        "value": { 

            "selector": "", 

            "type": "" 

        } 

    }, 

    { 

        "citeyear": 2016, 

        "label": "crawl_to", 

        "value": { 

            "selector": "", 

            "type": "link" 

        } 

    } 

], 

"source_name": "", 

"crawl": { 

    "company_info": [ 

        { 
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            "citeyear": 2016, 

            "label": "", 

            "value": { 

                "selector": "", 

                "type": "" 

            } 

        } 

    ], 

    "dynamic_page": false, 

    "metrics": [ 

        { 

            "citeyear": 2016, 

            "label": "", 

            "value": { 

                "selector": "", 

                "type": "" 

            } 

        } 

    ] 

}, 

"store": { 

    "format": "ABSTRACT_METRIC", 

    "hd_path": "results.json" 

} 

 

 

UN Global Compact configuration file example 

{ 

"url": { 

    "base_url": "https://www.unglobalcompact.org", 

    "relative_url": "/what-is-

gc/participants/search?page=1&search[keywords]=&search[organization_types][]=

2&search[organization_types][]=3&search[organization_types][]=5&search[organi

zation_types][]=15&search[organization_types][]=19&search[per_page]=50&search

[sort_direction]=asc&search[sort_field]=&utf8=✓" 

}, 

"source_name": "UN Global Compact", 

"table_selector": ".participants-table > tbody:nth-child(2) > tr", 

"company_info": [ 

    { 

        "label": "Company Name", 

        "value": { 

            "selector": "th.name", 

            "type": "text" 

        } 

    }, 

    { 

        "label": "Type", 

        "value": { 

            "selector": "td.type", 

            "type": "text" 

        } 
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    }, 

    { 

        "label": "Sector", 

        "value": { 

            "selector": "td.sector", 

            "type": "text" 

        } 

    }, 

    { 

        "label": "Country", 

        "value": { 

            "selector": "td.country", 

            "type": "text" 

        } 

    } 

], 

"metrics": [ 

    { 

        "label": "crawl_to", 

        "value": { 

            "selector": "th.name > a", 

            "type": "link" 

        } 

    } 

], 

"next_page_selector":".next_page", 

"store": { 

    "format": "COMPANY_METRIC", 

    "database": "WikiRateDB_SEC3", 

    "companies_collection": "Companies", 

    "metrics_collection": "Snippets" 

}, 

"dynamic_page": false, 

"crawl": { 

    "company_info": [ 

        { 

            "label": "website", 

            "value": { 

                "selector": ".participant-website-link", 

                "type": "link" 

            } 

        } 

    ], 

    "metrics": [ 

        { 

            "label": { 

                "selector": "div.column:nth-child(3) > dl:nth-child(2) > 

dt:nth-child(7)", 

                "type": "text", 

                "replace": { 

                    "regex": [ 

                        ":" 

                    ], 

                    "with": [ 
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                        "" 

                    ] 

                } 

            }, 

            "value": { 

                "selector": "div.column:nth-child(3) > dl:nth-child(2) > 

dd:nth-child(8)", 

                "type": "text" 

            } 

        }, 

        { 

            "label": { 

                "selector": "div.column:nth-child(3) > dl:nth-child(2) > 

dt:nth-child(9)", 

                "type": "text", 

                "replace": { 

                    "regex": [ 

                        ":" 

                    ], 

                    "with": [ 

                        "" 

                    ] 

                } 

            }, 

            "value": { 

                "selector": "div.column:nth-child(3) > dl:nth-child(2) > 

dd:nth-child(10)", 

                "type": "text" 

            } 

        }, 

        { 

            "label": "UN Global Compact: Member Since", 

            "value": { 

                "selector": ".company-information-since > time", 

                "type": "text" 

            } 

        }, 

        { 

            "label": "crawl_to", 

            "value": { 

                "selector": ".tab-cop", 

                "type": "link" 

            } 

        } 

    ], 

    "crawl": { 

        "table_selector":"article.tab-content:nth-child(3) > table:nth-

child(3) > tbody:nth-child(2) > tr", 

        "metrics": [ 

            { 

                "label": { 

                    "selector": "td.title", 

                    "type": "text" 

                }, 
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                "value": { 

                    "selector": "td.title > a", 

                    "type": "link" 

                }, 

                "citeyear":{ 

                    "selector":"th.year", 

                    "type":"integer" 

                } 

            } 

        ] 

    } 

} 

 

 

StaticWrapperGenerator and DynamicWrapperGenerator source code 

StaticWrapperGenerator source code: 

public class StaticWrapperGenerator extends WrapperGenerator { 

 

public StaticWrapperGenerator(Configuration configuration) { 

    super(configuration); 

} 

 

@Override 

public void execute() throws InterruptedException, Exception { 

    if (configuration.url.relative_url != null) { 

        StaticHTMLExtractor wrapper = new StaticHTMLExtractor( 

                configuration.url.base_url, 

                configuration.url.relative_url 

        ); 

 

        if (configuration.next_page_selector != null) { 

            PaginationIterator pagination = new PaginationIterator( 

                    configuration.url.base_url, 

                    configuration.url.relative_url, 

                    configuration.next_page_selector 

            ); 

            extraction_handler.execute(pagination, configuration); 

        } else { 

            extraction_handler.execute(wrapper, configuration); 

        } 

    } else if (configuration.group_of_urls != null && 

configuration.url.base_url != null && configuration.url.relative_url == null) 

{ 

        if (configuration.next_page_selector != null) { 

            throw new Exception("Pagination can not be conducted in Group 

Wrapper mode"); 

        } 

        GroupHTMLExtractor wrapper = new 

GroupHTMLExtractor(configuration.group_of_urls, configuration.url.base_url); 

        extraction_handler.execute(wrapper, configuration); 

    } 
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} 

} 

 

 

DynamicWrapperGenerator source code: 

public class DynamicWrapperGenerator extends WrapperGenerator { 

 

private String ChromeDriverPath; 

 

public DynamicWrapperGenerator(Configuration configuration, String 

ChromeDriverPath) { 

    super(configuration); 

    this.ChromeDriverPath = ChromeDriverPath; 

} 

 

@Override 

public void execute() throws InterruptedException, Exception { 

 

    if (configuration.url.relative_url != null) { 

        DynamicHTMLExtractor wrapper = new DynamicHTMLExtractor( 

                configuration.url.base_url, 

                configuration.url.relative_url, 

                ChromeDriverPath 

        ); 

        if (configuration.events != null) { 

            this.execute_events(wrapper); 

        }else{ 

            extraction_handler.execute(wrapper, configuration); 

        } 

 

        wrapper.browser_emulator.close(); 

    } else if (configuration.group_of_urls != null && 

configuration.url.base_url != null && configuration.url.relative_url == null) 

{ 

        HashSet<String> group_of_urls = configuration.group_of_urls; 

 

        Iterator<String> it = group_of_urls.iterator(); 

        while (it.hasNext()) { 

            String current_url = 

it.next().replace(configuration.url.base_url, ""); 

 

            DynamicHTMLExtractor wrapper = new DynamicHTMLExtractor( 

                    configuration.url.base_url, 

                    current_url, 

                    ChromeDriverPath 

            ); 

 

            if (configuration.events != null) { 

                this.execute_events(wrapper); 

            }else{ 

                extraction_handler.execute(wrapper, configuration); 

            } 
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            wrapper.browser_emulator.close(); 

        } 

 

    } else { 

        throw new Exception("relative_url is not defined"); 

    } 

} 

 

private void execute_events(DynamicHTMLExtractor wrapper) throws 

InterruptedException, Exception { 

    if (configuration.events instanceof ArrayList) { 

        ArrayList<Configuration.Event> list_of_events = 

(ArrayList<Configuration.Event>) configuration.events; 

        for (int i = 0; i < list_of_events.size(); i++) { 

            if (list_of_events.get(i).type.equals("CLICK")) { 

                int times_to_repeat = list_of_events.get(i).times_to_repeat; 

                for (int j = 0; j < times_to_repeat; j++) { 

                    

wrapper.browser_emulator.clickEvent(list_of_events.get(i).selector); 

                } 

                extraction_handler.execute(wrapper, configuration); 

            } else if (list_of_events.get(i).type.equals("SCROLL_DOWN")) { 

                int times_to_repeat = list_of_events.get(i).times_to_repeat; 

                for (int j = 0; j < times_to_repeat; j++) { 

                    wrapper.browser_emulator.scrollDownEvent(); 

                } 

                extraction_handler.execute(wrapper, configuration); 

            } 

        } 

    } else { 

        Configuration.Event event = (Configuration.Event) 

configuration.events; 

        System.out.println(event.extraction_type); 

        if (event.type.equals("CLICK")) { 

            if (event.extraction_type.equals("AFTER_ALL_EVENTS")) { 

                for (int i = 0; i < event.times_to_repeat; i++) { 

                    wrapper.browser_emulator.clickEvent(event.selector); 

                } 

                extraction_handler.execute(wrapper, configuration); 

            } else { 

                extraction_handler.execute(wrapper, configuration); 

                for (int i = 0; i < event.times_to_repeat; i++) { 

                    wrapper.browser_emulator.clickEvent(event.selector); 

                    extraction_handler.execute(wrapper, configuration); 

                } 

 

            } 

        } else { 

 

            if (event.times_to_repeat != null) { 

                

wrapper.browser_emulator.scrollDownEvent(event.times_to_repeat); 

            } else { 
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                wrapper.browser_emulator.scrollDownEvent(); 

            } 

            extraction_handler.execute(wrapper, configuration); 

        } 

    } 

} 

} 

 

Table that displays the set of employed Web sources 

Table 15: Set of employed Web sources. 

 Source Name Source URL 

1 Ethical Guide http://guide.ethical.org.au/  

2 Rankabrand http://rankabrand.org/  

3 Forbes http://www.forbes.com/  

4 Wikipedia https://en.wikipedia.org/  

5 Measure UP http://www.measureup.org.uk/  

6 FCPA http://www.fcpablog.com/  

7 CorporateKnights http://www.corporateknights.com/  

8 Ethisphere http://web.ethisphere.com/worlds-most-ethical/wme-
honorees/  

9 Electronic Frontier Foundation https://www.eff.org/who-has-your-back-government-data-
requests-2015  

10 Medicine Index http://www.accesstomedicineindex.org/  

11 UN Global Compact https://www.unglobalcompact.org/  

12 BCorporations https://www.bcorporation.net/  

13 EPEAT http://ww2.epeat.net/  

14 Environmental Investment 
Organisation 

http://www.eio.org.uk/  

15 Good Company Index http://www.goodcompanyindex.com/  

16 BSR http://www.bsr.org/  

17 InfluenceMap http://influencemap.org/  

18 EICC http://www.eiccoalition.org/about/members/  

19 ReportWatch http://www.reportwatch.net/  

20 RSPO http://www.rspo.org/  

21 Peta http://features.peta.org/  

22 Peri http://www.peri.umass.edu/toxicair_current/  

23 Newsweek http://www.newsweek.com/  

24 Sustainability Ranking Asia http://sustainability-
ranking.channelnewsasia.com/top100.html  

25 ClimateCounts http://www.climatecounts.org/  

26 SEC https://www.sec.gov/  

27 Nutrition Index http://www.accesstonutrition.org/  

28 Fairlabor http://www.fairlabor.org/  

http://guide.ethical.org.au/
http://rankabrand.org/
http://www.forbes.com/
https://en.wikipedia.org/
http://www.measureup.org.uk/
http://www.fcpablog.com/
http://www.corporateknights.com/
http://web.ethisphere.com/worlds-most-ethical/wme-honorees/
http://web.ethisphere.com/worlds-most-ethical/wme-honorees/
https://www.eff.org/who-has-your-back-government-data-requests-2015
https://www.eff.org/who-has-your-back-government-data-requests-2015
http://www.accesstomedicineindex.org/
https://www.unglobalcompact.org/
https://www.bcorporation.net/
http://ww2.epeat.net/
http://www.eio.org.uk/
http://www.goodcompanyindex.com/
http://www.bsr.org/
http://influencemap.org/
http://www.eiccoalition.org/about/members/
http://www.reportwatch.net/
http://www.rspo.org/
http://features.peta.org/
http://www.peri.umass.edu/toxicair_current/
http://www.newsweek.com/
http://sustainability-ranking.channelnewsasia.com/top100.html
http://sustainability-ranking.channelnewsasia.com/top100.html
http://www.climatecounts.org/
https://www.sec.gov/
http://www.accesstonutrition.org/
http://www.fairlabor.org/
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29 wbcsd http://www.wbcsd.org/  

30 2020wob https://www.2020wob.com/  

31 EPA http://www3.epa.gov/  

32 Fortune http://fortune.com/ 

33 EUtransparency http://ec.europa.eu/  

 

 

GET results JSON response examples per status 

 

Status: in_progress 

{ 

    "_id": "57bd87c496ac4417603e7337", 

    "status": "in_progress" 

} 

 

Status: interrupted 

{ 

"_id": "57bd896496ac4417603e7344", 

"error": { 

    "message": { 

        "schema": { 

            "pointer": "/properties/url", 

            "loadingURI": "#" 

        }, 

        "instance": { 

            "pointer": "/url" 

        }, 

        "level": "error", 

        "domain": "validation", 

        "missing": [ 

            "base_url" 

        ], 

        "keyword": "required", 

        "message": "object has missing required properties ([\"base_url\"])", 

        "required": [ 

            "base_url" 

        ] 

    } 

}, 

"status": "interrupted" 

} 

Status: completed 

http://www.wbcsd.org/
https://www.2020wob.com/
http://www3.epa.gov/
http://ec.europa.eu/
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{ 

"number_of_extracted_metrics": 336, 

"number_of_extracted_companies": 336, 

"_id": "57bd87c496ac4417603e7337", 

"results": [ 

    { 

        "company_name": [ 

            "3M" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 

        "company_name": [ 

            "Acuvue (Johnson & Johnson)" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 

        "company_name": [ 

            "Aim (Church & Dwight)" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 
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        ] 

    }, 

    { 

        "company_name": [ 

            "Air Wick (Reckitt Benckiser)" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 

        "company_name": [ 

            "Alberto-Culver (Unilever)" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 

        "company_name": [ 

            "Algenist" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 
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        "company_name": [ 

            "Almay (Revlon)" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 

        "company_name": [ 

            "Always (Procter & Gamble)" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 

        "company_name": [ 

            "Ambi (Johnson & Johnson)" 

        ], 

        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    }, 

    { 

        "company_name": [ 

            "American Beauty (Estee Lauder)" 

        ], 
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        "metrics": [ 

            [ 

                { 

                    "name": "Does Tests on Animals", 

                    "citeyear": 2016, 

                    "source": "http://features.peta.org/cruelty-free-company-

search/cruelty_free_companies_search.aspx?Donottest=-

1&Product=0&Dotest=8&Regchange=-1&Country=-1&Keyword=", 

                    "value": "true" 

                } 

            ] 

        ] 

    } 

], 

"status": "completed" 

} 

 

CSV example of WikiRate import metric values file 

"Vasiliki Gkatziaki + Research and Development Expense","Armstrong World 
Industries",2014,306,"https://www.sec.gov/Archives/edgar/data/7431/000119312515057190/awi-20141231.xml" 

"Vasiliki Gkatziaki + Research and Development Expense","Endologix 
Inc.",2012,16571,"https://www.sec.gov/Archives/edgar/data/1013606/000101360613000019/elgx-20121231.xml" 
"Vasiliki Gkatziaki + Research and Development Expense","Edwards 

Lifesciences",2008,1392,"https://www.sec.gov/Archives/edgar/data/1099800/000104746911001550/ew-20101231.xml" 
"Vasiliki Gkatziaki + Research and Development 
Expense","Bruker",2010,1414,"https://www.sec.gov/Archives/edgar/data/1109354/000104746912001890/brkr-20111231.xml" 

"Vasiliki Gkatziaki + Research and Development 
Expense","MeadWestvaco",2009,43,"https://www.sec.gov/Archives/edgar/data/1159297/000119312512080361/mwv-20111231.xml" 
"Vasiliki Gkatziaki + Research and Development Expense","Lexmark International 
Inc.",2008,4233,"https://www.sec.gov/Archives/edgar/data/1001288/000095012311019815/lxk-20101231.xml" 

"Vasiliki Gkatziaki + Research and Development Expense","Novelis 
Inc.",2011,44,"https://www.sec.gov/Archives/edgar/data/1304280/000119312512245969/nvl-20120331.xml" 
"Vasiliki Gkatziaki + Research and Development Expense","Maxim Integrated 

Products",2011,552379,"https://www.sec.gov/Archives/edgar/data/743316/000074331613000039/mxim-20130629.xml" 
"Vasiliki Gkatziaki + Research and Development Expense","Sonoco 
Products",2014,24200,"https://www.sec.gov/Archives/edgar/data/91767/000009176715000055/son-20141231.xml" 

"Vasiliki Gkatziaki + Research and Development Expense","CIRCOR International 
Inc.",2009,52,"https://www.sec.gov/Archives/edgar/data/1091883/000119312512074492/cir-20111231.xml" 

 

 

CSV example of WikiRate import sources file 

Home Depot,2013,null,https://www.sec.gov/Archives/edgar/data/354950/000035495013000008/hd-232013x10xk.htm, 
Home Depot,2012,null,https://www.sec.gov/Archives/edgar/data/354950/000035495012000003/hd-1292012x10xk.htm, 
Home Depot,2011,null,https://www.sec.gov/Archives/edgar/data/354950/000119312511076501/d10k.htm, 

Home Depot,2010,null,https://www.sec.gov/Archives/edgar/data/354950/000119312510067178/d10k.htm, 
Home Depot,2015,null,https://www.sec.gov/Archives/edgar/data/354950/000035495015000008/hd-212015x10xk.htm, 
Home Depot,2014,null,https://www.sec.gov/Archives/edgar/data/354950/000035495014000008/hd-222014x10xk.htm, 

Republic Services,2015,null,https://www.sec.gov/Archives/edgar/data/1060391/000106039115000010/rsg-2014x1231x10xk.htm, 
Republic Services,2016,null,https://www.sec.gov/Archives/edgar/data/1060391/000106039116000060/rsg-2015x1231x10xk.htm, 
Republic Services,2010,null,https://www.sec.gov/Archives/edgar/data/1060391/000095012310016361/p16448e10vk.htm, 

Republic Services,2012,null,https://www.sec.gov/Archives/edgar/data/1060391/000119312512067094/d266251d10k.htm, 
Republic Services,2013,null,https://www.sec.gov/Archives/edgar/data/1060391/000106039113000011/rsg2012x1231x10xk.htm, 
Republic Services,2014,null,https://www.sec.gov/Archives/edgar/data/1060391/000106039114000011/rsg-2013x1231x10xk.htm, 

Entegris Inc.,2014,null,https://www.sec.gov/Archives/edgar/data/1101302/000110130214000002/entg-12312013x10k.htm, 
Exar Corporation,2016,null,https://www.sec.gov/Archives/edgar/data/753568/000143774916032955/exar20160331_10k.htm, 
Exar Corporation,2013,null,https://www.sec.gov/Archives/edgar/data/753568/000143774913007521/exar20130612_10k.htm, 
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EXCO Resources Inc.,2016,null,https://www.sec.gov/Archives/edgar/data/316300/000031630016000087/xco2015123110k.htm, 
Exar Corporation,2014,null,https://www.sec.gov/Archives/edgar/data/753568/000143774914010999/exar20140331_10k.htm, 
Exar Corporation,2015,null,https://www.sec.gov/Archives/edgar/data/753568/000143774915011856/exar20150331_10k.htm, 
Equity One,2015,null,https://www.sec.gov/Archives/edgar/data/1042810/000104281015000054/eqy-123114x10k.htm, 

EXCO Resources Inc.,2011,null,https://www.sec.gov/Archives/edgar/data/316300/000119312511045326/d10k.htm, 
Equity One,2014,null,https://www.sec.gov/Archives/edgar/data/1042810/000104281014000007/eqy-12311310xk.htm, 
Equity One,2016,null,https://www.sec.gov/Archives/edgar/data/1042810/000104281016000148/eqy-123115x10k.htm, 

EXCO Resources Inc.,2012,null,https://www.sec.gov/Archives/edgar/data/316300/000119312512081913/d265410d10k.htm, 
EXCO Resources Inc.,2013,null,https://www.sec.gov/Archives/edgar/data/316300/000031630013000009/xco2012123110k.htm, 
Exar Corporation,2012,null,https://www.sec.gov/Archives/edgar/data/753568/000119312512271124/d357257d10k.htm, 

Equity One,2013,null,https://www.sec.gov/Archives/edgar/data/1042810/000104281013000009/eqy10-k12312012keep.htm, 
Equity One,2012,null,https://www.sec.gov/Archives/edgar/data/1042810/000119312512089136/d264247d10k.htm, 
EXCO Resources Inc.,2014,null,https://www.sec.gov/Archives/edgar/data/316300/000031630014000010/xco2013123110k.htm, 

EXCO Resources Inc.,2015,null,https://www.sec.gov/Archives/edgar/data/316300/000031630015000006/xco2014123110k.htm, 
TearLab Corporation,2016,null,https://www.sec.gov/Archives/edgar/data/1299139/000149315216007932/form10-k.htm, 

 

 


