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 Introduction 

In this report, we cover the work that was done in our group in the task of bin picking and 

depalletizing of automotive parts. Depalletizing is a challenging task for manipulation robots. A key 

to a successful application is not only robustness of the approach, but also low cycle times in order 

to keep up with the rest of the process. We describe in the first part of this report a system for 

depalletizing and a complete pipeline for detecting and localizing objects as well as verifying that 

the found object does not deviate from the known object model, e.g., if it is not the object to pick. In 

order to achieve high robustness (e.g., with respect to different lighting conditions) and generality 

with respect to the objects to pick, our approach is based on multi-resolution surfel models. 

 

In the second part of this report we cover the task of bin picking. The goal in bin picking is to pick 

elements from piles of unordered parts. This is essentially different to the problem of depalletizing, 

where the elements to be grasped are evenly distributed in the pallet and –to some degree– well 

separated.  An example of both tasks is illustrated in Figure 1: 

 

 

 

 

 

 

 

 

 

 

 

 

 

         

 

 Figure 1. Left: depalletizing of engine parts. Right: Bin picking engine tubes 

 

 

The content of this report is based on the work presented on [1] for Section 2 and [8] for Section 3. 
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 Depalletizing of automotive parts 

In the course of the project we have developed a system for automated grasping of parts from 

pallets. This task comprises two major sub-problems: 1) object perception and 2) motion planning 

and execution. Here, we focus on the first one and present a complete pipeline for object detection, 

localization and verification where all components (both software and hardware) allow operation at 

high frame rates. We thereby explicitly exploit the characteristics of depalletizing problems such as 

well-separated parts (under the assumption that intermediate packaging is removed already). The 

steps we follow are: 

1. We segment the pallet, its support surface and possible object candidates thereon in real-

time [1]. 

2. By efficiently registering multi-resolution surfel models [2], we accurately localize the 

object in real-time (after moving gripper and wrist camera to a potential object candidate). 

3. We use the matching score to detect deviations from the learned object model (e.g., 

damages) and to detect wrong objects. 

 

The whole perception pipeline needs less than 0.5 s for execution (excluding motion planning and 

execution). With our hardware setup (see Figure 2), we achieve cycle times of 13 s for grasping an 

object on the pallet (starting from the initial safety pose of the arm used when the base is moving). 

In addition to real-time applicability, we focus on the generality of our approach with respect to the 

objects to be picked. We densely match RGB-D measurements to object models using 

multiresolution surfel maps (MRSMaps) [2]. In this way, we make full use of the available image 

information without relying on an explicit feature extraction stage. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2. The hardware setup in our lab. 
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2.1 Approach 

The main steps of our approach are the following:  

1. Using the workspace camera, we detect the pallet and object candidates. If no object is 

found (e.g., when the pallet is cleared), the robot stops and reports to the operator. 

2. The wrist camera is positioned on top of the object candidate being closest to the pallet 

center. 

3. Using the wrist camera, we recognize and localize the part. The quality of the found 

matching is used for object verification. Poor matching quality indicates that a wrong object 

was found. In case of a wrong object, the robot stops, reports the errors and waits for an 

operator instruction to continue its operation. 

4. A grasp is selected from a set of taught grasping poses and the robot plans a motion to reach 

it. 

5. The robot grasps the object and plans a motion to the secure tray (used as a dummy for 

subsequent tasks). The robot then follows the planned trajectory to move the object over the 

secure tray, releases the object and moves back to its initial pose. 

 

Initial Part Detection 

The task of picking an object from the pallet starts when navigation has already taken place and the 

robot is positioned in the vicinity of the pallet. In order to compensate for potential misalignments 

or inaccuracies in the estimated poses of robot and pallet, we first use the workspace camera to find 

the pallet and to get a first estimate of where to find potential object candidates. Under the 

assumption that we know the side to which to find the pallet, we acquire images of the respective 

workspace camera and search for horizontal support surfaces above the ground plane. In order to 

achieve real-time performance, we efficiently compute local surface normals using integral 

images, extract points whose normals point along the gravity vector, and fit planes perpendicular to 

the normals of the extracted points [1]. 

 

 

 

 

Figure 3: Visualisation of the detection and localisation of automotive parts. 
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Referring to Figure 3, we restrict these extracted (horizontal) planes to lie in the region where we 

expect the pallet to be found, e.g., not outside the robot’s reachable workspace, and neglect others 

such as the ground plane. In order to find potential object candidates, we then select the most 

dominant support plane, compute both convex hull and minimum area bounding box, and select all 

RGB-D measurements lying within these polygons and above the extracted support plane. Thereby, 

we slightly shrink the limiting polygons in order to neglect measurements caused by the exterior 

walls of the pallet. The selected points are clustered (to obtain object candidates), and the cluster 

being closest to the center of the pallet is selected to get approached first. After approaching the 

selected object candidate with the end effector, the same procedure is repeated with the wrist 

camera in order to separate potential objects from the support surface. Using the centroid of the 

extracted cluster as well as the main axes (as derived from principal component analysis), we obtain 

a rough initial guess of the object pose. With the subsequent registration stage, it does not matter 

when objects are not well segmented (connected in a single cluster) or when the initial pose 

estimate is inaccurate. 

Object Pose Refinement 

We use multi-resolution surfel maps (MRSMaps, [2]) as a concise dense representation of the RGB-

D measurements on an object. In a training phase, we collect one to several views on the object 

whose view poses can be optimized using pose graph optimization techniques. Our pose refinement 

approach is closely related to our soft-assignment surfel registration approach in [3] for registering 

sparse 3D point clouds. Here, for segments with only a few measurements, the soft-assignment 

method improves robustness and accuracy over the registration approach in [2] which uses one-to-

one surfel associations with trilinear interpolation instead. We want to register the points P = {p1 , . 

. . , pP } in a segment with the points Q = {q1, . . . , qQ } represented in the object model MRSMap. 

Instead of considering each point individually, we map the RGB-D segment into a MRSMap and  

match surfels, i.e., 

 

 

 

 

By this, several orders of magnitudes less map elements are used for registration. Similarly, the 

registration of two MRSMaps is treated as the registration of their point sets. We denote the set of 

surfels in the scene (the measured segment) by X = {x1, . . . , xN} and write Y = {y1 , . . . , yM} for the 

set of model surfels in the object model map. A surfel xi summarizes its attributed Px,i points by 

their sample mean μx,i and covariance Σx,i . We assume that scene and model can be aligned by a 

rigid 6 degree-of-freedom (DoF) transformation T (θ) from scene to model. We explain each 

transformed scene surfel as an observation from a mixture model, similar as in the coherent point 

drift (CPD) method [4]. A surfel xi is observed under the mixture defined by the model surfels and 

an additional uniform component that explains outliers, i.e., 

 

 

 

 

The binary variable ci indicates the association of xi to one of the mixture components. The model is 

a mixture on Gaussian components for the M model surfels that measure the matching likelihood 

between the surfels through 
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where σj = 1/2 ρ
−1

y,j is a standard deviation that we adapt to the resolution ρy,j of the model surfel. 

We set the likelihood of the uniform mixture component to a constant. This way, we do not make a 

hard association decision for each surfel, but a scene surfel is associated to multiple model surfels. 

The alignment pose θ is estimated through maximization of the logarithm of the joint data-

likelihood 

 

 

 

 

We optimize this objective function through expectation-maximization (EM) [5]. In the M-step, the 

latest estimate q for the distribution over component associations is held fixed to optimize for the 

pose θ 

 

 

 

 

This optimization is efficiently performed using the Levenberg-Marquardt (LM) method as in [2]. 

The E-step obtains a new optimum q for the distribution q by the conditional likelihood of the 

cluster associations given the latest pose estimate θ 

 

 

 

 

 

 

In order to evaluate these soft assignments, we perform a local search in the MRSMap of the model. 

We first look up the surfel available on the finest resolution in the model map at the transformed 

mean position of the scene surfel. We consider this surfel and its neighbors in a local volume for 

soft association whose size scales with the resolution of the surfel. 

Object Verification 

 

After pose refinement, we verify that the observed segment fits to the object model for the 

estimated pose. By this, we can find wrong registration results if observed and assumed object 

match as well as detect if a wrong object has been placed on the pallet. In such cases, the robot 

stops immediately and reports to the operator (as per specification of the task). 

We establish one-to-one associations of surfels between segment and object model map, and 

determine the observation likelihood using these associations. In addition to the surfel observation 

likelihood given by the matching of their Gaussian statistics, we now also consider occlusions by 

model surfels of the observed RGB-D image as highly unlikely. Such occlusions can be efficiently 

determined by projecting model surfels into the RGB-D image given the estimated alignment pose 

and determining the difference in depth at the projected pixel position. The resulting segment 

observation likelihood is compared with a baseline observation likelihood of observing the model 

MRSMap by itself, in order to avoid the calculation of the partition function of the joint data 

likelihood. We determine a detection confidence from the rescaled ratio of both log likelihoods 

thresholded between 0 and 1. 
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2.2 Evaluation 

In order to assess robustness and performance of our approach, we conducted a series of 

experiments of both individual components and the integrated platform. As evaluation criteria, we 

focus on the success rates and the execution times of the individual components and the overall 

cycle times (for picking an object from the pallet) of the integrated system. 

 

In all experiments, we use the same platform as depicted on Figure 2. It consists of a Universal 

Robots UR10 6 degree-of-freedom arm, a Robotiq 3-finger gripper, an Asus Xtion Pro RGB-D 

camera (workspace camera), and a PrimeSense Carmine short range RGB-D camera (wrist camera). 

Gripper and wrist camera are mounted on a linear linkage extending the robot’s reachable 

workspace for being able to reach into corners of deeper boxes and lower layers of pallets. 

 

Object Detection, Localization, and Verification 

 

The purpose of this first experiment is to assess the robustness of the object detection and 

verification component. The pallet is set up to contain only one object. After initial detection, the 

wrist camera is positioned over the found object candidate. For every object (see top of Figure 4), 

we query the object detection and verification component 25 times (for the same query object, i.e., 

with the same object model) and inspect the reported confidence (summarized in bottom of Figure 

4). At a confidence lower than 0.75, the robot assumes that the object is either wrong or 

considerably deviates from the model. As can be seen, our approach very well separates the object 

to pick from other objects deviating from the queried model. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4: Top: the parts used in the experiment. Bottom: object detection confidences. 

Integrated Depalletizing in the Lab 

The purpose of the integrated depalletizing test is to test the complete object perception and 

grasping pipeline for picking tasks where the part to pick is packaged on pallets. In this experiment, 

the pallet is equipped with a total of 12 objects: 10 being the right part to pick, and two wrong 
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objects (a very similar one and a very different one). A typical experiment setup is depicted in 

Figure 5: 

 

 

 

Figure 5: Top: photo sequence of one run  (detecting, localizing, verifying, grasping and releasing 

the part). Full videos at http://www.ais.uni-bonn.de/STAMINA. Bottom: execution times and 

success rates per component. 

 

 

Instead of waiting for a particular pick order, the robot is repeatedly asked to pick an object from 

the pallet. The robot is expected to clear the pallet by grasping all (correct) objects, stop and 

report when it has found a wrong object, and to report when the pallet is empty. In case of failure 

(wrong object, empty pallet, etc.), the robot waits for commands by an operator, e.g., to continue 

operation. The latter is a special requirement by the industrial partner. It is intended that robots and 

human workers not only share a workspace but work hand-in-hand. The procedure in the final 

demonstrator is as follows:  

 

1. Using the workspace camera, the robot detects the pallet and potential object candidates. If 

no object is found (e.g., when the pallet is cleared) the robot stops and reports to the 

operator. 

 

2. The wrist camera is positioned on top of the object candidate being closest to the pallet 

center. 

 

3. Using the wrist camera, we recognize and localize the part. In case of a wrong object, the 

robot stops, reports the error and waits for an operator instruction to continue its operation. 

 

4. A grasp is selected from a set of taught grasps and the robot plans a motion to reach it. 

 

5. The robot grasps the object and plans a motion to the secure tray. 

 

http://www.ais.uni-bonn.de/STAMINA
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6. The robot follows the planned trajectory to move the object over the secure tray, releases the 

object, and moves back to its initial pose. 

 

We measure both the success rates and the execution times per component and present details 

results in the bottom of Figure 5. In all ten runs, the pallet was cleared without major failures. Only 

for a single out of the 100 grasps, a grasp failure occurred: during approach, the robot avoided a 

phantom obstacle, collided with the object and failed grasping. The robot stopped operation due to 

the detected collision and reported the error. After inspection of the scene, the operator commanded 

the robot to continue. When the same object was approached again later, it was successfully 

grasped. In another case, the robot stopped execution due to a phantom object: when approaching 

and grasping the last object on the pallet, a phantom obstacle (erroneous measurements caused by 

the surrounding packaging) appeared right on top of the object. The problem was reported to the 

operator who commanded the robot to continue after inspecting the scene. The robot then 

successfully continued grasping the object. Both failures were caused by incorrectly updating 

the obstacle map used for motion planning. The problem was resolved and did not occur in later 

runs.  

 

Regarding object detection, localization and verification, no errors occurred. The robot correctly 

localized all objects, correctly identified wrong objects, and correctly detected that 

the pallet had been cleared in 100 % of the cases. None of the components had false positives (or 

false negatives). As for the execution times, the initial object (candidate) detection and pallet 

detection runs roughly with the framerate of the workspace camera (30 Hz). Object localization and 

verification using the wrist camera takes roughly 0.5 s. Overall, none of the object perception 

components considerably interrupts the operation of the robot and increases cycle time. That is, 

almost 100 % of the reported cycle times is spent on motion planning and execution.  

Integrated Depalletizing at the Industrial End-User Site 

In order to show the generality of our approach, the complete part detection and grasping pipeline 

has been integrated into a skill-based control architecture [6,7] and tested on another robot platform 

at the industrial end-user site of PSA Peugeot Citroen. In a total of ten experiments, the robot 

received a kitting order for two compressors. For each compressor, the robot had to pick up the part 

and place it in the respective compartment of the kitting box.  

 

Out of 20 parts the robot had to pick, only one grasp failed. In the fifth out of the ten runs, the robot 

successfully picked the first compressor and placed it in the kitting box. While approaching the 

second part the robot deviated from the planned trajectory to avoid an obstacle that was not present 

in the scene, i.e., a phantom obstacle. This phantom obstacle was formed by spurious depth 

measurements (most likely caused by reflective surfaces and the sun shining brightly through the 

semi-transparent roof). Such a phantom obstacle was not observed in any other experiment, neither 

in this series of runs nor in any previous experiment. Although the robot started to follow the 

planned trajectory immediately after, the robot was manually stopped for safety reasons.  
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Figure 6: Top: Picking and placing one part (from top to bottom: external camera image, 

workspace camera image, wrist camera image, visualization). Bottom:  Execution times per 

component and overall cycle times for picking.  

 

 

In Figure 6, we show a sequence of photos and visualizations captured during one of the ten runs, 

and report the measured success rates and cycle times. As can be seen, the measured execution and 

cycle times considerably deviate from the results obtained with the lab setup (Figure 5). This is 

primarily caused by 1) operating the FANUC arm at very low velocities due to safety requirements 

by the system integrator and the end-user site, and 2) using a considerably slower on-board 

computer that was running under full load during the experiments (an older dual core Xeon 

processor as opposed to an Intel Core i7 in the lab setup). The latter caused that the involved 

processes were running delayed and taking longer. It can be expected that using a faster on- 

board computer and relaxing the strong constraints on the maximum velocities of the arm will 

considerably lower both the execution times of the individual components and the overall cycle 

time. 
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 Bin Picking 

In our previous work on depalletizing, we assumed both a rough estimate of the position of the 

pallet and that the horizontal support surface in the pallet is visible in the respective workspace 

camera. That is, instead of detecting and accurately localizing the pallet, we simply detected the 

horizontal support surface and clustered the objects thereon. The cluster closest to the center of the 

detected surface was subsequently approached to detect and accurately localize the part with the 

wrist camera using multi-resolution surfel registration [1]. In the context of bin picking, these are 

assumptions that cannot be made, since the boxes are typically filled with objects, and therefore, the  

support plane is mostly not visible. Accurately detecting the box and estimating its pose is of great 

importance: first to know where the pile of objects will be encountered, and second to avoid 

collisions with the walls of the box. 

3.1 Method for Container Detection 

Our approach for container detection is specifically designed for situations where we can only 

assume the top edges of the container to be visible. It is based on extracting lines along the edges in 

the RGB-D images and finding the best fitting models of the container we are looking for. We 

sketch in Figure 7 the container detection and localization pipeline: 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

                                                  

 

           Figure 7: Diagram of our approach for container detection 

 

The container detection and localization pipeline is organized in three stages:  

1. we first detect edges in both the color image and the depth image,  

2. we fit lines into the detected edge points, and 
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3. we sample subsets of lines and fit parameterized models of the containers to the subset. The 

best fitting candidate gives both the lines forming the top of the box and the pose of the box.  

 

We distinguish two variants of the pipeline: one for partially visible containers where parts of the 

container are occluded and one for fully visible containers. In our kitting scenario, we can assume 

the boxes to be fully visible and use the latter variant which is more restrictive in the individual 

processing steps and yields more reliable detections, but we present the details of both variants. 

 

 

3.1.1 Edge Detection 

For detecting edges, we use both the color and the depth images, and the respective channels in the 

organized colored point cloud P. In the color image, we detect edge points ERGB using Canny edge 

detection. In the depth image, we inspect the local neighborhood of points, focus on points at depth 

discontinuities, and identify occluding edges by selecting those points ED that are closer to the 

camera. In addition, we efficiently compute local covariance matrices using a method based on 

integral images [14]. From the local covariance matrices, we compute local surface normals and 

curvature to obtain convex Econv, and concave edges as in [10]. For the next processing steps, we 

combine all points at color edges, occluding edges, and convex edges to a set of edge points E = 

ERGB ∪  ED ∪  Econv , E ⊆ P. 

3.1.2 Line Fitting 

Since boxes are solely composed of lines and planes (where we cannot assume the latter to be 

visible), we fit line segments to all extracted edge points E. 

Line Detection 

Our line detection approach is based on RANSAC. On each iteration, we first select two points, p 

and q, from the set and compute a line model (point on the line p and direction of the line q − p). 

We then check the distance of all points in E to the computed line model and extract all inliers 

which support the line model. We use a distance threshold εd for identifying inliers. The line models 

with the largest number of inliers are selected as the detected line l. If the number of inliers of line l 

exceeds the minimum number of inliers, l is added to the set of lines L. We then remove the inliers 

of l from E and continue detecting other lines. If the residual number of points in E falls below a 

threshold or the minimum number of inliers for line segments is not reached, we stop line detection. 

Line Validation 

Depending on the pipeline variant, i.e., whether we are detecting fully visible containers or not, we 

add two restrictions to the line detection. Detected lines which are neglected in this validation step 

are not contained in the final set of line segments L∗ . 

1. Connectivity Restriction The inliers of a detected line may lie on different unconnected 

line segments. While partial occlusions can cause multiple unconnected line segments on the 

edges of the box if it is not fully visible, we cluster the inliers and split the detected line into 

multiple segments in case the box should be fully visible. If the number of points in a cluster 

falls below the minimum number of inliers for line segments, it is neglected. 
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2. Length Restriction In case the container is fully visible, we neglect line segments which 

are shorter than the shortest edge in the model and longer than the longest edge in the model. 

To account for noise, missing edge points, or other errors, we allow a deviation of 20 % 

from these thresholds. 

 

 

If we use the pipeline to also detect partially occluded containers, we skip both restrictions and use 

the originally detected lines, i.e., L∗  = L, or only check the maximum edge length.  Detected edges 

and lines are shown exemplary in Figure 8, where color edges are displayed in cyan, occluding 

edges in green, and lines are shown with random colors: 

 

                  Figure 8: Detected edge points (cyan and green) and line segments (shown in random 

colors)            

3.1.3 Container Fitting 

After all line segments have been extracted, we start to detect and localize the container in a 

RANSAC-based paradigm: on each iteration of the detection, we first sample a subset of line 

segments and then register the model of the container with the sampled line segments to obtain both 

a pose estimate and a measure of overlap between the line segments and the model. 
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3.1.3.1 Model Sampling 

For detecting the container, we select a subset of the detected line segments and collect the inliers of 

the sampled line segments to obtain a single point cloud for later processing steps. In case of fully 

visible containers, we select n line segments where n is the number of line segments in the 

parameterized model. That is, we sample as many line segments as contained in the model of the 

container. As a result, we obtain tuples of line segments (l0 , . . . , ln). If the container is not fully 

visible, we also randomize the number of sampled line segments (2 to n) in each iteration of 

the container detection. Samples with a larger number of line segments obtain higher confidences in 

the model registration and are thus favored over samples with fewer line segments.  

 

In order to avoid repetitively re-checking the same tuple, we use a hash table in which sampled 

tuples are marked as being processed. In case no unprocessed tuple can be found, we stop the 

container detection. 

3.1.3.2 Model Validation 

Since the final registration in the container detection is the computationally most expensive step, we 

can considerably reduce computation time by immediately neglecting tuples of line segments which 

are not compatible with the model. In the case of our transport boxes, for example, the model 

contains four edges which are pairwise parallel and perpendicular to each other. Consequently, 

incompatible tuples can be easily be skipped in later processing steps if the sampled edges do not 

show the expected relations. In our implementation, we simply compute the angles between the 

first sampled line segment to all other line segments. In case of a fully visible container, we expect 

one of the other line segments to be parallel and the other two line segments to be perpendicular to 

the first one. If not, we neglect the sampled tuple of line segments. In case the box is not fully 

visible, we either skip this step or allow subsets of these constraints, e.g., finding another edge 

which is either parallel or perpendicular in case only two line segments have been sampled. 

3.1.3.3 Model Registration 

If the tuple of sampled line segments is valid, we continue to register the model against the sampled 

line segments. For the model registration, we sample points from the given parameterized container 

model in order to obtain a source point cloud P for registration (in the simplest case the model is 

simply given by the length and width of the box). In addition, we extract the inliers of the sampled 

segments to form a single target point cloud Q for registration. In contrast to extracting the inliers 

for the target point cloud, the source point cloud of the model only needs to be sampled only once. 

Iterative registration algorithms align pairs of 3D point clouds by alternately searching for 

correspondences between the clouds and minimizing the distances between matches. In order to 

align a point cloud P with a point cloud Q, the ICP algorithm searches for closest neighbors 

in Q for points pi ∈  P and minimizes the point-to-point distances d
T

ij = qj − T pi of the set of found 

correspondences C  in order to find the optimal transformation T∗  : 

 

 

 

 

As a result, points in P are dragged onto their corresponding points in Q. Assuming (predominantly) 

correct correspondences, the ICP algorithm can reliably register point clouds (if the initial 
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alignment is not considerably off). In addition to the transformation T∗ , we also compute a 

confidence c that is based on the overlap between the model and the sampled line segments: c= |C| / 

|P|, where |C| is the number of corresponding points within a predefined distance tolerance εd and 

|P| is the number of points in the generated model point cloud. That is, the more points from the 

container model find a corresponding point in the inliers of the sampled line segments, the more 

confident we are in the estimated transformation. In case of a complete overlap (and a fully visible 

container), the confidence c is roughly 1. Naturally, for containers that are not fully visible, the 

confidence can only reflect the amount of overlap and the size of the container that is not occluded, 

respectively. For fully visible containers, however, the confidence can be used to drastically reduce 

the processing time by immediately terminating the detection once the desired number of detections 

(in our scenarios usually only one) with a confidence above a user-defined threshold has been 

found. In addition, the confidence can be used in the course of the registration to detect if the 

registration got stuck in a local minimum. This check together with a maximum number of 

iterations allows for limiting the execution time of this processing step.  

 

In order to avoid orientation ambiguities (due to the symmetry in rectangular shapes), we register 

the model two times: first with no initial orientation and then with a rotation of π around the z-axis, 

i.e., the axis pointing into the depth image. The result with a higher confidence is chosen as the 

estimated pose and confidence, respectively. Since the source point cloud is generated in a local 

frame, the initial deviation from the container pose may be large. In order to obtain a rough initial 

alignment in the first iterations and obtaining an accurate pose estimate in later iterations, we use 

different distance thresholds between corresponding points: a larger distance in the first iterations, 

and smaller distances later for refining the estimated transformation. A typical detection result is 

shown in Figure 9: 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 9: Detected container 
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3.2 Evaluation 

In order to assess the performance of our container detection pipeline, we have conducted a series 

of experiments with the robot setup in our lab. The system consists of a Universal Robots UR10 

arm, a Robotiq 3-finger gripper and three Asus Xtion cameras, one mounted on the arm close to the 

gripper, and two mounted on a rack above the arm. We focus on two criteria in our evaluation: the 

success rate and the overall cycle time. In the first series of experiments, we evaluate the 

performance of our approach for detecting boxes, pallets, and scenes not containing the container 

we are looking for. In the second series, the container detection was integrated into the complete 

perception and grasping pipeline from our previous work [8] and used for picking two different 

automotive parts in boxes. 

3.2.1 Detecting Boxes and Pallets  

In order to assess the performance of our container detection pipeline, we have captured RGB-D 

images in different scenes with boxes, scenes with pallets and scenes not containing the container 

we have been looking for. In case the container being searched for is not contained in the scene, we 

expect our pipeline to correctly report that no container was found. This is a special requirement of 

the industrial end-user: whenever failures are detected such as containers not being in the vicinity of 

the pose stored in the logistics system or containers not containing any objects, the robot is expected 

to report this error to the logistics system. For both types of containers (boxes and pallets) we 

captured images where the container is fully visible—standard case—and where the container is 

partially occluded. As mentioned in Section 3, we distinguish these two cases and use different 

variants of the pipeline. We report the detailed results of our experiments in Table 1: 

 

 

 Container Total True False Runtime 

F
u
ll

 v
is

. Box 100 100 0 105 ± 23 ms  

Pallet 100 100 0 98 ± 22 ms  

None 100 100 0 141 ± 28 ms  

7
5
%

 Box 100 100 0 111 ± 24 ms  

Pallet 100 100 0 102 ± 27 ms  

5
0
%

 Box 100 96 2 131 ± 39 ms  

Pallet 100 95 1 139 ± 33 ms  

Table Fejl! Ingen sekvens anført.: Detection Results and Runtimes 

 

In case of full visibility, we used the restrictive variant and a confidence threshold εc = 0.9. For the 

scenes with partially occluded containers, we use the less restrictive variant of the pipeline without 

the confidence check. That is, for the 75 % occlusion and the 50 % occlusion scenes, the line 

validity and model confidence checks were skipped while the model validity check was relaxed, 

i.e., not requiring a particular number of parallel and perpendicular line segments, but simply 

neglecting the sample when the other edge(s) are neither parallel nor perpendicular. In all 

experiments, the results of our detection pipeline have been visually inspected to assess detection 

success. In order to estimate the average processing time per frame, each captured RGB-D image 
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was processed 10 000 times on a single core of an Intel Core i7-3740QM CPU @ 2.7 GHz without 

parallelization and the measured times have been averaged. Overall, we achieve a frame rate of 6.5 

−10 Hz for detecting and localizing both boxes and pallets. For our targeted scenario of fully visible 

containers, in all 100 cases both container types are reliably detected and localized (without any 

false positives). The RANSAC paradigm in all processing steps makes the approach particularly 

robust. For the scenes where the container was partially occluded, the method does not achieve a 

100 % success rate and also produces a small number of false positives. Naturally, the more of the 

container is occluded the higher is the risk of false positives. With increasing occlusions, the scene 

may contain many other edges which better fit the container model than the edges and line segments 

measured on the real physical container. Furthermore, since more line segments and different 

configurations of samples (different numbers of line segments per sample) are drawn, the 

processing time until a good sample is found slightly increases. Consequently, we ensure full 

visibility of containers in our application scenario. 

 

3.2.2 Bin Picking Evaluation 

In order to assess the performance of the overall system with the container detection integrated, we 

have conducted two series of experiments where in each series we grasped 20 parts from a transport 

box. The overall perception and grasping pipeline for these experiments is implemented as follows: 

(1) Using the workspace camera, the container is detected and localized. (2) An observation pose 

above the container is computed and approached with the wrist camera. The observation pose 

guarantees full visibility of the container taking into account its pose and the camera model. (3) 

Using the wrist camera, the container is detected and localized. Measurements belonging to the 

content of container are extracted. (4) The extracted content measurements are segmented and 

further processed to compute grasping points and end-effector poses for grasping. 

 

The first object is a tube connector for engines which is stored unorganized in larger boxes 

(57×38×31 cm). The second object is an engine support part which is stored organized in smaller 

boxes (38×29×22 cm). For both objects, we run a total of 20 experiments in which the task is to 

localize the container and to grasp a part. In all experiments we assume the boxes to be fully visible. 

The container detection pipeline for all experiments is configured as follows: we use all three edge 

types (color, occluding, and convex) to extract edge points in local windows of 50 pixels. We use a 

distance threshold of 2 cm for line detection and a minimum number of inliers per line of 50 points. 

Clustering of the detected lines to line segments is enabled using a maximum distance of 5 cm 

between points in the same cluster. In addition, we neglect line segments whose lengths fall below 

or above, respectively, the minimum and maximum edge lengths in the model by more than 20 %. 

For detecting the container, we sample four line segments in each iteration and check the validity of 

the samples by neglecting samples not showing one other parallel line and two other perpendicular 

lines (angle threshold of 20
◦
). The model registration starts without a distance threshold (εd = ∞), 

and then linearly decreases from 1 m to 2.5 cm — the final distance threshold for the confidence 

check. The model confidence check is enabled and we accept registered models with a confidence 

of c > 0.9. In order to determine grasps for the tube connectors in the extracted container content, 

we cluster the extracted pointcloud into cylinders and select the centroid of the highest cylinder 

(with sufficient space around it for the gripper) as the grasping point. The orientation of the grasp 

pose is chosen according to the principal axis of the cylinder to be grasped and aligned with the 

local coordinate frame of the detected container in order to approach the part straight from the top 

of the container. Examples of the segmented cylinders and the computed grasp poses can be seen in 

Figure 10 together with the detailed results of all 20 experiments in Table 2. 
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Initial Detection Observation Grasping Removal 

 
   

    

    

Figure 10: Picking a tube connector 

 

 

Component Execution times (s) Success rate 

Mean Stdev Min Max Successful / Total 

Container detection 0.121 0.034 0.037 0.198 20 / 20 100 % 

Part segmentation 0.077 0.021 0.032 0.089 20 / 20 100 % 

Grasping a found part 8.812 0.429 5.012 13.673 20 / 20 100 % 

Overall cycle time 25.145 2.341 21.934 37.548  

Table 2: Execution time and overall cycle time 

 

We achieve a success rate of 100 % at an average cycle time of 27 s. The overall cycle time 

includes moving the arm from its initial pose to the computed observation pose, grasping the part 

and moving back to the initial pose. Most of the cycle time is spent on motion planning and 

execution, with perception contributing only about 1 %. 

 

In contrast to the tube connectors which are stored in an unorganized pile in the box, the engine 

support parts are well organized and pose a depalletizing task. In order to segment the parts in the 
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container and to compute grasping poses, we filter out the packaging material by removing all 

points on and under the horizontal support surface in the container and cluster the residual points. 

The centroids and the principal axes of the clusters are used to compute the grasping poses in a 

similar fashion as in our previous work [11]. Examples of the detected container, the segmented 

parts and the computed grasping poses can be seen in Figure 11 together with the measured success 

rates and processing times if these experiments in Table 3. As for the tube connectors, we also 

achieve a success rate of 100 % for the engine support parts at an average cycle time 25 s. 

 

Initial Detection Observation Grasping Removal 

    

    

    

Figure 11: Picking an engine support 

 

 

Component Execution times (s) Success rate 

Mean Stdev Min Max Successful / Total 

Container detection 0.132 0.041 0.033 0.202 20 / 20 100 % 

Part segmentation 0.021 0.009 0.005 0.087 20 / 20 100 % 

Grasping a found part 7.741 0.561 5.642 15.001 20 / 20 100 % 

Overall cycle time 25.145 3.091 19.885 31.939  

Table 3: Execution time and overall cycle time 

 

Again, most of the cycle time is spent on motion planning and execution. In our experiments, we 

only focus on fast perception components and it is expected that the overall cycle times can be 

considerably reduced by improving and speeding up motion planning. In addition, in our lab setup, 
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we do not operate the robot at full speed for safety reasons. As can be seen in both experiment 

series, the storage containers are reliably detected and localized, and even the simple segmentation 

methods for obtaining grasp poses are sufficient in this setup. Since the content of the containers is 

extracted as an organized colored RGB-D point cloud, the simple segmentation methods can be 

easily replaced by more sophisticated approaches, e.g., that of Domae et al. [12] to identify 

graspable points or that of Drost et al. [13] or Berner et al. [14] to accurately localize the parts. 

 

 Conclusions 

In this report, we have summarised our work on the bin picking and depalletizing problems. We 

have presented a complete pipeline for object detection, localization and verification in the context 

of robotic depalletizing tasks. Using multi-resolution surfel models, the approach can reliably 

handle both generic objects and objects composed of simple geometric primitives. In experiments, 

we could demonstrate that our approach can not only achieve success rates of 100 % without false 

positives, but also run almost real-time without causing interruptions in the work-flow of the robot. 

 

We have tackled the bin picking problem in two main aspects: first, by developing a method for 

accurately detecting and estimating the pose of the container, and second, by proposing a method 

for estimating grasping poses that is based on RGB-D edges.  

 

For the container detection, the proposed method is based on detecting edges in the color and depth 

images. We fit line segments to the extracted edge points and sample subsets of the detected line 

segments as hypotheses for potential container inliers. An ICP-based registration of the known 

container model (simple parameterized model of the top edges) provides both a pose estimation and 

a detection confidence. In a series of experiments, we evaluated the performance of our approach 

for both fully visible and partially occluded containers and achieved for fully visible containers 

success rates of 100% without false positives at frame rates of up to 10 Hz. Only for scenes where 

larger parts of the container have been occluded the success rates dropped and few false positives 

have been generated. Consequently, in our application scenario, we ensure visibility and use the 

more restrictive variant of the pipeline with a strict threshold on the detection confidence. 

In two final series of experiments, the container detection was integrated into the complete 

perception and grasping pipeline. The containers are reliably detected with both the workspace 

camera above the arm, and the wrist camera mounted on the arm close the gripper. We then 

segmented the parts in the container and computed grasping poses using two simple methods as 

application examples. We could show success rates of 100 % for grasping two different parts at 

overall cycle times of roughly 25 s (including motion planning and execution).  



610917 – STAMINA                                                                                                                                                                          Dissemination level: RE 

 

 

Page 23 of 24 

 

 Bibliography 

[1] D. Holz, S. Holzer, R. B. Rusu, and S. Behnke, Real-Time Plane Segmentation using RGB-D 

Cameras 

In Proc. of the RoboCup Int. Symposium, ser. Lecture Notes in Computer Science, vol. 7416. 

Springer, 2011, pp. 307–317. 

 

[2] J. Stückler and S. Behnke, Multi-resolution surfel maps for efficient dense 3D modeling and 

tracking 

In Journal of Visual Communication and Image Representation, vol. 25, no. 1, pp. 137–147, 2014. 

 

[3] D. Droeschel, J. Stückler, and S. Behnke, Local multiresolution representation for 6D motion 

estimation and mapping with a continuously rotating 3D laser scanner 

In Proc. of the IEEE Int. Conference on Robotics and Automation (ICRA), 2014. 

 

 [4] A. Myronenko and X. Song, Point set registration: Coherent point drift 

In IEEE Transactions on Pattern Analysis and Machine Intelligence, vol. 32, no. 12, pp. 2262–2275, 

2010. 

 

 [5] C. M. Bishop, Pattern Recognition and Machine Learning (Information Science and Statistics). 

Secaucus, NJ, USA: Springer-Verlag New York, Inc., 2006. 

 

[6] D. Holz, A. Topalidou-Kyniazopoulou, F. Rovida, M. R. Pedersen, V. Krüger, and S. Behnke, A 

skill-based system for object perception and manipulation for automating kitting tasks 

In Prof. of the IEEE Int. Conference on Emerging Technologies and Factory Automation (ETFA), 

2015. 

 

[7 M. R. Pedersen, L. Nalpantidis, R. S. Andersen, C. Schou, S. Bøgh, V. Krüger, and O. Madsen, 

Robot skills for manufacturing: From concept to industrial deployment 

In Robotics and Computer-Integrated Manufacturing, 2015, available online. 

 

[8] D. Holz and S. Behnke. Fast Edge-Based Detection and Localization of Transport Boxes and 

Pallets in RGB-D Images for Mobile Robot Bin Picking 

In Proceedings of 47th International Symposium on Robotics (ISR), Munich, Germany, June 2016. 

 

[9]  S. Holzer, R. B. Rusu, M. Dixon, S. Gedikli, and N. Navab. Adaptive neighborhood selection 

for real-time surface normal estimation from organized point cloud data using integral images.  

In Proc. Of the IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS), 

pages 2684–2689, 2012. 

 

[10] C. Choi, A. J.B. Trevor, and H. I. Christensen. RGB-D edge detection and edge-based 

registration. 

In Proc. of the IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS), 

pages 1568–1575, 2013. 

 

[11] J. Stückler, R. Steffens, D. Holz, and S. Behnke. Efficient 3D object perception and grasp 

planning for mobile manipulation in domestic environments. 



610917 – STAMINA                                                                                                                                                                          Dissemination level: RE 

 

 

Page 24 of 24 

 

In Robotics and Autonomous Systems, 61(10):1106–1115, 2013. 

[12]  Y. Domae, H. Okuda, Y. Taguchi, K. Sumi, and T. Hirai. Fast graspability evaluation on 

single depth maps for bin picking with general grippers.  

In Proc. of the IEEE International Conference on Robotics and Automation (ICRA) 2014. 

 

[13] B. Drost, M. Ulrich, N. Navab, and S. Ilic. Model globally, match locally: Efficient and robust 

3d object recognition.  

In Proc. of the IEEE Conference on Computer Vision and Pattern Recognition (CVPR) 2010. 

 

[14] A. Berner, J. Li, D. Holz, J. Stückler, S. Behnke, and R. Klein. Combining contour and shape 

primitives for object detection and pose estimation of prefabricated parts.  

In Proceedings of IEEE International Conference on Image Processing (ICIP), 2013. 

 


