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1. BACKGROUND

The deliverable D3.2 presents the first methods developed in the project for the Task 3.3
on the multimodal identification of people in video streams coming from broadcast TV. By
identification, it is meant (1) detecting the speech segments and clustering them into different
speakers (a task known as speaker diarization); (2) detecting faces and clustering them so
that each cluster corresponds to a single identity (face diarization); (3) associating the faces
with voices in order to build an audio-visual (AV) representation of all persons in the video,
and as a side effect know when a person appears or speak in the video document (AV fusion);
and finally (4) actually name the different person clusters.
This develiverable thus introduces the different algorithms involved, developed and inves-
tigated during this first year to achieve the above tasks, and their status with respect to
performance, integration and time computation. It will conclude with the different directions
foreseen in the second year to improve our baseline along these three dimensions.
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2. INTRODUCTION

Due to the growing amount of multimedia documents, there is a crucial need for search,
indexing, and fast browsing tools. A practical way to index multimedia documents is to
identify the faces that appear in them. This approach has started to be investigated 15 years
ago [1] and has raised since then a large amount of work, especially for face clustering tasks [2],
face naming in captioned images [3], and more recently for actual automatic naming within
broadcast videos [4, 5, 6, 7] that allows to monitor who said what and when in news programs.
This is the main purpose of the task T3.3 in EUMSSI: to answer the questions “who is
speaking? and “who is seen? at any time of the videos. The target persons are both journalists
and guests, who in turn can be either experts in a specific field, or politicians, or celebrities.
In other words, we try to identify by their names the people in a video using the information
of the video and biometric models related to some target persons.
Without any a priori information, person identities can be retrieved either from the speech
transcripts or from the overlaid person names (OPN) commonly used to introduce the current
speaker (e.g. see Fig 1). Person identification from transcripts generally gives good results
when transcripts are well segmented and close to what was said. However, results deteriorate
as soon as automatic transcripts, produced by an automatic speech recognition (ASR) system,
are used: the error rate in speaker identification increase from 16.66% to 75.15% [8]. On the
other hand, OPNs can be reliably extracted using Optical Character Recognition (OCR)
techniques, and their association with people in the videos is easier than analysing whether
or not pronounced names in ASR transcripts refer to people appearing in the video. With a
priori information, person identities can be retrieved using biometric models of the voice or of
the face. Those methods however, require the availability of training data, and thus restrict
the targeted identities to a finite list of persons, or else lead to poor recognition rates without
a hint of who appears in the show.
The main goal during the first year of EUMSSI was to investigate new techniques to perform
the automatic naming of people in broadcast data, and set in place a baseline to be exploited
and improved over the next period. This baseline system developed in EUMSSI project is
based on the experience acquired by the LIUM and IDIAP during the REPERE compaign
organized by the Agence Nationale pour la Recherche (ANR), which is a French evaluation
campaign targetting people identification in television documents. REPERE and task T3.3
share the same main aims. During this year, we have thus used the REPERE data to measure
the identification error rate of the system and the EUMSSI corpus (Deutsche Welle data) to
evaluate some of the components (e.g. OCR) and the computing time.
The full system is illustrated in Figure 1e, and currently relies on OPN as source of identifi-
cation. It consists of several modules that we summarize below while introducing the report
content:
• Speaker diarization. It consists of the audio segmented into different voice/speaker

clusters and is described in Section 3.
• Face diarization (or clustering), described in Section 4. It corresponds to clustering face

tracks extracted from the video. Note that both the speaker and face diarization tasks
are important to propagate the names from the sparse OPN to all segments of the video
where an identified person appears or speaks (eg as illustrated in Fig. 1c).
• To extract the OPN, a video OCR processing step needs to be applied (Section 5), whose

accuracy directly impacts on the identification capacity of the system. Note that this
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Figure 1: a-d) Example video frames from broadcast data, illustrating the variety of the content
and diffiulties for face clustering and naming: pose, camera viewpoint, illumination, and the name-
face association challenges: multi face images (image b) and name propagation (from a to c). e)
Overview of the proposed system

step provides indexing and searchable text that goes beyond name identification.
• Person Audio-Visual (AV) clustering and identification (including Named Entity Detec-

tion -NED- from the OCR output1). Face and speakers need to be associated to create
full AV person models, a step that is initialized based on co-occurrence analysis and
talking head detection. In Section 6, we present our recently published work which has
investigated the benefit of using multimodal features to perform AV person diarization
(i.e. refine the temporal clustering/segmentation of faces and audio features done in
a monomodal fashion) [9], as well as different alternatives to propagate OPN to the
speakers or faces, in order to give, at any time, the identities of the persons in the show
[10, 11]. These works are provided in Appendix.
• Evaluation and implementation. In Section 7, evaluation of the main tasks (diarization,

naming) is provided, along with the status of the current implementation w.r.t. time
computation.

Finally, Section 8 concludes this deliverable, providing the foreseen directions to improve our
baseline system, both from the recognition performance and efficiency (speed, data curation)
view points.

1NED detection for video OCR will be further developed in WP4 by GFAI.
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3. SPEAKER DIARIZATION

The speaker diarization task was defined by the NIST in the context of the Rich Transcription
evaluation campaigns [12] as the partitioning of an input audio stream into segments, and
the clustering of those segments according to the speakers. This task is separately applied
to each show that has to be processed, without any prior information regarding speakers:
neither the number of speakers, nor their identities, nor voice samples are available. However,
speaker diarization only tags audio segments with anonymous automatically-generated labels.
Finaly, the audio stream is partitionned into small segments, which correspond to the clustered
speakers.
Speaker diarization systems dedicated to broadcast news are usually based on several segmen-
tation and clustering steps. The state-of-the-art clustering methods used so far rest on the
hierarchical agglomerative clustering (HAC) approach, which iteratively merges the two clos-
est clusters until the similarity between the two candidate clusters is positive. Systems using
this bottom up approach along with Gaussian Mixture Models (GMMs) to model the speakers,
obtained good results in various broadcast news evaluation campaigns, such as REPERE [13],
Albayzin [14], ESTER2 [15] and RT-04F [16]. However, the HAC/GMM approach suffers
from two main drawbacks. The first is the computational time: a new GMM has to be com-
puted each time a merge occurs, and the similarities between this new GMM and the others
must be estimated. In order to save time, the new GMM can be estimated using the saved
statistical accumulators from the merged clusters, but no such shortcut is available for the
time-consuming similarity estimation step. The second drawback is the error propagation:
HAC algorithm is not able to globally deal with the clustering problem. Although merges
are decided according to the best similarity between the candidate clusters, this is done only
locally. Therefore, an incorrect merge will be propagated until the end of the process, which
may lead to some other incorrect merges, and may ultimately increase the diarization error
rate (DER).
In 2012, we proposed a global optimization framework in order to overcome these draw-
backs [17]. In our approach, the clusters (speakers) are modeled by i-vectors, which have
become the state-of-the-art in the Speaker Verification field. We expressed the clustering prob-
lem as an Integer Linear Programming (ILP) problem, in which all of the clusters are processed
simultaneously (as opposed to the HAC approach in which clusters are processed sequentially).
The objective solving function of our ILP clustering aims to minimize both the number of
clusters and the dispersion within each cluster, and this can be quickly solved using an ILP
solver. This global optimization framework achieved better results than the HAC/GMM
approach, on broadcast news data, in terms of DER and computation time [18]. The ILP
clustering approach has also been investigated in [19] and [20], as part of the REPERE [13]
evaluation campaign. The diarization process described in [17] will be our baseline system.
Since the end of 2013, we have reformulated the ILP clustering method described in [21] to
include an overall distance filtering process, in order to reduce the complexity of the problems
to be solved. On the REPERE 2013 data, this optimization leads to a reduction of 2700%
of the number of binary variables and constraints (from 145386 to 5238). In addition, we
proposed to consider the clustering problem as the search for Star-graph sub-components in
a totally connected graph. Indeed, the clustering problem can be seen as a connected graph
which can be easily simplified by identifying the connected components. Those connected
components correspond to clustering sub-problem which can be solved independently. The
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ILP clustering is only used to process complex graph sub-components, which are neither Star-
graphs nor isolated nodes. The graph-content speaker clustering approach can be considered
as a good alternative to the state of the art clustering methods: even if the complex sub-
components are not processed with a clustering algorithm, it gives a better DER than that
of the GMM-based HAC experiment. However, it is still better to process the complex graph
sub-components with a clustering algorithm (ILP or HAC).
Until recently, speaker diarization was separately applied to each show. In this context, the
detected speakers are always identified by anonymous labels specific to each recording. The
drawback of this approach is that it does not take into account the fact that a speaker can
be present in several recordings, and thus, have to be labeled the same way each time. This
situation is very common in broadcast news radio programs and TV shows where hosts,
journalists, and other guests may appear frequently. The notion of speaker linking [22][23][24]
has been introduced to deal with this kind of situation. The objective is to find speaker
utterances across several audio recordings. In speaker linking, the process is considered as an
external task which relies on the outputs of a speaker diarization system.
Based on a previous work that takes into consideration various architectures [18], we inves-
tigate one of the current issues regarding the collections processing: how to deal with large
collections which may dynamically increase over the time. The speaker linking task complex-
ity increases according to the size of the data. An incremental approach may be convenient
to process large and dynamically increasing collections. The proposed system is based on ILP
clustering including the graph pre-clustering approach [21]. The results, obtained using data
drawn from a French radio show (ESTER 2 [15]), are close to those obtained with the overall
ILP clustering performed on the whole data set, but what makes this architecture interesting
is the speed/accuracy trade-off, especially thanks to the pre-processing with connected graph
sub-components.

3.1. Baseline system

The diarization process consists in a 3-level architecture (figure 2). The first level, named ASR
diarization, segments and clusters the signal according to the speaker and the background.
The system is well suited to ASR purpose. The second level groups the clusters from the
ASR diarization. The last level aims to detect the cross-show speakers, which are speakers
appearing in several shows of a collection (at least 2).

3.1.1 ASR diarization

The ASR diarization system is based on an acoustic segmentation and a Hierarchical Agglom-
erative Clustering using the Bayesian Information Criterion (BIC), both as similarity measure
between clusters (speakers), and as stop criterion for the merging process. In this clustering,
speakers are modeled with full-covariance matrix Gaussian distributions. Segment boundaries
are adjusted through a Viterbi decoding using 8-component GMMs, learned on the data of
each speaker via the Expectation-Maximization (EM) algorithm. Another Viterbi decoding,
with 8 one-state HMMs represented by 64-component GMMs, trained by EM on ESTER1
train data [25], is carried out to remove non-speech areas. Gender (male / female) and band-
width (narrow / wide band) detection is performed using 4×128 diagonal component GMMs
trained on 1 hour of speech from the ESTER1 training corpus (there is 1 GMM for each of
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Figure 2: Overview of the speaker diarization system

the gender-bandwidth combinations). Segmentation, clustering, and decoding are performed
using 12 MFCC parameters, supplemented with energy.
At this point, each cluster is supposed to represent a single speaker; however, several clusters
can be related to the same speaker. This diarization is used as input of the ASR system (see
deliverable 3.1).

3.1.2 Speaker clustering

In order to group the clusters referring to the same speaker, a final clustering stage is thus
performed over the ASR diarization output.
In this clustering approach, the speaker clusters are modeled with i-vectors, and the similarity
between i-vectors is estimated with a Mahalanobis distance [17]. The i-vector approach has
become the state-of-the-art in the Speaker Verification research field [26]. Inspired by the Joint
Factor Analysis approach, the i-vectors reduce acoustic data of a speaker into a low-dimension
vector that preserves the specific information about that speaker. An i-vector is extracted
from the projection of a speech utterance in a low-dimensional subspace, learned from a
factor analysis model on a large collection of data. The i-vector approach was first adapted
to speaker diarization using the k-means algorithm, applied to distances between i-vectors, to
find utterances of speakers within a corpus where the number of speakers is known a priori
[27]. Here, the number of speakers is unknown. According to the BIC segmentation, a 50-
dimensional i-vector is extracted from each speaker cluster along with a 256 GMM-UBM.
The extracted i-vectors are then length-normalized in an iterative process [28][29]. Acoustic
feature extraction is performed using 12 MFCC parameters, supplemented with energy, first
and second order derivatives. The features are normalized with mean and variance.
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The clustering problem consists in jointly minimizing the number C of cluster centers chosen
among the N i-vectors, as well as the dispersion of i-vectors within each cluster. The set
C ∈ {1, . . . , N} is to be automatically determined. The objective solving function of the
ILP problem (eq. 1) is minimized subject to constraints:

Minimize:

N∑

k=1

xk,k +
1

δ

N∑

k=1

N∑

j=1

d(k, j)xk,j (1)

Subject to: xk,j ∈ {0, 1} k ∈ C, j ∈ C (1.2)

N∑

k=1

xk,j = 1 j ∈ C (1.3)

xk,j − xk,k ≤ 0 k ∈ C, j ∈ C (1.4)

d(k, j)xk,j < δ k ∈ C, j ∈ C (1.5)

Where xk,k (eq. 1) is a binary variable equal to 1 when the i-vector k is a center. The number

of centers C is implicitly included in equation 1: indeed, C =
∑N

k=1 xk,k. The distance d(k, j)
is computed using the Mahalanobis distance between i-vectors k and j. 1/δ is a normalization
factor. The binary variable xk,j is equal to 1 when the i-vector j is assigned to the center
k. Each i-vector j will be associated with a single center k (eq. 1.3). Equation 1.4 ensures
that the cluster k is selected if an i-vector is assigned to cluster k. The i-vector j associated
with the center k (i.e. xk,j = 1) must have a distance d(k, j) shorter than the threshold δ
empirically determined (eq. 1.5).

3.1.3 Incremental speaker linking

Since the order in which shows are processed affects the results [30], we choose to base our
experiments on a realistic applicative context (cf. Figure 3), where new shows have to be
inserted (processed) into an existing collection, one after another, following a chronological
order. Considering the chronological order of broadcasting, the n first shows of our data are
selected to constitute an initial collection, on which an overall ILP clustering is performed.
The purpose of this initial collection is to start the incremental process considering prior
knowledge about the speakers that have already appeared in previous shows (like a bootstrap).
Each time a show is to be processed, the incremental system performs a complete overall ILP
clustering from the concatenation of the single-show segmentation of that show with the
current cross-show segmentation (which results from the shows previously processed).
Before the incremental process starts, each show of the collection is processed with the ASR
diarization and speaker clustering systems presented in previous sections (figure 2). Then, the
initial collection is processed. The single-show segmentations of the n shows that constitute
the initial collection are concatenated into a single large file, which serves as input segmenta-
tion for an overall ILP clustering. When a new show is to be inserted into the collection, its
single-show segmentation is concatenated to the current cross-show segmentation (taken from
the previous iteration). The distance between each pair of i-vectors is then computed, and the
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Figure 3: Incremental architecture jointly relying on i-vector speaker models and overall ILP clus-

tering.

overall ILP clustering, including the pre-process with the connected component subgraphs, is
performed. The system finally generates a new cross-show segmentation, in which the show
to be inserted is taken into account. And so on until the last show.

3.2. Improvements made during the first year

The objective for EUMSSI speaker diarization is to improve both Diarization Error Rate and
computation time. The baseline system was described in [17] and [31]. Most to our effort has
been spent to lower the complexity of the speaker clustering, and thus, the processing time.
Improvements to the clustering method benefit both clustering stages (speaker clustering and
speaker linking).

3.2.1 Diarization error rate improvements

The accuracy was improved by replacing the Mahanalobis distance between clusters by PLDA
scores. The linear discriminant analysis adapted to probability theory (Probabilistic Linear
Discriminant Analysis, PLDA) is originally proposed for face recognition [32]. PLDA was
adapted to model the distribution of the i-vectors in speaker verification by Kenny [33]. It is
now widely used in speaker recognition systems [34] and can be viewed as a special case of
Join Factor Analyses [35], using a single Gaussian.
Experimentally, we found that the PLDA scores outperform the Mahanalobis distances. The
score distribution of the clusters that must be grouped and the score distribution of the
clusters that are not to be grouped are better separated in PLDA scoring than Mahanalobis.

3.2.2 Computation time improvements

Regarding the clustering approach in general, more n, the number of classes derived from the
BIC classification, the higher the solution space to explore is great. And when n came great
(n >∼ 100), the solver give a solution in an unreasonable time (> 10h of treatment for one
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hour of data). We proposed in [36] two solution to minimize the computation time.
In the original formulation of the ILP clustering problem, as presented in section 3.1.2, we
note that eq. 1.5 is the only equation where the constraint on the distance between clusters
is expressed. This distance notion can be applied to each of the other constraints: the ILP
problem can be restricted to the only binary variables xk,j for which d(k, j) < δ, instead of
freely expressing constraints on k and j. The distances between the i-vectors are necessar-
ily computed before the ILP problem formulation; therefore, we propose to reformulate the
objective solving function to be minimized subject to constraints as:

let C ∈ {1 . . . N}, let Kj∈C = {k/d(k, j) < δ}

Minimize:
∑

k∈C
xk,k +

1

δ

∑

j∈C

∑

k∈Kj

d(k, j)xk,j (2)

Subject to: xk,j ∈ {0, 1} k ∈ Kj , j ∈ C (2.2)

∑

k∈Kj

xk,j = 1 j ∈ C (2.3)

xk,j − xk,k < 0 k ∈ Kj , j ∈ C (2.4)

Compared to the previous formulation of the ILP clustering, as expressed in section 3.1.2,
eq. 1.5 is removed because distances are implicitly taken into account in eq. 2.2, eq. 2.3, and
eq. 2.4, by using the set Kj in place of C.
Moreover, the formulation of the ILP problem (eq. 2) can be interpreted as a totally connected
graph, as illustrated in the left scheme of Figure 4. The matrix associating distances between
clusters can be interpreted as a graph, where the clusters are represented by the nodes, and
the distances between the clusters are represented by the edges.
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3) Search for Star subgraphs

Figure 4: Graph representation of the speaker clustering problem: left, the completely connected
graph; middle, the decomposition into sub-components; right, the search for Star subgraphs: the
colored clusters are identified as centers, and the dashed circle indicates an ILP clustering to be
performed.

The totally connected graph can be simplified with the connectivity concept of the graph
theory, by removing all the unnecessary edges corresponding to distances longer than the δ
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threshold (middle scheme of Figure 4). This simplification transforms the completely con-
nected graph into a set of connected sub-components. These connected sub-components can
easily be found by iteratively using the depth-first search algorithm. The resulting subgraphs,
which constitute independent subproblems that can be processed separately, are composed of
a reduced number of elements. In some cases, the subgraphs only consist in a single node,
which means that the corresponding speaker cluster can not be associated to any other cluster.
All of the sub-components can be processed with a clustering algorithm to identify the cluster
centers; however, most of the sub-component centers are obvious. The search of the cluster
centers can be formulated as the search of Star-graphs in the set of connected sub-components
(right scheme of Figure 4). A Star-graph is a special kind of tree composed of one central node
attached to k leaves (with a single depth level). The complexity of the Star-graph search is
done in O(n2), where n is the number of clusters for which n−1 nodes are connected. If a sub-
graph is a Star-graph, there is no need to perform a clustering: the central node corresponds to
the center of the clustering sub-problem, so clusters corresponding to the leaves will be directly
associated to that cluster center. If the sub-graph is neither a Star-graph, nor an isolated
node (which is a particular Star-graph without leaves), then the clustering sub-problem has
to be processed with a clustering algorithm. In our experiments, we used the ILP clustering
formulation, as described in section 3.1.2, in order to compare the efficiency of the graph
content clustering in terms of the number of variables and constraints.
Regarding the incremental speaker linking approach, where the shows within a collection are
processed sequentially, we can further improve the processing speed by reusing the already
extracted speaker models. The speaker linking module, in our architecture, consists in an
ILP clustering where the problem is first simplified with the graph approach presented above.
The input segmentation of the speaker linking module, for each iteration, consist in the
concatenation of the single-show segmentation of the show to be processed with the cross-
show segmentation of the shows that have already been processed. Most of the speaker clusters
remains unchanged from an iteration to another, thus, the corresponding i-vectors do not have
to be extracted again, they can be used as is. Furthermore, regarding the speaker clusters
which have changed from an iteration to another, it is possible to consider the i-vectors which
have been selected as centers of the speaker clusters, in the previous iteration, to represent
those speaker clusters. In this context, one could argue that extracting a new i-vector by
considering the new data resulting of the previous iteration clustering will result in a more
robust speaker model. However, in our experiments :

1. We obtained a slight improvement by reusing the already extracted speaker models, and
by considering the i-vector center of the speaker clusters as the new representation of
those speaker clusters.

2. Processing time is reduced because only a few i-vectors have to be extracted (those
corresponding to the speaker clusters of the show to be processed).

This approach which takes advantage of the existing speaker models to process incrementally
a huge volume of data is still under investigation and has not been published yet.
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4. FACE DIARIZATION

In this section, we present the face diarization within videos, which aims at automatically
answering the question “who (whose face) appears in the video, and when?”, as illustrated
in Fig. 5d. As mentioned earlier, this task has direct applications in the structuring and
indexing of video programs (and beyond, of personal photo or video collections) through the
generation of meta-data. It is useful as a preprocessing step for browsing or fast annotation
of the person identities from curators of video collections. With the audio representation
and speaker diarization presented in the previous Section, it forms the basis of AV people
diarization, which can be further used to analyze people behaviors and of their interaction or
relationships, e.g. for politicians [37].
The face diarization process usually consists of four main steps as shown in Fig. 5e: (i) shot
boundary detection, that aims to split the video stream into homogenous video clips; (ii) face
detection, generally consisting in detecting frontal and profile faces within each shot; (iii) face
tracking, that temporally extends the face detections within each shot, and finally (iv) a face
clustering step that groups all face tracks which belong to the same person. In this Section,
we focus on the later step that is the most challenging due to potentially large within person
variabilities as compared to between person variabilities.
In the remaining of this Section, we introduce the face representation that we propose (Sec-
tion 4.1), and then present in Section 4.2 the clustering algorithm along with some results.
More details can be found in [38].

4.1. Face representation and similarity computation

Overview and main ideas. We adopt a bottom-up hierarchical clustering process. The
face tracks {FTi, i ∈ 1...Nft} extracted from the video are considered each as a cluster at
initialization. Then, the cluster pairs that are most similar according to a similarity measure
DC are merged until a stopping criterion is verified (often defined on a validation step).
We thus need to define how we can represent face tracks, face clusters, and how to compute
the similarity/dissimilarity between them. The main idea of our approach is to appropriately
combine and take advantage of a feature-based matching similarity measure and a model-

d)

e)

Figure 5: a-c) Samples images. d) Illustration of the AV diarization task. Face diarization only
consists of clustering faces. e) Video processing chain for face diarization.

D3.2 Progress report on person identification recognition.
17



a) b) c)

Figure 6: a) Surf features are good at matching faces acquired in the same context, which is typical
of broadcast programs. b-c) Model-based biometric features (overlapping blocks represented by DCT
feature vectors) relying on statistical model. c) A person is represented by the Gaussian Mixture
Mode (GMM) parameters obtained through adaption of Universal GMM trained on large amount
of faces.

based similarity measure. This is explained below.

SURF matching features. We can represent a face, F with its set of associated SURF
features: Surf(F ) = {f surfi , i = 1, ..., N surf

F } as illustrated in Fig. 6a. These features can then
be used to compute the “Average N -Minimal Pair Distance” ds(F1, F2) between two faces, by
comparing a minimal set of N matching features, and further used to compute the distance
Df (Ci, Cj) between two face clusters.
Such features computed on regions around automatically detected points-of-interest are known
to be robust to scale, rotation, and illumination variations. Thus, they are interesting to
provide a good matching measure of faces captured within a given context, which often cor-
responds to faces appearing within a TV show episode, or during talk-shows or debates.
However, when the face appearance variability increases due to pose, hair cut or illumination
changes, the discrimination power of such matching similarity measures drops as the within
person measure comparisons become closer to between-person ones. In short, such measures
usually lack generalization capabilities.

DCT features with model-based similarity. To address this generalization issue, we use
biometric model-based approaches [39], whose goals are specifically to handle face variations
across conditions and time. In contrast to the matching case, their aim is to represent each
face-cluster with a statistical model of the distribution of densely sampled local features
(thus reducing alignment issues) whose parameter training leverages on statistics learned a
priori from thousands of faces thanks to the use of Maximum a Posteriori (MAP) adaptation
learning. The similarity between two face-clusters is then estimated by comparing indirectly
their statistical models through their evaluation on the corresponding cluster data. Although
the statistical modeling leads to less powerful plain matching capabilities, variabilities are
better handled.
As representation we thus propose to rely on DCT features computed over blocks of an eye-
aligned image, as illustrated in Fig. 6. Then, the DCT features of a face cluster, Dct(Ci)
are composed from all DCT features of faces composing the cluster. The distribution of
these features is modeled using a GMM whose parameters Λi are adapted through MAP from
a universal model Λubm. Finally, the model-based similarity Sm(Ci, Cj) between two face-
clusters Ci and Cj with their corresponding model parameters, is defined as Sm(Ci, Cj) =
CLR(Ci, Cj), where the Cross Likelihood Ratio (CLR) is defined as:

CLR(Ci, Cj) = log
L(Dct(Ci)|Λj)

L(Dct(Ci)|Λubm)
+ log

L(Dct(Cj)|Λi)

L(Dct(Cj)|Λubm)
(1)

The CLR is a symmetric similarity measure, which is positive when the clusters are similar,

D3.2 Progress report on person identification recognition.
18



a) b)

Figure 7: a) Bottom-up hierarchical clustering process. b) Result on the Buffy dataset. The com-
bined distance takes advantage of both the matching features and model-based biometric features.
Performance is slightly better than the Metric Learning approach UML [40].

and negative otherwise. It captures how likely the features from one cluster are, according to
the model of the other cluster, as compared to the likelihood given by the UBM model, and
vice-versa. The UBM model thus serves as a reference. It allows to distinguish for instance
whether a low data likelihood is due to an inadequacy of the model, or to noisy features.

4.2. Face diarization and some results

Diarization. The bottom-up clustering process is illustrated in Fig. 7, and proceeds as
follows. Note that the matching similarity Df and model-based similarity measure Sm satisfy
different purposes. The first one is adequate to directly find matches between face tracks
acquired in very similar conditions, while the second one, that may require to have sufficient
data to adapt the GMM model, can better handle appearance variability at the cost of losing
some face representation accuracy. From a bottom-up clustering perspective, this means that
the first one is more adapted at the beginning of the clustering process, whereas the second
one can be applied later on. We therefore have adopted the following strategy:
• first, apply the clustering using only the feature-based similarity, ie define DC as Df ;
• once a threshold is reached, i.e. Df (Ci, Cj) ≥ Tf for any two clusters, use the current

clusters as base cluster to learn GMM models, and continue the clustering using a
combination of the measures as cluster dissimilarity:

DC(Ci, Cj) = Df (Ci, Cj)− αSm(Ci, Cj) (2)

where α ≥ 0 denotes the contribution of the model-based similarity to the overall
merging criterion.

Some results. Results on broadcast data are provided in Section 7. However, in [38],
this method was compared against the Metric Learning approach [40], on the Buffy dataset,
which contains 327 face-tracks selected from episodes 9, 21 and 45 of the TV serie, and
thus presenting larger appearance variabilities than in single TV shows. Results are shown
in Fig. 7b, where the performance measure is the number of clicks that a user would have
to do to transform the clustering result into the target ground-truth clusters. As can be
seen, the two-step clustering relying first on the matching measure and then on the combined
measures shows better performance than any of the similarity measure alone. The method
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also demonstrated slightly better performance (4 less clicks) than [40].

Processing time. We evaluated computation time for each of the stages (see Fig. 5e). The
time required to process a video of length T equals to 30T on average. This factor varies a lot
depending on the contents (more people in the video implies processing time increase), our
experiments show that it majorly falls into the range between 20 and 40. The approximate
distribution of computation time between the stages is as follows: Shot Detection 1%, Face
Detection 38%, People Tracking 37%, People Clustering 19%. The rest of the time (4%) is
taken by auxiliary processing. Again, depending on a video at hand, the distribution may
vary. For a studio recording where the number of persons is not too high, but almost all the
time there is somebody in the field of view, most computational effort will be concentrated on
people tracking. At the same time, if the video is shot outdoors and many different persons are
present, face detection and people clustering would be more time consuming. In general, face
detection and people tracking seem to be the most demanding parts in terms of computation
time. Their performance optimization could lead to a significant gain in execution speed.
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5. VIDEO OPTICAL CHARACTER RECOGNITION (OCR)

Video processing for text extraction in the context of the EUMSSI project is mainly concerned
with the detection, segmentation, and recognition of artificially inserted text (i.e. caption text)
in the video, which is termed video OCR. Location and recognition of scene text (ie., text
written on elements of the viewed scene like panels or T-shirt) can be considered and might
implicitly be achieved, but is of less importance for the EUMSSI targeted applications.
All the recognized OCR text is searchable. Despite its sparsness (as compared to audio tran-
scripts), its recognition precision is usually high, making it a trustable source of information
and thus can be used for keyword search. More precisely, in the contex of EUMSSI, the main
information it may carry is related to:
• person identity (after a named-entity recognition step), since captions are often used to

introduce guests (politicians, stars, experts of a given subjects, layman encountered in
field interviews,...), or journalists or recurrent persons appearing in a TV show;
• person characterization (attributes extraction): often, the person name is complemented

with the person’s function or status (’citizen of’, ’writer’, ...);
• location identification, esp. in the context of field reportage, where the names of places

are often mentionned.
In the present report, we are mainly interested about its importance for identifying people in
video.

To detect OCR segments in videos and exploit them for retrieval, we first relied on the ap-
proaches described in [41, 42] for text recognition in videos, and on [43, 44] for text recognition
and indexing. We will thus first introduce this baseline in Section 5.1. To adapt to the videos
available in the EUMSSI project, the software we developed has to account for difficulties and
specificities encountered in this case: sequence of different texts continously displayed at the
same place, text compressed resolution; semantics of inserted captions etc. These improve-
ments are described in Section 5.2. Finally, Section 5.3 presents the experiments conducted
on EUMSSI data regarding the detection and recognition of text, followed by conclusions and
plans for the next period.

5.1. Baseline method

Method overview. The overal pipeline is described in Figure 8a. In brief, given an input
video, two main steps are applied: first the video is preprocessed, and individual frames are
processed to extract a set of image hypotheses per image. These hypotheses are then matched
over time in order to produce video hypotheses that uniquely match an inserted caption in
the image and as a result generate the JSON file. We describe below the image and video
processing steps.

Frame processing. It is outlined in Figure 8b. After video processing, sample frames are
processed by first applying a detection step that locates individual text lines, and then a
recognition step that recognizes the text within each line. More precisely:
• Video preprocessing. Only one frame out of 6 is currently processed. As we are

targeting the identification of static text in the image, a motion filtering is applied by
averaging 6 consecutive frames, with the effect of (i) blurring the image content that
moves in the video, thus reducing the number of false alarms; (ii) reducing noise (due to
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Figure 8: a) The overal pipeline for text recognition in videos. b) Text recognition in single frames.

compression, presence of background in semi-transparent case) around the static text
regions.
• Text region detection. A fast localization procedure is then applied to detect rect-

angular candidate text lines, as summarized in Fig. 9. Each candidate text line is then
processed separately to extract its actual text.
• Text recognition. As shown in Figure 8b, this is achieved by binarization the text

line using different alternatives. Indeed, while current OCR technology performs well
on binary images, it is very poor when applied to video images. Furthermore, as can
be seen on Fig. 9c, the text is not always bimodal (due for instance to the presence
of contrast effects like shadowing), and the presence of compression noise renders the
selection of an optimisation binarization threshold difficult. Thus, obtaining different
text image alternatives, recognizing the text from these different alternatives using OCR,
and selecting the best option according to some score presents a robust approach to the
problem. The way this is conducted is further detailed in Figure 10. In short, the text
region is binarized into a mask using the K-means algorithm with different numbers K
of classes, and masks are then filtered to remove obviously invalid binarization results
before being processed by the OCR.
• Result selection. We used the Tesseract engine to perform character recognition on

the produced binary masks. The recognized text is attributed a score which is computed
as:

s(w) = sletter(w) + sword(w) + scons(w) + sdup(w), (3)

where w is the recognized text line, and sletter, sword, scons, sdup are single letter, word,
consonant and duplicates scoring functions respectively. Below we give details on each
of the functions. Let’s denote Σ the alphabet of OCR language, then w ∈ Σn and
wi ∈ Σ, where w is a word of length n and wi is the i-th letter of the word w.
The single letter scoring function sletter assigns scores to each letter, digram and trigram
of the word based on their frequencies in the given language:

sletter(w) =
n∑

i=1

s1(`(wi))+
n−1∑

i=1

α2s2(`(wi), `(wi+1)))+
n−2∑

i=1

α3s3(`(wi), `(wi+1), `(wi+2))),

(4)
where `(w) : Σ→ Σ is the lowercase function that maps each letter to its lowercase ver-
sion, α2 = 1.3 and α3 = 1.8 are the digram and trigram weights respectively. Function
s1 assigns each letter its frequency in the given language. Regular character frequencies
are normalized so that the maximum frequency is 1. Special characters are normalized
in the same way, but receive an additional penalty of 0.25. Numerals get the default
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a) b) c)

Figure 9: Detection scheme. a) Vertical and horizontal contours are first detected on a running
average video image, followed by morphological operations, to obtain a binary mask. b) A baseline
detection is then applied to find candidate text lines in the binary mask. c) Text regions that do not
satisfy different constraints (size, aspect ratio, filling rate, etc...) are eliminated. Remaining false
alarms (often due to the presence of a set of vertical lines) can further be eliminated by applying
an optional additional text line verification step, before the final detected region is returned.

value of 1.0, except for 0 and 1 for which the frequencies are taken to be 0.1. For punc-
tuation and whitespace characters function s1 returns 0. Function s2 assigns a score to
a pair of adjacent letters; a pair of letters is assigned its relative frequency normalized
so that the maximum frequency is 1. For a letter followed by a numeral this function
returns -2, for a sequence of numerals it returns 1, otherwise it returns -1. Function s3
assigns a score to a trigram, which is either the trigram frequency normalized the same
way as for single letters or digrams, or 0.
The word scoring function sword penalizes short letter sequences:

sword(w) = −2m0 + 0.5m2 +m≥3, (5)

where m0, m2 and m≥3 are counts of words of length 0, 2 and ≥ 3 in text w respectively.
The consonant scoring function scons penalizes consonant-only sequences:

scons(w) = −0.5c2 − c3 − 2c4 − 4c≥5, (6)

where c2, . . . , c≥5 are counts of consonant-only sequences of length 2, . . . , 4,≥ 5 in text
w respectively.
The duplicates scoring function sdup penalizes multiple consecutive occurrences of the
same letter. For a double letter occurrence in the beginning of the word the score is
decreased by 2, a penalty of -1 is attributed to certain letter duplicates inside the word.
Triple letter occurrences are penalized in the same manner: -2 in the beginning of the
word and -1 elsewhere.
Out of the different text candidates, one or several recognized text are kept. Together
with their score and the corresponding region coordinates, they form image text hy-
potheses.

Video Hypotheses managment. For each processed frame, the image text hypotheses
with a large enough score are matched against video text hypotheses, where a match (in the
baseline algorithm) was achieved if there is sufficient bounding-box spatial overlap. The list
of video text hypotheses that is maintained over time gathers statistics over individual image
text hypotheses that were successfully matched over time. When a video hypotheses did not
get a match for more than T frames, it is considered as finished. A set of N-best unique text
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Figure 10: Recognition scheme for individual text line. a) Multiple hypotheses generation and
management scheme. The input image is segmented several times, assuming each time that it
contains a different number K of color distribution components. As we don’t know the color of the
text region (we can have white text on dark background, or the reverse), each resulting segmentation
layer is sent to a regular OCR, which provides an actual text transcript output. All the generated
text strings are scored, accounting for language dependent character statistics and other text result
information, and the best result is selected. b) Illustration of the segmentation step for the value
of K=3. The input image is segmented into 3 layers. Each layer is considered as the text layer, set
in white pixels while the other layer pixels are set to black. Connected components not satisfying
certain constraints (small ones, components touching too much the border, etc) are removed. A
further consistency check on the gray scale of the remaining one can be applied, before the result
is sent to the OCR.

hypothesis mergingoriginal image text region detection text extraction text recognition

Brent Goff

Brent GoffBrent 6ott

Brant Goft

k=4
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Figure 11: Sample result on a video image from the EUMSSI Deutsche Welle corpus. As can
be seen, due to the compression noise, the binary layers corresponding to the text after K-means
segmentation with (shown above text extraction, from bottom to top result for K=2, K=3 and
K=4) produce different recognized text.

results wi is produced, by ranking them using the sum of average score and the number Ki of

equivalent image text hypotheses as the ranking function: vidscore(wi) = 1
Ki

Ki∑
k=1

s(wi
k) +Ki.

5.2. Improvements made during the first year

When investigating the video data from the Fracking dataset, we identified several aspects
that make the video OCR task challenging.
• Low resolution. The highest resolution available in the Fracking dataset (576x320)2,

which is quite low for text processing. The letters are small, which implies high proba-
bility of confusion on the recognition stage.

2Some other videos in DW have higher resolution, but the highest quality for video distribution in usually
this size with only 320 lines.
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• Compression artifacts. Due to the resolution, and the fact that text areas are highly
textured regions, all videos in the Fracking dataset contain non-negligible deterioration
caused by encoding, even at the highest quality available. This leads to non-trivial noise
and, as can be seen from Fig. 11, may result in poor OCR performance overall.
• Semi-transparent caption plates. Texture present under such plates can disturb

character recognition, but also can result in text region localization fluctuations.
• Continuous text display. In some news programs, several text lines are consecutively

displayed at the same location.

To tackle problems arising from the aforementioned issues, we made the following improve-
ments:
• Hypothesis continuity. Since text regions localization can become unstable in the

presence of background texture and compression artifacts, we needed to ensure that
image hypothesis matching, which is a cornerstone of video text hypothesis creation
process, is stable enough. In the baseline video OCR version this matching was based
on region overlap measure only. This meant that as soon as the localization of a text
region was perturbed by noise, or the text did not get detected at all, the same line
content was split into 2 or more video hypotheses with different temporal intervals.
Moreover, a second video text hypothesis could also be introduced for the same text,
if the region overlap was not sufficient. Having several video hypotheses instead of one
has bad influence on final video text estimation based on temporal statistics and may
finally result in several bad estimates instead of one good estimate. In the opposite way,
in a given region a direct transition from one line text to another could result into a
single hypothesis as the region did not match.
To ensure more robuts video hypothesis continuity, we introduced an additional image-
based measure based on cross-correlation to evaluate proximity of an image text hypoth-
esis to an existing video text hypothesis. Thus we were also able to relax region overlap
constraints and propagate video text hypothesis even if no image text hypothesis was
generated over few frames.
• Image hypotheses selection. In the baseline system, only the best image hypothese

out of all those generated at a given instant (i.e.from different K values) was selected
and collected over time to build the video hypotheses. To obtain a larger number of
statistics, we propose to select a set of hypotheses per candidate line, i.e. the best for
each value of K. This should increase the robustness to more spurious outcomes.
• Alternative methods. We considered several alternative strategies for text region

detection and binarization that are used in the state of the art literature. In particular
stroke width (SW) features [45] and maximally stable external regions (MSERs) [46]
were tested to detect text regions [47]; Sauvola [48] and Wolf [49] binarization methods
were implemented and tested for document binarization.

We also implemented a number of useful features to be employed in future versions of the
video OCR system:
• Tesseract outputs. The internal information on letter locations and scores was ex-

tracted from the underlying Tesseract OCR engine, which could be further used to
improve recognition rate through text alignment.
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(a) Video 1 (b) Video 2 (c) Video 3

Figure 12: Examples of frames with captions from the three videos selected for evaluation.

• Semantic regions. We added the possiblity to define image regions that correspond
to semantic a priori information on the video file (e.g. which part of the image is used
to display person name location, general caption location etc.) that could be selected
from the available video metadata information.

5.3. OCR evaluation on EUMSSI data

We present here the evaluation of four versions of the video OCR system:
• baseline corresponds to the initial version;
• Version 1 corresponds to the initial version with hypothesis continuity improvements;
• Version 2 adds over Version 1 an additional video hypothesis filter that removes video

hypothesis that are not long enough (i.e less than one second).
• SWT is the version that employs stroke width transform to detect text regions [45].

5.3.1 Evaluation protocol

Evaluation datasets: To evaluate the OCR system we selected and annotated three video
sequences from the DW Fracking dataset, the example frames are shown in Fig. 12. These
videos represent different styles of captions (e.g. character font and size, plate transparency,
animation etc). Various information on the selected videos is summarized in Table 1. In
particular, we specify video language, resolution, duration in frames, number of annotated
video text instances NGT, number of annotated caption video text instances NGT,c, number of
annotated image video text instancesNGT,i, number of words in annotated video text instances
MGT, number of words in annotated caption video text instances MGT,c and number of words
in annotated image video text instances MGT,i. We note that even though video language is
specified as English for the three videos, not all the words in video text instances are English:
proper names are often written using their native language spelling, image video text instances
may contain words from some other language. Also, all video text instances are either caption
text or image text, so NGT = NGT,c +NGT,i and MGT = MGT,c +MGT,i.

Performance measures: To compare different versions of the video OCR module, we em-
ployed performance measures, targeting the evaluation of the detection step, and of the recog-
nition step.
Spatial match. To define the performance measures, we first need to match ground-truth (GT)
information with resulting hypotheses. To this end we will define two spatial matching criteria.
In the first one Match M1, we will say that a video hypothesis is spatially matching a GT
text if the spatial overlap, as measured by the F-spatial intersection measure is larger than
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Lang Resolution Frames NGT NGT,c NGT,i MGT MGT,c MGT,i

Video 1 en 576x320 63699 111 103 8 323 300 23
Video 2 en 576x320 39325 171 123 48 366 242 124
Video 3 en 576x320 38958 159 122 37 452 374 78

Table 1: Evaluation dataset contains 3 videos from the DW Fracking dataset with different caption
styles. In the above, NGT,c denotes the number of inserted captions, whereas NGT,i denotes the
number of text lines in the image (ie from the scene).

70%. In the second one Match M2, we will say that a video hypothesis is spatially matching
a GT text if the spatial overlap, as measured by the % of the GT contained in the video
hypothesis region is larger than 70%. This second measure is more resilient to cases, where
two texts on the same line (e.g. see Fig. 12b) are merged as a single video hypothesis.
Hypotheses match. Let us denote by TGT the time interval during which a GT text GTi is
shown, and by TH the time interval of a spatially matching hypothesis V Hj . We consider two
temporal overlap measures CGT = |TGT ∩ TH|/TGT and CH = |TGT ∩ TH|/TH that reflect the
coverage rate of video text and video OCR estimates. We will say that the V Hj matches GTi
if it matches spatially (either using M1 or M2) and CGT > 0.2, and with a minimum of one
second as temporal intersection.
Detection performance measures. Our aim is to detect how much inserted (caption) text GTi
is detected, and whether the corresponding matches cover well temporally the duration of the
GT. To this end, we introduce two measures: text detection recall R, which is measured as
the percentage of GT text instances which have at least one hypothesis match according to
the above criteria, i.e. R = Nm

GT/NGT. The second one is the duplicate rate, which counts the
number of hypotheses that match a GT (ideally, this should be one), and averages this number
only on the set SM of GT text with at least one match. We denote this average match count
as νGT. Similarly, we define text detection precision P = Nm

est/Nest, as the proportion of video
text hypotheses which have an actual match with a ground truth. The average number of
match count for video text estimates is denoted by νest. Finally, as a measure of the temporal
accuracy, we provide the values C̄GT and C̄H obtained by averaging over the set of GT with
at least one match, the values CGT and CH for the best match.
Recognition rate. Our aim is to evaluate, when there is a match, the percentage of video text
words which are actually recognized. To this end, we compute over SM : the percentage Pw

of words from the GT that are in SM ; from the words in SM , the recall and precision for
words recognized at edit distance D are computed as RD = ND/NSM and PD = ND/Nest

respectively, where ND is the number of words recognized at edit distance D, NSM is the total
number of words in SM and Nest is the total number of words in the video OCR hypotheses
associated with the GT.

5.3.2 Results

Text detection results. We first report on text region detection performance of the four
video OCR versions on videos from the Fracking dataset. The performance measures for
Match M2 criterion are presented in Tab. 2. To better understand the results we split the
number of matched video text instances Nm

GT into matched inserted text (Nm
GT,c) and matched
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NGT Nm
GT,c Nm

GT,i νGT Nest Nm
est νest C̄GT C̄H R P

baseline
Video 1 111 100 6 1.02 208 122 1.00 0.90 0.97 0.95 0.59
Video 2 171 112 38 1.33 450 285 1.22 0.76 0.96 0.88 0.63
Video 3 159 113 24 1.20 463 240 1.01 0.84 0.92 0.86 0.52

Version 1
Video 1 111 100 5 1.00 432 103 1.03 0.90 0.99 0.95 0.24
Video 2 171 119 38 1.03 570 144 1.12 0.85 0.98 0.92 0.25
Video 3 159 117 27 1.05 473 151 1.02 0.87 0.91 0.91 0.32

Version 2
Video 1 111 100 5 1.00 170 103 1.03 0.90 0.99 0.95 0.61
Video 2 171 117 38 1.02 265 140 1.13 0.85 0.98 0.91 0.53
Video 3 159 117 27 1.04 286 150 1.02 0.87 0.91 0.91 0.52

SWT
Video 1 111 99 7 1.02 273 107 1.01 0.89 1.00 0.95 0.39
Video 2 171 85 40 1.14 277 136 1.14 0.84 0.98 0.73 0.49
Video 3 159 76 22 1.11 254 111 1.03 0.88 0.89 0.62 0.44

Table 2: Text region detection performance under Match M2 criterion for different versions of
video OCR illustrated by temporal overlap and detection rate measures.

image text (Nm
GT,i). The following conclusions can be made:

• from the baseline results, we note that Video 2 and Video 3 are more challenging for
text region detection: the text recall is slighly lower (0.95 in video 1, 0.88 and 0.86 in
video 2 and 3), and the number of match per GT is large (1 GT line out of 3 or 5 is
split into two temporal consecutive hypotheses). It appears that since caption plates in
these videos are semi-transparent, region estimation is not at all precise.
• when moving from the baseline to the Version 1, one can see that while the text recall R

slightly increases (from 0.88 to 0.92 on video 2, from 0.86 to 0.91 on video 3), the addition
in the image-to-video hypothesis matching of the image-based criterion combined with
a relaxed bouding-box matching result in less fragmented matches, as can be measured
by the number of match per GT νGT (which drops from 1.33 to 1.01 on video 2, and
2.1 to 1.06 on video 3) or the temporal overlap of the best match C̄GT , which becomes
closer to 0.9 for all videos.
• in Version 1, the text detection precision P deteriorates dramatically. By simply adding

a filter on the video hypotheses by not considering those which are at least associated
with two image hypothesis at different times, we are able to preserve all the useful cases,
while removing 50% of the false alarms. Still approximately 60% of the text lines are
false alarms.
• one can also notice that SWT text region detection, while being a popular approach in

the state of the art literature, is far from being as performant as the baseline approach.

Text recognition performance. Next, we compare recognition rates of the proposed ap-
proaches. In order to keep the detection part constant, we only use the Version2 method and
vary the parameters:
• the number of clusters in K-means algorithm, taking either k = 2, 3 or k = 2, 3, 4.
• we also consider different strategies of hypothesis selection: in the recognition baseline,

for each detected text region we either take the best hypothesis of all generated hy-
potheses in terms of the final score, or we keep the best hypothesis for each value of k
(so keeping two image hypotheses when k = 2, 3). For the latter versions we write “Best
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for each k”.
The results are shown in Tab. 3, when using the first best video hypothesis as output. We
put the total number of words MGT, the number of words recognized at edit distance 0 from
captions (Mm

GT,c,0) and image text (Mm
GT,i,0) and the number of words recognized at edit

distance 1 from captions (Mm
GT,c,1) and image text (Mm

GT,i,1). The recall and precision for
both cases are also given. The main results are as follows:
• even if the inserted texts do not have special effects (like shadowing), allowing bina-

rization with more than two classes is benefitial, mainly by selecting the level that can
accomodate the low resolution and compression impact, see Fig. 11. Note that sur-
prisingly, the binarization methods from [48, 49] that we implemented performed worse
than the standard K-Means.
• keeping the best hypothesis for each k value usually improves the results, as compared

to keeping only the best from all k values.
• adding k = 4 improves the recognition performance for the video 1 (recall R0 of 0.77

vs 0.74), and video 3 (for the reco baseline), but degrades those for video 2. Indeed,
video 2 is particularly challenging in this respect since text of different colors (white on
blue and black on white) is present on the same line. Thus adding additional classes
can confuse the system and lead to erroneous results.
• when tolerating 1 error, we see that recognition increases, up to R1 = 0.86 for video 1

or 0.73 for video 2 and 3, showing that errors are often due to one erroneous character
(e.g. see Fig. 11).
• considering more than 1 top scored hypothesis improves the recall but deteriorates

precision, which is expected. The results for 2 and 3 top scored hypotheses are presented
in Tab. 4.
• the recognition rates from the Fracking dataset are lower than those obtained on other

datasets (e.g. REPERE). This is the consequence of problems due to the presence of
non ascii characters (e.g. in German; but the same issue can happen with French
or Spanish accents), and more importantly, poor resolution and compression artifacts
present in the videos that we mentioned before. Binarization is heavily impacted by
both factors, and one cannot choose a good candidate for the recognized text based
only on language scoring models and video text statistics (indeed, the same erroneous
text is more often recognized that the good one).
• finally, the processing time is given in Tab. 5. The detection time takes around 50% of

the process for k = 2, 3, but could considerably be reduced by processing only 1/3 of
the image at the bottom, which usually contains the text of interest, or even only the
annotated text regions (when available). When adding k = 4, the total time increases
by 30%, mainly due to the increase of calls to tesseract OCR. SWT is much faster, but
as discussed earlier, misses a large amount of text.

5.4. Conclusion

In this Section we presented the OCR methods used to extract text from images. They rely on
a text detection scheme looking for candidate baselines, and on a multi-binarization method
combined with hypothesis selection for the recognition part.
Results achieved on DW data were good but lower than normal due to the small resolution
and high compression and the presence of language specific characters.
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MGT Mm
GT,c,0 Mm

GT,i,0 R0 P0 Mm
GT,c,1 Mm

GT,i,1 R1 P1

Reco baseline
k=2

Video 1 323 171 17 0.58 0.67 219 18 0.73 0.82
Video 2 366 153 75 0.62 0.80 175 93 0.73 0.90
Video 3 452 202 24 0.50 0.7 245 31 0.61 0.82

Reco baseline
k=2,3

Video 1 323 225 17 0.75 0.84 255 18 0.85 0.94
Video 2 366 152 76 0.62 0.76 177 91 0.73 0.86
Video 3 452 237 29 0.59 0.71 292 36 0.73 0.84

Reco baseline
k=2,3,4

Video 1 323 224 16 0.74 0.84 256 19 0.85 0.95
Video 2 366 146 62 0.57 0.72 177 79 0.70 0.83
Video 3 452 238 33 0.60 0.69 281 41 0.71 0.81

Best for each k
k=2,3

Video 1 323 219 19 0.74 0.83 253 19 0.84 0.94
Video 2 366 157 76 0.64 0.78 178 90 0.73 0.86
Video 3 452 244 29 0.60 0.72 296 36 0.73 0.86

Best for each k
k=2,3,4

Video 1 323 230 19 0.77 0.87 259 20 0.86 0.97
Video 2 366 153 66 0.60 0.75 175 86 0.71 0.84
Video 3 452 248 33 0.62 0.73 298 41 0.75 0.86

Table 3: Recognition rate of the video OCR under Match M2 criterion using the highest rank
hypothesis.

Nhyp = 1 Nhyp = 2 Nhyp = 3
R0 P0 R1 P1 R0 P0 R1 P1 R0 P0 R1 P1

Reco baseline
k=2,3

Video 1 0.75 0.84 0.85 0.94 0.78 0.65 0.87 0.72 0.79 0.55 0.88 0.61
Video 2 0.62 0.76 0.73 0.86 0.67 0.54 0.77 0.60 0.70 0.44 0.79 0.48
Video 3 0.59 0.71 0.73 0.84 0.64 0.53 0.77 0.63 0.65 0.44 0.80 0.54

Reco baseline
k=2,3,4

Video 1 0.74 0.84 0.85 0.95 0.80 0.65 0.87 0.70 0.81 0.53 0.88 0.57
Video 2 0.57 0.72 0.70 0.83 0.63 0.52 0.75 0.58 0.65 0.41 0.76 0.45
Video 3 0.60 0.69 0.71 0.81 0.64 0.51 0.77 0.59 0.66 0.42 0.79 0.49

Best for each k
k=2,3

Video 1 0.74 0.83 0.84 0.94 0.77 0.63 0.88 0.71 0.79 0.53 0.88 0.58
Video 2 0.64 0.78 0.73 0.86 0.69 0.56 0.78 0.61 0.72 0.43 0.81 0.46
Video 3 0.60 0.72 0.73 0.86 0.64 0.53 0.79 0.62 0.65 0.43 0.81 0.51

Best for each k
k=2,3,4

Video 1 0.77 0.87 0.86 0.97 0.81 0.65 0.89 0.71 0.83 0.52 0.89 0.55
Video 2 0.60 0.75 0.71 0.84 0.66 0.52 0.77 0.57 0.69 0.41 0.79 0.45
Video 3 0.62 0.73 0.75 0.86 0.65 0.53 0.79 0.62 0.67 0.41 0.82 0.50

Table 4: Recognition rates of the video OCR under Match M2 criterion using words from the top
Nhyp hypotheses.
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total (s) FPS detection binarization (Kmeans) recognition

k=2,3
Video 1 24445.51 2.61 0.53 0.01 0.17
Video 2 20339.35 1.93 0.39 0.01 0.22
Video 3 17776.55 2.19 0.44 0.01 0.22

k=2,3,4
Video 1 35138.52 1.81 0.37 0.01 0.26
Video 2 32169.45 1.22 0.25 0.01 0.31
Video 3 27326.79 1.42 0.29 0.01 0.32

SWT
Video 1 5856.19 10.87 0.05 0.02 0.33
Video 2 3707.03 10.60 0.05 0.02 0.38
Video 3 4786.71 8.14 0.04 0.02 0.38

Table 5: Video OCR execution speed. For detection, binarization and recognition stages we specify
the approximate proportion of total time.

Solutions to address these problems come from either access to original video sizes from DW
when available, or from more elaborate text selection combined with text prior. For instance,
the alignement of different recognized texts can be used to gather the different recognition
alternatives obtained from a word, and potentially applying a dictionary to select the best
option. Furthermore, alignment could also account for the image location of individual letters.
That was the reason we extracted Tesseract information on recognized letter location and
scores. The actual use of that information is planned as the future work.
On the implementation side, the software is ready for deployment.
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6. AUDIO-VISUAL FUSION AND PERSON NAMING

In this Section, we address two main tasks:
• Audio-visual (AV) person diarization in broadcast data as illustrated in Fig 5. This is a

hard problem due to many difficulties. Speaker diarization systems can make errors due
to short utterances, spontaneous speech, and background noise. In the visual modality,
faces display many variations in scale and pose. Interestingly, it has often been reported
in the literature that the joint exploitation of audio and video could help to correct those
errors. However, at the same time, the association between speech and face does not go
without problems, and can introduce many ambiguities in case of multi-face shots (see
image of Fig 5a) or shots where the talking person is not visible (voice over) or difficult
to detect like in the third image, Fig 5c, where the talking person is the person seen
from the back. The approach we have developed this year for this task was published
at the IEEE ICASSP conference [9]. It is available in Appendix A, and the main ideas
are summarized in Section 6.2.
• Person naming. A named entity recognition step is applied to the Video OCR output

to extract the overlaid person name (OPN). Section 6.1 describes the method we have
used for this step for the French language3. Given these OPN, the audio features and
video face tracks, the goal is to further extent the AV diarization by identifying (with
a name) the people in the video. The work we have done along this line was recently
presented at the IEEE ICIP conference [11]. The paper is available in Appendix A, and
the main ideas and its extension to the AV case4 are summarized in Section 6.2.

Experiments and results about these methods are discussed in Section 7.

6.1. Named Entity Recognition of Persons for OCR

This first year, our identifying people experiences have focused on the use of OPN from the
OCR. Pending the availability of EUMSSI named entity detection module (also delivered at
M12), we used the named entity detection system developed during the ANR project SODA.
This system is suitable to extract the person entities from French newspapers and TV debates.
It is based on two steps: the first extracts hypotheses sentences from the video overlaid text,
the second searches for speaker names in the extracted sentences. We chose to develop a rule-
based identities detection system along with identity dictionaries. In that way, transcripts
errors are taken into account much more easily than using a CRF-based method, as is usually
done in name entity detection. Three identity dictionaries were employed to accept or reject
an OPN hypothese:

1. Target : the first dictionary includes the identities of journalists of the processed tele-
vision stations, political personnalities, athletes and artists recurrently appearing in
French media and REPERE training corpus. The search into this dictionary is per-
formed using an error tolerance based on the Levenshtein distance between the identity
of the dictionary and the OPN from the OCR. If the OPN match at 80% an entry of
the dictionary, we kept it.

2. Freebase: If the OPN is not in first dictionary, we try with the second dictionary. It is

3In the future, NED for other languages will be performed in workpackage WP4.
4[11] only addressed the naming of face clusters.
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composed of more than 1.7 million of identities extracted from freebase [50]. We only
extracted identities of people born after 1900, as well as those for which the birthdate
is unknown. The search into dictionary is performed using an exact matching.

3. Firstname: The third and last dictionary consists in more than 17000 firstnames ex-
tracted from the specialized web site. if the OPN starts with a firstname, and if the
Google search engine gives clues to confirm the hypothetical identity, we kept the OPN.

More details on the system is given in [10].

6.2. Audio-Visual Diarization

Problem formulation. Let A = {Ai, i = 1 . . . NA} denote the set of utterances and V =
{Vi, i = 1 . . . NV } the set of face tracks. The AV person diarization problem can be formulated
as the estimation of the labels field E = {eai , i = 1..NA, evj , j = 1..NV } by maximizing the
posterior distribution P (E|A, V ) such that the same person index is used for eai and evj when
the utterance Ai and the face track Vj correspond to the same person. The labels eai and evj
take value in the set of possible person indices denoted as E . Let G be an indirect graph over
the set of random observed variables A and V . We express the posterior probability for labels
E as:

P (E|A, V ) =
1

Z(A, V )
× exp

{
λa

NA∑

i=1

fa(Ai, e
a
i ) + λv

NV∑

i=1

fv(Vi, e
v
i ) (7)

+ λlocav

∑

(i,j)∈Cav

f locav (Ai, Vj , e
a
i , e

v
j ) + λglobav

∑

(i,j)∈Cav

fglobav (Ai, Vj , e
a
i , e

v
j )

}

where Z(A, V ) is a normalizing constant, the λ are weighting coefficients to be learned, and

fa, fv, f locav , fglobav are different feature functions explained below:
• The local voice/face association feature function f locav : it is defined on all the couples of

overlapping utterances/face tracks: Cav = {(i, j)/t(Ai, Vj) 6= 0} where t(x, y) denotes
the duration of the overlapping time between segments x and y. The goal is to output
a high score if utterance Ai and face track Vi correspond to a talking face. It is defined as:

fav(Ai, Vj , e
a
i , e

v
j ) =

{
t(Ai, Vj)h(Ai, Vj) if eai = evj
−t(Ai, Vj)h(Ai, Vj) otherwise

where h(Ai, Vj) represents the output of a SVM classifier indicating whether an ut-
terance/track couple belongs to a talking face or not. The features used as input to
the SVM not only include a lips activity measure computed using least mean square
difference as done in most works, but also other contextual features that can help distin-
guishing a talking face track, esp. to take into account the presence and characteristic
of other appearing faces by using the number of detected faces, the relative face size
and relative lips activity as input features. Experiments showed the benefit of such
contextual information for utterance/face track association.

• The class-based voice/face association feature function fglobav : The above SVM can take
wrong local decisions. As the temporal co-occurrence at the class level is complementary
to the talking head function, fglobav was introduced to account for it. In essence, this
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Figure 13: a) AV diarization using a CRF approach. b) Person naming using joint clustering and
naming CRFs.

feature function pushes an utterance Ai and a face track Vj to have the same person
label if their initial (monomodal) labels were co-occurring frequently.
• The acoustic biometric feature function fa(Ai, e

a
i ): measures the likelihood of the audio

features of utterance Ai according to the acoustic model of eai .
• The visual biometric feature function fv(Vi, e

v
i ): measures the distance between the

SURF representation of the face track (see face diarization section 4) and the set of
faces tracks currently associated with the label. The 10th quantile is used as distance,
and allows a better robustness against pose variations.

Parameter learning. The CRF model is parameterized by the different λ values expressing
the reliability of each cue in the label inference. They can be learned using labeled training
data. However, to avoid data mismatch (at test time, the CRF is conducted on noisy face
tracks and utterances, not on cleanly segmented ones, creating, for instance, noisy initial
biometric models) it is important to learn parameters using the segments produced by the
mono-modal automatic diarization steps but using the true person labels. In other words, the
CRF parameters are trained to account for errors made by the initial diarization steps.

Algorithm. It is summarized in Fig. 13a. After monomodal diarization, a first AV association
is conducted, by maximizing the talking head co-occurrence measure. The CRF function is
then interatively optimized.

6.3. Person naming using Overlaid Person Name (OPN)

To name face and audio clusters, we rely on the set O = {Oi, i = 1 . . . NO} of OPNs extracted
from the OCR and tagged as person names. Each Oi is characterized by its name xopni ∈ M
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where M = {ni, i = 1 . . . NNa} denotes the set of unique names extracted from the video.
Note that several OPNs can have the same name.
To achieve this task, two approaches are possible, which are described next: first, after the
AV diarization step (previous Section), use the OPNs to associate names to the resulting
clusters. Second, perform the AV diarization jointly with the naming, as there might be a
mutual benefit in performing them jointly.

6.3.1 CRF Cluster naming

After AV diarization, we are left with a set of AV clusters Ci (which may contain faces
only, voices only, or both). The goal is then to associate to each cluster a label eci ∈ P =
M ∪ {Anonymous}, a problem that can be cast into a CRF optimization problem. In this
case, the feature fonctions account for different effects:
• co-occurrences of OPNs between the speaking-turns and face tracks of the clusters Ci

and all the occurrences of OPNs with the same name. Note that for the video part, we
distinguish between when a face is uniquely present in the image (which should result in
stronger association of the OPN name with the face cluster), and when there are several
faces (resulting in more ambiguous association).
• a person usually does not speak before it is introduced.
• two faces appearing together should not receive the same name.

The method is used to optimize the posterior of naming labels p(E|C,P ) given the AV clus-
ters and the OPNs, thus providing through marginalization for each class Ci the posterior
probability distribution over possible names (i.e. over P ). It was shown in [10] to perform
better than a rule based approach for name casting and propagation.

6.3.2 Joint naming and clustering CRFs using recurrent visual local back-
ground.

The naming of AV cluster could itself influence the person diarization. For instance, the fact
that a person usually speaks only after being announced could be exploited to relabel early
speech segments of a cluster that is associated with a name. We thus proposed in [11] to
combine both of them by applying iteratively a CRF naming and CRF diarization step, as
shown in Fig. 13b, where additional CRF factors were introduced to take into account the
naming issue.
Another contribution was also made in [11] to take into account the following observations:
• the number of different OPNs with person names is a good indicator of the important

persons active and that speak during a show.
• people predominantly appear in the same types of scenes: a guest in studio rarely

appears in a reportage and vice-versa;
• important/guest person vs figurative persons: as a consequence, often the first ones

recurrently occur within the same scenes, vs the second ones only appear once or twice
within a reportage.

As a consequence, we can perform a bottom-up clustering of people faces with their local
background5. Then, people who recurrently appear within the same background in the video

5In principle the full scene could be used; however, as many shows jointly display interacting people in
different rectangular insertion, we only considered the local background around each person for recurrence
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Figure 14: Illustration of the local background clustering of each face. Images on the top correspond
to the show images. Each line corresponds to a local background cluster. As can be seen, clusters
with more or equal to 3 samples mainly correspond to introduced (and talking) people of the show.
Each face in such clusters will be preferently associated with a label that has an OPN name rather
than being ’Anonymous’.

will be tagged with their level of occurrence, increasing their chances to be associated with
a name. Figure 14 illustrates this information. Such information is then translated into
appropriate CRF components, as illustrated for the new AV diarization CRF in Fig. 15

6.4. Conclusion

We have presented the different approaches investigated to associate person information com-
ing from the audio, video, and text (from video). We have proposed methods based on CRF
to perform these tasks, attemping at capturing the video editing types of information that
usually occurs in broadcast programs. Results are presented in the next Section.

estimation.
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7. EVALUATION AND IMPLEMENTATION

In this section, we describe the different experiments that we have conducted to evaluate the
different modules. As the EUMSSI data (whether from Deutsche Welle or from YouTube)
does not contain any annotation, we relied on the dataset from the French ANR REPERE
campaign. In what follows, we first start by introducing the evaluation protocol (datasets,
performance measures) and then discuss the results obtained on the different tasks using the
current system. We then provide the status of the current implementation, including some
processing times, and then conclude with the planned work from a scientific and operational
point of view.

7.1. Evaluation protocol

7.1.1 Corpus

Experiments were conducted on two corpora: the DEV2 and TEST2 datasets from the
REPERE French evaluation campaign [51], and one from the Deutsche Welle data.
The REPERE corpus corresponds to the official test corpus of the last REPERE evaluation
which took place in January 2014. The test corpus (test) is composed of 62 TV shows.
Shows are recorded from the two digital French terrestrial television stations BFM and LCP
(respectively MPG2 720 × 576 and MPEG2 544 × 576). W.r.t. annotation, a keyframe of
the corpora is annotated every 10 seconds, giving both identity of speakers and faces. The
overlaid text corresponding to a target person is also annotated. Fig 16 shows an example of
annotation.
The EUMSSI corpus is composed of the English record of the Deutsch Welle corpus. The
ground truth is not available for this corpus.
Those corpora are balanced between prepared speech, with broadcast news, and more spon-
taneous speech, from political discussions or street interviews. The Table 6 reports some
statistics about the corpora.

Head: Claude Géuant, unknown
OPN: Claude Géant
Speaker: Claude Géant 

Figure 16: Example of annotation with an OPN introducing the speaker.

7.1.2 Evaluation metrics

Naming metric. The evaluation metric chosen to measure the identification performance is
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the official REPERE Estimated Global Error Rate (EGER). This metric is defined as follow:

EGER =
#fa+ #miss+ #conf

#total
(8)

where #total is the number of persons to be detected, #conf the number of persons wrongly
identified (whose names in the GT do not match the given name in the recognition), #miss
the number of missed persons (i.e. people with a name in the GT but labeled as anonymous),
and #fa the number of false alarms. It should be noted that this metric does not take into
account the spatial position of the faces but rather focuses on evaluating the ability of the
system to answer the question ”Who is seen?” and ”Who is speaking” at any given moment.
Note as well that this mesure could only be used to evaluate the audio or video modality
(focusing on faces or voices).

Clustering metric. Diarization (clustering) is evaluated using the Diarization Error Rate
(DER):

DER = Confusion+NonDetection+ FalseAlarms

This metric was introduced by the NIST as the fraction of speaking time which is not at-
tributed to the correct speaker using the best match between references and hypothesis speaker
labels. Both DER and EGER are computed using the scoring tool developed by the LNE6 as
part of the REPERE campaigns.

6The French National Laboratory of Metrology and Testing

Statistics REPERE (TEST 2) EUMSSI

Language french english
Nature TV TV

Prepared speech yes yes
Spontaneous speech yes yes

Nb of channels stations 2 1
Nb of shows 8 45

Nb of records 62 18107
Record duration 26h59 2680h

Ground truth duration 10h16 NA
Nb of different speaker 413 183899∗

Nb of speaker per record (mean) 9.24 10.25∗

Table 6: TEST 2 REPERE Corpus, using data from political debates (Ça vous Regarde, Pile et
Face, Entre les Lignes), news (BFM story, Ruth Elkrief, LCP Info..), question to the government
(national assembly), and people magazine (Culture et Vous). Note that we also used the DEV2
corpus, featuring an additional set of more than 28 hours of programs.
EUMSSI corpus is composed of DW records in English.
∗: computed from the automatic diarization
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7.2. Result analysis

7.2.1 Speaker diarization

The table 7 shows the DER obtained with the various systems presented in section 3. The
two first lines of table 6 correspond to the baseline system developed before the beginning
of the EUMSSI project. The first line (1) presents the result of the ASR diarization system,
and the second line (2) corresponds to the ASR diarization followed by the speaker clustering
step using Mahalanobis distances.
The remaining lines (3 to 5) present the improvements accomplished this year in the speaker
clustering step:

• On line (3), the ILP clustering was reformulated to lower the complexity of the ILP
problems, in order to speed up the clustering solving process. This reformulation takes
advantage of the distance threshold, which can be applied to each of the ILP constraints
so that the unnecessary variables and constraints are filtered. The diarization error rate
remains the same as that of the baseline system (line (2)),and the computation time is
very close. However, the complexity was drastically reduced (numbers of variables and
constraints).

• On line (4), the PLDA framework takes place of the Mahalanobis one. The performances
are significantly improved, up to 11% of diarization error rate reduction, and with the
REPERE corpus, -1.73 points.

• Last line (5), the graph decomposition into connected sub-components allows the system
to split the overall problem into several elementary, and independant, sub-problems.
This graph decomposition, associated to the ILP clustering approach, improved the
speed processing without deteriorating the diarization error rates.

The graph and ILP/PLDA system was also employed to link the speaker between shows
(speaker linking step, see 3.1.3). Regarding the incremental speaker linking process, it has
been tested on a collection of 310 shows, which represent 142 hours of data. In this experiment,
fully described in [36], we considered an initial bootstrap collection to start the incremental
speaker linking process with some a priori knowledge on the speakers. This bootstrap collec-
tion was made of the 126 first shows (considering the chronological order of broadcasting); the
184 remaining shows were sequentially processed. The incremental speaker linking process
lasts for approximatively 6h17 by taking advantage of the improvements presented in 3.2.1. In
comparison, the same experiment which does not take into account the graph improvements
towards the computation time lasts for more than 3 entire days.
The diarization was also applied on an English set of data drawn from Deutch Welle. We
measure very similar computing time.

7.2.2 Person Entity Recognition

Table 8 shows the detection error rate of the person entities in OCR transcript. 84.5% of the
person entities are correctly detected on the REPERE test corpus. Most of the error comes
from missed detections.
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Show name # Var. # Const. duration RT DER

(1) ASR (Baseline) [52] - - 61 m x0.01 28.78%
(2) ASR + ILP Mahalanobis (Baseline) [17] 164218 325504 104 m x0.071 15.32%

(3) ASR + ILP Mahalanobis [36] 4520 4520 104 m x0.071 15.32%
(4) ASR + ILP PLDA (unpublished) 4520 4520 96 m x0.066 13.58%
(5) ASR + Graph + ILP PLDA (unpublished) 180 180 65 m x0.044 13.58%

Table 7: Number of variables (# Var.), number of constraints (# Const.), duration, real time and
DER on REPERE 2014 test.

Corpus EGER #conf #miss #fa

DEV2 14.2% 0 22 6
TEST2 17.1% 8 16 1

Table 8: Evaluation of overlaid name detection

7.2.3 Audio-Visual Person diarization

In this Section, we report the results obtained with the AV diarization algorithm described
in Section 6.2.

Voice-Face association module. The association SVM classifier h(Ai, Vj) introduced in
Eq. 6.2 plays an important role in correctly associating faces with voices. Table 9 provides the
results obtained using our feature vectors. As can be seen, overall the classification accuracy
is quite high7. The main errors come from voice-over which are associated with appearing
face tracks, and to faces which appear together in the shot (in particular when people are
shown in 2, 3 or 4 virtual windows).

DEV2 (Prec = 0.77)
predictions

spk. = face spk. 6= face

Ground-truth
spk. =face 1147 (40%) 345 (12%)
spk. 6= face 328 (11%) 1062 (37%)

TEST2 (Prec = 0.76)

prediction
spk. = face spk. 6= face

1787 (39%) 673 (15%)
423 (9%) 1663 (37%)

Table 9: Classification results of speaking turn/face track association. Confusion matrices are
provided, along with the correct classification rate Prec.

AV-diarization. Table 10 presents the results8 obtained for different systems. The first
line show the result obtained using the monomodal system, and the Hungarian association
algorithm (see Fig. 13a), so before the CRF is applied. The second line shows the CRF result,
when using the GT information to associate a given audio speaking turn with its correct face
track (if there is one). In this case, a gain of 15% in monomodal task can be obtained, 30%

7Note here that the input to the classifier is a voice segment and a face track that overlap temporally. So,
while the features incorporate context -eg how many face tracks overlap with the audio segments, these results
do not account for the competition between two face tracks being associated with an audio segment, as will be
achieved in the AV diarization.

8Only the confusion part of the DER is shown, since the other components of the DER are invariant to the
system. Note for instance that the main source of error in the face diarization part is the missed faces (30 to
40%), due for a great part to people seen from the back or from profile throughout a given video shot.
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DEV2 TEST2
Audio Vido AV Audio Vido AV

Monomodal diarization 7.9% 5.9% 9.2% 7.4% 5.2% 8.7%
CRF with manual GT fav. 6.6% 4.8% 5.9% 6.9% 4.3% 6.2%

CRF-Monomodal 7.7% 6.3% 9.7% 7.3% 6.4% 8.9%
Proposed CRF 7.5% 6.2% 9.1% 7.4% 6.1% 8.5%

Table 10: Confusion part of the DER, reported for the speaker diarization (Audio), face diarization
(Vido), and person diarization (AV).

A5

V1

V3

A1 A2 A3

V2

A4

Classe 1 Classe 2 Classe 3

Figure 17: To improve face clustering, the face track V2 should join V1. However, due to its small
size and the presence of other faces having also lips activity, the SVM used in fav decides wrongly
that the pairs A2-V2 et A3-V2 do not belong to the same person.

in the AV task, demonstrating that our system is able to benefit form AV informations. This
gain is entirely due to the association factors fav and fglobav , and not the CRF: when removed
(CRF-monomodal) the results are not better than the monomodal systems, as expected.
Unfortunately, the results obtained using our proposed CRF are similar to those obtained
from the monomodal system (first line), with only a minor gain of 0.1 and 0.2% in the AV
task. The main reasons are as follows. In the audio, usually, the CRF (i) is not able to correct
the wrong labeling in the presence of superposed speech, like in debates, where due to frequent
interactions, shot changes follow but often with a wrong delay, introducing noise; (ii) is able
to correct bad association due to background noise (or music). In the video domain, two
reasons can be used: first, since the right fav can improve results, this means that currently,
this classifier does not perform as expected, a point that is illustrated in Fig. 17. Secondly,
the face representations are more powerful when employed within the bottom-up clustering
than within the CRF framework. In this view, the baseline to compare against the benefit
of the AV CRF is the monomodal CRF. In this view, a reduction of the error of 5 to 7% is
achieved.
Finally, it should be mentioned that the benefit of multimodality depends on the quality of
the monomodal clustering: here the latter performs very good on standard benchmark, thus
leaving not much room for improvements.

D3.2 Progress report on person identification recognition.
42



DEV2 TEST2
Audio Vido AV Audio Vido AV

Rule-based approach 31.5% 41.5% 36.9% 35.3% 54.3% 45.7%
Naming CRF 30.6% 41.8% 36.6% 33.1% 54.5% 44.7%

Joint Naming and Clustering CRF 29.7% 40.1% 35.3% 32.4% 52.2% 42.7%
Oracle 25.6% 35.4% 30.9% 28.9% 44.2% 37.2%

Table 11: EGER identification performance of audio segments, face tracks, and AV clusters.

7.2.4 Audio-Visual Person naming

The naming results are reported in Table 11. The main comments are as follows:
• the naming CRF offers better results than the rule-based approach, with one point less

EGER on TEST2;
• the joint use of a naming CRF and clustering CRF relying on recurrent background

further improve the results, with around 3% less errors than in the rule-based case. the
gain is however very dependent on the type of broadcast programs: on political debates,
where the background is not changing much and all presentors and guests are announced
with an OPN, the recurring background plays its role and pushes face clusters of the
same person initially separated due to different poses/viewpoints to be attributed the
same name.
• it can be shown that the gain is not only in the naming, but also it is correlated with

an improvement in the clustering.
• on magazine shows mainly made of reportage and without much studio scenes, the AV

clustering and naming tend to degrade the performance. These are however difficult
cases, where not many OPN are present, and many famous people are seen.
• given the monomodal segmentation, the oracle shows the results we could obtain. As

can be seen, improvement could be obtained, but the cases that remain are the difficult
ones.
• finally, Figure 18 provides the proportion of correct and erroneous labels that are given

to face tracks. As can be seen, the biggest source of errors is due to the missed detected
faces (people seen from the back and profile). The recurrence and joint use of the CRF
help to reduce the confusion: 5% as compared to 8% when using only the naming CRF.

In summary, the use of the recurrent background information improves results. This is a quite
general type of prior that can be used with any program. Since it improves more the result
for studio scenes (i.e. to favor people in studio to get a name), it might be interesting to
evaluate whether the detection of studio scenes could represent an alternative information to
apply such feature function in the CRF.

7.3. Implementation

Below, we provide some indication regarding the implementation of the different modules
involved in the diarization.

D3.2 Progress report on person identification recognition.
43



Figure 18: Proportion of correct and uncorrect labeling, relative to the total number of annotated
faces.

7.3.1 Speaker diarization

The speaker diarization system is based on the freely distributed LIUM Speaker Diarization
system [53], 9 and ALIZE toolkit [54]10. This system has achieved the best or second best
results in the speaker diarization task on French broadcast news evaluation campaigns, such
as ESTER2, ETAPE (2011) [55] and REPERE (january 2012, january 2013 and january 2014)
[13].

7.3.2 Face diarization

The face diarization system developed by Idiap relies on different modules (shot detection,
face detection and tracking, face clustering) is based on diverse free softwares (e.g. open-cv
or the Idiap BOB software11 [56]) but is currently not available as a free distribution.
Computationally, the full face diarization is still computationally demanding, as it is currently
takes around 30 hours to process 1 hour of data, and the detection and tracking part are taking
the most part of it (approximately 25h). More details were provided in Section 4.2

7.3.3 Face naming

The face naming part mainly relies on CRF learning and optimization. To this end, we rely
on the GRMM (GRaphical models in Mallet) library12 [57]. In terms of processing, for one
hour of data, it can take from around 30 minutes (if we only use the naming CRF) to around
9 hour for the full process. More precisely, the naming CRF ranges from 1min to 30min,
depending on the clique sizes in the graph. For the diarization, it can take up to 3 hours per
iteration, and is currently mainly driven by the unicity constraint that in images containing
10 detected faces leads to large cliques. We are currently investigating how we could remove
this constraints that adds important computation while (probably) not impacting much the
performance.

7.4. Conclusion

In this Section, we provided an evaluation of the different speaker, face, AV person clustering
algorithms, as well as of the AV naming method. The main conclusions are that (i) good

9http://www-lium.univ-lemans.fr/en/content/liumspkdiarization
10http://mistral.univ-avignon.fr/contact.html
11http://www.idiap.ch/software/bob/docs/releases/last/sphinx/html/index.html
12http://mallet.cs.umass.edu/grmm/
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results were obtained in the context of the REPERE challenge w.r.t. both clustering and
naming; (ii) AV could help person clustering, but not as much as could be expected. The
main reason was that the individual clustering modalities were performing already well; (iii)
a main source of error currently is the lack of detection of profile faces. (iv) computation is
quite high in the visual domain.
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8. CONCLUSION

This deliverable presented the achievements made in WP3 regarding the identification of
people in video (task T3.3) which relies on the combination of multimodal data stream (audio,
video, text and Named Entity Detection from OCR). A full description of the different modules
currently involved in this process has been provided. The main conclusions and plans for
improving the current baseline and software during the second year are summarized below:
• Video OCR. The text detection results are fine, capturing 92% of the text lines. However,

due to the rather low video resolution and high compression, text recognition is lower
than what was observed in previous acquisition campaign, with only round 63% of the
words correctly recognized so far when using the best video hypthosis. Future work
will be towards improving the speed, investigating OCR-based character alignement
strategies, as well as fast configuration, e.g. for annotating the image position of the
caption lines that introduce person for a given and currently unknown program.
• Speaker diarization: the different speaker diarization approaches presented in this re-

port achieved low error rates on the REPERE corpus, and the computation time has
been drastically reduced. For the future work we plan to annotate a subset of the data
provided for the EUMSSI project to estimate the performance of our approaches, and
to perform an analysis on the speakers. This analysis will also be helpful to constitute
face and voice biometric models of the well-known and recurrent people, such as the
anchors, the reporters, the translators, and some recurrent guests. These biometric
models would be useful to name the persons. Moreover, the three modules (ASR di-
arization, speaker clustering and speaker linking) have been developed separately, and
some identical treatments are uselessly performed several times. Thus, a refactoring of
the whole diarization process is necessary to improve the readability, to simplify the
maintenance, and to reduce the computation time. Another topic of interest concern
the false alarm rate on TV shows, which is twice higher compared to that obtained
on broadcast news data. An explanation would be the models used during the speech
detection process, which were originally developed for french radio broadcast news. If
we manage to improve the speech detection process we will be able to lower the false
alarm rate, and therefore, to reduce word deletions during the ASR decoding.
• Face diarization: by combining matching and biometric similarity measures, this method

provides competitive results. However, the processing time is quite slow, in particular
the face detection and tracking parts. To alleviate this, several strategies will be inves-
tigated, from only applying the face detector in temporal sub-sample frames and using
a faster tracking-by-detection scheme [58, 59] to keep face track information, up to only
detection faces in only one keyframe. Similarly, we will investigate the use of new and
more robust face detectors to increase the face recall, face selection to only use repre-
sentation computed on faces with no motion blur, better face alignement strategies, and
finally the use of complementary information to improve clustering, like face pose and
face attributes (gender, age, glasses, etc).
• AV person diarization and naming. Several novelties have been proposed and published

this year [9, 10, 11], leading to a full automatic naming baseline. For the coming year, we
will investigate its robustness to several factors encountered in the EUMSSI data, such
as the drop of OCR performance due to the video resolution, the application of named
Entity Detection (NED) module at larger scale (in WP4) and for different languages, as
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well as the exploitation of program structuring information (see below) that will provide
better context priors for propagating OPNs to face and audio tracks.

Evaluation will be conducted on EUMSSI data to assess the system performance. However,
since annotation is time consuming, we will exploit as much as possible available benchmark
datasets to compare the proposed algorithms againts the state-of-the-art.
Finally, in the task T3.4 (Human-centered video analysis), the main user needs are to perform
a minimal structuring of each video program into predefined classes (studios, reportage with
voice-over, field interviews) using shot-clustering [60] and scene classification, and together
with text analysis, characterize people appearing and speaking into predefined classes (jour-
nalists, experts, politicians, layman or citizen). Such information will be useful to tag text of
the ASR and improve the specificity of the cross-media linking (ASR text and printed jour-
nals), as well as provide complementary context for improving person naming (eg identifying
the scope of an introduced person name).
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Jacquin. Automatic named identification of speakers using diarization and ASR systems.
In Proceedings of International Conference on Acoustics Speech and Signal Processing
(IEEE, ICASSP 2009), Taipei, Taiwan, 2009.

[9] P. Gay, E. Khoury, S. Meignier, J.-M. Odobez, and P. Deleglise. A conditional random
field approach for audio-visual people diarization. In IEEE International Conference on
Acoustics, Speech and Signal Processing (ICASSP 2014), 2014.

[10] P. Gay, G. Dupuy, C. Lailler, J.-M. Odobez, S. Meignier, and P. Deleglise. Comparison
of two methods for unsupervised person identification in tv shows. In 12th International
Workshop on Content-Based Multimedia Indexing, Klagenfurt, Austria, 2014.

[11] Paul Gay, Elie Khoury, Sylvain Meignier, Jean-Marc Odobez, and Paul Deleglise. Face
identification from overlaid texts using local face recurrent patterns and crf models. In
IEEE International Conference on Image Processing (ICIP), 2014.

[12] NIST. The rich transcription spring 2003 (RT-03S) evaluation plan. http://www.itl.

nist.gov/iad/mig/tests/rt/2003-spring/docs/rt03-spring-eval-plan-v4.pdf,
February 2003.

[13] Olivier Galibert and Juliette Kahn. The first official REPERE evaluation. In Proceedings
of Interspeech satellite workshop on Speech, Language and Audio in Multimedia (SLAM),
Marseille, France, 2013.

D3.2 Progress report on person identification recognition.
48

http://www.itl.nist.gov/iad/mig/tests/rt/2003-spring/docs/rt03-spring-eval-plan-v4.pdf
http://www.itl.nist.gov/iad/mig/tests/rt/2003-spring/docs/rt03-spring-eval-plan-v4.pdf


[14] Martin Zelenák, Henrik Schulz, and Javier Hernando. Speaker diarization of broadcast
news in albayzin 2010 evaluation campaign. EURASIP Journal on Audio, Speech, and
Music Processing, 2012(1):1–9, 2012.

[15] S. Galliano, G. Gravier, and L. Chaubard. The ESTER 2 evaluation campaign for the
rich transcription of French radio broadcasts. In Proceedings of Interspeech, September
2009.

[16] NIST. Fall 2004 Rich Transcription (RT-04F) Evaluation Plan, October 2004.

[17] Mickael Rouvier and Sylvain Meignier. A Global Optimization Framework For Speaker
Diarization. In Odyssey Workshop, Singapore, 2012.
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ments towards ILP-based clustering for broadcast news speaker diarization. In Odyssey
2014 : Speaker and Language Recognition Workshop (ISCA, Odyssey 2014), 2014.

[22] David A Van Leeuwen. Speaker linking in large data sets. In Odyssey 2010 : Speaker
and Language Recognition Workshop (ISCA, Odyssey 2010), 2010.
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ABSTRACT
We investigate the problem of audio-visual (AV) person di-
arization in broadcast data. That is, automatically associate
the faces and voices of people and determine when they ap-
pear or speak in the video. The contributions are twofolds.
First, we formulate the problem within a novel CRF frame-
work that simultaneously performs the AV association of
voices and face clusters to build AV person models, and the
joint segmentation of the audio and visual streams using a
set of AV cues and their association strength. Secondly, we
use for this AV association strength a score that does not only
rely on lips activity, but also on contextual visual informa-
tion (face size, position, number of detected faces,. . . ) that
leads to more reliable association measures. Experiments on
6 hours of broadcast data show that our framework is able
to improve the AV-person diarization especially for speaker
segments erroneously labeled in the mono-modal case.

Index Terms— Audiovisual, diarization, Conditional
Random Field

1. INTRODUCTION

We address the problem of audio-visual (AV) person diariza-
tion in broadcast data as illustrated in Fig 1. Solving such a
task would allow the design of AV person structured index-
ing and exploration tools useful to achieve, for instance, fast
annotation of already temporally segmented documents, au-
tomatic person naming by further exploiting OCR or closed-
captions [1], or in general, facilitate browsing and access to
relevant video parts.

However, AV person diarization is a hard problem due to
many difficulties. Speaker diarization systems can make er-
rors due to short utterances, spontaneous speech, and back-
ground noise. In the visual modality, faces display many vari-
ations in scale and pose as shown in the top row of Fig 1.
Interestingly, the joint exploitation of audio and video could
help to correct those errors. However, the association between
speech and face can introduce many ambiguities in case of
multi-face shots, as shown in the first image of Fig 1 or shots
where the talking person is not visible or difficult to detect
like in the third image of Fig 1 where the talking person is the
person seen from the back.

The authors gratefully acknowledge the financial support from the
French Research Agency (ANR) under the Project SODA and from the Eu-
ropean Union under the EUMSSI project (grant agreement 611057).

Fig. 1. Top row: Sample frames of a TV debate. Bottom
row: example of an AV people diarization output. Note that
cluster 1 both appears and speaks.

Related work. Earlier work on AV person diarization per-
forms separately audio and video clustering in a first step and
associate the clusters in a second step [2, 3, 4]. The most
simple clue to associate faces and speakers is their temporal
co-occurrence. Additionally, lips activity is an interesting cue
to detect and localize a speaker in a video through the use
of motion information [5, 6, 7]. However, it is hard to apply
when the mouth region cannot be followed precisely moti-
vating some authors in [5] to focus only on video segments
where the AV association can be performed with high reli-
ability (single talking face) to correct errors in the speaker
diarization process. Moreover, these methods assume that
the mono-modal diarizations are perfect and only perform AV
association without attempting at correcting clustering errors
made in the first step. More closely related to our work, the
authors in [8] try to correct these errors using AV cues. They
first perform the 2-steps cluster association using a greedy al-
gorithm. Each cluster is then represented by biometric models
and a rule based approach is used to refine mono-modal seg-
ments based on the AV scores given by these models. One
major drawback is that this work makes a succession of lo-
cal and hard decisions which might not be globally optimal.
In the computer vision literature, global optimization frame-
works have been successfully used to perform the segmen-
tation task and handle multi-modality. Authors in [9] use
Markov random field to combine audio and video classifiers
for identifying people in TV-Series while [10] uses Condi-



tional Random Fields (CRF) to integrate various cues in a face
clustering task.
Proposed method. This paper presents a CRF based frame-
work which performs a global optimization over the audio
segments (also called utterances) and the video segments
(also called face tracks) to refine the clusters. The errors from
the mono-modal diarizations are corrected by favouring cou-
ples of utterances/face tracks sharing the same label to have
a high score of association. On the other hand, errors from
wrong associations are prevented by representing each cluster
with a biometric model and encouraging high scores between
segments and their respective cluster models. This second
part ensures the inner consistency of the clusters. The CRF
formulation enables to learn the weights of the contribution of
each type of information and to discriminantly perform infer-
ence to get the most probable clusters. In contrast to [8], the
decision is taken by considering jointly all the multi-modal
information in a probabilistic framework and the optimization
is performed globally over all the segments.

2. PROPOSED METHOD

2.1. Problem formulation
Let A = {Ai, i = 1 . . . NA} denote the set of utterances and
V = {Vi, i = 1 . . . NV } the set of face tracks. The AV per-
son diarization problem can be formulated as the estimation
of the labels field E = {eai , i = 1..NA, evj , j = 1..NV } by
maximizing the posterior distribution P (E|A, V ) such that
the same person index is used for eai and evj when the utter-
ance Ai and the face track Vj correspond to the same person.
The labels eai and evj take value in the set of possible person
indices denoted as E . Let G be an indirect graph over the
set of random observed variables A and V . We express the
posterior probability for labels E as:

P (E|A, V ) =
1

Z(A, V )
(1)

×exp
{
λav

∑

(i,j)∈Gav

fav(Ai, Vj , e
a
i , e

v
j ) + λa

NA∑

i=1

fa(Ai, e
a
i )

+λdctv

NV∑

i=1

fdctv (Vi, e
v
i ) + λsurfv

NV∑

i=1

fsurfv (Vi, e
v
i )

}

where Z(A, V ) denotes the partition function, and fav , fa,
and fdctv and fsurfv respectively denote the AV association
feature function, the audio feature function, and two video
feature functions which will be defined in Sec 2.2. A graphi-
cal illustration of our model is shown in Fig. 2.

2.2. Model components
The association feature function fav is defined on all
the couples of overlapping utterances/face tracks: Gav =
{(i, j)/t(Ai, Vj) 6= 0} where t(x, y) denotes the duration of
the overlapping time between segments x and y. The goal
is to output a high score if utterance Ai and face track Vi
correspond to a talking face. It is defined as:

Fig. 2. Example of a factor graph representing our model
with 4 segments. The face tracks V1 is temporally overlapping
with the utterance A2, so, following the model component
definition, they are dependent through the association feature
function fav . The utterance A1 does not have any overlap.
Thus, its likelihood depends only on its label ea1 through the
biometric feature function fa.

fav(Ai, Vj , e
a
i , e

v
j ) =

{
t(Ai, Vj)h(Ai, Vj) if eai = evj
−t(Ai, Vj)h(Ai, Vj) otherwise

where h(Ai, Vj) represents the output of a SVM classifier
indicating whether an utterance/track couple belongs to a
talking face or not. The features used as input to the SVM
not only include a lips activity measure computed using least
mean square difference as done in most works, but also other
contextual features that can help distinguishing a talking face
track like the average face size, the average distance of the
face to the center of the image. Importantly, we also take
into account the presence and characteristic of other appear-
ing faces by using the number of detected faces, the relative
face size and relative lips activity as input features. Experi-
ments showed the benefit of such contextual information for
utterance/face track association.
The acoustic biometric feature function fa(Ai, e

a
i ) indi-

cates how likely the audio features of a given utterance Ai

should be labeled with the person index eai . This is a speaker
modeling task, where we need to define an acoustic model
for each label e and learn this model in an unsupervised fash-
ion from the data currently associated to the label (and priors
on model parameters). In our case, we choose a 512 GMM-
UBM with diagonal covariance inspired from [11]. Feature
are 12 MFCCs with first order derivatives and the features
are normalized: short-term windowed mean and variance are
computed to normalize the frame, and a feature warping nor-
malization is applied.
Visual biometric feature functions. We need to proceed
similarly for the visual modality. Following [12], we com-
bine Speeded Up Robust Features (SURF) based matching
and statistical models, and define two biometric feature func-
tions fdctv and fsurfv . fdctv relies on statistical models based
on 45 dimensions Discrete Cosinus Transform features and a



512 GMM-UBM with diagonal covariance [13]. For fsurfv ,
we extract SURF descriptor vectors from face images and de-
fine the score between a face track Vi and a label evj as the
average of pair-wise surf vector distances between the track
Vi and the current face-tracks associated with this label [14].

2.3. Optimization and parameter training
The CRF inference for new data is conducted by applying the
following steps: i) initialize the labels, ii) for each label, learn
the biometric models from their associated data, iii) get the
most probable labels. Steps ii) and iii) are then iterated in a
Expectation-Maximization style by alternating model updates
and inference.

Label initialization is achieved by first performing sepa-
rately audio and video clustering (see Sec. 3.1) and then as-
sociating the clusters in a second step to obtain the AV person
labels E (audio and face cluster couples). The association is
done by optimizing Eq 1 while dropping the biometric terms.
The optimization is conducted using the greedy Hungarian al-
gorithm where each element Cij of the cost matrix is the sum
of the scores from the association function fav over all cou-
ples of utterances/face tracks currently associated to labels eai
and evj .

For each resulting person label, biometric models are
learned from their associated data and used to compute
the likelihood of any utterance or face track observation.
Given these models, we run the loopy belief propagation
inference to get the most probable labels E by solving
E = argmaxE P (E|A, V ).

Note that for mono-modal labels (i.e. at a given iteration,
labels associated with only faces -case of people that appear
but never speak- or audio), we still need to be able to evalu-
ate the likelihood of data in the other modality to conduct the
CRF optimization. To handle this issue, a Neutral biometric
model has been created for each modality, and is associated
to the missing modality of each mono-modal person label. In
practice, the score of an observation for this neutral model has
been defined as the score of the corresponding biometric func-
tion obtained at the Equal Error Rate (when the number of
false alarms equals the number of miss detections) of speaker
and face verification experiments conducted on external data.
Parameter training. The CRF model is parameterized by the
different λ values that express the reliability of each cue in
the label inference. They can be learned using labeled train-
ing data. However, to avoid data mismatch (at test time, the
CRF is conducted on noisy face tracks and utterances, not on
cleanly segmented ones) it is important to learn parameters
using the segments produced by the mono-modal automatic
diarization steps but using the true person labels. Addition-
ally, the data associated to each label and used to train the
biometric models will come from the clusters produced by
the mono-modal diarizations and will thus be noisy as it is
will be at test time. Clusters and labels are associated by min-
imizing the Diarization Error Rate (DER). In other words, the

Fig. 3. Examples from REPERE dataset showing the visual
variability of broadcast news data.

CRF parameters can be trained to account for the errors made
by the initial diarization steps.

3. EXPERIMENTAL RESULTS

3.1. Data and experimental protocol
Data and metric. Experiments are done using the dry-run
of the REPERE dataset [15]. It consists of 6 hours of anno-
tated videos recorded from 2 French TV channels (BFMTV
and LCP) and 7 different shows. It includes not only TV news
and debates, but also challenging talk shows with multi-head
shots as illustrated in Fig 3. The data is divided into devel-
opment and test sets (3 hours each). As performance metric,
we used the standard Diarization Error Rate (DER). However,
since false alarm and miss detection rates do not change in our
comparisons, we only report the part of the DER due to the
speaker and face clustering error rates, that is, the error re-
maining after having done the optimal cluster to ground truth
association.
Initialisation. The initial speaker diarization uses the system
of [16] which combines a bottom-up approach with an ILP
formulation and i-vector representation. The system is state
of the art and obtained the best performance at the REPERE
evaluation campaign [15], with 17.14 % of DER on the dry-
run thus making further improvements quite difficult. The
initial face diarization uses the bottom-up system described
in [12] already mentioned in Sec 2.2. It combines SURF de-
scriptors and statistical models following a standard speaker
diarization approach [17]. It achieves state of the art results
on the publicly available BUFFY dataset [18].
Models. We tested 2 settings for the CRF parameters. In
the first one, a single set of λ parameters (CRF-all) is learned
from all the shows in the training set and applied to all test
shows. In the second case (CRF-spec), specific sets of param-
eters are learned for each show in the training set and applied
to the corresponding test shows. The rationale is that depend-
ing on the context (talkshow, report, debate), the reliabilities
of the different modalities might be different. Our CRF im-
plementation relies on [19].

3.2. Results
Association feature function. The SVM association func-
tion involved in fav has been trained on the development set
using an RBF kernel. We evaluated it by cross validation on
846 couples of utterances/face tracks that should be associ-
ated or not. Experiments showed that adding the contextual



Table 1. speaker, face and people error rates in percentage of scored time. The initial mono-modal face and speaker diarizations
are compared with the results obtained with the CRF-based audiovisual diarization.

speaker error rate face error rate AV people error rate
show Init CRF-all CRF-spec Init CRF-all CRF-spec Init Greedy CRF-all CRF-spec

BFMTV BFMStory 2.8 4.8 2.6 3.5 4.7 4.7 21.7 5.5 6.4 6.2
BFMTV Planet Showbiz 15.0 15.0 15.0 2.9 5.5 2.9 18.0 11.4 13.4 11.4
LCP Ca Vous Regarde 14.8 8.7 8.7 3.0 3.1 2.5 26.9 10.9 8.0 7.7
LCP Entre Les Lignes 14.7 4.1 4.1 4.2 9.3 10.3 40.3 9.9 6.6 7.0

LCP LCPInfo 9.6 9.7 9.6 7.3 4.9 4.9 28.1 9.6 8.4 8.4
LCP Pile Et Face 9.2 2.8 2.8 2.8 7.7 7.7 39.5 5.8 6.4 6.4

LCP Top Questions 19.3 3.8 3.8 8.2 6.2 6.2 28.9 13.1 6.0 6.0
All 10.0 6.3 5.6 5.3 5.6 5.4 27.1 9.0 7.2 7.1

features like the relative size and lips activity or the number
of head detections drastically improved the correct associa-
tion rate of utterances/face tracks, with a F-measure of 0.76
as compared to 0.69 when using the lips activity only.
Diarization tasks. We evaluate the AV people diarization
produced by our CRF approach by measuring the speaker er-
ror rate, the face error rate and the AV people error rate. Re-
sults are reported on Table 1. Init refers to using the initial
mono-modal speaker and face diarizations without any AV
association or refinement (thus no label simultaneously repre-
sents a face and a speaker). Greedy corresponds to the direct
association of the mono-modal labels using the Hungarian al-
gorithm as explained in Sec. 2.3. Finally, CRF-all and CRF-
spec corresponds to the proposed method using the two CRF
learning strategies described in Sec. 3.1.

The CRF improves the AV error rate w.r.t. the mere
greedy algorithm from 9.0% to 7.2% for CRF-all and to
7.1% for CRF-spec. This is mainly due to improvements in
the audio modality, where the speaker error rate is reduced
from 10% to 6.3% for CRF-all and 5.6% for CRF-spec.
These improvements are entirely due to the integration of
multi-modality, since running the CRF while dropping the
association function fav (thus the diarization only relies on
the audio biometric model) did not alter the initial speaker
diarization. A closer look at the results show that AV cues
help to refine clusters in the first CRF iterations mainly when
talking heads are present alone in the screen or when the lips
activity has enough discriminative power. These cases are
illustrated by the images a,c and e in Fig 3. In subsequent
iterations, the updated biometric models benefit from these
refinements and enable additional corrections. Note that the
shows Planet Showbiz and BFMStory do not exhibit improve-
ment as the above cases are less frequent, to the contrary of
multi-head shots (image d), off voices (image b and f) and
missed head detections which tend to weaken the coherency
of the association information.

Considering the face diarization, we note that the CRF re-
finement slightly deteriorates the results w.r.t. to the initial
diarization, from 5.3 to 5.6 for CRF-all and 5.4 for CRF-
spec. This is partly due to an undesirable side-effect of the
SURF-based biometric models (however overall this term sig-
nificantly contributes to the diarization). Actually, for per-

sons whose face tracks remain splitted in several clusters after
the initial diarization, some face tracks move from the domi-
nant cluster to smaller ones during CRF optimization due to
the averaging effect: their average SURF matching similarity
can be higher with the few tracks of a small and tight cluster
than with a large cluster containing more diverse track ap-
pearances. As a result, the error rate augments although the
cluster purity is preserved. Although dropping the association
function fav results in a larger error increase, from 5.3 to 5.8
(CRF-spec) and 5.6 (CRF-all) instead of 5.6 and 5.4 with fav ,
it is harder than in audio to rely on AV cues to improve the
initial face diarization. Indeed, the situations where AV cues
are useful like alone talking heads are also often easy cases
for the mono-modal face diarization system and are already
correctly clustered together.

Finally, we note that a priori information about the
show generally improves the results. This is the case for
Planet Showbiz, which is quite different from the other shows
in the dataset, and for which CRF-spec provides better results
than CRF-all. As mentioned earlier, this show leads to less
coherent association information. Hence, the λ parameters
learned on training data specifically for this show give a lower
importance to the AV association function fav , thus avoiding
association errors.

4. CONCLUSION

This paper presents an AV person diarization algorithm rely-
ing on a global CRF formulation of the audiovisual informa-
tion association problem. Experiments show that the model
is able to reduce the overall AV person diarization errors (as
compared to a greedy algorithm) mainly through improve-
ments in the speaker diarization observed when talking face
presence estimation is successful.

Several improvements can be made. For instance, visual
person models could be improved by adding clothes descrip-
tors [20] or by introducing pose information [21] in the face
comparison functions, while on the association side, the mod-
ule could be improved using contextual information given by
role recognition [22] or shot classes (studio vs field, close-
ups, group, public, etc ) automatically derived from scene
content descriptors, movements, duration...
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ABSTRACT

We investigate the problem of face identification in broadcast
programs where people names are obtained from text over-
lays automatically processed with Optical Character Recog-
nition (OCR) and further linked to the faces throughout the
video. To solve the face-name association and propagation,
we propose a novel approach that combines the positive ef-
fects of two Conditional Random Field (CRF) models: a CRF
for person diarization (joint temporal segmentation and asso-
ciation of voices and faces) that benefit from the combination
of multiple cues including as main contributions the use of
identification sources (OCR appearances) and recurrent local
face visual background (LFB) playing the role of a namedness
feature; a second CRF for the joint identification of the per-
son clusters that improves identification performance thanks
to the use of further diarization statistics. Experiments con-
ducted on a recent and substantial public dataset of 7 different
shows demonstrate the interest and complementarity of the
different modeling steps and information sources, leading to
state of the art results.

Index Terms— Face recognition,Conditionnal Random
Fields, Broadcast news,Audio-visual

1. INTRODUCTION

Due to the growing amount of multimedia documents, there
is a crucial need for search and fast browsing tools. A prac-
tical way to index multimedia documents is to identify the
faces that appear in them. This approach has started to be in-
vestigated 15 years ago [1] and has raised since then a large
amount of work, especially for face clustering tasks [2], face
naming in captioned images [3], and more recently for actual
automatic naming within broadcast videos [4, 5, 6, 7] that al-
lows to monitor who said what and when in news programs.

In this paper, we propose an approach to identify faces
using overlaid person names (OPNs) extracted by OCR tech-
niques. These OPNs are used to introduce the most impor-
tant people in the videos, like journalists and guests as illus-
trated in Fig. 1, making them very appealing [8, 7]: their ex-
traction is much more reliable than pronounced names ob-

The authors gratefully acknowledge the financial support from the
French Research Agency (ANR) under the Project SODA and from the Eu-
ropean Union under the EUMSSI project (grant agreement 611057).

Fig. 1. Example frames from the REPERE corpus showing
the variety of the visual conditions: pose, camera viewpoint,
illumination, and the name face association challenges: multi
face images (image b) and name propagation (from a to c).

tained through Automatic Speech Recognition (ASR), and
their association with faces or people in the video is easier
than analysing whether pronounced names in ASR transcripts
refer to people appearing in the video.

Identification using OPNs requires to solve two main
tasks. The first one is the association of OPNs to faces,
which is ambiguous when a name co-occurs with several
faces as shown in Fig 1b, a situation that occurs more often
with modern video editing. Secondly, in parallel, as only
few appearances of a person are announced by an OPN, it is
crucial to propagate the identity information to all the other
face occurrences of that person (see Fig 1a-c ). This later task
is closely related to face clustering (also called face diariza-
tion), which is a difficult problem due to illumination, pose
and camera view point changes.

Previous works have addressed automatic face clustering
and identity recognition, for captioned images [9, 3], or in
weakly labelled soap series [10]. There, the co-occurrence



Fig. 2. Factor graphs showing the naming CRF (left) which
operates over clusters and OPNs, and the diarization CRF
(right) which operates over segments and OPNs.

statistics between face clusters and names is the main cue
for association, but can fail when groups of people co-occur
in a similar fashion [9]. Note that in these use-cases, the
naming co-occurrence statistics to rely on are quite different
than in broadcast videos where the OPNs are much sparser.
To remove clustering ambiguities contextual and multimodal
cues along with constraints has been investigated, including
clothing [11, 12, 13, 14], cluster/name uniqueness constraints
in images containing multiple faces [15, 12, 10], or face at-
tributes and scene co-occurrence [11, 14] in images from
photo albums.

In the video context, improvements have been obtained
using the audio modality and talking head detection to propa-
gate identification from speakers to faces [16, 5, 8].

In this paper, we identify faces by alternating between a
clustering step and a naming step of those clusters. Each step
is performed by a dedicated CRF. First, unlike previous works
that do speaker and face clustering separately [16, 5], we use
a joint CRF clustering of face tracks and speaker segments al-
ready proposed in [17]. We extend this model to benefit from
the OCR/OPNs information. This is achieved by computing
a local face visual background (LFB) around each face track,
clustering them and assigning to each face track a signature
which characterizes the level of recurrence of its LFB in the
data. Intuitively, recurrent LFB characterizes people who are
important and can be seen as a soft role assignment distin-
guishing faces to be named from faces of figurative people
and thus concretely encourages faces tracks with recurrent
LFB to join named clusters, i.e. overlapping an OPN. Sec-
ondly, a second CRF performs the join naming of all person
clusters, thus allowing to account for uniqueness constraints
and co-occurrence statistics between clusters and OPNs. Ex-
periments on a comprehensive public dataset show the benefit
of the modelling elements.

2. METHOD

2.1. Pre-processing
First, faces are detected [18] and tracked within each shot,
resulting in a set of face tracks denoted as V = {Vi, i =

1 . . . NV }, where each face track is characterized by a set
of visual features xsurf

i (sets of Speeded-Up-Robust features
extracted in up to 9 images of the face track which is the rep-
resentation chosen in [13]), talking head detection features
xav
i , and a boolean xlfbi indicating whether Vi corresponds

to a recurrent LFB. Second, OCR [19] and Named entity de-
tection techniques based on string matching against external
resources (predefined lists, freebase database, google hits,...)
are applied to extract the set O = {Oi, i = 1 . . . NO} of
OPNs. Each Oi is characterized by its name xopni ∈ M
where M = {ni, i = 1 . . . NNa} denotes the set of unique
names extracted from the video. Finally, the audio stream is
segmented into a set A = {Ai, i = 1 . . . NA} of continuous
speech segments called utterances, each described by a set of
acoustic features xa

i .

2.2. Audio-visual (AV) person diarization
Problem formulation The clustering of face tracks and ut-
terances consists in estimating the label field E = {eai , i =
1..NA, evj , j = 1..NV } such that the same person index is
used for eai and evj when the utterance Ai and the face track
Vj correspond to the same person. The labels eai and evj take
value in the set of possible person indices denoted as P. To
achieve this, let G be an undirected graph over the set of ran-
dom variables A, V , O, and E. We then seek to maximize the
CRF posterior probability P (E|A, V,O) =

1

Z(A, V,O)
× exp

{ 6∑

i=1

∑

Clique∈Gi

λifi(Clique)

}
(1)

where each triplet (fi, Gi, λi) is composed of a feature func-
tion fi, the set Gi of cliques where this function is defined
and its CRF weight λi learned at training time. This model is
summarized on the right part of Fig 2 and the 6 feature func-
tions will be described in the next section.
Diarization Model components Taking the first 3 functions
would correspond to the model in [17] and the last 3 ones are
introduced in this paper to account for OPN information and
unicity constraints.
The association function fav(Ai, Vj , e

a
i , e

v
j ) favours the asso-

ciation of talking heads to utterances. It is based on an SVM
classifier and a set of measures xav

i (lips activity, average ab-
solute and relative face size, etc.).
The visual biometric feature functions fv(Vi, evi ), defined for
all face tracks Vi ∈ V , indicates how likely the visual fea-
tures xsurf

i of Vi should be labelled with the person index
eai . This is a face modelling task where for each label ei, we
need to define a visual model that is learned from the data
currently associated to the label. In practice, fv computes as
score between Vi and a label evj the average pair-wise SURF
vector distances between xsurf

i and the SURF features of the
current face-tracks associated with this label [13].
The acoustic biometric function fa(Ai, e

a
i ) defined over all

utterances Ai ∈ A is the audio equivalent of fv . We choose a



Fig. 3. The persons on the left are actually announced by
an OPN, whereas the persons on the right are non-talking
figurative people. (see Fig 1 for the full images)

GMM-UBM model following [20].
The LFB feature function is driven by the assumption that
faces inside a recurrent LFB are likely to correspond to a per-
son announced by an OPN. To this end, we focus on an area
around each face track Vi to capture the background context
of this face as illustrated in Fig 3. We do not consider full
images as the same image might include different face visual
contexts (see Fig 1b ). We then characterized each area with
SURF features and cluster them using a hierarchical cluster-
ing approach [13]. Then, we set xLFB

i to true if face track
Vi belongs to a cluster whose number of elements is higher
than a threshold Tlfb. The Fig 3 shows examples of obtained
recurrent and non-recurrent patterns.

To favour the face tracks identified as recurrent LFB to
join a person cluster which could be named. We define the
following feature function: For each face track Vi,

fLFB(Vi, e
v
i ) =

{
1 if evi ∈ P opn AND xLFB

i = true
0 otherwise

where P opn is the set of person clusters co-occurring with an
OPN.
The OPN feature functions favour segments (face tracks or ut-
terances) co-occurring with an OPN Oj to be assigned to a
person cluster likely to belong to the name xOPN

j . For each
co-occurring couple (Vi, Oj) for which Vi is alone in the im-
age we define:

fopn alone(Vi, Oj , e
v
i ) = p(xopnj |evi )

with p(xopnj |evi ) the probability of a name given a cluster as
defined in Sec 2.3. Similarly, we use fopn multi if Vi co-
occurs with other faces and fopn audio for each co-occurring
couple (Ai, Oj). Differentiate those 3 cases enables to learn
specific λ weights so that the model behaviour is adapted to
each situation.
The uniqueness feature function enforces two faces that co-
occur in the same shot to have different labels [3, 10]. For
such pair Vi, Vj :

funiq(Vi, Vj , e
v
i , e

v
j ) =

{
−Inf if evi = evj
0 otherwise

2.3. Person cluster identification

The previous diarization step provides a set of audiovisual
clusters C = {Ci, i = 1..NC}. The naming step consists in
estimating the label field EN = {eci , i = 1..NC} such that
the label eci corresponds to the name of the clusterCi. eci takes
value from the set of names M augmented by a anonymous
label which should be assigned to anonymous persons. As
illustrated in the left factor graph of Fig 2, the CRF posterior
probability uses 6 feature functions and is expressed as:

P (EN |C,O) =
1

Z(C,O)
×exp

{ 6∑

i=1

∑

Clique∈Gi

λif
naming
i (Clique)

}

This naming model exploits four different co-occurrence
statistics between clusters and OPNs. First, for each triplet
(eci , Ci, Oj), for which Oj co-occurs visually only with Ci,
we define:

fnaming
alone (eci , Ci, Oj) =

{
1 if xnj = eci
0 otherwise

As for the OPN diarization model components, we define
similarly two other functions fnaming

multi and fnaming
audio to ac-

count for multi-face images and co-occurrences with the
audio data. Eventually, we follow the assumption that a per-
son does not appear or speak before the first apparition of
his name in an OPN and define fnaming

before (eci , Ci, O) which
returns how many segments from cluster Ci occur before
the first apparition of the name eci . We also introduce prior
knowledge over the anonymous label by defining a fifth
feature function fnaming

ano (eci , Ci) which returns 1 if eci is the
anonymous label. Lastly, we define a uniqueness function
fnaming
uniq (eci , Ci, e

c
j , Cj) over visually overlapping clusters

just as in the diarization step.

2.4. Optimization

The CRF inference is conducted by applying the following
steps: i) The labels are initialized by first performing sepa-
rately audio and video clustering (see Sec. 2.5) and then asso-
ciating the clusters to obtain the potential AV person labels P
(audio and face cluster couples). The association is conducted
using the Hungarian algorithm and the AV association clues
as in [17]. ii) For each resulting person label pi ∈ P , biomet-
ric models are learned from their associated data and nam-
ing probabilities for each label P (EN |C,O) are estimated by
running the Loopy Belief Propagation algorithm on the nam-
ing CRF. iii) Given these models, we get the most probable
segment labels E according to the diarization CRF by solv-
ing E = argmaxE P (E|A, V,O). Steps ii) and iii) can be
iterated in a Expectation-Maximization style. Faces are even-
tually identified using the naming probabilities P (EN |C,O).



Experiments
2.5. Data and experimental protocol

Data and metrics. Experiments are done using the corpora
dev2 and test1 from the REPERE evaluation campaign [21].
dev1 is used to train the CRFs and optimise the LFB thresh-
old Tlfb and test1 for evaluation. Each set consists in 3 hours
of annotated data extracted from 7 different shows which in-
clude TV news, reports, debates and talk shows (see Fig 1).
The evaluation metric chosen to measure identification per-
formance is the official REPERE Estimated Global Error Rate
(EGER). This metric is defined as follow:

EGER =
#false+#miss+#confidentity

#total

where #total is the total number of faces to be detected,
#confidentity the number of faces wrongly identified, #miss
the number of missed faces and #false the number of false
alarms. We also study the behaviour of the clustering error
rate CER = #conflabel

#total where #conflabel is the number of
faces assigned to the wrong cluster. It is measured before the
naming step.
Initialisation. The initial face clustering uses a bottom-up
algorithm which combines SURF descriptors and statistical
models [22]. The initial speaker diarization is performed us-
ing a bottom-up approach with an ILP formulation and i-
vector representation [23].
Model comparisons To analyse the contribution of the audio
modality, we evaluate two versions of the naming model. The
first one CRFna

AV is as described in Sec 2.3. The second one,
denoted as CRFna

V takes into account co-occurrences with
the visual data only. Moreover, we provide results with an
oracle which is the best obtainable result with a perfect face-
name association and propagation system. Thus, oracle errors
are faces annotated in the reference but not announced by an
OPN and miss face detections. Results have been reported
on this dataset in [15]. His approach use the same cues as in
this paper (talking head, co-occurrence with OPNs, unique-
ness constraint) and combine them in a hierarchical person
clustering framework.

2.6. Results

The results are shown in Table 1. The system (1) consists
only in the visual biometric models and the monomodal nam-
ing model CRFna

V . It obtains an EGER of 42.6 % which is
comparable to [15].

The system (2) is the same as (1) augmented with the use
of the LFB patterns and OPN feature functions. In this case,
the CER improves from 6.7% to 5.2%. As mentioned above,
the use of LFB recurrence encourages tracks labelled as recur-
rent to join named clusters to enable their identification in the
naming step. We observe that it improves the diarization first

Table 1. Face identification in EGER and clustering results
in CER for the different systems.

System EGER CER
[15] 46.2 -
(1): fv+ CRFna

V 42.6 6.7
(2): (1) + fopn+flfb 42.6 5.2
(3): fv + fa+ fav + CRFna

AV 40.8 6.2
(4): (3) + fopn+flfb 36.8 5.4
oracle 32.5 0

by merging small isolated clusters corresponding to different
views or poses of a person into that person clusters which co-
occur with OPNs. Secondly, this approach enable to avoid
wrong assignments of recurrent LFB tracks to figurative per-
son clusters which appear during report and off-voice shot.
On the other hand, wrong assignments happen when a face
track of a figurative person is labelled as recurrent, but this
is less frequent. The contribution of the OPN feature func-
tion is less significant, which makes sense given the sparsity
of OPN presence. Regarding identification results, it seems
that the naming model CRFna

V is not able to profit from the
clustering improvement since the EGER remains constant.

With the system (3), the addition of the audio modality
seems beneficial to the naming performance. The EGER im-
proves from 42.6% to 40.8%. We found that improvements
mainly come from the naming step where the model CRFna

AV

successfully uses co-occurrences between audio data and
OPNs to solve ambiguities in the name-face associations.

The best identification results are achieved by combining
all the components with an EGER of 36.8%. It combines
the strengths of a person diarization dedicated to identifica-
tion and an AV naming model able to exploit multimodal
co-occurrences and uniqueness constraints. The face diariza-
tion obtained with the CRF enables to build more relevant
co-occurrence statistics and a better name propagation, and
the AV naming model is able to exploit them.

3. CONCLUSION

In this paper, a method is proposed to unsupervisely identify
faces using text overlays in broadcast news. It leverage on two
CRF models used for person diarization and person cluster
identification. The models combine multiple cues from audio
and visual sources. Among them, the characterisation of faces
using recurrent LFB patterns optimise the face clustering for
the naming task, while the use of the audio modality enables
to improve face-name association.

Considering the possible extensions of this work, more
faces could be identified by integrating predefined biometric
models. Such models can be learned in a supervised or un-
supervised manner [24]. Face recognition in open sets is a
difficult problem, but name entity detection from ASR could
provide hypothesis on the faces likely to appear.
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G. Quénot, “Unsupervised naming of speakers in broad-
cast tv: using written names, pronounced names or
both?,” in Proc. of InterSpeech, 2013.

[8] J. Poignant, “identification de personnes dans des flux
televises,” in Phd thesis, 2013.

[9] M. Guillaumin, J. Verbeek, and C. Schmid, “Multi-
ple instance metric learning from automatically labeled
bags of faces,” in Proc. of ECCV, 2010.

[10] K. Deschacht, T. Tuytelaars, M. Moens, et al., “Naming
persons in video: Using the weak supervision of textual
stories,” in JVCIR, 2013.

[11] Y. Zhang, W. Wu, Y. Li, C. Jin, X. Xue, and J. Fan,
“Automatic name-face alignment to enable cross-media
news retrieval,” in Proc of ICAI, 2013.

[12] D. Anguelov, K. Lee, S. Gokturk, and B. Sumengen,
“Contextual identity recognition in personal photo al-
bums,” in Proc. of CVPR, 2007.

[13] E. El Khoury, C. Senac, and P. Joly, “Face-and-clothing
based people clustering in video content,” in Proc. of
ICMIR, 2010.

[14] L. Zhang, D. Kalashnikov, and S. Mehrotra, “A unified
framework for context assisted face clustering,” in Proc.
of ICMR, 2013.

[15] H. Bredin, J. Poignant, M. Tapaswi, G. Fortier, V. Le,
T. Napoleon, H. Gao, C. Barras, S. Rosset, L. Besacier,
et al., “Qcompere@ repere 2013.,” in Proc. of SLAM,
2013.

[16] M. Bendris, B. Favre, D. Charlet, G. Damnati, R. Au-
guste, J. Martinet, G. Senay, et al., “Unsupervised face
identification in tv content using audio-visual sources,”
in Proc. of CBMI, 2013.

[17] P. Gay, E. Khoury, S. Meignier, J.-M. Odobez, and
P. Deleglise, “A conditional random field approach for
audio-visual people diarization,” in IEEE International
Conference on Acoustics, Speech and Signal Processing
(ICASSP 2014), 2014.

[18] P. Viola and M. Jones, “Robust real-time face detection,”
IJCV, 2004.

[19] D. Chen and J.-M. Odobez, “Video text recognition us-
ing sequential monte carlo and error voting methods,”
Pattern Recogn. Lett., vol. 26, no. 9, pp. 1386–1403,
2005.

[20] M. Ben, M. Betser, F. Bimbot, and G. Gravier, “Speaker
diarization using bottom-up clustering based on a
parameter-derived distance between adapted gmms,” in
Proc. of ICLSP, 2004.

[21] O. Galibert and J. Kahn, “The first official repere eval-
uation,” in First Workshop on Speech, Language and
Audio for Multimedia, 2013.

[22] E. Khoury, P. Gay, and J.M. Odobez, “Fusing matching
and biometric similarity measures for face diarization in
video,” in Proc. of ICMR, 2013.
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Abstract—We address the task of identifying people appearing
in TV shows. The target persons are all people whose identity
is said or written, like the journalists and the well known
people, as politicians, athletes, celebrities, etc. In our approach,
overlaid names displayed on the images are used to identify the
persons without any use of biometric models for the speakers
and the faces. Two identification methods are evaluated as part
of the REPERE French evaluation campaign. The first one
relies on co-occurrence times between overlay person names and
speaker/face clusters, and rule-based decisions which assign a
name to each monomodal cluster. The second method uses a
Conditionnal Random Field (CRF) which combine different types
of co-occurrence statistics and pair-wised constraints to jointly
identify speakers and faces.

I. INTRODUCTION

The main purpose of this paper is to answer the questions
“who is speaking?” and “who is seen?” at any time of the
videos. The target persons are both journalists and guests,
which can refer either to experts in a specific field, or to
politicians, or celebrities. In other words, we try to identify by
their names the people of a video using only the information
of the video, without any biometric model related to the target
persons.

Without any a priori information, person identities can be
retrieved either from the speech transcripts or from the overlaid
person names (OPN) commonly used to introduce the current
speaker (e.g. see Fig 1). Several speaker identification ap-

Fig. 1. Example of annotation with an OPN introducing the speaker.

Head: Claude Géuant, unknown
OPN: Claude Géant
Speaker: Claude Géant 

proaches using speech transcripts have already been presented
in [1][2][3]. Person identification from transcripts generally
gives good results when transcripts are well segmented and
close to what was said. However, results deteriorates as soon
as automatic transcripts, produced by an automatic speech

Fig. 2. Overview of the proposed system
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recognition (ASR) system, are used: the error rate in speaker
identification increases from 16.66% to 75.15% [3]. On the
other hand, OPNs can be reliably extracted using Optical
Character Recognition (OCR) techniques, and their association
with people in the videos is easier than analysing whether
or not pronounced names in ASR transcripts refer to people
appearing in the video.

The identification using OPN, which has started to be
investigated 15 years ago [4], has since then raised a large
amount of work, especially in face clustering tasks [5], face
naming in captioned images [6], and recently, automatic nam-
ing within broadcast videos [7], [8], [9], [10], [11]. Regarding
broadcast news videos, the use of OPNs raises two main
challenges i) the sparsity of OPN information which requires
to rely on diarization methods to propagate the identification
to all person apparitions ii) the ambiguities that arise when
several names and clusters co-occur together.

The work we present there has been carried out during the
REPERE French evaluation campaign [12], which focused on
multimedia people recognition in television documents. The
proposed system, illustrated in Figure 2, consists in a 3-tier
architecture.

The first level detects speakers, faces and overlaid person
names. The second level associates speakers to faces using co-
occurrence statistics between the speaker and the face clusters.
In the last level, the overlaid person names are propagated
to the speakers, or faces, in order to give, at any time,
the identities of the persons in the show. Two identification
methods, developped in parallel in different labs, are compared
in this paper. The first one relies directly on the co-occurence
times between names, faces and speakers and uses a set
of rules to assign a name to each monomodal cluster. The
second one uses a CRF which jointly performs the naming of978-1-4799-3990-9/14/$31.00 c©2014 IEEE



TABLE I. NUMBER OF KEY FRAMES, SPEAKERS, FACES AND
OVERLAID NAMES IN CORPORA

Corpus Key frames Speakers Heads Overlaid names

dev 1229 1229 1449 197
test 1040 1039 1201 146
both 2269 2268 2650 343

all person clusters, thus allowing to account for pair-wised
constraints and heterogeneous co-occurrence statistics. Two
other consortiums participated to this campaign [9], [11]. Our
approach differs from those previous works in, first, the choice
of using face diarization directly as a pre-process to work both
with speaker and face clusters, and second, the CRF-based
identification method.

II. CORPUS

This study was conducted on two corpora from the
REPERE French evaluation campaign [12]. The development
corpus (dev) is composed of 28 TV shows. This corpus
corresponds to the test corpus of the first evaluation (Jan-
uary 2013). The test corpus (test) is composed of 27 TV
shows. It corresponds to the development set of the second
evaluation (January 2014). Shows are recorded from the two
digital French terrestrial television stations BFM and LCP
(respectively MPG2 720× 576 and MPEG2 544× 576).

Thoses corpora are balanced between prepared speech, with
15 broadcast news, and more spontaneous speech, from 40
political discussions or street interviews. Only a part of the
recordings are annotated, giving respectively a total duration
of 3 hours for both corpus.

A keyframe of the corpora is annotated every 10 seconds,
giving both identity of speakers and faces. The overlaid text
corresponding to a target person is also annotated. The Table I
reports some statistics about the corpora, and the Fig 1 shows
an example of annotation.

III. LEVEL 1: SPEAKER, FACE AND OPN

The audio processing, known as the speaker diarization
task (cf. sub-section III-A), is performed without any prior in-
formation regarding speakers: neither the number of speakers,
nor their identities, nor voice samples are available. However,
speaker diarization only tags audio segments with anonymous
automatically-generated labels. The audio stream is split into
small segments, which are clustered speakers. The video
processing, called face diarization task (cf. sub-section III-B),
consists in the same kind of process as the speaker diarization,
except it is performed on face tracks in the video stream instead
of speech segments in the audio stream. The OPN set (cf.
sub-section III-C) is extracted using, first, an OCR on the
video stream, then, a named entity detector which uses external
ressources (predefined lists, freebase database, google hits,. . . ).

A. Speaker Diarization

The speaker diarization system (“who speak when?”) is
based on the LIUM Speaker Diarization system [13], freely
distributed1. This system has achieved the best or second best
results in the speaker diarization task on French broadcast news

1http://www-lium.univ-lemans.fr/en/content/liumspkdiarization

evaluation campaigns, such as ESTER2, ETAPE (2011) [14]
and REPERE (january 2012 and january 2013) [15].

The diarization system is composed of an acoustic
Bayesian Information Criterion (BIC)-based segmentation fol-
lowed by a BIC-based hierarchical clustering. Each cluster
represents a speaker and is modeled with a full covariance
Gaussian. A Viterbi decoding re-segments the signal using
GMMs with 8 diagonal components learned by EM-ML, for
each cluster. Segmentation, clustering and decoding are per-
formed with 12 MFCC+E, computed with a 10ms frame rate.
Music and jingle regions are removed using a Viterbi decoding
with 8 GMMs (trained on french broadcast news data) for
music, jingle, silence, and speech (with wide/narrow band
variants for the last two, and clean/noised/musical background
variants for wideband speech).

Gender and bandwidth are detected before transcribing
the signal using the LIUM ASR [16]. A new non-speech
segmentation is built from the filler words of the transcript.
Non-speech segments longer than 0.5 second are removed in
the speaker diarization.

In the previous steps, features were used unnormalized in
order to preserve information on the background environment,
which may help differentiating between speakers. At this point
however, each cluster contains the voice of only one speaker,
but several clusters can be related to a same speaker. The
background environment contribution must be removed from
each GMM cluster, through feature gaussianization, in order to
obtain a one-to-one relationship between clusters and speakers.

Finally, the system is completed with clustering method
based on the i-vectors paradigm and Integer Linear Program-
ming (ILP). This new clustering method is fully described in
[17]. The ILP clustering along with i-vectors speaker models
gives better results than the usual hierarchical agglomerative
clustering based on GMMs and cross-likelihood distances [18].

B. Face Diarization

The face diarization (“who appears when?”) process con-
sists of four main steps. First, shot boundary detection is
performed to split the video stream into homogenous video
clips. Second, frontal faces are detected within each shot using
Viola And Jones algorithm [19]. False alarms are filtered
out, based on temporal continuity and skin color detection.
Then, face tracking is used to temporally extends the face
detections within each shot into face tracks and increase the
recall detection rate. Eventually, a face clustering step groups
all face tracks that belong to the same person together. This last
step is carried out using the method from [20]. It is based on
a bottom-up algorithm, which computes the face similarities
by combining Speeded Up Robust Features based distances,
and statistical models built on block-based DCT features. This
method reached state of the art results on the publicly available
BUFFY dataset [21].

C. Overlaid name detection

The process is based on two steps: the first extracts
hypotheses sentences from the video overlaid, the second
searches for speaker names in the extracted sentences. The
system used [22] to detect texts in the image sequences and



transcribe it. The error rates of that system on the January
2012 dry-run corpus of the REPERE campaign is about 12%
in terms of character, and 31% in terms of words.

The name research in overlaids is a task of named entity
detection reduced to a single entity type: the “persons”. Com-
pared to the same task in journalistic texts or audio transcripts,
the announcement of the “persons” in the overlaids is well
formatted, making the detection easier. Persons are mostly
announced over two written lines, where the first refers to
the person identity, and the second, the person function. The
identity of a person is generally constituted of a firstname
followed by a lastname. In some rare cases, the identity of a
person only consists in a firstname, as for people interviewed
in the street, or a stage name, as for artists.

Usually, named entity detectors use the linguistic context
bordering the named entity to help its detection and catego-
rization. The only context in the video overlaids could be the
second line which presents the function. We chose to develop a
rule-based identities detection system along with identity dic-
tionaries. In that way, transcripts errors are taken into account
much more easily than using a CRF-based method, as it was
done in name entity detection. Three identity dictionaries were
built:

1) target: the first dictionary includes 7345 identities.
Most entries refer to journalists of the processed
television stations, political personnalities, athletes
and artists recurrently appearing in French media and
REPERE training corpus.

2) freebase: The second dictionary is composed of more
than 1.7 million of identities extracted from freebase
[23]. We only extracted identities of people born after
1900, as well as those for which the birthdate is
unknown.

3) firstname: The third and last dictionary consists in
more than 17000 firstnames extracted from a special-
ized web site.

The detection process is only concerned by the first line of
the video overlaids (c in the following):

1) Rejection step: c is rejected if the number of charac-
ters is less than 3 or more than 30, if c is composed
of more than 10 words, or if c includes a keyword be-
longing to a pre-definite list. That list mostly includes
conjugated action verbs. This step aims to reject lines
c matching everything else than only an identity, like
information messages which start by a person name.

2) c is accepted if it matches an entry from the target
dictionary. The search into dictionary is performed
using an error tolerance: the identity n of the dic-
tionary is substituted to c if s(c) > 0.8 (eq. 1) such
as:

s(c) = min
n∈N

(1− d(c, n)

max(l(c), l(n))
) (1)

where N is the target dictionary, d(c, n) the Leven-
shtein distance between c and n, and l(x) the string
length of x.

3) c is accepted if it matches an entry of the freebase
dictionary.

Fig. 3. Google roquets for ”Laurence Piau”

InfoboxImages

4) Finally, c is accepted if it starts with a firstname
available in the firstname dictionary, and if the Google
search engine gives clues to confirm the hypothetical
identity. The analysis of the HTML page returned
by the Google search engine, which answers to a
request on c, is used to validate, or invalidate the
hypothetical identity (Fig. 3). Analysis criteria on
the Google HTML page relies on the frequency of
c in the page, the presence of pictures associated to
c, the presence of an informative box describing an
individual, and the alternative proposed spelling.

IV. LEVEL 2: MATCHING

The next step, using the speaker and face diarization,
consists in matching the speaker i ∈ {1, . . . , N} with it’s
face j ∈ {1, . . . , M}. In the REPERE training corpus,
78.4% of the speakers have their faces appearing on the video.
We made the assumption that the more a speaker voice is
heard in the same time a face is seen, the higher the chance
that speaker and that face correspond to the same person.
Therefore, co-occurrence time between speaker i and face j
is computed for each pair (i, j). In the following, we refer
to that co-occurrence value as δt(i, j). It should be noted
that this could be completed with lip activity detection as in
[11]. The matching problem can be considered as the search
of the largest set of pairs (i, j), for which the sum of the
co-occurrences δt(i, j) is maximal, and where each speaker
i can only be associated to a single face j, et vice versa.
Formally, this problem can be formulated as an Integer Linear
Programming problem, given in 2, where xi,j is a binary
variable equals to 1 when the speaker i is associated with
the face j (i.e., (i, j) has been selected).

Maximize:
∑n

i=1

∑m
j=1 δt(i, j)xi,j

Subject to:
∑n

i=1 xi,j = 1, (i = 1, . . . , n)

∑n
i=1 xi,j = 1, (j = 1, . . . ,m)

xi,j ∈ 0, 1

(2)



The number of solution of this problem is p!, with p the
higher number between speaker and face cluster numbers.
However, an optimal solution to that matching problem can
be found in a polynomial time using the Kuhn-Munkres
algorithm [24]. In order to use the Kuhn-Munkres algorithm,
we transform the maximisation problem into a minimisation
problem, by changing the co-occurrence value in:

δt′(i, j) = max
i,j

δt(i, j)− δt(i, j) (3)

After applying the Kuhn-Munkres algorithm, the speaker
clusters which have been matched to face clusters are renamed
with the same label, in their respective diarization segmenta-
tions. To account for segment boundary errors, speakers and
faces are only matched if they overlap more than 0.1 second.

V. LEVEL 3: IDENTIFICATION

At this level, audio and video diarization have been already
performed. Several speaker clusters have been associated to
faces clusters. In addition, the OPNs have been extracted.
OPNs are characterized by their appearance and disappearance
times, which make them constitute segments. We propose
two identification methods. The first one, described in sub-
section V-A, uses co-occurrence statistics between clusters and
OPNs to choose the best identity for each clusters, without
any consideration about the identities attributed to the other
clusters. The second method (cf. sub-section V-B), inspired
from [25], relies on Conditional Random Fields (CRFs) and
performs a joint identification of all person clusters (speakers
and faces), allowing to account for uniqueness constraints and
co-occurrence statistics between clusters and OPNs (see [26]
for more details).

A. Direct identification

This identification method is first applied to speaker clus-
ters. For speaker clusters that have been associated to a face
cluster, the identity is propagated to both speaker and face
clusters. Then, this identification method is applied to the face
clusters for which no speaker cluster have been matched.

As for the speaker/face clusters matching step (cf. sec-
tion IV), we used the co-occurrence times δt(Ci, P

k
j ) between

the occurrences P k
j with k = 1 . . .Kj of a OPN Pj from the

set of OPN P = {Pj , j = 1 . . . NP }, and the segments of a
speaker or face cluster Ci. Each δt(Ci, P

k
j ) is normalized by

appearance duration djk of the occurrence P k
j . Each occurrence

score of the name Pj are then summed. The cluster Ci is
therefore identified by the name Pj giving the highest score
among the OPN set P , which refers to all the OPN in co-
occurrence with the cluster Ci (equation 4).

Ci = argmax
Pj∈P

Kj∑

k=1

δt(Ci, P
k
j )

djk
(4)

djk, which is the appearance duration normalization of the
occurrence P k

j , favours a name Pj which recurrently appear
during the various person Ci interventions, instead of favouring
the total appearance durations of OPNs related to the person
Ci.

Fig. 4. Speaker diarization, Face diarization et OPN
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B. CRF identification

CRF models enable to efficiently combines heterogeneous
statistics by and have been used in a speaker identification task
using transcripts [27]. Another advantage is the possibility to
introduce pairwise relationships between cluster pairs. Let us
denote by Cav = {Cav

i , i = 1 . . . NCav} the set of audiovisual
clusters obtained after the speaker/face matching step described
in Section IV. Here, each cluster Cav

i consists either in a
speaker/face pair, or a face alone, or a speaker alone. Con-
versely to the previous method which takes a decision about
each mono-modal cluster separately, that method considers
audiovisual cluster pairs, thus allowing for more meaningful
co-occurrence statistics.

The identification can be seen as an estimation of the
label field E = {ei, i = 1 . . . NCav}, such as the label ei
corresponds to the name of the cluster Cav

i . ei takes value
from the set of OPNs P , augmented by an anonymous label
which should be assigned to anonymous persons. Let G be an
undirected graph over the set of random variables Cav, P , and
E. We then seek to maximize the CRF posterior probability
P (E|Cav, P ) defined as:

P (E|Cav, P ) =
1

Z(P,Cav)
× exp

{ 6∑

i=1

∑

Clq∈Gi

λifi(Clq)

}

(5)

where Z(P,Cav) is a normalization constant, and each triplet
(fi, Gi, λi) is composed of a feature function fi, the set Gi of
cliques where this function is defined, and its CRF weight λi
learned at training time.

This naming model exploits four different co-occurrence
statistics between clusters and OPNs. First, for each triplet
(ei, C

av
i , Pj), we define:

faudio(ei, C
av
i , Pj) =

Kj∑

k=1

δt(Ca
i , P

k
j )

djk
(6)

Where Ca
i is the audio part of Cav

i (which can be null).
We define similarly two other feature functions for the visual
part of Cav

i : fv alone which counts the co-occurrences when
the face is alone in the image, and fv multi which accounts
for multi-face images. Thus, the CRF will learn a different λ
weight for each case and will be able to weight each type of in-
formation. Eventually, we followed the assumption that a per-
son does not appear or speak before the first apparition of his
name in an OPN, and defined a function fbefore(ei, C

av
i , P )



which returns the number of audio segments from cluster
Cav

i which occurs before the first apparition of the name
ei. We also introduce prior knowledge over the anonymous
label by defining a fifth feature function fano(ei, Cav

i ) which
returns 1 if ei is the anonymous label. Lastly, we define
a uniqueness function funiq(ei, C

av
i , ej , C

av
j ) over visually

overlapping clusters. For such pair Cav
i , Cav

j :

funiq(C
av
i , Cav

j , ei, ej) =

{ −Inf if ei = ej
0 otherwise

VI. EXPERIMENTS

A. Evaluation metrics

The evaluation metric chosen to measure the identification
performance is the official REPERE Estimated Global Error
Rate (EGER). This metric is defined as follow:

EGER =
#fa+#miss+#conf

#total
(7)

where #total is the number of persons to be detected, #conf
the number of persons wrongly identified, #miss the number
of missed persons and #fa the number of false alarms. It
should be noted that this metric does not take into account the
spatial position of the faces but rather focus on evaluating the
ability of the system to answer the question ”Who is seen?”
and ”Who is speaking”.

To evaluate the impact of the identification, we report
the Diarization Error Rate (DER). The metric was introduced
by the NIST as the fraction of speaking time which is not
attributed to the correct speaker using the best match between
references and hypothesis speaker labels. Both DER and EGER
are computed using the scoring tool developed by the LNE2

as part of the REPERE campaigns.

B. Overlaid person name detection results

The Table II shows the evaluation results of the overlaid
person names, for the both corpora. The EGER is 15.5%. Most
of the errors are due to missed overlaid names, which were too
close to the overlaid segment boundaries.

The 8 confusion errors come from erroneous transcripts,
thus generating a substitution of the transcript name with the
most similar target name.

TABLE II. EVALUATION OF OVERLAID NAME DETECTION

Corpus EGER #conf #miss #fa

DEV 14.2% 0 22 6
TEST 17.1% 8 16 1
both 15.5% 8 38 7

C. Association and Identification results

The speaker DER is 13.12% on the dev set and 15.00%
on the test set. A third of DER errors come from missed
detection. The reason is that BFM is a television station which
continuously broadcast, frequently using jingles to capture
the public attention. Those are detected as non-speech areas,
even if the host is announcing headlines. Regarding the Face

2The French National Laboratory of Metrology and Testing

diarization, the DER is 77% person on the dev set and 77%
on the test set. Overall 75% of the errors come from miss
detections due to non profile faces and person seen from the
back. Qualitatively, we found that the face diarization method
provides pure face clusters, but might split one person into
different clusters if the head pose variations are important.

TABLE III. PRECISION, RECALL AND F-MESURE ON DEV AND TEST
CORPORA. RESULTS ARE REPORTED WHILE EVALUATING THE SPEAKER

ONLY, THE HEAD ONLY AND BOTH

Corpus EGER #conf #miss #fa
(1) DEV: Oracle

Speaker 20.2% 25 (2.0%) 206 (16.8%) 17 (1.4%)
Head 31.5% 8 (0.5%) 446 (30.8%) 3 (0.2%)

Spk + Head 26.3% 33 (1.2%) 652 (24.3%) 20 (0.7%)
(2) TEST: Oracle

Speaker 29.9% 23 (2.2%) 284 (27.3%) 4 (0.4%)
Head 38.6% 2 (0.2%) 461(38.4%) 0 (0%)

Spk + Head 34.6% 25 (1.1%) 745 (33.3%) 4 (0.2%)
(3) DEV: System ”Direct” with OPN groundtruth

Speaker 25.0% 114 (11.7%) 181(18.4%) 12 (0.8%)
Head 37.5% 49 (3.4%) 465 (32.1%) 29 (2%)

Spk + Head 31.7% 163 (6.1%) 646 (24.1%) 41 (1.5%)
(4) TEST System ”Direct” with OPN groundtruth

Speaker 37.8% 152 (14.6%) 236 (22.7%) 5 (0.5%)
Head 45.0% 51 (4.3%) 482 (40.1%) 7 (0.6%)

Spk + Head 41.7% 203 (9.1%) 718 (32.1%) 12 (0.5%)
(5) DEV: System ”Direct”

Speaker 25.0% 114 (11.7%) 181 (14.7%) 12 (1.0%)
Head 37.4% 50 (3.5%) 465 (32.1%) 27 (1.8%)

Spk + Head 31.7% 164 (6.1%) 646 (24.1%) 39 (1.5%)
(6) TEST: System ”Direct”

Speaker 39.2% 166 (16%) 236 (22.7%) 5 (0.5%)
Head 46.4% 68 (5.7%) 482 (40.1%) 7 (0.6%)

Spk + Head 43.0% 234 (10.5%) 718 (32.0%) 12 (0.5%)
(7) DEV: System ”CRF”

Speaker 24.9 % 102(8.3%) 192(15.6%) 12(1.0%)
Head 38.4% 55(3.4%) 480(33.1%) 21(1.4%)

Spk + Head 32.2% 157(5.9%) 672(25.1%) 33(1.2%)
(8) TEST: System ”CRF”

Speaker 37.2% 150(14.4%) 233(22.4%) 4(0.4 %)
Head 46.0% 54(4.5%) 492(41.0%) 7(0.6%)

Spk + Head 42.0% 204(9.1%) 725(32.4%) 11(0.5%)

The identification results for the different systems are
presented in Table III. Table (1-2) is an oracle simulating the
best possible results we would reach with perfect diarization
and identification systems, while keeping automatic speech
segmentation, face and OPN detections. For the speaker part,
errors are mostly due to journalist off-voices, which are not
announced by OPNs. Considering the faces, miss errors are
mainly divided into non-frontal faces and figurative persons
not announced by OPNs. The few confusions and false alarms
are due to inaccuracies of segment boundaries. In addition to
provide an upper bound for the identification results, those
tables highlight the differences among the dev and test sets.
The identification on the test set is considerably more difficult
with an increase of the EGER from 26.3% to 34.6%.

The tables (3-4) and (5-6) present the identification results
of the direct method. The system in tables (3-4) uses OPN
ground truth while the other system uses the OPNs automati-
cally extracted. While performances are stable for the dev test,
the use of automatic OPN detection increase the EGER from
41.7% to 43%. This change could probably be explained by
the confusions errors in the OPN detections only observed in
the test set, in table II.

The increase in the miss rate, with respect to the oracle,
is mainly due to diarization errors where a person is split into
several clusters. Indeed, those smaller clusters are likely to not



co-occur with any OPN, and thus, it is not possible to identify
them. Confusion errors arise when a cluster co-occurs with
wrong names.

Regarding comparisons with the Direct method and the
CRF method (tables 5 to 8), two differences can be highlighted.
First, the CRF tends to give a better performance on the
speaker identification, with an absolute reduction of the EGER
from 39.2% to 37.2% on the test set. Improvements mainly
come from a reduction of the confusion errors, meaning that
the considered co-occurrence statistics, and the joint audio-
visual decision process used by the CRF, can help to solve
ambiguities. Secondly, considering the head identification, the
Direct method gives more confusion and less miss errors.
Actually, this method try to identify all possible faces, and
may label two co-occurring clusters with the same name.
We found this strategy optimal for the EGER metric which
does not take into account the spatial positions of the faces
as explained previously. The CRF, by using the uniqueness
constraint, provides a more accurate naming at the cost of
more miss errors. Although performances are similar regarding
EGER metric, the CRF results are more suitable for other tasks
such as collecting faces of a given person for unsupervised
model training.

VII. CONCLUSIONS

In this work, a method for identifying people using overlaid
person names in TV shows has been described. Results shows
that such OPNs can be reliably extracted and used to identify
face and speaker clusters. Two approaches are explored to
associate names and clusters. The first identification method
relies on co-occurrence times between overlay person names
and speaker/face clusters; the second method uses a CRF to
jointly identify the speaker and the face clusters. By jointly
exploiting the audiovisual information and additional context
clues, the CRF provides the best results, mainly by solving
ambiguous speaker cases where a same person co-occurs with
different OPNs.

The difference of performances between the oracle and the
automatic systems show that there is room for improvements
in the diarization and identification steps. First, the speaker and
face diarizations could be optimised for the identification tasks,
for instance by taking into account the OPNs information [28].
Second, the CRF method could easily be extented to include
biometrics models learned in an supervised or unsupervised
way [29], [30]. Last but not least, saliency and namedness fea-
tures could be used in multi-face images to improve name/face
association.
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Abstract
First we propose a reformulation of the Integer Linear Pro-

gramming (ILP) clustering method we introduced at Odyssey
2012, for broadcast news Speaker Diarization. We included an
overall distance filtering which drastically reduce the complex-
ity of the problems to be solved. Then, we present a clustering
approach where the problem is globally considered as a con-
nected graph. The search for Star-graph sub-components allows
the system to solve almost the whole clustering problem: only
8 of the 28 shows that compose the January 2013 test corpus of
the REPERE 2012 French evaluation campaign, on which the
experiments were conducted, were processed with the ILP clus-
tering. Compared to the original formulation of the ILP cluster-
ing problem, our contribution lead to a reduction of the number
of variables in the ILP problem, from 1743 to 53 on average,
and a reduction of the number of constraints, from 3449 to 53 on
average. The graph content clustering method appears to be an
interesting alternative to the current clustering methods, since
its results are better than that of the state of the art approaches
like GMM-based HAC (15.18% against 16.22% DER).

1. Introduction
The speaker diarization task plays an important role in many
speech processing applications, such as automatic transcrip-
tion, speaker identification, and multimedia indexing. Its pur-
pose is to automatically annotate the temporal regions of an au-
dio recording with speaker labels, in order to answer the well-
known question “Who spoke when?”. This task has been de-
fined by the NIST in the context of the Rich Transcription eval-
uation campaigns as the partitioning of an input audio stream
into segments, and the clustering of those segments according
to the speakers. Speaker diarization is carried out without any a
priori knowledge about speakers: neither the number of speak-
ers, their identities, nor samples of their voices are available.

Speaker diarization systems dedicated to broadcast news
are usually based on several segmentation and clustering steps.
The state of the art clustering methods used so far rest on the
hierarchical agglomerative clustering (HAC) approach, which
iteratively merges the two closest clusters until the similarity
between the two candidate clusters is positive. Systems using
this bottom up approach along with Gaussian Mixture Models
(GMMs) to model the speakers, obtained good results in vari-
ous broadcast news evaluation campaigns, such as REPERE [1],
Albayzin [2], ESTER2 [3] and RT-04F [4]. However, the
HAC/GMM approach suffers from two main drawbacks. The
first is the computational time: a new GMM has to be com-
puted each time a merge occurs, and the similarities between
this new GMM and the others must be estimated. In order to
save time, the new GMM can be estimated using the saved sta-

tistical accumulators from the merged clusters. But no such
shortcut is available for the time-consuming similarity estima-
tion step. The second drawback is the error propagation: HAC
algorithm is not able to globally deal with the clustering prob-
lem. Although merges are decided according to the best simi-
larity between the candidate clusters, this is done only locally.
Therefore, an incorrect merge will be propagated until the end
of the process, which may lead to some other incorrect merges,
and may ultimately increase the diarization error rate (DER).

We recently proposed a global optimization framework in
order to overcome these drawbacks [5]. In our approach, the
clusters (speakers) are modeled by i-vectors, which have be-
come the state of the art in the Speaker Verification field. We
expressed the clustering problem as an Integer Linear Program-
ming (ILP) problem, in which all of the clusters are processed
simultaneously (as opposed to the HAC approach in which clus-
ters are processed sequentially). The objective solving func-
tion of our ILP clustering aims to minimize both the number
of clusters and the dispersion within each cluster, and this can
be quickly solved using an ILP solver. This global optimiza-
tion framework achieved better results than the HAC/GMM ap-
proach, on broadcast news data, in terms of DER and compu-
tation time [6]. The ILP clustering approach has also been in-
vestigated in [7] and [8], as part of the REPERE [1] evaluation
campaign.

In this paper, we give a reformulation of the ILP cluster-
ing problem to reduce solving complexity, by removing unnec-
essary variables and constraints. Then, we introduce a graph-
content speaker clustering approach. We first present the data
on which experiments were performed, in section 2. In sec-
tion 3, we give a presentation of the speaker diarization archi-
tecture. We focused on the HAC/GMM and ILP/i-vector clus-
tering approaches, and we reproduced the experiments as pre-
sented in [5], with different data. In section 4, we introduce
the changes made towards the ILP clustering formulation, in
order to reduce the number of variables and constraints. We
then present a speaker clustering approach where the problem
is globally considered as a connected graph. The search for
connected sub-components allows us to solve almost the whole
clustering problem. Only a few independent sub-components
have to be solved using a clustering algorithm like the ILP ap-
proach. Experiments and discussion on the methods and the
results are given in section 5.

2. Data
The experiments presented in this paper are performed on the
test corpus of the REPERE 2012 French evaluation campaign
[9]. This campaign is in the field of multimedia people recogni-
tion in television documents. The challenge was to answer the
questions “who is speaking?” and “who is seen?” at any time



during the videos. One of the sub-tasks was Speaker Diariza-
tion.

The January 2013 test corpus is composed of 28 TV shows
recorded from the French TV channels BFM and LCP. The cor-
pus is balanced between prepared speech, with 7 broadcast news
TV programs, and spontaneous speech, with 21 political discus-
sions or street interviews. Only 3 hours of the recordings are
annotated.

3. Speaker diarization architecture

CLR clustering
ILP/i-vector 
clustering

UBM

MFCC 
computation

BIC segmentation BIC clustering

Viterbi
re-segmentation

Speech / Non-speech 
+ Gender

Speech 
Non-Speech

TV, EFR, cov.
matrixes

external ILP Solver
(GLP Solver)

genders

Figure 1: Diarization steps of the speaker diarization systems
used to conduct experiments in this paper.

Experiments were carried out using the
LIUM SpkDiarization toolkit1 [10]. This speaker diariza-
tion system, which was originally developed during the
ESTER1 evaluation campaign [11], has achieved the best or
second best results in the speaker diarization task on French
broadcast news evaluation campaigns, such as ESTER2,
ETAPE (2011) [12] and REPERE (January 2012, 2013 and
2014) [1].

As presented in Figure 1, the diarization system is based
on an acoustic segmentation and a hierarchical agglomera-
tive clustering using the Bayesian Information Criterion (BIC),
both as a similarity measure between clusters (speakers), and
as a stop criterion for the merging process. In this cluster-
ing, speakers are modeled with full-covariance matrix Gaus-
sian distributions. Segment boundaries are adjusted through a
Viterbi decoding using 8-component GMMs learned on the data
of each speaker via the Expectation-Maximization (EM) algo-
rithm. Another Viterbi decoding is carried out to remove non-
speech areas. This decoding relies on 8 one-state HMMs rep-
resented by 64-component GMMs, trained by EM on ESTER1
training data [11]. Gender (male / female) and bandwidth (nar-

1http://www-lium.univ-lemans.fr/en/content/
liumspkdiarization

row / wide band) detection is performed using 4×128 diagonal
component GMMs trained on 1 hour of speech from the ES-
TER1 training corpus (there is 1 GMM for each of the combina-
tions gender-bandwidth). Segmentation, clustering, and decod-
ing are performed using 12 MFCC parameters, supplemented
with energy.

At this point, each cluster is supposed to represent a single
speaker (clustering purity is very high); however, several clus-
ters can be related to the same speaker. A final clustering stage,
which consists either in a HAC or an ILP clustering, is then
performed in order to obtain a one-to-one relationship between
clusters and speakers.

3.1. HAC clustering with GMMs

In this clustering stage, speakers are processed separately ac-
cording to the gender previously detected. Speakers can now
be modeled with GMMs, thanks to the high purity clustering
resulting from the previous BIC-based HAC (the threshold λ
is equal to 3). In the previous steps, features were not nor-
malized because the channel contribution was useful to differ-
entiate the speakers. In this clustering step, the channel con-
tribution is removed with a normalization by mean and vari-
ance. Speaker models are obtained for each cluster, by ap-
plying a Maximum A Posteriori (MAP) adaptation on a Uni-
versal Background Model (UBM). The 256 UBM components
used as a base (one for each gender) result from the concate-
nation of the two bandwidth-dependent 128 component GMMs
used earlier (male/narrowband, male/wideband to process male
clusters, and female/narrowband, female/wideband to process
female clusters). This HAC uses the Cross-Likelihood Ra-
tio (CLR) [13] to estimate the similarity between clusters, and
the clustering process stops when the CLR gets higher than a
threshold determined empirically. This system, including this
HAC/GMM clustering, as well as the previous steps, is widely
described in [14], and is very close to that of LIMSI [15].

3.2. ILP clustering with i-vectors

In this approach, which acts as an alternative to the HAC/GMM,
clustering is expressed as an Integer Linear Programming prob-
lem. Speakers are modeled with i-vectors, and similarity be-
tween i-vectors is estimated with a Mahalanobis distance [5].
The i-vector approach has become the state of the art in the
field of Speaker Verification [16]. The i-vectors reduce acous-
tic data of a speaker into a low-dimension vector by retaining
only the most relevant information about that speaker. The i-
vector approach was first adapted to speaker diarization using
the k-means algorithm, using distances between i-vectors, to
find utterances of speakers within a corpus where the number
of speakers is known a priori [17]. In speaker diarization, the
number of speakers is unknown.

According to the segmentation resulting from the gender
detection, a 60-dimensional i-vector is extracted from each clus-
ter along with a 1024 GMM-UBM trained on the ESTER1 data.
The GMM-UBM and i-vectors are extracted using the Alize
toolkit [18]. I-vectors are length-normalized in an iterative pro-
cess [19, 20] using a sub-set of the ESTER1 training corpus.
Extraction of acoustic features is performed using 19 MFCC
parameters supplemented with the energy, as well as the first
and second order derivatives. The clustering problem consists
in jointly minimizing the number C of cluster centers chosen
among the N i-vectors, as well as minimizing the dispersion of
i-vectors within each cluster. The set C ∈ {1, . . . , N} is to
be automatically determined. The objective solving function of



the ILP problem (eq. 1) is minimized subject to the following
constraints:

Minimize:
N∑

k=1

xk,k +
1

δ

N∑

k=1

N∑

j=1

d(k, j)xk,j (1)

Subject to: xk,j ∈ {0, 1} k ∈ C, j ∈ C (1.2)

N∑

k=1

xk,j = 1 j ∈ C (1.3)

xk,j − xk,k ≤ 0 k ∈ C, j ∈ C (1.4)

d(k, j)xk,j < δ k ∈ C, j ∈ C (1.5)

Where xk,k (eq. 1) is a binary variable equal to 1 when the
i-vector k is a center. The number of centers C is implicitly
included in equation 1: indeed, C =

∑N
k=1 xk,k. The distance

d(k, j) is computed using the Mahalanobis distance between
i-vectors k and j. 1/δ is a normalization factor. The binary
variable xk,j is equal to 1 when the i-vector j is assigned to the
center k. Each i-vector j will be associated with a single center
k (eq. 1.3). Equation 1.4 ensures that the cluster k is selected
if an i-vector is assigned to cluster k. The i-vector j associated
with the center k (i.e. xk,j = 1) must have a distance d(k, j)
shorter than the threshold δ empirically determined (eq. 1.5).

The ILP problem is solved by the glpsol solver included in
the GNU Linear Programming Toolkit2.

3.3. HAC/GMM vs. ILP/i-vector experiment

The results of experiments conducted on the January 2013 test
corpus of the REPERE evaluation campaign (cf. section 2), with
both HAC and ILP clustering methods, are given in Table 1.
Although the data used here differs from that of the original
ILP clustering formulation the results are consistent with [5].

HAC/GMM ILP/i-vector
Threshold DER (%) Distance δ DER (%)

0.0 19.55 75 17.01
-0.1 18.80 80 16.60
-0.2 19.76 85 15.94
-0.3 17.57 90 15.45
-0.4 17.69 95 15.45
-0.5 17.83 100 15.03
-0.6 17.70 105 14.70
-0.7 16.22 110 15.56
-0.8 17.26 115 15.46
-0.9 17.44 120 15.33
-1.0 18.29 125 16.18

Table 1: Diarization Error Rate (DER), with several thresholds,
for HAC clustering and ILP clustering, on the REPERE January
2013 test corpus.

The metric used to measure performance in the speaker di-
arization task is the Diarization Error Rate (DER). DER was
introduced by NIST as the fraction of speaking time which is
not attributed to the correct speaker, using the best matching

2http://www.gnu.org/software/glpk/

between references and hypothesis speaker labels. The scor-
ing tool was developed by LNE3 as part of the ETAPE and the
REPERE campaigns. The main difference between this scoring
tool and the one from NIST is on the speaker hypothesis and
reference mapping. The tool from LNE relies on the Hungarian
algorithm, which gives an optimal solution for the problem of
assignment in aO(n3) polynomial time, whereas the NIST tool
uses an algorithm based on heuristics [21].

The DER obtained with the HAC/GMM clustering ap-
proach, with various CLR thresholds ranging from 0 to -1, is
compared to the DER obtained with the ILP/i-vector clustering
approach, with various δ thresholds ranging from 75 to 125.

The DER of the input segmentation for these two clustering
experiments, which corresponds to the BIC-based HAC output
(λ = 3), is 22.63%. The best result obtained with the HAC ap-
proach is 16.22% DER, with threshold−0.7. This result is a bit
abnormal compared to the surrounding results which are close
to 17.5%. The ILP clustering DERs are more stable with rela-
tion to thresholds, even if some irregular (but minor) variations
occurred. The DERs obtained with the ILP/i-vector approach
are still better than those of HAC/GMM, with a global DER
oscillating around 15.5%.

4. Improvements on computation efficiency
The ILP problem is solved with the Branch and Bound (B&B)
algorithm of the solver tool. B&B is a general algorithm to
determine, in particular, the optimal solution of discrete opti-
mization problems. This algorithm may result in a systematic
enumeration of all possible solutions for a given problem, but
an analysis of this problem can be done to discard the fruitless
candidate solutions. Contrary to HAC, B&B algorithm is not
executed in polynomial time and, in some cases, may lead to un-
reasonable processing durations (several hours). It is therefore
essential, with this kind of algorithm, to formulate the problem
by limiting the number of variables and constraints to deal with.

We first present a reformulation of the ILP clustering. This
reformulation aims to reduce the number of binary variables
and constraints given as input to the solver. The ILP problem
can be restricted to the only binary variables xk,j for which
d(k, j) < δ. From that optimization, we considered the ILP
clustering problem as the search for connected sub-components
in a totally connected graph. Indeed, the matrix associating dis-
tances between clusters can be seen as a connected graph. Its
simplification by removing the unnecessary edges, which cor-
respond to the distances between the clusters (the graph nodes),
allows the system to find connected sub-components. These
sub-components correspond to independent speaker clustering
problems to be processed.

4.1. ILP clustering with overall distance filtering

In the original formulation of the ILP clustering problem, as
presented in section 3.2, we note that eq. 1.5 is the only equa-
tion where the constraint on the distance between clusters is ex-
pressed. This distance notion can be applied to each of the other
constraints: the ILP problem can be restricted to the only binary
variables xk,j for which d(k, j) < δ, instead of freely express-
ing constraints on k and j. The distances between the i-vectors
are necessarily computed before the ILP problem formulation;
therefore, we propose to reformulate the objective solving func-
tion to be minimized subject to constraints as:

3The French National Laboratory of Metrology and Testing



let C ∈ {1 . . . N}, let Kj∈C = {k/d(k, j) < δ}

Minimize:
∑

k∈C

xk,k +
1

δ

∑

j∈C

∑

k∈Kj

d(k, j)xk,j (2)

Subject to: xk,j ∈ {0, 1} k ∈ Kj , j ∈ C (2.2)

∑

k∈Kj

xk,j = 1 j ∈ C (2.3)

xk,j − xk,k < 0 k ∈ Kj , j ∈ C (2.4)

Compared to the previous formulation of the ILP clustering, as
expressed in section 3.2, eq. 1.5 is removed because distances
are implicitly taken into account in eq. 2.2, eq. 2.3, and eq. 2.4,
by using the set Kj in place of C.

Given a value j, the set Kj represents the set of possible
values of k (taken between 1 and N ) for which distances be-
tween clusters k and j are shorter than the δ threshold.

4.2. Speaker clustering as graph exploration

The matrix associating distances between clusters (i-vectors)
can be interpreted as a graph, where the clusters are represented
by the nodes, and the distances between the clusters are repre-
sented by the edges. The original formulation of the ILP prob-
lem (eq. 1) can be interpreted as a totally connected graph, as
illustrated in the top scheme of Figure 2.

4.2.1. Decomposition into sub-components

The overall distance filtering we introduced in the ILP problem
reformulation (eq. 2) can be applied to the totally connected
graph of the original ILP clustering problem (eq. 1). The de-
composition of that graph in connected sub-components splits
the overall problem into several elementary sub-problems.

The totally connected graph can be simplified with the con-
nectivity concept of the graph theory, by removing all the un-
necessary edges corresponding to distances longer than the δ
threshold (middle scheme of Figure 2). This simplification
transforms the completely connected graph into a set of con-
nected sub-components. These connected sub-components can
easily be found by iteratively using the depth-first search algo-
rithm. The resulting subgraphs, which constitute independent
subproblems that can be processed separately, are composed of
a reduced number of elements. In some cases, the subgraphs
only consist in only a single node, which means that the cor-
responding speaker cluster can not be associated to any other
cluster.

4.2.2. Search for Star subgraphs

All of the sub-components can be processed with a clustering
algorithm to identify the cluster centers; however, most of the
sub-component centers are obvious. The search of the cluster
centers can be formulated as the search of Star-graphs in the
set of connected sub-components (bottom scheme of Figure 2).
A Star-graph is a special kind of tree composed of one central
node attached to k leaves (with a single depth level). The com-
plexity of the Star-graph search is done in O(n2), where n is
the number of clusters for which n− 1 nodes are connected. If
a sub-graph is a Star-graph, there is no need to perform a clus-
tering: the central node corresponds to the center of the clus-
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2) Decomposition into sub-components (ILP eq. 2)

1) Totally connected graph (ILP eq. 1)

3) Search for Star subgraphs

Figure 2: Graph representation of the speaker clustering prob-
lem: top, the completely connected graph; middle, the decom-
position into sub-components; bottom, the search for Star sub-
graphs: the colored clusters are identified as centers, and the
dashed circle indicates an ILP clustering to be performed.

tering sub-problem, so clusters corresponding to the leaves will
be directly associated to that cluster center. If the sub-graph is
neither a Star-graph, nor an isolated node (which is a particu-
lar Star-graph without leaves), then the clustering sub-problem
has to be processed with a clustering algorithm. In our exper-
iments, we used the ILP clustering formulation, as described
in section 4.1, in order to compare the efficiency of the graph
content clustering in terms of the number of variables and con-
straints.

5. Experiments and discussion
The experiments performed to observe the efficiency of the im-
provements consist in a comparison between each of the meth-
ods proposed in section 4. In Table 2, we present raw values
and statistics (minimum, maximum, mean) on the number of
binary variables and constraints of the ILP problems, for each
of the shows in the corpus. The threshold was set to 105, since



Show name # C
ILP (eq. 1) ILP (eq. 2) Sub-components Sub-components

+ ILP (eq. 2) + Star-graphs + ILP (eq. 2)
# Var. # Const. # Var. # Const. # Var. # Const. # Var. # Const.

BFMStory 2012-01-10 68 4624 9180 84 84 32 32 0† 0†

BFMStory 2012-01-23 76 5776 11476 86 86 24 24 0† 0†
BFMStory 2012-02-14 67 4489 8911 87 87 38 38 13 13
BFMStory 2012-02-20 77 5929 11781 95 95 36 36 10 10
CultureEtVous 2012-01-13 13 169 325 17 17 9 9 0† 0†

CultureEtVous 2012-01-16 15 225 435 23 23 14 14 0† 0†

CultureEtVous 2012-01-17 15 225 435 15 15 0* 0* 0† 0†

CultureEtVous 2012-01-18 17 289 561 17 17 0* 0* 0† 0†

CultureEtVous 2012-01-19 16 256 496 18 18 4 4 0† 0†

CultureEtVous 2012-02-14 18 324 630 18 18 0* 0* 0† 0†

CultureEtVous 2012-02-15 21 441 861 23 23 4 4 0† 0†

CaVousRegarde 2011-12-20 39 1521 3003 69 69 57 57 0† 0†

CaVousRegarde 2012-01-19 39 1521 3003 73 73 57 57 0† 0†

CaVousRegarde 2012-01-25 43 1849 3655 79 79 61 61 0† 0†
EntreLesLignes 2011-12-16 41 1681 3321 77 77 55 55 45 45
EntreLesLignes 2012-01-27 35 1225 2415 41 41 14 14 0† 0†
EntreLesLignes 2012-05-11 45 2025 4005 71 71 43 43 13 13
LCPInfo13h30 2012-01-24 55 3025 5995 59 59 9 9 0† 0†

LCPInfo13h30 2012-01-25 51 2601 5151 69 69 39 39 0† 0†

LCPInfo13h30 2012-01-27 39 1521 3003 47 47 14 14 0† 0†
PileEtFace 2011-11-19 28 784 1540 52 52 38 38 25 25
PileEtFace 2011-12-01 30 900 1770 42 42 22 22 0† 0†

PileEtFace 2012-01-12 29 841 1653 41 41 24 24 0† 0†
PileEtFace 2012-01-19 42 1764 3486 72 72 48 48 18 18
PileEtFace 2012-01-26 38 1444 2850 70 70 55 55 27 27
TopQuestions 2012-01-25 33 1089 2145 41 41 19 19 0† 0†

TopQuestions 2012-02-14 26 676 1326 36 36 22 22 0† 0†
TopQuestions 2012-02-22 40 1600 3160 62 62 34 34 29 29
Minimum - 169 325 15 15 0 0 0 0
Average - 1743.36 3449 53 53 27.57 27.57 6.43 6.43
Maximum - 5929 11781 95 95 61 61 45 45

Table 2: Number of variables (# Var.) and numbers of constraint (# Const.) for the 4 ILP methods in the problem submitted to the ILP
solver (Results by show. #C is the number of clusters in the input diarization).

this value gives the best results with these data (cf. Table 1).
The DER obtained is identical regardless of the method used
(14.70% DER). Note that the number of variables and con-
straints are dependent on the number of clusters given as input
(cf. column #C in Table 2).

Compared to the original formulation of the ILP cluster-
ing approach (ILP (eq. 1)), most of the binary variables and
constraints have been removed thanks to the overall distance
filtering method (ILP (eq. 2)). Splitting the overall ILP prob-
lem into sub-problems, using the sub-components decomposi-
tion method, reduces even more the number of variables and
constraints (Sub-components + ILP (eq. 2)). Three of the shows
do not need the ILP clustering (cf. * in Table 2). The reason is
the distance between all the clusters of these shows are longer
than the δ threshold, so, the related sub-graphs are composed
of only a single node. The solution is so trivial that it is un-
necessary to use the ILP clustering approach on the resulting
subgraphs. Finally, the search for Star-graphs further more re-
duces the number of variables and constraints ( Sub-components
+ Star-graphs + ILP (eq. 2)). 70% of the shows do not need to
be processed with the ILP clustering (cf. † in Table 2), because
their sub-graphs either consist in a single node, or are stars.

5.1. Reduction in number of variables and constraints

The numbers of binary variables and constraints presented in
Table 2 were determined by reading the files containing ILP
problems given to the solver tool. The purpose of the following

section is to explain these values according to the ILP formula-
tions expressed in sub-sections 3.2 and 4.1.

Regarding the formulation of ILP (eq. 1) for a clustering
composed of N clusters, there are N2 binary variables and
2 × N × (N − 1) + N constraints. Equation 1.2 does not
generate constraints in the problem, it is implicitly generated
by the solver tool. Equation 1.3 generates a constraint for each
cluster, henceN constraints. Equation 1.4 generatesN−1 con-
straints for each cluster, i.e., N × (N − 1) since no constraint
is generated for the case k = j. Equation 1.5 generates one
constraint for each d(k, j) < δ, and another constraint for each
d(k, j) > δ (equal to xk,j = 0). This last constraint is not ex-
pressed in the ILP formulation, and as in eq. 1.4, no constraint
is generated for the case k = j. Therefore, Equation 1.5 finally
generates N × (N − 1) constraints.

Regarding the formulation of ILP (eq. 2), the number of
constraints is dependent on the threshold δ. Increasing the
threshold reduces the number of constraints filtered by distance,
and increases the number of edges in the related graph. With
a threshold set to infinity, the number of constraints would be
N + N × (N − 1), and the graph would be completely con-
nected. Equation 2.3 generates N constraints, and equation 2.4
generates N × (N − 1) constraints. With the ILP formulation
we introduced in this paper, the number of constraints is equal
to the number of variables. A constraint is expressed for each
candidate cluster center (N binary variables), and another con-
straint is formulated for each edge leaving a node (i.e., there is
one constraint, generated by eq. 2.3, for each d(k, j) > δ when



k 6= j).

5.2. Speaker clustering as graph exploration

We came with to the idea of considering the clustering problem
as a graph thanks to the ILP clustering, on which we have been
working for several years, especially to globally process large
collections of audiovisual recordings. It appears that the graph
approach we proposed in this paper is efficient enough to ques-
tion the interest of the clustering method to process the “com-
plex” sub-components of the graph (which are neither Star-
graphs nor isolated nodes). As presented in Table 2, only 8
of the 28 shows that composed the corpus required an ILP clus-
tering to be performed on the sub-components. In Table 3, we
compare the DERs between with and without ILP clustering for
processing those complex sub-components.

Distance δ ILP (eq. 2) No-clustering 1-single-cluster
75 17.01 17.01 17.01
80 16.60 16.60 16.60
85 15.94 16.49 15.37
90 15.45 15.81 15.18
95 15.45 15.81 15.18

100 15.03 15.48 15.74
105 14.70 16.40 16.33
110 15.56 17.48 18.32
115 15.46 17.60 18.40
120 15.33 16.84 18.85
125 16.18 16.73 19.38

Table 3: Diarization Error Rate (DER) of the graph approach,
with and without ILP clustering, on the REPERE January 2013
test corpus.

Three strategies to deal with the complex sub-components
have been compared. The left column (ILP (eq. 2)) presents the
DERs obtained when the ILP clustering is performed to pro-
cess the complex sub-components. The middle column (No-
clustering) presents the DERs obtained when nothing is done
with the clusters related to the complex sub-components (i.e.,
the clusters are not merged at all). The right column (1-single-
cluster) presents the DERs obtained when all the clusters of a
complex sub-component are merged into a single cluster.

We observe, on the upper part of Table 3, that the 1-single-
cluster strategy gives identical or better DERs than that of the
ILP strategy. The opposite can be observed on the lower part
of Table 3. The best DER from the 1-single-cluster strat-
egy (15.18%) is only 0.48% worst than the best DER obtained
with the ILP strategy (14.70%), and those results are both cen-
tered around the same distance δ. On the other hand, the No-
clustering strategy does not seem to be interesting since the re-
sults obtained are always worse than that of the other strategies.

Using the ILP clustering to process the complex sub-
components of the graph still provides a better results, as long
as the selected threshold δ is not set too low, compared to its
optimal value. Note that several clustering approaches have al-
ready been studied in detail, and compared, in order to process
large-scale clustering on sparse speaker content graphs [22].

6. Conclusions
We have reformulated the ILP clustering to include an overall
distance filtering process, in order to reduce the complexity of
the problems to be solved. On the January 2013 REPERE test
corpus, this optimization lead to a reduction of the number of

binary variables (from 1743 to 53) and constraints (from 3449
to 53). In addition, we proposed to consider the ILP cluster-
ing problem as the search for Star-graph sub-components in a
totally connected graph. The ILP clustering is only used to pro-
cess complex graph sub-components, which are neither Star-
graphs nor isolated nodes. The graph-content speaker cluster-
ing approach can be considered as a promising alternative to
the state of the art clustering methods: even if the complex sub-
components are not processed with a clustering algorithm, it
gives a better DER than that of the GMM-based HAC experi-
ment (15.18% against 16.22% DER). However, it is still better
to process the complex graph sub-components with a clustering
algorithm, but further investigation has to be done regardless of
the clustering method used.

This graph-content clustering, on which an ILP cluster-
ing is performed to process the complex sub-components, has
achieved impressive performance in terms of speed processing.
We performed a test on the ESTER2 training data, which con-
sists of 75.5 hours of annotated data. We considered the con-
catenation of all the local segmentations to perform an over-
all clustering (i.e., we concatenated the outputs of the shows
processed separately with the speaker diarization system pre-
sented in section 3). The concatenation represents a total of
4295 speaker clusters. The clustering based on the only refor-
mulation of the ILP problem, as presented in eq. 2, was achieved
in 8 minutes (RT×0.0018), whereas it last 2 hours and 9 min-
utes (RT×0.0284) with the original ILP formulation. The graph
approach using the ILP (eq. 2) clustering to process the com-
plex connected sub-components was done in 5 minutes only
(RT×0.0011).
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[6] Grégor Dupuy, Mickaël Rouvier, Sylvain Meignier, and
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